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Chapter 1

General Introduction
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1.1 General Introduction

In consciousness research, unconscious perception is usually demonstrated by showing
that although an observer is not aware of a critical stimulus (direct effect), the stimulus
still exerts some effect in a secondary task or neural measure (indirect effect). This
method is sometimes referred to as a dissociation procedure (Hannula et al., 2005;
Reingold & Merikle, 1988; Schmidt & Vorberg, 2006). Although this approach can be
considered common practice (for example, in subliminal priming research, Dehaene
et al., 1998; Draine & Greenwald, 1998; Finkbeiner, 2011; Mattler, 2003; Peremen &
Lamy, 2014; Reingold & Merikle, 1988; Wang et al., 2017), the most appropriate way
to establish lack of awareness is a highly debated topic (Hannula et al., 2005; Ramsgy
& Overgaard, 2004; Sandberg et al., 2010; Schmidt, 2015; Seth et al., 2008).

One way to establish conscious awareness, or the lack of thereof, is to assess the
objective performance of the observer in terms of correct and incorrect detection re-
sponses across many trials (Eriksen, 1960; Greenwald et al., 1989, 1996; Greenwald,
1992; Kingdom & Prins, 2016; Snodgrass et al., 2004; Vorberg et al., 2003). Then,
aggregated sensitivity indices, such as d’ when using signal detection theory (SDT,
Green & Swets, 1966), can be calculated to test whether the observer performs above
chance, that is, regardless of the subjective experience of the observer. However, de-
tractors of objective measures argue that such measures fail to capture the subjective
quality of consciousness (Overgaard et al., 2006; Sergent & Dehaene, 2004; Seth et al.,
2008; Windey et al., 2013), which is central to the definition of phenomenal conscious-
ness (Block, 1995; Nagel, 1974). Instead, many studies rely on the idea that observers
have privileged access to their experience and that they should be the ones to report
the clarity of their percepts (Cheesman & Merikle, 1986; Merikle, 1992). This type of
approach usually relies on observers to report their experience using some variation
of an objective present/absent task, for example, by indicating whether they experi-
enced the stimulus or not (subjective yes/no tasks) or by using more graded means
of report, like the perceptual awareness scale (PAS). Subjective visibility reports are
then sorted such that trials in which an observer indicated being consciously aware
of the stimulus (‘seen’ trials) are compared against those in which no awareness was
reported (‘unseen’ trials) — a method also referred to as post-hoc sorting (Schmidt,
2015).

It is worth noting that objective and subjective measures can disagree regarding
whether an observer is aware of a certain stimulus (Kiefer & Kammer, 2024). The
most striking example of a dissociation between subjective and objective measures
are ‘blindsight’ patients (Poppel et al., 1973; Weiskrantz et al., 1995), who after
having a lesion to the primary visual cortex, can perform above chance in objec-
tive detection or discrimination visual tasks but report having no conscious visual
experience of the stimuli (de Gelder et al., 2008; Sahraie et al., 1997; see Stoerig
& Cowey, 1997 for a review). A similar phenomenon has been observed in healthy
individuals (Kolb & Braun, 1995; Lau & Passingham, 2006; Meeres & Graves, 1990;
Schwiedrzik et al., 2011; note however that some of these studies have failed to repli-
cate, see Robichaud & Stelmach, 2003), sometimes referred to as relative-blindsight,
blindsight-like behaviour or implicit perception (but see, Azzopardi & Cowey, 1998;
Azzopardi & Evans, 2007; Balsdon & Azzopardi, 2015). Note also that some research
has shown comparable subjective and objective behaviour both in patients (Garric
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et al., 2019) and in healthy individuals (Jimenez et al., 2023; Kiefer, Frithauf, et al.,
2023; Kiefer, Harpaintner, et al., 2023; Lamy et al., 2015).

Figure 1.1: A) A hunter
trying to catch a fish will
have to aim lower than the
apparent location of the fish.
B) A line flanked by
outward-pointing
arrowheads will appear
shorter than it is on paper.
A line flanked by
inward-pointing arrowheads
will appear longer than it is
on paper. The two lines in
the image are the same
length.

Apparent  Real
position of position of
thefish thefish

Although widely adopted (for example, King et al., 2016; Lamy et al., 2009;
Ramsgy & Overgaard, 2004; Sandberg et al., 2010; Sergent et al., 2005; Soto et al.,
2011; Soto et al., 2019; van Vugt et al., 2018), subjective measures are often criticized
for being contaminated by effects unrelated to conscious experience, such as decision
bias (Azzopardi & Cowey, 1998; Azzopardi & Evans, 2007; Balsdon & Azzopardi,
2015; Newell & Shanks, 2014; Schmidt, 2015; Soto et al., 2019) —a problem that has
come to be known as decision criterion contamination (see Fahrenfort et al., 2024
for a detailed account). For example, the “invisible” responses of an overly cautious
observer may simply indicate that the stimuli were difficult to see rather than a
complete absence of subjective experience (Bjérkman et al., 1993).

A decision bias is usually defined as a deviation from the rational norm or a
perceptual distortion (Haselton et al., 2015). However, not all decision biases are
born equal. Some biases may arise in the perceptual system itself (i.e. where they
involve a change in experience), whereas others may arise postperceptually, such as
a decision-shift that is based on non-perceptual information. Imagine, for example, a
fisherman waiting for the right moment to catch a fish (see Figure 1.1A). Although the
fish will appear to be at a certain spot, we know that light bends when it goes from
water to air because these two mediums refract light differently, meaning that the
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perceived position of the fish is not where the fish actually is. The trained fisherman,
who is well aware of this fact, may use this prior information to correct his perception
by aiming lower, thus hitting the perceptually displaced fish. This sort of situation
highlights how non-perceptual information may influence our decisions away from
what we perceive.

On the other hand, decision biases sometimes follow from the architecture of our
perceptual system. For example, the Miiller-Lyer illusion (Miiller-Lyer, 1889) is an
optical illusion in which flanking a line with inward or outward pointing arrowheads
will make the line appear either longer or shorter than it is on paper (see Figure
1.1B). If we were to ask an observer to indicate the length of a series of lines flanked
with inward point arrowheads, he would consistently overestimate the length of the
lines —he would be biased. It is worth noting, however, that the Miiller-Lyer illusion,
as well as other optical illusions, cannot be abolished even if one knows about the
illusion, meaning that it is not possible to perceive the true length of the lines as they
appear on paper. The reason for this is that such “illusions” are not distortions, but
rather plausible and generally adaptive interpretations of the visual input.

An alternative characterization for such “biases” is that the ground truth estab-
lished by the researcher, in this case, the physical length of the lines on paper or
on a screen, is just not in line with the interpretation favoured by the visual sys-
tem of the observer, and that the interpretation of the observer would be equally
valid in a different context (Felin et al., 2017; Koenderink, 2014). For example, the
Miiller-Lyer illusion may be in part explained by the way our visual system uses per-
spective to estimate depth (Gregory, 1968). Most of the world is by now accustomed
to walls and corners and has learned accordingly to associate angles-in configurations
(outward-pointing arrowheads) with closer objects, whereas angles-out configurations
(inward-pointing arrowheads) indicate faraway objects. This becomes apparent if we
draw a line along a convex or concave corner, as depicted in Figure 1.2. Although
both angles-in (Figure 1.2A) and -out configurations (Figure 1.2B) occupy the same
space in the retina, we have learned that farther away objects are bigger than they
appear to be, whereas the opposite is true for objects that are close to us. Conse-
quently, when depicted in a two-dimensional medium, these cues alter the way we
perceive the length of the lines.

Regardless of whether it is correct to characterize biases as biases/illusions or as
adaptive interpretations, it is less clear whether other instances of bias are caused
by changes in the subjective experience of the observer or from decisional processes.
Imagine, for example, an airport officer inspecting luggage on a conveyor belt through
an x-ray machine. He may be inclined to report particular shapes as a potential gun,
given the costly consequences of allowing such an object to go into the plane, even if
the object barely resembles a gun. Is the officer reporting a gun because he actually
saw a gun, or is he instead reporting a gun because of the costly consequences of
missing such an object? When compared with a naive observer, we would say that
the officer has adopted a more liberal criterion as a result of the expected negative
consequences, i.e. he is biased towards reporting guns. While we could directly ask
the officer whether he actually saw a gun, it would be difficult to determine with
certainty whether his decision was based on his subjective experience of having seen
a gun or if he flagged something that merely resembled a gun due to the potential
consequences of his decision despite not having actually perceived a firearm. We may
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Figure 1.2: The Miiller-Lyer Illusion in a naturalistic environment. Outward pointing arrowheads
are associated with convex corners whereas inward point arrowheads are associated with concave corners.

also consider a less dramatic situation in which decisions may be influenced by factors
other than the costs associated with our responses. Imagine you are commuting to
work, and the person sitting next to you looks like a famous actor. Although the
resemblance may be uncanny, you decide against asking for an autograph because
the odds of an A-list actor riding the metro during rush hour are minimal. Both
examples highlight the difficulty of assessing whether decisions stem from changes in
the subjective experience of the observer or from non-perceptual decision processes.

Importantly, the ability to distinguish between perceptual and non-perceptual bi-
ases is a crucial requirement for the validity of any measure of consciousness. However,
because subjective measures may be equally prone to perceptual and non-perceptual
biases, it is not straightforward to use them to distinguish between biases driven by
the subjective experience of the observer (e.g. visual illusions) from those that arise
from cognitive processes, such as trying to maximize the expected utility of a decision.

On the other hand, although proponents of objective measures usually argue
against subjective measures on the basis of decision bias contamination, objective
measures also cannot be used to dissociate changes in the sensory experience of the
observer from changes in the decision process. For example, let us consider the use of
signal detection theory (SDT). SDT models how organisms discriminate between two
confusable alternatives, usually a weak signal and noise, or two very similar signals
(Green & Swets, 1966). SDT assumes the observer will base her responses on an
internal decision variable. When the decision variable is high enough, the observer
will report the signal (signal present), otherwise, she will report no signal (signal ab-
sent). Because of factors like neural noise (Wixted, 2020), arousal (Beerendonk et al.,
2024) and attention fluctuations (Rothlein et al., 2018), or just random brightness
changes on the screen, the observer will perceive a range of intensities, even if no
light is presented. The range of perceived intensities on absent and present trials can
be represented with two distributions along a common axis (see Figure 1.3). Then,
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Figure 1.3: Signal Detection Theory. The range of perceived intensities of absent (noise) and present
(signal) trials are by two distributions. From here two relevant measures can be derived, sensitivity (d’)
and criterion (c). Sensitivity indicates how distinguishable absent and present trials (index by the distance
between the noise and signal distribution) whereas criterion indicates the amount and direction of the bias
towards absent or present responses. The shaded area indicates the proportion of absent trials that will be
reported as present (misses) and the proportion of present trials that will be correctly detected (hits).

two independent dimensions of the detection performance can be extracted, (i) the
location of the decision criterion (¢) and therefore the amount and direction of deci-
sion bias, and (ii) the observer’s sensitivity (d’) or his ability to discriminate between
absent and present trials.

Signal detection theory was crucial for the improvement of psychophysics, and
more broadly for the study of perceptual decision-making as it allowed researchers
to quantify the performance (sensitivity) of an observer independently of their deci-
sion bias (criterion). This was a great advantage over other psychological theories
and their sensitivity measures that were likely confounded by decision bias because
they assumed observers had a fixed decision criterion (Blackwell, 1963; Fechner, 1860;
Thurstone, 1994). However, in the effort to distinguish between perceptual and non-
perceptual manipulations, some researchers have come to equate changes in decision
criterion with purely decision-based processes, and effects on sensitivity with percep-
tual shifts (Witt et al., 2015). While it is true that decision bias will likely express
itself as a change in decision criterion, it is not true that a change in decision criterion
necessarily entails a purely decision-based change. Equivalently, while it is true that
a change in sensitivity may imply a change in perception, the absence of a sensi-
tivity effect does not mean that there is no perceptual effect (see Witt et al., 2015
for a detailed account). More fundamentally, when using objective measures, the re-
searcher imposes a “ground truth” against which observers’ responses are compared, a
“ground truth” which arguably does not exist as such (Koenderink, 2014). For exam-
ple, the bias caused by manipulations such as the Miiller-Lyer illusion will show up as
a decision criterion effect, although hardly anyone would argue against the idea that
the Miiller-Lyer illusion influences perception. This dissociation between the ground
truth of the experimenter and the subjective experience of the observer is at the heart
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of the problem described by Witt et al. (2015), however, it is not exclusive to SDT.
Any framework that relies on the researcher’s ground truth will struggle to dissociate
between bias effects that result from the mismatch between the experiment’s ground
truth and the observer’s subjective experience, from actual non-perceptual response
bias.

More recently, a potential solution has been directly gauging the subjective state
of the observer using metacognitive reports. Indeed, confidence reports have long
been employed to assay the strength of perceptual experience (Kunimoto et al., 2001;
Morales & Lau, 2021; Sandberg et al., 2010). Briefly put, decisions based on strong
sensory input should elicit higher confidence, and they should be more likely to be cor-
rect, whereas decisions based on weak sensory input should elicit lower confidence and
be less likely to be correct. Accordingly, it has been proposed that confidence reports
can be used to differentially index changes in perception from non-perceptual crite-
rion shifts (Gallagher et al., 2019). However, confidence reports are not exclusively
determined by sensory input, as they can be influenced by non-perceptual information
(Constant et al., 2023; Evans & Azzopardi, 2007; Jachs et al., 2015; Martinez-Saito,
2022; Morales & Lau, 2021). For example, if a type of stimulus is more likely to occur
in a discrimination task, one could use that information to report the more prevalent
stimulus along with a high confidence report, even if one is not aware of the true
identity of the stimulus. While this explanation is generally sound, it is yet to be
empirically determined under what circumstances confidence reports track subjective
experience.

As it stands, neither objective nor subjective measures are immune to non-
perceptual decision biases. Given that these are roughly the two ways to assess
conscious awareness, it becomes crucial to be able to dissociate perceptual from
non-perceptual decision biases. Otherwise, the entire project of consciousness
research is in danger of being confounded by decision criterion contamination. In this
thesis, I address this question by introducing and validating a novel benchmark to
assay subjective experience —the controlled reproduction task. This task is a variation
of the method of adjustment (Kingdom & Prins, 2016), which was first introduced
by Fechner under the name of method of average error. Typically, methods of
adjustment consist of two stimuli, one standard and one test stimulus, that vary
across some relevant dimension, for example, orientation, brightness, hue, etc. The
observer is asked to adjust the test stimulus until it matches the standard stimulus.
The average difference between the two stimuli is the difference threshold. Unlike
standard subjective measures in which an observer must set a decision criterion
to give a seen/not-seen response, in the controlled reproduction task observers are
asked to reproduce their experience of a target by adjusting a relevant feature of the
reproduction stimulus, effectively circumventing the necessity of a decision criterion.

1.2 Thesis Outline

This thesis consists of three empirical chapters in which I aim to answer the question:
how to distinguish between perceptual and non-perceptual biases? Or, alternatively,
how to measure subjective experience? To tackle this question, I employ a novel mea-
sure in which observers reproduce their subjective experience in a controlled fashion
—the controlled reproduction task. Using this approach, I investigate to what ex-
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tent three manipulations that usually result in decision bias, also result in changes in
subjective experience in a 2AFC discrimination context. Each of the manipulations
reflects a different source of decision bias: a visual illusion (Miiller-Lyer condition),
an asymmetrical stimuli prevalence (base rate condition), and a monetary punish-
ment scheme (payoff condition). However, as mentioned before, a hallmark approach
in consciousness research relies on the comparison of visible and invisible trials (ob-
jective measures) or seen and unseen trials (subjective measures). Because of this,
after validating the reproduction task in a discrimination context, I then turn to de-
tection judgements to test whether a base rate manipulation, a payoff manipulation
and an exogenous attention manipulation (attentional cue condition, Carrasco et al.,
2004) result in changes in subjective experience. Altogether, the work in this thesis
demonstrates that expectations over stimulus prevalence and expected rewards affect
decision-making but not subjective experience, both when discriminating and detect-
ing stimuli. Visual illusions and attention, on the other hand, influence the perceptual
experience of the observer. Furthermore, although not fully impervious to decision
criterion shifts, this thesis also shows how the controlled reproduction task can be
used to investigate subjective experience and therefore to gauge observers’ changes
in perception. Below I provide a brief summary of the goals, methods and results of
each chapter.

1.2.1 Chapter Two. Predictions and rewards affect decision-
making but not subjective experience

This chapter consists of four experiments in which I use the reproduction task in
combination with a simple two-alternative length discrimination task to assess to what
extent a visual illusion, a base rate manipulation and a payoff scheme affect subjective
experience. In experiment 1 (N=138), participants are asked to either indicate if a
target line is shorter or longer than a reference line or, alternatively, to reproduce the
length of the target line. By using this discrimination-reproduction setup, I show that
only the Miiller-Lyer illusion affects both decision criterion and subjective experience,
whereas the base rate and payoff manipulations only affect decision criterion. Next,
across three new experiments (exp. I N=50, exp. 2 N=86, exp. 3 N=84), I use Drift
Diffusion models (DDM) to test whether reaction time profiles on the discrimination
task can distinguish between the manipulations that affect perception from those
that only affect decision criterion, as established by the reproduction task. Results
show that although informative, such a modelling approach only allows one to make
relative assessments between manipulations, rendering DDMs unsuitable to determine
whether a manipulation in isolation results in perceptual or non-perceptual changes
in decision-making.

1.2.2 Chapter Three. Confidence reports during perceptual
deciston-making dissociate from changes in subjective
experience

In this chapter, I investigate whether metacognition can be used to track effects on
perception. In two experiments (ezp. I N=150, exp. 2 N=150), participants provided
length discrimination and reproduction responses similar to the design in Chapter
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Two. Additionally, participants indicated their confidence in their discrimination re-
sponses either concurrently, or after the discrimination response was reported. As in
Chapter Two, reproduction responses show that only the Miiller-Lyer manipulation
results in both, changes in decision criterion and in subjective experience, whereas the
base rate and payoff manipulations only influenced decision criterion, effectively repli-
cating the results of Chapter Two across two new datasets. Further, the decision
criterion shift elicited by each of the manipulations leaked into confidence reports,
regardless of the perceptual or non-perceptual nature of the manipulation and the
time when confidence reports were submitted (simultaneously or after the discrimina-
tion response). Overall, these results suggest that confidence judgements cannot be
used as a criterion free measure of subjective experience. To extend these results, I
evaluate a commonly used aggregated measure of metacognition —metacognitive effi-
ciency (M-ratio). Although aggregated measures of metacognition are often preferred
as they aim to control for first-order sensitivity and bias differences, I show that de-
cision bias also leaks into metacognitive efficiency measures, further confirming that
metacognition is susceptible to non-perceptual decision bias effects (Fleming & Lau,
2014; Maniscalco & Lau, 2010; Morales et al., 2022).

1.2.3 Chapter Four. Conscious experience in a mnear-
threshold detection task is influenced by attentional
cues, not by predictions or rewards

In Chapter Two and Chapter Three I show across six experiments that the re-
production task fully isolates perceptual effects from decision criterion shifts. Addi-
tionally, I show how this approach is superior to other methods like Drift Diffusion
modelling and metacognition. Having established that the reproduction task can dis-
tinguish between perceptual and non-perceptual manipulations, I then turn to study
subjective detection using the reproduction approach. This approach supposes a rele-
vant change of paradigm in consciousness research. Typically, subjective detection is
studied using yes/no tasks, in which the observer reports whether he saw the stimulus
or not, or graded scales such as the perceptual awareness scale (PAS). Unlike these
measures, we show in chapter two and three that the controlled reproduction task
does not require observers to make a decision but rather to recreate their experience,
potentially circumventing the decision criterion problem.

In this chapter, I test three different manipulations (ezxp. I N=239), an asym-
metrical base rate and a payoff scheme, both largely similar to the ones used in the
previous chapters, and an exogenous attentional manipulation (Carrasco et al., 2004).
Instead of discriminating between two categories, participants are asked to detect dim
stimuli or to reproduce their experience. As before all manipulations resulted in de-
cision criterion shifts captured by the detection task. However, in this setup, the
reproduction task turned out to be sensitive to both decision criterion shifts and
changes in subjective experience. The results delineate a more complex relation be-
tween contrast detection and reproduction as compared with previous results. To
tease the effect of decision criterion shifts from the potential effect of the manipula-
tions on subjective experience, I apply a Hurdle-Gaussian model that provides both
a measure of decision bias and a measure of subjective experience relying exclusively
on reproduction responses. Using this modelling approach it is possible to show that,
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unlike the base rate and payoff manipulations, only the attentional cue consistently
alters perceived contrast. In a second experiment (exp. 2 N=158), I replicate these
results and validate the Hurdle-Gaussian modelling approach by again showing that
although the reproduction task is influenced by both decision criterion and subjective
experience, it is still possible to dissociate these effects. Further, this confirms that
only the attentional cue consistently affects perceived contrast along with the detec-
tion threshold, while the base rate and payoff manipulation influence the detection
threshold and had little to no effect on subjective experience (particularly in absent
trials).

1.2.4 Chapter Five. Discussion and conclusion

This dissertation combines psychophysics, computational modelling and extensive
behavioural lab testing to offer valuable insight into the interplay between decision
criterion and changes in subjective experience. In the general discussion of Chapter
Five, I place these findings in a broader context and discuss their implications for
perceptual decision-making and consciousness research. Further, I evaluate alterna-
tive approaches to measure subjective experience, such as drift-diffusion modelling,
signal detection theory, confidence reports and metacognition, as well as other sub-
jective measures that were not included in this thesis. Additionally, I evaluate the
controlled reproduction approach by comparing it with other modelling and psy-
chophysical methods that aim to distinguish between perceptual and non-perceptual
effects. Finally, I discuss the empirical and philosophical difficulties associated with
measuring subjective experience.



