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74 CHAPTER 5. GENERAL DISCUSSION

5.1 General discussion
In this thesis, I tasked myself with establishing a way to measure subjective expe-
rience, and in doing so, with answering the question: how to distinguish between
perceptual and non-perceptual biases? To accomplish this, I employed the controlled
reproduction task in combination with psychophysics, computational modelling and
extensive behavioural testing. Concretely, I used the reproduction task to investigate
whether the Müller-Lyer illusion, a base rate manipulation and a payoff scheme in-
fluence subjective experience when discriminating stimuli. I show that while the base
rate and payoff manipulations affect only decision-making, the Müller-Lyer illusion
affects perception. Then I tested whether base rate and payoff manipulations, as well
as an exogenous attention manipulation, affect subjective experience when detecting
dim stimuli. While base rate and payoff had little to no effect on subjective expe-
rience, attention consistently influenced perception. Further, I pitted the controlled
reproduction task against other methods that are sometimes used to evaluate changes
in subjective experience, such as signal detection theory (SDT), Drift Diffusion mod-
els (DDM) and metacognition. Overall, this dissertation confirms previous theoretical
and empirical work suggesting that decision criterion shifts may occur with or without
concomitant changes in subjective experience. More importantly, this thesis offers an
explicit benchmark of subjective experience, which poses a potential solution to the
decision criterion contamination problem.

In the coming paragraphs, I summarize and integrate the results of chapters two,
three and four to evaluate their implications for perceptual decision-making and con-
sciousness research. Further, I evaluate alternative approaches to measure subjective
experience, such as drift-diffusion modelling, signal detection theory, confidence re-
ports and metacognition, as well as other subjective measures that were not included
in this thesis, such as the perceptual awareness scale (PAS), post-decision wagering
(PWD) and a two-interval discrimination approach proposed by Peters & Lau (2015).
Next, I evaluate the controlled reproduction task as a benchmark of subjective expe-
rience by comparing it against other methods and explaining how it fits in the general
taxonomy of psychophysical methods. Finally, I discuss the difficulties of measuring
subjective experience and the implications of setting a ground truth when studying
perception.

5.1.1 Visual illusions, predictions, rewards and attention
Visual illusions. The Müller-Lyer illusion (Müller-Lyer, 1889) is one of the most fa-
mous illusions studied in psychology. When two lines of equal length (usually referred
to as shafts in the literature) are flanked by inward- or outward-pointing arrowheads
the shafts appear to be longer or shorter than they are (Bulatov et al., 2009; Bulatov et
al., 2010; Daprati & Gentilucci, 1997; Ho & Schwarzkopf, 2022; see Robinson, 2013 for
a comprehensive overview of the illusion). As argued by Witt et al. (2015), although
the perceptual character of the Müller-Lyer illusion is not contested, such an illusion
would appear as a decision bias when assessed using objective performance measures,
such as signal detection theory measures. Briefly put, if we consider a length dis-
crimination task, such as the task used in chapters two and three, flanking the target
lines with inward-pointing arrowheads will make the lines look longer, meaning that
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the overall number of ‘long’ responses will increase. Therefore, the number of long
lines reported as such will increase, but the number of short lines reported as long
lines will also increase. If we consider long lines to be present trials and short lines to
be absent trials, the situation is comparable to an increase in both the hit and false
alarm rates in an SDT framework. In signal detection theory, decision bias (i.e. deci-
sion criterion shifts) occurs when false alarms and hits increase or decrease in tandem,
unlike changes in sensitivity, which result when the false alarm rate and hit rate move
in opposite directions (or when one increases/decreases much more strongly than the
other). Thus, the effect of the Müller-Lyer illusion should appear as a change in
decision bias rather than as a sensitivity effect. In Chapter Two (across four exper-
iments) and Chapter Three (across two experiments), I confirm this prediction by
showing that the Müller-Lyer illusion consistently results in decision criterion shifts.
Further, using the reproduction task, I show that observers consistently misestimate
the length of the target lines, such that lines flanked by outward-pointing arrowheads
are perceived to be shorter, whereas lines flanked by inward-pointing arrowheads are
perceived to be longer. Overall these results confirm that the decision criterion effect
caused by the Muller-Lyer illusion reflects a change in subjective experience.

Predictions and expected rewards. When making decisions, humans consider
not only sensory input but also prior information regarding the state of the world and
the potential consequences of choosing a course of action. Accordingly, extensive
research has shown that humans adjust their decision criteria to favour the most
prevalent option or the option that maximizes their rewards (Ackermann & Landy,
2015; Constant et al., 2023; Fleming et al., 2010; Horowitz, 2017; Kloosterman et al.,
2019; Locke et al., 2020; Maddox & Bohil, 1998, 2000; Maddox & Dodd, 2001; Sum-
merfield & Koechlin, 2010; C. White & Poldrack, 2014; Wolfe et al., 2005; Zylberberg
et al., 2018).

More generally, the idea that predictions affect perception is prevalent and dates
as far back as Helmholtz’s work (Helmholtz, 1867). However, it is worth noting that
the terms predictions and expectations are often used to refer to various phenomena
that range from low-level feature processing to semantic perception (for a review,
see de Lange et al., 2018). Here, observers learned a contingent regularity regarding
the prevalence of the stimuli or about the cost associated with their responses in
a relatively short time. These manipulations are different from effects often cited
in the literature that entail lifetime learning periods, such as the predominance of
cardinally oriented lines (Girshick et al., 2011) and the fact that light usually comes
from above (Gerardin et al., 2010; Sun & Perona, 1998). Although some research
using computational modelling has claimed that prevalence and payoff manipulations
do not affect perception (C. White & Poldrack, 2014; Wyart et al., 2012), they do so
under the assumption that certain models that better fit the data are better explained
by perceptual rather than by non-perceptual effects. More importantly, most studies
on the impact of predictions cannot establish whether it affects perception or the
subsequent maintenance of the percept on memory or observers’ responses (Press et
al., 2020).

In Chapter Two (across four experiments) and Chapter Three (across two
experiments), I tested whether base rate and rewards affect perception by asking ob-
servers to either perform a length categorization task or to reproduce their experience.
Both manipulations resulted in strong decision biases such that observers preferred
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the more prevalent option (base rate) or the option that resulted in smaller losses
(payoff). However, observers’ reproduction responses were not affected by the base
rate or payoff manipulation. These results confirm that both changes in stimulus
prevalence and differences in payoff schemes affect decision-making but not subjec-
tive experience when discriminating stimuli. In Chapter Four, I asked observers to
detect dim stimuli or to reproduce their experience of the stimuli to test whether the
results of previous chapters generalize to a detection context. Similar to the results of
the earlier chapters, both manipulations resulted in strong decision biases in the de-
tection task. However, unlike the results of chapters two and three, the reproduction
task not only captured the effect on subjective experience (perceived contrast) but
also seemed to capture the effect of the manipulations on decision criterion (detection
threshold). To disentangle the contribution of the detection threshold from the effect
on subjective experience, I employed a Hurdle-Gaussian model that allows one to
estimate these two effects independently. Using this modelling approach, I was able
to show that these manipulations had little effect on subjective experience, except
for a small effect on absent trials in the base rate condition. This Hurdle-Gaussian
modelling approach was then validated in a second experiment where the results were
replicated.

Attention. It is a well-known fact that attention improves performance across
many perceptual decision-making tasks. It has also been shown extensively that spa-
tial covert attention alters the perceived contrast of stimuli (Carrasco et al., 2004;
Cutrone et al., 2014; Fuller et al., 2008; Itthipuripat et al., 2022; see Carrasco &
Barbot, 2019 for a review). Further, neurophysiological and neuroimaging data sug-
gest that the effect of exogenous attention is similar to varying the contrast of the
tested stimuli (Carrasco, 2006). In line with previous research, I show across two
experiments in Chapter Four that covert exogenous attention increases the rate of
reported targets in a near-threshold detection task. This effect was such that the
rate of hits increased more than the rate of false alarms, suggesting a sensitivity im-
provement. To explicitly assess the extent to which this sensitivity effect results from
changes in the perceived contrast of the stimulus, participants were asked to repro-
duce their experience of the stimuli. As with the base rate and payoff manipulations,
the reproduction task was influenced both by a shift in the detection threshold and
by an increase in the perceived contrast. Using a Hurdle-Gaussian model to estimate
these effects independently, I was able to show that attention consistently increases
perceived contrast both in absent and present trials, directly confirming previous
literature that argues for the perceptual character of this manipulation.

5.1.2 Other ways to distinguish between perceptual and non-
perceptual effects

Drift diffusion models. Drift diffusion models (DDM) rely on responses’ reaction
times to infer a series of parameters that reflect different aspects of the decision
process (Ratcliff, 1978). DDMs assume that a decision is the culmination of a noisy
evidence accumulation process that ends when the accumulated evidence crosses one
of two response boundaries. In this framework, a decision can be biased when the
starting point of the accumulation process is not equidistant from the two response
boundaries (starting point parameter) or when evidence accumulates at a faster pace
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towards one boundary (drift-rate parameter). Each of these two parameter predicts
different reaction time distributions, such that a starting point bias typically results
in fast biased responses whereas a drift-rate bias presents biased responses across
the entire reaction time distribution. From here, some researchers have argued that
perceptual and non-perceptual effects are likely to selectively load onto one of these
parameters. Briefly put, it has been argued that non-perceptual biases are already
present prior to presentation of the stimulus and should diminish when given enough
time to accumulate evidence on the stimulus itself. Therefore, biased responses that
result from non-perceptual manipulations should concentrate on the faster tail of the
reaction time distribution. Conversely, the effect of a perceptual manipulation, for
example one caused by a visual illusion, should be present even if the observer is given
enough time to assess the stimulus. Therefore, perceptually biased responses should
be distributed across the entire reaction time distribution. In line with this argument,
it has been argued (Bogacz et al., 2006), and supported by empirical evidence (Leite
& Ratcliff, 2011; Simen et al., 2009; C. White & Poldrack, 2014), that base rate
and payoff manipulations appear as biases in the starting point of the accumulation
process, whereas perceptual manipulations express themselves as bias effects on drift-
rate, reflecting effects on evidence accumulation itself.

However, there is also evidence for effects in both starting point and drift-rate
caused by base rate (Cerracchio et al., 2023; van Ravenzwaaij et al., 2012) and payoff
manipulations (Leite & Ratcliff, 2011). On the other hand, not much research has
been done on the Müller-Lyer illusion using DDMs. One study found that the visual
illusion was associated with drift-rate effects (Schwarz & Reike, 2020), which is in line
with the idea that perceptual manipulations bias the rate of evidence accumulation.
In Chapter Two, across two experiments, I tested whether perceptual (Müller-Lyer
illusion) and non-perceptual (base rate and payoff) bias manipulations, as identified
by the reproduction task, can be distinguished using DDMs. The results of this
chapter point to a more nuanced distinction between perceptual and non-perceptual
manipulations when using DDMs. While all manipulations loaded both on drift-
rate and starting point, each bias type resulted in a distinct parameter profile when
compared against each other. That is, the Müller-Lyer illusion had the biggest effect
on drift-rate and the smallest effect on starting point when compared with the base
rate and payoff manipulations.

These results further question the idea that perceptual and non-perceptual biases
uniquely load on the starting point and drift criterion parameter respectively. Pre-
vious mixed results could be explained by small differences in experimental designs
that are not directly related to the manipulations of interest. For example, although
it is true that a longer deliberation should allow for more evidence to be accumulated,
the identity of the stimuli can still be uncertain in a particularly difficult trial. In
such a case, choosing the biased-congruent option would still be a good strategy if the
manipulation provides information that is relevant for performance –such a strategy
would load bias onto the drift-rate parameter. This strategy would only make sense
when responses are not speeded, as taking too much time to deliberate could result
in missing the response window. Although the work presented in Chapter Two sup-
ports this argument, more research that carefully controls for factors like across-trial
difficulty and speeded responses would be needed to fully substantiate this claim.

Confidence reports. A large body of literature shows that observers can accu-
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rately track their performance on perceptual tasks using confidence ratings (Fleming
et al., 2012; Fleming & Lau, 2014; Maniscalco & Lau, 2010; Michel, 2023; Nelson,
1984; Yeung & Summerfield, 2012). Consequently, confidence has frequently been
used as a measure of perceptual strength (Kunimoto et al., 2001; Morales & Lau,
2021; Sandberg et al., 2010; Schmack et al., 2021). More recently, it has been pro-
posed that confidence judgements can be used to distinguish effects on perception
from non-perceptual decision bias (Gallagher et al., 2019, 2021). In short, changes
in perception should be accompanied by changes in confidence ratings such that if
the point of subjective equality has shifted when discriminating between two stimuli,
the point at which the observer is most uncertain about the identity of the stimulus
should shift as well. However, if the point of subjective equality has shifted for reasons
other than changes in perception, there should not be a concomitant shift in confi-
dence judgements. Although this may be true for non-perceptual manipulations that
do not provide information relevant to perform the task, such as the one used by Gal-
lagher et al. (2019), a bias manipulation that provides task-relevant information could
still bias confidence reports even if it does not affect perception. In Chapter Three,
I tested whether confidence reports can distinguish between perceptual (Müller-Lyer
illusion) and non-perceptual (base rate and payoff) bias manipulations, as identified
by the reproduction task. Observers were asked to discriminate between short and
long lines and had to report their confidence either concurrently (Experiment 1) or
after (Experiment 2) the discrimination response. All three manipulations resulted
in strong decision bias in the discrimination task that were accompanied by shifts in
confidence reports. This was true when confidence was reported concurrently or after
the discrimination responses. Biased confidence reports in the Müller-Lyer and base
rate condition are expected since the Müller-Lyer illusion influences the perceived
length of the stimuli and the base rate manipulation provides information about the
most likely identity of the stimuli. However, the payoff manipulation does not af-
fect perception nor provides information that may be used to improve performance.
One potential explanation, although highly speculative, is that observers set a higher
threshold for high confidence responses when making a mistake is costly (Locke et
al., 2020). Future research may further study the effect that the expected rewards or
losses of a decision has over reported confidence.

Metacognition. Although we show that confidence reports are susceptible to
overall decision bias, it could still be argued that instead of using raw confidence
reports, one should use aggregated measures of metacognition. Aggregated metacog-
nition measures usually control for first order decision bias, but also for first order
sensitivity effects (Fleming & Lau, 2014; Maniscalco & Lau, 2010). To test these
claims I conducted an exploratory analysis using M-ratio, a measure of metacognitive
efficiency (Fleming, 2017) that expresses the extent to which an observer can distin-
guish between correct and incorrect decisions. For the experimental setup used in
Chapter Three, given that the bias manipulations were symmetrical (bias-to-long
vs. bias-to-short), no effect on metacognitive efficiency was expected. That is, there
is no a priori reason to think that a bias manipulation directed towards “long” re-
sponses would affect metacognitive efficiency differently than a manipulation directed
towards “short” responses. Notwithstanding, there was a large effect in metacogni-
tive efficiency in the base rate condition when confidence was reported concurrently
with discrimination responses, such that efficiency was reduced in the bias-to-short
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condition as compared to the bias-to-long condition. Although there was not enough
evidence to conclude whether metacognitive efficiency was affected by the Müller-
Lyer and payoff manipulations, the results nevertheless suggest that the decision bias
caused by differences in stimulus prevalence may leak into metacognitive efficiency
measures. It may prove useful for future research to further explore the relation
between subjective experience, decision bias and metacognitive efficiency. However,
given the results presented in Chapter Three, it is unlikely that metacognition can
be used as a principled method to disentangle decision bias from effects in subjective
experience.

5.1.3 Other measures of subjective experience
Using the reproduction task as an independent benchmark of subjective experience I
evaluated different ways to assess changes in subjective experience (i.e. signal detec-
tion theory, drift diffusion models, confidence reports and metacognition). However,
there are other popular approaches that were not covered in this thesis. In the fol-
lowing paragraphs I discuss two commonly used methods (the perceptual awareness
scale and post-decision wagering) and a more recently proposed approach (a one-
interval objective task combined with a subjective two-interval forced-choice task) to
measuring subjective experience.

Perceptual awareness scale. Another measure of subjective experience that
has gained immense popularity in recent years is the perceptual awareness scale or
PAS (Ramsøy & Overgaard, 2004). The PAS is a purely introspective, four-level
rating scale, with the following levels: no experience (PAS-0), brief glimpse (PAS-1),
almost clear image (PAS-2) and absolutely clear image (PAS-3). The PAS was devel-
oped by asking observers to classify their visual experience using a scale between ‘no
experience’ and ‘clear experience’. Observers were free to use as many levels between
‘no experience’ and ‘clear experience’ as they wanted and even to change the end lev-
els of the scale. However, each observer ended up with a four-level scale with agreeing
definitions of each level across observers, although with different labels for each level.
Supporters of the PAS argue that the scale directly probes conscious experience and
that it allows one to calibrate subjective content in such a way that observers will
only report no experience if they truly have no experience of the stimulus (Over-
gaard & Sandberg, 2021; Sandberg et al., 2010). Although a number of issues have
been raised about the PAS (see Overgaard & Sandberg, 2021 for a detailed account),
one that stands out is whether the PAS is sensitive to non-perceptual criterion shifts
(Fahrenfort et al., 2024).

The PAS aims to better measure subjective experience by carefully training ob-
servers to calibrate their reported subjective content, such that reporting no expe-
rience will only capture trials in which the observer did not have even the faintest
experience of the stimulus. However, in doing so, the observer still needs to estab-
lish a decision criterion that effectively distinguishes between no experience at all
and brief glimpses of an experience. In principle the calibration mentioned by the
authors could indeed reduce the conservative bias. However, as shown extensively
in this dissertation, the placement of decision criteria is inherently susceptible to
non-perceptual effects. A recent study investigated whether the PAS was affected by
decision criterion shifts in a detection task by using auditory feedback to manipulate
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observers’ responses (Fahrenfort et al., 2024). To promote a liberal (more present
responses) or conservative (more absent responses) decision criterion either misses or
false alarms were followed by an aversive tone. Both when analysing the PAS as a
binary response (PAS-0 against PAS-1, PAS-2, PAS-3) or in a pairwise fashion (PAS-0
indexes absent responses and PAS-1, PAS-2 or PAS-3 index present responses), there
was a shift in decision criterion across all PAS levels. Although the manipulation em-
ployed is not entirely the same, this dissertation shows that monetary punishments
do not affect perception during discrimination nor detection judgements, supporting
the idea that neither did the manipulation used by Fahrenfort et al. (2024). As
noted by the authors (Fahrenfort et al., 2024), one potential criticism of this study
is that extensive calibration of the subjective content should be performed for every
new experimental content (see Sandberg & Overgaard, 2015 for a detailed account
of this argument). Although more research is needed to decide whether calibrating
the PAS to this particular task would yield different results, that would not solve the
issue regarding the potential influences of arbitrary decision criterion shifts. Despite
how well calibrated the decision criterion of the observer is, such a calibration will not
make the PAS a criterion-free measure. Therefore, the PAS is likely to be susceptible
to non-perceptual decision criterion shifts, even if they are not manipulated by the
researcher.

Post-decision wagering. Post-decision wagering, or PDW, consists of asking
observers to place a low or high bet on the correctness of a first-order objective
response (Persaud et al., 2007; Persaud & McLeod, 2008). The alleged advantages
of PDW are, on the one hand, that the placing of the bet is based on the observer’s
awareness, but it does not require the observer to directly report their awareness
(Sandberg et al., 2010). On the other hand, the possibility of monetary gain should
motivate observers to reveal information about the conscious experience (Persaud et
al., 2007) – motivation that is (allegedly) lacking when using other subjective measures
like confidence reports (Dienes & Scott, 2005). In this framework, disadvantageous
wagering is supposed to be a more exhaustive sign of absence of awareness. However,
some critics argue that post-decision wagering is not, in fact, a measure of awareness
but a metacognitive judgement over the reliability of the first-order experience (Seth,
2008). Further, the dichotomous character of the responses requires observers to set
a criterion to distinguish between advantageous from disadvantageous bets; criterion
placement that may considerably vary across observers (Clifford et al., 2008; for an
overview of these criticisms, see Sandberg et al., 2010) and that may be susceptible
to decision criterion contamination. Accordingly, it has been shown that risk aversion
influences wagering behaviour when assessing awareness (Dienes & Seth, 2010).

Two-interval forced-choice confidence task. More recently, Peters & Lau
(2015) proposed a task that combines an objective one-interval forced-choice task with
a subjective two-interval forced-choice task to assess awareness (for a detailed account
of the differences between one- and two-interval forced-choice tasks, see the section
How our main tasks align with the overall classification of psychophysical methods
below). In this setup, observers are presented with two forward- and backward-masked
intervals, perform an orientation discrimination task at each interval and indicate
which of the two discrimination judgements elicits higher confidence. Crucially, only
one of the intervals contains a stimulus. Awareness can then be assessed by asking
the observer to compare their performance on each interval. Although the first-order
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one-interval forced-choice task is highly susceptible to decision bias, the observer
should be able to distinguish between the intervals if he is doing something meaningful
in the stimulus-present interval. Then, unconscious perception equates to above-
chance performance in the stimulus-present orientation discrimination judgements
while failing to selectively bet on those trials. This is different from PWD as the
betting is performed not on the correctness of one first-order judgement (as is the
case in PWD) but upon two intervals or put differently upon two judgements made
on two different intervals. Further, Peters & Lau (2015) argue that this two-interval
confidence judgement (Barthelmé & Mamassian, 2009; de Gardelle & Mamassian,
2014) should be less susceptible to decision bias than multi-level subjective measures,
such as confidence reports.

This approach raises a number of issues, one being whether the two-interval con-
fidence judgement is different from reporting in which interval the stimulus was pre-
sented (two-interval detection task). The authors address this issue by showing that
performance is higher on trials in which the observer bet on the stimulus-present in-
terval, which would indicate that observers did not bet on the intervals they expected
to get wrong. However, if the observer missed the stimulus-present interval due to, for
example, an attention fluctuation, one would expect the observer to perform poorly
in the orientation discrimination task and in detecting the interval that contained the
stimulus. Put differently, more easily detectable stimuli should generally be also easier
to discriminate (Peters et al., 2017). Further, although two-interval tasks do promote
neutral criterion placement, they are not bias-proof (Barthelmé & Mamassian, 2010).

5.1.4 How our main tasks align with the overall classification
of psychophysical methods

In this thesis, I tried to establish a measure that reflects subjective experience without
being contaminated by non-perceptual decision criterion shifts and compared it to
other measures. However, it is yet to be made explicit how the main psychophysical
tasks used in the experiments presented in this thesis fit into the general taxonomy
of existing psychophysical methods. Such context might help the reader understand
why I chose these tasks to answer the research question addressed in this dissertation.
Crucially, one way to classify psychophysical tasks is to describe them as ‘criterion-
dependent’ or ‘criterion-free’ tasks (Kingdom & Prins, 2016).

One-alternative forced choice. For example, the detection task used in Chap-
ter Four can be categorized as a ‘yes/no’ task or as a one-alternative forced-choice
task (1AFC), which is a criterion-dependent task. In a yes/no task, typically, a stim-
ulus is either presented or not on every trial, and observers indicate whether the
stimulus was presented by responding ‘yes’ or ‘no’ (or ‘present’ or ‘absent’ in our
case). These tasks are highly susceptible to bias because observers have to set a de-
cision criterion to distinguish between present and absent trials (Kingdom & Prins,
2016). Nevertheless, this type of decision task is used in Chapter Four because it
maps onto the type of tasks that consciousness researchers typically use in their exper-
iments, as they seem to allow observers to make a subjective evaluation of what they
perceive. However, in line with the idea that 1AFC tasks are vulnerable to decision
bias, Chapter Four shows that the detection task is influenced by both perceptual
effects and non-perceptual biases, i.e., base rate and payoff manipulations.
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Two-alternative forced choice. Unlike yes/no tasks, two-alternative forced-
choice tasks (2AFC) and two-interval forced-choice tasks (2IFC) are considered
criterion-free. In 2AFC and 2IFC tasks, two stimuli are presented simultaneously
(2AFC) or one at a time (2IFC). The observer’s task is then to indicate which of the
two stimuli is, for example, brighter, more clockwise oriented, or whether the two
stimuli are the same or different. A detection version can be made by presenting one
signal-plus-noise stimulus and a noise-only stimulus and asking the observer whether
the target stimulus appeared on the left or the right (2AFC) or in the first or second
interval (2IFC). Note that the prefix number in 2AFC and 2IFC may sometimes
refer to the number of stimuli, but sometimes it refers to the number of alternatives
(see Kingdom & Prins, 2016, Chapter 3, for a detailed account). Here, the prefix
indicates the number of stimuli presented.

The length discrimination task used in chapters two and three could be conceptu-
alized as a 2IFC task, that is, if we consider the reference line as the first interval and
the following target line as the second interval. However, such an interpretation would
be a stretch of the definition of 2IFC tasks. On the one hand, in 2IFC tasks, two in-
tervals are presented in every trial, equivalent to presenting the reference line in every
trial in the experiments of chapters two and three. Further, observers usually select
one of the two presented intervals, unlike in our task, where observers always indicate
if the target line (second interval) is shorter or longer than the reference line (first
interval). However, one key feature of 2IFC tasks that is similar to the length discrim-
ination task is that the judgement is made upon comparing two intervals rather than
one stimulus against a decision criterion. Considering the aforementioned differences
and similarities, the length discrimination task employed in chapters two and three is
not entirely a 1AFC nor a 2IFC task. Further, it is important to note that the length
discrimination task was not intended to measure whether 2IFC tasks are susceptible
to non-perceptual decision bias but to serve as a general index of overall decision bias
(perceptual and non-perceptual) when discriminating stimuli.

Lastly, although 2AFC tasks have often been used to measure subjective experi-
ence (for example, see Carrasco et al., 2004), it is worth noting that above-chance
performance in 2AFC/2IFC tasks is often also taken as proof of something other than
subjective experience (e.g. unconscious perception). For example, in blindsight re-
search, a cortically lesioned patient shows no subjective awareness in a yes/no task
while performing above chance in a 2AFC or 2IFC task (Azzopardi & Cowey, 1997).
Whether such a pattern of results argues against the use of 2AFC/2IFC tasks when
measuring subjective experience is yet to be determined, given that detractors argue
that non-perceptual decision criterion effects better explain the dissociation between
yes/no and 2AFC/2IFC tasks (Phillips, 2021; for a counterargument, see Michel &
Lau, 2021).

Methods of adjustment. Adjustment methods allow one to estimate the point
of subjective equality by asking observers to adjust some feature of a variable stimulus
until it matches a test stimulus (Kingdom & Prins, 2016). The reproduction task then
falls within this category as observers adjust the length of a line (chapters two and
three) or a patch (chapter four) to match their experience. Methods of adjustment
are, in principle, criterion-free. For example, in chapters two and three, observers
can reproduce the length of the target line even if they do not know whether the
target line is shorter or longer than the reference line. Because of this, even if the
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base rate and payoff manipulations affect the decision criterion of the observer, they
do not affect reproduction responses. In Chapter Four, when observers were asked
to reproduce their subjective experience of a dim Gabor patch, one could also argue
that an observer does not need to know whether the stimulus was presented to be
able to reproduce what they perceived. However, as discussed in Chapter Four, the
dissociation between reproduction and detection decisions was not so straightforward.

It is worth noting that reproduction tasks have been shown before to be affected
by trial history (Fritsche et al., 2017) and other contextual factors (Zamboni et al.,
2016). For example, in a series of experiments by Zamboni et al. (2016), orientation
reproduction responses were biased by a task-irrelevant contextual cue. Further,
Fritsche et al. (2017) showed that orientation reproduction responses were biased by
the orientation of the stimulus presented in the immediately preceding trial. Although
these effects seem well substantiated, it is not straightforward to claim that they are
non-perceptual effects (for example, see Fritsche & Lange, 2019).

5.1.5 Biases and illusions, or why measuring subjective expe-
rience is hard

The study of subjective experience poses some serious empirical and philosophical
challenges. Let us consider, for example, the case of biases in decisions. A decision
bias is generally defined as a deviation from the rational norm or true perceptual re-
ality (Haselton et al., 2015). In psychology, particularly in decision-making research,
this concept has sprouted into extensive lists of violations of rationality that describe,
among other things, how humans fall short when accounting for prior information, are
disproportionally sensitive to losses, or fail to grasp the concept of randomness (for
example, see Kahneman, 2003). Accordingly, researchers typically try to control for
decision bias, for example, by using criterion-free psychophysical tasks. As explained
above, criterion-free tasks come in two flavours: those that rely on adjustment and
those that rely on forced choice. Adjustment methods can directly capture subjective
experience while removing the necessity for setting a decision criterion. However, de-
cision criterion effects are difficult to remove, even when using criterion-free measures.
Note, for example, that although the reproduction task is criterion-free, decision cri-
terion effects still seeped into reproduction responses in Chapter Four when repro-
duction responses were alternated with detection responses. Alternatively, 2AFC and
2IFC tasks are less likely to pick idiosyncratic biases because they rely on comparing
two stimuli presented either concurrently or in a sequence. Although such a setup
does not remove the decision criterion entirely (Barthelmé & Mamassian, 2010), it
does result in a more neutral placement of the decision criterion. However, such an
approach may still be susceptible to other types of contamination, for example, above
chance discrimination without subjective awareness (Michel & Lau, 2021).

Some researchers have turned to modelling approaches, such as signal detection
theory, to separate sensitivity from bias. However, the use of signal detection theory,
as well as other objective measures of experience, requires the researcher to set a
ground truth against which the responses of the observer are compared (Koenderink,
2014). Researchers may fail to realize they force a ground truth onto observers because
the ground truth often matches the observer’s experience. For example, it has been
shown extensively in this dissertation that biases caused by manipulating the expected
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reward associated with a decision do not affect subjective experience. This non-
perceptual effect is in line with the researcher’s ground truth. Therefore, we can
consider the response behaviour of the observer to be a decision bias, as it usually is
in the literature (Kahneman, 2003; Lebreton et al., 2018; Locke et al., 2020).

However, sometimes the ground truth imposed by the researcher deviates from
the interpretation that the visual system of the observer has evolved to favour. For
example, visual illusions are treated as illusions because the framework in which they
are studied presumes the existence of a reality that precedes the observer. Similar
to the definition of bias mentioned before, an illusion is a misrepresentation of what
truly is. What truly is is typically assessed by means of pointer readings, that is,
numbers on some measuring device. For example, the true length of the lines in
chapters two and three is expressed in terms of the number of pixels they occupy on
the computer screen. Under this definition of visual illusion it is not surprising that
the number of visual perception distortions exploded when their study moved from
naturalistic environments to the artificial environment of laboratories (Wade, 2017).
However, illusions are not under voluntary control; they happen to the observer, and
as such, they cannot be true or false (Koenderink, 2017). The mismatch between the
observer’s and researcher’s truth is the underlying reason why signal detection theory
cannot distinguish between perceptual and non-perceptual biases (Witt et al., 2015).
However, this problem is not exclusive to SDT, as any framework that sets a ground
truth will always struggle to dissociate between decision biases proper and changes in
subjective experience disguised as decision bias.

At this point, one could rightly argue that subjective measures should be preferred
over objective measures because they do not impose a ground truth on the observer.
However, also when using subjective measures, it is tremendously difficult to ascertain
whether a change in a given measure reflects what the observer actually experienced.
As highlighted throughout this thesis, many decision criterion shifts do not result
from changes in perception. However, even if some criterion shifts do result from
changes in perception, subjective measures cannot dissociate effects on subjective
experience from non-perceptual effects as long as no experimental procedure addresses
the decision criterion problem (M. J. Morgan et al., 2013), as we tried to do here by
using the reproduction task.

5.1.6 Concluding remarks
Measuring subjective experience is hard. To study consciousness, but also to study
perceptual decision-making in general, it is crucial to distinguish between what an
observer experiences and the decisions he or she makes. Such a distinction is ex-
tremely difficult to accomplish, as it requires us to measure something intrinsically
subjective. Although subjective measures are often brought upon this problem, as
opposed to objective measures, both types of measures are susceptible to the effect of
non-perceptual criterion placement. While it is true that objective measures, by defi-
nition, cannot distinguish between perceptual and non-perceptual changes in decision
criterion, it is yet to be determined if subjective measures can consistently gauge sub-
jective experience without being confounded by non-perceptual decision bias. In this
dissertation, I offer an experimentally defined procedure to solve the decision criterion
contamination problem –the controlled reproduction task. This task provides an in-
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dependent benchmark of subjective experience that allows one to distinguish between
perceptual and non-perceptual manipulations, unlike alternative methods such as
signal detection theory, drift-diffusion models and metacognitive measures. Although
the decision criterion problem is not yet solved, this dissertation offers valuable and
concrete resources to address it.

Further, the work in this thesis raises exciting new questions about the role of
expectations on perception. Although it is more or less a consensus that predictions
affect perceptual decision-making, it is yet to be determined if this effect occurs at
a perceptual, memory or response level (Press et al., 2020). For example, in this
thesis, I explore the effect of stimulus prevalence manipulation and show that, for the
most part, it does not affect perception. However, this base rate manipulation and
other manipulations often used in the literature are relatively short-lived, unlike other
life-long learned regularities. The Müller-Lyer illusion, on the other hand, can be con-
sidered an expectation effect because the angles of the arrowheads are taken as a cue of
how far away and how big an object is. Unlike the base rate, such a depth and size ex-
pectation is likely learned over decades and/or passed on genetically. Further research
may explore whether long-learned expectations affect perceptual decision-making at
the perceptual level, unlike short-learned expectations, which probably work at the
response level. Another interesting avenue of research is to explore at what timescale
an expectation becomes engrained in the visual system by, for example, extensively
training naive observers or by studying experts who have dedicated substantial time
to a particular task. This exciting new research will further deepen our understanding
of the interplay between expectations, subjective experience, responses and bias.


