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ABSTRACT

Microservices architecture is a new approach for deploying applications and services in the cloud, gaining
popularity for constructing large-scale systems that are highly resilient, robust, and adaptable to dynamic
customer needs. Given that the number of services in a microservice application can be in the hundreds or
thousands, the complex dependencies between them can cause faults to propagate and affect multiple services,
ultimately leading to degraded system performance. To run microservices reliably and with high uptime, it
is essential to quickly troubleshoot when a fault occurs. Simultaneously, there is a need for unsupervised
fault diagnosis methods, as existing supervised methods are usually time and labor-intensive. As a solution
to these challenges, this paper proposes the Autonomous Selection of Fault Classification models (ASFC) for
Diagnosing Microservice Applications. The method can automatically select optimal models from candidate
unsupervised detection models for different faults and cascade them to perform fault diagnosis. Meanwhile,
our method can determine the root cause of the fault by conducting a root cause localization of faulty services.
Experiments on two widely used benchmark microservices demonstrate that ASFC outperforms the baseline
methods. As shown in the experimental results, our method achieves an average macro-F1 of 82.9% and
88.6% on two benchmark microservices, respectively, with an average improvement of 34.4% and 24.7% over
baseline methods. Furthermore, the method achieves high accuracy in the localization of the root causes, with

an average Avg@5 of 0.857 and 0.525 on two benchmark microservices.

1. Introduction

Microservice architecture is popular in the software industry for
its high availability, fast evolution, and easy scalability [1,2]. The mi-
croservice architecture decomposes the application into multiple small
services, making development and maintenance faster and providing
higher flexibility. However, in a production scenario with a large
number of requests, faults are inevitable. If a fault occurs in a microser-
vice application, it can propagate across dependencies between mi-
croservices, leading to overall performance degradation. Additionally,
complex dependencies between multiple services make fault diagnosis
very difficult [3,4]. Therefore, quickly troubleshooting in microservice
architecture is crucial to ensuring the quality of microservices and the
user experience [5,6].

A large number of metrics reflecting the running status of each
service in a microservice application can be collected with a monitor-
ing system. Based on monitoring data, fault diagnosis and root cause
localization for system maintenance are available. Fig. 1 illustrates the

* Corresponding authors.

process of collecting monitoring data from each service in a microser-
vice application and analyzing them using a fault diagnosis mechanism.
In general, the monitoring system collects normal data. If a fault occurs,
the fault diagnosis mechanism begins identifying the fault type and
determining its root cause, providing operators with valuable insight
into the fault.

In recent years, various approaches have been proposed for fault
diagnosis and root cause localization [7-9]. Existing fault diagnosis
techniques primarily rely on detecting anomalies in service behavior,
which can be potential indicators of system faults [10-12]. However,
most of these approaches only detect whether a fault has occurred
without determining the specific type of fault, such as CPU hog. For
example, [13] uses microservice execution traces to detect anomalies
in microservices, enhancing troubleshooting efficiency. However, even
when anomaly occurrences are detected, the operator still needs to
spend a lot of time identifying the cause, i.e., the type of anomaly,
which hinders troubleshooting and results in increased losses. Addi-
tionally, most fault diagnosis research aims to improve fault diagnosis
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Fig. 1. Fault diagnosis diagram based on monitoring data.

accuracy. For example, the main work goal of [14] is to improve the
accuracy of fault diagnosis through the proposed coupling system of
support vector machine (SVM)-bat algorithm (BA) and Gaussian clas-
sifier. [15] proposes a semi-supervised and high-accuracy adversarial
learning framework for fault diagnosis to keep the machine working
reliably and safely. The issue of insufficient robustness of fault diag-
nosis for deep-learning models in dynamic and complex microservice
architectures has received little research, with most research meth-
ods focusing on building a single deep-learning model with greater
complexity to solve the problem. However, microservice application
scenarios are complex and changeable, and data distribution charac-
teristics are subject to change. Therefore, dynamically constructing
models is vital to solving the problem of general deep learning models
not exhibiting sufficient robustness in fault diagnosis of dynamic and
complex microservice architectures.

Identifying the root cause of a problem demands considerable effort
due to the intricate dependencies between microservices [16,17]. To
swiftly troubleshoot a microservice application, intelligent fault diag-
nosis is essential to prevent the degradation of specific services and
the spread of faults. FRL-MFPG [18] establishes relationships between
microservices, utilizing these connections to pinpoint malfunctioning
microservices. However, focusing solely on the location of the faulty
microservice necessitates operators to systematically check each po-
tential cause for the failure. Consequently, integrating fault diagnosis
and root cause localization can offer clear and actionable guidance
for application operators in addressing faults. Unfortunately, there is
scarce research on integration, highlighting the urgent need for a
comprehensive solution effectively addressing fault diagnosis and root
cause localization. In summary, existing research methods have the
following limitations:

1: A general deep learning model relies on the training data set and
is not robust enough to maintain a continuous accuracy when
diagnosing faults in applications with complex microservice ar-
chitecture in a dynamic cloud environment;

: Most existing causal analysis methods ignore the characteristics
of service failures when locating the root cause, resulting in
inaccurate root cause location [19];

: Most existing methods for fault diagnosis and root cause analysis
only focus on one task, hindering operators’ ability to trou-
bleshoot applications quickly [20].

In light of the above limitations, this paper proposes the following
research questions:
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RQ1: How to robustly maintain continuous accuracy when diagnosing
faults in applications with complex microservice architecture in
a dynamic cloud environment?

RQ2: How to improve accuracy in locating root causes utilizing char-
acteristics of service failures?

RQ3: How to enhance operator troubleshooting efficiency?

For RQ1, we consider to dynamically construct models, especially
to construct effective models in real-time based on the current sce-
nario and data distribution for anomaly detection and diagnosis; for
RQ2, we examine the extraction of the fault patterns of various faults
in microservices effectively; for RQ3, we explore to combine fault
diagnosis and root cause location information to enhance operator trou-
bleshooting efficiency. Therefore, we propose an Autonomous Selection
of the Fault Classification Models (ASFC) for diagnosing microservice
applications. Our mechanism incorporates both fault diagnosis and
root cause localization methods. Regarding fault diagnosis, we auto-
matically select optimal unsupervised diagnosis models from candidate
models designed for different faults. In the initial step, auto-selection
is devised to choose m models, enabling the identification of m faults
within the data with the utmost accuracy. Subsequently, normal op-
eration datasets are collected from various components to train the
selected models, allowing the classification of various faults and normal
data through the cascading of trained models. Concerning root cause
localization, we employ causal structure learning methods to model
fault propagation paths between services and utilize a graph method
to analyze fault propagation and calculate scores. It is noteworthy that
fault patterns, in addition to topological reasons, can influence the
final root cause of system faults. To enhance root cause localization
performance, we capture fault patterns and integrate them with causal
inferences to determine the root cause location of faulty microservices.
In summary, the main contributions of our work are as follows:

+ We design the model auto-selection module to autonomously
select optimal models from candidate models for unsupervised
fault diagnosis of different faults. In addition, we cascade selected
models and train them to classify different faults and normal data.
We capture fault patterns of the observational data and com-
bine them with the causal inference-based root cause localization
method to identify the specific faulty service.

We conduct experiments on seven microservice datasets to eval-
uate the fault diagnosis performance and root cause localization
ability of ASFC. Results show that our model outperforms other
models regarding the accuracy of fault diagnosis and root cause
localization.

The rest of the paper is organized as follows. Section 2 reviews the
existing research on fault diagnosis and root cause localization based
on causal inference in microservices. In Section 3, this paper presents
the ASFC model and describes each module in detail. In Section 4,
we conduct experiments and provide experimental results and analysis.
Finally, the final section of this paper concludes and elaborates on
future works.

2. Related work

In recent years, many solutions have been proposed to identify faults
and their root causes in distributed systems. This section discusses the
current research status of existing monitoring data-based fault diagnosis
methods and root cause localization methods based on causal inference.

2.1. Fault diagnosis method based on monitoring data

With the development of Al technology, Al-based methods have
been applied in fault diagnosis. For instance, 1D-GAPCNN-SVM [21]
introduces an algorithm to enhance convolutional neural networks.
It utilizes a 1-D global average pooling layer to replace the fully



Y. Song et al.

Future Generation Computer Systems 153 (2024) 326-339

A continuum stream of
data related to m faults

Normal
Fault 1
Fault 2

Fault

o
a
8
e

model
diagnoses
faults 1

(model M,) (model M)
inthe nthe | Ny e
cascade | 17 ... cascade

Fault 2

i

Fault
oceur

model
diagnoses
faults 2

Fault m

Fig. 2. Schematic diagram of cascade model working.

connected layer in the convolutional neural network, reducing the
number of training parameters and enhancing the speed of fault di-
agnosis. Simultaneously, this method replaces the traditional softmax
classifier with SVM to improve fault diagnosis accuracy. PreMise [22]
is a lightweight method for accurate fault diagnosis and localiza-
tion in multi-level distributed systems. It combines exception-based
and signature-based techniques, exploiting the performance metrics of
multi-layer distributed systems to achieve a high fault precision rate
and a low false positive rate. The above methods are supervised fault
diagnosis methods, relying on samples of known categories for training
to obtain an optimal fault diagnosis model. However, labeling and clas-
sifying samples demand substantial labor, leading to the development
of unsupervised fault diagnosis methods.

Unsupervised fault diagnosis methods define normal data char-
acteristics, detect behavior deviating from normal patterns through
established models, and categorize these behaviors as faults. For exam-
ple, BIRCH [23] and Kmeans [24] achieve fault diagnosis by clustering
monitoring data. After training, the centroids and centroid radii of the
obtained clusters determine where the vectors of the monitored KPIs
should be classified as “normal”. When new monitoring data is input
into the model, it is only necessary to judge whether the corresponding
vector belongs to the normal space. If not, the service is considered to
be malfunctioning. Due to the limitations of traditional methods, deep
learning is employed to extract features from complex monitoring data.
ST-CatGAN [25] is an unsupervised fault diagnosis method based on
deep learning. It transforms raw vibration signals into time-frequency
maps using the short-time Fourier transform and then employs CatGAN
to perform fault diagnosis through an adversarial training process. Wu
et al. [26] propose a multiscale reduction clustering (MRC) method for
the unsupervised diagnosis of machine faults. It adopts a convolutional
encoder to reduce the dimensionality of the multiscale convolutional
representation to improve clustering capability, and a loss function is
proposed to expedite the convergence of diagnostics. However, in the
case of complex microservice structures and large-scale dynamic envi-
ronments, the accuracy of existing fault diagnosis methods needs to be
more satisfactory [27]. Therefore, there is an urgent need for efficient
and robust unsupervised deep learning fault diagnosis methods.

2.2. Root cause localization method based on causal inference

The dependencies between services in a microservice application
may lead to the propagation of faults. The root cause localization
method can utilize causal inference methods to learn the fault propa-
gation paths between services. Based on these fault propagation paths,
graph methods for locating the root cause of faults are developed. For
instance, AutoMAP [28] uses the PC (named after its authors, Peter and
Clark) to construct fault propagation graphs and the random walk algo-
rithm to infer the root cause of these graphs. Causeinfer [29] employs
the PC algorithm to build a causal graph and then uses Breadth First
Search (BFS) to infer the root cause of the causal graph. MicroDiag [30]
utilizes the Linear Non-Gaussian Acyclic Model (LINGAM) to learn
the fault propagation relationship between microservices, constructs a
fault propagation graph, and applies PageRank to perform root cause
localization on the fault propagation graph. The mentioned methods

neglect capturing fault patterns in entity measurement data. However,
some faults in the measurement data related to entities during a system
fault may affect the final root cause localization results [19]. Therefore,
capturing fault patterns in measurement data to assist in root cause
localization becomes a challenge, along with the aim of improving
localization accuracy.

For most existing approaches, fault diagnosis and root cause lo-
calization are often considered separately. However, when only fault
identification is considered, the operator must determine which mi-
croservice has failed among the multiple microservices, causing delays
in troubleshooting. Similarly, the operator cannot achieve rapid trou-
bleshooting if only the location of the fault microservice is considered
because each component’s failure must be checked individually. This
paper proposes ASFC to address fault diagnosis and root cause local-
ization in microservice applications. An autonomous selection model is
designed to select the best deep learning model for different faults in
various data, allowing the identification of the model that provides the
most accurate results for detecting a specific fault in the data. Next,
the chosen models are cascaded to concentrate on the advantages of
data feature learning of each deep learning model, ensuring robust and
accurate diagnosis of monitoring data. Additionally, we will capture
the fault pattern of monitoring data and combine it with the root
cause localization method based on causal inference to locate the faulty
service and improve the accuracy of root cause localization. The model
implements a pipeline for fault diagnosis and identifying its root cause
to achieve quick troubleshooting.

3. Methodology

Based on related work, unsupervised fault diagnosis and root cause
localization based on monitoring data can be explored more. The ob-
jective of this section is to introduce the ASFC framework and elaborate
on each module in detail.

3.1. Overadll architecture

The overall architecture of ASFC is depicted in Fig. 3. The entire
framework comprises five modules: (1) model auto-selection; (2) model
training; (3) fault diagnosis; (4) root cause inference; (5) root cause
localization. For an application in operation, we collect continuous
monitoring data that includes both service-level metrics, such as ser-
vice latency, and resource-level metrics, such as CPU and memory
utilization. Based on the collected continuous monitoring data, ASFC
diagnoses faults and locates faulty services. To train and test models
in the fault diagnosis module in the framework, we partition the
monitoring data into training and testing sets using a 7:3 ratio. Initially,
Auto-selection is designed to choose m models to achieve the best
detection results for m types of faults in the data. For the m selected
models, we use the normal operation datasets of various components
for training. For instance, CPU Hog can achieve the best diagnosis
accuracy by model M, and we use the normal operation datasets of
CPU to train model M,. Cascading the selected models results in the
diagnosis of faults after m models have been trained. As shown in Fig. 2,
with continuous data streams into the first level (model M) in the
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Fig. 3. Overall architecture of ASFC: (1) Model Auto-selection, (2) Model Training, (3) Fault Diagnosis, (4) Root Cause Inference, (5) Root Cause localization.

cascade model, model M, will only recognize fault 1 and consider the
other data normal. Data recognized as normal by model M, flows into
the next level (model M,) model, and model M, completes its specific
fault detection. This process continues until the data has passed the m-
level model, which outputs fault m and normal data. The next stage is
root cause inference, involving the use of causal inference techniques
to create a fault propagation map for the system’s key performance
indicator (KPI). Once the graph has been constructed, we employ a
graph method to analyze fault propagation, calculate scores, and rank
them. Various fault models provide valuable information when locating
faulty microservices. Our final step involves designing a method for
capturing fault patterns and then combining the results of fault pattern
and root cause inference to determine the faulty service.

3.2. Modules of ASFC

Model auto-selection. Different microservices may manifest a spe-
cific fault differently; for example, CPU hog in the front-end versus
CPU hog in the user. There is no guarantee that a single deep-learning
model can correctly diagnose the specific fault in different services.
Therefore, an auto-selection module is designed to select the most
appropriate detection model for each of the various faults in each
service. Model auto-selection in Fig. 3.(1) includes data sampling and
model selection for fault diagnosis. This module aims to select the most
appropriate detection model for a specific type of fault in the data based
on the candidate models. We perform a random training set sample
to determine the model in the candidate pool that achieves the best
detection results for a specific fault in the datasets. We first conduct
data sampling from the training set to compose training and testing
subsets. For the training subset, we randomly sample 500 consecutive
normal instances. For the testing subset, we extract 100 instances of
each fault and concatenate them. Our next step is to select models that
will help diagnose faults based on these sampled data. The training
subset is fed into the candidate detection models for model training,
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and the testing subset is used to evaluate their detection accuracy. Five
random data sampling rounds were conducted to ensure stable model
selection results. For each fault type, the best model will be selected
based on the average detection accuracy of all candidate models.
Implementing this module allows our model to dynamically select the
most suitable models for detecting various faults following the different
fault types found in the datasets. The fault diagnosis accuracy of the
model has improved since the selected models can detect specific faults
more accurately.

Model training. We train models selected by the Model auto-
selection module using normal data from the training set, as shown
in Fig. 3.(2). To determine the training order of the models, we rank
selected models in descending order based on detection accuracy in the
Model auto-selection stage. For example, for the faults existing in the
datasets: fault 1, fault 2, ..., fault m, the Model auto-selection module
can identify and achieve the best detection result based on model M,
model M,, ..., model M,, respectively, and the average F1 scores
after five times samples and fault detection are al,a2,..., am, where
al > a2 > -+, > am. Then we use the normal operation datasets of
various components to train the model in the order of model M, model
M,, ..., model M,,.

Fault diagnosis. In this module, to diagnose different faults in the
datasets, we cascade models that have learned the normal operation
status of various components during the model training phase to per-
form fault diagnosis on the monitoring data, as shown in Fig. 3.(3).
For trained models, we use the best-F1 to determine a threshold. When
the error between the predicted and actual data exceeds the threshold,
we consider the data instance as a fault. The specific process of fault
diagnosis is shown as a flowchart in Fig. 4: since different cascade
sequences will lead to varying detection effects, to ensure that the
cascade model can achieve the best results possible, we decide based
on the order of training models, i.e., the models selected through Auto-
selection are arranged in descending order in the order of the average
F1 value after five samplings. The purpose of the arrangement is to
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ensure that data flowing into the next-level model does not match this
level fault features as accurately as possible. For example, in the model
training phase, the training order of the models is model M,, model
M,, ..., model M,,, and the specific process of our cascaded network
performing fault diagnosis is as follows: the trained model M, first
performs fault detection on the observational data and outputs data
with fault 1. By model M|, if the data is identified as irrelevant to
the detected fault, it is deemed normal or another type of fault. The
unrelated data is then passed on to the trained model M, to detect fault
2 and outputs with fault 2 and the other types of data unrelated to fault
2. This process continues until all the trained models have detected
faults. Once completed, we can identify different faults and normal data
in the monitoring data. Monitoring data contain fewer faults and more
normal data, so we treat normal data as unlabeled. During training,
we use unlabeled data, i.e., from when the microservice components
normally perform. As a result, training data does not require labels,
and fault diagnosis is unsupervised. In addition, the deep learning
model can better extract the characteristics of the data. Compared with
other unsupervised fault diagnosis methods, in the case of complex
microservice structures and large amounts of monitoring data, we use
various deep-learning anomaly detection methods that can be cascaded
to achieve higher fault diagnosis accuracy.

Root cause inference. This module focuses on the root faulty
service localization. We aim to model fault propagation paths between
services as a causal graph with causal structure learning methods. The
PC algorithm [31] is a popular method for constructing causal graphs
from observational data, which uses statistical tests to analyze condi-
tional independence to learn the causal relationship between random
variables. Specifically, it works as follows: (1) connect all variables
into a fully connected undirected graph G; (2) perform the conditional
independence test of each adjacent node in G under the significance
level « (set as default, 0.05); (3) remove the edge between two nodes
if conditional independence exists; (4) determine the dependency di-
rection in the graph by the v separation principle. Finally, the skeleton
is expanded into a DAG [32].

Future Generation Computer Systems 153 (2024) 326-339

To localize the root faulty service, we use KPIs, which are service
latency of microservices when a fault happens, to build the causal
graph. These KPIs can be represented as .S = s, s}, 5,, ..., S, Where k
represents the number of services. We input S into the PC algorithm,
and it can output a directed acyclic graph (DAG) with k nodes. The
PageRank algorithm [33] is used to determine the root cause of the
abnormal propagation graph based on the DAG. P;; represents the
transition probability of node i to j. The calculation formula is as
follows:

w;;
w;; #0
py=1 B )
0 otherwise

Because the generated DAG has no weights between nodes. We set
w;; as 1 if i points to j. P,; is mainly calculated based on the out degree
of node i. After getting the transition probability of node i to node j, we
get the root cause score v; of each node according to [34]. The formula
is as follows:

1—a

Ui=‘1PijUj+T (@3]

where a represents the transition probability of the probability matrix,
and this paper sets it to 0.85.

In addition to topological reasons, fault patterns in a system can
also influence the final root cause during certain system faults. The
fault thresholds are returned during fault diagnosis in order to capture
fault patterns when a specific fault occurs. Then, we use these fault
detection thresholds to calculate the fault degree of the data when the
fault occurs. The calculation formula is as follows:

. ‘Sf - thredy)
Ty = rg(lla,%(‘)( mean(s;) ) 3

Here, we define the fault degree of the ith microservice as 11; when
fault y occurs, where y = [fault|, fault,, ..., fault,]. T represents the
duration when fault y occurs. s; represents the ith microservice, and
si' is the tth time step of the period during which the failure occurred
in the ith microservice. thredy is the best threshold searched by ASFC
using best-f1 when identifying the fault y.

Root cause localization. To obtain the final root cause scores of
each service, we integrate the fault degree and the cause scores. The
calculation formula is as follows:

score, = fXv+(1-pf)xn, 4

where 5, = [:1;,:15, ,ﬂf], represents the fault degree of k microser-
vices. g represents the contribution of the root cause inference score to
the final causal score. In this paper, we set # to 0.5.

Our final step is to rank the causal scores of all services in descend-
ing order, determining the service with the highest score as the most
likely cause of the problem. This ranking enables us to identify the
services most likely to be responsible for the fault.

4. Experiments and analysis

This section answers how ASFC solves the research questions men-
tioned in Section 1 from the following aspects:

1: We evaluate the robustness of ASFC in fault diagnosis by com-
paring with baseline methods.

2: We assess the effectiveness of utilizing faulty patterns to locate
root causes in ASFC.

3: We evaluate the time efficiency of troubleshooting with ASFC.

4.1. Datasets
To evaluate our framework, we deploy the Sock-Shop e-commerce

website and Train-Ticket, which serves as the benchmark for microser-
vices and cloud-native technologies.
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Sock-shop. The Sock-Shop* website consists of 13 services, including
functional services such as front-end, catalogue, carts, user, orders,
payment, and shipping, as well as communication services that enable
communication between the different services. We deploy the Sock-
Shop using Kubernetes on multiple virtual machines (VMs) in the cloud.
The Kubernetes cluster includes one master node and three worker
nodes, each with the following configurations: Ubuntu 18.04, 4vCPU,
16G RAM Memory, and 80G Disk. We deploy open-source monitoring
and visualization tools, Prometheus® and Grafana,* on the master node
to monitor the application and collect data. Furthermore, we use the
load generation tool, Locust,® on the master node to simulate workloads
for the microservice application. All services of Sock-Shop are deployed
on worker nodes and allocated to different VMs automatically by
Kubernetes.

For the purpose of simulating performance problems, this paper
only covers three typical faults: CPU hog, Memory leak, and Network
delay [35]. Our fault injection technique uses Pumba® to emulate
network faults and stress-test resources for Docker containers. In CPU
hog, performance is reduced by using CPU resources; in Memory leak,
memory is allocated continuously to each service; and in Network
delay, traffic control facilitates a delay in network packets. Each fault
lasts between 1 and 5 min, and the application runs normally for 10
to 30 min before we repeat the process at least five times for each
fault. We collect data in real-time every 5 s according to Prometheus
configuration, both service-level and resource-level data are collected.
At the service level, we collect the latency of each service. At the
resource level, we collect container resource-related metrics, including
CPU usage, memory usage, disk read and write, and network receive
and transmit bytes. Our data can be downloaded through https://
surfdrive.surf.nl/files/index.php/s/FjmBjVQnDRWqDmV.

https://microservices-demo.github.io/
https://github.com/prometheus/prometheus
https://github.com/grafana/grafana
https://locust.io/
https://github.com/alexei-led/pumba
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Train-ticket. In order to further test the effectiveness of our proposed
method, we discovered that Eadro [36] had already deployed Train-
Ticket and used the collected dataset to run effective experiments. Con-
sequently, we utilized the Train-Ticket” provided by Eadro to continue
verifying the capability of ASFC. The Key Performance Indicators (KPIs)
in each microservice dataset include CPU total usage, received bytes
(rx bytes), and transmitted bytes (tx bytes). We focused on the three
most typical faults injected by Eadro in Train-Ticket: CPU hog, Network
delay, and Network loss. To simulate a scenario with rare faults in the
real running application, there are only 50 instances of each fault in
our test datasets. We selected six microservice datasets based on mon-
itoring data provided by Eadro, including food, food map, assurance,
order other, train, and inside_payment. Our goal is to prove that ASFC
is capable of selecting different models for diagnosing various fault
forms. Therefore, we chose microservices datasets with more varied
fault manifestations for diagnosis. Taking assurance in Train-Ticket as
an example, we randomly select four features and provide a sequence
diagram of the monitoring data when faults occur. We can see from
Fig. 5 that the data fluctuation shapes of assurance are different in three
kinds of faults. ASFC can choose the model that can achieve the best
detection accuracy for each fault according to the different fault forms
in assurance, proving the ASFC’s performance.

Using the user in the Sock-shop as an example, we demonstrate
the critical steps of fault diagnosis and root cause localization. The
specific process of ASFC applied to the user service is as follows: first,
for three types of faults (CPU hog, Memory Leaks, and Network Delay)
in the user service, Auto-selection selects three models from the fault
detection model candidate pool that can achieve the best detection
results for each fault respectively. For example, Model M, Model
M,, and Model M; can achieve the best fault diagnosis for CPU hog,
Memory Leaks, and Network latency, respectively, and the average F1
scores after five times samples and fault detection are al, a2, a3, where
al > a2 > a3. As soon as ASFC has sorted the average F1 values
of the selected models in descending order, it will train the models
using normal operation datasets of various components in this order,
i.e., model M, is trained with CPU usage in fault-free periods, then
model M, with memory usage in fault-free periods. Finally, by using
transmission bytes in the fault-free period, Model M; is trained. After
that, we cascade three models, each detecting a single type of fault.
Specifically, the data first flows into Model M,. Model M, identifies
CPU hogs, records fault thresholds that determine when the data is a
CPU hog, and outputs the data that fits the CPU hog. Model M, receives
the non-fault data determined by model M,, then detects Memory
Leaks, records the fault threshold determined as Memory Leaks, and
passes non-memory Leak data to Model M;. Finally, Model M; detects
Network latency and records the fault threshold determined as Network
latency. If data is detected as faulty, it is output as Network Latency,
whereas if it is not detected as faulty, it is recognized as normal
data output. The above ASFC completes the fault diagnosis process.
Regarding root cause localization, the CPU hog, Network latency, and
Memory leak data are put into the root cause localization, respectively.
For each fault type, we create fault propagation diagrams using the
PC algorithm and then determine the causal score using PageRank.
For each fault, using Formula (3), we calculate the fault degree of the
fault data, and then, according to Formula (4), we integrate the fault
degree and causal scores to determine the root cause. According to
ASFC, faulty microservices are more likely to be found in high-ranking
nodes.

7 https://github.com/FudanSELab/train-ticket


https://surfdrive.surf.nl/files/index.php/s/FjmBjVQnDRWqDmV
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https://microservices-demo.github.io/
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4.2. Candidate models

The use of deep learning in anomaly detection has become in-
creasingly widespread as it can effectively extract information from
unstructured data. In this paper, we selected eight anomaly detection
models as candidates for fault diagnosis. The eight models are as fol-
lows: WPS [37], CAE_M [38], CGNN-MHSA-AR [39], MAD_GAN [40],
USAD [41], DAGMM [42], MTAD-GAT [43], OmniAnomaly [44].
Among these models, OmniAnomaly, CAE M, and DAGMM are
reconstruction-based anomaly detection models; CGNN-MHSA-AR is a
prediction-based anomaly detection model, and MTAD-GAT is a hybrid
method that combines reconstruction and prediction. Additionally,
we chose three GAN-based anomaly detection models, namely MAD-
GAN, WPS, and USAD, as they have recently gained popularity and
demonstrated high accuracy in anomaly detection.

4.3. Evaluation metric

4.3.1. Fault diagnosis

Considering the unbalanced nature of the observational data, we
use macro-precision, macro-recall, and macro-F1 to evaluate our fault
diagnosis system. Among them, macro-fl calculates the arithmetic
mean of the F1 score of each category. This method treats all categories
equally and is not affected by unbalanced data.

n
macro — precision = 1 Zp,- 5)
n
i=1
1 n
macro — recall = — Z r; 6)
n
i=1
1 n
macro—Fl:—Zf[ )
n
i=1

where n represents the number of fault types in the datasets, p; repre-
sents the precision of diagnosing the ith fault, r; represents the recall
of diagnosing the ith fault, and f; represents the F1-score of diagnosing
the ith fault.

4.3.2. Root cause localization

The performance of a root cause localization model is evaluated
using two widely used metrics, PR@k and Avg@k. PR@k represents
the probability that the top k results given by a model include the real
root cause. Avg@k evaluates the overall performance of a method by
computing the average PR@k. Their formulas are as follows:

(8)

R, = sorted(score,)

>

acA

ik R() €V,

PR@k = -
min(K, [V,

(C)]
where A is the set of application faults and a is the fault in A. In this
paper, A = [‘cpu hog’,‘memory leak’, ‘network delay’]. Furthermore, V, is
the real root cause of a, R, is the predicted root cause, and i refers to
the ith of the predicted root causes R,,.

1 .
Avg@k = Y PR@; (10)

1<j<k
In this paper, we set k from 1 to 5 for PR@k and calculate Avg@5
as the average localization accuracy.

4.4. Experimental settings

We use Python 3.7 and GPU-only PyTorch 1.11.0. We set the sliding
window size to 6. Our training parameters for ASFC are 20 epochs,
32 batches, and a learning rate of 0.0001. We also used the Adam
optimizer for training.
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4.5. Baseline methods

In this paper, our work is divided into two parts. The first part is
to identify faults in microservices and output the specific causes of
faults, such as CPU Hog or Memory leaks. The second part outputs
the faulty microservices to provide valuable insights into the faulty
microservices. Most existing methods only focus on fault identification
or fault microservice location, so we use different baseline methods to
prove the effectiveness of ASFC in fault diagnosis and fault microservice
location, respectively.

4.5.1. Fault diagnosis

We conduct a comparative study between ASFC and 11 baseline
methods. The first three methods are K-means, GaussianMixture, and
Birch. K-means is one of the most commonly used clustering algorithms
based on Euclidean distance. It works by assuming that the closer
the distance between two data points and the higher their similarity,
the more likely they are to be assigned to the same cluster. Gaus-
sianMixture treats data points as distribution samples and estimates
Gaussian distribution parameters through maximum likelihood estima-
tion. It then assigns data points to the classification function based on
these parameters. By calculating the similarity of data points, Birch
creates a hierarchical clustering tree, divides the dataset at different
levels into leaf nodes, and clusters them according to this structure.
Furthermore, we cascade the candidate models in the candidate pool so
that the candidate models can be cascaded for fault diagnosis, resulting
in eight variant baseline methods: CAS_ WPS, CAS_CGNN-MHSA-AR,
CAS_MAD_GAN, CAS_USAD, CAS_DAGMM, CAS_MTAD-GAT,
CAS_OmniAnomaly, CAS_CAE_M.

4.5.2. Root cause localization

To evaluate the performance of root cause localization in our model,
we compare it with three baseline methods: PC-based, GES-based, and
LiNGAM-based. The PC-based method uses PC for causal inference and
PageRank for root cause localization. The GES-based method uses GES
for causal inference and PageRank for root cause localization. GES [45]
is a score-based causal analysis method that assigns scores to different
causal graphs based on a predefined score function and then searches
the labeled space to find the optimal one. The LINGAM-based method
uses LINGAM [46] for causal inference and PageRank for root cause
localization. LINGAM is a causal structure learning method that utilizes
functional relationships between variables.

4.6. Experimental results

4.6.1. The robustness of ASFC in fault diagnosis

For RQ1, to improve the robustness of existing methods, ASFC adap-
tively selects several deep-learning anomaly detection models based
on different scenarios and integrates them into a cascade model to
diagnose faults. Consequently, ASFC can diagnose robustly in various
scenarios, overcoming the limitations of existing fault diagnosis meth-
ods due to their poor robustness. The following paragraphs present
specific experimental results.

Sock-shop. We compare ASFC with baseline methods on seven mi-
croservice datasets and analyze their diagnosis performance. Table 1
shows that across the 7 datasets, our method achieves an average
macro-F1 of 0.829, an average macro-recall of 0.958, and an average
macro-precision of 0.793, outperforming all clustering methods. Com-
pared to the best clustering method (Birch), our method outperforms
it by 64.7% in terms of macro-F1. Moreover, our method achieves
the highest macro-F1, 0.930, on the payment dataset. Furthermore,
we provide the rankings of ASFC and all baseline methods on macro-
precision, macro-recall, and macro-F1. As shown in Figs. 6, it has been
proven that our method is effective in diagnosing faults over the 11
baseline methods in the ranking results.
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Table 1
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Comparison of fault diagnosis performance for multiple diagnosis methods on Sock-Shop. Rank represents each model’s average rank of evaluation metrics on Sock-Shop. The best

macro-F1 are highlighted in bold.

Method shipping user carts catalogue
macro-Pre  macro-Rec macro-F1 macro-Pre macro-Rec macro-F1 macro-Pre macro-Rec macro-F1 macro-Pre macro-Rec macro-F1
Kmeans 0.242 0.156 0.190 0.316 0.268 0.132 0.312 0.345 0.226 0.236 0.082 0.122
GaussianMixture 0.304 0.334 0.219 0.251 0.279 0.148 0.312 0.353 0.116 0.302 0.344 0.193
Birch 0.222 0.241 0.231 0.104 0.094 0.036 0.111 0.113 0.045 0.240 0.240 0.240
CAS_WPS 0.413 0.501 0.219 0.607 0.707 0.503 0.447 0.501 0.236 0.850 0.952 0.891
CAS_CGNN-MHSA-AR  0.796 0.975 0.859 0.379 0.503 0.197 0.406 0.515 0.233 0.872 0.952 0.901
CAS_MAD_GAN 0.839 0.902 0.851 0.421 0.670 0.439 0.432 0.730 0.485 0.688 0.769 0.691
CAS_USAD 0.617 0.651 0.550 0.375 0.575 0.304 0.360 0.644 0.347 0.887 0.951 0.916
CAS_DAGMM 0.711 0.854 0.697 0.458 0.502 0.264 0.403 0.663 0.438 0.597 0.714 0.620
CAS_MTAD-GAT 0.758 0.971 0.825 0.546 0.604 0.464 0.446 0.501 0.238 0.924 0.953 0.930
CAS_OmniAnomaly 0.408 0.502 0.218 0.383 0.502 0.200 0.390 0.503 0.197 0.806 0.950 0.851
CAS_CAE.M 0.320 0.474 0.123 0.394 0.624 0.373 0.380 0.501 0.182 0.672 0.665 0.499
ASFC 0.778 0.987 0.862 0.690 0.950 0.760 0.679 0.878 0.640 0.876 0.985 0.921
Method orders payment front-end Rank
macro-Pre macro-Rec macro-F1  macro-Pre macro-Rec macro-F1 macro-Pre macro-Rec macro-F1 macro-Pre macro-Rec  macro-F1

Kmeans 0.330 0.293 0.251 0.428 0.516 0.238 0.318 0.215 0.115 0.903 0.985 0.952
GaussianMixture 0.246 0.099 0.107 0.276 0.305 0.172 0.014 0.250 0.027 0.968 0.924 1.000
Birch 0.259 0.258 0.221 0.222 0.163 0.188 0.374 0.495 0.410 1.000 1.000 0.919
CAS_WPS 0.848 0.988 0.904 0.801 0.985 0.872 0.775 0.700 0.652 0.226 0.364 0.371
CAS_CGNN-MHSA-AR  0.894 0.995 0.939 0.901 0.994 0.937 0.636 0.612 0.548 0.210 0.258 0.355
CAS_MAD_GAN 0.932 0.995 0.960 0.819 0.991 0.887 0.661 0.796 0.710 0.177 0.197 0.177
CAS_USAD 0.689 0.705 0.666 0.778 0.822 0.722 0.608 0.743 0.583 0.516 0.455 0.435
CAS_DAGMM 0.864 0.838 0.948 0.834 0.932 0.856 0.552 0.657 0.572 0.387 0.485 0.419
CAS_MTAD-GAT 0.510 0.733 0.565 0.893 0.994 0.933 0.637 0.863 0.622 0.161 0.242 0.242
CAS_OmniAnomaly 0.963 0.998 0.979 0.914 0.995 0.946 0.537 0.657 0.400 0.339 0.364 0.484
CAS_CAE M 0.842 0.861 0.838 0.808 0.982 0.860 0.316 0.501 0.119 0.629 0.576 0.742
ASFC 0.904 0.990 0.941 0.888 0.993 0.930 0.739 0.928 0.756 0.000 0.000 0.000

Compared to the eight variant methods, our pre-trained cascade
model shows better fault diagnosis results than all other datasets except
orders, catalogue, and payment. On the catalogue dataset, CAS_MTAD-
GAT achieves the optimal macro-F1 of 0.930, which is 3% better than
our method. On the orders dataset, CAS_ OmniAnomaly performs the
optimal macro-F1 of 0.979, which is 0.9% better than our method.
Finally, on the payment dataset, CAS_CGNN-MHSA-AR achieves the
optimal macro-F1 of 0.937, which is 0.6% better than our method. We
present the confusion matrix results of our method for fault diagnosis in
Fig. 7. From the confusion matrix of the orders and catalogue datasets,
as shown in Fig. 7(d), 7(e), it is clear that both catalogue and orders
require more accurate diagnosis of the CPU hog, ASFC’s diagnostic
accuracy for CPU hog in the catalogue and orders are 0.81 and 0.70
respectively. CAS_MTAD-GAT and CAS_OmniAnomaly diagnose CPU
hog first and extract the CPU characteristics in greater detail, resulting
in slightly better diagnosis accuracy. CAS_CGNN-MHSA-AR extracts the
correlation between data with a better weight matrix for the payment
dataset, resulting in slightly better performance than ASFC.

The details of fault diagnosis results of our method are shown
in Fig. 7. It can be seen from Fig. 7(a) that only 63 samples are
misclassified among 1329 samples, and the fault diagnosis error rate
is only 0.04. As seen from Fig. 7(d), our method has an error rate of
0.03 for fault diagnosis in the catalogue dataset. In the orders dataset
(Fig. 7(d)), the fault diagnosis error rate is 0.02. Finally, as seen in
Fig. 7(f), for the payment, the error rate of fault diagnosis is 0.02.
However, our method has poorer diagnosis accuracy for the user, carts,
and front-end datasets than the other four, with error rate of 0.16,
0.4, and 0.2, respectively. From Fig. 7(b), Fig. 7(c), and Fig. 7(g),
the Memory leak error rate is relatively high when performing fault
diagnosis on these three datasets. The reason is that the Memory leak
in carts, front-ends, and users have less impact on them, making them
appear similar to normal data, leading to the difficulty of distinguishing
normal data from abnormal data and low fault diagnosis accuracy.

In summary, based on the seven datasets we evaluated, our model
has demonstrated an average false alarm rate of only 0.124, which
proves the effectiveness of ASFC in selecting appropriate model types
and cascading them to achieve better fault diagnosis.

In order to prove the robustness of ASFC in fault diagnosis, we
analyze the macro-precision, macro-recall, and macro-F1 distribution
of ASFC with other baseline methods on seven datasets. As can be seen
from Fig. 8 and Table 1, ASFC’s macro-precision fluctuates between
0.67 and 0.90, its macro-recall fluctuates between 0.87 and 0.99, and
its macro-F1 fluctuates between 0.64-0.94. All baseline methods have
larger fluctuation ranges than ASFC, as shown in Figs. 8(a), 8(b), and
8(c), demonstrating that ASFC has better robustness.

Train-ticket. In Train-Ticket, we perform CPU hog, Network delay,
and Network loss diagnostics on the monitoring data generated by
six microservices: food, assurance, train, order_other, food_map, and
inside_payment. As shown in Table 2, the average performance of ASFC
on the six datasets outperforms all baseline methods. ASFC increases
the average macro-precision to 83.7%, the average macro-recall to
98.4%, and the average macro-F1 value to 88.6%. ASFC is very effective
in fault diagnosis of microservice applications and improves F1 by
69.4%-82.7% compared to the clustering method and 3.4%-13.9%
compared to variant methods.

Furthermore, the robustness of ASFC is much better than all base-
lines because the macro-precision of ASFC is above 0.7, the macro-
recall is above 0.9 and the macro-F1 is above 0.8 on all six datasets,
while no baseline can achieve this, as shown in Fig. 9. ASFC’s excellence
can be attributed to the Model Auto-selection module. ASFC’s Model
Auto-selection module allows us to dynamically cascade models suit-
able for diagnosing various faults to achieve a more robust diagnostic
result. As seen from Table 2, on the train, there is the highest diagnos-
tic accuracy of 0.987, which CAS_MTAD-GAT achieves. However, the
macro-F1 of CAS_ MTAD-GAT on the six datasets is between 0.5 and 0.9,
with large fluctuations, as shown in Fig. 9(c). The same situation also
happens in CAS-MAD-GAN and CAS_WPS. CAS_MAD-GAN achieves the
highest macro-F1 (0.921) on order other, but has the lowest macro-
F1, 0.574. Although CAS_WPS has completed the highest macro-F1 in
the food_map, it can be seen from Fig. 9(a), Fig. 9(b), Fig. 9(c) that its
stability is slightly lower than our model, regardless of macro-precision,
macro-recall, or macro-F1.
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Table 2
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Comparison of fault diagnosis performance for multiple diagnosis methods on Train-Ticket. Rank represents each model’s average rank of evaluation metrics on Train-Ticket. The

best macro-F1 are highlighted in bold.

Method food assurance train order other

macro-Pre  macro-Rec macro-F1 macro-Pre macro-Rec macro-F1 macro-Pre macro-Rec macro-F1 macro-Pre macro-Rec macro-F1
KMeans 0.249 0.263 0.241 0.253 0.246 0.242 0.368 0.252 0.241 0.249 0.264 0.102
GaussianMixture 0.264 0.384 0.197 0.235 0.219 0.126 0.255 0.265 0.229 0.269 0.411 0.227
Birch 0.242 0.244 0.020 0.225 0.246 0.024 0.254 0.195 0.028 0.232 0.244 0.238
CAS_WPS 0.694 0.974 0.769 0.783 0.985 0.855 0.809 0.969 0.877 0.787 0.985 0.859
CAS_CGNN-MHSA-AR  0.801 0.990 0.864 0.780 0.990 0.855 0.985 0.990 0.987 0.820 0.991 0.880
CAS_MAD_GAN 0.649 0.962 0.723 0.805 0.992 0.877 0.780 0.939 0.801 0.867 0.995 0.921
CAS_USAD 0.695 0.969 0.749 0.642 0.968 0.704 0.973 0.970 0.970 0.782 0.988 0.847
CAS_DAGMM 0.773 0.985 0.834 0.799 0.991 0.871 0.954 0.989 0.971 0.812 0.992 0.879
CAS_MTAD-GAT 0.793 0.988 0.855 0.819 0.987 0.881 0.985 0.990 0.987 0.827 0.993 0.889
CAS_OmniAnomaly 0.796 0.991 0.870 0.754 0.988 0.834 0.954 0.989 0.971 0.859 0.994 0.912
CAS_CAE.M 0.570 0.949 0.677 0.763 0.988 0.837 0.725 0.961 0.800 0.866 0.995 0.920
ASFC 0.838 0.988 0.896 0.830 0.993 0.894 0.954 0.989 0.971 0.873 0.989 0.911
Method food_map inside_payment Rank

macro-Pre macro-Rec macro-F1  macro-Pre macro-Rec macro-F1 macro-Pre macro-Rec  macro-F1
KMeans 0.258 0.256 0.095 0.247 0.246 0.231 0.912 1.000 0.870
GaussianMixture 0.262 0.296 0.184 0.249 0.219 0.189 0.877 0.936 0.907
Birch 0.244 0.258 0.024 0.258 0.252 0.019 1.000 1.000 1.000
CAS_WPS 0.947 0.993 0.967 0.712 0.963 0.777 0.386 0.383 0.352
CAS_CGNN-MHSA-AR  0.609 0.906 0.629 0.778 0.976 0.854 0.193 0.043 0.148
CAS_MAD_GAN 0.577 0.841 0.574 0.685 0.956 0.751 0.404 0.340 0.370
CAS_USAD 0.545 0.587 0.529 0.634 0.921 0.683 0.561 0.596 0.611
CAS_DAGMM 0.695 0.933 0.718 0.852 0.983 0.904 0.228 0.043 0.167
CAS_MTAD-GAT 0.566 0.876 0.596 0.856 0.983 0.907 0.140 0.085 0.074
CAS_OmniAnomaly 0.653 0.933 0.687 0.747 0.970 0.814 0.298 0.043 0.204
CAS_CAE M 0.757 0.971 0.810 0.750 0.964 0.819 0.404 0.298 0.333
ASFC 0.779 0.975 0.832 0.752 0.971 0.817 0.000 0.000 0.000

4.6.2. The effectiveness of ASFC in root cause localization

For RQ2, to capture the characteristics of different service faults
and make them contribute to root cause location, we extract fault
characteristics from microservices using the fault threshold generated
during the fault diagnosis process and integrate it with cause scores,
enabling us to increase root cause location accuracy. Consequently,
ASFC overcomes the limitation of root cause analysis methods that only
consider microservice causal relationships, resulting in poor positioning
accuracy. The following paragraphs are specific experimental results.

Sock-shop. This experiment aims to compare our root cause localiza-
tion method with three baseline methods, and Table 3 presents the
average localization accuracy of these methods after CPU hog, Memory
leak, and Network delay occurred on seven microservice datasets. The
results indicate that our root cause localization method outperforms
the baseline methods. Specifically, for CPU hog, our model achieves a
localization accuracy of 0.714 on PR@1, indicating a 71% probability
of finding the root cause on the top-ranked metric. Similarly, for
Memory leak and Network delay, we have a 57% and 43% probability
of finding the root cause on the top 1 indicator of the ranking, re-
spectively. Moreover, the average Avg@5 localization accuracy for CPU
hog in the seven datasets is 0.886. Compared with the best-performing
root cause localization method (GES-based), our method improves the
root cause localization accuracy by 31.4%. For Memory leak, we have
28.5% higher accuracy than the best-performing root cause localization
method (PC-based). Concerning Network delay, our method improves
by 37.1% compared with the best-performing root cause localization
methods, PC-based and LINGAM-based methods.

A performance comparison is then conducted between the ASFC
and the three baseline methods. Fig. 10 shows the comparison results
of Avg@5 on seven microservices for the three faults. Our method
performs well on CPU hog and Memory leak in most microservices,
as seen in Fig. 10(a) and Fig. 10(b), respectively. However, in the
orders and shipping datasets, our method performs poorly for CPU
hog and Memory leak, respectively, due to their high correlations with
other metrics. For Network delays, as shown in Fig. 10(c), our method
outperforms other baseline methods, especially on the shipping dataset,
where the incorporation of fault patterns in the root cause localization

module improves the accuracy of root cause localization. Although
shipping heavily relies on network, making it difficult to identify
causal relationships between services, our method still achieves higher
localization accuracy than the other baseline methods, demonstrating
that fault patterns in the data can provide causal insight for root cause
localization.

Train-ticket. According to Table 4, ASFC performs best in locating
faulty microservices with Network loss and Network delay. Regarding
Network loss, we have 13.3% higher accuracy than the best-performing
root cause localization method (LINGAM-based). For Network delay,
our approach improves by 13.3% compared with the best-performing
root cause localization methods (LINGAM-based). For CPU hog, we
can see that ASFC performs worse than LINGAM-based. ASFC has
integrated fault patterns into PC to improve its performance, but it
still falls short of the LINGAM-based performance due to PC’s poor
localization accuracy for CPU hog. Meanwhile, we can also see from
Table 4 that integrating fault patterns can improve the accuracy of root
cause location to a certain extent. For CPU hog, ASFC integrated with
fault patterns is enhanced by 20% on Avg@5, compared to the root
cause localization method based on the causal inference (PC-based);
Integrating fault patterns to locate root causes for Network loss and
Network delay can improve root cause location accuracy by 23.3% and
43.3%, respectively.

The ASFC and three baseline methods are also compared on each
microservice in Train-Ticket. For CPU hog, it is clear from Fig. 11(a)
that the poor localization accuracy of ASFC, which explains the poor
average localization performance of Avg@5 in Table 4, despite this,
ASFC is also capable of achieving the highest positioning accuracy for
food_map by integrating fault pattern to improve PC-based positioning
capability. In addition, We can see from Fig. 11(b) and Fig. 11(c) that
ASFC can obtain optimal or near-optimal results on all data sets. For
NetWork delay (Fig. 11(b)), ASFC achieves the highest localization ac-
curacy than other baseline methods on datasets except for order_other
and assurance, and in assurance, ASFC’s performance is only reduced
by 0.2 compared with the best result. For Network loss in Fig. 11(c),
ASFC is able to achieve the best localization accuracy on all microser-
vices except inside payment. This indicates that even though faults
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Average macro-precision ranking of seven data sets across all methods
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Fig. 6. Average ranking of all fault diagnosis methods across seven datasets.

Table 3
Localization accuracy of ASFC and baseline methods on Sock-Shop against different
fault types.

Method ASFC PC-based GES-based LiNGAM-based
CPU hog
PR@1 0.714 0.000 0.143 0.000
PR@2 0.857 0.000 0.429 0.143
PR@3 0.857 0.143 0.571 0.286
PR@4 1.000 0.286 0.857 0.429
PR@5 1.000 0.714 0.857 0.571
Avg@5 0.886 0.229 0.571 0.286
Memory leak
PR@1 0.571 0.143 0.286 0.143
PR@2 0.857 0.571 0.429 0.143
PR@3 1.000 0.571 0.429 0.429
PR@4 1.000 0.714 0.429 0.571
PR@5 1.000 1.000 0.571 0.714
Avg@5 0.886 0.600 0.429 0.400
Network delay
PR@1 0.429 0.286 0.000 0.143
PR@2 0.714 0.286 0.143 0.286
PR@3 0.857 0.286 0.143 0.429
PR@4 1.000 0.571 0.143 0.571
PR@5 1.000 0.714 0.571 0.714
Avg@5 0.800 0.429 0.200 0.429
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Fig. 7. Multiclass confusion matrix of fault diagnosis results under the different
microservices.

propagate differently among microservices, integrating failure modes
and causal scores results in a better model performance than only
considering causal scores, further demonstrating that fault patterns in
observed data can affect the accuracy of root cause positioning.

4.6.3. The effectiveness of ASFC in quickly troubleshooting

For RQ3, to help operators troubleshoot quickly, ASFC equips appli-
cations with a pipeline for diagnosing faults and providing insights into
their root causes. Consequently, ASFC addresses the limitations of exist-
ing methods that only consider a single task, resulting in unsatisfactory
troubleshooting efficiency for operators.

In this section, we provide the execution time of ASFC in fault
diagnosis and root cause location to show that the model can quickly
assist operators in troubleshooting. Table 5 shows that when ASFC
performs fault diagnosis in the Sock-Shop, it can achieve the fastest
diagnosis time of 3.446 s on shipping. Furthermore, ASFC is able to
perform fault diagnosis in the Sock-Shop in an average of 3.677 s, as
well as root cause location in an average of 0.137 s. On the Train-Ticket,
we also provide the execution time of ASFC in fault diagnosis and root
cause location. According to Table 5, ASFC takes an average of 4.617 s
to diagnose a fault on Train-Ticket and 0.047 s to locate the root cause.
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Fig. 8. Distribution of fault diagnosis capabilities of ASFC and deep learning methods
on Sock-Shop.

Table 4

Localization accuracy of ASFC and baseline methods on Train-Ticket against different

fault types.
Method ASFC PC-based GES-based LiNGAM-based

CPU hog
PR@1 0.167 0.000 0.000 0.000
PR@2 0.167 0.000 0.000 0.167
PR@3 0.167 0.000 0.000 0.500
PR@4 0.167 0.000 0.000 0.667
PR@5 0.333 0.000 0.000 0.833
Avg@5 0.200 0.000 0.000 0.433
Network loss
PR@1 0.333 0.333 0.000 0.167
PR@2 0.667 0.333 0.167 0.500
PR@3 0.667 0.500 0.167 0.500
PR@4 0.833 0.500 0.333 0.667
PR@5 0.833 0.500 0.667 0.833
Avg@5 0.667 0.433 0.267 0.533
Network delay

PR@1 0.333 0.000 0.000 0.167
PR@2 0.667 0.333 0.667 0.500
PR@3 0.833 0.333 0.833 0.500
PR@4 0.833 0.333 0.833 0.833
PR@5 0.833 0.333 0.833 0.833
Avg@5 0.700 0.267 0.633 0.567

5. Conclusion

Due

to the inevitable faults in the microservice application, ensuring

the system operates reliably and improves the user experience is essen-

tial. Th

is paper presents the ASFC, which realizes unsupervised fault
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Fig. 9. Distribution of fault diagnosis capabilities of ASFC and deep learning methods
on Train-Ticket.

diagnosis and root cause localization based on microservice monitoring
data. Although deep learning models can better extract features from
data, a single deep learning model is only suitable for some specific
types of scenarios. Therefore, the deep learning model may be less
effective in fault diagnosis on some datasets and may not be as robust.
Consequently, we developed an Auto-selection algorithm that dynam-
ically selects the most appropriate deep-learning models based on the
fault types present in the dataset. Then, by cascading selected models,
faults in the data are detected step by step to achieve fault identifica-
tion and improve model robustness. We conduct experiments on two
benchmark microservice applications. For the purpose of evaluating
our model, we collect monitoring data from seven microservices on
Sock-Shop and six microservices on Train-Ticket. In the experiment,
we analyzed the robustness of ASFC, which shows that ASFC performs
better than all baseline methods in terms of robustness and average
fault diagnosis accuracy. Additionally, different fault models can also
provide helpful information for locating faulty microservices, and rea-
sonably capturing fault patterns is also a challenge since each fault has
a different fault model. In this paper, we design a fault patterns capture
method and integrate fault patterns and causal inferences to determine
the root cause location of faulty microservices to improve localization
accuracy. It can be seen from the experimental results that our model
is better than the baseline method in locating faulty microservices. In
this paper, we perform service-level root cause localization based on the
KPIs of each service. Different monitoring data such as resource level
data can be applied to our model to achieve fine-grained faulty resource
localization. In addition, we consider that by combining our approach
with trace-based and log-based methods, it is possible to realize the
localization of faulty specific endpoints or modules.

In the future, further exploration of three aspects could improve
the ASFC model. First, this paper only considers three faults: CPU
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Table 5
Execution time (s) for each dataset.
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(a) Execution time (s) for each dataset on Sock-Shop

shipping user carts catalogue orders payment front-end
Fault Diagnosis 3.446 3.426 3.833 3.628 3.624 3.796 3.984
Root Cause Localization 0.078 0.128 0.142 0.128 0.221 0.133 0.125
(b) Execution time (s) for each dataset on Train-Ticket
food assurance train order_other food_map inside_payment
Fault Diagnosis 5.177 4.518 4.718 5.039 4.161 4.086
Root Cause Localization 0.042 0.040 0.045 0.043 0.043 0.072
[ ASFCT PC-based - GES-based - LINGAM-based B ASFC 1" PC-based © GES-based | LINGAM-based
shipping food
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Fig. 10. Performance comparison of all methods on locating faulty services with
different faults on Sock-Shop.

hog, memory leak, and network delay in Sock-Shop. The fault types
we consider in Train-Ticket are CPU hog, network delay, and loss of
network. However, there are more faults in a microservice system,
such as performance bottlenecks. In the future, we will also expand
our method to diagnose more fault types. In the meantime, ASFC
will be evaluated through more real-world microservices to prove its
feasibility, effectiveness, and generalizability. Second, in the event of a
fault, it is necessary to remediate the fault as soon as possible. Our team
is actively researching automated remediation tools and is considering
integrating fault diagnosis and fault remediation to achieve quick and
effective fault-solving. Regarding root cause localization, to achieve
fine-grained faulty resource localization, we will improve the model’s
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Fig. 11. Performance comparison of all methods on locating faulty services with
different faults on Train-Ticket.

ability to learn dependencies between faulty services by learning traces,
logs, and KPIs characteristics.
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