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Introduction
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1.1 Weird Machines

What happens when ordering -1 coffees from a coffeemachine? Will the machine pay out the
price of a cup? Such a preposition may seem bizarre: no coffee machine should accept that.
But, let us take a step back, and consider a machine without such a check regardless. And,
consider this machine not as a defective product, but as an item of study. Inside, we may
find a microcontroller, executing carefully-crafted code to determine the dosage of coffee,
milk, sugar and water. It may communicate to a payment terminal to ensure payment. All
code is functioning correctly for positive numbers of coffees. But, what happens when that
same code is faced with a negative number? The number may overflow causing it to dispense
255 cups. It may try to dispense negative water. Or, would it attempt to run the pump in
reverse? Would it try to pay out the price of a cup?

In this one example of a system – an (arguably defective) coffee machine – we find that it
implements a normalmachine. For a positive number of cups, it results in a set of actions that
we as users would expect, a set of actions it was designed for. However, a negative number of
coffees also triggers behavior from the machine. Behavior that is potentially untested and
unwanted. Such a machine is described as a ‘‘weird machine’’ – correct code that has been
corrupted by unexpected inputs. ‘‘Weird machines’’ is a term coined by Bratus et al. [16],
describing the strange behavior of software when given unexpected inputs. A computer
program implements one ‘‘normal machine’’, which maps from the set of inputs to the set
of outputs it was designed for. But it may implement many different weird machines too,
each triggered by inputs it was not designed for.

The coffee machine invites a simple solution: its weird machine behavior can be blocked
with input validation. If the user interface simply rejects such inputs, no other part of the
machine must deal with it. But, what if the hardware itself incidentally misbehaves? What if
sometimes, that microcontroller in the coffee machine decides that 1+1 is actually 3? Now
every unit of code must consider that it may be operating on wrong data. This thesis is about
such weird machines and how to manage them. In this thesis, that weirdness is very much
caused by the system itself, rather than by an external actor. We will consider misbehaving
hardware. Even with perfectly valid inputs and rigorously tested software, there is no telling
what a programmay do if the hardwaremisbehaves. The hardware itself is ordering a negative
number of coffees, unintentionally.

When hardwaremisbehaves, weirdmachine behavior is a given and cannot be prevented with
input validation. But we catch a break: when there is no attacker, weird machine behavior –
like the hardware faults themselves – becomes random, rather than malicious. This random-
ness makes it detectable as it does not attempt to avoid detection like an attacker would. By
executing the same task multiple times, the chances of two weird machines behaving iden-
tically drops dramatically, allowing faults to be spotted through inconsistencies in output.
But redundant execution introduces overhead, and impairs responsiveness. Fig. 1.1 shows a
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Fig. 1.1: Redundant execution is an important tool for mitigating errors

dramatization of this concept, where three coffee makers (three replicas) have been combined
to ensure that some coffee ends up in the cup. While time is being saved with replication in
space, it is at the cost of significant hardware overhead. Consequently, replication in time is
attractive, as less additional hardware is required. The (typically computational) overhead of
redundancy naturally brings us to the topic of timeliness in software, a topic of such grave
importance to certain applications that it rivals correctness itself. For those applications, a late
output is indistinguishably detrimental from no output or an erroneous output. Hardware
can fail, all while correctness must be guaranteed and deadlines must be met. Under these
conditions, we find ourselves overconstrained. But it is precisely between these paradoxical
demands that creativity is required, and – with a bit of squinting – an interesting solution
space presents itself.

Let us consider the bounds of our problem space at the hand of four pillars.

Software must not fail is a classification for systems where incorrectness (e.g. due to
a software bug or component failure) incurs (significant) material cost. At the extreme
end of this category, we find safety-critical systems where failure of which can lead to
human tragedy. Systems in this category are typically governed by standards such as
ISO 26262 [37], which explicitly lists acceptable rates of failure.

Deadlines must be met describes systems where the timely delivery of a response is
critical to the correct functioning of the device they are embedded in. This category
describes real-time systems.

Hardware can fail is a category where the ability of the hardware to fail is explicitly
modeled, e.g. as the maximum tolerable failure requirements imposed on the software
are sufficiently stringent that hardware failure must be considered. It also captures
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Fig. 1.2: Thedemands of different kinds of systems shape theproblem space (hatched area) delimitated
by the four pillars ( ) of this thesis

systems where the operating environment is sufficiently rough or mission duration is
long enough that hardware failure must be considered.

Energy constrained groups systems that are in an energy constrained environment.
This includes battery-powered systems, where excessive use of energy shortens mission
duration, but also systems that suffer adverse effects such as overheating from an
increased use of energy.

In this thesis, we present a set of reliability techniques for precisely these competing or
apparently incompatible demands. An illustration of the interplay between these demands is
shown in Fig. 1.2. We define the problem space to be where the areas intersect (hatched areas),
in particular the areas of the first three pillars. We do not claim to exhaustively explore the
entire problem space. Instead, we present various solutions that fall in the center area of the
figure. Each proposed technique is a software-based solution that schedules and instruments
the live application in such a way to optimize reliability without sacrificing timeliness, all
in the presence of hardware faults. It should be obvious that no technique can satisfy all
demands all the time, at least not without further restrictions. We will spend the remainder
of this chapter introducing the domain, primarily the system demands: the intersection of
software that may not fail, deadlines that must be met, all running on hardware that can fail.
This chapter aims to foster an intuitive understanding of the solution space, and let us start
sketching out our solutions.
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1.2 Safety-critical software
Software must not fail

Safety-critical systems describe a broad category of systems in which the failure of the system
is extremely costly. It may include consequences such as death, serious injury to people, but
similarly loss or severe damage to equipment or the environment.

Safety-critical systems typically manipulate and control processes in the physical world. A
system that does so is best described as a cyber-physical system (CPS). A good definition of
CPSs was given by Lee and Seshia [44]:

A cyber-physical system (CPS) is an integration of computationwith physical processes
whose behavior is defined by both cyber and physical parts of the system. Embedded
computers and networks monitor and control the physical processes, usually with
feedback loops where physical processes affect computations and vice versa. As an
intellectual challenge, CPS is about the intersection, not the union, of the physical and
the cyber.

Safety-critical systems form the first question of this thesis: how to deal with systems (and by
extension the software on those systems) that may not fail? This demand is shown in Fig. 1.2.
And in particular, what is the interplay of this demand with the other demands illustrated in
said figure?

Without lifting the veil too much, let us consider the basic approaches of making software
robust for use in such safety-critical systems. On the correctness side, we can use traditional
software verification techniques to ensure the software adheres to the requirements. Auto-
mated testing, (static) verification, and other aids to the software engineering process can help
ensure correctness. These processes are deferred to other research and not further discussed
in this thesis. If errors are introduced from outside, e.g. through misbehaving hardware, we
can use runtime techniques thatmonitor and re-execute code when such behavior is detected.
However, re-execution requires extra time and/or compute resources, which may not be
available if the software has timeliness constraints. This creates a fundamental trade-off:
re-executing to ensure correctness consumes time and energy, whereas strict deadlines and
limited power demand efficiency. What we arrive at is the challenge at the heart of this thesis:
we must strike a balance – recovering from errors without jeopardizing the very constraints
that make the system function, and preferably as efficiently as possible.

1.3 Timeliness in software
Deadlines must be met

It may be of great importance to place limits on the timing behavior of software. For user-
facing software, such limits may make the software more responsive and less annoying to
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use. For server-side software, limits on response time ensure resources are released quickly,
helping throughput and bringing down cost. These limits are requirements to the software
engineering process, and in these examples the performance requirement is aNon-Functional
Requirement (NFR). Violation of a NFR, such as a slow-loading website, do not make the
output invalid. It is only annoying to the user, lowers click-through rates and search-engine
visibility. The NFR is there to capture business interest in improving response time.

There is another class of software that must to consider time: Real-time Software. Applica-
tions in this category are beholdend to stringent timing requirements. Real-time software
refers to software systems that are required to respond to inputs or events within a strict time
frame, known as a deadline. Such systems typically interact with the physical world, and the
physical world does not wait for a slower-than-usual response. For instance, such a system
may be responsible for triggering airbag deployment in a vehicle during a crash, where a late
response is more than an inconvenience one can walk away from.

This pillar concerns itself with systems of this second variety: a deadline miss is simply not
tolerable. As such, whatever the system does, it must still meet its deadlines. The correctness
of such systems depends not only on the logical results of computations, but also on the
time at which these results are produced.

1.4 Energy-constrained systems

Energy constrained

Energy constraints present another form of a resource constraint, similar but not identical
to constraints on compute resources. In particular, energy-constrained systems (e.g. battery-
powered systems) may allow momentary bursts of high energy consumption offset by long
periods of low energy consumption. This presents a different challenge than reasoning about
deadlines: all tasks must meet their deadlines all the time, and no amount of finishing early
will make up for a deadline miss a few epochs later. At the same time, a lower utilization
(e.g. the hardware did not fail) of the core leads to energy savings. Those energy savings can
then be used to speed up processing (e.g. throughDynamic Voltage and Frequency Scaling
(DVFS)) at a time of need, thus facilitating some interplay between different scenarios in
which the systemmay find itself.

We understand energy with such fungibility. We consider the amortized energy use, i.e. the
long running expected energy use of the system. As such, we do not constrain momentary
peaks in power consumption, and do not set a per-epoch energy budget. By only considering
amortized energy consumption, we allow the system to respond to faults by temporarily
using more energy. To achieve the amortized energy target, those moments must be offset by
moments of lower energy use.
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1.5 Single Event Upsets
Hardware can fail

There is an apparent conflict between re-execution tomitigate hardware faults, and the ability
of real-time software to meet deadlines. Let us consider the exact nature of misbehaving
hardware and examine the Single Event Upset (SEU).

Real-time software is often used to control and drive processes in the real world. They are
embedded in a CPS that operates in a less than ideal environment for compute, such as under
high heat or in space. At the same time, many such applications are cost sensitive and it is thus
attractive to use cheap, high-volume Commercial Off-The-Shelf (COTS) microprocessors.
Using such hardware provides the benefits of scale, but at the cost of customization. This cost
becomes apparent in high-radiation environments (e.g. in space) as the hardware need not be
designed to function correctly there. For the real-time system, constraints such as reliability
may be just as critical as its ability to meet its deadline, demanding careful consideration and
mitigation of the effects of this radiation.

Faults affecting the hardware can roughly be split into two categories: (i) soft errors, tem-
porarily causing misbehavior in the chip, and (ii) hard errors, permanently disabling (parts
of) the chip. A high rate of hard errors makes using the hardware prohibitively expensive or
even impossible. We will investigate the first category in depth in Chapter 3-6. We investigate
hard errors and design-time optimizations in Chapter 8.

A system is able to fully recover from a soft error, i.e. achieve a return to the condition it
was in prior to the error. Provided this recovery process works and the process does not
adversely affect the running application, the presence of soft errors does not disqualify the
use of COTS hardware in high-radiation environments. In this category we find the SEU:
a transient, typically radiation-induced event interfering with the correct functioning of
the hardware. The resulting error manifests itself by leaving data structures in a potentially
compromised state while otherwise leaving the chip unaffected [68].

1.6 Control Systems and their natural Fault Tolerance

Cyber-physical systems are at the intersection of the physical and the cyber, as defined by Lee
and Seshia [44]. That typically makes them control systems, implementing a sense-control-
actuation loop to monitor and modify their environment. Control systems, by their very
nature, must be tolerant to some level of perturbation from that environment. They are
dealing with the mess that is the physical world: the sensor may measure at a slight offset
due to manufacturing tolerance, the actuator may be weakened due to wear and tear, and so
on. Temporary misbehavior of the control system itself (e.g. due to a SEU) is not necessarily
different from a perturbation caused by any of these effects. The consequences of such
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misbehavior may be handled by future iterations of that same control system. Through
analysis of the system, patterns of correct and erroneous behavior can be found that may and
may not lead to failure [87]. Study of this effect is captured by the weakly-hard real-time
domain [13].

Very complex patterns of tolerated successful and erroneous control signals can be identified
for a given system. In this thesis, we use the (m, k)-constraint notation widely used in the
weakly-hard real-time domain to capture permitted patterns. It declares that, for given values
ofm and k, that a minimum ofm correct executions must occur within any k consecutive
periods.

1.7 Reactive fault-tolerance

We have described the four demands of the problem space in Fig. 1.2. Optimizing for relia-
bility in this space will always be a compromise between resource usage (limited compute,
energy) and reliability. This is an inherent problem of software-based fault-tolerance. How-
ever, there is a silver lining: software-based fault-tolerance can typically be toggled on, off or
applied partially based on the needs and observed behavior of the application. This capability
is one of the three basic ingredients which we use to construct reliability solutions

1. There is some natural fault-tolerance of weakly-hard real-time tasks (discussed in
Section 1.6).

2. The cost (time, energy, compute) of software-based fault-tolerance prevents using it
all the time.

3. The software-based fault-tolerance can be toggled, allowing it to be applied to subsets
of the application, and allowing those subsets to be varied.

Systems that exhibit all three characteristics are in what we call our solution space. We can
leverage these three characteristics to boost reliability. In particular, systems that meet
these conditions may benefit from a reactive approach, i.e. one where different software
components receive different levels of fault-tolerance at different times. We label such an
approach asReactive Fault-tolerance. By varying the allocation of fault-tolerance over time,
and reacting to observed or suspected faults, the overall reliability of the system can be
improved without requiring always-on fault-tolerance.

If one of these three conditions fall away, solutions becomemuch simpler. When the deadline
is sufficiently lax and an abundance of resources (energy, time) are available for fault-tolerance,
complete protection against SEUs can be provided. When there are no weakly-hard real-time
tasks, there is no value to reactivity, as previously-unmitigated faults have already caused
damage. Instead, limited resources available for fault-tolerance must be allocated, in perpe-
tuity, to the most significant part of the application (e.g. those where the cost of failure is
highest).
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In this thesis, we will consider systems that meet all three conditions, and propose reliability
solutions for them.

1.8 Research contributions

This thesis will propose three reactive fault-tolerance solutions, each based on published or
submitted work. To that end, we will present:

1 Strategy Switching [55, 54], the original reactive fault-tolerance technique for
(m, k) = (1, 2) constraints. This work considers three of the four pillars: (i) dead-
lines must be met (real-time systems); (ii) software must not fail (safety-criticality),
and (iii) hardware can fail. The fourth pillar – systems under an energy constraint –
is not considered in this work. Under these constraints, we have proposed Strategy
Switching as a method to effectively boost reliability through a reactive fault-tolerance
solution. As energy is not considered, solutions tend towards maximizing the use of
fault-tolerance without missing deadlines. This work was presented at the Software
Engineering and Formal Methods ’22 conference in Berlin.

2 Energy-aware Strategy Switching [52], which expands on strategy switching to
include energy use as the fourth pillar. In particular, we consider systems where
the long-running or amortized energy use is restrictive. As such, such systems may
permit momentary forays into higher rates of energy consumption, provided those
are offset with long periods of low energy use. This method of measurement contrasts
to instantaneous requirements such as real-time timing requirements, where no such
fungibility exists. For example, a temporary slowdown (missing deadlines) cannot be
made up for by a long sequence of finishing well ahead of any deadlines. This work
was presented at the 26th Euromicro Conference Series on Digital System Design
conference in Durres in 2023.

3 Circuit-based Strategy Switching, which broadens support for arbitrary (m, k)-
constraints. Extending support to beyond (m, k) = (1, 2) leads to an explosion in
state space, as more history needs to be kept. This effect is particularly pronounced
when constructing and analyzing strategy switching solutions, as all possible paths
must be considered. To that end, we have proposed Circuit-based Strategy Switching
(CiSS), where particular paths (‘‘circuits’’) through the state space are explored and
analyzed. CiSS intelligently limits the state space by prioritizing expanding likely states
over unlikely states. Consequently, the exploration process can be stopped early with
minimal loss of reliability. This work is currently being prepared for submission.

The presence of faults also merits other solutions. As such, we extend the solution space to
consider different types of faults:
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4 Task- vs instruction-level redundancy [56] takes a different approach to the com-
peting constraints of (i) deadlines; (ii) safety-critical software, and (iii) incidentally
failing hardware. With strategy switching, we have taken the timing requirements of
applications as an absolute, where no violations are permitted. Excess resources are
used towards improving reliability, and the resources available for this are naturally
bound as an output must be generated at some point. As such, strategy switching
must always permit some rate of failure, and only attempts to minimize this rate of
failure. In this work, we do not permit some rate of failure, but instead permit some
lapses in the timing requirements. As such, there is no bound on the resources that
are available to mitigate faults. We investigate the timing impacts of varying the unit
of code which is replicated. This work was presented remotely at the Multicore and
Many-core Systems-on-Chip 2021 conference in Singapore.

5 Fault-Aware Adaptive Real-time Systems [57] considers the problemof hard errors
at design time and its interplay with soft errors. The rate of hard errors (i.e. permanent
degradation of the silicon) increases as the chip is utilized more, an increase typically
caused by heat. Software-based fault-tolerance against soft errors, at the same time,
increases utilization and thus paradoxically worsens susceptibility to hard errors. In
this work, we propose an integrated holistic SoC design methodology that optimizes
for reliability, taking special care to consider the trade-off between the two categories of
errors. This work was presented at the 24th International Conference on Embedded
Computer Systems: Architectures, Modeling and Simulation (SAMOS) on the Greek
island of Samos in 2024.

1.9 Structure of this thesis

Chapter 2 discusses the domain and background. Chapter 3 discusses the main mechanisms
by which we make systems more reliable, without presenting a concrete solution itself. That
is left to Chapter 4 (contribution 1©), Chapter 5 (contribution 2©), and Chapter 6 (con-
tribution 3©), where we propose progressively more complicated techniques for reactive
fault-tolerance. We continue with a modified fault model that does not permit incorrect
output and, instead solves the conflict between correctness and timeliness by allowing mo-
mentary lapses in timeliness. We investigate the effect of an unbounded checkpoint-restarts
in Chapter 7 (contribution 4©). Due to the interplay between soft and hard errors, improv-
ing reliability against one may increase susceptibility of the other. To that end, we propose
a holistic SoC design methodology considering reliability in Chapter 8 (contribution 5©).
Finally, we reflect on the research contributions of this thesis in Chapter 9.
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1.10 Publications and author contributions

Below is a list of the authors’ personal contributions to each paper, organized by chapter.

Ch. 3, Ch. 4 Lukas Miedema, Benjamin Rouxel, and Clemens Grelck. “Strategy Switch-
ing: Smart Fault-Tolerance for Resource-Constrained Real-Time Applications”. In:
Proceedings of the FirstWorkshop on Connecting Education and Research Communities
for an Innovative Resource Aware Society (CERCIRAS), Novi Sad, Serbia, September
2nd, 2021. Vol. 3145. CEURWorkshop Proceedings. CEUR-WS.org, 2021.
Lukas designed the method and wrote the workshop paper.

Ch. 4 Lukas Miedema and Clemens Grelck. “Strategy Switching: Smart Fault-Tolerance
for Weakly-Hard Resource-Constrained Real-Time Applications”. In: Software Engi-
neering and FormalMethods, 20th International Conference, SEFM2022. Vol. 13550.
Lecture Notes in Computer Science. Springer. 2022.
Lukas designed the method, wrote the implementation, created the experimental
setup, collected and analyzed the data, and wrote the conference paper. This work is
based on the previous workshop paper, and shares the method.

Ch. 5 Lukas Miedema and Clemens Grelck. “Change of Plans: Optimizing for Power, Re-
liability and Timeliness for Cost-Conscious Real-Time Systems”. In: 26th Euromicro
Conference on Digital System Design (DSD). IEEE Computer Society, 2023.
Lukas designed the method, wrote the implementation, created the experimental
setup, collected and analyzed the data, and wrote the conference paper.

Ch. 6 Lukas Miedema and Clemens Grelck. “Short Circuit: Adaptive Soft-Error Handling
inWeakly-Hard Real-Time Systems”. Manuscript in preparation. 2025.
Lukas designed the method, wrote the implementation, created the experimental
setup, collected and analyzed the data, and wrote the paper. The paper is yet to be
published at the time of writing.

Ch. 7 Lukas Miedema, Benjamin Rouxel, and Clemens Grelck. “Task-Level Redundancy
vs Instruction-Level Redundancy against Single Event Upsets in Real-Time DAG
Scheduling”. In: 14th IEEE International Symposium on EmbeddedMulticore/Many-
Core Systems-on-Chip, MCSoC 2021, Singapore, December 20-23, 2021. IEEE, 2021.
Lukas designed the method, wrote the implementation, created the experimental
setup, collected and analyzed the data, and wrote the conference paper.

Ch. 8 Lukas Miedema, Dolly Sapra, Petr Novobilsky, Sebastian Altmeyer, Clemens Grelck,
and Andy D. Pimentel. “FAA+RTS: Designing Fault-Aware Adaptive Real-Time
Systems, from Specification to Execution”. In: Embedded Computer Systems: Archi-
tectures, Modeling, and Simulation - 24rd International Conference, SAMOS 2024,
Samos, Greece, 2024. Vol. 15226. Lecture Notes in Computer Science. Springer,
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2024.
The design of the method and implementation work was split equally among all
authors. Within the FAA+RTS methodology, Lukas worked on the coordination
compiler, the handling of the use-case modeled in TeamPlay, and its related interac-
tions. The paper was equally split between the authors.
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2.1 From event to failure

Meeting reliability requirements has become increasingly critical in the design of real-time
embedded systems. Safety-critical domains that rely on such systems include automotive,
avionics, nuclear power plants, and medical devices. These fields often adhere to domain-
specific functional safety standards, such as DO-178B for avionics [77] and ISO-26262 for
automotive systems [37].

We touched on the main mechanism of misbehaving hardware that we consider in this thesis
– the SEU – in Section 1.5. In this section, we will consider the origins of these events, and
the exact mechanism by which an upset event is converted into a fault, error, failure, and
so on until (potentially) causing harm. We will also consider mitigations at different levels,
stopping faults from occurring, preventing them from turning into errors, and preventing
those errors turning into failure.

2.1.1 Fault chain

Let us consider the sequence of events that can occur when a single event strikes an embedded
device. To explore this, we use the vocabulary and definitions of ISO 262626:2018 [37],
titled ‘‘Road vehicles – Functional safety’’. While this standard is scoped to concern the
functional safety of electronic systems in road vehicles, its concepts apply to a wider range
of embedded systems. We will restrict the discussion of these systems to only the reliability
aspects relevant to this thesis (part 1). In particular, the terms ‘‘fault’’, ‘‘error’’, and ‘‘failure’’
are of primary interest, as they concern the embedded system itself [68].

ISO 262626 is of particular interest as it takes a risk-based approach to safety. Such an ap-
proach recognizes a fundamental inability to guarantee correct behavior all the time. Instead,
it aims to quantify and minimize risk. In doing so, it considers the severity (potential harm),
the exposure (probability of occurrence), and the controllability (potential for avoidance).
In Section 1.1, we already discussed the apparent conflict between the different demands to
our systems of interest. This conflict is resolved by such an approach: we must permit some
level of failure to be able to work with hardware that can fail.

Fig. 2.1 shows the fault chain, showing how an absorption event of a high-energy particle
or photon can eventually lead to harm. Each step has an associated conversion rate, and by
lowering that rate the probability of reaching the ‘‘Harm’’ state is reduced. We explain each
of the steps of ISO 262626 in the context of SEUs and CPSs. ISO 262626 discusses the steps
from ‘‘Fault’’ through ‘‘Harm’’. The fault chain starts with a SEU, and each edge carries a
conditional probability. For example, the probability of a SEU (the start node) converting
to a fault may only be 2.5% on some platform. Then, the conditional probability of a fault
turning into an errormay be 14.7% for some piece of software. Consequently, understanding
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Scope of this thesis

Fault

Error

Failure

Malfunction

Hazard

Harm

Event affects state of the pro-
cessor, e.g. bitflip in SRAM

High-energy event enters sys-
tem and affects the processor,
leading to a SEU

Affected processor state
causes running software to
misbehave (“strange machine”)

Misbehaving software produces
wrong output of the controller

Wrong output of the controller
causes the cyberphysical sys-
tem to misbehave

Misbehaving CPS causes a
hazard

That hazard leads to irrecover-
able harm

Fig. 2.1: ISO 26262 as fault chain, applied to a CPS affected by a SEU

and reducing the conditional percentage at any transition lowers the overall risk associated
with the system.

The steps from ‘‘Fault’’ to ‘‘Malfunction’’ are of interest, as they concern the processor or
cyberphysical system itself. These are the steps within the scope of this thesis, indicated by
the hatched area in Fig. 2.1. We will discuss each of these steps in this section. Later steps
include the embedding of the CPS into its domain, of which we make no assumptions.

2.1.2 Fault sources

The SEU is a transient fault: that is, the effects of a single SEU do not lead to multiple
errors. However, the effects of that error may linger for as long as the processor state is not
reset. As long as this recovery works, it does not disqualify the use of COTS hardware in
high-radiation environments.

The SEU is a transient, typically radiation-induced event interfering with the correct func-
tioning of the hardware. The resulting error manifests itself by leaving data structures in a
potentially compromised state, while otherwise leaving the chip unaffected [68]. Three pri-
mary sources of such faults can be identified: (i) alpha radiation originating from radioactive
decay in materials used in the chip package; (ii) interaction of high-energy cosmic rays with
chip materials that lead to the emission of alpha and gamma radiation, and (iii) neutron-
induced fission caused by the decay of 10B, as boron is used as a p-type dopant as well as the
use of borophosphosilicate glass in silicon device fabrication [10, 68].
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Radiation-induced SEUs are not the only source of faults that can impact embedded systems.
Other sources include failing power supplies, overheating components, or other forms of
degradation. However, the nuclear origin of a SEU presents a simple elegance: SEUs are
independent events. We will make considerable use of this property in this thesis, as it allows
making predictions of the long-running system with and without mitigations against SEUs.
As such, we will only consider the effect of SEUs on the hardware in this thesis, and not of
other intermittent or transient fault sources that may not share such statistical independence
between events.

2.1.3 Silicon susceptibility

The conversion rate of a strike by radiation to a fault (per Fig. 2.1) is measured as the suscep-
tibility of the silicon. It depends on a range of properties such as the manufacturing process,
the feature size, its purpose (e.g. DRAM, SRAMor logic) and the potential (voltage) driving
the chip. Older manufacturing processes with larger feature sizes are typically more resilient
against single event upsets [63]. Likewise, driving the chip at a higher voltage lowers the
conversion rate of strikes to faults [68]. Finally, special manufacturing techniques can be used
to reduce the incidence rate as well as the effect of a SEU [28]. Furuta et al. dramatically lower
the susceptibility of chips to SEUs by using Fully Depleted Silicon-on-Insulator (FD-SOI)
manufacturing. This manufacturing process isolates the conductive silicon substrate from
the active silicon layer, preventing charge build-up and thus lowering the chance a strike can
lead to a fault. The authors further identify where FD-SOI-based chips are still vulnerable,
and propose partial hardware-based replication to mitigate the resulting faults.

Each of these prevention techniques has a cost. In particular, solving the problem of SEUs
through manufacturing may be unattractive when economics of scale are not achieved, or
when other design requirements prevent the use of special processes such as FD-SOI. As such,
it is interesting to consider what happens when SEUs cannot be (completely) prevented, and
thus get converted into faults that must be mitigated.

Typical effective rates of faults occupy a wide range. Reghenzani [68] reports a fault rate on
the order of 10−5 faults per hour inDRAM in a standard terrestrial server, and a rate of 10−2

faults per hour for FPGAs. FPGAs in particular are susceptible due to their considerable use
of SRAM.

2.1.4 Application code susceptibility

Now that the SEU has been turned into a fault, it can affect the software running on the
system (error). The conversion rate from fault to error depends on where the chip is affected,
and how the software is using the chip at thatmoment. For example, Reghenzani [68] reports
that DRAM faults only cause software to misbehave in about 30% of cases. An application
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with low register pressure may not use a particular register that experienced a bitflip due to a
fault. As such, while that register is part of the processor state, it is not part of the application
state and thus does not lead to an error. This distinction is particularly noticeable when
using low-level error detection (and optionally correction) schemes. While implemented as
software, such schemes behave more as fault detection schemes than error detection, and
may detect faults in the hardware state that would not have led to errors. Consequently,
expensive but unnecessary repair mechanisms may be triggered. An example of such an
‘‘error’’ detection scheme is SWIFT [70], which through software-implemented instruction-
level redundancy detects errors. Table 2 in their paper shows how without any form of error
detection, only 15.04% of faults are converted to an error (wrong output). Enabling their
detection technique causes 70.31% of faults to be detected by SWIFT, many of which could
have been ignored safely. Thus, an application running under SWIFT that aborts execution
(no retry or re-execution) will fail to provide (correct) output with much higher frequency
than that same application without any form of protection. At the same time however,
the SWIFT technique is effective: 0.00% of errors go undetected. Pure error-detecting
techniques such as SWIFTmay not be usable depending on the cost of incorrect output vs
the cost of no output. An error correction extension of SWIFT also exists implementing
Error Detection and Correction (EDaC), named SWIFT-R [19].

2.1.5 Domain susceptibility and beyond

Code executing after an error exhibits ‘‘strange machine’’ behavior as discussed in Section
1.1. The exact behavior is hard to predict due to the vast number of ways an error may
affect the application state. However, the error still need not lead to a failure. For example,
iterative optimization algorithms or classification tasksmay still converge to the same solution
despite a change in application state. More significantly, software-based EDaC may be
present that detects and corrects the error, reaching the same output as if no error occurred.
Consequently, the rate at which failure is observed depends not only on the error rate, but
also on the implemented algorithm and presence of ED(aC). An event descending down
the stairs of the fault chain of Fig. 2.1 can be stopped at any step. However, mitigations in
software are attractive as they do not need any hardware modifications. Doing so stops errors
from turning into failures.

A malfunction is only observed if the failure can be classified as misbehavior. While the
output may be faulty, it may be sufficiently similar to the correct output that it does not
matter. Or, the cyberphysical system itself is robust against some level of perturbation, and as
such it can safely absorb the failure. This capability of the CPS to absorb failure is described
by the weakly-hard real-time domain, which we will elaborate on in Section 2.4. In case the
failure is not absorbed or mitigated, it becomes a malfunction which can lead to a hazard
and then possibly harm. These conversion rates are exclusively determined by the domain
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and outside the CPS itself. As such, we will not consider them and their conversion rates in
the remainder of this thesis.

ISO 26262:2018 [37] defines several safety requirements regarding the permitted rate of
malfunction. For Automotive Safety Integrity Level (ANSIL) B and C, this is ≤ 10−7

events/hour. For ANSIL D, this is≤ 10−8 events/hour. These values do not significantly
differ from non-automotive standards, such as DO-178B criticality level A and B, and IEC-
61508 SIL 3 and 4. As such, even at the tail end of the fault chain of Fig. 2.1, a risk-based
approach fundamentally recognizes that some events may still occur.

2.1.6 Conclusion

We have introduced reliability at the hand of a fault chain based on ISO 262626 [37]. ISO
262626 is not unique as similar chains could be derived from standards such as DO-178B or
IEC-61508. What such chains reveal is how fault mitigation techniques need not address all
faults all the time to be effective. Instead, multiple techniques can be layered to create an
overall more reliable system. We also underlined the risk-based approach to reliability: the
likelihood of later steps in the fault chain, such as hazard and harm, are to beminimized
as they cannot be fully eliminated. The failure to eliminate harm is not a shortcoming on
the part of any mitigation scheme, but rather a conscious modeling choice. A risk-based
approach requires recognizing the fundamental inability to guarantee prevention of hazards.
Instead, it allows comparing andminimizing the rate of hazards. In particular, it allows doing
so while considering the overhead to achieve such results: improved fault-tolerance, as we
will discuss in the next section, comes at a cost. The risk-based approach allows stakeholders
to make informed decisions to optimize their applications.

2.2 Hardware-implemented fault tolerance

The faults described by the fault chain of Fig. 2.1 originate from the hardware. And, as
alluded at in Section 2.1.3, stopping a fault from turning into an error (affecting application
state) is a valid way to stop further propagation of the event. To prevent effect on the
software (i.e. errors), fault-tolerance must be implemented in hardware. In this thesis, we
are primarily concerned with COTS systems, which may not be equipped with suitable
fault-tolerance mechanisms. However, when off the shelf is not a requirement, some creative
and comprehensive solutions have been proposed.

To properly classify fault-tolerance schemes, let us consider the Sphere of Replication (SoR).
Introduced by Reinhardt et al. [69], the SoR is a means to describe the protective capabilities
of a fault-tolerance scheme. The SoR is the logical boundary of the redundant execution.
Faults caused by a hardware component inside the SoR, such as the processor, will be caught
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through voting or other consistency checking mechanisms. Components outside of the
SoR, e.g. memory, may need other resilience mechanisms. The use of a SoR allows us to
reason about the different needs of different components. Not all hardware components
have the same susceptibility to faults, and some are easier to mitigate in hardware (denying
the fault→ error conversion) while for others it is more interesting to consider solving them
in software (error→ failure conversion).

2.2.1 Boeing 777 Primary Flight Computer

In the aviation domain, the cost of a malfunction may be so high that significant expense
towards prevention is warranted. This is demonstrated in the systems architecture of the
Boeing 777 primary flight computer (PFC) [94]. Key to its architecture is a triple-triple
redundancy design, where triple redundancy (i.e. Triple-Modular Redundancy (TMR)) is
deployed not just in the computation, but also in the wiring.

At the hardware level, the system employs TMR across three physically and electrically iso-
lated channels, each containing three ‘‘computation lanes’’. Each lane contains a processing
unit of a different micro-architecture, i.e. the lanes are dissimilar, thus hardening against
faults caused by design errors in one micro-architecture (‘‘common-mode’’ design errors).
The use of triple replication hardens the system against hardware failure. The computation
lanes operate in parallel, a design choice that mitigates single-event upsets (SEUs) and generic
processor design flaws through comparison voting. The system implements Byzantine fault
tolerance protocols to resolve inconsistencies arising from asymmetric faults or communica-
tion errors between redundant components. This approach enables continuous operation
despitemultiple parallel failures, as the votingmechanisms can isolate faulty lanes or channels
while maintaining consensus through majority agreement. Finally, the redundancy extends
beyond compute to encompass critical support systems, databuses for inter-channel com-
munication, and independent power supplies. The PFC of the Boeing 777 represents an
extreme example in fault tolerance, where no expense is spared to deliver malfunction-free
service to the cyberphysical system it is embedded in.

2.2.2 Optimizing Dual-Core Execution for Power Efficiency and Transient-Fault
Recovery

Ma et al. [51] use two cores for replication in space. Their approach is novel in that it
leverages an asymmetric pair of cores, with a faster leader core and a slower follower (verifier)
core. The faster processor speculatively executes instructions while a follower processor
performs validated re-execution, enabling both performance optimization through large
instruction windows and fault detection through state comparison. The authors simulate
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the behavior of their proposed architecture, and use this simulation to not only test its fault-
tolerance characteristics, but also energy metrics from the modeled processors. The Sphere
of Replication ofDual Core Execution (DCE) encompasses the entire CPU core andmemory
subsystem, protecting against transient faults through redundant execution across both cores.
The fault model specifically targets SEUs from radiation and electromagnetic interference,
though the exact fault distribution used for testing is unspecified in the paper. The authors
leverage speculative execution – a mechanism commonly implemented in modern processor
designs to improve performance – to correct errors. Commits to memory are only made
when the follower core has signed off, thus allowing seamless rollbacks and re-execution in
case a mismatch is detected. Thus, the system provides full EDaC capabilities through its
dual-execution mechanism.

Experimental results demonstrate a 34% average performance improvement over single-core
execution while reducing energy overhead from 93% to 31%. This result is impressive, as it
shows thatDual-ModularRedundancy (DMR) (in space) can be realizedwith less than 100%
overhead (only 31%). From a theoretical perspective, such results seem to be at odds with
complexity theory: verification of any algorithm (i.e. in the NP-hard class) is only possible by
complete re-execution. As such, we would expect 100% overhead. However, their results are
obtainednot through complexity theory but throughmicroarchitectural optimizations. That
is, the systemmaintains equivalent complexity, but reduces practical overhead constants by
leveraging modern CPU features like speculative execution, buffered state comparison, and
utilizing parallel pipelines. This demonstrates how practical, architectural-level redundancy
strategies can achieve sub-100% replication costs while remaining theoretically consistent
with computational complexity boundaries.

2.2.3 ECC memory

Error Correcting Codes (ECC) memory stands out among hardware-implemented fault-
tolerance schemes, as its ubiquity allows us to consider it as COTS hardware. It provides an
efficient way to guard against SEU in memory, especially when compared to the strategies
required for protecting computational cores. While processor protection often relies on
more invasive methods such as complete replication (e.g. like the dual-core approach byMa
et al. [51]), memory protection can be realized at significantly lower overhead [83, 10].

The implementation of ECC in memory systems involves appending a small number of
parity bits to each data word, enabling the detection and correction of errors at the hardware
level. This contrasts with more invasive fault-tolerance methods often required for safe-
guarding computational cores, as those typically need substantial duplication. By leveraging
internal parity checks and correction logic integrated directly into memory modules and
controllers, ECCmemory achieves resilience without significantly increasing system size or
power consumption [35].

22 Chapter 2 • Background



Where ECConce remained primarily a premium capability reserved for server-class hardware,
the introduction of DDR5 now brings a limited form of ECC (on-die ECC, orODECC ) to
consumer-oriented memory modules. DDR5 incorporates ODECC as a standard feature,
providing an additional layer of error protection within each DRAM chip. For applications
requiring higher levels of data integrity, full ECCDIMMs are available, offering comprehen-
sive protection across the entire memory module [38].

The ubiquity of ECCmemory in modern computing systems underscores its importance in
maintaining data integrity. Although ECC does introduce a slight latency overhead—pri-
marily due to additional error-checking and correction cycles—this overhead is usuallyminor
compared to the substantial reliability gains. As a result, ECC has become a standard feature
in many COTS memory solutions, reflecting the industry’s recognition of the need for
built-in fault tolerance in memory subsystems.

2.2.4 Conclusion

The three examples show how the space for hardware fault-tolerance is large. Hardware fault-
tolerance can offer comprehensive protection against faults (potentially at great expense),
while also allowing for interesting optimizations bymaking use of internal datastructures and
primitives present in the processor. For cost-conscious systems, ECC is an attractive technol-
ogy to consider as its uniquely widespread availability allows using hardware-implemented
fault-tolerance without requiring highly specialized silicon. ECC however only covers the
memory portion of the SoR, and thus is not a standalone solution for complete protec-
tion of the system. Bespoke hardware-implemented fault-tolerance requires custom silicon
fabrication, whose cost may outweigh any benefits for less sensitive applications.

2.3 Software-implemented fault-tolerance

Software-Implemented Fault-Tolerance (SIFT) schemes detect and (potentially) mitigate
errors. Errors prompt weird machine behavior, where the exact behavior depends on the
software itself. Depending on that software and the problem it is trying to solve, it may
be possible to detect an error efficiently, in a domain-specific way. Alternatively, using
redundant execution any unit of code can be replicated, facilitating Software-Implemented
Fault-Tolerance (SIFT) in a domain-agnostic way.

Domain-specific means of fault-tolerance are possible for problems where verification is
computationally simpler. Examples include the entire ‘‘NP’’ (non-polynomial) complexity
class of problems, such as Sudoku solvers and integer factorization algorithms. Errors in a
Sudoku solver can be detected by a test if the output is indeed a solved Sudoku, which for a
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sufficiently large Sudoku puzzle requires considerably fewer steps than solving the Sudoku
twice. For the general case however, redundant execution is the only way.

2.3.1 Overview of various SIFT techniques

Not all SIFT technologies prevent errors: some are only capable of detecting them. As such,
we distinguish between two types of SIFT: those that only do Error Detection (ED), and
those that offer Error Detection and Correction (EDaC). The absence of SIFT is deserving
of a term as well, which we useNo Fault Tolerance (NoFT). Note that, for obvious reasons,
none of the SIFT implementations offer NoFT.

Table 2.1: Comparison of various Software-Implemented Fault-Tolerance (SIFT) Techniques

Name Type Unit of Replication Sphere of Replica-
tion [69]

EDDI [62] ED Instruction, memory Processor
SWIFT [70] ED Instruction Processor
SWIFT-R [19] EDaC Instruction Processor
OS-Task TMR [4] EDaC Process, memory Processor, memory
Application-Level
Fault Tolerance [82]

EDaC - Processor, memory, network

FlipSphere [27] EDaC Memory page Memory

Consider the overview of various SIFT techniques of Table 2.1, including their SoR and
their unit of replication. The first four techniques can replicate any form of computation,
while the next two techniques are domain-specific but may offer reduced overhead. Flip-
Sphere [27], the last technique in the list, is exclusively a memory protection technique.
Memory protection requires less redundancy by using parity information. With such in-
formation the question of whether or not memory has been corrupted can be asserted by a
cheaper check, and does not need redundant execution or a full copy of the memory page.
Such a technique can complement e.g. SWIFT to increase the SoR. Hardware-implemented
ECChave foundwidespread adoption inDRAMmodules, in particular for the servermarket
(even back in 2005). As such, the authors of SWIFT [70] suggest using such ECC-enabled
memory to increase the effective SoR at minimal overhead.

2.3.2 SWIFT

SWIFT[70], orSoftware ImplementedFaultTolerance, is a compositionof various instruction-
level fault-tolerance techniques to offer comprehensive coverage against errors while minimiz-
ing computational overhead. SWIFT is a compiler-based transformation and instruments
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the produced machine code. Instructions are duplicated, thus realizing redundancy, with
checks between the copies at strategic points. Faults are detected as mismatch between the
two versions at runtime, and caught before they can negatively affect program output.

SWIFT composes a variety of previously-introduced techniques. In particular, it builds on
EDDI or Error Detection by Duplicate Instructions by Oh et al. [62]. EDDI protects not only
the processor, but the entire memory subsystem by duplicating memory as well. The authors
of SWIFT consider the task of memory protection better serviced by hardware protection,
such as ECC-enabled DRAM, and as such forgo this feature of EDDI.

2.3.3 OS Task Level Redundancy

Asghari et al. [4] propose a fault-tolerance technique that operates at the OS task level,
i.e. TMR at the process level. Memory is included in the SoR, as the entire process image
is copied at the cost of substantially increasing the memory use of the application. Their
method implements EDaC, and thus needs at least three copies of the process to mitigate
faults. The third copy however is only scheduled when a fault is detected using the first two
copies. These first two copies of the task can run in parallel using multiprocessing, and a
third one is optionally scheduled later. Their method is able to detect and mitigate 99.34%
of all faults injected using fault injection.

2.3.4 Behavior of N-Modular Redundancy

In the general case, SIFT typically protects the processor domain through redundant ex-
ecution. SWIFT interweaves two copies of the same instruction stream, in effect, obtain
Dual-Modular Redundancy (DMR). SWIFT-R does so with three copies, thus implement-
ing Triple-Modular Redundancy (TMR). This replication can also be done with more
substantial units, such as at the OS task level as done by Asghari et al. [4]. As such, all
these SIFT schemes can be described to implement n-Modular Redundancy (nMR) with n

replicas. We substitute nwith a number to refer to a particular level of redundancy, e.g. Dual
Modular Redundancy is DMR or 2MR, while Triple Modular Redundancy is TMR or
3MR. 2MR is needed to deliver ED, while to recover from an error 3MR is needed. 3MR
may fail to reach a consensus when multiple faults occur, and increasing n beyond 3 helps
lower this probability.

While each of these SIFT schemes has their own characteristics, their own fault detection
rate and their own overhead, their shared basic primitive of nMR allows reasoning about
them as a group. Redundant execution, by its very nature, increases the exposure to faults
as the amount of compute needed to obtain output increases. Likewise, it increases the
amount of processing resources needed. It does not necessarily increase the response time, as
multiprocessing can facilitate the parallel execution of replicas. For n replicas, increases in
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demand for compute and fault exposure will roughly scale linearly with n. SIFT-specific
optimizations may hide some of that overhead, however the general linear trends persist.

2.3.5 Algorithm-level SIFT

Some problem domains allow for simplified error detection, e.g. the aforementioned Su-
doku solver. The thesis of Shantharam [82] characterizes the impact of transient errors on
iterative methods in scientific workloads. Their work targets High Performance Compute
applications, recognizing that workloads for such systems may use over 100, 000 processing
cores and thus have significant exposure to SEUs. They consider the impact of two popular
methods for solving large systems of linear equations, (i) PreconditionedConjugate Gradient
(PCG), and (ii) Successive Over Relaxation (SOR). The effect of a SEU on such algorithms
is not failure, but instead an impact on their time performance. They find that PCG-based
algorithms see a considerable performance degradation of up to 200×when encountering a
single SEU, whereas there are essentially no effects on SOR. In the normal (no SEU) case,
PCG-based algorithms are typically faster. The authors point out, however, that there are
interesting crossover cases, where this relationship inverts in the presence of SEUs. As such,
choosing the right algorithm that optimizes for time requires considering the fault behavior
of the hardware, or may require using an explicit SIFT mechanisms.

For PCG, Shantharam [82] propose a checksum encoding for all its key operations. Their
method only implements ED, observing that an error in an iterative method can bemitigated
by repeating that iteration. They show that this combination only adds 11.3% overhead
when no errors is encountered. When a SEU is encountered, a PCG iteration needs to be
rerun which adds an additional 3.2% overhead. Such performance figures are beyond what
can be obtained by SIFT implementations like SWIFT or OS task-level redundancy. As such,
it shows how within a narrow domain unique solutions to the problem of SEUs may be
preferred.

2.3.6 Conclusion

Software-Implemented Fault-Tolerance (SIFT) schemes offer fault-tolerance against errors,
i.e. it stops errors from turning into failures. Its pure software nature makes it attractive as
no complex modifications are required to the silicon or other aspects of the system. Software-
implemented fault-tolerance can also make use of domain-specific properties that can consid-
erably simplify detection and mitigation. At the same time, general-purpose SIFT typically
needs redundant execution, with considerable associated overhead.
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2.4 Weakly-hard real-time

Introduced by Bernat et al. [13], weakly-hard real-time refers to a relaxation of traditional
hard real-time systems. It roughly occupies a space somewhere between hard real-time (every
deadline must be met) and soft real-time (some misses are permitted, typically expressed
as a percentage). Weakly-hard real-time distinguishes itself from soft real-time by identify-
ing permitted patterns of hits and misses, observing that real-time systems typically have
some resilience against failure. This resilience, in particular for control systems, is a natural
consequence of how control systems deal with the physical world. A wide range of perturba-
tions may affect system stability, and a perturbation caused by a temporarily misbehaving
control system (due to a SEU) is not different from a perturbation introduced elsewhere.
Consequently, the systemmay naturally be capable to mitigate such perturbations, or can
be designed with these in mind. However, this tolerance has a temporal component: a
weakly-hard real-time system capable of tolerating one failure may not be able to tolerate two
consecutive failures, as it needs the next control signal to correct that previous failure. This
effect gives rise to patterns of allowed and disallowed failure behavior, patterns that go beyond
what can be described by the soft real-time domain. The exact patterns are determined by the
properties of the system, e.g. its control period (epoch), its behavior when failure is reached,
and the stability margin of the system. These properties can even be tweaked to obtain more
favorable weakly-hard real-time behavior [93]. Determining these patterns is non-trivial,
and requires comprehensive understanding of the system. In the case of non-linear systems
such as the inverted pendulum that we will discuss in Section 2.4.1, it may require extensive
simulation.

In effect, weakly-hard real-time systems describe the native failure tolerance (per Fig. 2.1)
of a control system. As such, the ability to capture and use such fault-tolerant behavior of
real-time systems forms an additional layer of defense when SIFT is unable to mitigate an
error.

The term ‘‘weakly-hard real-time’’ was coined by Bernat et al. [13] while the concept itself
is older. In particular, a common way to describe weakly-hard real-time constraints is at
the hand of a (mi, ki)-constraint or (mi, ki)-requirement. Here,m specifies the number
of epochs that must be successful for every k consecutive epochs. This notation was first
used by Hamdaoui et al. [32] to capture (m, k)-firm deadlines, and described as (k

m)-hard
deadlines by Bernat and Burns [12] with the samem and k.

2.4.1 Pendulum example

Any real-time system with identifiable patterns of hits and misses is a system in the weakly-
hard real-time domain. However, this behavior is particularly prevalent in control systems.
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Fig. 2.2: An inverted pendulum, consisting of a cart and a pole with a mass on top

Let us consider the cart and pole apparatus of Fig. 2.2, which implement the inverted pen-
dulum. Here, pole is able to freely pivot around the pivot point. The inverted pendulum
is considered a fundamental benchmark in control theory [14]. Despite the simplicity of
its structure, it is a typical nonlinear dynamic system. The inverted pendulum is unstable
in the upright position, as even the slightest perturbation will push the mass away from its
upright position. A control system implemented in the cart is able to keep the mass upright
by accelerating the cart to either the left or right.

For the purposes of this example, we will make some simplifying assumptions about the
physical behavior of this system. Let the maximum acceleration of the cart be a, and let us
assume this is independent of speed or of angle θ. Then, we can calculate a maximum angle
θmax where the acceleration of the cart prevents θ from increasing. If we ignore the reaction
time of the control system, the maximum angle at which the system is recoverable is given in
Example 2.1.

E2.1 Example Maximum recoverable angle

tan (θmax) <
a

g

Values of θ in the range [−θmax, θmax] are in the region of attraction of θ = 0, and stable
when including the control system. The control system has sufficient authority that, when
perturbations occur within the region of attraction, it can manage and mitigate that per-
turbation. As such, the system is stable within that region. We must also include the delay
introduced by the control system. Let the frequency of the control system be f , and the delay
(period) be f−1. As the system is nonlinear, f has a complex impact on the system’s stability
margin that is out of scope for this example. However, to build further intuition, consider a
delay of f−1 time units to respond. When investigating if a single failure can be tolerated,
the true θmax needs to consider that θ will increase for 2 × f−1 time units. Likewise, for
two consecutive failures, θ would increase for 3 × f−1 time units, and so on. This allows
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computing a new, lower θmax. The system need not be capable to return to θmax after the
deadline misses, as such the pattern must include a number of successful control periods to
return to [−θmax, θmax].

Note that this intuition is not sufficient to prove stability, as the systemmay e.g. overshoot
in the other direction. The precise interplay between controller behavior, control delay, the
physical system, and perturbations from the environment determine when the system is
stable. However, we ignore these for the sake of the example. A failure in the control system
may manifest itself as no output, thus effectively increasing the response time to 2 × f−1 for
a single failure. Or, it may manifest itself as a wrong control signal, potentially accelerating
the cart in the wrong direction at maximum acceleration. Either kind of behavior can be
used to compute a new θmax angle. If such a value still exists, and no other perturbations
the CPS has to deal with would go beyond this θmax value, the control system can tolerate a
failure.

In practice, the system needs to either be approximated as a linear system, or simulated to
obtain patterns of allowed hits and misses.

2.4.2 Captured patterns

Thepattens of hits andmisses tolerated are typically described as an (mi, ki)-constraint [12, 13].
mi is the minimum number of successful control epochs, while ki is the window size. The
values ofm and k are parameterized with i to support multiple software components (tasks)
that each have their own constraints.

A (mi, ki)-constraint does not capture a single pattern, but potentially a large set of patterns
that each contain the same number of hits and misses. Let the pattern be a string of 1 (no
failure) and 0 (failure). Then, a constraint of (mi, ki) = (2, 5) permits 11000, as well
as 010100, and every other combination of ≥ 2× 1 and ≤ 3× 0. As such, some fidelity
is lost with this kind of modeling. A system like the inverted pendulummay tolerate one
failure followed by one failure-free epoch (01), but needs three failure-free epochs after two
failures (00111). These patterns do not have a simple dominance relation, and must be
considered independently. Robust methods for modeling vast numbers of such patterns
have been proposed, such as WeaklyHard.jl by Vreman et al. [88]. This software library
offers scalable primitives for building and using complex sets of permitted patterns.

For the purposes of this thesis, we will strictly capture weakly-hard real-time patterns as
(mi, ki)-constraints. As such, there is a large set of equally-capable patterns for each (mi, ki)-
constraint. In literature, some particular patterns have received explicit names [41, 61, 21]:

E-patterns Evenly-spread patterns mix reliable with unreliable instances, i.e. 01010 for
(mi, ki) = (2, 5)
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R-patterns Deep-red patterns offer the worst case consecutive failure (i.e. ‘‘most in the
red’’), such as 00011. Any pattern where ki − mi failures / unreliable instances are
grouped is an R-pattern.

These pattern names both apply to observed behavior (failure/no failure), as well as to
prescribed fault-tolerance (unreliable/reliable instance).

2.4.3 Conclusion

We have considered the origins of SEUs, and how hardware can be designed to prevent them
from affecting application code (become an error). That is a luxury, however, that may not be
afforded to systems based on COTS hardware, but need not discredit its use in fault-sensitive
applications. Once an error impacts the application, there are a range of options to prevent
that fault from eventually escalating to a malfunction or even cause harm. Escalation to a
failure can be prevented using SIFT techniques. Such techniquesmay leverage redundancy at
significant cost, or use domain-specific insights to more effectively mitigate faults. In case an
error does arise, it can be stopped in the physical domain by leveraging natural fault-tolerance
of weakly-hard real-time systems. Such systems can even be designedwith extra safetymargin,
thus improving their resilience to a failure.

The cost of redundancy, combined with the temporal nature of weakly-hard real-time re-
silience provides for an interesting solution space that we will explore in the remainder of
this thesis.

2.5 Real-time scheduling

ACPS may performmore than one function, or the software may be composed of multiple
logical blocks that can execute independently. Those blocks may have their own deadlines
and their own (mi, ki)-constraints. These ‘‘blocks’’ are typically called tasks, and the process
of allocating CPU time to them is known as scheduling. Real-time scheduling in particular
attempts to schedule tasks while observing all real-time constraints.

Real-time is not necessarily fast, and the same applies to scheduling. Fast is typically under-
stood as a quick response time (low latency), but instead real-time scheduling is exclusively
concerned with predictable worst-case performance. That worst-case performance needs to
be optimized such that all deadlines are still met. This is typically proven mathematically.

Real-time has a long and storied history in literature, going back to the late 1960s and
1970s [23]. The work of Liu and Layland (‘‘L&L’’) from 1973 [45] is of particular interest.
The authors prove characteristics of certain scheduling algorithms (the optimality ofRate
Monotonic Scheduling andEarliest Deadline First scheduling), and by doing so introduce the
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core 1 time →τA

Release time Worst-case execution time
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Response timeIdle time

DeadlineD and Period P

Fig. 2.3: Annotated schedule of a single periodic task τA

idea of mathematical rigor in analyzing real-time scheduling. This mathematical approach
splits the problem of real-time scheduling into two:

• An online real-time scheduling policy. This is typically a relatively easily analyzable
algorithm (such as EarliestDeadline First) that schedules tasks as they become available.

• A schedulability test. This test is a set of conditions that must hold for the provided
set of tasks. If these conditions are met, it is guaranteed that the scheduling policy will
always meet its timing requirements.

Fig. 2.3 shows an example schedule as a Gantt chart, annotated with terms typically used to
describe each of the aspects of the schedule.

In this section we will touch on the main works insofar they contribute to a basic under-
standing of the challenges of real-time scheduling relevant to the methods proposed in this
thesis. For a more comprehensive introduction to the field, we refer the reader to the survey
of Hard Real-Time Scheduling for Multiprocessor Systems by Davis and Burns [23].

2.5.1 Scheduling example

Let us consider the problem of scheduling at the hand of an example. We use ‘‘Γ’’ (gamma,
uppercase) to refer to the set of all tasks, while τi ∈ Γ is used to refer to a particular task.

Tasks are parameterized by some identifier i, i.e. τi. We refer to properties and requirements of
the task using i, e.g. the deadlineD of task τi isDi. Likewise, its period (length of an epoch)
is Pi, its worst-case execution time isCi, and its (m, k)-constraint as (mi, ki)-constraint.
Finally, we call instances of a task a job. Jobs inherit characteristics with their tasks, such
as theirWorst-Case Execution Time (WCET)Ci, their period and their deadline. Task τi

spawns in epoch j job ji,j . Replication (not further discussed in this section) may spawn
multiple jobs for the same task in the same epoch.

Before diving into the theory, let us consider the scheduling problem at the hand of an
example as shown in Example 2.2.
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epoch 1 epoch 2 epoch 3

core 1 τA τB τC τA τB τC τA τB τC

Fig. 2.4: Schedule for Example 2.2

E2.2 Example Example task set with properties

Γ = {τA, τB , τC}
CA = 1s

CB = 2s

CC = 5s

PA = PB = PC = 10s

DA = DB = DC = 10s

Let us furthermore consider a uniprocessor system, i.e. the three tasks must share a single
processor and cannot run in parallel. With these properties, scheduling becomes trivial. A
global period and a global deadline means all tasks stay in sync: their jobs are said to release at
the same time. If all tasks are released at the same time at some moment t, we can easily run
each of them sequentially. The last task will finish at time t + CA + CB + CC = t + 8s,
while the deadline for each task was t + 10s. The same situation arises again at t + 10s,
i.e. the next epoch. As such, we can satisfy all timing requirements by building a single static
schedule that repeats.

Fig. 2.4 shows such an example in a Gantt chart. The schedule repeats ad infinitum, and of
that endless repetition three (identical) epochs are shown. The chart also makes it obvious
that all deadlines are met.

An important metric to measure the workload of a system is its utilization U , which is the
summed fraction of each tasks period that it spends doing work, i.e. U =

∑
τi∈Γ

Ci

Pi
. In

Example 2.2, τA has a utilizationUA = 1s
10s , τB = 2s

10s , and τC = 5s
10s . Thus, the summed

utilization of this task set is 0.8 or 80%.

Continuing the example, it stands to reason that any combination of tasks such that as long as∑
τi∈Γ Ci ≤ 10s, we can execute the task set sequentially and thus the task set is schedulable.

As such, as long as the utilizationU ≤ 100%, the task set is schedulable with a global period
equal to the global deadline on a uniprocessor system. Liu and Leyland [45] showed that
schedulability for any utilization≤ 100% even holds when tasks have different, individual
periods and deadlines. The authors show that Earliest Deadline First scheduling is able to
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Fig. 2.5: Schedule for Example 2.2 on a dual core system

schedule tasks for any utilizationU ≤ 100%. EDF is an online (runtime) scheduling policy
that prioritizes incoming tasks based on their deadline. It requires preemption, i.e. the ability
to interrupt tasks to start scheduling other tasks.

As multiprocessing (multicore) systems have become ubiquitous, let us consider the same
example scheduled on a dual core system. Fig. 2.5 shows one such mapping of the example
task set. Adding extra cores obviously does not negatively impact schedulability for task sets
whereU ≤ 1, as those are always schedulable using just a single core. The highest theoretical
utilization of a schedulable task set on a multicore system isU ≤ m, wherem is the number
of cores.

There exists no general solution for scheduling for multiprocessing systems when we allow
the deadlines and periods to vary per task, even with preemption. No general algorithm
exists that can schedule any task setU ≤ m onm cores. There is some intuition behind this:
two cores cannot make progress on the same job at the same time. As such, a ‘‘busy window’’
of sufficiently high demand can force the scheduler to drop tasks, even when U ≤ m. In
particular, theDhall effect [24] describes how the EDF scheduling policy cannot exceed aU

of 1 in the worst case (compared to an ideal value ofm). A notable mentionmust be given to
Pfair[9] by Baruah et al. The authors propose a technique, with some restrictions on what
tasks are allowed to do, that can schedule any task set up toU ≤ m. Their method hinges on
proportionate progress: a task τi with a utilizationUi = 50% should run at 50% speed, e.g. use
half a core. Core splitting is implemented through time sharing, by repeatedly interrupting
and switching between tasks such that the task on average achieves 50% utilization. If all tasks
show this behavior, any task with aUi ≤ 1will meet their deadline. Pfair however requires
frequent migrations, whose associated overhead may still make the task set unschedulable.

The multicore scheduling problem without preemption is a variant of bin packing, which is
a traditional NP-hard problem. Without preemption, any use of task-level parallelism hinges
on the execution times of the tasks. In the worst case, onlyU ≤ 1 can be scheduled.
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2.5.2 Task model

Central to any scheduling problem is the task model, which describes the characteristics of
the tasks. It is built on the underlying assumption that, with a correct description of the
behavior of the task set, hard guarantees that apply in the real world can be obtained through
the scheduling process. If the schedulability test determines that the task set is schedulable,
it will never violate a deadline under the scheduling policy.

The task model capture characteristics of tasks of many different shapes and sizes, e.g. (this
list is not exhaustive)

• Sporadic/aperiodic/periodic tasks
• Clock-driven/event-driven/hybrid schedulers
• Global/per-task deadlines and periods
• Pipelining (D > P , such that multiple task instances can be active in parallel)
• Precedence relations (execution order dependencies between tasks)
• Contention, shared resources
• Unicore/multicore/distributed systems
• Homogeneous vs heterogeneous multicore
• Energy model

A particular challenge is obtaining tight WCET bounds. The mathematical rigor of a
schedulability test requires that theWCETestimates are true upper bounds, i.e. it is somehow
proven that the task can never exceed that. For a multicore system, this may require extreme
pessimism when considering access to shared resources such as the system bus, shared caches
and shared memory. The task model can be extended to facilitate less pessimism, e.g. by
giving each task dedicated read-execute-write phases or access to private ScratchpadMemory
(SPM).

In the example shown in Example 2.2, there is in effect a global deadline and period. Further-
more, we chose a uniprocessor system. There is no special care for communication overhead
or resource contention, reducing the complexity of the scheduling problem at the cost of
additional pessimism estimating a safe WCET bound.

2.5.3 Static scheduling

Where Leyland and Liu have split the scheduling problem into an online policy and a
schedulability test, in some cases it is possible to create the entire schedule in advance. Such
scheduling is known as static scheduling. Fig. 2.4 and Fig. 2.5 are examples of such a schedule,
as release times of each task have been determined using theWCET of the preceding tasks,
not the actual execution times. To build such a schedule, a table of release times is computed
ahead of time, and then a table-driven scheduling policy simply adheres to those times. It is
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unable to dynamically receive new tasks (adaptivity), nor is it able to circumstantially reduce
response time by scheduling tasks earlier when other tasks have finished earlier. When using
static scheduling, schedulability is proven by construction. As such, it is typically able to
schedule for higher utilizations than what would be permitted by a schedulability test. The
schedule can be found ahead of time using techniques such as Integer Linear Programming
(ILP).

Static scheduling may not be suitable for task sets with different periods. The length of
the static schedule is the least common multiple (LCM) of all periods Pi, known as the
hyperperiod. For even small task sets, the hyperperiod can be prohibitively large as to make
even storing the schedule infeasible.

2.5.4 Conclusion

To support running multiple software components onto the same hardware, some form of
orchestration is needed. Real-time scheduling is one part in this orchestration, solving the
problem of temporal organization of these components. Those components or tasks have
real-time deadlines that must still be met. As such, any real-time scheduler must guarantee
that those deadlines aremet for all tasks in all circumstances. Scheduling can be done either at
runtime (online scheduling), or ahead-of-time (static scheduling). Anonline scheduling policy
is an algorithm that determines the placement of tasks, while it typically comes accompanied
by a schedulability test that asserts that all deadlines will be met. Static scheduling algorithms
prepare a full table of release times ahead-of-time, and as such its ability to meet all deadlines
can be read from this table. The ahead-of-time nature of this form of scheduling allows
for more optimizations, as there is no bound on the amount of time that can be spent on
scheduling. At the same time, its static data structures may become infeasibly large. The
amount of scheduling decisions that need to be made may be vast, e.g. when periods of tasks
differ thus creating a very long hyperperiod. As such, both types of algorithms have their uses
and depend on the needs of the application.

2.6 Scheduling for fault-tolerance

We are not the first to explore using the natural fault-tolerance of weakly-hard real-time to
bolster fault-tolerance. First Chen et al. [21] considered the combination, and later also other
authors [39, 2]. Each of these works improve reliability in the presence of transient faults by
switching which tasks are executed under EDaC, leveraging weakly-hard real-time tasks to
absorb failure when SIFT is not present. Key differences between the approaches are the
task model, the fault model, and the mechanisms by which guarantees such as schedulability
and reliability are delivered.
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Previous work Chen et al. [21] Kim and Yang [39] An and Yang [2]

Target Real-time control
applications
(uniprocessor)

Satellite on-board
computer
(uniprocessor)

Real-time control
applications
(uniprocessor)

Task model Periodic multi-task
set

Periodic multi-task
set

Periodic multi-task
set

SIFT Independent Re-execution Independent
Reactive Yes No Yes
Protects against Soft-error Soft-error and

hard-error
Soft-error

Optimization
technique

N/A Ad hoc Integer Linear
Programming (ILP)

EDaC can fail No Yes No
Reliability Target All-or-nothing Risk-based Risk-based
Discussed in Section 2.6.1 Section 2.6.2 Section 2.6.3

Table 2.2: Comparison of previous work on reliability optimizations leveraging (mi, ki)-constraints

Table 2.2 shows an overview of relatedwork in this area thatmakes use of (mi, ki)-constraint,
derived from Table 1 of [2]. All techniques target uniprocessor systems, and make use of
multi-task task sets.

2.6.1 Compensate or Ignore

Chen et al. [21] propose a technique called compensate or ignore, in reference to conditionally
enabling SIFT to improve schedulability. Similar to (mi, ki)-constraints, Chen et al. adopt
limits on the number of faults that can occur in a given window. Their method does not
require a particular implementation of SIFT, rather requests the availability of three versions
of each task:

• A regular, unreliable version
• A detect version implementing ED
• A reliable version implementing EDaC

Not all tasks need to have all versions available. For each task version, properties such as
the worst-case execution timeCi can differ, and generally increase as the level of protection
increases. With all of this in place, their method allows scheduling with patterns of task
versions that satisfy the fault constraint. For example, consider a task τA with a (mA, kA) =
(4, 6) constraint (i.e. up to 2 faults can be tolerated every 6 consecutive epochs). τA can be
protected by building a pattern where the reliable version R is scheduled four times, and
the unreliable version U the other two times, e.g. UURRRR. Any permutation of this string
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is allowed, provided that it loops. Such a pattern is called a static pattern. The resulting
challenge is finding patterns for each task such that all deadlines are met. To that end, the
authors propose a schedulability test that can assert schedulability for a set of patterns. The
problem can be expressed as amulti-frame scheduling problem [58]. Multi-frame scheduling
allows considering tasks that have repetitive but different values for their worst-case execution
time across epochs. A pattern has a sequence of worst-case execution times determined by the
worst-case execution time of the reliable (CR

A ) and unreliable (CU
A ) variant. For the example

patternUURRRR expresses frameswith execution times [CU
A , CU

A , CR
A , CR

A , CR
A , CR

A ], which
is repeated ad infinitum. SIFTmust be implemented by exclusively impacting the worst-case
execution time, e.g. by implementing TMR in time (sequentially). Their method targets
uniprocessors, as such .

The authors remark that the overhead of the reliable version is typically significant, and
correction is infrequently needed. As such, the authors contribute twomethods for lowering
this overhead. First, instead of scheduling the reliable version, the detect version withCA =
CD

A may be scheduled instead. Only when this version is reported to have failed, is the
reliable version released within that same epoch. While lowering the average worst-case
execution time and thus energy use, having to reserve time for potentially scheduling the
reliable version worsens the effective worst-case execution toCD

A + CR
A . Chen et al. make no

assumptions as to how the detecting and the reliable versions are implemented, and as such
do not investigate using a potential intermediate or partial result obtained by the detecting
variant to supplement correction. In case of redundant execution, we remark that only a
third additional replica is necessary to upgrade DMR to TMR at significantly less overhead
than independently executing the reliable version.

The second technique of Chen et al. [21] aimed at lowering overhead does not suffer from
such pessimism in the WCET estimate. Dynamic compensationworks by delaying executing
the static pattern as long as no or few errors are encountered. Instead, the detecting variant is
used to observe but not mitigate errors. Reacting to errors later requires that the pattern is
able to absorb an error, e.g. the pattern UURRRR is not such a pattern. An error may occur
prior to executing, and then two more errors may occur when executing the two unreliable
variants. Those three consecutive errors violate (mi, ki)-constraint of τA. The pattern
can instead be modified to URRRRR. This pattern can be delayed until an actual error is
encountered, i.e. the system effectively only schedules the detection variant. Let D� denote a
detection instance that detected an error. Then, with dynamic compensation, the pattern
becomes

Static pattern URRRRR URR RRR URRRRR

+ dynamic compensation DDDDDD UDD�URR RRRDDD

start pattern from the begin ↑^^ ^^^↑ resume detection

Dynamic compensation involves tracking for each task whether it is in safe or tolerant mode.
In tolerant mode (the start of the above example), replication is replaced with detection
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as another fault can be tolerated. After one or more faults, the task switches to safe mode
(marked by ‘‘start pattern’’). In this mode the pattern is executed as-is. Unlike the example
above, the authors do not consider a pattern with unreliable instances when using dynamic
compensation. Not doing so further increases the margin (and number of errors) that can
be tolerated while keeping the system in tolerant mode, potentially at the cost of decreased
schedulability.

The authors do not prescribe methods to most effectively construct static patterns. However,
they evaluate using E-patterns and R-patterns over a range ofm/k ratios. The fault model
allows reasoning in absolutes: with sufficient reliable instance in the pattern, no (mi, ki)-
constraint violation (and thus ‘‘malfunction’’, per Fig. 2.1) can occur. As such, different
strategies for constructing patterns do not affect the effective rate of malfunction (which
is 0), but instead affect schedulability. Chen et al. find that E-patterns always yield better
schedulability than R-patterns, regardless of the (mi, ki)-constraint. The authors also
evaluate the twoways of achieving reliability: either by scheduling the reliable version directly,
or by first scheduling the detection version with the reliable version following up in the same
epoch in case of an error. The additional (potential) overhead of the second approach proves
to negatively impact the schedulability rate when the utilization surpasses 0.7.

2.6.2 Reliability Optimization of Real-Time Satellite Embedded System Under
Temperature Variations

Kim and Yang integrate compensate or ignore into a complete reliability solution that also
targets hard errors [39]. They consider a particular use-case: a miniaturized satellite (‘‘Cube-
Sat’’) in space. This environment is particularly challenging for embedded devices, as not
only are they exposed to radiation and temperature swings due to their orbit, traditional
mitigation techniques such as shieldingmay be unaffordable due to the extreme per-kilogram
launch cost. At the same time, this environment has become interesting for small and rela-
tively affordable microsatellites, such as CubeSats. A 1U (1 cube) CubeSat may only weigh
1.33kg and has to fit within a 10 × 10 × 10cm3 cube. The authors consider such a satellite
equipped with a dual-core LEON3FT SPARC V8-based processor. One core is used for
control/backup, while the other is used for running workloads. The LEON3FT – as the
‘‘FT’’ implies – offers some hardware-level fault-tolerance. In particular, its memory con-
troller can be configured to support EDaC on memory access operations. One-bit faults can
be mitigated, while multi-bit faults trigger an interrupt to be handled by the software. Their
task model is the same as that used by Chen et al. [21], supporting the three versions of each
task to be scheduled. To support hard errors, the authors consider degradation of the silicon
by thermal degradation. To that end, they consider both the power used by the chip, which
is released as heat. The power is a function of the frequency at which the processor operates,
as well as the ratio between integer arithmetic, floating-point arithmetic, and other functions
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in the workload mix. The effect of power use on temperature is obtained by modeling the
chip as a thermal RC-circuit model.

As the LEON3FT implements hardware fault-tolerance, for their use-case they are able to
consider three ways of obtaining fault-tolerance:

• ED and EDaC in hardware (described asHW/HW )
• Error detection in hardware, while the mitigation is in software (SW/HW )
• Only software (SW/SW )

The goal of leveraging (m, k)-patterns is to both boost reliability, but also to decrease over-
head caused by excessive use of fault tolerance. This requires, however, that fault tolerance can
be conditionally disabled, which cannot be done (or is not evaluated) for the HW/HW case.
As such, using HW/HW fault tolerance affects all instances: any instance (reliable, detecting
or unreliable) becomes immune to single-bit faults. Multi-bit faults are still able to affect
the system, but are detected by the hardware. As such, HW/HW does not need a detecting
version, and needs to only rely on software re-execution for rare multi-bit faults. When
scheduling a reliable instance with HW/HW, enough time is allocated that a re-execution
is possible in case such a multi-bit fault is detected. The software-based mechanisms rely
on replication with output comparison for detection (in case of SW/SW) and correction
(SW/SW andHW/SW).

Kim and Yang use the Poisson distribution for the fault rate, without bounds to the number
of faults. Furthermore, they do not consider the reliable instance to be completely immune
to faults. As such, they similarly take a risk-based approach to safety as ISO 262626, and can
never guarantee 100% fault tolerance.

The authors treat an (m, k) specification as an execution plan, i.e. it prescribes thatm epochs
must use the reliable variant for every k consecutive epochs. As such, the (m, k) tuple does
not specify themaximum tolerance to failure of theCPS, but instead it dictates how it should
harden the task. Their task model does not consider EDaC to be impervious to failure, just
less likely to lead to failure. As such, it may be of interest to choose an m that is higher
than the minimum tolerablem accepted by the task. The maximum tolerance to failure is
captured by a third parameter, s, which is the maximum tolerable number of failures in any
window of k consecutive epochs. In other words, the definition of an (mi, ki)-constraint
that we have been using throughout this thesis could be written as (mi, ki) = (ki − si, ki)
using s. For clarity, we will refer to Kim and Yang’s definition of m as m′, and retain the
original definition ofm as a task property.

The pattern of reliable and unreliable instances is generated as an E-pattern from the (m′, k)
tuple. The authors do not consider schedulability beyond what was proposed in compensate
or ignore, and assume task properties (Ci, Di, Pi) such that any (m′, k) specification is
schedulable. Furthermore, they only consider static patterns as proposed by Chen et al. [21].
Consequently, the resulting optimization problem is onewhere themethod of fault-tolerance
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(HW/HW,HW/SW, or SW/SW) and the value ofm′ must be tuned such that the rate of
malfunction (as determined using s) is within acceptable limits.

The use of fault tolerance increases utilization and thus heats up the processor, which acceler-
ates aging and shortens the lifespan of said processor. Aging leads to hard errors, permanently
damaging or disabling the chip. To improve theMeanTime To Failure (MTTF) to such hard
errors, the temperature of the chip is managed by varying the level of redundancy requested
by carefully choosing m′. The main source of heat within their domain comes from the
absence or presence of the Sun as the craft moves in and out of the shadow of the Earth.
In the shadow, the temperature drops sufficiently to permit higher levels of redundancy,
boosting soft-error tolerance without significant negative impact on the hard-error MTTF.
At the same time, to blunt the peak of the temperature curve, it may be of interest to reduce
the workload when the craft has been in the sun for a while. To that end, the orbit of the
CubeSat is split up into 10 different segments. Each of these segments can be scheduled for
independently using a different value form′, optimizing the soft error rate without undue
impact to the MTTF.

The authors explore the resulting parameter space and find that for their radiation-hardened
processor, HW/HW considerably outperforms any form of software-based or hybrid fault-
tolerance. The discrepancy is so great that even for s = 0 (i.e. no failures can be tolerated)
andm′ = 0 (i.e. maximum reliability, only the unreliable instance is scheduled), HW/HW
outperforms any other scheme with any number of m′. This includes HW/HW where
m′ = k (minimum reliability, never use the reliable instance) in all environments evaluated.
Such a conclusion makes sense given the behavior of HW/HW, as it is always enabled (even
for the unreliable instance). The gap between all-software and all-hardware fault tolerance
narrows for high error rates and high levels of redundancy. Choosing m′ = k = 16
(maximum reliability) in their highest radiation environment with SW/SW, the difference
between HW/HWwith m′ = 0 (minimum reliability) is only a factor of two in favor of
HW/HW. The authors do not evaluate using more than three replicas to implement EDaC
in software, but we speculate that increasing this would make SW/SW/m′=16 outperform
HW/HW/m′=0. While the authors do not draw any conclusion from their results, we
consider that the ability of a purely software-based solution to approach hardware-based
solution gives further credence to the use of software-based fault-tolerance in space.

2.6.3 Adaptive Stochastic Handling of Soft-Errors in Real-Time Systems

An and Yang [2] contribute a dynamic and stochastic method of scheduling reliability
utilizing (mi, ki)-constraints. Their work is an extension of compensate or ignore by Chen
et al. [21], in particular of the dynamic compensation policy. They identify opportunities
to further reduce the overhead of fault tolerance through ILP (the authors claim they use
regular LP, but using binary decision variables requires ILP solvers). The goals are similar
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to that of dynamic compensation, targeting systems that are subject to competing energy,
time, and reliability constraints. The authors improve on the ‘‘all or nothing’’ nature of
compensate or ignore. The fault model adopted by Chen et al. requires fully hardening the
system through a pattern of reliable and unreliable instances of tasks. If such a pattern
is found, the system is completely reliable within the fault model. If not, fault-tolerance
is deemed unschedulable and the system is unreliable. An and Yang instead advocate for
quantifying reliability by probabilities, something we describe as a risk-based approach.
Hardening decisions are captured in a lookup table for minimal overhead at runtime. The
table is constructed through an linear programming optimization problem. Values in the
table are not concrete decisions, but probabilities. Thus, their method is stochastic, and may
make different decisions at different times for the same state.

Similar to Kim and Yang as discussed in the previous section, An and Yang allow setting the
level of reliability. While Kim and Yang do this at the hand ofm′, this value fails to capture
the immediate relationship between increasing m′, the utilization of the system, and the
effective reliability. Instead, theAn andYang allows specifying a reliability target preqi ∈ [0, 1],
a parameter much more likely to align with a reliability requirement. This per-task value is
the maximum acceptable probability of the task violating its (mi, ki)-constraint (i.e. causing
a malfunction) per epoch, and can be converted to conventional metrics of reliability such as
Failure in Time (FiT) (number of failures per billion device-hours).

The adaptive method of An and Yang makes decisions per the recent history of each task.
This history is captured in an execution trace of length ki − 1. This trace describes the
decisions that were made the past ki − 1 epochs, such as which version of the task was
scheduled (unreliable, detecting or reliable), and includes the results (success/fail) when
available. Schedulability is ensured by construction: the adaptive method is disallowed from
scheduling the reliable instances in more consecutive epochs than Chen et al.’s [21] static
pattern would. As such, their method is heavily constrained by the means by which the static
pattern is obtained. In particular, using E-patterns to create the static pattern shows almost
no improvement in effective utilization over compensate or ignore. Intuitively, E-patterns
(Evenly-spread patterns) are designed to have as few consecutive epochs using the same
version of the task, thus restricting the state space for An and Yang’s adaptive method.

Specifying a reliability target has an interesting effect, as the authors note: a deterministic
decision mechanism (i.e. one that always reacts to the same trace in the same way) may
only have a limited, discrete set of reliabilities that it can achieve. For example, consider
a task τA with a (mA, kA) = (1, 2) constraint and a minimum acceptable malfunction
probability of p

req
A = 0.1. The method of An and Yang starts with a static pattern, and then

considers omitting EDaC wherever possible. With kA = 2, the static R-pattern of EDaC is
01 (i.e. schedule the unreliable version followed by the reliable version). From that, we can
derive 00 as the only other pattern where EDaC is disabled. Let us consider the reliability
(probability of a malfunction) for each of these patterns. (i) 01, with p01

A = 0, and (ii) 00,
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with p00
A = 0.12. Observe that p01

A = 0, i.e. it never malfunctions. This is a consequence
of the fault model chosen by An and Yang that considers the reliable version of the task to
be impervious to failure. Thus, under (mA, kA) = (1, 2) and 01, τA can never experience
malfunction, similar to how Chen et al. treated the reliable version.

A risk-based approach does not discredit using a pattern like 00 for (mA, kA) = (1, 2): the
acceptable risk is an end-to-end probability, capturing the incident rates of malfunctions
including what can be absorbed by the (mi, ki)-constraint. If the acceptable risk had been
more, e.g. preq = 0.15, then 00would have been a perfectly acceptable pattern to adopt ad
infinitum.

The requested p
req
A = 0.1 can only be satisfied by 01 as p01

A ≤ p
req
A . The targeted reliability,

however, does permit some rate of malfunction, and choosing to exclusively use 01 is unable
to leverage this. This can be optimized further with stochastic decision making. A system
that would use 10 16.7% of the time, and 00 the other 86.3% of the time would still meet
the reliability target while using fewer system resources. To that end, the authors make use
of a random number generator in the online decision process, facilitating such behavior.
It must be observed that the use of the stochastic decision making does not improve the
schedulability of tasks of the same criticality. After all, schedulability requires the static
pattern of Chen et al. [21] to be schedulable. It does, however, lower utilization, giving more
time share to non real-time tasks and tasks of a lesser criticality. Likewise, it reduces the use of
system resources, including energy. For battery-powered systems, the instantaneous energy
use may not matter, instead the long-running average energy consumption may be the best
metric that predicts its discharge period.

We must note that a risk-based approach is not inherently incompatible with compensate or
ignore, as demonstrated by Kim and Yang and discussed in Section 2.6.2. In fact, Kim and
Yang consider EDaC to be subject to failure, just at a much lower rate. An and Yang do not
do so, thus a static pattern as formulated by Chen et al. always has a reliability probability
p = 0. Their ILP formulation (Fig. 3 in [2]), however, can be modified with an additional
‘‘f c’’ component allowing it to reason about failing EDaC.More substantive work is needed
to make their method explore different patterns, i.e. they do not have a mechanism like ‘‘m′’’
of Kim and Yang asm = m′ is completely reliable.

The authors conclude with suggestions for future work. Extending the work to multipro-
cessor systems, including energy use through DVFS. In particular the relationship between
frequency and susceptibility to SEUs is of interest. We fully support the authors’ suggestions
for future work. In this thesis, we adopt their risk-based reasoning and specifically focus on
multi-core real-time systems, thoroughly investigating adaptive stochastic fault-tolerance in
parallel execution contexts. Furthermore, we explore energy-aware scheduling by explicitly
analyzing the impact of DVFS on soft-error susceptibility.
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2.6.4 Other methods

The use of (m, k)-firm deadlines [32, 12, 13] was originally identified to boost schedulability
by allowing some jobs to miss their deadline. The work of Xu et al. [93] is of particular
interest to consider in this space, in particular in relation to the work bywe discussed byChen
et al. [21] and later authors [39, 2]. All work in this space enhances compensate or ignore,
which at its core leverages the multi-frame schedulability test byMok and Chen [58]. Mok
and Chen introduce a critical instant for their multi-frame task model that, similar to the
L&L critical instant, considers the worst-case request when peak execution time is requested
by all tasks. Consequently, tasks that cluster their (near-)WCET frames together negatively
impact the schedulability rate. This is precisely this reason why the R-pattern presents
the worst case for scheduling reliability: its extended demand on computing resources by
repeatedly scheduling the reliable version increases the utilization across multiple frames. We
must consider the critical instant in order to make no assumptions about the period Pi of
each task τi. If two periods are coprime, consecutive epochs will further see their relative
starting points shift until the system eventually finds itself in the critical instant. However,
values for Pi could be chosen such that this critical instant never occurs.

Xu et al. [93] modify control tasks, their (mi, ki)-constraints, and their periods to obtain
precisely this behavior. While their work does not target reliability against faults, they
introduce (per the fault chain of Fig. 2.1) failures by intentionally not scheduling jobs when
their (mi, ki)-constraints permit so.

2.6.5 Conclusion

In this section, we have examined how fault-aware scheduling extends traditional scheduling
approaches by proactively incorporating fault tolerance into the resource allocation process.
Rather than treating reliability as a separate layer, these reactive fault-tolerance techniques
embed redundancy and error-handling mechanisms directly into schedule construction.
This allows these techniques to leverage weakly-hard real-time constraints.

The key takeaway is that reactive, fault-aware scheduling can drive reliability gains beyond
those achievable through conventional techniques alone. By integrating fault tolerance into
core scheduling decisions, systems canmore effectively balance performance constraints with
the need to handle the unpredictable nature of hardware or software failures.
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2.7 Software engineering of of cyber-physical systems

The building of a multi-task real-time application, one concerned with energy, reliability and
resource use, presents significant software engineering challenges that go beyond the theory
of real-time scheduling (Section 2.5).

One of the challenges of writing robust software for potentially failing hardware from a
software engineering point of view is that functional code and extra-functional code geared
at system robustness are typically intertwined, hence error-prone and costly in both develop-
ment and maintenance. Complex cyber-physical, e.g. controlling critical infrastructure, are
subject to a wide array of functional and non-functional requirements, ranging from relia-
bility and fault-tolerance to timeliness, energy usage and total system cost [86]. Engineering
correct and robust software systems is considered a challenging task in general.

This general challenge is aggravated in our case in two ways. Firstly, the consequences of
malfunctioning software in cyber-physical systems can be extremely serious up to the loss
of lives. Secondly, the term correctness not only involves computational (or functional)
correctness, i.e. computing correct results eventually, but expands to properties of program
execution such as timing behavior and energy consumption.

The TeamPlay language and its associated toolchain is specifically designed to facilitate
such applications [73, 74, 47]. We developed this framework in the Parallel Computing
Systems (PCS) group at the University of Amsterdam, the same group within which the
research in this thesis was conducted. Significant contributions to the toolchain and in
particular its analysis and scheduling capabilities have been made for the purpose of this
thesis, which we list in more detail in the Responsible Data Management section in the
back matter. The toolchain comprises of (i) the TeamPlay Language, which is a domain
specific language for modeling real-time software components; (ii) a coordination compiler,
facilitating scheduling, partitioning and related optimizations, and (iii) multiple runtime
environments. Central to the TeamPlay methodology is treating non-functional properties
(e.g. energy consumption) as first-class citizens and allowing algorithms implemented on the
TeamPlay platform to optimize for them [74]. Through the DSL, explicit instantiation of
particular fault-tolerance schemes can be specified [47].

In this section, we will provide a brief overview of the software architecture of TeamPlay. We
will pay particular attention to the TeamPlay coordination language, as well as the software
architecture implemented in the coordination compiler. While software or software tooling
itself is not a primary artefact of this thesis, the exploration of the solution space as described
in Section 1.8, necessarily requires a software implementation. The TeamPlay development
effort is a critical element in understanding the context of this thesis, as its framework and
choices are leveraged and extended upon to further the research goals posed by this thesis.
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2.7.1 TeamPlay Approach

The TeamPlay coordination language [73] has been specifically developed to alleviate the
enormous software development burden by elevating coordination as a first-class citizen.
The coordination layer enables the specification of application building blocks which can
systematically be protected against hard and soft faults of hardware components, with the
objective to ensure system integrity (functional results, time bounds, energy budgets) as long
as possible, despite faulting compute resources.

The language [73] aims at 100% separation of concerns between (sequential) functional code
encapsulated in so-called components on the one hand and their orderly interaction on the
other hand. To this effect, a full complete tool chain – the coordination compiler – has been
developed that facilitates static and dynamic scheduling and mapping decisions, and can be
leveraged to improve reliability.

Programs in the TeamPlay language are structured as aDirected Acyclic Graph (DAG) of com-
ponents, with a precedence relation between the components. Components are real-time
tasks with a with a well-defined and stringent functional contract and interface, facilitating
their mechanical handling by the coordination compiler. Components exchange data via
tokens. Components consume input tokens from preceding components, and can provide
output tokens to succeeding components. Components are free of side-effects, capturing the
entirety of the effect of a component in its output tokens. We capitalize on the stringent
software architecture of TeamPlay components by introducing robustness techniques or-
thogonal to the functional user code. Utilizing a coordination language approach, we can
effectively instrument and replicate (parts of) the DAG for the purposes of improving relia-
bility. For example, at the component level SEUs can be detected by running the component
under DMR. As DMR executes every component twice, two sets of output are available
that can be compared. Similarly, TMR can trivially be implemented at the component level
by instrumenting the TeamPlay DAG.

For replication, it is key that the component induces no side-effects. For example, a com-
ponent may not write to a file (i.e. have side-effects), as a redundantly-executing copy of
the component would overwrite that file. Each component implementation has a set of
properties, such as its worst-case execution timeCi, energy consumptionEi, deadlineDi,
preferred cored, dependencies on co-processors, and so on. Many properties are optional,
e.g. instead of specifying a per-task deadline, a global deadlineD be specified. Some of those
properties, however, depend on choicesmade by the scheduler, e.g. in a heterogeneous system
hosting multiple types of processors, there may be aCi for each processor type. WhenDVFS
is used, the value ofCi may have some inverse relationship to frequency. Likewise, the energy
consumption of the task has a complex relationship to the processor type, frequency and
voltage. Communication itself may also have impact on timing: busy time of any shared com-
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munication links (e.g. the bus or memory controller) may aversely impact tasks scheduled in
parallel.

2.7.2 TeamPlay Language

The TeamPlay language is a domain specific language for coordinating real-time tasks [73].
It is an exogenous coordination language that describes the interaction and properties of
components, but does not implement them. That is, TeamPlay does not aim to handle
the implementation of any task. Each component has a set of typed inports and outports.
Through the coordination language, channels are specified that link inputs to outputs. Such
channels may link one output to multiple inputs, i.e. broadcasting that data.

Likewise, static allocations of fault-tolerance can be specified at the component level [47],
allowing the application designer to dictate if and how each component should be protected
against errors. These mechanisms leverage the control that a coordination language (and
compiler) have over the components: as communication as well as scheduling is handled
through the coordination compiler, actions such as replication and broadcasting can be
implemented seamlessly. It is precisely this aspect that makes the TeamPlay Coordination
Compiler a valuable implementation target for the reactive fault-tolerance solutions proposed
in this thesis.

2.7.3 TeamPlay Coordination Compiler

The deep level of control over components and their interactions requires a toolchain to
analyze, transform, partition and schedule the TeamPlay DAG. This is precisely the purpose
of the TeamPlay Coordination Compiler. This software tool is of particular interest and we
have provided significant contributions to its analysis and scheduling capabilities to support
the works presented in this thesis. The coordination compiler enables us to leverage the
TeamPlay approach to software engineering for the purposes of improving reliability.

An overview of the TeamPlay coordination compiler is shown in Fig. 2.6. The specification
of a real-time application is split across three types of files: (i) the coordination file in the
TeamPlay language; (ii) a non-functional properties file, with values such as Ci for each
component, and (iii) the actual implementations of the components. Each of these inputs is
provided by the application designer. The non-functional properties file detailing properties
for each component may be machine-generated through integration with existing analy-
sis tools. The decoupling of component analysis and coordination increases the breadth
of platforms that can be supported, as no integration with platform-specific tooling is re-
quired. The component implementations likewise can be implemented using any mature
general-purpose programming languages and compiler toolchain, unencumbered by the
superimposed coordination layer facilitates through TeamPlay.
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Fig. 2.6: Architecture of TeamPlay based on [73]
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Based on the input files, the coordination compiler can provide a wide range of actions such
as analysis, transformations, partitioning and scheduling. Finally, the coordination compiler
can output its schedules through generated coordination code, which when linked with the
component implementations can create a standalone binary for use at runtime.

Multiple runtime systems have been implemented for the toolchain for the purpose of
running the application or testing its behavior in the presence of faults. One such runtime
environment is the YASMINmiddleware [75]. When targeting a runtime environment, the
coordination compiler generates C-code that express all of its scheduling and coordination
intentions. This C-code can then be compiled with the platform compiler of the target
platform, and linked into a binary with the component implementations for execution on
the target platform.

2.7.4 Multi-version scheduling

Multiple sets of propertiesmay be available for each component. For example, when targeting
a heterogeneous system comprised of two types of cores, each component should have two
values of the WCETCi available. In the non-functional properties file, multiple version can
be specified of each component, each with its own distinct set of properties. Versions can
also include preconditions, e.g. a version may only apply if it is scheduled on a particular
core type.

The use of versions is of particular interest for energy-aware scheduling. TeamPlay does
not impose any particular relationship between voltage, frequency, execution time, energy
use, and reliability. Instead, any valid relation between these properties can also be captured
in a version of a component [74]. Many versions of a single component may exist in the
non-functional properties file, which allows a scheduling algorithm to choose the best
combination of properties for the application.

Versions need not be targeted at DVFS, and instead can cover a range of domain-specific
features. Furthermore, through versions support for N-version programming is realized,
where multiple implementations of the same algorithm are provided. Doing so enables the
coordination compiler to automatically select the best version based on the global optimiza-
tion goals, without requiring the application designer to fully grasp the complex interplay
between the various components.

2.7.5 Conclusion

Optimizing software for multiple constraints (e.g. time, energy and reliability) goes beyond
implementing suitable scheduling policies. Building real-time applications that can utilize
such scheduling policies requires expanding the contract between the scheduler and the
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application, as more behavior must be managed and understood (e.g. side effects, energy
use). To that end, we developed TeamPlay in the Parallel Computing Systems group at the
University of Amsterdam. TeamPlay takes a holistic approach to (non-)functional properties
such as energy use and reliability, and its coordination approach makes it an ideal target
for implementing reactive fault-tolerance on. Its well-defined componentized approach to
software design makes it an ideal platform for implementing reliability solutions that require
invasive instrumentation of the application. Through modifications of the coordination
compiler, application designers gain access to any method proposed in this thesis without an
undue burden on their software engineering process.
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3.1 Introduction

In this chapter, we provide rigorous definitions allowing the formulation of reliability so-
lutions in this area discussed in Section 1.1. Chapter 2, in particular Section 2.6, described
a set of existing reactive fault-tolerance solutions. Within this context, we will introduce
a set of primitives at the hand of which we will in later chapters define our own reactive
fault-tolerance solutions.

This chapter aims to provide a solid foundation to our approach to reactive fault-tolerance.
We start from the bottom up, at the development process of a CPS, discussing how our
methods slots into that software development process in Section 3.2. Section 3.3 discuss the
different systemmodels, and in particular provides a list of symbols used throughout this
thesis. Our systemmodel features some key differences from those seen in earlier work, which
wemotivate in that same section. All reliability solutions proposed in this thesis capture their
scheduling decisions ahead-of-time through a mechanism discussed in Section 3.4. While
one cannot predict when an error will occur thus when a reaction will occur, the resulting
system is implausibly analyzable. Properties such as the expected rate of malfunction, but
also domain properties such as energy consumption, average utilization and more can be
computed analytically. We discuss this process in Section 3.5, and show a complete example
in Section 3.6. Finally, Section 3.7 discusses several extensions to the systemmodel improving
the applicability of any method described in this thesis.

3.2 Workflow and requirements

Lee and Seshia [44] identify three main steps in the development of a CPS: modeling, design
and analysis.

Modeling concerns itself with the dynamic behavior of the system. This does not only
include behavior of the software, but rather the interplay between abstract behavior
of the software and the physical environment.

Design is concernedwith the properties of the compute hardware itself: how can the desired
but still abstract behavior of the software be realized? What processor architectures is
needed? The design phase is where one or more embedded systems are selected that
together realize the CPS.

Analysis closes the loop and validates requirements from the modeling phase to the ob-
tained design. Requirements are specified as properties or specifications, and as such
values for such properties must be obtained from the design through analysis, to test
their adherence.
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Modeling

Design

Analysis

Fig. 3.1: Development process for embedded real-time systems, per Lee and Seshia [44]

3.2.1 Developing with Reactive fault-tolerance

Reactive fault-tolerance solutions permeate each of the phases. In theModeling phase,
such solutions require extracting weakly-hard real-time constraints. Xu, Ghosh, Hobbs,
Thiagarajan, Joshi, and Chakraborty [93] explored how in this phase control laws can be
modified to obtain more favorable weakly-hard real-time constraints. We assume suitably
favorable constraints are obtained and ready for use in the next steps. In theDesign phase, a
reactive fault-tolerance solution be able to instrument application code. Hardware is selected
in this phase, and as such for any candidate hardware platform the reactive fault-tolerance
must be able to assert its compatibility and schedulability. Finally, theAnalysisphase requires
testing how the system behaves in the presence of faults, and if any reliability requirements
are met. These categories are real-time requirements and what we define as sustainability
requirements.

Systems using reactive fault-tolerance implement, by their very nature, some level of dynamic
behavior. As such, the exact second-to-second behavior of the systemmay be unpredictable.
We identify two broad categories of requirements that may be affected by the unpredictable
nature of the system.

Real-time requirements such as deadlines and responsiveness requirements that may
know no unbound deviations. Hard real-time requirements are part of this cate-
gory, as well as weakly-hard real-time requirements due to their strict limits on the
duration of an excursion.

Sustainability requirements that apply to the long running system, such as average energy
consumption (for battery powered systems) andmaximumutilization (for e.g. systems
in a mixed-criticality setting preventing low-criticality tasks from starving). Soft real-
time requirements also belong in this category, as they similarly reason about long-
running behavior, but concern only the timing behavior of the application.
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We consider real-time requirements to be essential for the design process, as no design can be
completed without ensuring their adherence. We map sustainability requirements to the
analysis phase, as they typically relate to the entireCPS as awhole. Any reactive fault-tolerance
solution must be able to facilitate their evaluation.

3.2.2 Rigid guarantees on unreliable hardware

Consider the interplay between the two requirement categories, in particular when relating
to violations of each requirement type. Real-time requirements can only ever be truly met
when strict assumptions about the hardware, the software, and the environment hold 100%
of the time, as they themselves may never be violated. Any mismatch, such as when the
worst-case execution time estimate that is overrun, is allowed to turn into undefined behavior
for the scheduler. Such rigor is helpful for determining absolutes: with sufficient constraints
on the behavior of the hardware and application, guarantees of the behavior of the system
can be given with absolute certainty. However, in the presence of faults, cracks appear in this
rigor that have no easy solution.

The type of fault we consider in this thesis, the SEU, does not have a natural bound on
its number of occurrences in a given time span. The probability of encountering a higher
number of SEUs in a particular time frame rapidly but asymptotically approaches 0. At the
tail end of this distribution, we find extreme but highly improbably scenarios. For example,
a new SEU could occur for every executed instruction, a scenario in which millions of SEUs
per second affect the processor. To put some perspective to this far-fetched example, with
an Poisson-distributed error rate of λ = 10−3 · h−1 = 2.78 · 10−7 · s−1, the probability
of seeing ≥ 106 events in a window of 1 second has a probability of P (X ≥ 106). For
such extreme values, we can approximate the exponential distribution with the normal
distribution (derivation is not important for the argument). That gives us aP (X ≥ 106) ≈
1.33 · 10−7,800,000,000, a probably indistinguishable from zero for any practical purpose.
Considering such comically improbable events requires investigating other assumptions
outside of the realm of computer science, e.g. the long-term stability of matter and space
itself, and are beyond the scope of this thesis.

But, we must also acknowledge that such a scenario completely inhibits the system from
performing any function correctly, and no amount of replication-based fault tolerance can
ensure any real-time requirement or weakly-hard real-time requirement is met all the time.
However, the non-zero probability of such scenarios makes it impossible to ensure that
real-time requirements are met with mathematical rigor. That is, the sheer existence of such
cases serve as counterexamples to any hard bound on the number of errors, irregardless of
that bound. There are two imperfect solutions:
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1. Assume a sensible bound on SEUs that can occur in a particular window, which
allows obtaining rigorous guarantees. It must be accepted that these guarantees are
incidentally invalidated as their underlying assumptions are violated.

2. Set no bound on the SEUs is assumed, requiring that certain requirements become
sustainability requirements.

Both solutions have issues. The first solution prohibits the efficient use of hardware resources
in resource-constrained systems. A reactive fault-tolerance solution may protect against up
to three SEUs in any task in a particular window. For example, it can handle up to three
SEUs in task τA, as well as another three in task τB . However, it may not be able to handle
four SEUs in task τA while τB experiences none. If SEUs are independent, this total of four
SEUs is much more likely than six SEUs equally spread among the tasks. Consequently,
this approach to modeling deals with unlikely combinations of faults while ignoring more
common ones. Other formulations of such bounds do not offer much respite: a global limit
of SEUs in the window instead fails to make use of any differences in the overhead caused by
fault-tolerance applied to different tasks. A short-running task is cheap to replicate, thus be
able to more efficiently mitigate SEUs than a long-running task. These rigid bounds fail to
make use of the inherent fungibility of where the requirement is violated.

The second solution is not without problems either, as it requires downgrading hard real-
time requirements to sustainability requirements. A (mi, ki)-constraint of (2, 3) is not
necessarily met by a task succeeding 66 2

3 % of the time, as a success rate of 66 2
3 % can still be

met while the task experiences long bursts of failures offset by even longer bursts of no failure.
As such, treating the deadline as a soft real-time requirement loses the precision captured by
a weakly-hard real-time requirement and risks giving a false sense of reliability.

Instead, we suggest that violations of weakly-hard real-time requirements can be treated
as a sustainability requirement. This retains the precision of the weakly-hard real-time
requirements, while recognizing, quantifying and bounding the frequency at which such
violations may occur. A system under reactive fault-tolerance with such a sustainability
requirement may require that its rate of breaking its weakly-hard real-time requirement is
less than e.g. 0.02%. This formulation solves all presented problems: (i) it leverages and
does not diminish any weakly-hard real-time requirement, as failure is only counted after
such a requirement is violated; (ii) it recognizes that a system in the presence of an unbound
number of faults will, by its very nature, have a non-zero incidence rate of malfunction,
and (iii) is able to treat this rate as an optimization goal. We further motivate this decision
at the hand of the risk-based approach described in Section 2, which is commonly used in
standards such as ISO 26262 and DO-178B. Per the ISO 26262 fault chain of Fig. 2.1, a
violation of the weakly-hard real-time requirement is a malfunction, and as such we treat
the malfunction rate as a sustainability requirement. In the remainder of this thesis, we
consistently model violations of weakly-hard real-time requirements as to be bound by a
sustainability requirement. Despite our diverged terminology, this core idea of treating the
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rate of malfunction as a fundamentally non-zero value that is in competition with other
constraints (time, energy) was also reached by Kim and Yang [39] and An and Yang [2] as
discussed in Section 2.6.2 and Section 2.6.3 respectively.

3.3 Systemmodel

3.3.1 Task model

We consider applications structured as a set of periodic tasks Γ = {τ1...τn}with a single,
global period and deadlineD such that the period is equal to or larger than the deadline (no
pipelining). A global period is attractive as it allows for static scheduling, and thus allows
us to consider the interplay between the redundancy requirements of different tasks. For
example, a task set comprised of Γ = {τA, τB}, both with an (mi, ki)-constraint of (1, 2)
may alternate their E-patterns (Evenly-spread mix of SIFT with no SIFT, see Section 2.4.2).
That is, in one epoch τA may schedule its reliable version τR

A with τB releasing its unreliable
version τU

B . In the next epoch they switch, scheduling τU
A and τR

B . Schedulability now
hinges on scheduling these combinations, which can be shown by construction (i.e. building
the schedules). Observe that reactivity would require more static schedules, which we will
discuss later. In Section 3.7, we will discuss how some of these assumptions can be relaxed to
support a wider variety of task models.

We call an instance of a task a job. For each epoch j, a job τi,j is spawned for task τi. Multiple
jobs can be spawned for the same epoch to implement fault tolerance through redundancy,
i.e. we do not necessarily talk about a singular ‘‘reliable version’’ of a job. We consider the
act of scheduling τi under EDaC to involve transforming the task graph in such a way that
EDaC is realized for τi. This can be through only modifying the worst-case execution time
Ci, but also through adding additional jobs and voters to the task set as separate objects that
need to be scheduled. Doing so allows leveraging task-level parallelism, enabling the efficient
use of multi-core processors.

Each task has a weakly-hard real-time requirement specified as an (mi, ki)-constraint. The
constraint may differ per task, i.e. task τi has an (mi, ki)-constraint of (mi, ki) indicating
that at leastmi epochs must succeed for every ki epochs. We treat a wrong output delivered
by the job as no different than no result, as suchwe say the weakly-hard real-time requirement
is on the task, not on a property of the task. As a SEU is a break in the contract between
software and hardware, it can profoundlymodify the behavior of a job. This includesmaking
a job exceed its worst-case execution time, as such we assume the presence of a watchdog
timer. This timer must detect these conditions and terminate such tasks without affecting
the rest of the system. Finally, we do not make assumptions about the distribution between
the different failure modes of a task (e.g. segfault, infinite loop, no output, incorrect output,
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etc.), and instead assume the worst-case effect for any SEU. As a result, we only have a single
per-task failure probability to content with.

3.3.2 Fault model

We use the Poisson distribution as an approximation for the worst-case fault rate of SEUs,
which was argued to be a good approximation by Broster, Burns, and Rodriguez-Navas [17].
We do not assume universal fault detection: only when the task runs under a fault-tolerance
scheme can a fault be detected and mitigated. When a task does not run with fault-tolerance,
it is not known whether or not it succeeded as described by the fail-silent fault model. Using
the fault chain fromSection 2.1, we use the termmalfunction to describe an unmitigated fault
occurring more than is permitted by its weakly-hard real-time requirement. Furthermore, a
malfunction also occurs when a task that cannot tolerate any faults experiences an unmiti-
gated fault. In other words, we describe it as a malfunction when its real-time requirement is
violated. That is, themalfunction rate is the incident rate at which the weakly-hard real-time
requirement is violated, expressed in violations per epoch. Note that for task sets with more
than one tasks, this rate could exceed one violation per epoch. This rate is determined to
allow testing it against a sustainability requirement to determine if the reactive fault-tolerance
solution meets its requirements.

Note that in earlier publications, we did not use a homogenized vocabulary at the hand of
ISO 26262. In particular, violations of (mi, ki)-constraints were described as catastrophic
faults instead of asmalfunctions. The term ‘‘catastrophic fault’’ and its implied weight fails to
capture any potential ability of the CPS and its environment for tolerance, which is necessary
to motivate why some non-zero incidence rate of these events is permissible.

We assume isolation of the consequences of a SEU to a single job, and do not affect other
jobs in the system, including other jobs of the same task. We treat the conversion rate of a
SEU to an error (per the fault chain of Section 2.1) as a constant factor, allowing modeling
of the conversion from SEU to fault into the λ parameter in Definition 3.1. Let t be the
execution time, and λ be the mean number of faults per time unit.

D3.1 Definition Error probability

P (error) = e−λ·t

When multiple SEUs are encountered during the execution of a job, they do not further
degrade the job as we must already assume it failed completely. The above formula encodes
the probability of at least one SEU happening in interval t and triggering an error per the
fault chain of Fig. 2.1.
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3.3.3 Fault mitigation

We require the implementation of some software-based fault-tolerance scheme, and that any
task can be run under that scheme. As discussed in Section 2.3, software-based fault-tolerance
can broadly be placed into two categories: those that only detect errors (Error Detection
(ED)), and those that can alsomitigate them (Error Detection and Correction (EDaC)). There
is an implicit third category,No Fault Tolerance (NoFT), where no fault-tolerance is provided.
We do not consider dynamic approaches, where an ED approach is ‘‘upgraded’’ to EDaC
after having detected an error, e.g. by spawning an extra replica. Depending on the domain,
it may be possible for tasks not under fault-tolerance (under NoFT) to still incidentally
detect an error. For example, due to an illegal memory operation or an out-of-range control
signal. However, we make no assumptions about the implementation of the tasks, as such
we pessimistically consider the probability of such a detection to be 0. We assume that the
chosen implementations of each scheme allows mixing: part of the task set can run under
ED, another runs under EDaC, and a third is not protected.

Given the fail-silent fault model, we cannot assume knowledge of the success/failure status of
tasks not under protection. For now, we consider the fault-tolerance scheme to be unitary in
nature, offering no tunability other than enabling or disabling it. For any given task τi, fault-
tolerance is either (i) not deployed, leaving the task to succeed with a likelihood determined
by Definition 3.1, and where failures go undetected, or (ii) deployed, with a substantially
lower (but non-zero) error probability and detection capability when an error cannot be
mitigated. That is, we do not treat EDaC as a silver-bullet solution, and recognize its ability
to fail.

Task-level replication scheme

Let us consider a simple implementation of both ED and EDaC at the hand of task-level
replication with a voter. None of the reactive fault-tolerance techniques proposed in this
thesis are dependent on the implementation of one particular such scheme. However, for
completeness, let us consider a simple task-level replication scheme callednMR. This scheme
adds replicas to the schedule, i.e. it performs replication at the task level. Let us, for this
simple fault-tolerance implementation, assume that consensus is only reached iff the jobs
involved in the consensus executed correctly. That is, we assume that no two errors occur
in two replicas such that their now-incorrect output matches. The underlying assumption
here is that the output space of the task is sufficiently large that no two tasks can fail in the
same way.

For simple 3× replication of a job with a voter, a majority is reached when (i) all replicas
succeed, or (ii) two out of three replicas succeed. In other words, it fails when (i) all replicas
fail, or (ii) two out of three replicas fail. We can compute the probability of either of those
outcomes, and sum them to derive a P (error). The effective error probability is shown in
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Definition 3.2. We label each instantiation of nMR by substituting n for the number of
replicas, i.e. for n = 3 is described as ‘‘3MR’’. Note that for n ≤ 2, nMR has no mitigation
capability.

D3.2 Definition Effective error probability under 3MR

P (error 3/3 replicas) =
(

3
3

)
· P (error)

= 1 ·
(
e−λ·t)3

P (error 2/3 replicas) =
(

3
2

)
· P (error) · (1 − P (error))

= 3
(
e−λ·t)2 ·

(
1 − e−λ·t)

P (error) = P (error 3/3 replicas) + P (error 2/3 replicas)
= e−3λ·t + 3 · e−2λ·t ·

(
1 − e−λ·t)

Observe that for extreme fault rates, asP (error) = e−λ·t exceeds 0.5, Definition 3.2 dictates
that EDaC is actuallyworse than not using fault tolerance at all. It counterintuitively predicts
a higher probability of an unmitigated error when compared to no fault-tolerance. The
apparent ‘‘inversion’’ is a consequence of voter behavior when no consensus is reached. An
unprotected job will always provide output, while three replicas behind a voter will withhold
any output if no consensus is reached. Of those three replicas however, one could have
succeeded. By gambling that one replica has given correct output, the effective failure rate
can be slightly reduced and this inversion effect disappears. But, we note that this solution
may be undesirable depending on the domain, as it with high probability sends incorrect
data to actuators / other tasks instead of signaling failure.

The gambling voter guesses correctly in one in three cases when two out of three replicas
fail. We include this in the effective error probability formula in Definition 3.3. There is no
strategy behind the gambling: as the success probabilities of each of the replicas are identical
and independent, the voter will always have the same success in gambling correctly regardless
of how it chooses.
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D3.3 Definition Effective error probability under 3MR with gambling voter

P (error) =
(

3
3

)
·
(
e−λ·t)3

+
(

3
2

)
·
(
e−λ·t)2 ·

(
1 − e−λ·t)

+ 1
3 ·
(

3
1

)
· (e−λ·t)2 · (1 − e−λ·t)

= e−3λt + 3 · e−2λt · (1 − e−λt) + e−2λt · (1 − e−λt)
= e−3λt + 4 · e−2λt · (1 − e−λt)

The same gambling voter logic can also be applied to 2MR, which we omit for brevity. 2MR
is an implementation of ED, while nMRwith n ≥ 3 all provide EDaC.

3.3.4 Other definitions

Given the complexity and number of symbols used in this chapter, a table of all symbols and
terms has been compiled in Table 3.1. Each symbol or term used will be defined prior to use,
as well as being listed in the table.

3.4 Capturing scheduling decisions in a state machine

To both swiftly select a new subset of the task set to run under fault-tolerance while also
making optimal decisions, we capture for each situation the next best subset of tasks to
run under fault-tolerance. The result of this is the Strategy State Machine (SSM), which
is made available to the online component. The strategy state machine is a bipartite state
machine, consisting of strategy states and result states. An example of such a state machine
is shown in Figure 3.2a. Fig. 3.2b shows how such an SSMmay be played back: here, the
path sA → rA → sB → rB → sA → rA → sB is taken through the SSM. The strategy
states in this sequence determine the schedules. Observe that some failure was experienced:
in epoch 2, τA failed. However, under strategy sB , this event is not registered. As the SSM
alternates between protecting τA and protecting τB , it naturally switches back to protecting
τA in the next epoch through sA. In this epoch (epoch 3), another error occurs in τA, but
this time it is mitigated through 3MR. As such, even though an unmitigated error (failure)
occurred in τA in epoch 2, the (mi, ki)-constraint was not violated.

Had mitigation failed, e.g. had more than one replica of τA experienced an error in epoch 3,
a different result would have been selected (rA) and thus strategy sA would have executed
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(a) A strategy state machine for Γ = {τA, τB}. Only EDaC is used, with sx denoting that ΓEDaC
s = {x}.
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(b) A sequence of static schedules generated by the state machine in (a).

Fig. 3.2: A strategy state machine and its corresponding sequence of static schedules.

twice in sequence. Our example SSM shows asymmetry – repeating a strategy only occurs
when sA fails, and not when sB fails to protect τB . Such inverted behavior may be preferred
when τA is much harder to protect than τB . The error probabilities of the tasks may be such
that τB under NoFTmay have a higher success probability than τA under EDaC. Such a
situation can arise if e.g. theWCETof the two tasks strongly diverges, e.g.CA may be seconds
whileCB is nanoseconds. The exposure to faults is much higher in the long-running task,
thus even under EDaC it is more susceptible to faults. In that scenario, evenwhen it is known
that τB failed in rB , its failure is less likely to lead to a malfunction ((mi, ki)-constraint
violation) than τA + NoFT → τA + EDaC.

The architecture of our strategy switching approach distinguishes between an online part
at runtime, as well as an offline part executing ahead-of-time not beholden to any real-time
constraints. The offline component prepares the state machine, which is then available for
online playback.

Online
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Table 3.1: Symbols and terms used for the systemmodel

Item Definition

Task model
Γ Set of all tasks, Γ = {τ1...τn}
τi ∈ Γ Task i ∈ Γ, e.g. τA is task A
Ci Worst Case Execution Time (WCET) of task τi

D Global deadline (shared by all tasks)

Fault model
λ Error rate (Poisson)
(mi, ki) Constraint indicating task i has to execute successfully for at leastmi iterations

out of every ki iterations

States in the state machine
S Set of all strategies
s ∈ S A strategy
ΓEDaC

s ⊂ Γ The tasks under EDaC per strategy s

ΓED
s ⊂ Γ The tasks only under ED per strategy s

sA,B A strategy protecting task A and B, i.e. ΓsA,B = {τA, τB}
R Set of all results
r ∈ R A result
rA,B A result where task A (τA) succeeded and task B (τB) failed

Transitions in the state machine
∆ The transition function for the strategy state machine
∆(s) The set of successors of strategy s as per the transition function∆. Due to the

bipartite nature of the state machine, this is always a set of results.
∆(r) The successor of result r as per transition function∆. Always a single element,

and due to the bipartite nature of∆ it is always a strategy.
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We introduce amode switching component, which plays back the strategy state machine,
taking transitions based on observed errors as the application runs. At runtime, this com-
ponent selects a single strategy s ahead of every execution of the task set, which becomes
active. The strategy s dictates which tasks run under ED (ΓED

s ), which under EDaC (ΓEDaC
s ),

and which ones do not (Γ \ ΓED
s \ ΓEDaC

s ). We do not consider more diverse mixes where
different levels of EDaC can be prescribed, e.g. where 3MR is mixed with 5MR to further
boost the reliability.

As we do not consider fault-tolerance techniques to be a silver bullet solution, unmitigated
errors (failures) may still occur for tasks in ΓEDaC

s . Furthermore, fault-tolerance techniques
can often report the fact that they failed to mitigate an error (e.g. no consensus in triple
modular redundancy). After executing all tasks, the online component uses this information
from the execution of the task set to select the matching result r from the state machine.
This result reflects the success or fail state, or probability thereof, of each of the tasks. Each
possible result r directlymaps to its best successor strategy, which is applied to the next epoch
of the task set.

Offline

The full set of strategies s ∈ S is computed ahead of time, as well as the transition relation
∆ from any given result r ∈ R to the next best successor strategy∆(r) = snext. Strategies
that are not schedulable are not included in S , ensuring all real-time requirements are met.
Furthermore, strategies that are dominated by other strategies (i.e. all tasks that are protected
by one strategy are also protected by another) are also not considered in S if this does not
interfere with any sustainability requirements.

The statemachine construction processmust guarantee that it produces a statemachine if the
task set without any tasks under fault-tolerance is schedulable, i.e. if the application can run
without fault tolerance it should also run with reactive fault-tolerance. However, in the case
that no strategy applying fault-tolerance is schedulable, the strategy state machine becomes
degenerate. Such a state machine consists exclusively of the empty strategy, i.e. S = {s∅}
with ΓEDaC

s∅
= ΓED

s∅
= ∅. Given that there is only one strategy protecting nothing, no

meaningful switching can occur as there is no other strategy to switch to. Under a degenerate
strategy state machine, the application behaves as if it runs without fault-tolerance or strategy
switching.

For now, we skip the details and complexity of how S and∆ are best obtained. However, let
us suggest one naive but straightforwardmethod of deriving bothS and∆ for∀i (mi, ki) =
(1, 2) constraints:
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D3.4 Definition Naive state machine construction algorithm for ∀i (mi, ki) = (1, 2)

Computing S: The set of all strategies S can be obtained by testing schedulability of
all combinations of ΓEDaC

s and ΓED
s . A transition from one strategy to another

strategy (captured by a result state) describes two consecutive epochs. This perfectly
aligns with the amount of history that needs to be tracked for an (mi, ki) = (1, 2)
constraint. As such, there is no need to includemore than one strategywith the same
ΓEDaC

s and ΓED
s , which would facilitate tracking more history in the structure of the

strategy state machine. Consequently, we can construct S effectively by including a
single strategy s for each schedulable ΓEDaC

s and ΓED
s combination.

Computing∆: The state space of possible∆ transition functions is finite, as the number
of strategies and results is finite. As such, simply all mappings can be tried, retaining
only the best.

In later chapters, we propose more substantive methods for constructing the strategy state
machine.

3.4.1 Example state machine

An example of such a state machine for (mi, ki) = (1, 2)∀τi ∈ Γ is shown in Figure 3.2a,
where there are two strategies S = {sA, sB}. We do not consider ED in this example, only
EDaC. sA protects (under EDaC) taskA, while sB does the same for taskB. The shown
statemachine is not the optimal statemachine for this task set, but gives a non-trivial example
of what such a state machinemay look like. Such a state machine is constructed by the offline
component, and made available to the runtime. Finally, EDaC may fail and if it fails this
information is available to the strategy switching component. With these assumptions, each
strategy has two potential successors: one where the task under protection succeeds and
one where it fails (e.g. rA and rA for strategy sA). Each result state r has just one successor
strategy∆(r), e.g.∆(rA) = sB in Figure 3.2a. The following sequence of actions may take
place at runtime, as per Figure 3.2a;

1 To start, the runtime initializes by picking a random strategy, say sB , and applies fault
tolerance accordingly. By picking sB , task τB will be executed with fault-tolerance,
while task τA will not.

2 The task set is executed (epoch 1).

3 At the end of the epoch, data from the fault-tolerance applied to task τB is used
to select a result. If τB fails, the result rB is selected. However, let us assume τB

succeeded, and selects result rB accordingly. No information about the success or
failure of τA is known.

4 rB links to strategy sA, which is selected.

64 Chapter 3 • Theory of Reactive Fault-tolerance



Table 3.2: Symbols and terms used for evaluation

Item Definition

Scoring function
δ(...) Scoring function (lower is better), provides steady-statemalfunction rate, i.e. the

expected number of a (mi, ki)-constraint violations for any iteration of the
task set

δ(∆) Scoring function applied to the entire state machine
δ(s) Probability of a malfunction when leaving strategy s considering transition

function∆
φi(s) Set of all possible pathsϕ from s for task τi

ϕ Possible path from some starting strategy, encoding a sequence of strategy and
result states. Always of length ki

δ(ϕ) Probability of a malfunction given that pathϕ is chosen

Probabilities (only used in the example)
pi Probability of an unmitigated fault in task τi when no EDaC is used
qi Probability of an unmitigated fault in task τi when EDaC is used

5 By switching to sA, task τA will be executed with fault-tolerance, while task τB will
not.

6 The task set is executed (epoch 2).

7 At the end of the epoch, data from the fault-tolerance of task τA indicates that task
τA has failed, letting us select result rA.

8 rA links to strategy sA, which is selected.

∗. The process continues...

Note that there is no involved selection procedure for the initial strategy (strategy sB in the
example). Sustainability requirements are not impacted by a slow or inefficient start of the
system, as they are tested against long-running averages. Our approach is only concerned
with obtaining the lowest steady-state failure rate of the application, which is in no way
impacted by the choice of initial strategy.

3.5 Evaluating a state machine

The strategy state machine approach is surprisingly analyzable, an important characteristic
to have for the analysis step in the CPS development process, as described by Lee and Seshia
[44] and needed to validate sustainability requirements. The goal of evaluation is to obtain
properties of the system, such as its failure rate and its average energy consumption. These
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values can then be matched against the requirements to assert if the systemmeets them prior
to deployment. As each strategy has a single associated schedule, obtaining properties such as
energy consumption or error rate is trivial. Translating these per-schedule values to a global
average energy consumption or failure rate requires knowing what fraction of time is spent in
each strategy. To that end, we need to compute the steady state distribution over the SSM.

For the purposes of evaluation, we define an additional set of symbols shown in Table 3.2.
We define the state machine scoring function δ(∆). The output of this scoring function
is the steady-state rate of malfunction as per Section 2.1. Specifically, δ(∆) is the weighted
number of a malfunction occurring during any iteration of the task set when applying
strategy switching according to the transition function∆. Reliability is typically measured
in a period-agnostic unit such as Failure in Time (FiT), which describes the number of
events per 1 billion (109) device-hours. By dividing by the period P and multiplying by
109h, δ(∆) can be used to obtain the FiT at design time.

To evaluate δ(∆), we need the steady-state probability distribution ofS . ∆ links result states
to strategies. These result states however have no impact on the steady-state distribution, as
no time is spent there. As such, each result state can be coalesced by its succeeding strategy
snext. That is, each result state r originating from sprev and with successor state snext can
be replaced with a transition of sprev to snext. The rate of this transition is exclusively the
probability (or rate) that r is picked from sprev, i.e.P (r|sprev). Multiple result states r of sprev
may all link to the same successor strategy, which can be summed. We can derive a transition
matrixT of size |S| × |S| from the resulting strategy-to-strategy transition rates. A steady
state distribution over S can be computed analytically fromT, as it forms aDiscrete-Time
Markov Chain (DTMC).

3.5.1 Discrete-Time Markov Chain

A DTMC consists of a transition matrix T and an initial state vector ~v0. By analytically
solving the steady state ~sswhere ~ss = T · ~ss, we can obtain properties of the long-running
application. ~ss describes the steady state distribution of each strategy in the SSM.

We want to find P (s|∆), i.e. the probability of finding the SSM in strategy s in some
arbitrary iteration of the task set. This wording is chosen carefully: repeated applications of
the transition functions of a DTMCneed not converge to a steady state such as ~ss. Periodical
behavior may exist between two or more strategies, making conversion impossible for a
given initial state ~v0. However, such behavior does not matter for the purposes of testing
sustainability requirements. Instead, we are interested in the average fraction of time spent
in each strategy, which in the limit is the same as P (s|∆). A ‘‘steady-state’’ distribution may
still exist that, when applying the transition function to it, it remains unchanged. While
such a distribution may not be approached by the long-running application, this steady-state
forT derived from∆ does give us P (s|∆).
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ADTMCcan havemultiple steady-state distributions, i.e. multiple solutions for ~ss = T · ~ss.
This occurs when multiple ‘‘islands’’ of strategy states exist that are not connected to each
other in∆. As the SSM needs to start executing somewhere (determined by~v0), it must pick
one of these islands and will ignore all the other islands as they are unreachable. Let n ≥ 2
islands exist for some∆, then there is also an equivalent SSMwith∆1 . . . ∆n possible where
the unreachable islands are removed. These equivalent SSMs each have a unique ~ss. As
such, a well-written construction algorithm can always create an equal-performing∆with a
unique steady state for each∆with islands. We put the burden of ensuring there is a unique
steady state on the construction algorithm.

3.5.2 Transition cost

Let δ(s) be the probability of a malfunction occurring in strategy s. Together withP (s|∆),
we can now compute δ(∆):

D3.5 Definition Expected number of malfunctions per epoch for ∆

δ(∆) =
∑
s∈S

P (s|∆) · δ(s)

Malfunctions, by their definition, only occur when an unmitigated errors (failures) occur in
more than ki − mi epochs in a window of ki. To compute δ(s), we must not just consider
s, but also the successors of s. Many paths of length ki may be possible from strategy s,
and each need to be considered. Let us consider the structure of such a path for task τi and
ki = 4 starting from s. Let φi(s) be the set of all paths from strategy s for task τi. We use
subscript to indicate the epoch number relative to s such that s0 = s.

φi(s) = {ϕ1...ϕn}
ϕj ∈ φi(s) = 〈s0, r0, s1, r1, s2, r2, s3〉

While each path starts at s0 = s, as each strategy can have multiple results, many paths can
exist. As the starting point of the path has already been chosen, the path for task τi always
describes exactly ki − 1 strategy-result transitions. In the example we set ki = 4 yielding
three strategy-result transitions. This is the case for any path in φi(s). For Fig. 3.2a, the two
strategies sA and sB have the following paths (max(ki) = 2):
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φ(sA) = {
ϕ1 = 〈sA, rA, sB〉,
ϕ2 = 〈sA, rA, sA〉}

φ(sB) = {
ϕ3 = 〈sB , rB , sA〉,
ϕ4 = 〈sB , rB , sA〉}

Note how the two paths from sB (ϕ3 and ϕ4) will produce the same schedules as they visit
the same strategies. However, the path itself still carries information about success/failure of
tasks, and as such they cannot be treated as the same.

The SSM of Fig. 3.2 has only two results per strategy. If we instead consider an SSMwhere
each strategy s has 4 results, then there are up to 43 = 64 unique paths in φi(s) that we can
create from strategy s. As such, the number of paths grows exponentially. For each such
path, we can calculate the expected number of malfunctions across that path.

D3.6 Definition Expected number of malfunctions for all paths from s

δ(ϕj) = P [malfunction|ϕj ]

δ(s) =
∑

τiinΓ

 ∑
ϕj∈φi(s)

P (ϕj |s) · P [malfunction|ϕj ]


The above definition for δ(s) in effect takes theweighted sumof the number ofmalfunctions
for each path ϕj . P (ϕj |s) is trivial to read from the path itself: each choice moment
is captured by a strategy-result transition, and the probability of this choice is driven by
the environment but known. The probability of a transition P (s0 → r0) from s0 to
r0, r0 dictates an outcome (success or fail) for each of the tasks in ΓEDaC

s0
and ΓED

s0
. As

these events are independent, each of these can be multiplied. In the example, P (ϕj) =
P (s0 → r0) · P (s1 → r1) · P (s2 → r2). P (ϕj |s) sums to 1 over all φi(s). As such,
δ(s) ∈ [0, |Γ|].

Computing P [malfunction|ϕj ] is more involved, as it must consider all cases where an
unmitigated fault can occur in more than ki − mi epochs. However, we perform this count
on a complete path, as such for most epochs it will be known whether or not τi succeeded.
Unmitigated faults cannot lead to selecting a different result, as then this pathwas not chosen.
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For all but the last epoch, a result state is available. If τi is in either ΓEDaC
s or in ΓED

s , then per
that result state the probability of an unmitigated fault is either 1 (it failed) or 0 (it did not
fail). For all cases where τi was not protected or observed, or for the last epoch for which
there is no result (s3), we must consider all combinations and their likelihood of causing an
(mi, ki)-constraint violation.

Tractability

The approach, as presented here, can easily become intractable for even small task sets.
Each strategy has its own static schedule, and thus (naïvely) requires serialization to non-
volatile storage. The naive construction algorithm of Definition 3.4 describes an exponential
relationship between the number of tasks and the number of strategies, and thus schedules.

At the same time, the door is open to many state space reduction techniques. If a candidate
state machine ∆ contains disconnected sub-graphs, then no unique steady state can be
computed, and as such this candidate can be pruned. Furthermore, the candidate state
machine may contain strategies that are ignored, i.e. there is no path to that strategy from
that same strategy. When this is the case, the steady-state probabilityP (s|∆) is always 0. For
such an ignored strategy, the successor strategies of its results do not matter, and its many
ways of connecting to successor strategies need not be individually examined. Finally, the
domain itself may allow for significant state space reduction. For example, if a precedence
relation is added between tasks in the task set over which data is communicated, the failure of
a preceding task may imply that the succeeding task is destined to fail. These modifications
create a dominance relationship between strategies, as when the preceding task fails the
succeeding task will also fail. Consequently, there is no value in individually protecting that
succeeding task when its predecessor goes unprotected. This in turn reduces the size of the
set of all strategies S .

For completeness, we discuss the algorithmic complexity of the (naïve) state machine con-
struction algorithm of Definition 3.4. While the exact size of the state space depends on a
number of factors, such as the number of available strategies S , the upper bound is consider-
able.

The time complexity of δ(∆) isO(|R| · ss(|S|)), where:

• |R| is the number of results
• |S| is the number of strategies
• ss(n) provides an upper bound to the computation of the steady state for n strategies

To compute ss(n), the steady-state matrix needs to be computed. For this computation, the
LAPACK driver routine DSEGD1 may be used, with a complexity ofO(n3), resulting in
ss(n) = n3.
1http://www.netlib.org/lapack/lug/node71.html
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The number of strategies is up to all combinations of tasks (|S| ∈ O(|Γ|!)). At the same
time, δ(∆) is computed for every possible state machine. As each result can link to any
successor strategy, this yields up to |S||R| state machines. Each strategy has≤ 2|Γs| results,
2|Γs| ∈ O(2|Γ|) and thus |R| ∈ O(|Γ|! · 2|Γ|). Let n = |Γ|, i.e. n is the number of tasks.
Then, the final algorithmic time complexity is given:

O(|S||R| · |R| · ss(|S|)) =
O(|Γ|!|Γ|!·2|Γ|| · |Γ|! · 2|Γ| · |Γ|!3) =
O(n!n!·2n

· n! · 2n · n!3) ⊂
O(n!n!·2n

· 2n5) ≈
O(n!n!·2n

)

It must be noted that this is by no means a tight upper bound. In the next section, we
will examine a task set with |Γ| = n = 3. This example requires examination of only
64 candidate state machines, even though such an n value would appear to be completely
intractable as per the above formulation.

3.6 Complete example

Let us consider an example task set Γ = {τA, τB , τC}, with WCET values CA = 20,
CB = 10 andCC = 10. We set λ = 10−3 for this example. For brevity, we abbreviate the
probability of no error in task τi when not using fault-tolerance as pi:

P (no error in τi|NoFT) = 1 − e−λ·Ci = 1 − e− Ci
103

= pi

e−λ·Ci is the probability of an error as given in Definition 3.1, inverted as we are interested
in the probability of no error. For the example we consider the probability pi to simply be
the probability of no error occurring. When an error occurs, we assume it will turn into an
error at 100% conversion rate.

As fault-tolerance technique, we exclusively use TMR to implement EDaC, and no ED.
We require a majority for 3MR to succeed, and assume there is no other way 3MR can fail
(e.g. assume no unmitigated errors during voting) as per Definition 3.2. We do not use a
gambling voter. Consequently, no error occurs when (i) all replicas succeed, and (ii) two
out of three replicas succeed. We can deduce this error similar to Definition 3.2, now with
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concrete values. Like pi, we abbreviate the probability of no error in task τi when using
fault-tolerance as qi. qi can be derived

P (no error in τi|3MR) = p3
i +

(
3
2

)
p2

i · (1 − pi)

= qi

With the WCET for each task available, we can then compute the pi and qi values for all
tasks:

τA : pA = e−20λ = 0.9802 qA = p3
A + 3(1− pA)p2

A = 0.9988
τB : pB = e−10λ = 0.9901 qB = p3

B + 3(1− pB)p2
B = 0.9997

τC : pC = e−10λ = 0.9901 qC = p3
C + 3(1− pC)p2

C = 0.9997

Enumerating strategies

For our chosen task set Γ, there are eight possible subsets and as such eight possible
strategies:

s∅ : Γs∅ = {} Γ \ Γs∅ = {τA, τB , τC}
sA : ΓsA

= {τA} Γ \ ΓsA
= {τB , τC}

sB : ΓsB
= {τB} Γ \ ΓsB

= {τA, τC}
sC : ΓsC

= {τC} Γ \ ΓsC
= {τA, τB}

sA,B : ΓsA,B
= {τA, τB} Γ \ ΓsA,B

= {τC}
sA,C : ΓsA,C

= {τA, τC} Γ \ ΓsA,C
= {τB}

sB,C : ΓsB,C
= {τB , τC} Γ \ ΓsB,C

= {τA}
sA,B,C : ΓsA,B,C

= {τA, τB , τC} Γ \ ΓsA,B,C
= {}

Not all of these may be schedulable. If sA,B,C was schedulable there would be no reason
to use strategy switching. Likewise, if only s∅ was schedulable, there is no way to deploy
limited fault-tolerance to this task set. For the example, we assume that only strategies
s∅, sA, sB , sC and sB,C are determined to be schedulable by a scheduler. The strategies
form a lattice with s∅ as the greatest lower bound, and sA,B,C as the least upper bound.
The lattice is shown in Figure 3.3. Figure 3.3 also reveals redundant strategies. Under the
assumption other system properties, such as energy consumption and average utilization are
of no further importance, there is no reason to choose sB when sB,C is schedulable. We do
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sA,B,C

sA,B sA,C sB,C

sA sB sC

s∅

Unschedulable

Schedulable

Redundant

Fig. 3.3: Lattice of strategies for Γ = {τA, τB , τC}

not consider these secondary optimization criteria in this example, as such we can discard
them, i.e. S = {sA, sB,C}.

3MR can fail to reach a consensus, and then this information is available to the strategy
selection component in the form of a result. As such, in this example each strategy s has 2|Γs|

possible results. For sA this is rA and rA, and for sB,C this is rB,C , rB,C , rB,C and rB,C .
These results are shown in Figure 3.4a, which shows the strategy state machine without
successor relations for each result.

Evaluating transitions functions

There are |S||R| = 26 = 64 possible transition functions∆, as all of the six results needs
to be linked to one of the two strategies. Wewill not enumerate all of them, but two examples
are shown in Figure 3.4b and Figure 3.4c.

In this example, we will show how to evaluate δ(∆) for the state machine in Figure 3.4b. Let
this be∆3.4b.

1. Computing the steady-state probability of∆3.4b. The result states are ‘‘urgent’’ states,
in which no time can pass. In other words, the result states themselves are not relevant
for the steady-state (i.e. the fraction of iterations of the task set spent in state r ∈ R
is 0). As such, we remove these states for the steady-state computation, linking each
strategy tomultiple successor strategies. The resulting statemachine is aDiscrete-Time
Markov Chain, where each time step is an iteration of the task set Γ. The steady-state
can be computed using linear algebra. Let T be the transition matrix for∆3.4b with
all results removed:
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(a) Partial state machine without successor relations for the results
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(b) Switching state machine choosing between sA and sB,C based on the result

sA

rA

r
A

A

A

sB,C

rB,C r
B,C

r
B,C

r
B,C

B, C B, C

B, C B, C

(c) Degenerate state machine always choosing sA

Fig. 3.4: Example state machines
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T =
[

P (rA|sA) P (rA|sA)
P (rB,C ∪ rB,C ∪ rB,C ∪ rB,C |sB,C) 0

]

=
[

1 − qA qA

1 0

]
=
[

0.0012 0.9988
1 0

]

We can compute the steady-state vector v by solving v = vT .

v = vT ≈

(
1
2
1
2

)
Note that a unique steady-state vector v need not exist if there are two or more parts
of the state machine that are disconnected. For example, all results of sA may link
back to sA, while all results of sB,C link back to sB,C . In such a case, the steady-state
is dependent on the initial state. However, we can safely disregard state machines that
depend on the initial condition, as other state machines with identical steady-state
behavior must exist as well. If staying in sA provides the lowest δ(∆) value, then a
state machine like shown in Figure 3.4c would yield the exact same δ(∆) value as a
state machine where sA and sB,C is disconnected with sA as the initial state.

2. Compute, for each result→ strategy transition, the δ(r, sto)malfunction probability.

δ(rA, sB,C) = 1− (1− (0) · (1− pA))·
(1− (1− pB) · (1− qB))·
(1− (1− pC) · (1− pC))

= 5.87 · 10−6

δ(r
A

, sA) = 1− (1− (1) · (1− qA))·
(1− (1− pB) · (1− pB))·
(1− (1− pC) · (1− pC))

= 1358 · 10−6

δ(rB,C , sA) = 1− (1− (1− pA) · (1− qA))·
(1− (0) · (1− pB))·
(1− (0) · (1− pC))

= 22.98 · 10−6
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δ(r
B,C

, sA) = 1− (1− (1− pA) · (1− qA))·
(1− (1) · (1− pB))·
(1− (0) · (1− pC))

= 9973 · 10−6

δ(r
B,C

, sA) = 1− (1− (1− pA) · (1− qA))·
(1− (0) · (1− pB))·
(1− (1) · (1− pC))

= 9973 · 10−6

δ(r
B,A

, sA) = 1− (1− (1− pA) · (1− qA))·
(1− (1) · (1− pB))·
(1− (1) · (1− pC))

= 19923 · 10−6

3. Using the calculated δ(r, sto) values, compute a δ(s ∈ S) value for each strategy.

δ(sA) =P (rA|sA) · δ(rA, sB,C)+
P (rA|sA) · δ(rA, sA) =
7.6077 · 10−6

δ(sB,C) =P (rB,C |sB,C) · δ(rB,C , sA)+
P (rB,C |sB,C) · δ(rB,C , sA)+

P (rB,C |sB,C) · δ(rB,C , sA)+

P (rB,C |sB,C) · δ(rB,C , sA) =

29.69985 · 10−6

δ(s) is the probability that a malfunction occurs by selecting strategy s. The bad
score of sB,C is not surprising: the∆3.4b state machine is not particularly clever as it
chooses to switch to strategy sA even with the knowledge that τB or τC has failed.

4. Finally, compute δ(∆3.4b) by taking the weighted average of all δ(s) values by multi-
plying δ(s) for each strategy by the steady-state probability P (s|∆3.4b) of being in
that strategy.

δ(∆3.4b) = P (sA) · δ(sA) + P (sB,C) · δ(sB,C)
= 1.814 · 10−5

This process is repeated for all 64 possible transition functions. For brevity, we will not show
the evaluation of every single transition function here. Instead, Table 3.3 shows a subset of
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Table 3.3: Shortened table of all possible∆ transition functions for Figure
3.4a

∆ rA rA rB,C rB,C rB,C rB,C δ(∆) · 105

∆1 sA sA sA sA sA sA 19.9355

∆2 sBC sA sA sA sA sA 1.81421

∆3 sA sBC sA sA sA sA 22.055
...

∆56 sBC sBC sBC sA sBC sBC 39.489
∆57 sA sA sA sBC sBC sBC 19.935
∆58 sBC sA sA sBC sBC sBC 1.54062

∆59 sA sBC sA sBC sBC sBC 22.054
∆60 sBC sBC sA sBC sBC sBC 2.6115
∆61 sA sA sBC sBC sBC sBC n/a3

∆62 sBC sA sBC sBC sBC sBC 39.226
∆63 sA sBC sBC sBC sBC sBC 39.226
∆64 sBC sBC sBC sBC sBC sBC 39.2265

∆∅ n/a 59.0104

1 Example from Figure 3.4b (∆2 = ∆3.4b)
2 Best (lowest) steady-state error rate
3 No unique steady-state exists for this transition function
4 δ(∆) of the task set without any form of fault-tolerance
5 Does not strategy switch, i.e. always stays in the same strategy

all possible∆ values. The columns headed with a result show to which successor strategy
that result maps. For example, for the first evaluated state machine∆1(rA) = sA. The best
state machine is also revealed, listed as∆58. Finally, the last item in the table is∆∅, added as
a reference. ∆∅ is the state machine with a single strategy s∅ which protects no tasks, i.e. the
behavior obtained when not using any form of fault-tolerance. The best state machine is a
38.3-fold improvement over this default. That is, the best state machine offers a 38.3 times
lower rate of catastrophic failure when compared to∆∅. Finally, the table also shows two
state machines which perform no strategy switching, but still use fault-tolerance. These
are∆1 and∆64, staying in sA and sB,C respectively. The strategy switching solution∆58
offers a 12.9 times lower rate of malfunctions when compared to the best of these static
solutions.

3.6.1 Including ED in the partial ordering

For the purposes of the example we did not include ED (e.g. implemented through 2MR).
The effect of including ED increases the number of results and the number of strategies,
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sA,B,C

sA,B,c sA,b,C sa,B,C

sA,B sA,b,c sA,C sa,B,c sa,b,C sB,C

sA,b sA,c sa,B sa,b,c sa,C sB,c sb,C

sA sa,b sa,c sB sb,c sC

sa sb sc

s∅

Unschedulable

Schedulable

Redundant

Fig. 3.5: Lattice of strategies for Γ = {τA, τB , τC}. Three states are considered for all tasks: absent
for NoFT, lowercase (e.g. ‘‘a’’) for ED, and uppercase (‘‘A’’) for EDaC.

but is otherwise identical to the example shown above. As such, we will omit a full example
including ED, but we do want to consider the effect of ED on the partial order of strategies.
Fig. 3.3 shows a Hasse diagram of the partial ordering. There, each task is either included
(with EDaC) or excluded (NoFT), thus there are two states for a total of 23 = 8 strategies.
Including ED boosts that to 33 = 27 strategies.

Fig. 3.5 shows such a Hasse diagram. Lowercase letters are used to indicate when ED is
used by the strategy instead of EDaC, e.g. sA protects τA using EDaC while sa uses ED on
task τA. Observe that sA > sa, i.e. EDaC is always preferred over ED if it is schedulable.
Such a partial order does not consider energy or other forms of resource consumption, as
considering energy may make any two strategies incomparable in terms of quality. That
is, the set of strategies becomes an antichain, i.e. a subset of strategies between which no
comparisons can be made.
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A B

Fig. 3.6: Task set Γ = {τA, τB}with a precedence relation between τA and τB

3.7 Systemmodel extensions

The systemmodel as presented – with independent tasks and no consideration for energy –
can easily be extended to support a broader range of applications and requirements.

3.7.1 Adding precedence relations

Directed Acyclic Graph (DAG) scheduling is an extension to our taskmodel where precedence
relations exist between tasks. A precedence relation (typically pred(τi)) exists over Γ that
constrains the scheduler: if τi ∈ pred(τj), then τi must be scheduled and complete before
τj is allowed to be released. No cycles may exist, i.e. the precedence relation must form a
DAG. Precedence relations allow for communication and computation of partial results,
i.e. one task may retrieve information from a sensor while multiple successive components
may use that data.

The existence of a precedence relationship has no impact on the strategy switching algorithm
directly, as it need not concern itself with scheduling. However, if a task fails that feeds data
into another task, that task may receive garbage input and thus may not be able to produce
correct output either. As such, we understand a precedence relation of a task to form a
dependence to on the success probability of its predecessors. When a predecessor task fails
(produces incorrect data), all successor tasks fail as well due to operating on incorrect data,
even when not experiencing a SEU.

To support this assumption, the δ(ϕ) function needs to be modified to consider precedence
relations. Specifically, P (error in τi|r)must be replaced to not just consider if τi failed in
isolation. Let us call this precedence-aware probability the probability of incorrect output.

P (incorrect output τi|x) = P (error in τi|x)·∏
τj∈pred(τi)

P (error in τj |x)

Here, x ∈ S ∪ R is either a strategy or a result. pred(τi) is the set of all direct and indirect
predecessors of task τi. This probability also includes the behavior of any predecessor tasks.

Figure 3.6 shows an example task set with a precedence relation. Consider the task set
in this example with two strategies: S = {sA, sB}, protecting task τA and τB respec-
tively. Each strategy has two outcomes, hence R = {rA, rA, rB , rB}. Let us consider
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P (error in τB |rA): the result rA does not directly communicate anything about the state
of task B, however due to the precedence relation we know it effectively failed. As such,
P (incorrect output τB |rA) = 1.

3.7.2 Selective fault-tolerance and priority

The task model can be extended to support heterogeneity in the ability of tasks to tolerate
non-consecutive errors. That is, different tasksmay support different (mi, ki)-constraints.

LetΓN be the set of tasks that can tolerate consecutive errors. Then,weupdateP (malfunction in τi|r, sto)
to consider non-consecutive errors as malfunctions when τi ∈ ΓN .

P (malfunction in τi|r, sto =){
P (error in τi|r) · P (error in τi|sto) if τi /∈ ΓN

P (error in τi|r) else

The goal of the strategy state machine is to minimize the rate of malfunctions. The impact
of a task experiencing such a malfunction may not be the same across all tasks. As such, a
priority function p(τi ∈ Γ) can be integrated into δ(r, sto).

δ(r, sto) =

1 −
∏

τi∈Γ
(1 − P (malfunction in τi|r, sto))p(τi)

The p(τi) function assigns relative priority, where higher is a lower rate of malfunction. A
task τi with p(τi) = 2 has twice the importance as a task τj with p(τj) = 1. Note that this
change affects the meaning of the output δ(∆), which is no longer the rate of malfunctions.
If the impact of a malfunction in a task with p(τi) = 2 is equivalent to two malfunctions in
another task with p(τj) = 1, then the final rate δ(∆) can be seen as the rate of malfunctions
normalized to errors in τj .

3.7.3 Energy modeling

Energy is one of the pillars as discussed in Section 1.8, and as such accurate modeling is vital
to properly explore the solution space. Most of the complexity of energy-aware scheduling
can be relegated to the scheduler, choosing properties such as the frequency and the voltage
to run the processor at. For the purposes of SSM construction, the scheduler only needs to
answer which strategies are schedulable. However, energy is not an instantaneous constraint:
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it is a sustainability requirement as discussed in Section 3.2.2. It is the amortized energy use
that determines adherence to such a constraint. Temporary moments of high energy use
need not be problematic, if they are offset with moments of reduced energy use. As such,
to support accurate energy modeling, the SSM construction algorithm needs to consider
the impact on the whole system when choosing each strategy and its energy use. We will
investigate this topic in depth in Chapter 5.

3.8 Conclusion

In this chapter, we established the theoretical foundations of reactive fault-tolerance, lay-
ing the groundwork for the methods and techniques introduced in later sections of this
thesis. We began by positioning reactive fault-tolerance within the broader cyber-physical
system (CPS) development workflow, identifying the key requirements and constraints that
shape its application. By differentiating between real-time and sustainability requirements,
we highlighted the necessity of balancing strict timing constraints with long-term system
resilience.

We then introduced a systemmodel tailored for weakly-hard real-time constraints, capturing
task execution dynamics, fault modeling, and mitigation strategies. Our model formalizes
the interplay between reliability and resource efficiency, demonstrating how reactive fault-
tolerance can be systematically integrated into scheduling decisions. By incorporating the
concept of a Strategy State Machine (SSM), we showed how fault mitigation can be pre-
computed and optimized while allowing runtime adaptability based on observed system
behavior.

Finally, we examined the computational challenges associated with constructing and ana-
lyzing these state machines. Through an example, we demonstrated how different strategy
transition functions impact overall system reliability, providing an analytical framework
to evaluate the expected malfunction rates. The formulation of sustainability constraints
ensures that our approach remains viable even in the presence of an unbounded number of
transient faults.

This chapter serves as the foundation for the techniques explored in the remainder of this
thesis. Building on these definitions and models, subsequent chapters will introduce con-
crete implementations, optimizations, and validation techniques that refine and extend the
applicability of reactive fault-tolerance in resource-constrained real-time systems.
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4.1 Introduction

Wehave discussed the need for reactive fault-tolerance, how a reactive fault-tolerance solution
can be encoded as a state machine, and how such solutions can be evaluated. In this chapter,
we introduce Strategy Switching – the first method for constructing strategy state machines
presented in this thesis. We build on the intuition of the naive construction algorithm of
Definition 3.4 to define a practical way of constructing strategy state machines. We evaluate
the behavior of this algorithm at the hand of a set of 500 task graphs. Reactive fault-tolerance
is best suited for resource-constrained systems, which we inspect by sweeping across a range
of deadlines. Finally, we gain additional confidence in our method by numerically evaluating
some task graphs using model checking tool UPPAAL.

4.2 Goals & Limitations

We do not consider (mi, ki)-constraints beyond (1, 2) in this chapter. The task and fault
model as discussed in Section 3.3 apply. We also simplify the coverage of a single strategy
by only mixing EDaC and NoFT, simplifying the strategy model down to a dichotomy. As
such, ΓED

s = ∅ for all strategies, and we simplify the notation setting Γs = ΓEDaC
s . Strategy

switching can be extended to support a trichotomous allocation of fault-tolerance with
ED support, which we discuss but do not investigate in detail. We include the precedence
relations extension as discussed in Section 3.7.

4.3 Method for (1,2)-constraints

As discussed in Definition 3.4, an attractive simplicity emerges when ki is two. With ki ≤ 2,
to determine a malfunction (per Section 2.1) one needs information about no more than
two consecutive epochs. A strategy state machine however is prescriptive: it suggests what to
do now to prevent such a malfunction in the future. As such, these decisions are made on
ki − 1 epochs worth of information, i.e. just one epoch. Consequently, when determining
for some result r and its associated strategy swhere to go next, we need not consider what
happened prior to s. As such, for a given subset of the task graph under fault-tolerance
(ΓEDaC

s and ΓED
s ), no two strategies are needed with the same Γs as they would be identical

in their successor relations for the optimal solution.

4.3.1 Enumerating strategies and results

Building the strategy state machine is a two-step process: (i) enumerating valid strategies and
results, and (ii) determine the best successor strategy for each result.
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In an SSM, a strategy has two roles: (i) it prescribes how to use fault-tolerance (via Γs), and
(ii) it has a particular set of possible successor states in the state machine (i.e. its location). As
for ki ≤ 2we need not consider more than one step ahead in the SSM. As such, the prescrip-
tive side of the SSM (part i) is enough to determine its successors (part ii). Consequently,
there is no benefit in creating two strategies sx and sy in S such that sx 6= sy ∧ Γsx = Γsy .
That in turn means that we can without loss of reliability create S by simply creating a
single, unique strategy for each subset of Γ. Notice how this is the same method as discussed
in Definition 3.4. ResultsR can similarly be constructed by, for each s, considering each
bitmask over Γs. This bitmask corresponds to the success or failure status of each of the
tasks in Γs, as those are the only tasks that can be observed.

4.3.2 Strategy linking

We call the process of assigning successor relations linking. In this process, the transition
relation∆ is constructed. Definition 3.4 offers an optimal solution for this process by simply
requiring that all possible transitions functions∆ be tried. This does not scale beyond even
the smallest S , and as such is not interesting to seriously entertain.

An optimal linking algorithmQopt that computes∆ cannot be greedy. That is,Qopt(r) =
∆(r) = snext cannot be determinedby only considering r in isolation. This is true evenwhen
ki = 2, and thus only two epochs need to be considered for evaluation. Indeed, there is a
paradoxical discrepancy between the information needed for evaluation and for construction.
Construction (linking) determines what situation and with what error probabilities the
system has to contend with in the future. It sets the path towards the future, even the far
future. Let us consider an example where a particular task τA with (mA, kA) = (1, 2) has
succeeded as per result r, and we want to determine Qopt(r). Given its success status, τA

cannot cause a malfunction in the next epoch due to its weakly-hard real-time requirement.
Consequently, there is no apparent cost associated with choosing not to protect τA in the
next epoch per snext. However, that complicates the situation for any result r′ springing from
snext, which now need to contend with a potentially-failed task. Even if fault-tolerance is
activated for τA in the epoch after that (‘‘snextnext’’), protection itself is not bullet-proof and
thus bumps up the malfunction rate. Let us consider an extreme case, where the execution
time and thus exposure of τA is extreme compared to τB . Then, it is possible for τA to
be more likely to encounter an unmitigated error under EDaC than τB is without fault-
tolerance. In this carefully-crafted case, linking must always favor protecting τA, as such it
is not enough to consider only the number of malfunctions that can occur between r and
snext.

The actual effect of failing to consider the situation in r′ on the effective fault-rate is rather
minimal. As such, with the lack of benefit of an optimal linking algorithm, combined with
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the extreme computational cost of an optimal algorithm as proposed in Definition 3.4, we
instead pursue a greedy linking algorithm.

Wepropose a linking algorithm that determines the best successor sbyminimizing δ(r, snext),
shown inDefinition4.1. Observe that using the evaluation function δ(s) fromDefinition3.6
introduces no recursive dependency for (mi, ki) = (1, 2) constraints. For these constraints,
only two epochs need to be known (i.e. the path length of ϕ is 2). These two epochs are
perfectly captured by r and snext. The cost function δ counts the expected number of
malfunctions across the transition from r to snext. As such, this algorithm cannot be optimal,
and trades some reliability of the overall system for a fast and simple algorithm.

D4.1 Definition Greedy linking algorithm, determining a successor strategy ∆(r) ∈ S

∆(r) = arg min
s∈S

δ(s, r)

4.3.3 State machine construction

We show the entire strategy state machine construction process in Algorithm 1, which is
based on Definition 3.4.

1 All strategies are enumerated and the scheduler is used to determine for each strategy
its schedulability status. The lattice relation, as shown in Fig. 3.3 and Fig. 3.5, is
used to significantly reduce the number of times the scheduler needs to be invoked.
When a strategy is found to be unschedulable, all strategies protecting more tasks
are immediately marked as unschedulable. Likewise, when a schedulable strategy is
encountered, all strategies protecting fewer tasks are marked as schedulable.

2 The resulting S contains all strategies, and is pruned of unschedulable strategies and
strategies that protect a subset of tasks than other schedulable strategies.

3 Set S is further pruned, removing all strategies that provide equal or worse protection
when compared to some other strategy in S .

4 Results are constructed and their successor∆(r) ∈ S is determined for each of the
remaining strategies. Each result associated with strategy s is identified with a bitmask
o over Γs such that index l in the bitmasks identifies whether task τl at index l in Γs

is protected. The results are added toR.
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Algorithm 1 Complete state machine construction algorithm

1 Collect all strategies and their schedulability status
1: S ← ∅
2: for all Γj ∈ subsets of Γ do
3: if ∃s ∈ S : Γs = Γj then . Skip if a strategy for subset Γj already exists
4: continue
5: end if
6: Γs ← {NMR(τi) : τi ∈ Γj } ∪ (Γ \ Γj) . Set of all tasks with NMR applied
7: if schedulable(Γs) then
8: sj ← new Strategy(Γs, schedulable = true) . Strategy is schedulable
9: S ← S ∪ {sj}
10: for all Γk ∈ subsets of Γ where Γj ⊂ Γk do . Propagate down the lattice
11: sk ← new Strategy(Γk, schedulable = true)
12: S ← S ∪ {sk}
13: end for
14: else
15: sj ← new Strategy(Γs, schedulable = false) . Strategy is unschedulable
16: S ← S ∪ {sj}
17: for all Γk ∈ subsets of Γ where Γk ⊂ Γj do . Propagate up the lattice
18: sk ← new Strategy(Γk, schedulable = false)
19: S ← S ∪ {sk}
20: end for
21: end if
22: end for

2 Prune strategies based on schedulability and redundancy
23: S ← {s : s ∈ S, s is schedulable} .Using information in s ∈ S
24: S ← {si : si ∈ S,¬∃sj ∈ S : Γsi ⊂ Γsj} .Remove redundant strategies

3 Prune strategies based on fault-tolerance quality
25: for all si ∈ S do
26: for all sj ∈ S \ si do
27: if ∀τk ∈ Γ : P (transitive error in τk|si) ≤ P (transitive error in τk|sj) then
28: S ← S \ sj . sj is equal or worse for all tasks than si

29: end if
30: end for
31: end for

4 Create and link results
32: R← ∅
33: ∆← ∅
34: for all si ∈ S do
35: for all oj ∈ all combinations of success and failure for Γs do . oj is a bitmask
36: rj ← newResult(oj)
37: snext ← s ∈ S : minsk∈S δ(sk, rj) = δ(s, rj) . Linking per Definition 4.1
38: ∆(rj)← snext
39: ∆(si, oj)← rj

40: R← R∪ {rj}
41: end for
42: end for
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4.3.4 Algorithmic complexity

The approach, as presented here, can easily become intractable for even small task sets due to
the explosion of S andR. For completeness, we discuss the algorithmic complexity of the
(naïve) state machine construction algorithm as presented.

The number of strategies is up to all combinations of tasks, i.e. |S| ∈ O(|Γ|!). Each strategy
has≤ 2|Γs| results, 2|Γs| ∈ O(2|Γ|) and thus |R| ∈ O(|Γ|! · 2|Γ|). Let n = |Γ|, i.e. n is
the number of tasks. Then, the final algorithmic time complexity is given in Theorem 4.2.

T4.2 Theorem Time-complexity for the construction of the strategy state machine for |Γ| = n tasks

O(|R| + |S|) ≈ O(|R|) ∈ O(|Γ|! · 2|Γ|) = O(n! · 2n)

Note that this is a high upper bound which is unlikely to be hit by an arbitrary task graph.
Redundant strategies are identified and pruned before the results are enumerated as seen
in Algorithm 1, reducing the number of results significantly. In further work, we intend
to improve the tractability by improving the strategy enumeration process itself. Earlier
identification of redundant and unschedulable strategies (during allocation) would prevent
allocating the entire state space and can significantly cut down on allocation time. Symmetry
within the state space could also be identified to reduce the number of strategies that need
to be examined. Finally, heuristics could be used that restrict state machine construction
to strategies estimated to be valuable, trading a potentially sub-optimal state machine for a
more tractable construction algorithm.

4.4 Evaluation

To evaluate our technique, we generate a set of task graphs and compute a strategy state
machine for each graph across a variety of scenarios.

4.4.1 Experimental setup

We generate 500 task graphs with between 2 and 20 tasks using Task Graphs For Free
(TGFF) [25]. Each task graph is statically scheduled once with Forward List Scheduling tar-
geting a 4 core platform, without any fault-tolerance. These schedules are used to determine
each task graphs’ base makespan. We set the error rate to λ = 10−5s−1 and determine error
probabilities using the Poisson distribution, i.e. P (error in τi|NOFT) = eλ·Ci . As fault-
tolerance technique we use TMR at the task level. The scheduler is tasked with scheduling
the three replicas and voter according to their precedence relations.
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To simulate resource-constrained scenarios, we obtain results for various deadlines. We define
the deadline as amultiple of the basemakespan. Amultiple of 1 (i.e. deadline = 1×makespan)
leaves only strategies that can place task replicas in existing gaps in the schedule, while a
multiple of 3 leaves enough time available for every task to run three times.

4.4.2 Using UPPAAL

To improve confidence in our analytical evaluation, we model the online part of the strategy
switching using UPPAAL [11]. Online strategy switching is combined with UPPAAL
processes for tasks, edges, processors, and a variety of monitoring models. These processes in
effect build a complete runtime simulator with which we can study long-running behavior
of a weakly-hard real-time application when experiencing a given incidence rate of errors.
UPPAAL is used in Stochastic Model Checking (SMC) mode [18], which lets us estimate
the expected number of malfunctions for a large number of periods of a particular task
set. For validation to succeed, this estimation must match the analytical solution obtained
per Section 4.4.4. As each model is specific to one task set and its strategy state machine,
we develop a generator that produces a UPPAALmodel automatically from a task set and
strategy state machine.

Systems models constructed in UPPAAL [11] are composed of a set of processes. Each such
process has a finite number of discrete locations and transitions. Processes take transitions
independently unless a synchronization is involved. Furthermore, UPPAAL processes are
hybrid automatons, where time is modeled as well. Transitions between locations can be
conditional on a (time-based) expression. For example, the Task process may only transition
to the Running location exactly at its release time.

Some processes are instantiated multiple times. Examples include the task processes, where
each task shares the same locations and transitions, but differs in values for their release time,
assigned core, andWCET. To prevent repetition, UPPAAL allows defining process templates,
of which multiple instances can be created with different parameters.

Systemsmodels constructed inUPPAAL [11] are composed of a set of concurrently-running
UPPAAL processes derived from process templates. We define 12 templates for validation, in
which three categories can be identified:

i) Our contribution: a strategy statemachine process, plus a set of resultmatcher processes
identifying when particular results is reached

ii) Hardware & application: task, edge, NMR voter and processor templates
iii) Monitoring: task and edge monitoring templates to propagate errors and register the

actual malfunction rate

For brevity we limit discussion to one template: the task process template. This template is
shown in Figure 4.1. A task process is created for each combination of a task τi and strategy
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start WaitingForStrategy

Unscheduled, t ≤ ri

Running, t ≤ ri + CiRunningWFault, t ≤ ri + Ci

Finished

t ≥ ri

t ≥ ri + Ci
task_finished_success[i]!

proc_transient_fault[Pi]?

t ≥ ri + Ci
task_finished_fault[i]!

Fig. 4.1: Simplified UPPAAL process template for a task

sj . It is parameterized with task index i, strategy id j, the release time ri, its WCETCi, the
assigned core Pi.

When the strategy sj is activated, the task process moves to the Unscheduled location.
This location is left when clock t reaches t = ri. In the Running state, it may encounter a
error signaled via the proc_transient_error[Pi]. The error is captured by moving to
RunningWFault. Theprocess finishes by either emitting atask_finished_success[i]
or task_finished_error[i] depending on its error status, which is relayed to a voter
process (omitted for brevity).

4.4.3 Analytical evaluation

Recall, from Section 3.7, that precedence relations cause errors to cascade through the task
graph. As such, we formulate the probability of a transitive error in Definition 4.3.

D4.3 Definition Expected number of malfunctions given r was reached and s will be activated

δ(s, r) =
∑
τi∈Γ

P (transitive error in τi|r) · P (transitive error in τi|s)

Using Definition 4.3, we can apply steady-state evaluation using the mechanisms described
in Section 3.5.

4.4.4 Results

Figure 4.2 shows the results of the 500 task graphs with four different deadlines. For each
plot, the x-axis represents utilization without fault-tolerance, while the y-axis presents the
steady-state rate of malfunction δ(∆) (lower is better).
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Fig. 4.2: Utilization vs. steady-state malfunction rate for a non-switching solution and our switching
solution across various levels of resource constrainity. Lower rate is better.
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Fig. 4.3: Relative improvement in malfunction rate when the makespan multiplier increases for the
first 6 DAGs
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The higher the utilization, the fewer unused resources there are to use for placing replicas.
The effect of this is visible – the higher the utilization, the higher the fault rate in both the
switching and non-switching case. Each plot compares our strategy-switching solution to
a non-switching one where only a single strategy is selected, as well as one without fault-
tolerance (NoFT).

For the extremely constrained scenario of deadline = 1×makespan (Figure 4.2a), our strategy-
switching solution manages to hit a lower fault-rate than the non-switching solution in
most cases. Our solution offers a 17.82% lower steady-state malfunction rate on average
(±37.34% std. dev) when compared to the non-switching approach. At a more relaxed
deadline = 1.2×makespan, these figures stay about the same (17.92% improvement with
±44.06% std. dev). But relaxing the deadline to 1.4×makespan yields a fault rate reduction
of 24.79% (±50.29% std. dev). When the ratio matches the extra resource requirement of
TMR (≤ 3), all solutions perform identical as seen in Figure 4.2d.

We analyze this behavior at the hand of Figure 4.3, where the relative improvement for the
first six DAGs is shown across multiple makespan/deadline ratios. The strategy switching
solution provides a reduction in fault-rate for intermediate makespan/deadline ratios.

Withmore relaxed deadlines, the number of possible strategies starts to overtake the tractabil-
ity of our algorithm: at 1.2×, for 3 of the 500 task graphs a state machine cannot be con-
structed within 30 minutes on our hardware. This grows to 20 of the 500 graphs for a
multiplier of 1.4×. However, this does not take away from the validity of the state machine
for DAGs where it is feasible.

Our approach does not always yield an improvement. For 1×multiplier, strategy switching
offered an improvement when compared to a static solution in 272 of the 500 cases. In 68 of
the missing cases, our strategy-switching approach performs worse than the non-switching
solution. Our greedy∆(r) successor determination method as presented in Definition 4.1 is
naive and susceptible tomake locally-optimal decisions that are detrimental to the total rate of
malfunction. Such cases can easily be avoided however: as we propose an analytical method
for computing the malfunction rate in this thesis, the algorithm can easily be extended to
verify that the resulting state machine outperforms a static solution. When this is not the
case, it can fall back to the static solution.

4.4.5 Validating results

The UPPAAL model is periodic, and counts the number of malfunctions encountered
by means of the monitoring processes. To determine the global steady-state malfunction
rate δ(∆), we query the number of malfunctions for a large number of tasks set iterations.
Then, validation succeeds when δ(∆) ≈ # malfunctions

# iterations . We set the confidence interval for this
experiment to 95%.

92 Chapter 4 • Solution for (1,2) constraints



Table 4.1: Numerical evaluation using UPPAAL compared to analytical solutions

DAG # tasks |S| # malfunctions δ(∆) (numerical) δ(∆) (analytical)

dag0 19 1 18.9766± 1.543 (4.633± 0.377) · 10−3 4.34 · 10−3

dag1 14 17 4.32812± 0.574086 (1.057± 0.141) · 10−3 1.01 · 10−3

dag2 21 21 Did Not Finish 3.14 · 10−3

dag3 20 1 21.9219± 2.09571 (5.352± 0.512) · 10−3 5.25 · 10−3

dag4 4 1 0.453125± 0.113753 (1.106± 0.278) · 10−4 1.09 · 10−4

dag5 5 4 0.40625± 0.112856 (9.918± 2.755) · 10−5 9.36 · 10−5

dag6 10 10 1.64844± 0.272017 (4.025± 0.664) · 10−4 3.78 · 10−4

dag7 4 1 0± 0 (0± 0) · 100 5.65 · 10−8

dag8 12 26 Did Not Finish 3.67 · 10−4

dag9 4 2 0.148438± 0.0661748 (3.624± 1.616) · 10−5 4.46 · 10−5

We apply the UPPAALmodel transformation to the first 10 task graphs. We set the deadline
to 1×makespan, i.e. no extra slack in the schedule. The validation results of these 10 task
graphs can be seen in Table 4.1. The raw data is shown in the ‘‘# malfunction’’ column, and
is obtained using the query E[<=t;128](max:malfunctions). The formula estimates
the number of malfunctions seen until time t. 128 such simulations are conducted to gain
confidence in the stability of the value and get the bounds of the 95% confidence interval
(shown with±). In the formula, parameter t is set to the period× 4096 to simulate 4096
consecutive iterations of the task set. As such, δ(∆) is approximated by dividing the output
of the formula by 4096.

Two values (dag2 and dag8) are absent: the UPPAAL query did not return a result in 24
hours. The extremely low fault-rate of dag7makes seeing a single fault in 4096·128 iterations
is 0.029. The remaining values present in Table 4.1 are within their 95% confidence interval,
giving good confidence in the accuracy of our analytical method and therefore our results.

4.5 Conclusion

In this chapter, we introduced Strategy Switching, the first construction technique to im-
prove fault-tolerance for resource-constrained systems. By switching the subset of the set of
tasks that receives fault-tolerance, we are able to reduce the effective rate of malfunction for
resource-constrained weakly-hard real-time systems. We contribute a comprehensive algo-
rithm for constructing the strategy state machine, as well as an evaluation of our technique
across 500 DAGs. In our evaluation, we saw an improvement in the majority of cases when
resource constraints are significant. Furthermore, we contribute an analytical technique for
analyzing the strategy state machine, and use UPPAAL to validate our technique.
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5.1 Introduction

Battery-powered embedded Commercial Off-The-Shelf (COTS) computers play a cross-
cutting role reaching many domains, such as space, healthcare and marine applications.
Such devices may host multiple compute units of different architectures (heterogeneous
multi-processor). However, these processors are susceptible to transient faults, which can
lead to hard to detect failures due to fail-silent behavior [36, 68]. In the previous chapter,
Chapter 4, we considered reactive reliability solutions independent of energy use. As such,
there are no competing constraints, i.e. for some given hardware resources we are free to
optimize reliability to the fullest extent possible. The addition of energy however presents
a trade-off, where an increase in reliability through more redundant execution necessarily
increases the use of energy. To that end, we present an extension to strategy switching to
make it aware of this competition.

Meeting deadlines is traditionally a vital concern in real-time systems, recent research has
highlighted the importance of considering energy consumption as a critical factor [72, 5, 92].
By usingDynamic Voltage and Frequency Scaling (DVFS), the performance of a system can
be increased by increasing the frequency and voltage necessary to support that frequency, at
the cost of additional energy consumption. The precise relationship between energy and
time may not simply be captured by a formula based on frequency [78]. Instead, as a task
may find itself memory-bound, compute-bound or a combination thereof it may respond
differently to changes in frequency.

Battery-powered systems are limited in runtime due to the total available energy in the
battery. As such, short bursts of high energy consumption offset by long periods of low
energy consumption are favored over sustained moderate consumption. We consider the
amortized energy use, i.e. the long running expected energy use of the system. As a result,
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we do not constrain momentary peaks in power consumption, and do not set a per-epoch
energy budget. By only considering amortized energy consumption, we allow the system
to respond to faults by temporarily using more energy. To achieve the amortized energy
target, those moments must be offset by moments of lower energy use. We use a statistical
model informed by the fault rate to estimate the amortized energy consumption. This model
is well-suited for battery-powered electronics, where runtime is determined by the average
energy consumption of the system and the energy capacity of the battery. Therefore, we treat
the amortized energy budget similar to the deadline: a constraint that must be met, i.e. a
sustainability requirement as discussed in Section 3.2.2. Within these constraints, we aim
to minimize the expected malfunction rate, i.e. the average rate of malfunctions for the long
running application. Reliability is optimized (rate of malfunction is minimized) as much as
possible within the deadline and energy budget.

Fig. 5.1 categorizes the different regimes of constraints that arise as a result. We continue with
the assumption that the application can receive partial EDaC, boosting reliability by protect-
ing somepartswhile using limited resources. In Fig. 5.1,EL andDL are the Lowest amortized
energy budget and deadline, respectively, under which the system is schedulable without
EDaC. Observe that the system is not schedulable under both EL and DL. Rather, EL is
the lowest energy budget at which a deadline exists such that the application is schedulable.
Likewise,DL is the lowest deadline at which a (potentially very large) energy budget exists
that makes the application schedulable, choosing makespan over energy consumption.

Similarly, Fig. 5.1 shows theAbundance values for energy and time: EA andDA, respectively.
At these values, all tasks can be run under EDaC with any deadlineD ≥ DL or with any
energy budget E ≥ EL. Note that for strict deadlines in energy-constrained situations,
relaxing the deadline does not improve reliability as there is no energy available to execute
more replicas. Extra energy for in a time-constrained situation can be used, as it allows
DVFS to increase the frequency. A higher frequency leads to a lower fault rate, as a higher
frequency necessitates a higher voltage. At higher voltages, the potential difference between
a 0 and a 1 is larger, lowering the rate at which transient faults occur. As such, an increase in
frequency cuts three ways: it allows for more replicas to be scheduled due to the increase
of slack, as well as improving the reliability due to a naturally lower fault rate. Third, as a
higher frequency leads to shorter execution times, it reduces the exposure to faults for any
replica. For these reasons, maximum reliability is achieved when all tasks run under EDaC at
the highest frequency, counterintuitively leading to a makespan< DA. This behavior leads
to the asymmetry in the figure, extending the unconstrained region (right top) to shorter
deadlines but not to lower energy consumption. Solutions in the unconstrained region are
degenerate, as no trade-off between reliability, time and energy is made.

Optimizing for reliability and amortized energy consumptionwhile still meeting the deadline
requires a holistic view of the application. In previous work, authors have converted these
global targets to local optimization goals, allowing incremental construction of a schedule.
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For example, Assayad et al. [5] propose a scheduler that targets a ratio between reliability
and energy. As the schedule is constructed, the average power and average reliability of the
already placed tasks is kept close to that ratio, ensuring that the completed schedule does so
too. However, doing so prohibits temporary peaks in power consumption offset by intervals
of low consumption within the same schedule, and fails to address that not all tasks share
the same DVFS scaling behavior. Instead, we constrain the amortized energy consumption
without restricting temporary peaks, not within the schedule nor between schedules. Note
that as Assayad et al. [5] does not consider weakly-hard real-time tasks, their method cannot
meaningfully react to errors in later epochs as the damage has already been done.

Contribution: We present an energy-aware and reliability-aware scheduling algorithm for
weakly-hard real-time applications. Our algorithm allows for the efficient use of resources
– both available hardware and energy – to maximize reliability. We approach the problem
of the multiple competing constraints of energy, timeliness and reliability by exploring and
characterizing the state space. With our method, application designers are able to explore
and then deploy the best trade-off for their weakly-hard real-time application.

Organization: Section 5.2 presents the system models and outlines the basic behavior of
strategy switching. Section 5.3 provides an overview to our method, and discusses our
energy-aware techniques such as energy-aware scheduling and energy-constrained linking.
Section 5.4 presents the results of our experiments, followed by the conclusions in Section
5.5.

5.2 Systemmodels

5.2.1 Task and fault model

We use the fault model from Section 3.3. Furthermore, we use the same task model as in
Chapter 3.3 as well, with an additional constraint on the (mi, ki)-constraint. We assume
that each weakly-hard real-time task τi has a (mi, ki), describing the number of fails (mi)
it can tolerate across any window of ki consecutive epochs. Strategy switching [54] from
Chapter 4 – our chosen driver of reliability for weakly-hard real-time applications – is limited
to (mi, ki) ≤ (1, 2) constraints, i.e. tasks with a (1, 2) constraint and non-weakly-hard
real-time tasks with a (1, 1) constraint. Consequently, in this chapter we consider that
∀τi ∈ Γ : (mi, ki) = (1, 2), as was done in Chapter 4 as well.

As the task set is periodic, we refer to a particular period as an epoch. Each task has at least
one instance or job in a particular epoch. Multiple jobs may be spawned in the same epoch
to provide fault-tolerance.
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5.2.2 Modeling energy

We assume the availability ofDynamic Voltage and Frequency Scaling (DVFS) on the target
platform as a means to lower energy consumption, trading response time for energy con-
sumption. Total power use is split into two components: (i) static power, and (ii) task +
frequency-dependent power.

Static power

We assume that static power is fixed, i.e. the device or processor cannot be turned off
momentarily, and this component is not affected by the workload. As such, the actual static
power consumption cannot be affected by the choices of the scheduling algorithm.

Task-dependent power

Each task τi is realized by a set of versions, as proposed by Rusu et al. [78]. LetWi,j be
the average power consumption of version vi,j . We use multi-version scheduling to inform
the scheduling algorithm of the DVFS behavior of tasks such that each version differs only
in required frequency, worst-case execution time and power consumption. As each version
vi,j of task τi implements the exact same functional behavior, it is up to the scheduler to
select a version with suitable non-functional behavior. In view of this, we do not assume a
particular formulaic relation between frequency and power consumption, and instead rely
on measurements of tasks at a range of frequencies. Not all tasks scale the same, in particular
memory-bound tasks may benefit little from higher frequency, whereas compute-bound
tasks do. Finally, we assume that each processor can independently be scaled up and down
using DVFS.

5.3 Resource- and Energy-constrained devices

Any schedule must meet the deadline, with energy and reliability as optimization targets
competing for whatever slack is available. Similar to Assayad et al. [5], we address this
competition by restricting amortized energy consumption, and sweeping across different
constraints.

We leverage our previous work on Strategy Switching [54] to provide reliability to the weakly-
hard real-time task set. Strategy switching applies EDaC to different parts of the task set at
different times. Each partial application is known as a strategy, and the moments to switch
are determined ahead of time based on the possible errors that can be observed at that time.
As each such partial application of EDaC is sustained for exactly one epoch, these switch
moments are exclusive to the end of the epoch. At runtime, strategies are used based on
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the reliability needs of the application. Some strategies may use considerably more energy
than others, however we only restrict the amortized energy budget of the application. As
such, our method allows high-consumption strategies to be used, provided they are offset by
low-consumption strategies.

In this work, for a given amortized energy budget and deadline, we provide a Strategy State
Machine (SSM). The SSMdictates to the runtime what strategy to apply and when to switch
to a different strategy, optimizing reliability. To obtain this state machine, our method is as
follows:

1 A strategy pool S of different applications of EDaC is created.

2 An energy-optimizing scheduler is tasked with providing a schedule for each strategy
from S . If a strategy is found unschedulable it is disqualified, omitting it from S .

3 The resulting strategies must be linked – a process wherein for each outcome (known
as a result state) of a strategy, the immediate successor is determined. The linking
process is iterative, and requires analytical evaluation of the SSM.

4 The iterative linked strategy state machine must be guided in such a way as to stay
within the amortized energy budget, as well as to optimize for reliability. Step 3© and
step 4© are repeated until a suitable SSM is found.

5 In case the resulting strategy state machine uses less amortized energy than the energy
budget allows, strategies are rescheduled at a higher frequency using a makespan-
minimizing energy-budgeted scheduler. Doing so leverages the lower error rate experi-
enced at higher voltages, that higher frequencies require.

5.3.1 Creating strategies (step 1©)

Aswe use 3MR at the task level, we create a strategy for each subset of the task graph. Strategy
s protects a subset of the task set Γs, i.e. Γs ⊆ Γ. Tasks in Γs are scheduled using EDaC,
while the remaining part of the task set Γ − Γs is scheduled without EDaC.

5.3.2 Scheduling for energy (step 2©, 5©)

Tominimize the energy spent on executing each strategy, we useEnergy Forward List Schedul-
ing (eFLS), first proposed by Roeder et al. [72]. When scheduling, we do not consider im-
proving reliability by increasing the frequency immediately. Instead, schedules are optimized
for energy consumption within the deadline (step 2©), leaving further optimizations for a
post-processing step (step 5©).
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List scheduling algorithms are greedy static scheduling algorithms that place jobs in the
schedule as they become available from a ready queue. The ready queue is sorted by some
sorting algorithm, usually an algorithm considering the laxity (deadline minus the length of
the critical path starting from that task) of each task, least laxity first.

When scheduling a job, all possible processors and task version combinations are considered,
and the best one is picked. The list scheduling algorithm proposed by Roeder et al. [72]
considers not response time, but only energy consumptionwhenmaking these scheduling de-
cisions. This one-sidedprioritization leads to a low schedulability rate in resource-constrained
situations. Knegt [40] enhances eFLS with a factor f ∈ [0, 1] deciding on the prioritization
between energy and response time. A high f minimizes energy consumption, while a low f

lowers the makespan. Let S be a partial schedule under construction, vi,j be a version of
task τi in the ready queue, andE(v, S) andRST (v, S) functions that compute the energy
and response time respectively, when scheduling v. The cost function then becomes:

cost(vi,j , f, S) = E(vi,j , S) · f + RST (vi,j , S) · (1 − f)

The version that is scheduled is selected by lowest cost. The best factor f is the factor
that is schedulable while providing a schedule with the lowest energy consumption. This
value is difficult to determine analytically, in particular as the relation between time and
energy is not linear and not the same for all tasks. Gaps in the schedule may allow placing
a task without increasing the makespan, thus preventing the use of a meaningful energy
to time ratio (i.e. average power) when adding to the schedule. Instead, this value can be
obtained numerically through binary search [40]. Multiple schedules are createdwhile binary
searching over f , which allows finding the highest value of f which is schedulable. This
schedule presents the best energy/time trade-off, still meeting the deadline while minimizing
energy consumption. We initialize f to 0.5, but must remark that the effect of the initial
value is of little consequence when binary searching.

The set of valid strategies S is constructed by evaluating each strategy independently, and
each strategy specifies exactly the redundancy requirements (Γs must use EDaC, Γ − Γs

must not use EDaC). Consequently, the step 2© scheduler only needs to optimize for energy
while meeting the deadline.

Step 5© has slightly different requirements: when DVFS is used to increase the frequency,
the voltage must also be increased to support the higher frequency which decreases the error
rate (per Definition 3.1). By changing the search criteria, eFLS with binary search can also be
used to prefer higher frequencies over lower ones as long as the result fits within an externally
provided energy budget. As the full strategy state machine has been constructed at this point,
its actual amortized energy consumption E can be calculated. Let E∆ = Ebudget − E , i.e. the
extra energy available for increasing the frequency. Each strategy s is rescheduled under a
per-strategy energy budget of Es + E∆, where Es is the minimal amount of energy necessary
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to execute the schedule found earlier. By doing this over all strategies, the total amortized
energy consumption becomes exactly Ebudget.

Rescheduling to meet an energy budget is done by increasing f only when the per-schedule
energybudget is not exceeded. Otherwise, f is decreased, loweringmakespanwhile improving
reliability.

5.3.3 Evaluating strategies (step 3©)

Linking requires a holistic view of the behavior of the strategy state machine at runtime, to
estimate its energy consumption and reliability. The behavior of the strategy state machine
can be predicted analytically. A strategy is active for exactly one epoch, after which a successor
strategy is selected based on the observed behavior of the tasks (presence of unmitigated
errors), or when this is not known, the probability of unmitigated errors. EDaC schemes
typically can detect errors even when they cannot mitigate them, e.g. the majority voter did
not reach a majority. As such, we assume to know the success/fail status of each of the tasks
in Γs. These are the outcomes that drive strategy switching.

For each possible outcome, a result state r exists. The result state is, in effect, a bitmask over
Γs indicating for each EDaC task if it has succeeded or not. For tasks not under EDaC, no
observations can bemade. Adding result states creates a bipartite graph, as shown in Fig. 5.2b.
By connecting each result state to a successor strategy, the SSM is complete. Choosing the
successor strategy is done by a process called linking. The way linking is done has a profound
impact on the reliability and amortized energy consumption. Controlling these properties
will be discussed in step 4©.

The linked SSM can be used at runtime. At the start of the epoch, a strategy is applied (and its
associated schedule used), and the result is observed (moving to the result state). That result
state links to a single successor strategy, which is applied in the next epoch. The particular
strategies in Fig. 5.2b, with S = {sA, sB}, may be the result of resource constraints: a
strategy protecting bothA andB may not be schedulable or may use toomuch energy. Note
that unschedulability outright precludes the use of a strategy, while an amortized energy
budget may only limit the steady-state frequency at which an energy-intensive strategy is
visited.

Learning the impact of linking a particular result to a particular successor state, requires
analysis of the whole SSM. Each strategy and result provide insight into the probability of
a malfunction occurring in each task, even when that task is not protected by the strategy.
Table 5.1 shows the probability of successful execution (errors are not present or mitigated)
of each task when executing under either strategy of Fig. 5.2b. Likewise, Table 5.2 shows
the probability that execution was successful when a given result is reached. The results
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A and B (by sA and sB , respectively) based on observed
outcome

Fig. 5.2: Example task set and a possible strategy state machine for that task set

in these tables are obtained with an error rate of λ = 1
5 s (one error every 5 seconds) and

∀τi ∈ Γ : Ci = 1s. Such a rate is exceedingly high, but makes for a better illustration.

As discussed in Section 4.3, these two tables can be used to calculate the expected number of
malfunctions across twoconsecutive epochs for any result→strategy transitionE[malfunction|r →
s].

Observe how inTable 5.2, the effects of failure cascade through precedence relations. When it
is known that task B has encountered an error, task C cannot have succeeded due to receiving
erroneous input.

Table 5.1: Success probabilities for each task prior to the start of the strategy

Strategy P (no errors in A) P (no errors in B) P (no errors in C)

sA 0.913 0.819 0.612
sB 0.819 0.913 0.612

Table 5.2: Probability of reaching a result and the success probability of each task for that result

Result r P (r) A B C

rA 0.913 1 0.819 0.670
rA 0.087 0 0.819 0
rB 0.913 0.819 1 0.670
r

B
0.087 0.819 0 0

The strategy state machine is created offline, to remove the burden from the runtime system
to dynamically find the next strategy to switch to. As all the probabilities are known, the
SSM can be converted into aDiscrete-TimeMarkov Chain (DTMC) as discussed in Section
3.5. The steady state of the DTMC allows reasoning about its long-running behavior. In
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Fig. 5.3: Conversion of Fig. 5.2b to a Discrete-TimeMarkov Chain

Table 5.3: Additional attributes of each strategy

Strategy s Worst-case energy E Steady-state P (s)

sA 1400mJ 0.5
sB 1750mJ 0.5

particular, we use the steady-state to determine amortized energy consumption as well as the
effective malfunction rate. Fig. 5.3 shows a DTMC: conversion is done by first coalescing all
result states into their preceding strategy states. For example, strategy sA has a probability of
0.913 of choosing rA (from Table 5.2), and rA links to sB . As such, in the DTMC, strategy
sA has an outgoing edge with a rate of 0.913 to strategy sB , and the resulting Markov chain
is no longer bipartite.

It is easy to see what the steady state of Fig. 5.3 is: as it is fully symmetric, the steady-
state distribution must be 〈0.5, 0.5〉 across the two strategies. For the general case, this
statistic can be obtained analytically by computing the steady state of the DTMC. This
distribution is necessary to determine the actual amortized energy consumption, as well as
the malfunction rate. Table 5.3 shows the worst-case energy consumption for executing
each strategy. This is the energy consumption for one epoch under the corresponding
strategy, assuming each task runs to its worst-case execution time. Combined with the
steady-state probability, we find that the amortized energy consumption of this application
is 0.5 · 1400mJ + 0.5 · 1750mJ = 1575mJ.

Evaluation is no different than that of a SSMwithout energy. For this reason, we follow the
same logic as in Section 4.4. Through our risk-based approach, we express reliability as the
effective rate of malfunction (expected number of malfunctions per epoch). The expected
number of malfunctions can be calculated for each result→strategy transition in Fig. 5.2b,
as the probabilities from the preceding epoch (captured by the result) as well as probabilities
from the next epoch (captured by the strategy) are available. The probability of selecting
that particular result is also known, allowing us to calculate a combined expected number of
malfunctions per epoch when leaving a given strategy. Combining this with the steady-state
in Table 5.3 allows us to calculate the global expected number of malfunctions per epoch.
Intuitively, the expected number of malfunctions per epoch is the weighted average of the
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expected malfunctions of all transitions the SSM can take. For the SSM of Fig. 5.2b, this
yields:

E[malfunctions] = P (sA) · P (rA) · E[malfunctions|rA → sB ]
+ P (sA) · P (rA) · E[malfunctions|rA → sA]
+ P (sB) · P (rB) · E[malfunctions|rB → sA]
+ P (sB) · P (rB) · E[malfunctions|rB → sB ]
= 0.1975

5.3.4 Adjusting to the amortized energy budget (step 4©)

Linking must not just measure the energy consumption, it must produce a solution that
does not exceed the energy budget. We use simulated annealing, an iterative optimization
algorithm, to perform the linking step. Iterative optimization algorithms lend themselves
quite well to the problem of linking, as they do not operate on partially constructed solutions.
Instead, a complete (but potentially suboptimal) linked strategy state machine must be
evaluated.

Simulated annealing considers a population of candidate state machines, which are subject
to randommodification (mutation). The best candidate is retained, and a new population
of strategy state machines is created derived from the previous best candidate. This process
repeats itself for a number of iterations, until an iteration limit is hit and the best strategy
state machine is returned.

Initial population

The initial population is created using so-called singleton strategy state machines. These
strategy state machines are built from a single strategy such that all results point back to
that strategy. We use them for the initial population as the best result may be among them.
For example, in extremely energy-constrained situations it may not be possible to use any
EDaC. As such, the singleton SSM built from the strategy that protects nothing is the best.
Likewise, under lax energy constraints, the strategy protecting all tasks using EDaC may
perform the best.

Mutating candidates

The next generation of the population is derived from the previous best candidate. When
generating a derived candidate, a heat parameter ∈ [0, 0.5] decides what fraction of the
results is modified to point to a different strategy. For a result r that is changed, a strategy is
picked uniformly random fromS . This strategy is assigned as the successor strategy for result
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r. The heat parameter is lowered over time as the algorithm closes in on a good solution,
approximating the behavior of metal annealing.

Comparing candidates

x < y =



true Ex ≤ b and Ey > b

false Ey ≤ b and Ex > b

true E[malfunctions|x] < E[malfunctions|y]
false E[malfunctions|x] > E[malfunctions|y]
Ex ≤ Ey otherwise

(5.1)

The comparison operation is shown in Eq. 5.1, where x and y are candidate strategy state
machines, and b is the amortized energy budget. Ex and Ey are the amortized energy con-
sumption per epoch, and E[malfunctions] provides the expected number of malfunctions
per epoch given a particular state machine. These values are obtained using the DTMC
steady state distribution, e.g. as shown in Table 5.3.

State machines that fit within the energy budget are favored over those that do not, regardless
of the impact on reliability. Furthermore, once within the energy budget it, prefers SSMs
offering more reliability outright. Only when the reliability is identical and both fit within
the energy budget does the comparison prefer SSMs with lower energy consumption.

5.3.5 Analytical evaluation

Analytical evaluation including conversion to a DTMC is no different from that seen in
earlier chapters (Section 4.4, Section 3.5). Computing energy is done by multiplying the
steady-state probability of each strategy s by its energy use (as per the energy-aware scheduler).
The sum of these values is the expected amortized energy usage.

5.4 Results

Our proposed scheduling algorithm optimizes reliability within an amortized energy budget
as well as a real-time deadline. We evaluate the behavior of our algorithm at the hand of two
scenarios:

1 Fixed deadline with a varying energy budget, showing the resulting compromise for
different energy budgets.
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2 Varying deadline and varying energy budget, showing the compromise between dead-
line and energy budget.

We include scenario 1 in this chapter as it is more intuitive to visualize, and as real-time
application designers may not be at liberty to change the deadline. Scenario 2 provides full
characterization of the proposed algorithm.

5.4.1 Task sets

To obtain a task set withmultiple versions for each task, we use the Rodinia benchmarks [20]
energy dataset created by Roeder et al. [71]. We omit the GPU versions of each task,
and allow per-core DVFS. We schedule for an 8-core system consisting of 4 armv7big
cores and 4 armv7little cores. The relation between worst-case power consumption and
CPU frequency is shown in Fig. 5.4. For armv7big, the available frequencies are Fbig =
{1.3, 1.4, 1.5, 1.6, 1.7, 1.8, 1.9, 2.0}×GHz, while for armv7little the available frequencies
areFlittle = {1.3, 1.4, 1.5} × GHz.

For evaluation of our technique, we use this dataset to create three benchmarks (BM), each
using all nine tasks from the energy dataset [71]:

BM 1: set of independent tasks

BM 2: single pipeline where all tasks are on the critical path.

BM 3: three chains of three tasks (three DAGs) that are independent of each-other.

5.4.2 Evaluation

We use Definition 3.1 with the same values as Assayad et al. [5], i.e. λ0 = 10−4. We use the
same error rate for the big core and the little core when operating at the same frequency.

5.4.3 Fixed deadline with varying energy budgets (scenario 1©)

We present the energy budget and reliability trade-off at the hand of Pareto fronts. A Pareto
front presents only Pareto-optimal design points, i.e. results for which no other result exists
that has both a better (lower) energy budget and better (higher) reliability. Fig. 5.5 shows the
Pareto fronts for the three benchmarks, swept from an energy budget of 33,000mJ / epoch
(first schedulable energy budget) to 270,000mJ / epoch (all tasks under EDaC at maximum
frequency). Precedence relations do not affect the energy consumption as we do not consider
static board power. As such, since each benchmark uses the same tasks, the minimum and
maximum energy budgets apply to all benchmarks. We set the deadline such that all tasks
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Fig. 5.5: Pareto fronts sweeping across energy budgets
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Fig. 5.6: Reliability trade-off map for all energy/time limits for BM1, obtained by sweeping over the
deadline and energy budget range. Interpolation shown at 50% opacity

under EDaC are schedulable, i.e. we are not looking at a compute-resource constrained case,
rather an energy-constrained case.

At an energy budget of 99,000mJ / epoch (shown with a red line), the strategy protecting
all tasks fits within the energy budget as a singleton SSM. However, it runs at minimum
frequency to do so, leaving it more susceptible to unmitigated errors. For energy budgets
larger than 99,000mJ, this one strategy is run at increasingly higher frequencies, continuing
to provide lower malfunction rates all the way to 270,000mJ.

Note that not all design points are Pareto-optimal, i.e. not all design points are better in either
error rate or energy consumption (shown in gray). As we sweep across energy budgets, it
may be reasonable to expect the error rate to monotonically decrease. However, our method
is not guaranteed to find the optimal solution for a given energy budget. In particular, our
linking step makes use of simulated annealing, which heavily relies on the use of a random
number generator.
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Fig. 5.7: Overlay of some regions of Fig. 5.1 onto Fig. 5.6

5.4.4 Energy/timeliness trade-off (scenario 2©)

Our method can also be used in time-constrained situations, i.e. when not all tasks can be
run under EDaC due to the deadline. We revisit the trade-off map of Fig. 5.1 by plotting the
reliability (expected number of malfunctions per epoch) of BM1 for a range of deadlines
and energy budgets in Fig. 5.6. As now we want to look at resource-constrained systems, we
limit the number of big and little cores to one of each. We omit BM2 and BM3 for space
reasons, as they look similar to Fig. 5.6.

Each of the collected points is visible as a mark, with interpolation behind it. Interpolation
is done such that, for deadline D and energy budget E , it shows the error rate of a found
solution f such that Df ≤ D and Ef ≤ D. The lines DL and DA are shown at values
DL = 33.2s andDA = 369.3s. Likewise, EL is plotted at 98,026mJ and EA at 266,081mJ.
We show two additional lines: DH and EH for high. DH is the lowest deadline at which the
strategy protecting all tasks is schedulable – at a high frequency. As such, forD ≥ DH , no
strategy switching occurs. Instead, as the deadline increases, the frequency can be lowered.
Similar for energy, at EH there is sufficient energy to execute the entire task set under EDaC.
Given that the rangesD ∈ [DL, DH ] and E ∈ [EL, EH ] are more interesting, we collected
more points from that range.
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Note that the waywe collect datamakes the left top region devoid of points: Fig. 5.6 plots the
deadline, which is scheduler input, but also plots the actual energy consumption, which is
output. As such, when examining a design point with a high energy budget but low deadline,
it will not be able to use that high energy budget and as such end up lower on the trade-off
map. We remark that it makes little sense to plot the makespan instead of the deadline, as the
makespan differs per strategy. Choosing the maximummakespan would disproportionately
affect the location of the design point, as that strategy may almost never be executed.

The map shows the predicted behavior – more energy or more time increases reliability, even
beyond DH and EH . The data also confirms the regions of Fig. 5.1. We overlay some of
the regions onto the data in Fig. 5.7. The ‘‘time and energy constrained’’ zone sits in the
rectangle delineated byDL,DA, EL and EA. The region touches the point 〈DH , EA〉, as
well as 〈DA, EH〉. This is no coincidence: at these intersections, a sufficient amount of
energy or time, respectively, is available such that no further increase improves the error rate.
The other property (time or energy, respectively) is available in the smallest quantity that
allows for this solution.

The time and energy constrained region is not entirely symmetrical around the diagonal: the
region hugs the EL line, while peeling away from theDL line for larger energy budgets. This
asymmetry can be explained intuitively: the deadline is a constraint on every schedule while
the energy budget is a global constraint. Accordingly, it is only the deadline that restricts
the number of available strategies for the linking process (step 3©). Given a lax deadline
with a constrained energy budget, relaxing the energy budget allows linking to improve
the reliability by visiting high-energy strategies more often. While this gain may be very
minimal, it is still non-zero, thus extending the region. The behavior is almost continuous: a
tiny amount of energy over EL combined with any increase in deadline can be exchanged
for the slightest increase in reliability. This is not experienced when increasing the energy
budget near the DL line, as the strict deadline eliminates vast numbers of strategies. For
this reason, there is no improvement past EH , even when the deadline is slightly relaxed
pastDL. Hence, the ‘‘time constrained’’ region touches the EL line. The resulting almost
linear boundary between the two regions, from 〈DL, EH〉 to 〈DH , EA〉, is caused by the
increasing availability of strategies, until atDH all strategies are available.

The large ‘‘energy constrained’’ region is another display of asymmetry – but for another
reason: increasing the frequency boosts the voltage, which lowers the error rate. As such,
there is a large region where the deadline is lax and the energy budget sufficiently large such
that the linker creates a singleton SSM, which protects all tasks at all times. However, that
one strategy does not run at the highest possible frequency, as the energy budget does not
permit that. Increasing the energy budget here makes no structural change to the SSM.
Instead, the post-processing step (step 5©) uses the extra budget to increase the frequency as
much as possible, improving reliability when the energy budget increases.
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The ‘‘energy constrained’’ region is not just characterized by a singleton SSM protecting
all: the area in the far right, between EL and EH , exhibits different behavior. In this region,
there is so little energy available that the singleton SSM cannot be used all the time. Instead –
similar to he ‘‘time constrained’’ region – an increase in energy allows the linker to produce
different SSMs.

Finally, the ‘‘unconstrained’’ region is visible in the right top, running from 〈DH , EA〉 out
to infinity for both dimensions. Its asymmetry is as discussed earlier: a higher frequency
makes tasks complete earlier, lowering the makespan of the schedule. As such – paradoxically
– when given an abundance of energy, relatively little time is needed to schedule to singleton
SSM protecting all tasks, extending this region to lower deadlines but not smaller energy
budgets.

5.5 Conclusion

We propose an energy-aware and reliability-aware scheduling algorithm for cost-conscious
weakly-hard real-time systems. Our algorithm treats energy as a constraint, accepting an
amortized energy budget as scheduling parameter. As such, we can sweep across a range of
energy budgets and deadlines, giving application designers insight in how to best improve
reliability of their application in a cost-constrained environment. Our method makes ef-
fective use of available hardware: we use strategy switching to both make efficient use of
computational resources (i.e., a constrained deadline) as well as extract maximum reliability
out of the given energy budget. When the energy budget is sufficiently relaxed that no strat-
egy switching occurs, our method makes use of any extra energy to increase the frequency,
further improving reliability.

When the deadline is known, we can produce Pareto-fronts such as shown in Fig. 5.5, illus-
trating the trade-off between reliability and energy. For unknown deadlines, trade-off maps
(effectively 3D Pareto-fronts), such as shown in Fig. 5.6, allow application designers to make
informed decisions regarding the trade-off between energy, time and reliability. As a result,
our method is allowing them to more cost-effectively deploy their application. Finally, we
show the various regions superimposed on BM1 in Fig. 5.7, offering insight in the precise
behavior of our technique.
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6.1 Introduction

Soft errors are temporary violations of the functional correctness of semiconductors, and
can pose major challenges for their applications. Mitigations against such soft errors, in
particular in the form of reactive fault-tolerance, as discussed in Chapter 4 and Chapter 5,
come with serious scalability caveats. The sheer number of ways an error can impact a
task is massive. A task may need to execute several millions of CPU instructions, and each
instruction could be impacted in a number of ways by a SEU. Multiple SEUs may even be
encountered, leading to astronomical explosion of the state space. Through SIFT, that vast
number of outcomes can be brought back to a simple dichotomy at the task level: a task
has either failed, or it has succeeded. However, the system is not comprised of a single task,
and making effective decisions requires recalling successes and failures of past epochs. With
strategy switching, we are exposing ourselves to this very same problem of scale: the number
of states the system can occupy can become so vast that constructing something akin to a
Strategy State Machine (SSM) becomes infeasible. This issue is further compounded by
the need for strategy switching-based solutions to be deeply analyzable, a desirable property
we discussed in Section 3.1. The combination of a naturally massive state space of possible
locations where these soft errors (SEUs) may occur, combined with a desire to analyze all
possible states the system may be in, naturally combine to limited scalability in terms of
required compute time.

In this chapter, we will introduce Circuit-based Strategy Switching (CiSS). CiSS presents
a fundamentally different approach to SSM construction, allowing to scale beyond what
is possible through traditional strategy switching as seen in Chapter 4 and Chapter 5. We
present a technique that – through effective state space management – proves to be a highly
scalable SSM construction technique. Our CiSS technique is incremental, allowing using
whatever ahead-of-time compute time is available towards improving the SSM without
creating unusable partial solutions. Our construction technique explores often-occurring
scenarios first, ensuring that any work towards constructing the SSM is useful. As our CiSS
construction technique incrementally converges, it can be cut off at any time when the
expected reliability is found to be sufficient. Moreover, the SSM is built in such a way that
– at runtime – some states are naturally visited more frequently at the cost of other states.
This preferential treatment to some system states over others further monopolizes the set
of states the system spends most time in, thus the value of exploring those states first when
building the SSM. Finally, CiSS leverages these benefits to expand the domain, improving
reliability of systems with large values formi and ki.

CiSS relies on the same application domain as strategy switching: it utilizes the natural ability
of weakly-hard tasks to tolerate infrequent errors without leading to failure. To recap Section
2.4: certain perturbations, including those caused by a momentarily misbehaving control
system, can be safely handled by future epochs of that same control system. The capability
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to tolerate errors can be denoted as an (m, k)-constraint, declaring that a minimum ofm

correct executions must occur within any k consecutive epochs.

Each strategy in CiSS prescribes an application of fault-tolerance to the task set, dictating
for each task how it should (or should not) be protected. CiSS implements tri-state fault-
tolerance, choosing andmixingErrorDetection andCorrection (EDaC),ErrorDetection (ED)
andNoFaultTolerance (NoFT).This is a further improvement over strategy switching, which
does not make use of ED. The inclusion of ED is particularly interesting to tasks with a low
mi

ki
ratio, as they can tolerate multiple failures prior to a malfunction. As consecutive failures

are rare, EDaC may rarely be needed for such tasks. Instead, ED can be used to monitor
the behavior of the task without allowing too many failures to build up. Doing so reduces
the overhead and thus improves schedulability, lowers energy consumption, and reduces
hardware requirements, all without significantly compromising reliability in the presence of
SEUs. We demonstrate this effect in Fig. 6.1, where task τA with (mA, kA) = (1, 3) needs
to provide at least one correct response every 3 consecutive epochs. Fig. 6.1 shows the use
ofDual-Modular Redundancy (DMR) to implement ED in the first two epochs. DMR is
scheduled in space using cores 1 and 2. As τA was observed to have no errors in the last two
epochs, it can safely tolerate one error. Thus, in Epoch 3, we can safely forgo fault-tolerance.
In this example, an error occurs in that same epoch, which as such goes undetected. While
the system is not aware of this error, it is aware that one could have happened, and thus
schedules DMR for Epoch 4. Here, the second error is detected. At this point, τA is near
to failing its (m, k) constraint, and no additional error can be tolerated in Epoch 5. The
system knows there was one error (Epoch 3), and knows there may have been a second error
(Epoch 2). As such, in Epoch 5 it schedules EDaC through Triple-Modular Redundancy
(TMR), which absorbs a third soft error, ensuring τA meets its (m, k) constraint. Naive
application of TMRwould have lead to 5×4 = 20 job releases (3 replicas and a voter) across
these epochs. Instead, the use of clever use of fault-tolerance through CiSS this number was
brought down to 14 releases.

Reactions such as using TMR in Epoch 5 can be described by a Strategy State Machine
(SSM), of which an example is shown in Fig. 6.2. Each state in the state machine is a strategy,
a concept we leverage from our earlier work [54] disseminated in Chapter 4 and Chapter 5.

epoch 1 epoch 2 epoch 3 epoch 4 epoch 5

core 1

core 2

vτA

τA

X vτA

τA

X τAEX vτA

τA

E

error,
undetected

7 vτA τA

τA

E

error,
observed

X

error,
mitigated

Fig. 6.1: Epoch sequence of a task τA with (mA, kA) = (1, 3), showing limited use of DMR and
TMRwhile encountering three soft errors. DMR and TMR use a voter task v (in orange)
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To recap: strategy dictates how fault tolerance is used for one epoch, e.g. s1 schedules ED
for τA. The scenario of Fig. 6.1 is explained by Fig. 6.2 as it steps through strategy states
s1 → s2 → s3 → s1 (detects error)→ s4. The state machine is build up out of circuits –
sequences of states that are made to handle one or more previously observed errors. Here,
two such circuits are shown: the base circuit which runs in a loop until an error is detected,
and one error circuit. Many error circuits can exist, each created for a particular environment
that captures the observed system state at the start of the circuit. The error circuit shown,
error-in-s1-circuit, is created for when there was one observed and one potential error in
τA. Observe how this environment can be read from the state machine: both paths into s1,
either from s3 or from s7, used NoFT preceded by DMR previously.

Many more circuits exist, and error circuits can jump to other error circuits, e.g. a further
error in s5 builds on top of the environment of the error circuit. Each circuit always closes by
returning to the initial strategy, s1 in the example. For task sets consisting of more than one
task, a strategy can prescribe different levels of fault-tolerance to different tasks, e.g. applying
TMR to some tasks while others receive no fault tolerance. This mixing can further boost
the schedulability rate by exploiting interleaving.

In this chapter we present a novel scheduling policy for such weakly-hard real-time applica-
tions named Circuit-based Strategy Switching (CiSS). A circuit is a predetermined sequence
of strategies, allowing reasoning about multiple iterations of the control system. When an
unmitigated error is detected at runtime, a different circuit is selected that is tailored to the
needs and tolerances of the application. Fault-tolerance is prescribed at the task level, allowing
combining different levels of fault-tolerance to different parts of the application. TMR is
used at critical moments to ensure any SEU is mitigated, DMR is used when only detection
is needed, and no fault-tolerance (NoFT) when the task need not be observed. CiSS is highly
analyzable and introduces modest runtime overhead by leveraging ahead-of-time construc-
tion. Resource constrained systems are catered to by an incremental construction algorithm
that prioritizes often-visited circuits over rarely visited ones. Such prioritization permits early
termination to minimize memory requirements of the target system. Furthermore, it offers
an effective tool unique to CiSS to navigate the vast space of all combinations of past failures.
By building traces for likely combinations prior to unlikely ones, the most valuable parts of
otherwise-intractable state spaces can be mastered, thus boosting the reliability of systems
that could not be supported conventionally.

Organization In Section 6.2, the task and fault model is introduced, and the concept of the
SSM is refined for the purposes of CiSS. We introduce a notation for circuits, as well as the
SSM construction algorithm in Section 6.3. Then, in Section 6.4, we evaluate the proposed
method. Related work is discussed in Section 6.5, followed by the conclusion and future
work in Section 6.6.
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base circuit: no errors detected

error-in-s1-circuit: mitigate & observe until effects expire

s1 s2 s3

s4 s5 s6 s7

start X X

X

X X X

X

7 7

77 7 7 7

Fig. 6.2: State machine prescribing fault-tolerance for just τA from Fig. 6.1. si = TMR, si =DMR
and si =NoFT applied to τA. Observations (result states) are shown as Xor 7.

6.2 Systemmodels

6.2.1 Task model

We assume the application is structured as a set Γ of weakly-hard real-time periodic tasks
τi. The kth job of task τi is referred to as τi,k, which is released in Epoch k (one job release
per epoch). We assume a global deadlineD, and a global period P such that P ≥ D (no
pipelining), and refer to a particular period as an epoch. Furthermore, we require the task
set to be offset bound. While a limited offset is allowed, all jobs τi,k−1 must have reached
completion when a new-epoch job τj,k is released ∀i, j. This restriction creates natural safe
points enabling reacting to observed errors.

We further assume that aWorst-Case Execution Time (WCET)Ci,k is available for each τi,k,
chosen such that the actual execution time never exceedsCi,k. Finally, we assume that each
weakly-hard real-time task τi has a (mi, ki) constraint, describing the number of successes
(mi) it requires across any window of ki consecutive epochs.

For the purpose of applying fault-tolerance, we assume the availability of three variants of
each task: a not fault tolerant (NoFT) version τNoFTi , an error-detecting version τEDi and
an EDaC version τEDaCi . We permit the implementation of these variants by replication
that have to be scheduled separately. For example, τED

i can be implemented by two replica
jobs τi,1 and τi,2 and a voter τv

i , with pred(τv
i ) = {τi,1, τi,2}, permitting redundancy in

space and time at the schedulers discretion, as shown in Fig. 6.1. The task level is not the
only level at which SIFT can be implemented, as discussed in Section 2.3. For example,
SWIFT [70] implements ED through duplicate instructions, a method that would boost the
WCET estimateCi for the task. As such, we also permit the implementation of ED/EDaC
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by changing the WCET estimateCi based on the chosen variant, denotated asCNoFT
i ,CED

i

andCEDaC
i .

We continue with the notion of a strategy from previous chapters as an input parameter to
a scheduler, dictating which variant of each job to use for one epoch. As our task set has
one global period and is offset bound, we can analyze the effects of scheduling under each
strategy independently. A strategy must be found to be schedulable ahead of time, either
using a sufficient schedulability test or by construction. In Section 6.4, we use a table-driven
scheduling policy and show schedulability by construction, but this is no requirement of
our method.

At runtime, the system applies a strategy to the task set prior to the start of the epoch. At the
end of the epoch, the observed outcome of each strategy is collected. This information is
used to, at the hand of the Strategy StateMachine (SSM), decide what strategy to apply next.
To that end, the SSMmust capture potential outcomes and suggest future strategies for that
purpose. The SSM is constructed ahead of time. It is a state machine consisting of strategy
states s ∈ S = {s1, . . . , s|S|}, and result states R = {r1, . . . , r|R|}. It is bipartite in
nature, and at runtime alternates between strategy states (that are applied) and result states
(that are observed). No wall clock time is spent in a result state, while a strategy is active for
exactly one epoch. A result reflects the system state after having considered the outcome of a
strategy, i.e. the success/fail status of each strategy.

D6.1 Definition Strategy StateMachine

SSM = 〈S ∪ R, δ, Σ ∪ ε〉 where

states: S ∪ R
transition function: δ : S × Σ → R

δ : R × {ε} → S
input alphabet:Σ ∪ ε

The transition function δ acting on the input alphabetΣ represents the environment acting
upon the system. Each token in Σ represents a combination of detected errors that are
encounterd by the system. Each token maps to a single result r ∈ R. When operating on
a result, there is only one valid input symbol ε. As such, a result always links to a single
successor strategy, capturing all decisions in the SSM.

To simplify the notation, we useX as symbol in the input alphabet that arises when no error
was observed (X ∈ Σ). We say that δ(si,X) yields the nominal result for si, i.e. the result
that is selected when no error was observed. For strategy si, we denote that result as ri

X, thus
δ(si,X) = ri

X. Note that there is no immediate counterpart toX ∈ Σ: the other symbols
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inΣ encode combinations of detected errors. For example, an error may have occurred in
τ2 and τ5, for which one singular symbol exists inΣ. We will not be referring to particular
combinations of errors, but one suggested notation could be to denote each element inΣ as
a subset of Γ of tasks that encountered errors, i.e.X = ∅ ∈ Σ, and {τ2, τ5} ∈ Σ.

6.2.2 Fault model

Just as strategy switching, our method provides resilience against SEUs, short-lived faults
affecting only a single processor. The resulting errormanifests itself by leaving data structures
in a potentially compromised state, while otherwise leaving the chip unaffected. We adopt
the fault model from Section 3.3. For any input token in Σ, the probability of observing
that token is known. That is, for each combination of tasks under ED/EDaC/NoFT, it is
known what the probability is of seeing that combination. Thus, P (rs|s) for any strategy s

and result rs of s can be computed. As the error probability of each task is considered to
be independent (per Section 2.1.2), we can compute this probability by considering each
task independently. Let the strategy s protect Γs = Γσ ∪ Γς . For any token σ ∈ Σ, some
subset of Γ has been observed to succeed (Γσ) while another subset has been observed to
fail (Γvarsigma). The probability P (σ|s) under strategy s is simply the product of each
task τi ∈ Γσ ∪ Γς to have reached that outcome, i.e.

∏
τ∈Γσ

P (detected success in τ |s) ·∏
τ∈Γς

P (detected failure in τ |s) = P (rs|s).

6.3 Proposed Method

6.3.1 Strategies in a circuit

When viewing a particular result r in isolation, it is not obvious how to determine for δ(r, ε)
what the best successor strategy is. For any δ(r, ε) = snext combination, information of two
epochs is known: the previous one encoded in result r, and the expected behavior of snext.
If the result reveals τi,k encountered an error, we could choose an snext that schedules the
reliable version τi,k+1 = τEDaCi . However, if ki > 2, incurring the expense of executing the
EDaC variant may not be necessary as more errors can be tolerated. Or, τi,k−1 encountered
an error which necessitates EDaC in snext, but this is not recorded in r as r only contains
information about τi,k.

While the result encodes the success/error status of each task in the task set, or the probability
thereof, it conveys nothing about preceding epochs. For that purpose, we introduce the
circuit φp. A circuit is a sequence of strategies built for a particular purpose (a particular set
of observed errors). After finishing this sequence, the effects of those observed errors are no
longer relevant, as such the circuit can be ‘‘closed’’ by looping back to the initial strategy.
When new errors are observed during the execution of a circuit, the runtime system may
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switch to a new circuit built for the new combination of errors. At its core, this circuit-
centric reasoning leverages the fact that errors are rare. Consequently, the case where no
additional errors occur (next step within the circuit) is much more likely and thus much
more interesting to investigate than the case where further errors are encountered.

As a result, a circuit is a sequence of strategies with two restrictions. First, as long as no error
has been detected, execution can continue along the circuit. That is, the nominal result ri

X

links to the next strategy within the circuit. Second, the circuit can exclusively be entered
at the first strategy of the circuit, with successor strategies in the circuit only reachable by
following the circuit from the first strategy. With these restrictions, the δ(r, ε) function now
has access to prior strategies and results within the same circuit.

D6.2 Definition Circuit notation φp

φp = 〈s1 . . . sn〉

is equal to
δ(s1,X) = r1

X

δ(r1
X, ε) = s2
... =

...
δ(si,X) = ri

X

δ(ri
X, ε) = si+1
... =

...
δ(sn,X) = rn

X

As a circuit is a sequence of strategies, it can be described perfectly fine using the mechanisms
of describing an SSMofDef. 6.1. However, doing so is rather cumbersome, as suchwe define
a shorthand notation for a sequence of strategies (i.e. a circuit) in Def. 6.2. The circuit is
followed as long as no new errors are detected, i.e. theX input token is provided. For example,
circuit φp = 〈sA sB〉 describes an SSMwhere δ(sA,X) = rA

X, and δ(rA
X, ε) = sB . That

is, when no error is observed in sA (X ∈ Σ), the system selects result rA
X, which maps to the

next strategy in the trace sB . Return from any circuit to the base circuit is implicit in the
notation of φp, i.e. there is a transition after sA through rB

X to the first strategy of the base
circuit.

Let us consider the task set Γex6.3 = {τA}with (mA, kA) = (1, 3), as used in Fig. 6.2. The
circuits shown in Fig. 6.1 can be denoted as shown in Example 6.3.
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E6.3 Example SSMex3 for Γex3

φ1 = 〈s1 s2 s3〉
φ2 = 〈s4 s5 s6 s7〉

To connect φ2 to φ1 via s1:

δ(s1, τA) = rτA
δ(rτA

, ε) = s4

We use φ1 to refer to the base circuit, and φi for i > 1 for all other circuits. In Example 6.3,
φ2 is the only error circuit, ready to handle an error in τA in Epoch 1. Further circuits are
omitted for brevity.

Many strategies in Example 6.3 naturally encode their history in the shape of the graph. For
example, in strategy s2 it is known that τA must have executed successfully in the previous
epoch, as otherwise circuit φ1 would have been chosen. Observe that since kmax = kA = 3,
we need no more than 3 epochs of history to have a complete picture. In fact, we need only
kmax − 1 = 2 epochs of history, as any decision will only take effect in the next epoch, thus
spanning kmax epochs. In Fig. 6.2, some strategies have 2 steps of non-divergent past before
them, i.e. s3, s5, s6 and s7. But not s1. That strategy has two incoming edges as it is the
start of the base trace, and thus s4 and s8 link to it. While s2 has only one incoming edge,
more than one epoch of history is necessary to properly understand the needs of τA and
τB . As such, an approach to merging histories is required. To solve this problem of merging
histories, we note that the history from two different paths need not be identical. Instead,
only equivalent history is required when merging. To facilitate reasoning about the history
to each strategy, we define the environment.

6.3.2 Environment

By ensuring that – when jumping to another circuit – the history is equivalent between all
entry points, we can obtain a complete picture of what happened in previous epochs for all
strategies. We capture this history in an environment ~e. Circuits are constructed for such
an environment, which is a set of events that were incurred in the recent past and must be
considered in scheduling decisions. There is a singular, looping base circuit constructed for
when no errors have been observed, and many error circuits that are constructed to react to
observed errors. In Example 6.3, φ1 is the base circuit, and φ2 is an error circuit. We will
always label the base circuit as φ1, while φp∀p > 1 are error circuits.

Any circuit tracks a naturally evolving environment, where each new Epoch (and thus
strategy) places the errors further in the past until they eventually expire. An error expires
once its origin is outside the ki window of the task in which the error occurred. After
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sufficient epochs without new errors, the environment returns to the default environment,
after which the circuit ends and transitions back to the base circuit.

D6.4 Definition Environment

Astrategy exists to service theneeds of the application for one epoch, i.e. optimize reliability
considering previous behavior. We capture the needs of the application at any epoch in
an environment ~ei, from which we derive strategy si. The environment~ei is a vector of
(potential) errors that must be considered for any of its results.

~ei = 〈f1 = (τa, k′
a, P (f1)) . . . fn = (τz, k′

z, P (fn))〉

where

fx = a Fault In Flight (FIF) – a suspected error in the past that still affects the system

τp = the task in which the FIF was encountered

k′
q = the expiry Epoch of the FIF

P (fx) = the probability that the underlying error occurred (Positive Predictive Value of
the SIFT scheme)

Def. 6.4 considers that FIFsmay be recorded evenwhen it is not known that an error occurred.
In fact, there need be no indication an error happened. Executing the NoFT variant of a
task provides no hint towards its success/failure status, however the probability of success
and thus failure is known in advance. As such, our method instantiates a FIF fx with a low
P (fx) when running the NoFT variant of a task. We call such a FIF an Potential FIF or
PFIF. ButP (fx) < 1 can also show upwhen ED or EDaC is used, to reflect that ED/EDaC
schemes are susceptible to false positives. For example, ED implemented with job replication
and a voter (2MR) will report an error as soon as the output of two replicas differs. It is
unlikely that in such cases both instances have failed, as we assume independence between
errors. By promoting one replica to be the primary replica, the voter can relay its output
even when no consensus is reached. For this implementation of ED, in approximately half
the cases where an error is flagged in reality no erroneous output was sent, leading to a
P (fx) ≈ 0.5. This is gambling voter behavior, and is identical gambling voter for 3MR of
Def. 3.3. Choosing a gambling voter over a non-gambling voter depends on the desirability
of potentially wrong results over guaranteed no results, which in turn depends on the domain
and the cost (consequences) associated with different outcomes. We assume the cost of no
result is identical to the cost of a wrong result, allowing us to choose a gambling voter for
both 2MR and 3MR.

The entire environment, including PFIFs, must be considered whenever jumping to another
circuit. This includes the return back to the base circuit at the nominal end of all circuits,
and includes tasks that experienced no errors. Our example task set, Γex6.3 = {τA} consists
of just a single task. When multiple tasks exist in the task set, the error circuit must cater
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and merge the environment of all tasks. As most tasks will not have encountered any errors,
they may be scheduled as in the base trace φ1 (barring schedulability). Consequently, it
makes sense to align the length of the error circuit to that of the base circuit, to ensure that
unaffected tasks can be handled in the same way as in the base trace. For a base circuit length
of 3, and an error circuit φ2 starting at epoch 2 (second strategy in φ1), its length should be
3 × k − 1with k ∈ N+.

Let us consider a different SSM for Γex6.3, now adhering to this rule. The length of φ is 3,
while |φ2| = 5. This SSM is shown in Example 6.5. To derive the environments, we assume
the following values for success/fail probabilities:

• when ED detects no error, the probability of an error is 0 (i.e. there are no true
negatives).

• when ED detects an error (e.g. no consensus through 2MR), its gambling voter may
still output a correct result. There are three ways 2MRmay detect an error: only the
primary replica failed, only the secondary replica failed, or both replicas failed. 2MR
cannot distinguish between these cases, however not all lead to an actual failure as
the result of the primary replica is used as output. Both replicas failing is unlikely,
as it requires two errors. As such, in almost half the cases, the primary replica will
have actually succeeded. For the purposes of the example, we set the posterior error
probability of ED (i.e. the probability of an error having actually occurred after ED
flagged an error) to 0.49.

• when NoFT is used, it can never detect an error. However, we assume that the
probability of an error is 0.1 (a PFIF).

E6.5 Example SSMex5 for Γex5

Epoch ~e of φ1 (2nd run) φ1 φ2 ~e of φ2

1 〈(τA, 2, 0.1)〉

2 〈(τA, 1, 0.1)〉
〈(τA, 1, 0.1)
(τA, 2, 0.49)〉

3 〈(τA, 3, 0.1)〉 〈(τA, 1, 0.49)〉
4 ~0
5 ~0
6 ~0

τA is protected by = EDaC, = ED, = unprotected

Start

s11

s12

s13

s14

s15

s16

s17

s18

sisisi
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Example 6.5 shows the base circuit φ1 and a second circuit φ2 that is triggered when τA is
observed to have failed in Epoch 1. The evolving environment is tracked for both circuits.
The shown environment is that after executing the strategy and obtaining a nominal result.
That is, the only place where an observed FIF can appear in the environment is at the start of
a circuit. Both circuits loop back to the base circuit at the end. This cyclic aspect of φ1 is
considered by showing both how the environment evolves if φ1 truly starts with an empty
environment, but also what happens in a second run of that circuit. φ1 runs a pattern of
ED-ED-NoFT in a loop, and with a kC of 3, the PFIF spawned by using no fault-tolerance
expires exactly at the next invocation of the strategy using NoFT. The ‘‘2nd run’’ environment
is the true environment that is seen when executing φ1 – that is, to construct the base circuit
its own cyclic nature must be considered.

Observe that the behavior of the SSM is such that the (rather lax) (m, k)-constraint of τA is
never violated, provided a circuit exists for the observed behavior. Circuit φ1 does not use
EDaC, as with its input environment there can be at most one error. Only when a second
error emerges, and a third error would cause the (mA, kA) constraint to be violated, is EDaC
finally used. This situation only exists in strategy s14.

Finally, notice that the merge points do not need to provide an identical environment. As
discussed, the base circuit φ1 must consider its own cyclical nature, and as such must accept
~e = 〈(τA, 3, 0.1)〉. As the final environment of φ2 is compatible with that, we can safely
make s18 transition back to s11 without increasing the rate of malfunction.

D6.6 Definition Subsumption of environments

We say environment~eB subsumes~eA if, for all FIFs fb in~eB , there exists a FIF fa in~eA,
that is for the same task, expires no later, and has an equal or lower probability, and no
other FIF f ′

b ∈ ~eB must also map to fa. A circuit that expects ~eA can thus safely be
executed from the context of~eB , as any FIF in~eB is handled by this circuit.

6.3.3 Method

Our method takes the intuition behind circuits and their construction, and provides a
rigorous method for creating them through the following steps:

1 The base circuit is constructed, with consideration for its own exit environment, as it
is cyclic.

2 For each strategy in the base circuit where a FIF can be detected (any strategywhich can
provide a result other than rX), add these results r combined with their environment
~er and with their expected rate of entry, to a queue of branch points.

* In a loop, until an exit condition is met:
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3 The branch point with the highest rate of entry (top of the queue) is popped.
If the environment has not been seen before, a circuit is constructed for its
environment. The new circuit must make all observed FIFs disappear (length
≥ ki for a FIF in τi), and realign with the base circuit. The result r of the
branch point is set to link to the first strategy of the circuit s, i.e. δ(r, ε) = s. If
that environment has been seen before, the result of this branch point instead is
configured to link to the existing circuit.

4 Branch points originating from this new circuit are enqueued.
5 Prune uses of ED in the SSM where no branch point is associated to the detected

outcome

The exit condition is met when either: (1) a sufficient number of circuits have been con-
structed, (2) the expected rate of ending up in an unexpanded branch point is lower than
some threshold, (3) the queue is empty.

Central to the method is the queue of branch points, which is a priority queue sorted by
entry rate. That is, this queue is automatically kept sorted (e.g. implemented as a heap) such
that the top of the queue is the branch point with the highest entry rate. This behavior
ensures that likely branch points are explored before less likely branch points. Exit condition
(2) hinges on careful tracking of the remaining unexplored entry rate, which is facilitated
through tracking the combined branch point entry rate of all branch points that have been
explored.

D6.7 Definition SSMDAG restriction

While the SSM is a graph, it must be constructed in such a way that it is cycle-free when
ignoring return transitions to the base circuit at the end of each circuit. There exists a
partial order ‘‘<’’ over all strategies, where the first strategy of the base circuit s1 is the
minimum over S . Any result r of strategy smay only link to δ(r, ε) = snext if snext = s1
(return to the base circuit) or s < snext.

The DAG restriction is easy to enforce in step 3© by not linking to existing circuits when
that would create a cycle. With the DAG restriction in place, the execution of any strategy
s implies that s1 (start of the base circuit) was executed some finite number of epochs
prior as one or more paths from s1 to s exist in the SSM. As all the branching probabilities
(probability of any result r) are known. As such, given that execution started in s1, the rate
of reaching s can be calculated. This is the expected entry rate.

D6.8 Definition Expected entry rate

The expected entry rate of any strategy s is the probability of visiting that strategy on any
path through the SSM starting at s1 (i.e. first strategy of the base trace) and ending up
again at s1.
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Another way to explain the expected entry rate is to view the SSM as a tree by removing all
return transitions at the end of circuits. When viewing the SSM as such, the expected entry
rate is the probability that a given strategy is visited on a single traversal of this tree. It should
be obvious fromDef. 6.8 that the expected entry rate of s1 is 1. The expected entry rate of
s2, assuming it is in the same trace φ1, is very close to 1. However, the expected entry rates
for error traces – in particular error traces of error traces – will rapidly converge towards 0.

The total combined probability of visiting any unexplored branch point must be tracked for
exit condition 2. We call this probability the exploration thunk rate (or thunk for short). The
thunk reflects the probability of ending up in an unexplored circuit given the current SSM.
The thunk rate starts at 1, as no circuit has been constructed initially, and for each circuit
that is explored it is decremented by the expected return rate to the base circuit. When the
thunk rate reaches 0, all reachable paths have been explored. However, execution can already
be terminated when the thunk comes sufficiently close to 0, significantly reducing compute
time without considerably degrading the effective fault rate.

Step 1 : Base circuit construction

We construct circuits using simulated annealing (SA) – an iterative optimization algorithm
thatmimics effects seen in coolingmetals. SAworks by iteratively selecting from a population
of candidate circuits the best one, as defined through a scoring function. The population of
the next iteration is derived from the best candidate in the previous iteration – each candidate
is amutation of the previous best candidate. The rate of mutation called heat is gradually
lowered, allowing progressively finer tweaks to the candidates.

SA selects strategies to be included in the circuit from a strategy pool, within which each
strategy is known to be schedulable. The strategy pool is constructed for an environment~e,
just like the circuit itself. For example, if task τA has 3 errors in~e, and an (m, k)-constraint
of (1, 3), τA cannot tolerate another error and must use EDaC. As such, the schedule pool
does not consider ED for τA, and instead only considers EDaC. Likewise, τB with no errors
in~e and an (m, k)-constraint of (1, 2) does not need EDaC, and thus the pool will only
consider ED for τB . As a strategy is a partial application of fault-tolerance, strategies offering
NoFT to τA may still be included. The pool could contain {s1 = {τNoFTA , τNoFTB }, s2 =
{τEDaCA , τNoFTB }, s3 = {τNoFTA , τEDB }}, for example because τEDaCA and τEDB together are
unschedulable due to a lack of resources. Note that other combinations, e.g. {τNoFTA , τEDaCB },
are omitted as τB does not need EDaC. Likewise, with three errors in~e, τA does not benefit
from ED and is similarly not considered.

SA requires a scoring function to select the best candidate circuit from the population, which
we implement by counting the number of (m, k)-violations that happen if every task under
NoFT and ED encounters an error. Special care is taken for the behavior of ED: as an error
under ED leads to a non-nominal result, the circuit is not continued at that point.
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Algorithm 2 Scoring a candidate circuit φc

Require: candidate φc, input environment~e
Ensure: violations, output environment~e
1: function score_circuit(φc,~e)
2: violations← 0
3: for all si ∈ φc do
4: for all τj ∈ Γ do
5: if protection(si, τj) = NoFT then
6: ~e← ~e + new error in τj

7: curr_errors← count_errors(τj ,~e)
8: violations← violations + max(0,curr_errors−kj −mj )

ki

9: else if protection(si, τj) = ED then
10: curr_errors← count_errors(τj ,~e) + 1
11: violations← violations + max(0,curr_errors−kj −mj )

ki

12: else if protection(si, τj) = EDaC then
13: continue .Assume no error on EDaC
14: end if
15: end for
16: remove_expired_errors(~e)
17: end for
18: return violations,~e
19: end function

Algorithm 2 shows the scoring function, which steps over all strategies of the circuit. Errors
are stored in an evolving environment,which is given as an inputparameter. The environment
is updated every time a new FIF is encountered that affects the rest of the circuit.

Tomake sure the base circuit respects its ownoutput environment, itmust showno violations
when provided with its own exit environment. We can run score_circuit twice: first on an
empty environment~e = ~0, and then on the output environment of the first call. The base
circuit is scored by the second call.

Step 2 , 4 : Branch point collection

All possible branch points are visited for any circuit after construction. A branch point is
any strategy which can produce a non-nominal result, thus leaving the circuit early. Non-
nominal results emerge when ED or EDaC is used. EDaC – while improbable – may still
fail to reach consensus between replicas and thus report an error. To limit the state space, we
do not consider results that arise when more than two errors emerge in the same epoch. For
each remaining result, we consider (i) the expected rate of reaching its associated strategy
from the base circuit, and (ii) the probability of picking this result from that strategy. The
product of these values gives the expected rate of branching, which is added to the global
queue. Elements in the queue are sorted on this expected branching rate.
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Step 3 : Circuit construction

Error circuit construction differs only from base circuit construction by the scoring function.
As the error circuit nominally returns to the base circuit, its output environment must be
compatible with the expected input environment of the base circuit per Definition 6.6. Any
violations, i.e. FIFs that cannot be mapped, are counted and added to the score.

Step 5 : Leaf optimization

By design, the SSM attempts to delay using expensive EDaC as long as possible, instead using
NoFT or ED to monitor a task. Only when it approaches the (m, k)-constraint is EDaC
used. As SSM construction stops suddenly due to meeting an exit condition, many strategies
may use ED on tasks to detect errors. That error detection is used under the assumption that,
by tracking the accumulation of errors, malfunction can be prevented by using EDaC when
the error count gets too high. However, a stop to SSM construction may mean that there are
many strategies using ED to branch to non-existent circuits. In the leaf optimization step,
strategies unnecessarily using ED are identified and modified to use NoFT instead of ED. If,
after the leaf optimization, an entire circuit only uses NoFT in all strategies and for all tasks,
that circuit itself can be removed. Leaf optimization does not change the reliability of the
SSM, but can dramatically lower the number of strategies.

6.3.4 Analyzability

As we do not bound the number of faults in our fault model, any real-time system running
may still experience (m, k) violations at a very low rate. The highly regular structure of
the SSM allows us to determine the expected number of (m, k)-violations analytically. To
do so, a steady state distribution ss is needed over the SSM, informing in which strategies
time is spent. The steady state distribution over the SSM defines for each strategy s ∈ S
the probability Pss(s) of finding the SSM in that strategy after an arbitrary large number of
epochs. Pss(r) is always 0, as no wall time is spent in any result state.

To obtain the steady state, we use the expected entry rate of the circuits. The expected entry
rateEentry[φ] for any circuit is known as it is used during construction. It is the probability
of reaching a given circuit when starting at the base circuit, before returning to the base
circuit again. It is 1 for the base circuit (Eentry[φ1] = 1) and≤ 1 for any other circuit. To
convert between the world of the SSM (where, for the purposes of the steady state, one
step is a Epoch of the system), and the world of circuits (where one step is the completion
of a circuit of arbitrary length), let us consider an abstraction over the SSM: the Circuit
State Machine (CiSM). In the CiSM, only circuits exist, and any step in the CiSM involves
selecting a new circuit. Transitions between circuits in the CiSM exist when a result r of
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the underlying circuit has a transition relation to the first strategy of another circuit. If
strategy sm

i in φm = 〈sm
1 . . . sm

i . . . 〉 has an associated result rm
j which links to φn, then

in the CiSM φm links to φn directly, with a rate of P (sm
1 → sm

i ) · P (rm
j |sm

i ). In words:
the probability of transitioning from φm to φn is that of reaching the strategy that does so
(P (sm

1 → sm
i )) times the probability of reaching a result that does so (P (rm

j |sm
i )).

Observe that the entry rateEentry[φ] still holds for any circuit in the CiSM. To turn the entry
rate into a steady-state probability, all that is needed is the probability that the base circuit
was entered a certain number of epochs ago. Consider some circuit φp that requires three
transitions to be reached from the base circuit φ1 (e.g. its environment contains three FIFs).
We must multiply the entry rate with the probability of Pss(φ1) three steps ago. Pss(φ1) is
invariant as it is a steady-state probability, as such it does not matter if it is sampled now, three
steps ago, or any other number of steps. Thus Pss(φp) = Eentry[φp] · Pss(φ1). P (φ1) can
be calculated easily due to the DAG restriction (Definition 6.7): from φ1, only a bounded
number of steps can be taken until φ1 is visited again. As such, by calculating the average
number of steps before returning to φ1, the frequency of visiting φ1 can be calculated:

Pss(φ1) = 1
E[path length in the CiSM] .

The CiSM steady-state cannot be immediately applied to the SSM, as the amount of time
(no. of epochs) spent in a circuit depends on the length of that circuit, and thus affects the
steady-state probability of finding it in that circuit. For any circuit φp, we can calculate the
expected length of that circuit. That is, letE[length φp] be the expected number of epochs
φp is executed for. This number is close to but not exactly the same as the number of strategies
in φp, as φp may be left earlier due to an error. Likewise, the probability of reaching any
strategy sp

i in the circuit from the circuit start sp
1 can be calculated as P (sp

1 → sp
i ), which is

the probability no branching occurs in that range of strategies. Then, the average length of
an SSM circuit can now be calculated from the CiSM steady-state: E[avg circuit length] =∑

φp
Pss(φp) · E[length φp]. Finally, the SSM steady state probability for any strategy sp

i of

any circuit φp = 〈sp
1 . . . sp

i . . . 〉 is Pss(sp
i ) = Pss(φp) · P (sp

1 → sp
i )

E[avg circuit length] .

The expected failure rate is the weighted average (weighted by the steady state) of the number
of expected failures in each epoch. A failure is a violation of the (m, k) constraint. For a
strategy si and a task τj , we calculate the expected number of (m, k) violations in si and its
kj − 1 succeeding epochs,E[failure|si, τj ]. As we consider ki epochs for each strategy, the
number of counted violations must be divided by ki to get the correct expected number of
violations.

Exploring up to kmax successor epochs, including visiting every branch, negatively impacts
tractability. We use graph coloring on the SSM. Graph coloring is a common technique
to find automorphisms inside graph structures. By finding such automorphisms, we can
speedup analysis. Any two automorphic strategies have the same history, and thus the same
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expected number of failures. While graph coloring is designed to find automorphisms, it
can be tweaked to only consider local neighborhoods of a depth of kmax − 1 nodes. As such,
two strategies will be considered ‘‘equivalent’’ if all their preceding relations up to kmax − 1
nodes matches.

Further speedups can be gained through memoization. Many combinations of probabilities
are shared across the graph, allowing memoization to significantly speed up visiting all
combinations within which failures can occur.

WithE[failure|si, τj ] calculated ∀si ∈ S, ∀τj ∈ Γ, the expected failure rate for the SSM
can be calculated by taking the weighted average using the steady state.

6.4 Evaluation

6.4.1 Setup

To evaluate our technique, we useDualModular Redundancy (DMR) and Triple Modular
Redundancy (TMR) at the task level to implement ED and EDaC. Task-level fault-tolerance
makes it easy to calculate the impact on energy consumption, reliability and schedulability.
Weuse a table-driven scheduling policy, prepared by a global non-preemptive greedy scheduler
based on Forward List Scheduling (FLS) [80].

As an evaluation platform, we consider a multicore system with 4 processors. 100 task sets
are generated using the Task Graphs For Free (TGFF)[25] utility. Each task set contains
between 2 and 15 tasks. Next, we set the lambda parameter of the error probability to
λ = 1

1000 (see Def. 3.1). We vary the (mi, ki) constraints of all tasks, to show the efficacy
of circuit-based strategy switching on a range of values. We consider resource-constrained
systems with constraint deadlines as targets for circuit-based strategy switching. As such, for
each generated task graph, we recorded its makespan under FLS with no fault-tolerance, and
set the deadline to 1.5 times that makespan. As we are using a non-preemptive scheduler
on a multi-core platform, the effective utilization still shows variance between the task sets,
as deadline equals makespan does not result in a utilization of 100% due to idle time in the
schedule.

All points for circuit-based strategy switching are collected for a thunk limit of 10−10, i.e. if
the thunk limit causes termination, the resulting SSM will have an entry rate of reaching
an environment for which no circuit was constructed that is equal to 10−10. We set the
maximum circuit count of 10, 000 and a timeout of 30 minutes. Termination will occur as
soon as any condition is met.
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(a) Fault rate vs utilization for (mi, ki) = (1, 2)
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(b) Fault rate vs utilization for (mi, ki) = (3, 4)
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(c) Fault rate vs utilization for (mi, ki) = (4, 6)

0.2 0.3 0.4 0.5 0.610−13

10−12

10−11

Utilization →

E
[fa
ilu
re
s]

/
ep
o
ch
(l
o
g
)

NoFT
Non-switching

Circuit-based

(d) Fault rate vs utilization for (mi, ki) = (5, 7)
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Fig. 6.3: Fault rate vs utilization various (mi, ki) values
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6.4.2 Discussion

In Fig. 6.3, we compare circuit-based strategy switching against no fault-tolerance (NoFT)
and anon-switching static applicationof fault-tolerance. The expected fault rate (measured in
expected number of (m, k)-violations per epoch) is plotted against the utilization of the task
set under NoFT. Strategy switching of Chapter 4 is also included for (mi, ki) = (1, 2).

Fig. 6.3a shows the prowess of non-switching fault-tolerance, and reveals an inverse relation-
ship between utilization and fault rate. A low utilization of the task set is required to be
able to schedule fault-tolerance. However, when the utilization drops below 1

3 , it performs
exceptionally well. This should come as no surprise, as our implementation of EDaC works
by replicating tasks three times. As such, as of U ≤ 1

3 , all tasks can be run under EDaC
all the time. Notice how strategy switching also found this solution, which is a result of it
exploring the entire state space of result-strategy pairs. Among those pairs, it will find the
strategy that protects all, and all results will link back to that strategy. Circuit-based strategy
switching, in contrast, delays the use of ED and EDaC as long as possible, as such cannot
make use of the low utilization to further boost reliability. However, when the utilization
increases, it performs similarly to and even outperforms strategy switching. As the utilization
creeps towards 1, the various fault-tolerance schemes converge as there are fewer resources
available for redundancy.

The behavior of the non-switching solution at low levels of base utilization is present for all
(m, k) constraints, manifesting in the ‘‘island’’ of points seen in the left bottom of Fig. 6.3a.
For readability, we have omitted the non-switching solution forU ≤ 1

3 in the Fig. 6.3b to
Fig. 6.3d.

When moving from (3, 4) to (5, 7) constraints of Fig. 6.3b to Fig. 6.3d, respectively, there is
little change. As the ratio betweenmi and ki is similar, the task set also behaves similarly. In
all cases, for utilization values just above 1

3 , our circuit-based technique manages to regularly
lower the effective failure rate below that possible with other techniques.

Fig. 6.4 shows the different causes for halting exploration. Termination due to time limit
(set at 30 minutes) was never observed. Two task sets manage to consistently fully explore
the state space of all circuits: these two are too resource constrained to even schedule ED. As
such, there are no branch points from the base circuit. The figure offers some insight into
the assumption that most circuits in big SSMs are hardly visited, and thus can be pruned: in
particular for smaller (mi, ki)-constraints, the thunk limit dominates a circuit limit. Only
when ki grows do more circuits become important. Even when the maximum circuit count
is the limiting constraint, the result in Fig. 6.3d shows performance is still good for certain
utilization ranges.

6.4 Evaluation 135



(1,2) (3,4) (4,6) (5,7)

0

50

100

#
ta
sk
se
ts

timeout

circuit count

thunk limit

completed

Fig. 6.4: Comparison of the CiSM construction termination reasons triggered for different (mi, ki)
constraints

6.5 Related work

Reghenzani et al. [68] explore the state of the art when using software fault-tolerance in real-
time systems. In particular, they also explore the weakly-hard real-time failure model [13].
The authors pose a set of future research questions based on the state of the art towards
resource-aware and energy-aware scheduling. Software-based fault-tolerance mechanisms
have been widely researched [49, 4, 30, 64], with techniques such as SWIFT-R [19] offering
compiler-initiated instruction replication. SWIFT-R incurs a 99% increase in execution time,
indicative of the trade-off between reliability and performance. SWIFT-R is an instruction-
level technique, and obtains reliability by replicating the instruction stream three times. With
frequent voting on the three streams, errors can be detected and mitigated early.

(m, k)-constraints have been used before to improve the reliability, even before the weakly-
hard real-timemodel. Ramanathan [66] observes that a modified control law of control tasks
makes some deadline misses possible, and captures those as (m, k)-firm deadlines. Their
technique is aimed at recovery from a permanently failed processor, where existing work
needs to be remapped to remaining fault-free processors. As this recovery may take time,
deadlines may be missed.

More recently, Xu et al. [93] took a more fine-grained approach to (m, k)-firm deadlines in
resource constraint scenarios. Control tasks are modified, including control law updates,
to allow selecting a common Epoch for all control tasks. The authors consider that many
(m, k) pairs may be safe, and propose a technique to analyze safe (m, k) pairs right in the
scheduler. An automaton is created that can accept patterns of hits and misses that do not
violate the safety constraints. This automaton is then used to create a common schedule
within which all tasks are satisfied.

Switching between schedules based on application demands is known asmode switching [67].
The term captures a much wider set of operations than what we use for the SSM in any
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incarnation of strategy switching. Mode switching can lead to a change in workload, such as
switches during an epoch, switches that change precedence relations, or switches that change
the task set. Instead, we limit the moments to the start and end of an epoch.

Using the natural fault-tolerance of weakly-hard real-time tasks has been addressed before.
First by Chen et al. [21], and later by other authors [39, 2, 54, 52]. Each of these works
improve reliability in the presence of transient faults by switching which tasks are executed
under EDaC.We discussed them at length in Section 2.6.

We presented techniques to improve the reliability of a system using the SSM before as
strategy switching [54, 52], as discussed in previous chapters. Strategy switching uses a
different construction algorithm, limiting it to (mi, ki) = (1, 2) and EDaC +NoFT (no
ED). Recall that for any ki, ki − 1 previous epochs of history must be available when
considering the successor snext of a result r (δ(r, ε) = snext), as the predicted behavior of
snext itself also covers one epoch. As such, for a (1, 2)-constraint, only what happened in the
previous Epoch is important when choosing the next strategy which is fully contained in the
result r. As there is no need to recall what strategy was executed prior to the current one,
strategies can be unique. That is, there is no need to have more than one strategy in the SSM
that shares the same prescription of fault-tolerance.

The construction technique of strategy switching enumerates all possible strategies, and
then assigns their results. Each result is visited, and connected (linked) to the best strategy
given what happend in the previous epoch. The resulting SSM is highly irregular, requiring
expressing and solving the SSM as a DTMC to enable steady-state analysis.

The capturing of scheduling decisions ahead-of-time in a graph is attractive as it aids in
analyzability. Nasri et al. [60] propose a sufficient schedulability test for non-preemptive
job sets on multi-core platforms using a schedule abstraction graph (SAG). Release time jitter
and execution time variation lead to uncertainty and thus a vast amount of different states
the scheduling policy may find itself in. By representing scheduling decisions as edges in the
SAG and the system states as nodes, their method can effectively navigate large state spaces
and provide tight worst-case response time bounds.

Gohari et al. [29] found the SAG to be suitable for fault-tolerance scheduling. While the
arrival of errors is not known, the moments of detection and thus response are discrete, al-
lowing their capture in a graph. Their SAG-based response-time analysis technique supports
conditionally-enabled restart blocks to provide immediate mitigation.

6.6 Conclusion

We have proposed and evaluated a new method for enhancing the reliability of resource-
constrained weakly-hard real-time applications. Our CiSS method builds further on the
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foundations laid in Chapter 4 and in Chapter 5 with two major extensions: (i) CiSS in-
troduces support for expanded weakly-hard constraints beyond (mi, ki) > (1, 2), and
(ii) CiSS introduces an effective approach for managing the massive state space of all possible
environments by prioritizing and ignoring irrelevant environments.

Our method is to selectively apply either ED, EDaC or even NoFT to subsets of the applica-
tion. As such, we are able to leverageweakly-hard (mi, ki)-constraints andmake better use of
scarce computing resources. EDaC is withheld as long as possible to improve schedulability
of the runtime system. Instead, tasks are observed using Error Detection (ED). Tasks that
can tolerate more than one error (mi + 2 ≤ ki) do not even need to be observed all the time,
and instead can at moments be run with NoFT.

Our method targets multi-core systems and is able to cater to tasks with (mi, ki) > (1, 2)
constraints. At the heart of the method is a new strategy state machine (SSM) construction
technique. The SSM captures all scheduling decisions ahead-of-time, and deals with making
accurate choices for errors that were observed some epochs ago, but are still relevant due to a
high ki value. By creating sequences of strategies called circuits that are active for multiple
epochs, our method is able to accurately track such errors. A strategy is a mapping of either
a fault-tolerance technique (EDaC/ED) or none (NoFT) to each task in the task set. With
that, a strategy realizes a partial application to the task set that is asserted to be schedulable
ahead-of-time.

The state space of all possible combinations of past errors in ki epochs, for all tasks, is huge.
However, we observe that the vast majority of combinations of errors are unlikely to the
point of insignificance. As such, our construction technique covers the most likely situations
first and addresses them with a circuit. After processing the effects of an error, each circuit
eventually returns to the base circuit. The base circuit is active when no errors have been
observed that can still affect the system. By returning to this common point, we further
ensure that some circuits are visited at high frequency, while the vast majority is not and thus
needs not be constructed. Our constructionmethod builds the SSM incrementally, and thus
can be stopped at any point, e.g. because of a time limit, a circuit limit, or because of the
expected rate of visiting an unconstructed circuit at runtime are sufficiently low. The choice
of termination criteria is chosen by the application designer, and as such can be chosen to
best fit the requirements of the application.

Wehave evaluated our circuit-based SSMconstruction technique at the handof 100 automati-
cally generated task sets on a 4-core system, and a range of utilization and (mi, ki)-constraints.
For resource-constrained systems with a utilization between [ 1

3 , 1
2 ], our proposed solution

regularly outperforms a static application of fault tolerance. The exact gain of circuit-based
strategy switching depends on the application, but our analytical evaluation technique allows
application developers to assert the efficacy ahead-of-time. We have shown that our method
is competitive with strategy switching [54]. We have also shown that our method continues
to offer some improvement for different (mi, ki) constraints. Finally, we have validated our
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assumption that most circuits are rarely visited at runtime by evaluating circuit-based SSMs
of different sizes.
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7.1 Introduction

Mission-critical cyber-physical systems are ubiquitous, and their correct functioning is of
paramount importance for our modern societies. We must consider failing hardware as
a reality, and even a single transient fault can easily have disastrous effects on the correct
behavior of a complex software system.

In this thesis thus far, we have considered overconstrained systemswhere (i) the softwaremust
not fail; (ii) all deadlines must be met; (iii) but hardware can fail, and (iv) (optionally) energy
use is constrained. Meeting all these constraints is not possible as discussed in Section 3.2.2, as
the universe can always provide more hardware faults to make even the most overprovisioned
systems unable to meet their timing obligations. Instead, we have viewed these constraints
through the lens of a risk-based approach that is common in international safety standards
as discussed in Section 2.1. Through a risk-based lens, the overconstrained situation is lifted
by permitting some level of failure and malfunction, instead aiming to quantify, manage and
reduce that risk. In this chapter, we flip the script and instead bend another constraint: that
deadlines must be met. That is, we will not permit any failure, regardless of howmany SEUs
are experienced. Without hard temporal constraints, we in effect gain access to unlimited
computing resources to mitigate any number of SEUs, thus achieving 100% reliability at
the cost of potentially indefinitely delayed results. This need not mean the system is not a
real-time system: timeliness may still be of high importance, with a cost associated to late
results. However, the domain may associate an even higher costs with wrong results, thus
requiring a solution that chooses indefinite delay over wrong results.

Various failure detection and mitigation schemes have been proposed over time [42, 62, 70,
19, 4, 82], e.g. checkpoint-restart or double/triple modular redundancy [6]. As discussed in
Section 2.3, to provide SIFT for the general case, computationmust be duplicated in one way
or another. There are many ways, however, to realize such duplication, e.g. it can be done
in time or in space using parallel hardware, or in combinations thereof. As computation is
duplicated, such schemes rely on redundancy. Redundancy can be implemented at different
levels of granularity with different intervals between a SEU and its detection. Choosing the
right granularity is a trade-off: finer granularity levels can offer near-instantaneous detection
of SEUs, but at the cost of frequent synchronization and reduced utilization of hardware
parallelism. Coarser granularity levels may allow larger logical parts of the program or
even the entire program to run undisturbed. As the frequency of synchronization reduces,
replication in space becomes more attractive as the additional overhead to synchronize cores
is amortized.

We evaluate two such granularity levels: instruction-level redundancy and task-level redun-
dancy. Instruction-level redundancy implements frequent checking by duplicating instruc-
tions, which allow for the near-instantaneous detection of SEUs. We propose the use of
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task-level redundancy applied to real-time tasks with precedence constraints, usingDual
Modular Spatial Redundancy (DMSR) and Checkpoint-Restart (CR).

An example of an instruction-level implementation is blue/green separation by Hansen
et al. [34]. Blue/green separation is a redundancy technique based on making a program
fault-tolerant with respect to data-flow. All critical values are computed by two independent
threads, and critical actions are only performed if both threads are in agreement. The threads
are interwoven into a single instruction stream. A program instrumented with blue/green
separation can detect SEUs practically instantaneously, at the cost of increasing the worst-
case execution time of the task. While Hansen et al. do not explicitly state the overhead of
blue/green separation, we conservatively estimate that the two interwoven threads double the
Worst-Case Execution Time (WCET) of the task or program. This estimate is conservative,
because besides duplicating all computation, the approach byHansen et al. requires frequent
comparison between the blue/green threads. As such, it is likely that the overhead is greater
than 2x. This gives blue/green separation characteristics similar to DMR or ratherDual
Modular Temporal Redundancy (DMTR), where a task is run twice in sequence. However,
blue/green separation is capable of detecting a fault immediately, whereas DMTR can only
reach that conclusion after both versions have finished.

One of the challenges of writing robust software for potentially failing hardware from a
software engineering point of view is that functional code and extra-functional code geared
at system robustness are often intertwined hence error-prone and costly in both development
and maintenance. We leverage the TeamPlay coordination language[73] that aims at 100%
separation of concerns between (sequential) functional code encapsulated in so-called tasks
on the one hand and their orderly interaction on the other hand. TeamPlay was discussed in
Section 2.7. TeamPlay tasks (‘‘components’’ in TeamPlay vernacular) are free of side-effects,
capturing the entirety of the effect of a task in its output tokens. In this chapter, we assume
the DAG of tasks has a single period and deadline. We capitalize on the stringent software
architecture of TeamPlay tasks by introducing robustness techniques orthogonal to the
functional user code. Utilizing our coordination language, we propose a new redundancy
scheme against SEUs: DMSR+Checkpoint Restart (CR) at the real-time task level for DAGs
of tasks. At the task level, SEUs can be detected by running the tasks under DMSR. Under
DMSR, every task runs twice, and the output is compared. Errors are mitigated using CR,
which is repeated until a consensus is reached.

In this chapter, we focus on online real-time scheduling while dealing with SEUs on Sym-
metric Multiprocessor (SMP) platforms. Such platforms are composed of multiple identical
processing units (processors). Mitigation is always implemented by restarting the task, also
for instruction-level redundancy. As such, our SEUmitigation implementation does not
rely on majority voting, and will not end up in a situation where a majority does not exist.

To effectively gather quantitative data about the timing behavior of long-running applications
in the presence of SEUs, we use the UPPAALmodel checking tool [11]. We compare whole-
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DAG timing behavior of the task level and the instruction level on a variety of real-timeDAG
programs. UPPAAL is a tool for modeling, validating and verifying real-time systems, and
has found use in the real-time systems community [81] before. The tool can verify properties
or give counterexamples, e.g. prove that a deadline will always be met. As the number of
SEUs is not bound, we use UPPAAL in StochasticModel Checking (SMC)mode [18], which
can provide quantitative data of models with an unbounded state space. We use UPPAAL
SMC to model the timing and fault behavior of each task at two granularity levels: the task
level, and the instruction level. While Hansen et al. [34] also use UPPAAL (SMC and non-
SMC) to validate the correctness of their instruction-level redundancy scheme, we instead
use UPPAAL SMC to gain insight into the effect of SEUmitigations on the program as a
whole.

We use benchmarks from the STR2RTS benchmark suite [76] to evaluate the two levels
of redundancy against SEUs. STR2RTS is a conversion of the StreamIT [84] streaming
benchmark suite adapted to fulfill real-time requirements.

Contribution. We introduce a new redundancy scheme against SEUs targeted at real-time
task DAGs. We leverage the existing coordination language TeamPlay to do so, capitalizing
on the stringent requirements it sets on tasks. Our new redundancy scheme operates at the
task level, and is implemented by using DMSR and CR.We compare an existing instruction-
level redundancy scheme against our task-level redundancy scheme by evaluating the timing
behavior of both using UPPAAL.

Organization. The remainder of the chapter is organized as follows: In Section 7.2 we
discuss related work. In Section 7.3 we explain our task and fault model and howwemitigate
SEUs. We detail how we simulate the task DAG as well as how we model the hardware
and scheduler using UPPAAL in Section 7.4. We experimentally evaluate our approach in
Section 7.5. Finally, in Section 7.6 we draw conclusions and sketch out potential directions
of future work.

7.2 Related work

We are not the first to propose the use of task-level granularity against faults. Wang et al. [89]
uses the task-level to mitigate permanent faults disabling a single processing unit. In their
work, they assume permanent faults can be detected instantaneously, and can be masked by
replication of the task on another processing unit. They assume a task model where tasks can
be rejected, excluding the task from the schedule. Furthermore, their task model assumes it
is often favorable to ensure non-rejected tasks produce results without faults, rather than
reject fewer tasks. We find this model unrealistic, as it requires a real-time task set where tasks
can be ignored. As such, we assume a different task model where no tasks can be rejected.
Instead the application designer attempts to find the best redundancy level against SEUs.
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Asghari et al. [4] proposes transient fault tolerance through an OS task level redundancy
approach. In their work, they use Triple TimeModular Redundancy (TTMR). Each task is
executed twice in sequence. Then, a special Manager Task compares the output of the two
executions. If the output does not match, a third copy of the task is launched. Finally, a
majority voter is used to mitigate the effect of a SEU. If there is no consensus, the system
reports itself to be faulted. We note that their definition of a task differs from ours: we
consider tasks at the OS level to be equal to programs. Rather, the TeamPlay language
programs are constructed from a DAG of tasks.

Mosse et al. [59] uses a variety of algorithms to allocate slack time in a schedule. This slack
time can then be used to recover from a SEU or other type of transient fault. Their task
model refers to tasks as threads, and assumes a total ordering of tasks. Furthermore, they
assume the number of faults has an upper bound ∆f , and that each task has a bounded
recovery time. While we also use slack time in the schedule to mitigate the effects of SEUs,
we do not bound the number of faults. Instead, we look at the likelihood of each possible
whole-DAGWorst-Case Response Time (WCRT) in the presence of SEUs. Furthermore, we
do not impose a total ordering between the tasks, as it removes all exploitable parallelism
from the program.

We used UPPAAL in Chapter 4 for the purposes of estimating reliability through Stochastic
Model Checking (SMC). We leverage UPPAAL again, now for the purpose of estimating
WCRT.UPPAAL is commonlyused toperformverification real-time systems [11]. UPPAAL
has also been used for the modeling of scheduling problems [15]. It has even been used to
construct a library with which a range of timing analyses can be performed on real-time
applications [81]. The RTLib of Shan et al. [81] in particular allows for the modeling of
a wide variety of task models and schedulers. Furthermore, the RTLib is designed to be
extensible, providing multiple extensions which can be composed to add new functionality.
However, the RTLib of Shan et al. [81] does not allow for modeling SEUs – their framework
is limited to proving if something can happen, not what the associated fault rate is. The
aforementioned SMCmode of UPPAAL [18] can estimate the probability of expression
values statistically. This mode has been used for estimating the transmission reliability of
Time-Sensitive Networks (TSN) under SEUs [6]. To the best of our knowledge, no work
exists that has applied UPPAAL SMC to online fault-tolerant DAG of tasks scheduling in
the presence of SEUs.
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7.3 Fault and Task Model

7.3.1 Task Model and Scheduling

The program is structured as a singular DAG of tasks. The program consists of a set of tasks
τ and a successor relation δ.

Program = (τ, δ)
τ = {τ1...τn}
δ : τ → P(τ)

The DAG of tasks has a single, constrained deadline deadline D ≤ period T , allowing
us to consider each execution of the DAG in isolation (no pipelining). LetR be the whole-
DAGWorst-Case Response Time (WCRT), and letRfault-free be the WCRT in the absence of
faults.

For each task τi ∈ τ , a WCET value Ci is assumed to be available, determined by an
external tool (e.g. measured or obtained a static analysis tool). The Ci value is used in
our online scheduling algorithm. Our scheduler implements a global, task-migrating and
non-preemptive scheduling algorithm based on Global Earliest Deadline First (G-EDF).
Our G-EDF implementation is modified for DAG scheduling by assigning a deadline based
on the length of the critical path from the task, as proposed by Qamhieh et al. [65]. For all
tasks τi without successor, the deadlineDi is set to the global deadlineD, i.e.Di = D. For
all other tasks τi, the deadlineDi is set to the earliest deadline of its successors, minus the
WCET of that successor. Di = minτj∈δ(τi)(Dj − Cj), where δ(τi) is the set of immediate
successor tasks of task τi. Finally, our G-EDF algorithm includes the WCET valueCi in the
sorting of tasks. LetQ be the task queue with pending tasks. Then, the next task selected
by our G-EDF algorithm isminτi∈Q(Di − Ci). In case this minimum is not unique, our
G-EDF scheduling algorithm prioritizes tasks with a lower task id i of task τi. This ensures
that all scheduling decisions are fully reproducible, and removes non-determinism from the
scheduling process itself.

In order to execute tasks multiple times, we assume all tasks to be stateless and free of side-
effects. Finally, we also require all tasks to produce output data to enable DMSR comparison,
even when there are no successor tasks.

7.3.2 Fault Model

We use the fault model of Section 3.3.
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7.3.3 Task-level Fault Detection

We implement task-level redundancy against SEUs bymeans ofDMSR [63] by spawning two
copies for every task on separate processors. If the content of the output data does not match,
one or both jobs experienced a SEUwhile running. SEUs may also impact tasks in such a
way that they never terminate. As such, tasks exceeding their WCET are also considered
faulty and are terminated by a watchdog timer. As such, the use of DMSR itself does not
impact theWCRT of the task, in the asbence of SEUs requiring restarts. In this work, we
consider the DMSR comparator to be fault-free.

7.3.4 Fault Mitigation

To recover from a fault, we always use Checkpoint-Restart, regardless of the fault detection
level. The input data of a task is always checkpointed and kept for the duration of the task.
If a fault is detected, the produced data are discarded and the two jobs are started again using
the original input tokens.

7.4 UPPAAL SMCModel

The taskDAG is converted by our coordination language compiler toUPPAALSMCmodels.
The coordination language treats tasks as black boxes, hence we cannot convert the code of
the task to an UPPAALmodel. Instead, each task is modeled by a state machine simulating
the timing and fault behavior of the task that it represents. To compare task-level redundancy
with instruction-level redundancy, the coordination compiler is extended to generate separate
UPPAALmodels for both cases. Finally, we implement our modified G-EDF scheduler for
DAG scheduling in the UPPAAL language, controlling transitions in the task automaton
based on its position in the scheduler queue.

7.4.1 Redundancy Level Modeling

To abstract the reasoning about spatial DMR, we introduce the instrumented task τi. The
instrumented task is a modified version of the task τi, implementing the redundancy against
SEUs mechanism under test. The task model only has to be representative of the timing and
fault behavior of a given task. To simplify themodel and speed up verification, we implement
the timing behavior of τi into the task automaton directly.

For the task-level redundancy model, the instrumented task τi can detect that a SEU has
occurred by running τi on two processors simultaneously (DMSR). τi compares the output
tokens of both executions. The pair of tasks running under DMSR is represented by a single
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task process in UPPAAL. Furthermore, for the task-level redundancy model, we only model
half the processors, as each task utilizes two processors.

Similarly, for the instruction-level redundancymodel, the instrumented task τi is constructed
from user-provided task τi by applying blue/green separation. Blue/green separation makes
fault detection instantaneous, at the cost of doubling the WCET as motivated earlier (Ci =
2Ci). We also implement this behavior into the task automaton directly.

7.4.2 Representation Overview

Our method represents the DAG of tasks, the scheduler and the hardware as a composition
of four UPPAAL templates:

• a singleton scheduler;
• for each instrumented task τi, an instance of the task template;
• for each processor πf , an instance of the processor template;
• for each dependency between two tasks, an instance of the edge template.

Each template is instantiated to create a process. All processes are composed to create the
system. Within the system, each process transition is independent of other processes, unless
a synchronization occurs. When multiple processes perform a synchronized transition, all
involved processes take the transition together. Synchronization in UPPAAL is asymmetric:
one process sends the synchronization on a channel, while zero or more processes receive the
broadcast synchronization from that same channel. One-to-one (non-broadcast) synchro-
nization also exist, but it is not supported by UPPAAL in SMCmode and as such not used
in our processes.

For brevity, we only show the instruction-level andprogram-level variants of thetaskprocess
templates in this chapter.

7.4.3 UPPAAL Task Process Template

We show the two variants of the task process templates in Figure 7.1. Both templates are
parameterized with the task id i and the WCET estimateCi of the task that it represents. In
the case of instruction-level redundancy, the providedCi value is double that of the provided
Ci value to TeamPlay.

Tasks start out in the UnmetDependencies location until all of their dependencies have
been met. Then, they transition to the Ready location where they are available to be picked
up by the scheduler and assigned to a processor to start running in the Running location.
After some time, the task either finishes or transitions to a faulty location during execution
(RunningWFault or DetectedFault), moving it back to the Unscheduled location for
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another try. Faults are immediately processed by the instruction-level redundancy case, while
the task-level redundancy case has to wait until the task finishes.

This procedure sheds light on how faults are modeled: a SEU is triggered by the processor
model after which the task running on that processor (if any)moves to the RunningWFault
or DetectedFault location by synchronizing on a channel. The processormodel (not
shown for brevity) signals the task_transient_fault[i] channel, prompting the task
τi to transition to the RunningWFault location.

Task execution is represented as a timed automaton, where the state is composed of not just
discrete variables but also of continuous (clock) variables. In the case of the task process, this
is the clock variable t for time. The clock t is set to 0 when transitioning to the Running
location. The transitions out of the Running or RunningWFault location are guarded:
t ≥ Ci, enabling the transition only when the task has been running for its WCET estimate.
A location invariant on the two running locations of t ≤ Ci prevents lingering in the
running locations past the tasks WCET estimate.

7.5 Evaluation

7.5.1 Benchmarks

We evaluate task-level redundancy against SEUs and instruction-level redundancy against
SEUs using benchmarks from STR2RTS [76]. An overview of the used benchmarks is
shown in Table 7.1.

We simulate a platform with 8 processors, offering a good compromise between hardware-
level parallelism without being limited to specialty (many-core) hardware. Furthermore, we
set the rate of transient faults for each processor to λ = 10−3/hour/processor , which
is the highest permissible fault rate per RTCA/DO-178C for faults that have only minor
criticality level [48]. Hiemstra et al. [36] found an upset rate of 0.727 · 10−3/hour in the
space environment, closely matching this value.

7.5.2 Results: Audiobeam

Audiobeam is a simple fork-join DAG with 20 tasks. Figure 7.2 shows the results of the
Audiobeam test under both task-level redundancy and instruction-level redundancy. In both
Figures, the fault-free response timeRfault-free is the most frequent response time visible in
the top left. Rfault-free = 3591s andRfault-free = 6502s for instruction-level and task-level
redundancy respectively.
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Unscheduled

Ready

Running, t <= Ci
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(a) Task-level redundancy: the task continues to run in an erroneous state (‘‘RunningWFault’’) after experiencing
a transient fault, as faults are not immediately detected.

start UnmetDependencies

Unscheduled

Ready

Running, t <= Ci

C DetectedFault

Finished

open_deps[i] == 0
any_dep_satisfied?

queue_peek() == i

start?
t = 0

t >= Ci
task_finished[i]!task_transient_fault[i]?

task_finished_err[i]!

(b) Instruction-level redundancy: when a fault is detected, it cannot linger in the ‘‘DetectedFault’’ as this state
is marked as committed (C). The state machine immediately transitions to the Unscheduled state.

Fig. 7.1: UPPAAL task models

150 Chapter 7 • Timing behavior of checkpoint-restart



Table 7.1: Overview of used STR2RTS benchmarks

Name Description # Tasks

802.11a 802.11a wireless LAN protocol transmitter 116
802.11a HSDF 802.11a wireless LAN protocol transmitter, homogenized 4753
Audiobeam Real-time beamforming on a microphone input array 20
BeamFormer Multi-channel beam former 56
BitonicSort High performance bitonic sorting network 122
CFARtest Constant False Alarm Rate (CFAR) Detection Benchmark 4
ComplexFIR FIR filter with complex data types 3
DES DES encryption algorithm 423
FFT2 Fast Fourier Transform kernel 26
FilterBankNew Filter bank for multirate signal processing 53
FIRBank Bank of FIR filters from PCA kernel apps 340
FIRcoarse Bank of FIR filters from PCA kernel apps 3
FIR Fine-grained finite impulse response kernel 132
MatrixMultBlock Generates series of matrices, and multiplies them 23
Serpent Implements the Serpent encryption algorithm 234

Observe how the task-level redundancy case selects between 7 discrete response times, while
the instruction-level redundancy case shows a wide spread of possible response times. The
task-level case only detects faults when the task completes, and as such treats all SEUs experi-
enced by a task execution the same. This behavior causing limited variability in the response
time.

The worst-case response time recorded in both graphs is significantly better for the task-level
case. There is insufficient parallelism in the DAG to properly utilize 8 processors. As such, a
redundancy approach that can utilize these idle processors is likely to outperform one that
cannot.

Total active processing time for both levels is similar, as both redundancy levels execute
all work twice. The total active processing time only varies when faults are detected: as
instruction-level redundancy is able to detect a fault immediately, it spends less active pro-
cessing time when experiencing faults. However, in the task-level redundancy case, a second
fault experienced during the execution of a task that already experienced a fault will not
impact the number of restarts. Combining the two, we expect a near-identical expected value
for the number of restarts. The total number of experienced faults is 2972 (task-level) and
2980 (instruction-level). The close proximity of these two values gives us confidence in the
correctness of both models.
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Fig. 7.2: UPPAAL results for 106 SMC simulations of Audiobeam. Makespan histogram bin width
is 100s.

7.5.3 Results: 802.11a

Next we consider the 802.11a benchmark in Figure 7.3. The longer response time shifts the
number of SEUs experienced during a single execution of the DAG. The effect of task-level
redundancy on the whole-DAG response time becomes much more continuous. However,
even in a DAG application with more exploitable parallelism, the reduced impact of task-
level redundancy on theWCRT stays present. The number of SEUs matches closely: the
instruction-level redundancy case experiences one outlier execution with four SEUs (out of
106 simulations), while the task-level redundancy case does not. We expect that more such
outlier cases (> 3 SEUs) can be found when increasing the number of simulations.
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Fig. 7.3: UPPAAL results for 106 SMC simulations of 802.11a SDF.Makespan histogram bin width
is 1, 000s.
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Fig. 7.4: UPPAAL results for 6 · 103 SMC simulations of 802.11a HSDF. Makespan histogram bin
width is 100, 000s.
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Note that as task-level redundancy will not detect faults instantaneously, it is liable to experi-
ence a second SEU during the remaining execution of an already-faulted task. While such an
SEUwill not impact the number of restarts, it will affect the number of SEUs experienced.

To evaluate the effects of SEUs on large DAG applications, we also evaluated 802.11a HSDF.
This benchmark has a fault-free response timeRfault-free = 3391910 seconds, or 39 1

4 days
on our simulated 8-processor platform. As a result of the size of the DAG, we were only able
to execute 6 · 103 simulations. The UPPAAL SMC simulation process is single threaded,
and each run of 103 simulations took 55 hours with a 20GB heap on an Intel Xeon Silver
4114-based server.

Note that characteristics identical to those of a DAGwith a response time of 39 1
4 days can

be found by increasing the fault rate. For example, if the fault rate were to increase from
λ = 10−3 to λ = 10−1, it would show identical characteristics for a DAGwith a fault-free
response time of about 9 hours.

The results are shown in Figure 7.4. Due to the low number of runs, the number of SEUs
is more erratic. Observe that, due to the high response time, this DAG is more likely to
experience some faults than zero faults. Furthermore, an interesting reverse in trend is
observed: the gap inWCRTbetween instruction-level redundancy and task-level redundancy
has narrowed significantly, and even seems to have reversed.

Figure 7.5 sheds more light on this phenomenon. The response time is scaled such that the
fault-free response time equal to 1. We then consider a range of deadlines from 1 to 10 times
the fault-free makespan, i.e.D ∈ [1 · Rfault-free, 10 · Rfault-free]. As theRfault-free of task-level
redundancy is not the same as the Rfault-free of instruction-level redundancy, we scale the
response time such that the minimum of the two values is 1. For each deadline, we show
what factor of the simulated runs can meet that deadline. This gives clear indication that
there are situations where instruction-level redundancy yields better worst-case whole-DAG
response times.

We explain this phenomenon by the high level of parallelism in the 802.11a HSDF DAG.
This limits the advantage of task-level redundancy, as both redundancy levels can utilize all
processors. Furthermore, the high response time of the benchmark makes it more likely to
encounter a SEU. The average number of SEUs experienced by instruction-level redundancy
is 4.824, while the average of number of SEUs for task-level is 6.766. Such high numbers
mean the time saved by instruction-level instantaneous SEUdetection allows it to outperform
task-level redundancy in certain cases.

The considerable discrepancy between the two fault counts can be explained by the detection
behavior of SEUs. The ability to experience a second SEU during execution of an already
faulted task allows task-level redundancy to obtain a higher average number of faults. This
effect is exacerbated by the high average number of SEUs at both redundancy levels. As any
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Fig. 7.5: Deadline miss ratio across a range of deadlines for 802.11a HSDF
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Fig. 7.6: Aggregated results for all STR2RTS benchmarks

DAG execution typically experiences a few SEUs, it becomes more likely for tasks executing
with task-level redundancy to also experience a second SEU.

7.5.4 Results: STR2RTS

For brevity, we aggregate the entirety of the STR2RTS benchmark suite. Figure 7.6 shows
an aggregation of all benchmarks. Each benchmark has its response time scaled to make
the minimum fault-free response time of that benchmark equal to 1, similar to Figure 7.5.
All benchmarks have 106 DAG executions worth of simulation results available, except
802.11a HSDF. The 802.11a HSDF benchmark has 6 · 103 simulated executions available.
Each STR2RTS benchmark is weighted equally, even if it has fewer simulated executions
available.

Figure 7.6 shows that, for the benchmarks evaluated, task-level redundancy provides the
most favorable outcome.

Task-level redundancy offers considerably lower deadline miss ratio for applications with a
D ≤ 2 · Rfault-free. However, even atD = 2 · Rfault-free, the deadline miss ratio is only 0.051.
Our definition of deadline miss ratio determines not the fraction of DAGs which are never
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schedulable (always miss their deadlines). Instead, it is the ratio of simulated DAG iterations
that will meet the deadline within the population of performed runs.

While instruction-level redundancy may yield a lower worst-case execution time in certain
specific cases, its inability to make use of multiple processors requires it to take much longer
on multiprocessor platforms. Only when there is a considerable amount of slack time
available for fault mitigation do the two approaches perform nearly identical.

7.6 Conclusion

SEUs in processors are a troublesome phenomenon endangering mission-critical systems.
Task-level redundancy is implemented by means of DMSR and CR on tasks in task DAGs
compares favorably against instruction-level redundancy across a wide range of DAG sizes,
due to its ability to utilize additional concurrency. We have found that rare cases still exist
where instruction-level redundancy performs better, like our 802.11a HSDF benchmark.
For such large and extremely long-running DAG applications, the instantaneous detection
of SEUs may provide an improved worst-case response time.

SEUs in processors lend themselves well to be modeled using UPPAAL in SMCmode, a
characteristic that we also leveraged in Chapter 4. We introduced completely new UPPAAL
models, now aimed at estimating timing behavior of systems implementing unbounded
checkpoint-restart behavior. We have shown in this chapter how UPPAAL can be leveraged
to get timing information the presence of SEUs for such systems. Our approach models
how the tasks are scheduled and restarted to mitigate the effects of SEUs. We modify the
TeamPlay coordination compiler to automatically generate the UPPAAL SMC project file
from a DAG of tasks specified in the TeamPlay coordination language.
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8.1 Introduction

Complex cyber-physical, e.g. controlling critical infrastructure, are subject to a wide array of
functional and non-functional requirements, ranging from reliability and fault-tolerance
to timeliness, energy usage and total system cost [86]. Availability combined with real-
time reactivity is particularly challenging: Such systems must be available for years or even
decades while always providing correct reactions within tight deadlines during their entire
lifetime [31]. Yet, their long lifetimemakes hardware faults, both soft and hard, inevitable [8].
Nevertheless, the system’s functional and timing correctness must still persist.

In this thesis thus far, we have only considered the intersection of (i) software that must
not fail; (ii) while deadlines must be met; (iii) on hardware that can fail (due to SEUs), and
(iv) that may (optionally) be energy constraint. In this chapter, we will additionally consider
hard errors, i.e. errors that leave the system permanently in a degraded state. Such errors
cannot be treated independently: the rate of hard errors is related to the utilization of the
system, which is typically boosted by the use of fault-tolerance against SEUs through the
use of redundant execution. To broaden our solution space, we move away from COTS
hardware and instead consider how the hardware itself can be optimized to align best with
the reliability, energy and cost needs of the application.

For the purpose of mitigating hard errors, we retarget our use of autonomous adaptivity
(implemented through Strategy Switching in chapters 4- 6). Instead of reacting to threats
to weakly-hard real-time tasks, we consider hard real-time tasks where the hardware may
experience permanent failure. As such, the system needs to autonomously adapt and resched-
ule tasks as a result of such failures. Autonomous adaptivity is a promising mitigation
technique for hardware errors (both hard and soft) in the presence of real-time constraints.
Similar to strategy switching, limited over-provisioning of resources (extra cores, extra slack
in the schedule) can be used effectively as the runtime system can respond to hard errors by
rescheduling. However, competing constraints emerge, in particular as redundant execution
to detect and mitigate soft errors increases system utilization. Redundant execution requires
provisioning more hardware, increases energy consumption and accelerates silicon aging
thus expediting the arrival of hard errors. To that end, design space exploration (DSE) offers a
potent mechanism to help evaluate and reduce the number of design points. Many different
System-on-Chip (SoC) designs can be explored, each offering a different amount of available
computational resources to the application, and thus different degrees of room for adaptivity
and fault-tolerance, and thus different aging characteristics.

The work in this chapter is the result of collaboration with the within the EU-funded AD-
MORPH project. In particular, the FAA+RTSmethodology was developed in collaboration
with the University of Augsburg (UAU) and Q-Media s.r.o.
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Contribution: Under the competing constraints of hard and soft error tolerance, we pro-
pose FAA+RTS: A new holistic methodology for designing fault-aware real-time systems.
FAA+RTS encompasses the entire design flow from the application specification, multi-
core system-on-a-chip (SoC) design, adaptive scheduling to mean time to failure (MTTF)
analysis and the runtime environment. In FAA+RTS, adaptivity takes center stage as a
driver of reliability to guarantee timing correctness even in case of partial system failure.
The FAA+RTS runtime automatically reconfigures itself and reacts to hardware faults, us-
ing either re-execution (soft errors) or re-scheduling (hard errors) of critical components.
FAA+RTS caters to the competing requirements of tolerance for soft errors and hard errors,
of energy use and hardware utilization by recognizing that each solution is a compromise.
Using design space exploration (DSE), we give the application designer full insight in the
trade-off between the various competing constraints and the resulting lifetime reliability as
mean-time-to-failure (MTTF). This holistic view enables application designers to select a
compromise best tailored to the unique requirements of their application.

8.2 Industrial use case

We bothmotivate and validate our FAA+RTSmethodology by a case study revolving around
the communication subsystem of a railway control system developed by QMedia s.r.o., as
illustrated in Figure 8.1. The application contains multiple tasks with precedence relations,
and has real-time constraints. It is a safety-critical application, thus reliability in the presence
of both soft and hard errors must be considered. Consequently, the use-case exhibits a
breadth of requirements benefiting from a holistic approach such as offered by FAA+RTS,
making it ideally suited to evaluate our method.

Redundant radios

Railway Communication System
Use Case Area

Other applications

Ground station

Fig. 8.1: Overview of the railway communication system

8.2.1 Description

The communication subsystem operates several different information flows between the
ground system and the moving train(s). Each information flow is specific in purpose and
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criticality. It is necessary to establish independent communication channels for each of them.
Under normal conditions each information flow has its own communication channel with
allocated resources, but in case of incidents it is crucial to primarily keep up communication
channels associated with the most critical information flows. Therefore, the systemmust be
able to respond to various operating conditions (signal level, channel interference, HW-fault,
line overload, etc.).

Fig. 8.2: Excerpt of the QMedia software architecture, showing 3 compute tasks and 5 sink tasks

We show the parts of the software architecture of the use case in Figure 8.2. The railway
communication subsystem is composed of 7 computationalmodules and 9 sinks, for a total of
16 real-time tasks. Each module is responsible for a part of the independent communication
channels: P1, for instance, reads data fromphysical channels, and the data is further processed
by the AT Parser.

8.2.2 Requirements

The timing requirements dictate a deadline and period of 100ms. Furthermore, the soft error
and hard error tolerance must be maximized, while energy should be minimized. Desirable
values for the energy use and reliability requirements are not static and instead are contingent
on cost. Such an open formulation of requirements is ideal as it allows picking a compro-
mise between the different factors. Through design space exploration, FAA+RTS gives the
application designer a range of options to choose from, of which each such point can be
subjected to cost-benefit analysis within the organization. The final process of narrowing the
output of DSE down to a single option is out of scope for the FAA+RTSmethodology.
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8.3 Integrated Methodology

We present an integrated methodology that cohesively links various stages of system design
and execution, ranging from application specification to a fault-tolerant adaptive real-time
runtime environment and a tailoredmulti-core SoC design. Figure 8.3 outlines the proposed
workflow.

Application Specification (Section 8.4) concerns the specification of the real-time application
using the TeamPlay coordination language [73]. We leverage a coordination language to en-
ablemechanical processing of the application code, its interdependencies and non-functional
requirements in a robust and high-level manner.

Fault-tolerant Adaptive Real-time Scheduling (Section 8.5) is concernedwith ensuring that all
timing constraints are met under all conditions. Our approach is two-fold: (1) a scheduling
bounds analyzer communicates with the iterative Design Space Exploration tool, while (2)
offline schedules are produced for a range of degradation states from a particular design
point.

Design Space Exploration (Section 8.6) identifies the SoC floorplan that optimizes lifetime
reliability and power consumption in presence of errors. The tool generates a Pareto set from
which an application designer selects a design point.

Our fault-tolerant, self-adaptiveRuntime Environment Artie is linked with the compiled
task code and runs the generated schedule set on the selected hardware. We discuss this aspect
together with the validation of our industrial use-case in Section 8.7.

Each stage of our methodology is interconnected, ensuring that decisions made at one stage
inform and enhance subsequent stages.

• The high-level application specification using the TeamPlay coordination language
ensures robustness and clarity, feeding directly into the design space exploration.

• The scheduling component interacts continuously with design space exploration to
ensure that timing constraints are met under all conditions.

• The Design Space Exploration stage identifies optimal configurations, directly in-
fluencing the scheduling and runtime environment to balance reliability and power
consumption effectively.

• The Artie runtime environment dynamically adapts based on the schedules and con-
figurations identified, ensuring real-time system resilience.

This cohesive approach ensures that our methodology is more than just a collection of
techniques; it is a unified framework designed to address the complexities of modern fault-
tolerant real-time systems.
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8.4 Application specification

The combination of functional and non-functional requirements plus resilience against hard-
ware failure creates an enormous software engineering complexity problem that we address
by leveraging the TeamPlay coordination language [73]. For a more in-depth discussion of
the TeamPlay architecture and its coordination compiler, we refer to Section 2.7. TeamPlay is
an exogenous coordination language [3] that naturally induces a two-layer software architec-
ture: On the component implementation layer we leverage a standard programming language
(usually C/C++) to implement software components with defined but manageable size and
complexity along with determined non-functional behavior. On the coordination layer the
TeamPlay language permits the high-level specification of integrating individual components
into a complete (cyber-physical) system that guarantees non-functional requirements and
optimizes for non-functional objectives, e.g. saving energy, depending on the application.
Communication between components is facilitated via channels.

Access to a channel is exclusive: a sending componentmust always be scheduled in its entirety
before a receiving component, ensuring absence of contention. The explicit modeling of
communication enables task-level redundancy, as multiple jobs can be spawned within one
epoch. Non-functional properties of individual components are predetermined across the
range of available micro architectures and, where applicable, specific voltage and frequency
settings. The information is provided to TeamPlay via a data-base, coined the non-functional
properties file (see Figure 8.3).

We leverage our two-layer, exogenous coordination design for further degrees of freedom
in system design and integration. One example ismulti-versioning where the component
engineers provide multiple functionally exchangeable implementations of a component
which differ in their non-functional properties, be it through competing implementation
or through alternative compilation. Another example, prominently featuring in this work
is the systematic and transparent introduction of redundancy to component execution for
increased resilience against soft and hard hardware faults.

The FAA+RTS requires considerable flexibility of the application. Not only by requiring
adaptivity to handle soft and hard errors, but also support for a range of platforms to
enable effective Design Space Exploration. The component model, each with well-defined
semantics, unlocks this flexibility without requiring dedicated support by the application
developer. The coordination compiler serves as the front-end of the proposed FAA+RTS
toolchain. As per Figure 8.3, it ingests the TeamPlay coordination specification together with
the non-functional properties file, and it produces a number of task graphs with different
component replication levels in machine-readable form to be further processed by our
subsequent toolchain.
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8.5 Fault-tolerant adaptive real-time Scheduler

We implement fault-tolerance via redundancy: redundant cores compensate for hard errors
and redundant executions compensate soft errors. At runtime, we adapt the schedule as
dictated by the environment, i.e., the number of available cores and the presence of soft errors.
In case of a hard error, we remap tasks of a failing core to available, healthy cores. Doing so
decreases the number of available cores, and thus redundant execution may no longer be
feasible. Consequently, hard errors may lead to an increased exposure to soft errors.

Soft errors

We consider triple and dual modular redundancy at the task level as primary means of
mitigating soft errors, but other techniques are also compatible with FAA+RTS, provided
a sufficient schedulability test is available. Triple modular redundancy mitigates errors
by means of majority voting, while dual modular redundancy detects errors that then are
mitigated by re-execution of the erroneous actors. Note that the system’s response time
increases with the level of redundancy, but the system response time can still be statically
derived given an upper bound on the number of faults [43].

Hard errors

Adaptivity implies limited predictability due to system changes at run-time. Real-time
scheduling, on the other hand, typically requires a high degree of predictability to enable
derivation of real-time guarantees. Systems that are inherently unpredictable are unsuitable
for a precise scheduling analysis. To overcome this contradiction, we resort to a set of statically
precomputed schedules and a runtime environment that can dynamically switch between
them.

To simplify remapping as a consequence of a hard error, we introduce processing elements as
an abstract entity to which tasks are mapped. At runtime, cores are mapped to processing
elements based on their availability. Hence, we do not need to compute a schedule for all
permutations of failed cores. Consequently, the number of schedules scales only linearly with
the number of processing units. The size of each schedule scales linearly with the number
of tasks. As such, for a system of n tasks and π processing units, we introduce a runtime
memory complexity of onlyO(n × π).

First, we prepare the task graph as encoded by the coordination language in two aspects: (a)
transformation into a bipartite graph distinguishing between communication (data nodes)
and computations (actor nodes); (b) partitioning the bipartite graph into sections that
execute sequentially. Figure 8.4 shows such an extended graph, partitioned into two sections
which can be scheduled independently. Actor nodes are shown as orange boxes, while data
nodes are solid black circles. The sectioning of the graphs allows us to change redundancy
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Fig. 8.5: Two schedules for Section 1 from Figure 8.4, both with five processing elements, (a) without
redundancy and (b) with dual modular redundancy.

levels in between. For each section, we derive a set of static schedules via Heterogeneous
Earliest Finish Time (HEFT) scheduling[85]. The HEFT scheduler is slightly adapted to
correctly account for redundant execution and to schedule, if feasible, redundant actors on
different processing elements. The precomputed schedules per section differ in the number
of available processing elements and the redundancy level of the actor execution (TMR,
DMR, no redundancy, see Figure 8.5).

Example

Figure 8.6 shows a sequence of hard errors. We assume a system of 6 cores. The actors
are scheduled using triple-modular redundancy on 5 processing elements that are mapped
to 5 of the 6 available cores, leaving one redundant core idle (a). In case of a hard error, i.e.,
a permanently failing core, processing element PE3 is remapped to the spare core (b). In
case a further core fails, the actors are mapped to only 4 processing elements using dual-
modular redundancy. The switch from triple to dual-modular redundancy is necessary to
meet the system requirements despite fewer processing elements. A hard error will trigger
a reconfiguration, while a soft error will cause the re-execution of a section. Hence, with
the chosen scheduling, i.e., static section scheduling and adaptivity between sections, the
system’s response time can be calculated for any number of hard- and soft errors.
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Fig. 8.6: Reaction to hard errors: Moving from TMR execution on 5 processing elements and one
spare core (a) to TMR execution (b) to DMR execution on 4 processing elements.

Static analysis

The ‘‘Scheduling Bounds Analyzer’’ component from Fig. 8.3 implements the scheduler
and scheduling analysis. It provides lower/upper bounds on needed processing elements,
serves as a quick schedulability analysis to be used in DSE and generates section schedules to
be used in the runtime environment.

8.6 Design-Space Exploration

The objective of the Design-Space Exploration (DSE) tool [79] is to help designing a specific
Multi-core System-on-Chip (SoC) for an application, implementing core based redundancy
to safeguard against hard errors. The redundant cores on the SoC offer a safety net to the
application, allowing for the remapping of a workload in the event that one of the processing
cores fails. This approach ensures that task deadlines continue to be met, even with reduced
core resources. However, the decision to integrate extra cores at the onset is not without
consequences. It introduces added costs, not only in terms of the monetary expenditure but
also in the physical space occupied on the chip and the increased power consumption. This
raises a pivotal question: howmany extra cores are truly necessary to balance reliability and
cost-effectiveness?

Our analysis indicates that the number of extra cores required is dependent on the specific
system requirements and workload characteristics. Detailed experimentation and results
demonstrate the trade-offs between reliability, cost, and power consumption, providing a
clear guideline for determining the optimal number of extra cores.

TheDSE tool employs a Genetic Algorithm (GA) to explore floorplan designs for a fixed grid
size microchip and a specific workload. Each arrangement of (different types of) cores on a
grid style placement forms a design point. The maximum size of the grid is predetermined
(e.g., Figure 8.10). The GA is designed as a multi-objective search algorithm to optimize
Mean-Time-To-Failure (MTTF) and average power consumption, which are inherently
conflicting objectives. The optimization objective of average power consumption directly
reflects the operational cost of the system and indirectly influences the physical cost through
the required number of cores in the system. The framework produces a Pareto Set of design
points, offering insights into floorplan choices that provide the trade-off between lifetime
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reliability (via MTTF) and power consumption. The framework evaluates design points
using a simulator [90], which operates at a high abstraction level, estimating the chip’s active
lifespan and average power consumption for a specific workload. The simulator predicts
core failures based on thermal, power and electro-migration ageing models, and redistributes
workload until the application becomes unschedulable. The simulator employsMonte Carlo
simulations with the stochastic fault models to predict the MTTF by averaging Time-To-
Failures for each simulation and similarly computes the mean power usage.

Due to the significant computational requirements associated with performing numerous
simulations per design point, the DSE tool continuously interacts with the Scheduling
Bounds Analyzer to decrease the overall simulation count. When invoked, the Scheduling
Bounds Analyzer provides information on the quality of the current floorplan specifically
in terms of its potential to offer a valid and relaxed task schedule. The relaxation aspect
suggests the capability of the floorplan to accommodate acceptable disruptions in the task
schedule. Based on this analysis, the tool empirically categorizes the design point as good, bad
or intermediate [79]. Given the costly nature of simulations, a higher number of simulations
is reserved for design points that fall in the intermediate range. The intuition here is that
these specific floorplans effectively illustrate the trade-offs between power consumption and
MTTF.They are valuable as they do not represent extremes, offering neither the flexibility for
any relaxation in the schedule nor an excessively relaxed one. In other words, these floorplans
represent a critical middle ground where the intricate relationship between power efficiency
and reliability is evident.

The DSE tool predicts the SoC’s reliability by considering core failures, i.e. hard errors. Soft
errors are addressed via redundant execution. The DSE tool can be configured to account for
soft errors by pre-processing the application to incorporate redundant tasks. It is important
to note that lifetime reliability is significantly influenced by the presence of redundancy.
Executing each task multiple times increases the computational demand, resulting in higher
power consumption and elevated core temperatures. This elevated temperature accelerates
the aging process of cores, emphasizing the trade-off between redundancy and the associated
increase in power consumption and core aging.

8.7 Validation

The first step is to model the application in the TeamPlay coordination language, as shown
in Figure 8.7. Following the specification of the non-functional requirements period and
deadline, we can easily identify two sections in the code that describe the application’s
components and their interactions through channels, respectively. The specification of a
component consists of a set of typed inports and a set of typed outports, using a syntax
reminiscent of C structs. Typed channels connect outport to inports. TeamPlay supports
the annotation of various further properties to components, e.g. the redundancy level for
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1 app Railway {
2 period = 100ms;
3 deadline = 100ms;
4 components {
5 P1 { outports { Str_t AT_Response1;
6 Str_t AT_Response2;
7 u16 Mode;
8 PST_TelemetricData_t TelemetricData; ... }}
9 CommandSelector { inports {u16 Mode;}
10 outports {ET_ModemCmd_t Modem1CMD;
11 ET_ModemCmd_t Modem2CMD;}}
12 ... }
13 channels {
14 P1.Mode -> CommandSelector.Mode;
15 P1.AT_Response1 -> AT_Parser.AT_Response1;
16 P1.AT_Response2 -> AT_Parser.AT_Response2;
17 P1.Mode -> AT_Parser.ModeIn;
18 ... }
19 }

Fig. 8.7: Excerpt from use case TeamPlay coordination code

resilience [46]. For space reasons we cannot show them all here. Note that we use the latest
syntax of TeamPlay here, which slightly diverges from the syntax used in [73].

The strength of the TeamPlay exogenous coordination approach is that we can model our
use case pretty much one-to-one according to the architecture specification in Figure 8.2.
Component implementations do not need to be (re-)implemented, but can be adopted from
existing software repositories. Port types, and thus channel types, are merely symbolic on the
coordination layer, permitting integrity checks, but again are implemented at component
implementation layer with programming language suited for that task, in the context of
real-time software usually C.

This specification is converted to a bipartite graph split into sequential sections, composed of
computing nodes (orange) and data nodes (black). Figure 8.8a shows one such section of the
railway application. Next, we produce redundant variants of this graph to handle soft errors.
This means that we need to introduce replicas and comparators (dual-modular redundancy)
or voters (triple-modular redundancy). For brevity, we only show the bipartite graphs for
dual-modular redundancy in Figure 8.8b.

The Design Space Exploration (DSE) tool is applied to the QMedia use-case without re-
dundancy, along with a dual-redundant task graph. Figures 8.9a and 8.9b highlight all the
design points explored by the GA for no-redundancy and with dual-redundancy, respectively.
Each floorplan is represented by its average power consumption andMTTF (as estimated
by the simulator). The Pareto Set, denoted in orange, emerges as the GA converges in both
scenarios.
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(a) no redundancy (b) dual-modular redundancy

Fig. 8.8: Task graphs for one section of the railway use-case.
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Fig. 8.9: All design points explored by the DSE tool for no redundancy and dual redundancy modes.
The orange line in (a) and (b) highlights the Pareto set.
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Furthermore, a direct comparison between the two Pareto Sets is demonstrated in 8.9c. It is
noteworthy that the prospect of building safeguards against soft errors and hard errors incur
a heavy cost in terms of operational power consumption of the SoC. Reduction in power
consumption by curtailing the number of cores on the SoC shortens the lifetime reliability
of the system.

0 0
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(a) Floorplan for
Pareto Point #1
(no redundancy)

0 0 2 0

0

0

0

2

1 0

(b) Floorplan for
Pareto Point #2
(redundancy)

0

2

00
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Fig. 8.10: Pareto Points #1, #2 and #3 as marked in Figure 8.9c. Point #1 without redundancy,
consumes≈1.03Wonaverage andhas predicted lifetimeof≈13.5 years. When redundancy
is required, Point #2 provides similar predicted lifetime consuming≈2.25W. Similarly,
Point #3 operates at similar power, but is predicted to have half the lifetime at≈7 years.

Let us consider the threemarkedpoints in Fig. 8.9c, i.e., ParetoPoints #1, #2, and #3. We show
the floorplan for each of these points in Fig. 8.10 to gain insight into the cost of protecting
the system against soft errors. Fig. 8.10 shows the allocation of core types, e.g. Point #1 is
a homogeneous pentacore system, while Point #3 uses two cores of type 0 and one core of
type 2. The location of each core in the grid determines its thermal characteristics. Point
#1, without redundancy, consumes 1.03W on average with a predicted lifetime of≈13.5
years. After introducing redundancy, Point #2 offers a similar predicted lifetime but with an
increased power consumption of≈2.25W. Similarly, Point #3 operates at a comparable power
level but is projected to have a shorter lifetime of≈7 years. The significant contrast in lifetime
reliability stems from the utilization of redundant schedules, wherein each task is executed
multiple times. This leads to increased computational demands, higher power consumption,
and overall, accelerates the aging process of the underlying microchip. This also explains
the contrast in energy consumption: our workload does not need the extra cores of Point
#2, and as such their presence minimally affects the energy consumption. Their role is only
significant when looking at lifetime reliability and their role as ‘‘hot spares’’. Eventually, this
framework provides valuable insights to the system designer to choose appropriate resources
in creating a fault-aware adaptive real time system.

The schedules corresponding to Pareto Points #1 and #3 are shown in Figure 8.11. Pareto
Point #2 is omitted due to space limitations. In both the cases, the task graph offers only
limited parallelism, see Figure 8.8, so that many cores remain idle throughout task execution.
As canbe seenby the complexity of the task graphs and the state-space, developing, optimizing
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Fig. 8.11: Schedules of a single section of the railway use-case for Pareto Point #1 (no redundacy)
and Pareto Point #3 (dual-modular redundancy) as marked in Figure 8.10. The hatched
executions denote replaces, comparators are marked withC.

and executing complex adaptive fault-aware real-time systems needs to be accommodated by
suitable design-tools. Although all points from Figure 8.10 are Pareto optimal, the floorplans
and schedules differ significantly.

Furthermore, we have implemented the adaptive runtime environment Artie, short for
AROMA Runtime Environment, to execute the schedules computed by our FAA+RTS
methodology on the selected platform. Artie is responsible for executing actor nodes on
their assigned core as per the pre-computed schedule, propagate the data in data nodes to
actor nodes, as well as re-executing sections of the schedule when errors are detected.

It supports both bare-metal and pthread-based execution, for instance via Linux. This way,
we support a large range of target architectures.

Our design methodology FAA+RTS not only enables us to specify the application and its
non-functional requirements on a very high level of abstraction, but also to find Pareto-
optimal design points and to execute the application with timing guarantees. The design
is Pareto-optimal with respect to the mean-time-to-failure, cost and power consumption.
Thus, we can execute the application in a fault-tolerant manner protecting us form hard and
soft errors via self-adaptivity while meeting the stringent timing constraints.
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8.8 Related Work

To the best of our knowledge, there is no other framework that addresses the fault-aware and
adaptive aspect of real-time systems from specification all the way down to the execution
and at the same time address both hard and soft errors. Several works address either soft
errors [98] or hard errors [1] individually, but do not consider both together. Notably,
some publications explore fault-tolerant scheduling techniques [95, 96], but these efforts
constitute only a fraction of the broader framework proposed in our work.

Coordination is a well established computing paradigmwith a plethora of languages, abstrac-
tions and approaches, surveyed in [22]. Yet, it lacks adoption inmission-critical cyber-physical
systems, even more so in fault-tolerance contexts. Hume [33], a resource-aware language for
real-time systems, offers guarantees on time and space. Similarly, AADL, the Architecture
Analysis & Design Language [26] supports performance and reliability analyses in real-time
system design. However, both lack resilience features. Fault-tolerant Linda [7] extends the
Linda coordination language [91], based on a tuple-space in which messages can be shared
between processes and the extensions focus mostly on making tuple-space operations safer
and fault-tolerant.

The authors in [50] introduce utilization control as a technique to mitigate the core aging
and core-failures (i.e. avoid hard errors). This research focuses on the software aspect of
embedded systems design and assumes the availability of specific hardware for improving
lifetime reliability. Another similar work, [97] considers both hard and soft errors to extend
theMTTF of a given hardware chip. In direct contrast, our framework delves into the bigger
picture which include task scheduling and floorplan design of the SoC. Amore powerful
SoC design logically lowers utilization at the same redundancy levels, improvingMTTF.

8.9 Conclusion

In this chapter, we have presented FAA+RTS, a complete design methodology for the
specification, development and execution of fault-tolerant adaptive real-time systems. We
leverage theTeamPlay coordination language tomodel the application and its non-functional
requirements. This specification is then input to DSE, which searches for optimal hardware
configurations and schedules. The scheduler provides a set of static schedules with varying
levels of redundancy uses a variant of HEFT scheduling. The runtime system then switches
between these schedules at runtime depending on the current number of hard and soft
errors.

FAA+RTS targets highly complex self-adaptive systems featuring a wide array of contradict-
ing requirements, foremost fault-tolerance via adaptivity timeliness, power consumption and
costs. We have validated FAA+RTS on a real-world railway use-case. The results show the
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immense design space and complexity that can only be mastered using automated method-
ologies such as FAA+RTS.
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9.1 Cracking the weird machine

Back in Section 1.1, we started this thesis by discussing a hypothetical coffee machine. That
machine had some fundamental defects, in particular in its hardware. We hypothesized
a coffee machine that – with sufficient frequency – encounters hardware faults affecting
its software. Such faults lead to errors that have unpredictable effects on the hardware,
i.e. provoke weird machine behavior. Worse, we postulated that dealing with those errors is
imperative to the successful functioning of themachine (imagine some very picky customers).
Let us picture that machine again, and now some 180 pages later, sketch out what we could
do for this hypothetical machine using a copy of this very thesis.

This thesis has introduced vocabulary to precisely describe its target systems, which we apply
to our coffee machine example. Let us consider the coffee machine to be a real-time system.
Its software must meet deadlines, e.g. because of its interaction with the real world as a
cyber-physical system (CPS). Some of our contributions are tailored towards weakly-hard
real-time systems, which are systems where certain patterns of failure are permitted. For the
coffee machine, a weakly-hard constraint such as (mi, ki) = (1, 2) need not even mean the
users patience to try again, it can also apply to a part of the coffee machine. While coffee is
the output of the system, it is not the output of the compute part of the system (the ‘‘cyber’’
in CPS, per Lee and Seshia [44]). Instead, the weakly-hard real-time systemmay be part of
the temperature control system, a part internal to the broader coffee machine. That part
has to carefully control the water heater and ensure adherence to a particular temperature
curve. Slight deviations do not have a meaningful impact on the coffee, but extended periods
of erroneous behavior do, leading to weakly-hard constraints. As with any system, those in
the business of implementing coffee machines are beholden to worldly constraints, such as
profits, margins and other business needs. As such, we continue with a desire not to modify
or overprovision the hardware too much. Thus, the compute part of the system is resource
constrained. In this thesis, we took a risk-based approach to failure (Section 3.1) and will
do so with the coffee machine as well. For our machine that means that, regardless of what
we do (including beefing up the hardware), we recognize that some rate of malfunction is
inevitable. But, that rate can be reduced through methods proposed in this thesis.

Our first suggestion is to considerReactive Fault-tolerance. We coined reactive fault-tolerance
to describe reliability solutions that leverage weakly-hard real-time requirements on software
components (tasks) (Section 2.4). Three of the proposed reliability solutions (those from
Chapter 4− 6) make use of reactive fault-tolerance techniques, each for slightly different
systems. Each of these chapters proposes a purely software-based solution that attempts to fit
in whatever excess compute resources are available. Let us look at each of our contributions
while using the coffee machine example as an accessible, illustrative vehicle for exploring each
of the works.
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1 If the (mi, ki)-constraints are limited to (1, 2), the first strategy switching technique
from Chapter 4 may offer respite. It will create a set of strategies, where each dictates
an allocation of fault-tolerance. We assume our coffee machine’s computer to be
resource-constrained. As such we cannot offer fault-tolerance to all its software at
once. Thus, a strategy is a partial application of fault-tolerance, and many such partial
applications can exist. Strategy switching continuously changes this allocation based
on observed and suspected errors in such a way to optimize reliability.

2 If the energy consumption of the compute part of the coffee machine (its processors)
is important, energy-aware strategy switching fromChapter 5 could prove to be an
effective remedy to its reliability problems. Using this technique, strategies are not
just included based on their effect on the reliability of the coffee machine, but also
on how they impact the energy consumption. There may be strategies that manage
to offer fault-tolerance to (nearly) all software, but at considerable energy cost. The
resource-constrained coffee machine may be unable to sustain that much energy
towards compute, but temporary peaks are allowed provided that they are offset
by other moments of reduced energy use. In that case, the energy-aware strategy
switching technique ensures that these strategies are used sparingly and only when
the need is high.

3 If the (mi, ki)-constraints go beyond (1, 2), Circuit-based Strategy Switching (CiSS)
may instead be used, as presented in Chapter 6. Long chains or circuits of strategies
are formed ahead of time that determine the runtime behavior, a technique that helps
keep the system analyzable. As such, even with large (mi, ki)-constraints, the system
can benefit from an increase in reliability brought by this enhanced form of strategy
switching.

The domain may not permit any (potentially) erroneous results from the software, e.g. be-
cause it would lead to damage of the hardware. Instead, it may be preferred to delay output
until a correct result is achieved. Such a method is no less risk-based, but now we replace a
risk of failure (wrong result) with a risk of late result (due to restarts) that may also carry a
non-zero cost and thus must be minimized.

4 In Chapter 7 we consider the timing effects of indefinite runtime restarts, allowing us
to simulate the behavior of the coffee machine under such a restart policy.

The rate of errors can be influenced by modifying the hardware. The hardware may also
experience hard errors, whose effects are permanent. If our customers expect a particularly
long life of their presumably now very expensive coffee machine, we can add redundant
hardware such that even hard errors can be mitigated through adaptivity of the software.

5 The technique proposed in Chapter 8 lets us design custom hardware (a custom SoC
floorplan) for our coffee machine. Through its methodology, we can estimate the
effects that software-based error mitigation techniques on the lifespan of the hardware.
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With a deep understanding of the interplay between cost, soft and hard error reliability
and energy use, we can determine the ideal hardware configuration for our coffee
machine.

These five techniques comprise our contributions. Soft and hard errors threaten embedded
systems and their functional correctness, which may be inadmissible in many domains.
We have proposed techniques to model, mitigate or prevent such errors through the five
different contributions of this thesis. Central to any technique presented is their handling
of competing constraints: when resources (monetary or otherwise) are constrained, each
decision becomes a trade-off. To that end, we have adopted a risk-based approach with
a fundamental recognition that fault-tolerance cannot offer (and does not have to offer)
complete immunity from any kind of failure. The question of reliability has a wide range of
answers, from better shielding, modified hardware, non-reactive fault-tolerance techniques,
and existing reactive fault-tolerance techniques. Through a risk-based, resource-constrained
lens, our reliability techniques are aimed at systems where more traditional, heavy-handed
reliability techniques are infeasible. Our methods make improving the reliability of systems
more accessible, even in the most constrained environments. To conclude the coffee machine
example, its requirements are obviously contrived for illustrative purposes. However, systems
in safety-critical domains face precisely such demand for reliability. These include systems in
the automotive, avionics, nuclear power plants, and medical domains.

9.2 Revisiting the overview

Section 1.8 positioned this thesis in the context of the four pillars ( ) that enclose its problem
space. Let us summarize these four pillars again.

Software must not fail as the system is of sufficient criticality that failure leads to
high cost.

Deadlines must be met as the timely delivery of a response is critical to the correct
functioning of the device they are embedded in, i.e. real-time systems.

Hardware can fail as we consider that the hardware is not infallible, thus must bridge
the gap to deliver fault-free software on unreliable hardware.

Energy constrained systems, i.e. systems that are in an energy constraint environment.
This includes battery-powered systems, where excessive use of energy shortens mission
duration, but also systems that suffer adverse effects from an increased use of energy,
such as overheating.

The four pillars are criteria that systems must meet to be in our target domain, which were
used in Fig. 1.2 from Chapter 1 to enscribe the problem space containing systems that this
thesis is concerned with. We show the same contents as Fig. 1.2 from Chapter 1 again in
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Fig. 9.1: The various chapters superimposed on the positioning image shown in Section 1.1. Each of
the four pillars ( ) describes a central theme of this thesis.

Fig. 9.1, now annotated with the five contributions of this thesis. The topics of Chapter 4,
Chapter 6 and Chapter 7 do not concern energy, positioning them where only three of the
four pillars overlap. The energy-aware strategy switching of Chapter 5 and the holistic design
methodology of Chapter 8 are both concerned with energy.

As the coffee machine example already suggests, there are certain cross-cutting themes con-
cerning the five techniques proposed in this thesis. By identifying such themes, we can use
them to explore potential future work. Fig. 9.2 shows a zoomed in view of Fig. 9.1 identifying
some of these themes.

The figure identifies three themes:

• Isle of strategy switching, i.e. reactive fault-tolerance solutions that make use of
weakly-hard real-time constraints to improve reliability on resource-constrained sys-
tems by continuously changing the allocation of fault-tolerance (contributions 1©,
2© and 3©)

• Late results > faulty result: solutions where an unbounded wait for a result is
preferred over a wrong result (contribution 4©).

• Faulty result > no result: solutions where a timely result is preferred over a late one,
even if the timely result is potentially wrong (contributions 1©, 2©, 3©, and 5©).

Each of these three themes captures an additional property of the problem space. This
property is then leveraged by solutions in that theme to improve reliability. These properties
are not additional problems, e.g. they could not be drawn as pillars. Instead, they are aspects
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Fig. 9.2: A close-up of Fig. 9.1, highlighting some commonalities and differences between the chap-
ters.

of systems that shape how reliability can best be obtained. By extrapolating these properties,
we can find interesting venues for future work.

9.3 Future work

Using the themes of Fig. 9.2, we can suggest a set of potential direct extensions of the work
proposed in this thesis that warrant further exploration:

1 An extension of strategy switching aimed at systems where some lapses in timeliness
are permitted (the ‘‘late result > faulty result theme). In such an environment, every
strategy (every allocation of fault-tolerance) is schedulable as there is no firm deadline.
However, a fast response is still prefered, thus some strategies may incur high cost as
they lead to very late responses. Including energy into such a system model would
further exacerbate this, as a strategy could prefer slowing down the processor to
conserve energy. In such soft real-time systems, the ability to meet the deadline is a
sustainability requirement. As such, there is no hard real-time constraint anymore,
i.e. there is no constraint anymore that must be met every epoch. Consequently, the
expected violation of the deadlinemust be treated just like howwe treated the expected
energy consumption in Section 5.

2 The inverse of the ‘‘isle of strategy switching’’ theme in Fig. 9.2 would describe sys-
tems that do not meet the conditions for reactive fault-tolerance. Strategy switch-
ing could be extended for non-fault-tolerance use-cases. A key part of the strategy
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switching methods is their analyzability: ahead of time, metrics such as the expected
reliability can be computed. Strategy switching switches stochastically between strate-
gies, governed by the fault rate and the detection capability of the strategy. There
may be software domains where the system engages in similar predictable real-time
mode-switching, such as a satellite dealing with heat cycles due to the presence of
the sun. Strategy switching could be extended to allow modeling domain-specific
mode-switching conditions, e.g. through the TeamPlay DSL. Then, the proposed
linking techniques could be applied to solve for domain-specific goals that are not
related to reliability.

3 A holistic variant of strategy switching, where some formulaic equation for cost be-
comes the main optimization primitive. This cost can capture any of the properties
of Fig. 9.2, and would make strategy switching more versatile. The cost function
could capture trade-offs, e.g. the interplay between timeliness and reliability. Systems
may not have a global preference of timeliness vs correctness, and this preference may
instead depend on other aspects of the system and the magnitude of the violation.
A holistic approach to these domain-derived optimization criteria would similarly
require extending specification tools such as the TeamPlay DSL. Other properties
such as hard errors and energy consumption could also be captured through this
approach.

9.4 Final words

Errors in processors are a troublesome phenomenon endangering mission-critical systems.
Both soft and hard errors pose a major challenge for their applications and as such their
mission. At the same time, mitigations against such errors often come at the cost of addi-
tional hardware, delayed responses, and increased energy consumption. As a result, conven-
tional mitigations may make cost-constrained applications infeasible. For that purpose, we
contributed and discussed a wide gamut of methods specifically tailored to improving the
reliability of these resource-constrained systems. We viewed this problem through the lens
of four constraints or pillars: (i) guaranteeing reliability; (ii) for real-time software; (iii) on
incidentally-failing hardware, and (iv) while energy consumption is constrained.

We remark that the problem of guaranteeing reliability under these conditions is fundamen-
tally overconstrained: for even the most overprovisioned system, the universe can always
provide more hardware faults that make it impossible for the system to meet either its cor-
rectness requirements or meet its timing obligations. To that end, we both adopt a risk-based
approach to reliability and introduced a means to reason about such risk through the sustain-
ability requirement. Sustainability requirements are a tool for reasoning about steady-state
system behavior, where a momentarily incurred cost (temporarily increased energy use, a
deadline miss, a systemmalfunction) can be amortized. This tool breaks the taboo that such
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events are never allowed to transpire, and instead paves the way towards the effective handling
of them while treating them as eventualities.

We meet the challenge of optimizing for reliability by considering the impact of failures on
the wider cyber-physical system. As not all failures have the same impact due to weakly-hard
real-time constraints, the deployment of fault-tolerance can be enhanced through reactive
fault-tolerance. We disseminated three such techniques in Chapter 4-6. The challenge of
optimizing for reliability was not just viewed through the lens of reactive fault-tolerance,
we also considered relaxing timing constraints in Chapter 7 and sought a more holistic
perspective on hardware, hard and soft errors through FAA+RTS in Chapter 8.

With that final cup of (malfunction-free) coffee, we wrap up our thesis titled ‘‘Strategy
Switching: Enhancing Reliability in Resource-Constrained Systems’’. We provided thorough
dissemination of the nameplate technique of the thesis – Strategy Switching – and its further
evolutions. Equipped with this thesis, coffee machine vendors and other embedded systems
designers alike are equipped with a new set of tools to further improve their systems.
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Terms and definitions

(mi, ki)-constraint A method of specifying permitted excursions of a
weakly-hard real-time requirement. Typically shown
as a tuple, e.g. (m, k) = (4, 6), or (mi, ki) for task τi.
m describes the number of epochs where the require-
ment must be met for each k window of consecutive
epochs. Used on pages 27, 29–31, 36–43, 55–57, 60,
61, 65, 69, 79, 84, 98, 181, 197

epoch In a system with a global period, an epoch is one period
of the entire task set. Used on pages 27, 36, 56, 196

reactive fault-tolerance Form of fault-tolerance where the application of fault-
tolerance is changed dynamically based on observed and
suspected events. Used on pages 8–10, 52–55, 57, 63,
84, 116, 180, 183, 184, 186, 197, 201, 203

real-time requirement Requirement to a CPS to which no temporary but un-
bound excursions are allowed, i.e. measuring the ad-
herence to such a requirement does not permit amor-
tizing any violations across unbound periods of time.
Includes hard real-time deadlines and responsiveness
requirements, where missing one deadline is not offset
by meeting it with margin later. Used on pages 53, 54,
57, 63, 197

real-time software Real-time software refers to software systems that are
required to respond to inputs or events within a strict
time frame, and where the correctness of such systems
depends also on the time at which these results are pro-
duced. Used on page 6
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soft real-time requirement Timing requirement to a CPS considering the long-
running system average, e.g. the deadline must be met
99.5% of the time. They are a subset of what we define
as sustainability requirements. Used on pages 53, 55

strategy switching Name of this thesis. Unqualified use of strategy switch-
ing refers to the first method discussed in the thesis
that implements reactive fault-tolerance, as discussed in
Chapter 4. Used on pages 84, 93, 116, 117, 121, 137,
162, 181, 184–186, 198

sustainability requirement Requirement to a CPS considering the long-running
system average. Temporary, even extended, violations
are allowed given that the system eventually offsets
them. Examples include energy consumption (aiming
for an average to prevent early battery depletion) and
utilization bounds (for e.g. systems in amixed-criticality
setting preventing low-criticality tasks from starving).
Used on pages 53–55, 57, 63, 65, 66, 80, 184, 185, 197

UPPAAL Model checking tool for hybrid automatons. Used on
page 84

weakly-hard real-time requirement A type of real-time requirement that explicitly allows
limited violations of the requirement. E.g. , a weakly-
hard deadlinemay bemissed once every five epochs, cap-
tured in this example by a (mi, ki)-constraint. Such a
formulation captures a range of allowed and disallowed
behaviors, without unbound long-running amortiza-
tion or averaging of behaviors as permitted by a sustain-
ability requirement. Used on pages 53–57, 85, 180, 196
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Acronyms

nMR n-Modular Redundancy (nMR): Fault-tolerance
scheme using a voter and n job replicas. n can be
substituted with a number, creating 2MR, 3MR, etc.
2MR is an implementation of ED, while nMR for
n ≥ 3 implement EDaC. Used on pages 25, 58–60,
198, 199, 201

CiSM Circuit StateMachine (CiSM): The Circuit State Ma-
chine is an abstraction over the SSMused forCiSS. Each
state in the CiSM is a sequence of strategies. Key dif-
ference include a modified steady-state probability for
the state machine, as a single step in the CiSS may be an
abitrary number of epochs as each circuit may contain
an abitrary number of strategies. Used on pages 130,
131, 136, 198

CiSS Circuit-based Strategy Switching (CiSS): Implementa-
tion of strategy switching that places strategies in chains
of strategies called circuits, as discussed in Chapter 6.
Used on pages 116–118, 137, 181, 198

COTS Commercial Off-The-Shelf (COTS): Ready made hard-
ware, typically benefiting from economies of scale at the
cost of lack of customizability for a particular purpose.
Used on pages 7, 17, 20, 22, 23, 30, 162, 198

CPS Cyber-physical system (CPS): A cyber-physical system
(CPS) integrates computation with physical processes,
where the system’s behavior is governedbyboth its cyber
and physical components. Used on pages 5, 7, 16, 17,
19, 20, 29, 30, 39, 52, 54, 57, 80, 180, 196–198
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DMR Dual-Modular Redundancy (DMR): Instantiation of
nMR where n = 2, implements ED but not EDaC.
Also written as 2MR. Used on pages 22, 25, 37, 45, 117,
143, 199

DSE Design space exploration (DSE): The systematic, typi-
cally automated analysis of a design space, searching for
design solutions that best meet specific requirements
Used on pages 162, 176, 199

DTMC Discrete-TimeMarkov Chain (DTMC): A stochastic
process where the probability of transitioning to the
next state depends only on the current state and not on
past states, with transitions occurring at discrete time
step. Used on pages 66, 67, 103, 106, 137, 199

DVFS DynamicVoltage and Frequency Scaling (DVFS):Mech-
anism by which the voltage and frequency of the pro-
cessor are dynamically adjusted, trading performance
for energy consumption. Used on pages 6, 42, 45, 48,
96–99, 199

ECC Error Correcting Codes (ECC): Error detection and
sometimes mitigation implemented in data structures
and communication links using additional parity infor-
mation. Typically implemented in hardware in server-
grade DRAMmemory modules. Used on pages 22–24,
199

ED Error Detection (ED): Category of fault-tolerance
schemes that can only detect errors. Used on pages
24–26, 36, 39, 58, 60, 62–64, 70, 76, 77, 84, 117–119,
121, 124, 125, 127–130, 132, 135, 137, 138, 198–200

EDaC Error Detection and Correction (EDaC): Category of
fault-tolerance schemes that do not only detect errors,
but can also correct them seamlessly. Used on pages 19,
22, 24, 25, 35, 36, 38–42, 56, 58–65, 70, 77, 84, 85, 97,
99–102, 105, 107, 110, 111, 117, 119–121, 124, 126,
128–130, 132, 135, 137, 138, 198–201

FiT Failure in Time (FiT): Rate of failure (or malfunction)
measured in events per 109 device-hours. Used on page
41, 199

Bibliography 199



ILP Integer Linear Programming (ILP): Integer linear pro-
gramming is a mathematical optimization technique
used to maximize or minimize a linear objective func-
tion subject to a set of linear equality and inequality
constraints. Some or all of the decision variables are
restricted to integer values, allowing binary decisions to
be made at significant impact to the algorithmic com-
plexity w.r.t. Linear Programming. Used on pages 35,
36, 40, 42, 200

MTTF Mean Time To Failure (MTTF): Expected time to fail-
ure, typically used in the context of hard errors where
recovery requires replacing components. Used on page
40, 200

NFR Non-FunctionalRequirement (NFR):A requirement to
a software application that describes non-functional be-
havior, i.e. not correctness but e.g. behavior concerning
latency or resource usage. Used on page 6, 200

NoFT No Fault Tolerance (NoFT): No fault tolerance is ap-
plied, and thus no errors can be detected or mitigated.
Used on pages 24, 58, 61, 70, 77, 84, 92, 117, 119, 124,
125, 128, 138, 200

SEU Single Event Upset (SEU): Transient fault in the hard-
ware caused by radiation. Used on pages 7, 8, 16–18, 22,
26, 27, 30, 42, 45, 54, 56, 57, 116, 117, 121, 142–145,
147, 149, 151–155, 157, 158, 162, 200, 203, 205

SIFT Software-Implemented Fault-Tolerance (SIFT): Fault-
tolerance implemented in software, realizing either ED
or EDaC. Sometimes also called Software-Implemented
Hardware Fault-Tolerance, as it alleviates faults originat-
ing from the hardwareUsed on pages 23–27, 30, 35–37,
56, 116, 119, 124, 142, 200
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SoR Sphere of Replication (SoR): The logical boundary of
redundant execution. Components inside the SOR
are replicated, while the components outside must be
protected by other fault-tolerance mechanisms. Used
on pages 20, 23–25, 200

SSM Strategy State Machine (SSM): State machine of strate-
gies and result states capturing reactive fault-tolerance
decisions ahead of time. Used on pages 60, 66–68, 80,
85, 104, 116, 117, 120, 198, 201

TMR Triple-Modular Redundancy (TMR): Instantiation of
nMRwhere n = 3, implements EDaC. Also written
as 3MR. Used on pages 21, 24, 25, 37, 45, 70, 88, 117,
201

WCET Worst-Case Execution Time (WCET): Upper bound to
the execution time of a task, denotated asCi for task τi

Used on pages 31, 34, 43, 48, 61, 143, 146–149, 201
WCRT Worst-Case Response Time (WCRT): Upper bound to

the time between release of a task and its response Used
on pages 145–147, 152, 155, 201
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Responsible Data Management

Source code

All presented techniques were implemented on top of the TeamPlayCoordinationCompiler,
as discussed in Section 2.7. The source code of the coordination compiler can be found in the
followingbitbucket repository: https://bitbucket.org/uva-sne/coordinationcompiler/.
No functionality used to derive any of the results presented in this thesis have been removed
from the coordination compiler, however for completeness we include the commit hash
used for each chapter.

In addition to the source code repository, we provide a dataset repository with (generated)
input files, binaries (whenever possible) and results organized by chapter at https://
github.com/LukasMiedema/strategy-switching-data.

1 The results of Chapter 4 were obtained using commit 517011429. The dataset of
Chapter 4 was generated using TGFF [25]. The generated task graphs are in the
dataset repository.

2 The results of Chapter 5 were obtained using commit 68ac32d15. The data used in
this chapter is the Rodinia energymeasurements dataset [71] by Roeder et al. available
athttps://uvaauas.figshare.com/articles/dataset/Energy_Measurements_
of_9_Rodinia_Benchmarks_executed_on_the_Odroid-XU4_/19665564?
file=34925064.

3 The results of Chapter 6 were obtained using commit 3ad66fe2e. The data used in
this chapter is a variation of the TGFF-generated task graphs used for Chapter 4, and
is included in the dataset repository.

4 The results of Chapter 7 were obtained using commit 5fe4bec30. The data used
in this chapter is from STR2RTS [76], which is already in the TeamPlay format and
available at https://gitlab.inria.fr/brouxel/STR2RTS.

5 The results relating to the author contribution to Chapter 8 were obtained using
commit 1cd25aa66. The data used in this chapter is derived from the Q-Media
use-case, which in TeamPlay format is in the dataset repository.
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Summary

The reliability of computing systems, particularly those embedded in safety-critical envi-
ronments, is paramount. Yet, achieving consistent reliability is increasingly challenged by
transient hardware faults such as SEUs. These transient faults unpredictably trigger un-
intended behaviors – so-called ‘‘weird machine’’ behavior – which can compromise the
correctness and timeliness of software-driven control systems. This thesis addresses these
challenges by developing a systematic approach for reactive fault-tolerance, capable of dy-
namically adapting to faults within resource-constrained real-time systems.

Central to our approach is the utilization of weakly-hard real-time systems, which inherently
tolerate a defined degree of intermittent failure without catastrophic outcomes. Exploiting
this property, we propose Strategy Switching, a reactive fault-tolerance mechanism designed
to selectively apply redundancy in response to transient fault occurrences. Through rigorous
simulations, Strategy Switching demonstrates a significant improvement in system reliability
under the constraints of strict timing and limited computational resources.

Given that many embedded systems operate under stringent energy constraints, we further
extend Strategy Switching to include energy-awareness. This adaptation allows the system
to intelligently balance transient increases in energy consumption against sustained energy
efficiency, enabling enhanced reliability without sacrificing long-term operational viability.

To generalize beyond simple constraints, we introduce Circuit-based Strategy Switching, an
advanced reactive fault-tolerance approach designed to handle arbitrary (m,k)-constraints,
significantly broadening its applicability across diverse weakly-hard real-time scenarios. Un-
like simpler redundancy strategies, arbitrary (m,k)-constraints inherently require managing
an exponentially growing state space, posing a critical challenge to both computational
feasibility and practical system implementation.

Circuit-based Strategy Switching strategically addresses this challenge by selectively exploring
state transitions deemed most influential or critical to system reliability. Through intel-
ligent pruning and targeted state-space exploration, it substantially mitigates complexity
without compromising the accuracy or effectiveness of reliability analysis. This selective
approach enables precise characterization of the critical fault scenarios and allows the system
to dynamically adapt redundancy deployment based on evolving system states and observed
fault occurrences. Consequently, Circuit-based Strategy Switching maintains scalability
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and practicality, ensuring that reliability enhancements remain feasible even for complex
real-time control systems with stringent constraints and limited computational resources.

Permitting potentially-erroneous responses is not the only way to handle transient faults.
Through checkpoint-restart, output can be withheld indefinitely until a correct result is
reached. Such an approach may be attractive when the cost of a late result is not exceeded by
that of a wrong result. To that end, we investigate the timing behavior of checkpoint-restart
mechanisms, providing an in-depth analysis of task-level redundancy versus instruction-level
redundancy. Through modeling and experimental evaluation, we identify critical trade-offs
and performance implications, offering guidance on redundancy strategy selection based on
specific timing and reliability requirements.

Finally, recognizing the intricate relationship between transient and permanent faults, we pro-
pose a holistic optimization methodology that integrates reliability considerations through-
out the design and runtime phases of system operation. This comprehensive approach
balances the competing demands of transient and permanent fault resilience, achieving
improved overall system robustness.

In summary, this thesis contributes a robust theoretical and practical framework for reactive
fault-tolerance, enhancing the reliability of resource-constrained real-time systems and setting
the stage for further advances in resilient and adaptive computing.
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Samenvatting

De betrouwbaarheid van computersystemen, vooral ingebedde systemen in veiligheidskri-
tieke omgevingen, is van essentieel belang. Toch wordt het behalen van consistente be-
trouwbaarheid steeds uitdagender door voorbijgaande hardwarefouten zoals SEUs. Deze
tijdelijke fouten veroorzaken onvoorspelbaar gedrag – zogenaamd ”weirdmachine” (vreemde
machine-) gedrag – wat de correctheid en tijdigheid van softwaregestuurde regelsystemen
in gevaar kan brengen. Dit proefschrift gaat deze uitdagingen aan door een systematische
aanpak te ontwikkelen voor reactieve fouttolerantie, die dynamisch kan reageren op zule
fouten voor real-time systemen met beperkte processorcapaciteit.

Centraal in onze aanpak staat het gebruik van weakly-hard real-time systemen, die inher-
ent een gedefinieerde mate van sporadische fouten kunnen verdragen zonder catastrofale
gevolgen. Door deze eigenschap te benutten stellen we Strategy Switching voor, een reac-
tief fouttolerantiemechanisme dat selectief redundantie toepast in reactie op fouten. Door
middel van uitvoerige simulaties toont Strategy Switching een significante verbetering van
systeembetrouwbaarheid binnen de beperkingen van strikte timing en beperkte processorca-
paciteit.

Omdat veel ingebedde systemen onder strenge energiebeperkingen functioneren, breiden we
Strategy Switching verder uit met energie-bewustzijn. Deze aanpassing stelt het systeem in
staat om voorbijgaande stijgingen in energieverbruik intelligent af te wegen tegen duurzame
energie-efficiëntie, wat leidt tot verhoogde betrouwbaarheid zonder verlies van operationele
levensvatbaarheid op lange termijn.

Om te generaliseren voorbij eenvoudige beperkingen introduceren we Circuit-based Strat-
egy Switching, een geavanceerde reactieve fouttolerantie-aanpak ontworpen voor arbitraire
(m,k)-constraints. Hierdoor wordt de toepasbaarheid aanzienlijk verbreed voor diverse
weakly-hard real-time scenario’s. In tegenstelling tot eenvoudigere redundantie-strategieën
vereisen arbitraire (m,k)-constraints inherent het beheren van een exponentieel groeiende
toestandsruimte, wat een kritieke uitdaging vormt voor zowel de berekenbaarheid als de
praktische systeemimplementatie.

Circuit-based Strategy Switching pakt deze uitdaging strategisch aan door selectief toes-
tandovergangen te onderzoeken die hetmeest invloedrijk of kritiek zijn voor systeembetrouw-
baarheid. Door intelligente pruning en doelgerichte verkenning van de toestandsruimte

205



vermindert het aanzienlijk de complexiteit zonder concessies te doen aan de nauwkeurigheid
of effectiviteit van betrouwbaarheidsanalyses. Deze selectieve aanpak maakt een precieze
karakteriseringmogelijk van kritieke foutscenario’s en stelt het systeem in staat omdynamisch
redundantie toe te passen op basis van veranderende systeemtoestanden en waargenomen
foutgebeurtenissen. Daardoor blijft Circuit-based Strategy Switching schaalbaar en prak-
tisch inzetbaar, zodat betrouwbaarheidsverbeteringen haalbaar blijven, zelfs voor complexe
real-time regelsystemen met stringente beperkingen en beperkte rekencapaciteit.

Het toestaan vanmogelijk foutieve reacties is niet de enigemethode om voorbijgaande fouten
te behandelen. Doormiddel van checkpoint-restart kan uitvoer onbeperkt worden uitgesteld
totdat een correct resultaat bereikt is. Deze aanpak kan aantrekkelijk zijn wanneer de kosten
van een vertraagd resultaat niet hoger zijn dan die van een verkeerd resultaat. Daarom
onderzoeken we het tijdsgedrag van checkpoint-restart mechanismen en bieden we een
diepgaande analyse van taakniveau redundantie tegenover instructieniveau redundantie. Met
modellering en experimentele evaluatie identificeren we kritische afwegingen en prestatie-
implicaties, en bieden we richtlijnen voor de selectie van redundantie-strategieën gebaseerd
op specifieke timing- en betrouwbaarheidseisen.

Tot slot, rekening houdend met de complexe relatie tussen voorbijgaande en permanente
fouten, stellen we een holistische optimalisatiemethode voor die betrouwbaarheidsaspecten
integreert gedurende het ontwerp en tijdens de uitvoering van het systeem. Deze uitgebreide
aanpak brengt de concurrerende eisen van tijdelijke en permanente foutresistentie in balans
en verbetert daarmee de algehele robuustheid van het systeem.

Samenvattend levert dit proefschrift een robuust theoretisch en praktisch raamwerk voor
reactieve fouttolerantie, verbetert het de betrouwbaarheid van resource-beperkte real-time
systemen en legt het de basis voor verdere vooruitgang in veerkrachtig en adaptief comput-
ergebruik.
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