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Abstract
Objective.This study addresses radiation-induced toxicity (RIT) challenges in radiotherapy (RT)by
developing a personalized treatment planning framework. It leverages patient-specific data and
dosimetric information to create anoptimizationmodel that limits adverse side effects using constraints
learned fromhistorical data.Approach.The study uses the optimizationwith constraint learning (OCL)
framework, incorporating patient-specific factors into the optimizationprocess. It consists of three
steps: optimizing the baseline treatment planusing population-wide dosimetric constraints; training a
machine learning (ML)model to estimate the patient’s RIT for the baseline plan; and adapting the
treatment plan tominimizeRITusingML-learnedpatient-specific constraints. Various predictive
models, including classification trees, ensembles of trees, andneural networks, are applied to predict the
probability of grade 2+ radiationpneumonitis (RP2+) for non-small cell lung (NSCLC) cancer patients
threemonths post-RT.Themethodology is assessedwith four highRP2+ riskNSCLCpatients, with the
goal of optimizing the dose distribution to constrain theRP2+outcomebelow a pre-specified
threshold.Conventional andOCL-enhancedplans are compared based ondosimetric parameters and
predictedRP2+ risk. Sensitivity analysis on risk thresholds anddata uncertainty is performedusing a
toyNSCLC case.Main results.Experiments show themethodology’s capacity to directly incorporate all
predictivemodels intoRT treatment planning. In the four patients studied,mean lungdose andV20
were reduced by an average of 1.78Gy and 3.66%, resulting in an averageRP2+ risk reduction from
95% to42%.Notably, this reductionmaintains tumor coverage, although in two cases, sparing the lung
slightly increased spinal cordmax-dose (0.23 and 0.79Gy). Significance.By integrating patient-specific
information into learned constraints, the study significantly reduces adverse side effects likeRP2+
without compromising target coverage. This unified framework bridges the gap between predicting
toxicities and optimizing treatment plans in personalizedRTdecision-making.

1. Introduction

Radiation-induced toxicity (RIT), an unavoidable downside of all radiotherapy (RT) treatments, is a critical
bottleneck and amajor concern throughout patients’ treatment course, from treatment planning and delivery
through post-RT follow-ups. Traditionally, RIT associatedwith a given RTplan has been estimated using
normal tissue complications probability (NTCP)models such as, Lyman (1985), Lyman–Kurcher–Burman
(LKB) (Kutcher andBurman 1989), relative seriality (RS)model (Källman et al 1991), and their variants. The
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reliance of thesemodels on only external (dosimetric) factors and ignoring the impact of patients’underlying
risk factors such as physical health and genetic predispositions limit the potential of thesemodels when applied
to individual patients, which is the aim of personalized radiotherapy (Baumann et al 2016). In recent years,
machine learning (ML)-based outcomemodels have been introduced asmore powerful tools for estimating RIT.
Thesemodels are capable of synthesizing (many) dosimetric and non-dosimetric risk factors, often showing
superior performance (i.e. predictive power)when compared to their non-ML counterparts (see Isaksson et al
2020 for an overview ofML-based outcomemodeling of RIT).

Regardless ofwhichmodel is used to estimate the risk of toxicity, in aRIT-cognizant, personalizedRT, the
estimated risks should be translated into ‘clinically actionable decisions.’That is, onemust learnhow to adjust the
RT treatment plan to keep the estimated patient-specific riskwithin tolerablebounds.Despite this, thefield ofML-
basedoutcomemodeling remains largely disconnected fromclinical RTplanning.Using outcomemodels directly
during treatment planninghas so far remained limited toNTCP-basedRITmodels (seeWitte et al2007, Semenenko
et al2008,NahumandUzan2012,Kierkels et al2014, 2016, for some examples), againmaking the resulting
treatment plansmore population-based thanpersonalized. In thework ofAjdari et al (2022), the authors proposed a
framework for ‘calibrating’ the prediction of conventionalNTCPmodel according to thepredictionof anML-based
outcomemodel (BayesianNetworks) for predictionof radiationpneumonitis (RP). TheupdatedNTCPmodelwas
then embeddedwithin the treatment planoptimization to obtainRTplansmore tailored towardpatients’ individual
RP risk.While the authors effectively integrate a predictivemodelwith treatment planning optimization, the
approach separatesMLpredictions from theoptimizationmodule. In otherwords, theMLmodel is utilized in the
optimization solely indirectly. As a result, the resulting treatment plans arenot optimizedbasedon the actual risk but
assume afixed risk during the optimizationprocess, independent of the optimizeddecision variables.

In this work, we use a novelmethodology for directly embedding entireML riskmodels into treatment
planning, thus closing the gap betweenML-based outcome prediction and treatment plan optimization. The
approach is built upon the concept of optimization with constraint learning (OCL) (Verwer et al 2017, Biggs et al
2023,Maragno et al 2023) for learningmathematical representation (constraints) ofMLpredictivemodels
directly and directly embedding themwithin the treatment plan optimization. Although generalizable to
different types of cancer and toxicity endpoints, wewill build our framework on a non-small cell lung cancer
(NSCLC) cohort, with the goal of personalizing the treatment plans tominimize the patient-specific risk of RP.

By integrating biomarker data,ML-based risk prediction, and treatment plan optimization, our approach
provides a computationally tractablemeans of achieving personalized treatment planning that can be
customized to other treatment sites beyond lung cancer. As a result, this study represents a crucial step forward
in the pursuit ofmore efficient and tailored cancer treatment.

2.Methodology

Ourmethod is based on theOCL framework (Fajemisin et al 2023). The framework is generic and can be
deployed on awide range of problems to learnmathematical representations (constraints) fromMLmodels. In
the context of RT treatment plan optimization (TPO), OCL can be used to learn a variety of outcomemodels,
such as TCP,NTCP, and any combinations thereof (e.g. uncomplicated tumor control probability, UTCP
(Chaikh et al 2016)). OCL leveragesML to design optimizationmodels inwhich (parts of the) constraints and
objectives are directly learned fromdatawhen an explicit expression is unknown or the conventional
formulations are deemed inadequate, which is the case for conventional TCP/NTCPmodels. In the remainder
of this section, we describe the general OCL framework in a TPO context. In the last part of this section, we
describe the design of the experiments to evaluate ourmethodology.

2.1. General OCL framework
Supposewe have a dataset  {( ˆ ˆ ˆ )}= =x w y, ,i i i i

N
1of sizeN, with x̂i the observed decision variables (e.g.mean

total lung dose), ŵi the contextual information4 (e.g. patient’s age, gender, or tumor location), and ŷi the
outcomes of interest for sample i (e.g. risk of developing RIT side effects), such that relationship between these
variables has to be learned fromdata. AnOCL framework involves three primary steps. First, the conceptual
model is designed, including the formulation of decision variables, objective function, and the constraints that
are to be learned. Next, one ormore predictivemodels arefitted to historical data to estimate the outcomes of
interest. Finally, the predictivemodels are embedded into the optimizationmodel which is now ready to be
solved. Figure 1 provides a schematic representation of theOCL framework. In the remainder of this section, we
discuss each step of theOCL framework in a radiation therapy setting.

4
Contextual features are fixed attributes that provide additional information about the context or environment. These features remain

constant throughout the optimization process, providing important context for the predictivemodel.

2

Phys.Med. Biol. 69 (2024) 075003 DMaragno et al



2.1.1. Conceptualmodel
Let n represent the dimension of the beamlet intensity vector x, p denote the number of non-decision variable
featuresw, and k indicate the dimension of y. The dataset  contains historical solution information and has a
dimension of ( )´ ¢ + +N n p k , whereN represents the number of data points, and ¢n stands for the number
of derived features obtained using the function (·)  ¢ d : n n . Some examples of derived features include
mean dose,max dose, andV20Gy.With the decision variable Î x n and thefixed feature vector Î w p, a
TPO conceptualmodel can be defined as

( )

( )
ˆ ( ( ) )

( )
t

" = ¼

=

Î







x

x

d x w

x

f

g i m

y h

y

0

max

s.t. 0, 1, , ,

, ,

,

, 1

x

i

n

where f ( · ) is a dose fidelity function and gi( · ) represents the conventional dosimetric (mean-dose,max-dose,
and dose–volume histogram constraints) and/or known biological constraints (e.g. equivalent uniformdose,
biologically effective dose, tumor control probability). The learned outcome is represented by the function
ˆ ( ( ) )d x wh , which is anMLmodel trained on .We do not use the ‘hat’notation for x,w, and y because these
variables represent a distinct and unobserved instance, which is not part of the dataset . The predictivemodel
outcome, denoted as y, corresponds to the probability of a patient experiencing a serious complication or not,
subject to the constraint that it remains below a threshold value τ.We note that the embedding of a single
learned outcomemay requiremultiple constraints and auxiliary variables as shown in the next section.

2.1.2. Predictivemodels
The second step of theOCL framework involves exploring variousMLmodels to learn the outcome of interest,
denoted as variable y in the conceptualmodel (1). In RT, the goal is tofind a predictivemodel that accurately
approximates the probability of a patient experiencing high levels of toxicity. To evaluate each predictivemodel,
we consider four keymetrics, summarized in table 1 and described below:

Figure 1. Schematic representation of anOptimizationwith constraint learning framework. The flowchart is based on Fajemisin et al
(2023).
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Table 1.Pros and cons of predictivemodels commonly used in optimizationwith constraint learning.

Model Interpretability Approximation accuracy Amount data required
Computational complexity

Complexity class Embedding

Linearmodels High Low Small LO # constraints: 1

SVM (nonlinearKernels) Moderate Moderate Moderate NLO *

Decision trees Moderate Moderate Moderate MIO # binary vars: 2k# constraints: 2k+1 − 2

Tree ensembles Low High Moderate MIO # binary vars: 2kT# constraints: (2k+1 − 2)T
Bayesian networks Moderate High Moderate NLO *

Neural networks (ReLU) Low High High MIO # binary vars: 1 per node# constraints: 4 per node

Neural networks Low High High NLO *

Recurrent neural networks Low High High NLO *

Convolutional neural networks Low High High NLO *

*no available literature on the embedding of this predictivemodel.

k is the depth of a complete decision tree.T is the number of trees.
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• Interpretability: the selection of a predictivemodelmay depend onwhether the practitioner requires the
model to be interpretable. Interpretablemodels, such as linearmodels or decision trees, can provide insight
into the factors that influence the predictions.

• Approximation accuracy: a predictivemodelmust be able to accurately approximate the underlying function
that generates the data. The ability of amodel tofit a wide range of functions is an important consideration
when selecting a predictivemodel.More flexiblemodels, like neural networks, can potentially approximate
more complex functions.

• Data required: the quantity and quality of data required tofit amodel can vary depending on themodel’s
complexity and the amount of information it can extract from the data.More complexmodelsmay require
larger and higher-quality datasets to achieve good performance.

• Complexity class: the selection of a predictivemodel impacts the computational complexity class of the
conceptual optimizationmodel. Linearmodels typically do not affect the complexity class, while othermodels
like tree ensembles and neural networks require binary variables to be represented as constraints, which
increases themodel’s complexity. In some cases, such as Bayesian networks and neural networks with
activation functions other than rectified linear unit (ReLU), the embedding requires complex (non-convex)
constraints.

The interpretability of predictivemodels is crucial in clinical decision-making for radiation treatment
planning. It ensures transparency, trust, and ethical considerations, allowing clinicians to comprehend and
validate themodel’s reasoning for accurate and accountable treatment plans. The outcomes of interest depend
onmultiple factors, including dosimetric, clinical, and imaging information,making their approximation
challenging, especially with scarce, fragmented, and incomplete data.Moreover, the complexity class of the
predictivemodel significantly impacts the tractability of thefinal optimization problem. Since the conceptual
modelmay involve a large number of constraints and decision variables, incorporating complex predictive
models can lead to problems that cannot be solvedwithin a reasonable timeframe.

2.1.3. Embedding the predictivemodels
In thefinal step of our framework, we integrate the trained predictivemodels into the conceptualmodel. In this
section, we focus on those predictivemodel belonging to the complexity class LO (linear optimization) and
MIO; see table 1. It is important to note that although the embedding of the predictivemodels is done using
piece-wise linear constraints, it does not imply that the function being approximated is linear. This is possible for
various types of predictivemodels, such as linearmodels, decision trees, tree ensembles, and neural networks,
and is applicable to both classification and regression tasks. In light of the paper’s objective, the following
discussion focuses on binary classificationmodels. For readability, we use the notation x to indicate both the
vector of decision variables and the derived features previously denoted as d(x).

Below, we show the formulations adopted byMaragno et al (2023) to embed these predictivemodels, andwe
refer to them for further details.

Logistic regression. Logistic regression is a natural choice due to its inherent linearity and ease of integration.
Once themodel has been trained, only the final coefficient vectors b Î x

n and b Î w
p (alongwith the

intercept termβ0) are necessary to describe themodel. In classification tasks, thesemodelsfind a hyperplane that
separates positive and negative samples. The prediction for a given sample is computed as

 
=

+ b bb + +
y

e

1

1
.

x wx w0

This function, known as the sigmoid function, is nonlinear. However, if we impose the constraint y� τ, where τ

represents the desired probability lower bound, this constraint is satisfiedwhen   ( )b bb + + t
t-

x w lnx w0 1
.

Consequently, the binarized output of logistic regression, using a threshold of τ, can be expressed as follows:

 b b t
t=

+
-

x w
y

1, if ln
1

;

0, otherwise.

x w
⎧

⎨
⎩

⎛
⎝

⎞
⎠

For example, at a threshold of τ= 0.5, the predicted value is 1when  b bb + + x w 0x w0 . Here, τ can be
chosen according to theminimumnecessary probability to predict 1.

Support vectormachines. Similar to logistic regressionmodels, linear support vectormachines (SVM) aim to
identify the optimal hyperplane that can effectively separate positive and negative samples (Cortes and
Vapnik 1995). A trained binary classification SVMalso provides coefficientsβx,βw, andβ0, and the prediction
for a given sample can be expressed as follows:

5
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 b bb= + + x w
y

1, if 0;

0, otherwise.
x w0⎧

⎨⎩

In SVM, the output variable y is binary rather than a probability, and as a result, it does not necessitate the use of
the threshold parameter τ. In this case, the constraint can simply be embedded as  b bb + + x w 0x w0 . In the
case of SVMwith a nonlinear kernel (such as theGaussian kernel or polynomial kernel), the embedding process
differs, and its linearization is not possible.

Decision trees.Ageneric decision tree of depth two is shown infigure 2. A split at node i is described by an
inequality  + x wA A bi iw i, whereAi represents the coefficients associatedwith the input features x, andAiw

captures theweight of auxiliary variablesw. To simplify the notation, we include the effect ofAiw in the constant
term bi and omit it for the remainder of this paragraph.We assume thatAi can havemultiple non-zero elements,
inwhichwe have the hyper-plane split setting; if there is only one non-zero element, this creates a parallel (single
feature) split. Each terminal node j (i.e. leaf) yields a prediction (pj) for its observations. In binary classification,
the prediction is the proportion of leafmemberswith the feasible class.

Suppose that we aim to constrain the predicted value of this tree to be atmost τ, afixed constant between 0
and 1.Oncewe have trained the tree infigure 2, we can identify which paths satisfy the desired bound (pi� τ).
Suppose that p3 does satisfy the bound, but p4, p6, and p7 do not. In order to enforce the decision vector x to reach
leaf p3, we can use the constraints:





=




x

x

A b

A b

,

.
3

1 1

2 2

⎧
⎨⎩

Whenmore than a leaf satisfies the condition pi� τ, we can decompose the problem intomultiple separate
problems, one per feasible leaf. The learned constraints represented by ˆ (·)h in the conceptualmodel (1) become

( ( ) ) Îg x w, i where the learned constraints for leaf iʼs subproblem are implicitly represented by the
polyhedron i. These subproblems can be solved in parallel, and theminimumacross all subproblems is
obtained as the optimal solution. An alternative approach is to represent the entire decision tree by utilizing
auxiliary binary variables, which assist in determining the leaf towhich the solution belongs, seeVerwer et al
(2017), Halilbasic et al (2018).

The computational complexity arising from the embeddingof tree-basedmodels is determinedby the total
number of nodes and leaves. Therefore, it becomes crucial to leverage the values of the contextual featuresw to
selectively pruneunreachable leaves. This is especially significant in radiation therapy sincemost features are patient-
specific andknownprior to solving the optimizationmodel. Inpractical terms, for eachpatient,wefirst prune the
fitted decision tree by removing leaves that cannot be reachedbasedon the contextual features. Subsequently,we
incorporate thepruned tree into the optimizationmodel. An example of pruning is shown in section2.2.

Tree ensembles.Ensemblemethods, such as random forests and gradient-boostingmachines, utilizemultiple
decision trees combined to generate a single prediction for an observation (Breiman 2001). Thesemodels can be
implemented by embeddingmultiple sub-models representing each tree. In random forests, predictions are
typically obtained by averaging the predictions from individual trees as follows:

å=
=

y
P

y
1

,
i

P

i
1

where P represents the number of trees in the ensemble, and yi denotes the predicted value from the ith tree.On
the other hand, gradient-boostingmachines calculate themodel output by summing the predictions of the

Figure 2.Decision tree of depth two.
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individual regressionmodels, weighted by corresponding coefficients:

å b=
=

y y ,
i

P

i i
1

where yi is the predicted value of the ithmodel, andβi represents theweight associatedwith the prediction.
Neural networks.Neural networkswith a ReLU activation function are known to be linearly representable

(Grimstad andAndersson 2019, Anderson et al 2020). These networks typically consist of an input layer, L− 2
hidden layers, and an output layer. Importantly, the ReLUoperator, { }=v xmax 0, , can be encoded using
linear constraints:

( )v x, 2

( ) ( )- -v x M z1 , 3L

( )v M z, 4U

( )v 0, 5

{ } ( )Îz 0, 1 . 6

Here, the large numbersML andMU stand for lower and upper bounds on all possible values of x. Although this
embedding relies on a big-M formulation, there are ways to enhance it. The constraints for a neural network can
be recursively generated, starting from the input layer, allowing the embedding of trained networks with any
number of hidden layers and nodes. The output layer of the neural network consists of a single neuronwith a
sigmoid activation function. Similarly to logistic regression, the sigmoid function can be represented as a linear
constraint using the τ bound:

bb
t
t=

+
-

- v
y

1, if ln
1

;

0, otherwise,

L L L
0

1⎧

⎨
⎩

⎛
⎝

⎞
⎠

where vL−1 represent the output vector of the penultimate layer L− 1.
Literature on predictivemodels in RIT.Table 2 provides an overview of published papers on predictivemodels

for radiation treatment of head and neck (H&N), lung, and prostate cancers, focusing on xerostomia,
pneumonitis, and rectal toxicity/bleeding due to their prevalence inML-based predictions. The last columnof
the table categorizes the feasibility of embedding theMLmodels in treatment plan optimization as follows:

• Themodel is linear or linearly representable, and themethodology proposed in this study can be followed for
the embedding.

• Themodel is linear or could be linearly representable, but this study does not provide themethodology for
embedding the learned constraints.

• Themodel is not linearly representable.

Among the selected toxicities, 19 out of 23 (82.6%) literaturemodels belong to thefirst category, indicating that
they can be embedded in the optimization process following themethodology proposed in this paper. However,
it is noteworthy that linear discriminant analysis (LDA) and distance-based (norm)models, while beingMIO-
representable, are not incorporated into ourmethodology due to the absence of documentedMIO embeddings
in the existing literature. In contrast, bothNaïve Bayes andBayesianNetworks cannot be represented using an
MIO formulation. Attempting to embed them into the optimizationmodel, though theoretically feasible, would
introduce highly non-convex constraints, therebymaking themodel impractical to solve to optimality.

2.2. Experimental design
The experiments aim to optimize the treatment plan for patients withNSCLCwhile constraining the risk of
symptomatic pneumonitis (grade�2), referred to as RP2+, to be smaller than a given threshold (τ). The
experiments consist of two parts. In the first part, we design a (simplified) toy examplewith voxel spacing values
of [10, 10, 10], which allows for faster optimization evenwhen complex predictivemodels, like neural networks,
are deployed to constrain the RP2+ risk. In the second part, we use voxel spacing of [5, 5, 5] to demonstrate the
performance on realistic (clinical) cases and use a decision tree tomodel the RP2+ outcome. In both scenarios,
we use a spot spacing and layer spacing equal to 10, and a targetmargin equal to 5. In appendix, we report the
size, in terms of beamlets and voxel sizes, of the optimization problems solved for the clinical study. Thefirst part
of the experiments demonstrates how various predictivemodels, including those discussed in section 2.1.3, can
be used to learn the probability of toxicity.We conduct plan adaptations for patients with anRP2+ predicted
risk higher than 0.5 and sensitivity analyzes bymodifying both the RP2+ threshold and several patient-specific
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parameters that impact the predictivemodel’s outcome. The second part showcases the suitability of decision
trees due to their interpretability and their linear embedding (without the use of binary variables).We present
adjusted treatment plans for four patients whowould otherwise have a probability greater than 0.5 of
experiencing RP2+ according to thefitted decision tree. Since the primary objective of this work is to offer
practitioners a structured approach for incorporating predictivemodels into treatment planning, our discussion
of the experiments will emphasize the interconnection between prediction and prescription rather than the fine-
tuning of highly performing predictivemodels. In the remainder of this section, we offer additional information
about the conceptualmodel we adopted, the dataset utilized for training the predictivemodels, and the specific
predictivemodels employed to assess the RP2+ risk. Finally, we provide a detailed explanation of how a decision
tree can be seen as a different set of rules depending on the patient’s characteristics.

Conceptualmodel.The conceptualmodel used for the experiments is a treatment plan optimizationmodel. A
Max-dose constraint of 54Gy-RBE is imposed on the spinal cord. For heart and total lung, we usedmean dose
constraints with an upper bound respectively in the range 15.06–20.03Gy-RBE and 19.15-21.32Gy-RBE,
depending on the patient. The probability of experiencing RP2+ is constrained to be less than 0.5 (τ), however, it
is worth noting that any value between 0 and 1 can be used.We recommend that the threshold value is chosen in
consultationwith a physician. The reference doses for the gross tumor volume (GTV) and planning target
volume (PTV) in the objective function are 66Gy-RBE and 65Gy-RBE, respectively.We use the unit ‘Gy-RBE’
to keep the doses consistent between photon and proton treatments in terms of their biological effect. There
were no specific constraints onRBEor its range during the treatment planning. As per standard practice, we
scale the dosimetricmetrics for proton planning using aweighting factor of RBE= 1.1 to accommodate the
biological differences between protons and photons. To ensure that the optimal solution yields lowmean doses
delivered to normal tissues, we introduce a penalty in the objective function by incorporating aweighted sumof
themean doses delivered to the heart, lung, and spinal cord.We give equal weight to all objectives, and this
remains consistent in theOCL-adapted plans too.

Dataset.Webuilt our predictivemodels on a dataset of 73 stage IIB-IIIANSCLCpatients treatedwith passive
scattering proton or intensity-modulated RT (Liao et al 2018).More details about the dataset can be found in
Ajdari et al (2022). Among the patients in the dataset, 27%of them experienced grade 2+RP,which serves as the
outcome for the predictivemodels. The features used to predict RP2+ can be categorized into threemain
groups: dosimetric information (e.g.mean lung dose), clinopathological information (e.g. age, smoking status,

Table 2. Supervisedmachine learningmodels for predicting radiation-induced toxicity (adapted from Isaksson et al 2020).

Cancer site Toxicity Classifier References Embedding

H&N Xerostomia LR Jiang et al (2019), Nakatsugawa et al (2019)
MV-LR vanDijk et al (2017)

Naïve Bayes Pota et al (2017)
Decision tree Zhang et al (2009)

SVM Gabryś et al (2018), Zhang et al (2009)
extra-trees Gabryś et al (2018)

Lung Pneumonitis RF Luna et al (2019), Valdes et al (2016)
LASSO Krafft et al (2018)

Decision tree Valdes et al (2016), Das et al (2008, 2007)
RUSBoost Valdes et al (2016)

Bayesian network Lee et al (2015)
LR Lee et al (2015), Naqa et al (2009)
SVM Chen et al (2007), Naqa et al (2009), Das et al (2008)
NN Naqa et al (2009), Das et al (2007)

Prostate Rectal toxicity/bleeding LR Rossi et al (2018), Oh et al (2017), Liu and Li (2016),
Tomatis et al (2012)

Distance-based

(norm)
Fargeas et al (2018, 2015)

RF Oh et al (2017), Ospina et al (2014)
LDA Fargeas et al (2015)
SVM Fargeas et al (2015), Pella et al (2011)
NN Tomatis et al (2012), Pella et al (2011), Gulliford et al

(2004)

Abbreviations: LDA, linear discriminant analysis; LR, logistic regression;MV-LR,multivariate logistic regression; NN, neural network; RF,

random forest; SVM, support vectormachine;

Symbols: : linearly representable and considered in themethodology; : linearly representable but not considered in themethodology; :

not linearly representable and not considered in themethodology.
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breathing function), and tumor-related information (e.g. GTV size, histology, tumor location). Before training
the predictivemodel, categorical features are encoded into numerical values using one-hot encoding.We
utilized the same dataset throughout the experiments. However, in the first part of the experiments, we excluded
a set of features associatedwith the calculation of the depositionmatrix, such as theGTV size, as this was
necessary to facilitate the sensitivity analysis.

Predictivemodels.We trained four predictivemodels:

• Logistic regressionwithℓ1 penalty term and default regularization coefficient (C= 1).

• Decision treewith amaximumdepth equal to 4 (max_depth= 4).

• Random forest composed of 10 decision trees eachwith amax depth of 4.

• Neural networkwith one hidden layer of 10 nodes activatedwith a ReLU activation function.

Infigure 3, we report the fitted decision tree used for the second part of the experiments.
Among the 73 patients available in the dataset, 19 of themwere selected to evaluate the performance of the

model: 14 patients did not develop RP (RP2+= 0) and 5 did (RP2+= 1). Thefitted decision tree yields a cross-
validationAUCof 0.66 (95%confidence interval, CI= [0.65, 0.68]) and a test AUCof 0.66.While we recognize
the significance of achieving a predictivemodel with a high AUC score, improvingmodel accuracy lies beyond
the scope of our present work.

From decision tree to treatment constraints. In the second part of the experiments, we evaluate ourmethod by
conducting tests on several patients. For each patient, we first solve an optimizationmodel (baseline_model)
without incorporating the learned constraints. Subsequently, we assess whether the patients, considering their
current treatment, had a probability greater than 0.5 of developing pneumonitis within twomonths. The
decision tree shown infigure 3 indicates that a patient receives anRP2+ score smaller than 0.5 if one of the
following three scenarios ismet:

(i) TheGTV is less than or equal to 55.20 cc.

(ii) TheGTV is greater than 55.20 cc and the FEV1 pre-bronchodilator (BD) score is greater than 2.52.

(iii) The GTV is greater than 55.20 cc, the FEV1 pre-bronchodilator (BD) score is less than or equal to 2.52, and
the total lungmean dose is greater than 16.80 Gy.

The decision tree structure ensures that only one set of conditions can be active at a time, depending on the
patient’s information and the treatment plan. If none of these conditions are satisfied, the RP2+ score for the
patient, given their treatment plan, will be higher than 0.5 (bottom left leaf). To illustrate howdifferent
conditions are active for different patients, let us consider the cases of three patients (see figure 4 for a visual
representation). Thefirst patient has aGTVof 45 cc, falling under scenario (i). Regardless of the other features,
the decision tree predicts a low probability of RP2+. The second patient has aGTVof 60 cc and an FEV1 pre-BD
score of 3, corresponding to scenario (ii). Regardless of themean dose delivered to the lung, the patient is
unlikely to experience side effects according to theDT. Finally, the third patient has aGTVof 60 cc, but this time
the FEV1 pre-BD score is 2. This scenario corresponds to (iii), and the onlyway to achieve anRP2+ score smaller
than 0.5 is to design a treatment planwith amean total lung dose below 16.80 Gy.While some patients fall into
scenarios (i) or (ii), where ensuring a lowRP2+ score is not necessary to adapt the treatment plan, other patients
require a treatment plan that ensures amean total lung dose smaller than the threshold suggested by the tree.
These three scenarios demonstrate that for different patients, only certain leaves of the decision tree are active,
and therefore, reachable while the remaining leaves can be excluded from consideration. In the next section, we
will incorporate the learned decision tree into the optimizationmodel and observe how the solution changes for
some of the patients.

3. Results

For the experiments, we use the open-source Python packageOpenTPS (Wuyckens et al 2023) for dose
calculation and visualization.We embed the predictivemodel into the optimization framework using the open-
source Python packageOptiCL (Maragno andWiberg 2021). The optimizationmodel is written and solved in
Gurobi (GurobiOptimization, LLC 20222022). The training of the predictivemodels is performed using the
Python library Sklearn v1.0.2 (Pedregosa et al 2011). All computations are performed on a laptop i7-10850H
CPU2.70 GHzwith 32 GBof RAM.
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3.1. Toy example
In thisfirst part of the experiments, we use a simplified treatment planning problem and employ three distinct
predictivemodels, namely logistic regression, random forest, and neural network, to learn the RP2+ risk
function. In this context, we demonstrate how the adjusted treatment plan varies based on the chosen predictive
model used to define theRP2+ risk for a given patient. The dose–volume histograms (DVH) can be found in
figure 5, and the dosimetric parameters are detailed in table 3. The results show that across all three scenarios,
adjustments to the plans are necessary to decrease the RP2+ risk below the 0.5 threshold. In fact, the logistic
regressionmodel assigns a 57%RP2+ risk probability to the baseline plan, the random forestmodel assigns
55%, and the neural networkmodel assigns 87%. The adapted plan obtained using logistic regression shows a
reduction of 1.25 Gy inmean total lung dose, compared to the 1.68 Gy of the random forest, and the 0.95 Gy of
neural network.However, this decrease inmean total lung dose required an increase inmean dose for the heart
and spinal cord, ranging between 0.47 Gy and 0.56 Gy for the heart and 0.06 Gy and 0.09 Gy for the spinal cord.
The adapted plans exhibit variations in the delivered dose toGTV and PTV, evident especially in terms ofD98,
which remains below the 2.46 Gy (random forest).

Figure 3.Classification tree trained on the radiation pneumonitis dataset. The three split nodes are represented as histogramswith the
frequency on the y-axis and the following features: total GTVmeasured in cubic centimeters,mean total lung dosemeasured inGy,
and FEV1.Pre.BD. Every split node is defined by a threshold, symbolized by the black triangle positioned on each x-axis of the
histograms. The histograms are constructed using the training samples able to reach the respective split node. GTV: gross tumor
volume;D_mean_TotalLung:mean dose delivered to the total lung; FEV1.Pre.BD: forced expiratory volume in thefirst second before
bronchodilator administration.

Figure 4. Side-by-side comparison of afitted decision tree illustrating different paths leading to the prevention of radiation
pneumonitis developmentwith a probability greater than 0.5 for three distinct patients.
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Using the same toy example, we run two sensitivity analyzes. Thefirst analysis, shown infigure 6, involves
varying the threshold τ inmodel (1) to observe its impact on treatment planning, represented by the PTVD98
and themean total lung dose. As the threshold is incrementally raised, the plots illustrate the changes in the
treatment solution, allowing for highermean total lung dose and PTVD98 until it plateaus. In the cases of
random forest, it is not possible to obtain a feasible solution to the resulting optimization problems for a
threshold smaller than 0.5. This analysis provides insights into the behavior of the predictivemodels concerning
the constraint threshold, helping to identify critical points where the optimal treatment plan attains a steady
state and remains insensitive to further changes in the threshold value.

Infigure 7, we report the results of the sensitivity analyzes performed using three different predictivemodels:
logistic regression, random forest, and neural network. For each predictivemodel, we select the threemost
relevant features that influence the RP2+ risk prediction. These features were perturbed individually to observe
their effects on the optimal solutionwhile ensuring amaximum risk threshold of τ= 0.5 for the RP2+ risk. The
conducted experiments are patient-specific and offer insights into the treatment’s sensitivity to changes in
features. Both the logistic regressionmodel and the neural networkmodel demonstrate that a higher Karnofsky
score allows for a highermean total lung dose and PTVdosewhile ensuring anRP2+ risk remains below the
threshold. The logistic regressionmodel indicates that patients with a higher average of daily smoked cigarettes
and thosewho are currently smoking can tolerate a higher radiation dose.Moreover, the neural networkmodel
suggests that for older patients, the delivered dose should decrease, while higher values of forced vital capacity
(FVC) corresponding to healthier lung function allow for a higher radiation dose.

3.2. Clinical study
In the second part of the experiments, we run a clinical study to compare the treatment planning solutions
before and after the adaptation for some of the patients falling in scenario (iii); see section 2.2. The adaptation is
done using the decision tree infigure 3 to constrain the risk of RP2+ to be smaller than 0.5. In table 4, we
summarize the optimal treatment plan for 4 patients using variousmetrics.

For thefirst two patients, we display infigures 8–9 theDVH, as well as the dose distribution (a) before
adaptation, (b) after adaptation, and (c) their voxel-wise difference. Notably, the lungDVH is significantly
reduced in all cases (mean dose reduction of 1.06 Gy, 1.85 Gy, 1.72 Gy, and 2.49 Gy). Occasionally, a lower lung
dosemay result in trade-offs with other organs at risk. For instance, in the adapted plan for Patient 2, the
maximum spinal cord dose limit was respected in all adapted plans. In all the cases, the RP2+ probability
prediction drops from95% (baseline) to 42% (adapted).

Figure 5.Comparison of dose–volume histograms between baseline andOCL adapted plans using logistic regression, random forest,
and neural network approaches to capture the radiation pneumonitis risk constraint.
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Table 3.Comparison of dosimetric parameters for various organs at risk obtained solving both baseline and adaptedmodels using different predictivemodels for the radiation pneumonitis constraint with 0.5 as the upper bound.GTV
stands for gross tumor volume; PTV stands for planning target volume;D2/98 are theminimumdose delivered to 98%/2%of the volume; V5/20/60 is the percentage of volume receiving at least 5/20/60Gy;Dmean andDmax are themean
andmax dose inGy delivered to the volume; time is computation time, in seconds, required to optimize the treatment plan.

GTV PTV Total lung Heart
Spinal cord

MLmodel Time (s) D2 D98 D2 D98 Dmean V5 V20 V60 Dmean Dmax V5 V20 V60 Dmax

Baseline 1.29 67.98 64.27 69.79 58.09 14.24 32.67 25.81 11.85 7.93 68.48 24.71 15.52 5.46 2.82

Logistic regression 2.99 68.59 63.98 70.06 56.09 12.99 31.74 23.46 10.63 8.43 68.24 25.86 17.53 5.46 4.60

Random forest 3.13 68.05 63.93 70.03 55.63 12.56 31.57 22.52 10.06 8.46 68.14 25.86 17.24 5.46 5.26

Neural network 3.94 68.64 64.05 70.15 57.26 13.29 32.06 23.82 11.12 8.40 68.30 26.15 17.53 5.46 4.26
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4.Discussion

Despite the recent breakthroughs in the realmofML-based outcomemodeling in RT, currently, there is no
rigorousmethodology for integrating these predictions within RT treatment planning to guide the treatment
design. In this study, we set out to address this gap. To the best of our knowledge, ourwork is the first study to
formalize amethodology that directly integratesML-based outcomemodels within RT treatment planning. Our
methodology is capable of handling themajority of popularML-based outcomemodels proposed in the
literature (Isaksson et al 2020), including decision trees, random forests, support vectormachines (with linear

Figure 6.Effect of the radiation pneumonitis constraint (upper bound) threshold (horizontal axis) on the optimal treatment plan
(vertical axis) before (dashed line) and after (solid line) adaptation.

Figure 7. Impact of perturbed relevant features (horizontal axis) on the optimal treatment plan (vertical axis)while guaranteeing a
radiation pneumonitis risk prediction smaller than 0.5. The black (dashed-dotted) line represents the original value of each feature,
while the blue (solid) line depicts the planning target volumeD98 value, and the red (dashed) line shows themean total lung dose.
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Table 4.Comparison of dosimetric parameters for various organs at risk obtained solving both baseline and adaptedmodels for four different patients. GTV stands for gross tumor volume; PTV stands for planning target volume;D2/
98 are theminimumdose inGy delivered to 98%/2%of the volume; V5/20/60 is the percentage of volume receiving at least 5/20/60Gy;Dmean andDmax are themean andmax dose delivered to the volume; time is computation time, in
seconds, required to optimize the treatment plan.

GTV PTV Total lung Heart
Spinal cord

Patient Model Time (s) D2 D98 D2 D98 Dmean V5 V20 V60 Dmean Dmax V5 V20 V60 Dmax

1 Baseline 248 67.00 63.67 67.34 61.89 17.82 38.75 32.92 14.33 9.80 67.18 29.62 16.30 6.90 7.66

Adapted 320 67.03 63.70 67.42 61.65 16.76 37.97 30.76 13.37 9.70 67.35 29.96 15.78 6.76 7.56

2 Baseline 256 67.59 63.26 67.64 61.39 18.65 43.70 32.76 14.83 10.18 69.10 25.61 17.93 7.68 44.24

Adapted 352 67.58 63.28 67.75 61.24 16.80 41.13 29.50 12.97 10.25 69.21 25.79 18.22 7.62 45.03

3 Baseline 788 66.50 64.10 66.61 62.95 18.47 36.59 33.98 17.38 4.57 66.96 11.87 7.95 3.32 40.00

Adapted 1096 66.60 64.04 66.82 62.37 16.75 35.83 30.37 15.57 4.59 66.97 12.07 7.99 3.45 39.40

4 Baseline 30 69.98 60.93 70.60 55.19 19.36 51.41 38.41 9.92 7.13 76.40 17.88 12.29 5.27 0.93

Adapted 64 69.96 60.74 70.83 54.33 16.77 49.53 32.11 8.55 7.15 76.49 17.81 12.36 5.23 1.16
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kernels), neural networks, and general ensemblemodels.We show that the often complex structure of these
models can bemathematically represented by a set of linear,mixed-integer constraints which can, in turn, be
included in the conventional treatment plan optimization, thus bridging the gap between data-oriented
outcomemodeling and optimization-based treatment planning.Ourmethodology is capable of learning the
radiation dose response directly fromhistorical data (as long as the relationship can be captured through one of
the proposedmodels), without the need to rely on oversimplified, a priori assumptions on the shape and nature
of such response.

Marks et al (2010) observed that a small reduction in themean total lung dose had a relativelymodest effect
on the risk of RP, whichmight appear in conflict with our results, in which for some cases, even small reduction
inMLD led to considerable RP risk reduction. However, we note that the reductions reported inMarks et al
(2010) are averaged over a population, encompassing a spectrumof patients. Thismeans that the reported
effects include individuals who do not experience any improvement in outcomes aswell as thosewho are
significantly affected, as indicated by the presence of large error bars in the data; second, our predictivemodel
(decision tree) is a classification-basedmodel,meaning that in some patients whose predicted risk lie close to the
cutoff point, even small reduction in dosemight lead to reclassification (changing from a positive risk group to a
negative).We note that this is an inherent property of these classificationmodels and not a kink of our
methodology. Nevertheless, we attempted to demonstrate the high sensitivity of themean total lung dose to
variations in input data, as illustrated infigure 7.Whether such ‘sensitive’models should be used to guide
clinical dose-based decisions, though certainly aworthy question, lies beyond the scope of the current article.

Our streamlined approach for direct embedding ofMLmodels within treatment plan optimization reduces
the uncertainty sources to a singlemodel, as opposed to the twomodels used inAjdari et al (2022), namely the
NTCPmodel and the predictivemodel used to learnNTCPparameters. This reduction in complexity and

Figure 8.Baseline versus optimizationwith constraint learning (OCL) adapted plans: (a) dose–volume histogram for the baseline
(solid) and the adapted (dashed)plans (b): CT images overlappedwith dose distribution for (left) baseline plan, (mid) adapted plan,
and (right) their difference. The contours for the planning target volume, total lung, and spinal cord are respectively colored inwhite,
green, and yellow.
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reliance on surrogatemodels enhances the transparency and robustness of ourmethodology,making it a valid
alternative in personalized treatment planning. Furthermore, it is crucial to recognize the potential extension of
this study to different endpoints. The framework is designed to be site- and endpoint-agnostic, allowing its
application to any endpoint of interest, as long as a predictive (outcome)model is known for that endpoint or
could otherwise be learned fromavailable datasets. Despite the advantages, our study has certain limitations.

A side-advantage of our current approach (learningmathematical representation ofML-based outcome
models) is that it adds a level of transparency to themore ‘black-box’MLmodels. This in turn can enhance the
users’ ability to detect ‘nonsensical’ decision rules thatmight have been learned by themodels due to, among
other factors,model overfitting, insufficient or noisy data, ormisrepresentation or bias in the training dataset
(Cho 2021, Belenguer 2022, Tasci et al 2022). This is a crucial step, as prediction uncertainty and the lack of
physician trust inML-based outcomemodels are among themost important hurdles facing the clinical
implementation of outcome-based treatment planning.

Despite its advantages, the limitations of our studymust be acknowledged. First, the underlying
performance of our testedMLmodels were not very high (AUC= 0.66), most likely due to the small size of our
training dataset (n= 73) and the quality of the features at our disposal. Prior studies, such as that conducted by
Scott et al (2021), have shown that integrating additional features like genomic structures can enhance predictive
outcomes. Furthermore, research by Palma et al (2019) showed a connection between radiation-induced
pneumonia and lower lung dose, suggesting potential benefits for predictivemodels through the inclusion of
spatial information in the dataset. This added significant uncertainty to themodels’ predictions and the resulting
risk-adapted plans.However, our primary goal herewas to provide a proof-of-concept for the integration of
ML-based outcomemodels into RT treatment planning. Our approach is cancer- and endpoint-agnostic,
meaning that it can be easily applied to other,more powerful outcomemodels. Second, the integration of
complex predictivemodels, such as neural networks and tree ensembles into the treatment planning process

Figure 9.Baseline versus optimizationwith constraint learning (OCL) adapted plans: (a) dose–volume histogram for the baseline
(solid) and the adapted (dashed)plans (b): CT images overlappedwith dose distribution for (left) baseline plan, (mid) adapted plan,
and (right) their difference. The contours for the planning target volume, total lung, and spinal cord are respectively colored inwhite,
green, and yellow.

16

Phys.Med. Biol. 69 (2024) 075003 DMaragno et al



increases the computational complexity of the optimization problem,making it difficult to solve in a reasonable
timeframe for large optimizationmodels with numerous constraints and (binary) decision variables.Moreover,
the use of learned constraints for specific types of toxicitiesmay impact the optimal treatment plan, potentially at
the expense of other organs that are not considered in the optimizationmodel. Our feasibility study showed one
patient showed an increased dose to the spinal cord tomeet the RP2+ threshold. In the case that specific organs
might bemore susceptible to increased dose delivery, e.g. the spinal cord, we can include additional (learned)
constraints in the optimizationmodel.

5. Conclusion

In this study, we have illustrated the use of theOCL framework to tailor radiotherapy treatment plans based on
individually predicted risks of side effects. Ourmethodology is showcased through its application to non-small
cell lung cancer patients, wherewe employ various predictivemodels to learn the risk of radiation-induced
pneumonitis. The learned function is then incorporated as a constraint within the treatment plan optimization
model. This work can be seen as a proof-of-concept for the future development of personalized treatment
planningmodels. The objective of our work is to establish a bridge between prediction and prescription
proposing a common framework for bothML and optimization communities within the domain of RT. By
effectively integrating predictive insights into the optimization process, our contribution has the potential to
replace the current one-size-fits-allmethodologies in theRT field.
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AppendixA. Clinical study: size of the optimizationmodel

The computational burden associatedwith solving the optimization problems in section 3 of the clinical study
depends on the number of decision variables and constraints, and consequently, on the number of beamlets and
the number of voxels in the significant volumes. Table A1 provides information on beamlet and voxel sizes for
each patient.
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Table A1.Number of beamlets and voxels per structure for each patient used in the clinical
study in section 3.GTV stands for gross tumor volume; ptv stands for planning target
volume.

Patient Beamlets
Voxels

GTV PTV Lung Heart Spinal cord

1 4094 2426 7108 19 766 2927 370

2 2943 1880 7438 30 842 3424 384

3 6578 4070 11 293 28 659 7017 538

4 3040 1406 8320 43 910 2847 431
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