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Abstract

We consider one-sided matching problems, where agents are allocated items based on
stated preferences. Posing this as an assignment problem, the average rank of obtained
matchings can be minimized using the rank minimization (RM) mechanism. RM matchings
can have significantly better rank distributions than matchings obtained by mechanisms
with random priority, such as Random Serial Dictatorship. However, these matchings
are sensitive to preference manipulation from strategic agents. In this work we consider
a scenario where agents aim to be matched to their top-n preferred items using the RM
mechanism, and strategically manipulate their preferences to achieve this. We derive a best
response strategy for an agent to be assigned to their » most preferred items using the Hun-
garian algorithm, under a simplified cost function. This strategy is then extended to a first-
order heuristic strategy for being matched to the top-n items in a setup that minimizes the
average rank. Based on this finding, an empirical study is conducted examining the impact
of the first-order heuristic strategy. The study utilizes data from both simulated markets and
real-world matching markets in Amsterdam, taking into account variations in item popu-
larity, fractions of strategic agents, and the preferences for the n most favored items. For
most scenarios, RM yields more rank efficient matches than Random Serial Dictatorship,
even when agents apply the first-order heuristic strategy. However, although highly market
dependent, the matching performance can become worse when 50% of agents or more want
to be matched to their top-1 or top-2 preferred items and apply the first-order heuristic
strategy to achieve this.
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1 Introduction

Matching agents to items given agents’ preferences is an essential problem with solutions
existing across economics, mathematics and computer science. Its applications include
admitting students to schools, allocating social housing, and matching refugees to hosts
[1-3]. Deferred Acceptance with Single Tie-Breaking (DA-STB) is the most well-known
matching algorithm, providing stable, envy-free and Pareto-optimal matchings for two-
sided preferences [4]. When preferences are one-sided, and a random lottery is performed
to simulate preferences from the other side, DA-STB reduces to Random Serial Dictator-
ship (RSD), and matches are no longer efficient [5, 6]. This inefficiency is reflected in the
rank distributions [7] commonly reported by institutions that apply matching mechanisms
[8, 9]. In particular, it is observed that RSD results in fewer agents being matched to their
top preferred items, with the distribution ending in a long tail of unfavorable rankings, as
seen in an example from Amsterdam school choice data in Fig. 1.

Recent works have argued in favour of matching mechanisms that reduce the maximum
rank obtained by agents.

In particular, the rank-minimizing (RM) mechanism [7, 10-12] has been proposed,
which minimizes the average rank received by all agents.

Assuming n agents and n items, on average an agent receives matches that are ranked
2nd or better from RM [12], while RSD provides matches that are ranked log(n) on aver-
age, growing larger with increasing market size [13, 14].

Despite such gains in efficiency, the drawback of implementing RM in the real world
is that it is not strategyproof, and agents can receive better matches by misreporting their
preferences [10, 11]. Strategyproofness is considered desirable in a matching mechanism
as it helps collect truthful preferences of agents and avoids inequality in outcome between
truthful and strategic agents. This is a very strict property, however, as with one-sided pref-
erences it is impossible for a mechanism to provide more efficient matches compared to
RSD without being vulnerable to manipulation [15].

Troyan and Morrill introduce the notion of not obviously manipulable (NOM) mecha-
nisms, where it is not obvious to the agent how to misreport preferences to gain beneficial
matches [16]. Troyan shows that although RM is manipulable, it is not an obviously manip-
ulable mechanism [11], as no single strategy ensures beneficial gains over being truthful
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Fig. 1 Rank distribution of RSD matches using Amsterdam school choice data and the original lotteries
over students. The randomness of the lottery results in a long tail in the distribution, visualized using a
logarithmic y-axis
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without complete knowledge of all other agents’ preferences; suggesting that the shortcom-
ing of non-strategyproofness in RM may not be so severe. Ortega and Klein show through
an empirical study that when agents are strategic using i.i.d. preferences, they do not stand
to gain significantly better allocations [12]. However, this study assumes that agents misre-
port preferences uniformly, and is based on a simplified market with a uniform distribution
of preferences over items.

In this work, we argue that agents can be strategic despite not having complete informa-
tion of others’ preferences, and strategies can follow specific patterns. Agents adopt heu-
ristic strategies under uncertain conditions, as demonstrated by several works in strategic
voting [17, 18].

Furthermore, markets with a skewed distribution of popularity over items can cause
competition among agents, encouraging them to misreport preferences.

This work implements rank minimization using the well-known Hungarian Algorithm
(RM-HAL), where costs are considered to be linear over rank. In order to better understand
the risk of adopting the RM-HAL mechanism, we need to study the impact of heuristic
strategies a rational agent may apply, and how this impacts different markets. We ask the
following research questions:

RQ1. Assuming an agent is aware of the top ranked preferences of others, is there a best
response strategy for the agent to apply against the RM-HAL mechanism?

RQ2. What heuristic strategies can an agent apply when they are unable to find a best
response to be matched to their top-n items?

RQ3. For markets with varying degrees of demand over items, what is the impact on
matching efficiency when agents apply heuristic strategies?

Towards answering the research questions, the following contributions are made.

e We consider a scenario where matching is performed by RM-HAL and agents find only
their top-n preferred items acceptable. We derive a best response strategy for agents in
this scenario using a simple one-step cost function.

e We extend this best response strategy to a first-order heuristic strategy for a linear cost
function that minimizes the average rank.

e Using synthetically generated data and real data from Amsterdam school choice, we
study the impact of strategic preferences on the matching performance of RM-HAL for
different market configurations. Particularly we observe how many and which agents
do better and worse under different fractions of strategizers, top-n preferred items and
market configurations.

The choice of RM-HAL over RSD relies on the principle that the efficiency loss caused
by random priorities outweighs the efficiency loss caused by the strategic manipulation of a
rank-minimizing mechanism.

The study on synthetic data shows that in markets where agents have an evenly distrib-
uted demand for items, RM-HAL provides better agent welfare regardless of the number
of strategic agents. The study on Amsterdam school data finds that for cases where the
number of strategic agents is limited, or where agents are risk-averse in the strategies they
adopt, RM-HAL still provides better welfare than RSD. The performance for RM-HAL
only becomes worse when the heuristic strategy is applied by a large fraction of agents all
aiming to be matched to the top 1 or 2 preferred items.
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While RM-HAL is not obviously manipulable, using the first-order heuristic strategy
we find it can still be manipulated easily and effectively; in a manner that does not require
complete information of all agents’ preferences, only the items-list ordered by first-choice
popularity. However, given the rank efficiency of RM-HAL under most configurations of
strategic scenarios, we concur with [12] that RM is a mechanism worthy of further investi-
gation for practical market design.

2 Related work

So far relatively little has been written in the literature about rank-minimizing mechanisms.
An earlier work by Aksoy et al. [10] applies the Hungarian algorithm to provide matches
by minimizing the total cost of assignment, where the cost is defined by transforming ordi-
nal preference lists to cardinal utilities.

Featherstone [7] is the first to formalize the notion of rank efficiency and propose a
mechanism that provides rank efficient matches, also showing that rank efficiency is incom-
patible with strategyproofness. Troyan [11] shows that RM is a not obviously manipulable
mechanism, as agents cannot find a manipulation that will always result in being matched
to a better rank as opposed to remaining truthful. Most recently Ortega and Klein [12] have
shown that imposing strategyproofness in matching mechanisms can negatively impact
efficiency, particularly when compared to rank efficient matches from RM.

Traditionally, random serial dictatorship (RSD) is favored for one-sided matching
tasks due to desirable properties like strategyproofness, ex-post efficiency and equal treat-
ment of equals [6, 15]. Strategyproofness is a desirable property when designing match-
ing mechanisms as truthful preference submission is then the optimal strategy for par-
ticipants [19-21]. Pathak [22] investigates the motivation behind strategyproofness as a
design choice. This study highlights the inequality between truthful and strategic agents
introduced by non-strategyproof mechanisms, where even a small fraction of participants
manipulating their preferences can result in significant loss for the truthful ones [22]. How-
ever, an example from the city of Chicago shows that a midstream change from a highly
manipulable mechanism to a less manipulable mechanism failed to induce a majority of
students to change their reported preferences. Since only a small fraction (11%) of appli-
cants responded to the change in incentive in the manipulable mechanism, the authors
question if manipulability should be a factor in the design of matching mechanisms [23].

The impact of strategic preferences on Probabilistic Serial and Boston mechanism is
empirically studied in [24-26]. These studies show that non-strategyproof mechanisms cre-
ate an inequality in outcome between students who strategize versus those who are truthful
[25], however, also that truth-telling can be a weakly dominant strategy for these mech-
anisms with an increasing supply of school capacity [24]. Furthermore, even when full
information about the mechanism and the preferences of others are known, many students
still choose not to strategize [26].

An experimental study by Pais and Pintér [26] suggests a positive relationship between
strategic manipulation of preferences and the level of information offered to the agent
about the allocation mechanism. That is, the more information agents have access to about
the preferences of others, the more likely they are to lie about their preferences in order to
achieve a better outcome—even for strategyproof mechanisms. Similar results are shown
by Calsamiglia et al. [27], where 34.7-44.4% of agents remain truthful for the Boston
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mechanism in different settings. In summary, it is seen that large fractions of agents are
willing to strategize, albeit not everyone.

A well-known concept in one-sided matching problems is rank-maximality [28, 29].
A rank-maximal matching results in the maximum number of students being matched to
their first choice school, and subject to this condition, the maximum number of students are
matched to their second choice school, and so on. While rank-maximal matchings maxi-
mizes the number of students matched to their top preferred schools, this is different from
minimizing the average rank of all matches, as shown in [7, 10]. The latter also focuses on
minimizing the number of students being matched to less preferred schools.

Toward exploring preference manipulations in RM, an empirical study in [12] analyzes
the impact of strategic preferences on the matching performance of the RM mechanism,
measured by average rank. Two manipulations are considered; students rank last on their
submitted preferences: (i) the school they would have been assigned to without manipu-
lation, or (ii) their true first preference. The empirical results using data from schools in
Budapest show that these manipulations do not significantly affect the average rank of
RM matches. However, the manipulations studied use two allocation rounds, and are only
applied to students who have initially received unfavorable allocations—something impos-
sible in practice as submitted preferences cannot be updated. The authors also comment
that the scope of manipulations individuals might employ against the RM mechanism is an
open research question.

No other work studies possible preference manipulations in RM. Our work addresses
this research gap by implementing RM using the Hungarian algorithm (RM-HAL) and pro-
posing strategies agents may apply by analyzing its matching procedure.

3 Rank minimization using Hungarian algorithm (RM-HAL)

The one-sided matching problem for multi-unit items is defined as follows. Let S and M be
sets denoting agents and items respectively. Individual agents and items are indexed by i
and j and each multi-unit item has capacity to admit k; agents. Let the total capacity of all
items be t = ¥\, k;.

A matching A : S — M is an assignment of all agents to the available items. For a valid
allocation A, every agent is assigned to only one item, and each item cannot be assigned
more agents than its capacity.

In one-sided matching, only agent preferences over items are considered. Each agent
ranks available items in a personal preference list, p; = {p;;}, where each item appears
at most once and p;; € M is the j™ preference of agent i. The ordering is strict, with
Pij > Pij+1> meaning there is no indifference in preferences.

In this work, we consider incomplete preference lists with a fixed length [, i.e., [p;| =/
where [ < |M|. As preferences are incomplete, our problem allows for an agent to not be
assigned to any item. To model this, a sink item m;,, € M with capacity k;,, = |S|is added
at the end of every preference list as the /" item. Assignment to m,,, represents not being
matched to any item. Preference lists with a variable length are not considered in this work.

Letr; € Z* be the linearly increasing rank at which item j appears in the preference list
of agent i. The objective of the rank-minimizing (RM) mechanism is to find a set of match-
ings (i,j) C S X M such that it minimizes the average rank at which all agents are matched:
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A= argmin Z ri
Yoies ¢))
jeM

The RM mechanism is implemented using the Hungarian algorithm [30-33], referred to as
RM-HAL throughout this work. The Hungarian method considers a cost corresponding to
possible matches between agents and items and finds a matching such that the total cost is
minimized.

Let C = (¢;) be a square cost matrix of size ¢ X ¢, with ¢; = r;. Items not in the prefer-
ence list of an agent get assigned a constant large cost, larger than the cost of the sink item.
The Hungarian algorithm accepts square matrices only, and therefore when ¢ > |S|, the cost
matrix C is made square by adding rows of zeros. !

As c¢; = ry, applying the Hungarian algorithm over C provides a matching that mini-
mizes the average rank.

The Hungarian algorithm is well-known for its simplicity, availability and reproducibil-
ity. Further reasons behind choosing this algorithm for rank minimization are discussed in
Appendix A. The steps of the Hungarian algorithm are discussed and exemplified below,
such that insights can be derived on how to submit preferences strategically against this
algorithm in the context of matching. These insights are further applied in Sect. 4.

3.1 Algorithm description

Algorithm 1 Hungarian Algorithm (Kuhn-Munkres)

1: procedure HUNGARIAN(C') > Input: Cost matrix C of size ¢ X t
2 for every row i and column j in C' do

3 C; = C; —min(C}) > Subtract row and column minimum
4 Cj = C]' — min(Cj)

5: end for

6 Z + MaxZ(C) > Get maximal independent zeros
7 cx,cy + MinCover(C, Z) > Get index of covered rows and columns
8 while len(cx) + len(cy) < n do

9 minVal < min(Cj;) such that ¢ ¢ cx and j ¢ cy

10: for every row i ¢ cx and column j ¢ cy do

11: Ci; = C;j; — minVal
12: end for > Subtract minimum value from uncovered elements
13: Z < MaxZ(C)
14: cXx,cy < MinCover(C, Z)
15: end while
16: Output: Set Z containing index (i, j) of assignments

17: end procedure

! These represent fake agents who can be matched to any item without cost. They have no impact on the
matching in practice.

@ Springer



Autonomous Agents and Multi-Agent Systems (2024) 38:44 Page70f28 44

Algorithm 2 Find Maximal Set of Independent Zeros

1: procedure MAXZ(C) > Input: Cost matrix C of size t x t
2 Z+{}

3: while 0 € CIJV(Z7.]) ¢ Z do

4 x < row such that C, has the fewest marked 0 elements

5 1y < column such that C; , = 0 and C} has fewest marked 0 elements

6 Add (z,y) to set Z > Mark C; , as an independent zero
7: end while

8 Output: Set Z containing independent zeros

9: end procedure

Algorithm 3 Cover all zeros in matrix with minimum lines

1: procedure MINCOVER(C, Z) > Input: Cost matrix C' and Set Z
2 coveredRows «+ {} > Rows covered with horizontal lines
3 coveredCols « {} > Columns covered with vertical lines
4 while C; ; = 0 and ¢ ¢ coveredRows do

5: if 0 € C; and i € Z then > Row ¢ contains independent zero
6 coveredRows <« ¢ > Cover row 14
7 end if

8 if C;; =0 and i ¢ coveredRows then > 0 exists in uncovered row
9: coveredCols « j > Cover column j
10: end if

11: for (i,j) € Z do > For all independent zeros
12: if j € coveredCols then

13: Remove i from coveredRows

14: end if

15: end for

16: end while

17: Output: coveredRows, coveredCols

18: end procedure

The Hungarian algorithm is summarized in Algorithm 1, which calls two sub-routines
Algorithms 2 and 3 respectively. Matching A is created through iteratively finding a
set of independent zeros equal to the number of agents in the cost matrix C.

If C is a matrix with real entries, a set of independent zeros is given by a set of
ordered pairs such that none of the zeros in the set are in the same row or column. A
method for finding the maximal set of independent zeros is given in Algorithm 2. The
set of independent zeros is obtained by iterating over rows in C, sorted from the fewest
to the highest number of zeros per row and column (lines 3-7).

Algorithm 1 contains a cost reduction step (lines 8—15) where the minimum uncov-
ered element is subtracted from all uncovered elements (lines 9-12). This step is
repeated until the number of independent zeros and agents are equal, at which point all
agents can be matched.
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Theorem 10.1 in [33] states that the maximum number of independent zeros in C is
equal to the minimum number of lines through rows and columns that cover all zeros
of C. The Hungarian algorithm employs Algorithm 3 to cover all zeros in C using the
minimum number of horizontal or vertical lines. For a strategic agent trying to find the
best order in which to state preferences, the placement of these horizontal and vertical
lines is crucial to the final assignment. This is further discussed in Sect. 3.3.

In setting the horizontal and vertical lines that cover all zeros, the set of uncovered
rows is the complement of all covered rows, and consists of all agents who are compet-
ing for a limited set of spots at possibly multiple items. Their objective is to achieve
a spot among the limited set of independent zeros among the uncovered rows. This is
illustrated in Sect. 3.2 using an example.

3.2 School match example

The effect of strategic preferences in RM-HAL is illustrated using a school matching exam-
ple. Consider three schools A, B, C, and seven students S, ... S;. The preferences of the
students over the schools are as follows:

S B>17>7?
S, A>B>C
S3: A>C>B
S, A>B>C
Ss: B>C>A
S¢: B>A>C
S, C>B>A

Here the school capacities are |A| =2, |B| =2 and |C| =3.

Figure 2a shows the cost matrix for all students. Costs correspond to the integer rank r;;
at which student i prefers school j, as defined in Sect. 3. Student S,’s ranks for schools A
and C are unknown and are represented by r, and r, respectively. The goal of student S, is
to rank A and C in such a way as to ensure placement at the preferred school B. The sink
item is excluded for brevity.”

In Fig. 2a, the row and column minimum values have already been subtracted according
to Algorithm 1 lines 2—4. Note that each school has duplicate columns, representing each
unit of its capacity. As a result, the zeros of the cost matrix have a relatively simple block
structure.

Schools A and B are popular schools, both having a first-choice demand larger than its
capacity. In Fig. 2b, a minimal number of four vertical lines and one horizontal line covers
all zeros of the matrix. Not all students can be matched yet, so a cost reduction step needs
to be applied. The minimum value of 1 gets subtracted from the uncovered elements in the
columns Cy, C,, Cs.

This results in the matrix shown in Fig. 2¢, where all zeros can now be covered by seven
lines: the same five lines and two new horizontal lines through the new zeros created in
C,, C,, C;. Now all seven students can get matched, as seen in matrix 4, and the minimum
cost value has been reached.

2 Including the sink item and corresponding fake agents will not alter the allocation shown in this example.
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Ay Ay By By C; Co Cs Ay Ay By By C; Co Cs
S1 Ta Ta 0 0 Te Te Te o S1 T Ty 0 0 Te Te Ten
S, |o o 1 1 2 2 2 S |ob Do 1 1 2 2 2
Ss o o 2 2 1 1 1 Ss |b o 2 2 1 1 1
Sy o o 1 1 2 2 2 Se |o D 1 1 2 2 2
Ss |2 2 0 0 1 1 1 Ss |2 2 0o 0 1 1 1
Se |1 1 o o 2 2 2 Se |1 1 o 0 2 2 2
s; L2 2 1 1 0 0 0- Sy L2—a 1 000
(a) Cost matrix 1 (b) Cost matrix 2
A1 Ay B Ba Cy Ca C3 Ay Ay By By C1 Co C3
S1ort o 00 el el re-l ss proo1 (o) o 11 1
Sy |0 0 1 1 1 1 1 S @ 0 1 1 1 1 1
S; | p—p—2—2 0 0 0 ss o o 2 2 (0) o o
Ss o 0 1 1 1 1 1 sa o (© 1 1 1 1 o0
S5 |e—2—0—0 0 0 0 Ss |2 2 o o o @ 0
Se 1 1 0 0 1 1 1 Se 1 1 0 @ 1 1 0
S; ba—3 5 5 ) o ) s La 3 2 2 0o o (0
(c) Cost matrix 3 (d) Cost matrix 4

Fig.2 Application of the Hungarian algorithm to an example cost matrix. The preferences of student S, are
chosen to ensure placement at school B

For student S}, their best-response strategy needs to ensure that no additional zeros are
created in its row, besides those already at B, and B,, thereby guaranteeing their match to
school B. The unknown cost values r, at A; and A, do not get reduced in the cost reduction
step; they are covered with vertical lines as the first-choice demand for school A is larger
than its capacity. The unknown cost value r, at C,, C, and C; gets reduced by one. It needs
to have the value of 2 in order to remain non-zero after the cost reduction step. This leaves
the value of 1 for r,, resulting in the preference list for student S;: B > A > C. This order-
ing ensures that additional zeros are not created in the row of student S;.

In Fig. 2b the popular schools A and B receive vertical lines, and therefore do not par-
ticipate in the cost reduction step. The unpopular school C is assigned a high cost value
by student S, so it would take a higher number of cost reduction steps before it becomes
available for being matched to S;. In the example, S5 and S5 get matched to C after one cost
reduction step, as it was their second choice school.

Before the cost reduction step, each student has the possibility of being matched to their
first-choice school, as that choice always gets assigned zero cost. After the cost reduction
step, new zeros are created and students S; and S5 get matched to schools ranked lower in
their preference lists. This does not happen in the row of student §,, keeping only the first-
choice school as a potential match.
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3.3 Insights on strategy

There are two main insights from the Hungarian algorithm and the minimal covering algo-
rithm related to strategy. These two insights are applied in Sect. 4 to form strategies to
manipulate RM-HAL.

Firstly, when trying to ensure allocation to top-n preferred items there should be as
many zeros as possible from other agents in all columns but the columns of the first n
preferences, such that those columns (items) become covered during the minimal covering
subroutine. If covered, these elements cannot become zero in the cost reduction step of the
Hungarian algorithm and the agent thus avoids the risk of being assigned to these items
in the (final) assignment. This insight is used in the proof of the best response strategy of
Sect. 4.1.

Secondly, when an item outside the top-n preferences does not get covered by verti-
cal lines, it is imperative that the cost for being assigned to that item is higher than that
of other uncovered items, such that it minimizes the chance of becoming zero through
iterations of the cost reduction step. Each iteration lowers the cost, so the higher the ini-
tial cost is, the better. This insight used in the heuristic strategy of Sect. 4.2.

4 Strategies for RM-HAL

Strategies to manipulate RM-HAL are considered for a scenario where being matched to
only the top-n (n € Z*) preferred items is deemed acceptable by an agent.

First, a best response strategy is derived for matches using a simplified one-step cost
function, where possible assignments either have a high or a low cost. This finding is
then extended to a first-order heuristic strategy for RM-HAL where the cost of each pos-
sible assignment increases linearly with the agent’s rank of items.

Let allocation using the Hungarian algorithm be a normal-form game (S, P, u), where
S represents all agents undergoing the matching process, P represents the set of all pos-
sible ordered preference lists agents can submit, and u represents the set of all payoff
functions from a Hungarian assignment such that u; : P — R for any agent i. Note that
P contains permutations of all subsets of items M.

Then g = (g, 9. ..., q,) denotes a pure strategy profile containing preference submis-
sions from all agents such that g; € P.

For a single agent 7, letg_; = (¢;,...,9;_1,9iy1, --- » q,) contain the strategy of all other
agents except i. Therefore, g = (g;,q_,).

Assuming ¢q_; is known, the best response strategy for agent i corresponds to a strat-
egy g;* such that u,(q;*, q_i) > u;(g;,q_;) for all g; € P.

In the scenario where agent i only cares about being allocated to items among their
top-n preferences, and is indifferent among those n items, their individual payoff func-
tion becomes:

() = { 1 if AG) € (piys-ee 2 Pin)-

0 otherwise.

@

That is, agent i receives a positive payoff only when they are allocated to their top-n pre-
ferred items. Note that this payoff function is based on how an individual agent values their
matched item; this is distinct from the cost function in Eq. 1 used during RM-HAL. The

@ Springer



Autonomous Agents and Multi-Agent Systems (2024) 38:44 Page 110f28 44

goal of the strategic agent i is to ensure the costs corresponding to their top-n preferences,
encoded in row C; of cost matrix C, are a part of the set of independent zeros created at the
final step of the Hungarian algorithm. A trivial way to ensure this is to state top-n prefer-
ences truthfully so that these items are assigned the lowest initial costs.

Each iteration of the cost reduction step of the Hungarian algorithm reduces cost val-
ues and potentially creates new zeros in C;, particularly in columns that do not yet have
vertical lines covering them. Thereby each iteration increases the chance that agent i is
assigned to a item lower on their preferences list. The goal of the best response strategy
is to prevent this from happening.

Two scenarios are considered: matching agents to their top-n preferred items using
either a one-step cost function, or the linear cost function of Eq. 1. The first scenario
permits the derivation of a best-response strategy and proof of the corresponding Nash
equilibrium. This best-response strategy serves as input and inspiration for a heuristic
response strategy for a top-n allocation using the linear cost function.

4.1 Best response strategy for one-step cost function

A simple one-step cost function is considered to study the best response strategy for being
matched to the top preferred item. The one-step cost function is the inverse of the payoff
function u;(n) described in Eq. 2. In this case, the corresponding single-step cost function
assigns zero cost to all agents’ top-n preferred items, and a constant cost to other submit-
ted items, including the sink item. Unpreferred items get assigned a constant, large penalty
value.

By construction, this function results in at most one iteration of the reduction step of the
Hungarian algorithm.

The game played is assumed to be one of complete information up to top-n preferences,
i.e., the strategizing agent i knows all top-n preferred items in g_;. Every preference list
has a fixed length /, with [ > n. Each preference list is padded with a sink item, which is
assigned a cost value of / + 1. The sink item has a large capacity, i.e., enough units to be
matched to all agents who cannot be matched to their submitted preferences.

The popularity of an item, f;,,, is defined as:

fin= 2 Xlpin =01~

The n-rank popularity for item j, f;,, is denoted by the difference between the total num-
ber of agents picking j within their top-n ranked choices and the capacity of j. Items with
fin > 0 are considered popular, those with f;, < 0 are less popular. Let N be the set of all
popular items.

This leads to the following theorem and corollary:

Theorem Under complete information of q_;, with cost function u,(n) and |N| > 1, the best
response strategy for agent i to be matched to their top-n preferred items with RM-HAL is

Dits - Pigs My s s My ), where item m; ; has f;, > 0 and m;; # p; .

The proof consists of three steps, related to the minimal covering subroutine of the Hun-
garian algorithm (Algorithm 3):
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Proof To maximize the probability of being matched to top-n preferred items, an inde-
pendent zero in the first n items of preference is desired, and none outside.

1. The column of a popular item (f;, > 0) holds more zeros than the number of columns
of that item, as there are more applicants than the item capacity. Therefore, the mini-
mal covering algorithm covers these items with vertical lines. By the same argument,
unpopular items (f;, < 0) get covered with horizontal lines, as do rows with only zeros.

2. Being covered by vertical lines, the costs for popular items do not become zero in the
reduction step of the Hungarian algorithm, which excludes the possibility of being
matched to them.

3. When all other items are covered by vertical lines, an agent may still be allocated to the

sink item. In this case, the sink item becomes zero through the first cost reduction step.

O

Note that the same outcome is obtained when all agents submit only their top-n true

preferences, i.e., |p;| = n, where all agents are allocated to either one of their top-n choices

or the sink item. An example application of the best response strategy can be found in
Appendix B.

Corollary A Nash Equilibrium is
((pu, e Pl T s e T s e s (pISI.l’ o DS TS| L oo mlsu_n)), where item mg; has
]j-,n > 0 and m; # D

Proof Assume that an agent plays any strategy different from the best response.

1. By definition of the one-step cost function, the cost of top-n preferred items is zero, so
it is optimal to report top-n items truthfully.

2. Any agents with different strategies than the best response would include items with
fin < 0 after the top-n preferred items. These items are not covered by vertical lines
in Algorithm 3, thereby creating zeros in items outside the top-n preferences. This
decreases the odds of being allocated to the top-n preferred items, making the strategy
sub-optimal in terms of a positive payoff.

O

In summary, for the simplified scenario of a single-step cost function, with complete

information on all top-n preferences, it is a Nash equilibrium for agents to strategize with
only popular items (f;,, > 0) beyond their top-n preferences.

4.2 First-order heuristic strategy for linear cost function

Extending the best response strategy of Sect. 4.1 to the linear cost function of Eq. 1 is non-
trivial. The linear cost function typically requires multiple iterations of the cost reduction
step to match all agents. At each iteration, the agent aims to prevent zeros in the cost matrix
corresponding to the items outside of their top-n preferences. The number of iterations this
takes is dependent on the reported preferences of other agents. In essence, such a strategy
requires complete information on all preferences. An example illustrating this is provided
towards the end of this section.
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Instead, inspired by the best response strategy of Sect. 4.1, several heuristics are pro-
posed. The proposed strategy is referred to as the first-order heuristic strategy. Complete
information up to top-1 preference is assumed. Note that for the linear cost function, only
the top-1 preferred item has an initial zero cost, making it optimal to report this item
truthfully.

Heuristic First-order heuristic strategy:

1. Based on the Theorem: beyond top-n, pick items with f; ; > 0.

2. Sort the items in descending order of popularity. The larger the popularity, the larger
the excess of agents needing to be matched elsewhere. Generally, this leads to more cost
reduction steps before costs beyond the top-» items become zero.

3. Less popular items may be added to the preference list if these are close to being full,
e.g., when some items are popular choices as safety items and are ranked lower by many
on the preference list. The assumption is that these items may be fully assigned during
the cost reduction steps, thus also getting covered by vertical lines.

The first heuristic prevents zero cost elements being created during the first iteration of
the reduction step, as with the single-step cost function, and aims to do so at the next steps
as well. The second heuristic ensures that, if somehow popular items do receive zero cost,
their initial cost values are as high as possible. The third heuristic extends the preference
list and thus increases the number of Hungarian algorithm iterations, e.g., in order to com-
pete with other strategizing agents.

The first-order heuristic strategy is not a best response. To illustrate this, an edge-case
example is presented where heuristic 1 fails in the cost reduction step of the Hungarian
algorithm.

Let there be three items A, B, and C such that f ; > fp; > 1 > f; and C has a large
enough capacity to admit everyone. As A is the most popular item, for any agent I with
B as their true first preference, the first-order heuristic strategy recommends reporting
B > A > C. Now imagine a scenario where all agents who pick A as their first choice, have
C as their second choice, reporting A > C > B. As C has a large capacity, all these agents
are allocated to either A or C after the first iteration of the cost reduction step. At this point
the vertical lines passing through A become horizontal, meaning agent / now has a chance
to be assigned to A instead of B, making their strategy non-optimal.

In practice, this may happen when item choices are very correlated. The edge-case
example shows that picking a popular item (beyond top-n) which is guaranteed to have
vertical lines throughout multiple iterations of the Hungarian algorithm requires detailed
knowledge of the correlations between item choices. Although this is possible with com-
plete preference information, the best set of items to pick beyond top-n becomes a non-
trivial exercise due to these correlations.’

5 Datasets

Both synthetic and real data are analyzed in this study, each having three different markets
representing different demand for items by agents.

3 The derivation of a best-response strategy for RM-HAL is left as future work.
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Fig.3 Markets with varying demand over items. Y-axis shows the share of agents who ranked each item as
their top preferred item

5.1 Synthetic data

Three markets are generated with 2000 agents and 10 multi-unit items each with enough
units for every agent. Each item has a capacity of 200 units. Each market has a non-uniform
demand distribution over items, as shown in Fig. 3a. The logistic market represents a near-
uniform market where most items are equally demanded by the agents. The linear mar-
ket presents a scenario where demand for items increases linearly. The exponential market
reflects a situation where a few popular items are demanded by a large fraction of agents.

5.2 Amsterdam data

The real-world preference data used in this work is sourced from the Association of School
Boards in Amsterdam Secondary Education (OSVO), which has implemented RSD as the
central school choice mechanism since 2016. The dataset contains anonymized preferences
of 7.5k agents over 60+ schools from the year 2017.* More details on the Amsterdam data-
set can be found in Appendix D.

The Dutch education system has three levels for secondary education: pre-university
education (VWO), senior general secondary education (HAVO) and pre-vocational second-
ary education (VMBO). The three education levels represent different markets in the con-
text of school choice, with varying levels of demand, as shown in Fig. 3b. A minimum of
12 entries per preference list is recommended for VWO and HAVO students and 4-6 for
VMBO students, although no minimum or maximum length is enforced in practice. For
example, some students fill in just one or two preferred schools. Although there is enough
capacity for all students in the region, there are multiple popular schools that cannot accept
all applicants.

A survey performed by OSVO [34] has measured the percentages of parents or students
who find allocation to the top-n school ranks acceptable, for increasing values of n. For
example, 63% of parents find allocation to the top-3 ranks acceptable, but this level drops
rapidly after that, down to 30% for the top-5. The study records responses from both stu-
dents and their parents; in this work we use the average of both sets (see Appendix C).

4 The data can be obtained from OSVO upon request.
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From the survey, one can deduce the fraction of people who consider allocation to a certain
rank n unacceptable, but who accept allocation up to rank n — 1. For ranks 2-9 the corre-
sponding fractions are 18.5,22.5,23,9, 14,5,2, 1.5%. These numbers are used in the strat-
egy studies in Sect. 6.1.

6 Experimental results

Four experiments are conducted on both Amsterdam and synthetic datasets to assess the
impact of the first-order heuristic strategy on the matching performance of RM-HAL. The
synthetic dataset simulates different market conditions, including uneven distributions of
agents’ demand for items. In the first three experiments, the first-order heuristic strategy is
applied for various fractions of agents and values of top-n. These settings simulate differ-
ent scenarios of strategic manipulation, ranging from moderate to aggressive. The matches
from RM-HAL are compared against those resulting from RSD using truthful preferences,
as RSD does not incentivize agents to manipulate their preferences. A fourth experiment is
performed to measure the impact of strategic preferences on truthful and non-truthful agent
groups.

6.1 Setup

RSD is run multiple times, always using truthful preferences, and the resulting average
match is considered as the baseline. For RM-HAL, matching performance is always evalu-
ated w.r.t. truthful preferences of agents, even when agents submit false preferences. Prefer-
ences from the datasets in Sect. 5.2 (collected for RSD) are considered truthful and strate-
gic preferences are simulated using the heuristic from Sect. 4. Each preference list is also
padded with the sink item, with a capacity equal to the total number of agents, which keeps
track of agents not matched to any other item.> Agents not matched to any item are tracked
for both RM-HAL and RSD.

While simulating strategic preferences the assumption is made that all agents are truth-
ful about their top-n item choices, for various values of n > 1, as listing them first maxi-
mizes the probability to be matched to any of them.

6.2 Impact of strategic preferences on matching performance

Three experiments are conducted testing different strategic settings. In Experiment 1,
n is varied between [1, 3] and a mixed-n scenario is also considered where groups of
agents use different values of n. In the mixed-n setting, values of n € [1, 3] are picked
uniformly for synthetic markets, while for Amsterdam values of n are taken from a
survey [34]. In Experiment 2, the fraction of strategic agents, denoted by f, is varied
between [25, 50,75, 100]%. In both experiments the parameters n and f are varied only
one at a time, and when not varied, default values are set to mixed-n and 100% respec-
tively. In Experiment 3, the values of n and f are varied simultaneously.

5 This is particularly important for matching in practice using RM-HAL when preference lists do not have
a fixed length, as having a short preference list can allow an agent to have an advantage over others. This
advantage is removed by the sink item.
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synthetic (top) and Amsterdam (bottom) markets. The fraction of strategic agents is 100%. Lines not reach-
ing 1.0 indicate agents allocated to the sink item or a item not on the truthful preference list. The shaded
uncertainty bands reflect 1-standard deviation variations observed in the results when varying the simulated
sample and lottery

Experiment 1 Matching results are shown in Fig. 4 in the form of cumulative rank
distributions, which show for each rank the average share of agents assigned to that
rank or better. The top and bottom figures show the synthetic and Amsterdam markets
respectively. For synthetic markets averages are computed from 50 distinct generated
datasets. The resulting average values are visualized for each synthetic market, includ-
ing their associated uncertainties (+1 s.d.). For Amsterdam markets the results shown
are the average over the single dataset with 50 different lottery assignments for RSD.

In Fig. 4, for both synthetic and Amsterdam data it is observed that RM-HAL with
truthful preferences has the best matching performance for nearly all markets (see
orange dashed lines). This is not unexpected, however particularly for markets with
uneven distribution of demand over items (e.g., exponential, linear, VWO and HAVO)
RM-HAL with truthful preferences performs significantly better than RSD (blue dashed
line), with differences in cumulative share as large as 10% points. In markets where
demand is more evenly distributed (e.g., logistic and VMBO) RM-HAL still performs
better than RSD, although the difference in matching performance is less visible.

The gain in performance is negatively impacted when agents begin to misreport their
preferences. In Fig. 4 the performance of RM-HAL declines when agents apply the heu-
ristic strategy for decreasing values of n. For example, in all markets matching perfor-
mance of RM-HAL is worse than RSD when all agents apply the first-order heuristic
strategy at n = 1 (represented by the green lines). For some strategic agents this strategy
is successful, resulting in a greater share of matched agents at rank 1 than RSD. How-
ever, for all other agents this strategy fails, and they are either matched to the sink item
or to a item they do not truthfully prefer.

This impact is also seen in Tables 1 and 2, which summarize the average rank of each
match, along with the share of agents matched to a particular rank, for the synthetic
and Amsterdam markets respectively. For example, Table 1 shows more agents matched
to their top-1 item compared to RSD for each strategic scenario. In Table 2 the VWO
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Table 1 Experiment 1. Matching performance of RM-HAL with truthful and strategic preference submis-
sions in the synthetically generated matching markets

Market Method Top-1 (%) Top-3 (%) Not Placed Max Rank AvgRank
(%)

Exponential RSD 26.36 60.04 0 10 3.09
RM-HAL 34.57 73.09 1 11 2.53
RM-HAL, n=1 37.36 425 1 11 4.72
RM-HAL, n=3 35.27 74.03 1 11 3.35

Linear RSD 63.86 76.37 0 10 2.74
RM-HAL 69.71 87.68 1 11 2.06
RM-HAL, n=1 72.41 74.36 1 11 2.95
RM-HAL, n=3 70.98 88.17 1 11 2.25

Logistic RSD 84.05 88 0 10 2.04
RM-HAL 87.3 89.45 1 11 1.92
RM-HAL, n=1 87.57 87.92 1 11 2.05
RM-HAL, n=3 87.55 89.45 1 11 1.97

The best average rank achieved for each market is emphasized. The fraction of strategic agents is 100%

Table 2 Experiment 1. Matching performance of RM-HAL with truthful and strategic preference submis-
sions in the Amsterdam school choice markets

Market Method Top-1 (%) Top-3 (%) NotPlaced (%) Placed Max Rank Avg Rank
Elsewhere
(%)

VWO RSD 73.52 88.85 1.41 0 21 1.87
RM-HAL 76.56 98.59 0.84 0 5 1.3
RM-HAL, n=1 78.65 78.75 0 17.84 27 3.51
RM-HAL, n=3 75.2 100 0 0 3 1.31

HAVO RSD 74.47 90.98 0.46 0 14 1.62
RM-HAL 75.73 99.2 0.06 0 4 1.31
RM-HAL,n=1 79.78 80.41 0 17.93 22 2.98
RM-HAL, n=3 74.76 100 0 0 3 1.32

VMBO RSD 93.68 99.86 0.1 0 5 1.07
RM-HAL 94.33 99.9 0.1 0 3 1.06
RM-HAL,n=1 94.6 94.74 0 5.13 14 1.33
RM-HAL, n=3 94.26 99.97 0 0.03 3 1.06

The best average rank achieved for each market is emphasized. The fraction of strategic agents is 100%.
“Not Placed” refers to being matched to the sink item, and “Placed elsewhere” to an item on the submitted
preference list that is not on the truthful list

market demonstrates in particular that the first-order heuristic strategy is risky at n = 1,
with a much higher average rank than RSD (3.51 versus 1.87).

In Fig. 4, for n > 2 the matching performance of RM-HAL compared to RSD is mar-
ket dependent (represented by red and purple solid lines). In the synthetic markets with
linear and logistic demands, allocation results are better than RSD. Exponential demand
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results in worse matches than RSD at ranks greater than two. However, notably for the
VWO and HAVO markets from the Amsterdam dataset, n > 2 results in better matches
than RSD, again with differences of cumulative share of more than 10% at rank two.

For the Amsterdam school data in Table 2, note that the maximum rank for RSD is a
high as 21 (for VWO). Using RM-HAL with truthful preferences, the maximum rank gets
reduced to 5. With RM-HAL, n=3, the maximum rank even gets reduced to 3. This hap-
pens because in the Amsterdam markets the items within the top-3 preference of all agents
have enough capacity to accommodate everyone.

Experiment 2 The value of f is varied between [25, 50, 75, 100]%, with n set to mixed-n,
in order to observe the impact of increasing shares of strategic agents. The corresponding
matching results, summarized in Fig. 5, show that overall matching performance declines
when more agents submit strategic preferences. E.g., in the exponential market, matching
performance is worse than RSD for f > 50%. However in all other markets, the decline in
matching performance is not significant. This can be attributed to the lack of competition
in markets such as logistic and VMBO.

However in competitive markets like VWO and HAVO, RM-HAL is again able to make
more efficient matches as the agents use mixed values of 7, and these top-n items collec-
tively have enough capacity to match all agents.

Experiment 3 The average rank is studied for varying values of both n and f, as sum-
marized in Fig. 6. Scenarios where the average rank from RM-HAL matches is worse than
RSD with truthful preferences are outlined in red. For most markets, the matching perfor-
mance of RM-HAL can be worse than RSD when: a) agents only find top-1 or top-2 items
acceptable and b) 50% of agent or more are acting strategic. However, in all other scenarios
RM-HAL provides matches with a better average rank. The exponential market is clearly
the most extreme scenario, where the competition over items is the highest; even in that
market 9 out of 16 scenarios have better average rank from RM-HAL than RSD. Notably in
markets using real data from Amsterdam, only 2-3 out of 16 scenarios have worse average
ranks than RSD, where all strategizing agents want to be matched their top item.
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Fig.6 Experiment 3. Average rank of RM-HAL matchings when agents apply the first-order heuristic strat-
egy, for varying values of both n and f. Scenarios where RM-HAL has a worse average rank than RSD are
highlighted in red

This shows that RM-HAL with strategic preferences can provide more rank-efficient
matches than RSD with truthful preferences, except for cases when agents display the most
extreme strategic behavior.

6.3 Impact of strategic preferences on agent groups

Experiment 4 Matching performance is observed for half of all agents reporting truthful
preferences, and the rest applying the first-order heuristic strategy for n=mixed-n. The
results, summarized in Fig. 7, show that for most markets strategic agents (orange lines) are
provided better matches than truthful ones (blue lines).

For instance in the market with exponential demand over items, about 90% of all stra-
tegic agents receive better matches until rank 5, but for higher ranks the strategy fails. For
the HAVO market this tipping point is observed at rank 3. However, in the VWO market
strategic agents consistently receive better matches than truthful agents over all ranks. In
the VMBO market, where all items are in near even demand, very little differences are seen
between strategic and truthful agents.

These results imply that regardless of demand, agents have an incentive to be strategic
in their preference reporting, especially if they know other agents will report truthfully.
This finding also holds also for n = [1, 3], as shown in Fig. 9 of Appendix E.

7 Discussion

Rank minimization directly optimizes the rank distribution commonly reported as
default performance metric when applying matching mechanisms. While the mechanism
is not strategyproof, Troyan has shown that rank minimization is not obviously manipu-
lable. In addition, according to Ortega and Klein the concern of manipulation is miti-
gated because the potential gains from misrepresentation are small.
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Our results present a more realistic view of the risks in implementing the rank min-
imization mechanism in practice. Our empirical studies on simulated and real school
choice data show that the first-order heuristic strategy for top-n allocation is easy to
apply and effective. While not obviously manipulable, our findings show improved top-
n allocation probability and imply an incentive for agents to be strategic in their prefer-
ence reporting, contradicting Ortega and Klein. However, for most strategic scenarios
tested RH-HAL still outperforms RSD, confirming it is an appealing mechanism for
assignment problems.

With respect to the research questions posed in Sect. 1, our findings are as follows:

RQ1. A best response strategy for RM-HAL has been derived for top-n allocation
using a simple one-step cost function.

RQ2. The first-order heuristic strategy has been derived with the assumption of com-
plete information: an agent is aware of the rank 1 demand over all items. The strategy
makes sense intuitively. The popular items placed after the first n choices form a high-
cost “wall”, as these items are already matched to other agents. The first-order heuristic
strategy further sorts the popular items in descending popularity, aiming to make it very
costly for RM-HAL to not assign agents to their top-» items.

RQ3. Simulations studying the impact of the first-order heuristic strategy on match-
ing efficiency shows that average rank can be negatively affected when large fractions
of agents apply the strategy with a goal to be matched to their top-1 or top-2 items, par-
ticularly in markets with uneven demand over items.

The matching performance of RM-HAL is observed to be significantly better than
RSD when truthful preferences are considered, particularly in markets with uneven
demand. In those markets, with more competition over a few items, agents have an
incentive to submit strategic preferences to maximize their chances of being matched
to top-n preferred items. However, applying the first-order heuristic strategy comes at a
risk of not being matched to any item or to an item not truthfully preferred, especially
when the acceptable rank of matched item # is limited. This is a natural consequence of
the way RM-HAL minimizes the sum of all ranks. The probability of agents applying
this strategy therefore depends on individual perception of risk and reward.
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In the simulation studies reported in this work, RM-HAL performs better than the
baseline of RSD for most strategic scenarios. In use cases where rank-efficient matches
are important and agents are not able to be strategic (e.g., they do not have enough
information about the preferences of others), RM-HAL is a better option than RSD.
However, there is an inherent inequality in matching performance between strategic
and truthful agents. Truthful agents are especially affected when more than half of the
agents submit strategic preferences.

In real world matching scenarios, this inequality will be reflected between sophisti-
cated agents who submit preferences strategically, and agents who report preferences
truthfully due to lack of knowledge or resources to compute the heuristic strategy.

8 Limitations

The best response strategy has been derived for a constrained, simplified scenario: assum-
ing complete information about top preferred items, a one-step cost function, a fixed pref-
erence list length, as many popular items as that length, and a version of RM-HAL where a
sink item gets added to each preference list. These requirements are artificial and strict, and
in practice will often be missing. The best response strategy serves as a stepping stone to
the first-order heuristic strategy.

In practice, the first-order heuristic strategy requires an up-to-date ordering of the most
popular first-choice items, information that is not always available to agents. However, this
ordering may be approximated from historical data, especially in scenarios where matching
is performed repeatedly (e.g., school choice). Once known, this information may be passed
around, for example, through online forums [35]. As such, in practice the first-order heu-
ristic strategy—or a close approximation thereof—could become available to a wide range
of agents.

The heuristic strategy is not necessarily the best response strategy for any top-n alloca-
tion. The derivation of the best response strategy valid for any value of top-n is non-trivial
due to correlations between preferences, and is left as possible future work.

The simulations explore variations of the first-order heuristic strategy, from taking less
to more risk of being matched to a truthfully preferred item. There are multiple untested
scenarios, e.g., agents may not want to risk being matched to an item they do not truth-
fully prefer. Such moderate risk strategies can be followed up in a future work. Also not
yet explored are irrational strategies, such as not ranking top preferred items truthfully. In
a follow-up work, experiments are conducted with real individuals as in [26, 27] to gain
insights into behaviors that occur in practical settings.

Matching performance has been evaluated with respect to truthful preferences. This will
not be possible in practice, as only reported preferences are available.

Strategyproofness is an important property for matching as it levels the playing field:
agents who lack the information to be strategic against the matching mechanism are disad-
vantaged compared to those who do not. As such, when aggressive strategies are applied
in the rank minimization mechanism it could disproportionately hurt the former group; for
example in the school choice context, this could affect students coming from a lower socio-
economic background.

@ Springer



44 Page 22 of 28 Autonomous Agents and Multi-Agent Systems (2024) 38:44

9 Conclusion

This work explores the trade-off between efficiency and strategyproofness in the context of
applying the rank maximization mechanism to allocation problems, and aims to promote
discussion on the nature of strategic manipulations and their impact. In particular the inef-
ficiency of RSD matches motivates a more rank efficient mechanism.

Under a simplified, constrained scenario, the best response strategy is derived for an agent
to maximize the probability of being assigned to their top preferred item using RM-HAL. The
use of the best response strategy by all agents results in a Nash equilibrium. Based on this find-
ing, a first-order heuristic strategy is derived for maximizing the probability of being matched
to top-n preferred items when minimizing the average rank. This strategy is then tested on
simulated data and real school choice data from Amsterdam, for several scenarios ranging
from moderate to worst-case, and performance results have been compared against RSD.

While RM-HAL is not obviously manipulable, the first-order heuristic strategy is found to
be effective and easy to apply. Our findings show improved match probabilities for the top-n
preferred items in both simulated and real-world datasets. Although the strategy is not devoid
of risks, these results suggest an incentive for agents to employ strategic preference reporting.
In summary, contrasting with [11, 12, 16] our findings present a more realistic view of the
risks in implementing rank minimization in practice.

While the incentive for agents to strategize is market dependent and should be further
studied, this work shows that the rank maximization mechanism provides more rank efficient
matches than RSD in moderate strategic situations. For most strategic scenarios tested, per-
formance gains in rank are significant compared to RSD. In the simulated market with the
highest skew in popularity, the average rank worsens only when more than half of all students
apply the first-order heuristic strategy to protect their top-1 or top-2 choice. On Amsterdam
school data this happens when half of the students or more protect their top-1 choice. Notably,
on Amsterdam school data, when 100% of all agents protect their top-3 preferences using the
first-order heuristic strategy, all students are allocated within the top-3 ranks, down from a
maximum rank of 21 for RSD.

Appendix A RM using Hungarian algorithm

This work implements the rank minimization matching mechanism using the Hungarian
algorithm. The Hungarian algorithm has been chosen in consideration of transparency in
real-world matching scenarios for the following reasons:

A.1 Simplicity

Although not as straight-forward as RSD, the Hungarian algorithm consists of only a few
deterministic steps. The theory behind the algorithm should be understandable to any
experts with a background in linear algebra and graph theory. This simplicity is valued by
policymakers, who may be obliged to explain the procedure to parents. In addition, from
a scientific perspective, simple procedures are valued in Mechanism Design because all
agents must understand the payoffs for every action at every step.
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A.2 Reproducibility

The matching solution is reproducible. The requirements for this are: a fixed, initial order-
ing of agents and items, for example sorted alphabetically.

In comparison, mixed-integer programming algorithms do not necessarily give a repro-
ducible solution. The solution found can depend on the computing platform, specifically:
the chip instruction set, operating system and compiler used.

A.3 Availability

Many open-source versions of the Hungarian algorithm are available. Here the scipy
implementation [36] is used. We thus trust the full algorithm to be auditable, and as such
accountability of any matching can be provided to the general public.

Appendix B Example application of best response strategy

The application of the best-response strategy is illustrated in Fig. 8, in an example with 5
agents matched to items A, B and C, with capacities |A|=1, |B|=1 and |C|=3. All agents
apply the best response. Each preference list has a length of 2. The sink item K, appended to
each preference list, has a capacity of 2. Two fake agents (S, ;) are added to the cost matrix
to make it square. Items A and B are popular, and are the first choices of agents S}, S, and S5,

A B C C C3 K K A B C C C5 K K
8 0 1 10 10 10 2 2. i 0 1 10 10 10 2 2.
S o 1 10 10 10 2 2 S o 1 10 10 10 2 2
S |1 0o 10 10 10 2 2 Ss |1 0 10 10 10 2 2
S |1t o 10 10 10 2 2 S |10 10 10 10 2 2
Ss [1 10 0o o o 2 2 Sy |+—10—0—0 92
Se [0 0 0 0 0 0 Ss |[0—06—0—0 o0
s Lo o o 0o 0 o0 s7 Lo 00 o o
(a) Cost matrix 1 (b) Cost matrix 2
A B O C C5 K K A B O C» C3 Ki K
8, 0 1 8 8 & 0 0 s, ) 1 8 s 8 0 01
Sy [0 1 8 8 8 0 0 S |o 1 8 8 8 @ 0
S5 |1 0 8 8 8 0 0 ss (1 () 8 8 8 0 0
Se |1 0 s 8 8 0 0 sa 1o 8 & 8 o (0
8 |2—1—0—0 0 2 2 ss 201 (o) o o 2 2
Se [+t 6 0 0 0 0 se [t 1 0 (@ o o0 o0
S, L4—1 0 0 0 0 O-- S7 L1 1 0 0 @ 0 0
(¢) Cost matrix 3 (d) Cost matrix 4

Fig. 8 Illustration of the best-response strategy of the Theorem, applied to an example cost matrix
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S, respectively, with popular items B and A as second choice. Item C is not popular, and is the
first choice of agent S5, with item A as the second choice. This results in the cost matrix of
Fig. 8a.

Cost matrix 2 in Fig. 8b illustrates the vertical and horizontal lines of step 1 of the proof
in Sect. 4.1. Popular items A and B are covered with vertical lines. The unmarked items in the
residual cost matrix are C and K, which have spare capacity and C has the largest penalty. In
cost matrix 3 of Fig. 8c, illustrating steps 2 and 3 of the proof, the cost reduction step has been
applied to the matrix, which makes the costs corresponding to the sink item zero. All zeros
are now covered by seven lines (equal to the total number of rows or columns) and a match is
made.

Cost matrix 4 in Fig. 8d shows the final match of agents to the items. All actual agents are
allocated to either their first choice or the sink item.

Appendix C Acceptance of top-n matches

In a survey performed by OSVO [34] the percentages of parents and students who find
being matched to the top-n school choices acceptable are measured for different values
of n. The values for parents and students, shown in Table 3, are averaged and used in the
experiments.

T, Rk P A

find allocation to a certain rank Parents Students Average

acceptable
Top 1 100 100 100
Top 2 83 80 81.5
Top 3 63 55 59
Top 4 39 33 36
Top 5 30 24 27
Top 6 14 12 13
Top 7 9 7 8
Top 8 7 5 6
Top 9 5 4 4.5
Top 10 5 4 45
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Appendix D Amsterdam dataset

The data from Amsterdam used in the experiments is not public due to privacy concerns and can
be obtained from OSVO upon request. The dataset consists of two tables described in Table 4.

Table 4 Metadata from Amsterdam school allocation dataset

Attribute Description

Advies Type of secondary education students recei ve.

Lotnummer Lottery number assigned to student

Geplaatst op Name of school student was placed at by allocation algorithm.
Positie Position at which student ranked their allocated school

Voorrang/Hardheid eerste voorkeur

Voorkeur 1

Voorkeur 34
(a) Students

Denotes if student has priority at any school. These students
were excluded from experiments.

Name of student’s 1st preferred school

Name of student’s 34th preferred school

Attribute Description

Key Unique key combining school name and education type.
VO-school Name of School

Capaciteitsgroep Education type offered by school

Maximale capaciteit definitieve matching
(b) Schools

Number of seats available at school for this education type
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Fig.9 Cumulative share of matched agents over ranks in RM-HAL for truthful agents vs. strategic agents
applying the first-order heuristic strategy for different values of n
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Appendix E Additional results

Some additional results are presented which extend the results shown in Sect. 6.3. Match-
ing performance is tested for half of all agents reporting truthful preferences, and the rest
applying the first-order heuristic strategy for n € [1, 3]. The results in Fig. 9 show that for
most markets strategic agents (orange lines) are provided better matches than truthful ones
(blue lines). These results confirm the findings of Sect. 6.3, that regardless of demand,
agents have the incentive to be strategic in their reported preferences.
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