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Chapter2
Multi-objective Design Space
Exploration 1

2.1 Introduction

The problem of identifying optimal design points can be generally de-

scribed as multi-objective optimization problem. In most design problems,

the objectives to be taken into account are many and often conflicting.

The role of multi-objective optimization in the design industry is be-

coming increasingly relevant. The growing computational power of mod-

ern computers, in fact, provides designers with the ability to build complex

parametric models which can be used to achieve automatic optimization

procedures. The classical approach, which is still widely used to tackle

multi-objective optimization problems, consists of transforming the multi-

objective problem into a single-objective problem by formalizing a degree of

preference among the objectives; the thus obtained single-objective prob-

lem, is then solved using one of the classical techniques of optimization,

either deterministic or stochastic. In this perspective, the multi-objective

problem is seen as a particular case of the mono-objective problem. This

approach presents three main disadvantages:

1The contents of this chapter have been published as [1]
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12 MULTI-OBJECTIVE DESIGN SPACE EXPLORATION 2.1

• The variety of solutions to a multi-objective problem is thus reduced

a single solution resulting in a significant loss of information.

• The choice of one solution among the infinite possible (or rather,

between the n numerically available) through additional information

is made a priori, that is, without a complete information on all the

possible solutions.

• There are some cases of (non-convex) problems in which the pure

multi-objective approach provides solutions that would be impossible

from a mathematical point of view to get through a classical ap-

proach, since a classical approach is not capable of making a distinc-

tion between local optimal solutions and globally optimal solutions,

and will treat the former as actual solutions to the original problem.

An other approach, derived from Pareto’s theory, does not require an a

priori choice of the degree of preference and reverses the point of view

considering the single-objective problem as a special case of the multi-

objective problem. The result of the optimization is not just one but a

variety, a sampling of the infinite sub-optimal solutions. Several evolution-

ary and non-evolutionary methods have been specifically developed for

multi-objective optimization. In this work, Evolutionary multi-objective

optimization (EMO) algorithms are applied to support the design space

exploration. In particular, we focus on efficient techniques to prune the

design space while using the evolutionary optimization search algorithms,

as shown in Figure 1.1. Pruning techniques are applied to

• Speed up the design point evaluation;

• Optimize the heuristic search in the design space.

Further details of those two mechanisms will be discussed in Chapters 4

and Chapter 5. The first section of this chapter describes multi-objective

optimization using evolutionary algorithms, with particular attention to

the Elitist Non-dominated Sorting Genetic Algorithm (NSGA-II). NSGA-

II is one of the popularl EMO algorithms used for finding (sub)-optimal
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solutions in a DSE problem. Section 2.3 introduces the different metrics

used to compare the quality of the final solutions. Finally, we present the

Sesame framework for modelling MPSoC design instances used for fitness

evaluation within the GA.

2.2 Multi-objective Optimization using Evolutionary Algorithms

Most of the optimization problems involve more than one objective to be

optimized. The objectives are often conflicting, i.e., maximize perform-

ance, minimize cost, maximize reliability, etc. In that case, one extreme

solution would not satisfy all objective functions and the optimal solution

of one objective will not necessary be the best solution for other object-

ive(s). Therefore, different solutions will produce trade-offs between dif-

ferent objectives and a set of solutions is required to represent the optimal

solutions for all objectives.

A multi-objective optimization problem can be defined as the minim-

ization or maximization of a real-valued function on a specific set. The

importance of this mathematical model is obviously derived from the fact

that many real problems are addressed when using such model. In the

following, when not differently specified, we will consider a multi-objective

optimization problem as a vector function that maps a set of m parameters

(namely decision variables) to a set of n objectives. Formally:

min/max y = f(x) = (f1(x), f2(x), . . . , fn(x))

subject to x = (x1, x2, . . . , xm) ∈ X

y = (y1, y2, . . . , yn) ∈ Y

(2.1)

where x is called the decision vector, X is the parameter space, y is the

objective vector, and Y is the objective space [96].

The set of solutions of a multi-objective optimization problem consists

of all decision vectors for which the corresponding objective vectors cannot

be improved in any dimension without stripping of rank in an other; this

can be explained by the following definitions:
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Figure 2.1: The non-dominated front formed by the non-dominated solutions.

Definition 2.2.1. Given a maximization problem and consider two de-

cision vectors a, b ∈ X.

Then, solution a is said to dominate solution b (also written as a � b)

iff

∀i ∈ {1, 2, . . . , n} : fi(a) ≥ fi(b) ∧
∃j ∈ {1, 2, . . . , n} : fj(a) > fj(b)

(2.2)

Definition 2.2.2. All decision vectors which are not dominated by any

other decision vector of a given set are called non dominated regarding

this set.

Definition 2.2.3. The decision vectors that are non dominated within the

entire search space are denoted as Pareto optimal and constitute the so-

called Pareto-optimal set or Pareto-optimal front.

For a given set of solutions (or corresponding points in the objective

space, for example, those shown in Figure 2.1), a pair-wise comparison

can be made using the above definition to determine whether one point

dominates the other. All points that are not dominated by any other

member of the set are called the non-dominated points of class one, or

simply the non-dominated points. For the set of six solutions shown in the

figure, they are points 3, 5, and 6.

One property of any two such points is that a gain in an objective

from one point to the other happens only due to a sacrifice in at least
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one other objective. This trade-off property between the non-dominated

points makes the practitioners interested in finding a wide variety of them

before making a final choice. These points make up a front when viewed

them together on the objective space.

Usually, we are only interested in Pareto-optimal solutions;

For several optimization problems the design space is too large to be

explored; in this case the real Pareto optimal set is unknown.

According to the definition of Pareto optimality, moving from one

Pareto-optimal solution to an other necessitates trading off.

2.2.1 Principles of Evolutionary Multi-Objective Optimization Search

Multi-objective Optimization problems can be identified by two aspects:

search in the design space and decision making. The first of these two

aspects refers to an optimization process in which the set of feasible solu-

tions is represented by the Pareto Optimal solutions. As in single objective

optimization problems, the search area typically is too large to be exhaust-

ively explored, implying that the convergence to an optimal solution of the

problem in question is not guaranteed. The second aspect (decision mak-

ing) refers to the problem of choosing the ”best” solution within the entire

set of Pareto Optimal solutions. The Decision Maker (DM) is in charge

of choosing the ”best” solution. For what regards the search in the design

space, we resort to evolutionary algorithms. Evolutionary algorithms are

very effective in solving multi-objective problems because they are able

to manage simultaneously a vast set of solutions (the so-called popula-

tion). This feature allows evolutionary algorithms to find a substantial

number of Pareto Optimal points within a short time. It’s important to

note that Evolutionary Algorithms do not necessarily converge to the exact

global optimum, but only for a set of solutions that meet the requirements.

Moreover, evolutionary algorithms are little affected by the shape and con-

tinuity of the Pareto front to search and, therefore, can be used successfully

even in presence of discontinuous and / or concave fronts: most classical

methods are not capable of making a distinction between local optimal

solutions and global optimal solutions in a non-convex space, and they are
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designed to work with continuos variables only [28].

The term Evolutionary Algorithms (EA) indicates a class of optimiz-

ation methods that simulate processes of natural evolution [16]. After a

succession of several generations, the populations evolve according to the

laws of natural selection and survival of the fittest.

Biological systems are of great importance due to their robustness and

their ability in solving a wide range of issues essential to their survival

course. They are the result of an evolutionary process that bases its suc-

cess on mechanisms such as selective breeding of the best individuals, re-

combination of their chromosomes and some random mutations. Although

the exact function of the principles of natural evolution is still under in-

vestigation, the basic principles are clear:

• Natural evolution acts on chromosomes of individuals, rather than

individuals, or on the genetic coding (genotype) of the physical char-

acteristics of the living organism (phenotype), as shown in Figure

2.2.

• The processes of natural selection favour the reproduction of the

most efficient individuals (and, therefore, of chromosomes) in terms

of adaptivity. Essentially, individuals of a population compete to

seek and obtain resources needed for survival. Similarly, individuals

compete for obtaining a mate. Mating is useful because it maximises

genetic recombination and it improves diversity. Individuals who

become more adapted to survival and reproduction will then have a

greater number of descendants. Therefore, selection is the process

in which the phenotype influences in some way the genotype.

• The mechanism of reproduction forms the core of the evolutionary

process: combining genetic codes of two individuals and the intro-

duction of random mutations from an adaptive point of view. The

combination (crossover) of the features of different ancestors may

produce a very adapted (super fit) offspring, whose surviving ability

is superior to the one of each parent. In this way populations evolve

and become increasingly adapted to their environment.
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Figure 2.2: Chromosome representation.

• Natural evolution works on populations of individuals through a pro-

cess of generations that has no historical memory, but relies solely

on the interaction between each individual and the ecological envir-

onment in which it lives.

Evolutionary Algorithms are based on principles very similar to those

of evolution in nature, and in addition they possess a dual purposes: first,

they are useful for deeply understanding the processes of development of

living systems, and secondly they aim to introduce the same characteristics

of robustness and adaptability of the organic processes in artificial intel-

ligence, in order to solve more complex problems (having constraints and

discontinuous Pareto-optimal region) with respect to traditional methods.

Evolutionary Algorithms make use of random search, although the whole

process is driven by a selective reproduction; moreover, they are based

on the encoding of the parameters to be optimized rather than the

parameters themselves. Binary encoding is the most common method for

encoding the parameters; each individual is a set of bits, 0 or 1, represent-

ing a parameter of the design point, as shown in Figure 2.2.

An alternative to binary encoding is a many-character encoding: in-

stead of having only 0 or 1, a larger alphabet is used. This alphabet may

contain strings, integers or real values. The large freedom in choosing an

alphabet makes this encoding applicable to several problems. A practical

example of this many-character encoding is illustrated in Section 2.2.3.

Evolutionary algorithms operate in parallel on a population of solutions

distributed on the search surface. In addition, they are equipped with a
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Figure 2.3: Genetic operators.

fitness function, which is used to guide to the entire evolution process.

Essentially, a fitness function classifies the design points according to the

objectives in the optimisation problem.

The basic principles of genetic algorithms have been introduced for the

first time by Holland in 1975 [68]. During the execution, the algorithm

repeatedly intervenes to modify a population which consists of a number

of solutions (individuals) : at each iteration, it operates on a random se-

lection of individuals of the current population, using them to generate

new elements of the population, which will replace an equal number of

individuals already present, and thereby forming a new population for the

next iteration (or generation) through crossover and mutation. This suc-

cession of generations evolves towards an optimal solution of the assigned

problem.
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More in detail, the crossover operator takes two individuals as parents

and creates two different offspring individuals by recombining the par-

ents. During crossover, substrings from two parents are swapped between

these parents with a fixed probability. There are many ways to implement

crossover. In the one-point crossover shown in Figure 2.3(a), two parent

individuals are cut at a random point and the segments after the cut point

are swapped to create the offspring. In the n-points crossover (Figure

2.3(b)), n crossover points are chosen. This type of crossover is essentially

a generalisation of the one-point crossover. The main drawback of those

two methods is that they cannot generate any schema.

An other type of crossover that is capable of generating any schema,

is uniform crossover. In this method each bit in the offspring is randomly

selected, either from the first parent or from the second one. A crossover

mask with the same length as the parents is randomly created and the par-

ity of the bits in the mask indicates which parent will supply the offspring

with which bits. An example is given in Figure 2.3(c).

Finally, the mutation operator randomly alters each bit of an individual

according to a certain probability. This operator presents two main fea-

tures: first, it prevents the algorithm to be trapped in a local optimum;

second, it helps to maintain genetic diversity in the population. A practical

example is also shown in Figure 2.3(d).

2.2.2 Elitist Non-dominated Sorting GA or NSGA-II

The Elitist Non-dominated Sorting GA (NSGA-II) is based on different

levels of classification of individuals. Let P0 be the initial population of size

N . An offspring population Qt of size N is created from current population

Pt. Before the selection is performed, the combined population Rt = Qt∪Pt
is classified according to the non-domination: all the design points are

ranked through a non-dominated sorting based on their dominance depth.

The process continues until all members of the population are classified

into fronts F1, F2, . . ..

The next population Pt+1 is composed by individuals from the fronts

F1, F2, . . ., until the population size exceeds N ; since the individuals in the
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Figure 2.4: Schematic of the NSGA-II procedure.

first front have the best fitness value, they will be reproduced more than

the rest of the population.

NSGA-II uses niching techniques (segmentation) providing each an in-

dividual parameter called crowding distance. This parameter measures the

average side-length of the hypercube enclosing a solution without includ-

ing any other solution in the population, as shown in Figure 2.5. Solutions

of the last accepted front are ranked according to the crowded comparison

distance. Crowding distance is used by the algorithm to ensure adequate

distribution of individuals, in order to lead the population to adequately

explore the entire space of objectives.

A detailed scheme of the procedure is illustrated in Figure 2.4. Initially,
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a population P0 of size N is created; this population is sorted based on

the non-domination through the fitness function (1 is the best level, 2 the

next level and so on).

At this point, the offspring population is generated through the three

operators for tournament selection, crossover and mutation.

Consequently, each of elements of the new population Pt+1 is ranked

and it is sorted in ascending order according to the Pareto dominance

concept. The new parent population is composed by adding the solu-

tions from the first front and the following fronts until exceeds the popula-

tion size. Crowding distance is calculated during the population reduction

phase and in the tournament selection for deciding the winner. The al-

gorithm continues till the number of iterations ngen is reached.

2.2.3 Applications of NSGA-II: the Application Mapping Problem

This section will describe how a GA, and more specifically NSGA-II, can

be deployed to perform mapping DSE for MPSoCs.

As explained before, NSGA-II uses an encoding as a string-like rep-

resentation for each possible solution (the chromosome). In this case the

problem is finding an optimal design candidate in a large space of possible

design candidates that can be evaluated within Sesame as fitness function.

If there is a choice between M different types of processors and a max-

imum of N processors, then the meta-platform consists of all the possible

platform components permutations and the mapping determines the final
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configuration. A mapping between an application and a possible configur-

ation of the parameterized SoC architecture corresponds to a chromosome

of the NSGA-II. In particular, we use a gene for each parameter of the

parameterized SoC architecture and allow that gene to assume only the

values admissible by the parameter it represents; we assume that there

are no functional restrictions on the processors: all processors can execute

all of the tasks. Moreover, we assume to use a crossbar-based architec-

ture, therefore each pair of processors can communicate so that there are

no topological restrictions. The crossbar in the proposed platform fully

connects all processors, so processes can communicate regardless on which

processor they are mapped. The result is that any task can be mapped

onto any processor so that we do not have to make special provisions for

infeasible mappings. Given an application with N tasks and M processing

elements, the mapping is a function that maps N tasks onto a M -processor

system:

Task1 ⇒ Processor1

Task2 ⇒ Processor3

Task3 ⇒ Processor1

· · · · · ·
TaskN ⇒ ProcessorM

The resulting chromosome C can be schematised as a vector of N processor

identifiers:

C = [p1, p2, · · · , pN−1]

where the i-th index denotes the mapping target of task i.

All possible combinations of integers will result in valid mappings, as

long as as those numbers are within the range of processor identifiers. This

actually implies that all the crossover and mutation operators will result

in a feasible mapping.

In case these conditions are not met, the so-called repair mechan-

isms can be used [33]: the repair mechanism presented in [33] repairs

by randomly mapping the tasks to a feasible processor. There are three

possible repair strategies (no-repair, moderate-repair, and extensive-repair
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strategies): the first (no-repair) strategy repairs the invalid individual at

the end of the optimization process, and all non- dominated solutions are

output. The second one (moderate repair), repairs the individuals at the

end of each variation step, thus allowing infeasible individuals to enter the

mutation step. The last technique (full repair) repairs all invalid individu-

als immediately after every variation step, helping to explore new feasible

areas over unfeasible solutions.

2.3 Design Metrics for analyzing Performance of DSE

There are two goals of an EMO procedure: (i) a good convergence to the

Pareto-optimal front and (ii) a good diversity in obtained solutions. Since

both are conflicting in nature, comparing two sets of trade-off solutions

also require different performance measures. Three different sets of per-

formance measures were used:

1. Metrics evaluating convergence to the known Pareto-optimal front

(such as error ratio, distance from reference set, etc.),

2. Metrics evaluating the spread of solutions on the known Pareto-

optimal front (such as spread, spacing), since the non-dominated

solutions are required to cover a wide range for each objective func-

tion value, and

3. Metrics evaluating certain combinations of convergence and spread

of solutions (such as hypervolume, coverage, R-metrics, etc.).

In the following subsection, we provide an overview of the deployed metrics

in this work.

2.3.1 The Hypervolume

The hypervolume (HV) [96] indicates the closeness of the solution set to the

reference Pareto front. The hypervolume represents the size of the region

dominated by the solutions in the Pareto optimal set. The reference point
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can simply be found by constructing a vector of worst objective values. The

hypervolume metric is interesting because it is sensitive to the closeness

of solutions to the true Pareto optimal set as well as the distribution of

solutions across the objective space. The hypervolume value is calculated

by summing the volume of hyper-rectangles constructing the hypervolume.

A Pareto optimal set with a large value for the hypervolume is desirable

[89]. The hypervolume represents the size of the region dominated by

the solutions in the Pareto optimal set. In Figure 2.6, the gray region

represents this metric for two objectives (f1 and f2) where these objectives

are to be minimized. The reference point (W) can simply be found by

constructing a vector of worst objective values.

2.3.2 Average Distance from Reference Set (ADRS)

This criterion corresponds to how much the heuristic solutions approximate

the exact Pareto set after a fixed amount of simulations. In particular, we

use the Average Distance from Reference Set (ADRS) [26], which measures

the distance from the solution set p(A) set and the Pareto-optimal set
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R = p(Ω):

ADRS(p(A), R) =
1

|R|
∑
xp∈R

min d{ ~xp,~a}
~a ∈ p(A)

where

d{ ~xp,~a} = max
j=1,··· ,M

{
0,

fj(~a)−fj( ~xp)
fj( ~xp)

}
and M is the number of objective functions.

A smaller ADRS value indicates that the distribution of the solutions

is closer to the reference Pareto front, and therefore better.

2.3.3 The normalized∇ metric

The normalized ∇ metric [33] measures the spread of solutions. It refers to

the area of a hyper-rectangle formed by the two extreme solutions in the

objective space, thus a bigger value spans a larger portion and therefore is

better. The nabla-metric calculates the volume of a hyperbox formed by

the extreme objective values observed in the Pareto optimal set:

∇ =
M∏
m=1

(fmaxm − fminm ) (2.3)

Where M is the number of objectives, (fmaxm and fminm ) the maximum and

respectively minimum values of the mth objective in the Pareto optimal

set. A bigger value spans a larger portion and therefore is better. This

metric does not reveal the exact distribution of intermediate solutions, so

we have to use another metric for evaluating the distribution.

2.3.4 σmst-metric for measuring distribution

For measuring the distribution of solutions in a Pareto optimal set, we use

the σMST metric [89]. The σmst is the standard deviation of the edges

weights in the Minimum Spanning Tree (MST) generated by Pareto op-
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timal solutions:

σmst =

√√√√ 1

|E| − 1

|E|∑
i=1

(w − wi)2 (2.4)

Where |E| is the number of edges in the MST, wi is the weight of the ith

edge and w is the average weight of the edges in the MST. The σmst metric

measures the standard deviation of the edges weights in the MST. The

edges weights denote the minimum distances between connecting solutions.

Therefore, a smaller value indicates that the distribution of the solutions

is closer to the uniform distribution and thus is better.

2.4 The Sesame environment

The traditional practice for embedded systems evaluation often combines

two types of simulators, one for simulating the programmable components

running the software and one for the dedicated hardware parts. However,

using such a hardware/software co-simulation environment during the early

design stages has major drawbacks: (i) it requires too much effort to build,

(ii) it is often too slow for exhaustive explorations, and (iii) it is inflex-

ible in quickly evaluating different hardware/software partitionings. To

overcome these shortcomings, a number of high-level modelling and sim-

ulation environments have been proposed in recent years. An example is

our Sesame system-level modelling and simulation environment [78], which

aims at efficient design space exploration of embedded multimedia system

architectures.

In this thesis, we deploy this framework as fitness function for the GA-

based DSE.

The Sesame framework [78], provides methods and tools for the ef-

ficient modelling and simulation of heterogeneous embedded multimedia

systems. Using Sesame, a designer can model embedded applications and

SoC architectures at the system-level, and map the former onto the lat-

ter to perform application-architecture co-simulations for rapid perform-

ance evaluations. Based on these evaluations, the designer can further
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refine (parts of) the design, experiment with different hardware/software

partitionings, perform co-simulations at multiple levels of abstraction, or

mixed level co-simulations where architecture model components operate

at different levels of abstraction. To achieve this flexibility, Sesame recog-

nizes separate application and architecture models within a single system

simulation. The application model defines the functional behavior of an

application, including both computation and communication behaviors.

The architecture model defines architecture resources and captures their

performance constraints. An explicit mapping step maps an application

model onto an architecture model for co-simulation.

2.4.1 Application layer

For application modeling, Sesame uses the Kahn Process Network (KPN)

model of computation [52]. In a KPN, in which parallel and autonomous

processes are implemented in a high-level language and they communic-

ate with each other via unbounded FIFO channels. The communication

and the synchronisation in a KPN is arranged by FIFO channels using

blocking FIFO read and non-blocking write primitives. Applications spe-

cified as process networks allow a more natural mapping of processes to

processing elements of the MPSoC architecture than a sequential program

specification. Moreover, this model is deterministic and it fits with the

targeted media-processing application domain. Determinism implies that

the same application input always results in the same application output,

irrespective of the scheduling of the KPN processes. This provides us with

a lot of scheduling freedom when mapping KPN processes onto architecture

models for quantitative performance analysis.

The code of each Kahn process is instrumented with annotations, which

describe the application’s computational actions, thus capturing the work-

load of an application. The reading from and writing to FIFO channels

represents the communication behaviour of a process within the applica-

tion model. In particular, when the Kahn model is executed, each pro-

cess records its computational and communication actions, and generates

a trace of application events. These application events are an abstract
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representation of the application behaviour and are necessary for driving

an architecture model. There are three types of application events: the

communication events read and write and the computational event ex-

ecute. Each event has a set of arguments to describe what is performed.

For instance, the Execute(DCT) event describes that a Discrete Cosine

Transform is performed. Read and Write events contain the information

relative to the Kahn channel used for the communication and the amount

of data transmitted, which, according to the application, may deploy dif-

ferent units as a pixel or a complete frame.

In Chapter 4 we employ also a subclass of the KPN model, which is

called Polyhedral Process Network (PPN). In PPNs blocking read and

write primitives are used.

Moreover, the functional behaviour of each process is expressed in terms

of polyhedral descriptions. This implies that everything concerning the

execution is known at compile-time, allowing the calculation of buffer sizes

and schedules for merging processes.

2.4.2 Architecture Layer

The architecture model describes the hardware components in the sys-

tem. The main function of this layer is simulating the performance (or

power, as it will be discussed later on) consequences of the computation

and communication events generated by the application model. Since the

functional behaviour is already captured by the application model, which

drives the architecture simulation, the architecture layer purely accounts

for architectural (performance) constraints.

An architecture model is constructed from generic building blocks provided

by a library, which contains template performance models for processing

cores, communication media (like buses), and various types of memory.

The architecture models, implemented in Pearl [71], are highly para-

meterized black box models, which can simulate the timing characteristics

of a programmable processor, a reconfigurable component, or a dedicated

hardware core by simply changing the latencies associated to the incom-

ing application events. The timing consequences of application events are
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Figure 2.7: A close-up of the layers in Sesame: application model layer,
architecture model layer, and the mapping layer which is an interface
between application and architecture models

simulated by parameterizing each architecture model component with an

event table containing operation latencies. The table entries can include,

for example, the latency of an execute event, or the latency of a memory

access (read/write event ) in the case of a memory component. With re-

spect to communication, issues such as synchronization and contention on

shared resources are also captured in the architecture model.

Figure 2.7 illustrates a detailed view of layers in Sesame. In this ex-

ample, the application model consists of four Kahn processes and five FIFO

channels. The architecture model contains two processors and one shared

memory. To decide on an optimum mapping, there exist multiple criteria

to consider: maximum processing time in the system, power consump-

tion and the total cost. This section aims at defining a mapping function,

shown in Figure 2.7, to supply the designer with a set of best alternative

mappings under the mentioned system criteria.
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2.4.3 Mapping Layer

To realize trace-driven co-simulation of application and architecture mod-

els, Sesame has an intermediate mapping layer with two main functions.

First, it controls the mapping of Kahn processes onto architecture model

components by dispatching application events to the correct architecture

model component. Second, it makes sure that no communication deadlocks

occur when multiple Kahn processes are mapped onto a single architecture

model component. In this case, the dispatch mechanism also provides vari-

ous strategies for application event scheduling.

The mapping layer comprises of virtual processors and FIFO buffers

for communication between the virtual processors. As illustrated in Figure

2.7, there is a one-to- one relationship between the Kahn processes in the

application model and the virtual processors in the mapping layer. The

same is true for the Kahn channels and the FIFO buffers in the mapping

layer. However, the unbounded Kahn FIFO channels are mapped onto

bounded FIFO buffers in the mapping layer. The size of the FIFO buffers

in the mapping layer is parameterized and dependent on the architecture.

Mapping an application model onto an architecture model is illustrated

in Figure 2.7. FIFO channels between the Kahn processes are also mapped

(shown by the dashed arrows) in order to specify which communication me-

dium is utilized for that data-exchange. If the source and sink processes

of a FIFO channel are mapped onto the same processing component, the

FIFO channel is also mapped onto the very component meaning that it

is an internal communication. The latter type of communication is inex-

pensive as it is solely handled by the processing component and does not

require access to other components in the architecture.

2.5 Conclusions

This chapter focused on evolutionary multi-objective algorithms and em-

bedded systems design. We analyzed how to EMO algorithms can be used

to solve DSE problems applied to embedded systems design. In order to
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evaluate the fitness of the design points, we presented the Sesame simula-

tion framework. Sesame is a high-level trace-based simulator which allows

to explore different mapping configurations of streaming application onto

MPSoC.


