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Abstract

Multiple Sclerosis (MS), the leading cause of non-traumatic neurological impairment in young adults, manifests morphological
changes in the retina observable in Optical Coherence Tomography (OCT) images. These changes in the Retinal Nerve Fibre
Layer (RNFL) and the Ganglion Cell Layer - Bruch’s Membrane (GCL-BM) serve as potential computational biomarkers for
MS. In this work, we propose a transformer-based graph learning approach for analyzing 3D point clouds generated from RNFL
and GCL-BM contours, marking a first in the application of geometric deep learning (GDL) to MS diagnosis via OCT scans.
Our proposal, tailored for efficiency, synergizes the global contextual strengths of transformers with the detailed, structure-aware
capabilities of graph neural networks. Such integration allows for the nuanced analysis of complex retinal structures, significantly
boosting the precision of MS detection by uncovering patterns not discernible to the human eye. Additionally, we conducted
a comprehensive study on the optimal downsampling size of input 3D point clouds, ensuring efficient data processing without
compromising diagnostic accuracy. Our optimal configuration achieved a test F1-Score of 0.88, using only 4.0% of total 3D points,
showcasing the effectiveness of our method despite the higher computational demands compared to less complex, albeit less precise,
configurations. These promising results are the first in the study of 3D analysis and transformer-based geometric deep learning for
MS screening based on OCT images, which are revolutionizing neurophtalmological research.
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1. Introduction

Multiple Sclerosis (MS) is the main chronic neurological disorder that causes non-traumatic disability among
young adults [9]. Predominantly affecting this demographic, MS significantly restricts individuals’ capacity for daily
activities and requires mobility assistance [28]. Additionally, the disease imposes a considerable financial burden on
patients, profoundly affecting their quality of life and their ability to engage in personal relationships. In particular, the
prevalence of MS has seen a consistent increase, especially marked during the 1990s, with current estimates suggesting
a rate of approximately 30 cases per 100,000 individuals [31]. This increasing incidence, coupled with the decline in
patient quality of life, underscores the pressing need for the development of innovative treatments, methodologies for
early diagnosis, and effective disease management strategies.

In particular, MS induces pathological neurodegenerative processes that manifest themselves as morphological
changes in specific retinal layers [26, 15], a discovery that recent research has highlighted in several neurological
diseases [11, 16]. Such observable changes facilitate the diagnosis and monitoring of disease progression through
eye imaging techniques. In this context, Optical Coherence Tomography (OCT) emerges as a particularly accessible
method, offering a non-contact, in vivo approach to capture high-resolution, micron-scale images of tissue struc-
tures. OCT’s strength lies in its ability to produce detailed cross-sectional and volumetric images of targeted regions,
providing a comprehensive view of tissue morphology and architecture. This imaging technique proves especially
beneficial in capturing the retinal changes induced by MS, presenting a significant advance in our understanding and
management of the disease [6, 8].

Traditionally, the detection of these pathological changes requires manual inspection of each OCT scan by ophthal-
mology experts, a process that is both time-consuming and susceptible to subjective bias, potentially compromising
diagnostic accuracy and consistency. In response to these challenges, our work introduces an automated, objective
approach to analyze OCT images. To this end, we employ a novel transformer-based graph learning approach, lever-
aging the transformative power of deep learning to interpret complex patterns in OCT scans that are often invisible to
the naked eye. This method synergizes the global contextual capabilities of transformers with the nuanced, structure-
aware processing of graph neural networks, enabling a nuanced analysis of the intricate structures within the retina. By
integrating these advanced computational techniques, our approach not only automates the detection process but also
significantly enhances its precision. This leap in methodology promises to radically improve the speed and accuracy
of MS diagnostics, offering a more consistent and objective basis for understanding the progression of the disease and
assessing treatment options.

1.1. Related works

Given all the clinical research pointing towards retinal layer exploration in OCT images for MS study, many
automatic methods have been proposed to alleviate the work load of technicians by automatizing tedious analysis
and information extraction processes, and build new computational biomarkers that aid in early diagnosis, evaluation
and monitoring. Some works focus on OCT processing to localize crucial anatomical elements like the choroid [23]
or different retinal layers [16, 10] in MS patients. Pathological abnormalities bound to MS can also be found in
OCT and automatically detected, like in the case of microcystic macular edema [20, 18]. Other works try to extract
different computational features from the OCT scans, along with other anatomical measurements, such as retinal
layers thickness, for MS pathological screening [24, 7]. Since the typical use of these methods is as black boxes, some
works also focused on explainability approaches that shed light and bring knowledge into automatic MS analysis
[19, 14]. It can be seen deep learning is at the core of all these automatic approaches so well-established in the
biomedical domain. However, with the emergence of larger data scale and more powerful GPU computing ability,
the technical research focus has started to move towards more efficient methods in terms of data management and
hardware requirements. To this end, geometric deep learning (GDL) has proved to be an excellent candidate to model
new and more complex relationships removing redundant information, while trying to fully explode the new available
computational capability, representing a huge advancement in terms of data management efficiency. In this work,
we essentially focus on surface processing, which is a well-researched domain using GDL techniques to accurately
model 3D objects that map images or videos into point clouds that can be further transformed into surfaces [12, 2, 1].
Other similar methods been used as a powerful tool for medical image registration of inner lung structures [17], as
well as for predicting sex and age [3], human visual cortex [25] or Alzheimer’s Disease from brain images [27], or
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Fig. 1: Main stages of the proposed methodology.

post-menstrual age based on the neonatal white matter cortical surface [30]. It has also been used for the target disease
of this work with its application for MS lesion segmentation [33] or modeling of brain morphology variability and
lesion distribution [5]. As for retinal information, these techniques have been used for analyzing optic nerve head
scans to diagnose glaucoma or study other retinopathies [4, 29]. However, no other work has explored specifically
retinal layer information in the form of 3D point clouds and used these type of methods for pathological screening
of MS. Additionally, this is also the first work to study point cloud size impact to a transformer-based graph learning
architecture to find the best setting in terms of data efficiency.

1.2. Contributions

From this overview, we can see that no other work has applied geometrical deep learning to MS for its retinal layer
analysis, which holds crucial information for this disease study and computational biomarker research. In fact, these
methods have not been applied to any neurodegenerative disease in the study of retinal layers morphology in OCT
scans, leaving a huge knowledge gap in terms of task feasibility using GDL and retinal layer information extracted
from OCT, and the corresponding parameter optimization. Hence, our proposal is using GDL to study if geometric
deep learning can be used for MS screening based on retinal layer information extracted from OCT images. Also,
given the nature of this type of methods, we performed a subsampling study to find the optimal size of the subset of
points used for screening, so a balance between relevant information and computation load is found.

Our methodology leverages contour information derived from 3D segmentation masks of the RNFL and GCL-BM
layers, converting this data into N-point clouds. Typically, the segmentation volumes were around N=50,000 points, a
dimension beyond the processing capabilities of our study’s hardware. To address this, it was essential to significantly
reduce the dimensionality to a level that maintains a balance between the volume of information and the hardware’s
capacity. Preliminary studies and tests on hardware load suggested that configurations with more than 4,096 points
did not substantially enhance screening results and also encountered hardware constraints. After determining an initial
reduction threshold, we further investigated how much the point cloud sizes could be decreased without losing critical
information for MS screening. This exploration involved methodically reducing the point count from our starting
point down to just 4 points, evaluating the impact on classification performance across eleven distinct scenarios:
4,096; 2,048; 1,024; 512; 256; 128; 64; 32; 16; 8, and 4 points. Points were randomly selected each time a sample was
chosen during training or validation of an specific configuration. A graphical representation of our methodological
approach is illustrated in Figure 1.

2. Materials
2.1. 3D Point Cloud Dataset

Our dataset comprises 1,196 three-dimensional (3D) point clouds, exemplified in Figure 2, sourced from two
groups: 315 from Healthy Controls (HC) and 881 from individuals diagnosed with MS. These point clouds were
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Fig. 2: Visual representation of a 3D point cloud from a multiple sclerosis patient, depicting retinal regions: the upper surface of the Retinal Nerve
Fiber Layer (RNFL), the interface between the lower RNFL and upper Ganglion Cell Layer (GCL), and the lower boundary of Bruch’s Membrane
(BM). a) OCT B-scan map displaying the delineation of retinal layers. b) 3D point cloud of a multiple sclerosis patient.
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Fig. 3: Comparative distribution of the number of points in the point cloud samples for HC and MS patient groups, illustrating variations in point
density between the two conditions. a) Distribution of point counts for the HC group. b) Distribution of point counts for the MS patient group.

collected from 167 MS patients and 87 HC, encapsulating detailed retinal information specifically the upper and
lower contour points of the Retinal Nerve Fiber Layer (RNFL) and the Ganglion Cell Layer plus Inner Plexiform
Layer (GCL-IPL) boundary. The HC group’s point clouds ranged from 38,912 to 102,958 points, whereas the MS
group’s ranged from 1,722 to 86,256 points, with the extreme values generally representing outliers. Notably, 90%
of the point clouds fell within ranges depicted in histograms (see Figure 3), illustrating detailed distribution trends
for each group, despite the discrepancy in sample sizes. This consistency suggests similar distribution patterns in the
number of points per cloud across both groups.

Each point cloud was meticulously constructed through the analysis of annotated masks of the studied retinal layers.
For each mask, three critical surfaces were identified and converted into point clouds: the upper surface of the RNFL
layer, the shared surface between the lower RNFL and upper GCL, and the lower boundary of the Bruch’s Membrane
(BM). Given that most segmentation cubes were derived from 25 B-scans, spaced equally, each consisting of 496x512
pixels, and featuring three curved edges with a thickness of less than 2 pixels, the dataset primarily consists of point
clouds with approximately 50,000 points. This precise conversion process from pixel to point cloud ensures that each
data point accurately represents the spatial dimensions and morphology of the retinal layers, facilitating detailed and
nuanced analysis. The granularity of the data captured in these point clouds offers a rich foundation for exploring the
structural changes associated with MS, thereby providing insights into the disease’s impact on the retina’s architecture.
This approach not only enhances the precision of our analysis but also contributes significantly to the understanding
of MS-related changes in retinal structure, paving the way for advancements in diagnostic and monitoring techniques
for this complex neurological condition.

All actions undertaken in this study adhere to the ethical standards of the Declaration of Helsinki. We obtained
written informed consent from every participant involved in the research. Additionally, the Miguel Servet Hospital’s
Ethics Committee for Scientific Research of Aragon (CEICA) reviewed and approved our experimental protocol,
assigning it the registration number [C.I. P121/113].
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Fig. 4: Point Transformer architecture selected and adapted to our screening task. N denotes the number of points used.

2.2. Transformer-based graph learning approach

In this work, we explore the application of a self-attention network for processing 3D point clouds [34], as depicted
in Figure 4. The adoption of this transformer-based graph learning architecture in our study is motivated by its proven
effectiveness in capturing both local geometric details and broader contextual information, attributes essential for
accurately characterizing pathological alterations in retinal layers derived from OCT point clouds. This technique
represents a notable progression from previous methods in a variety of biomedical applications [21, 13, 32, 22], such
as semantic scene segmentation, object part segmentation, and object classification. It encapsulates the innovation of
transformers by adapting their structure and function for the analysis of 3D point clouds, thereby underscoring the
viability of transformer networks in comprehending complex 3D scenes thoroughly.

Point clouds are sets embedded irregularly in a metric space, so self-attention can be easily applied by using vector
self-attention. They proposed the use of the subtraction relation and add a position encoding ¢ to both the attention
vector y and the transformed features @ as in Equation 1. Here, X = x;i is a set of feature vectors, X(i) € X is a set of
points from the local k nearest-neighbors of i, p is a normalization function, mapping function y is a MLP with two
linear layers and one ReLLU nonlinearity, and ¢, ¢, and @ are pointwise feature transformations.

V= > @) = i) +6) © (x; + 6)) M

x€X(i)

For the operator to adapt to local structure, position encoding 6 needs to be defined too. Since 3D point coordinates
can be used as position encoding, the authors proposed a trainable and parametrized position enconding ¢ as 6 =
6(p; — p;), where p; and p; are the 3D point coordinates for points i and j, and 6 is an MLP with two linear layers and
one ReLU non linearity, which is trained end-to-end with the other subnetworks.

With both these equations, the primary element of this architecture is formed: Point Transformer Block. It integrates
the self-attention layer, linear projections that can reduce dimensionality and accelerate processing, and a residual
connection. The input is a set of feature vectors x with associated 3D coordinates p. The point transformer block
facilitates information exchange between these localized feature vectors, producing new feature vectors for all data
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points as its output. The information aggregation adapts both to the content of the feature vectors and their layout in
3D. Additionally, a Transition Down Block is also used to reduce the cardinality of the point set as required.
Regarding training details, we split our dataset into training and test set following a 90%-10% proportion. This
initial training test was processed using 5-fold cross-validation, so a 20% of this training set was used for validation.
To train the model we used Adam optimizer following a learning rate of le-4 and Cross Entropy as loss function. Each
class importance was weighted depending on the class proportion in the training set, as W(c) = ci\; -, where N is the
total amount of samples, C is the number of classes and 7, is the number of samples for a class c. The training stage
lasted for 400 epochs, and we took the weights at the best epoch in terms of validation metric to the testing evaluation.

2.3. Software and hardware resources

For the software framework of our study, we employed Python 3.6.6 for its versatility and PyTorch 1.10.2 for
constructing deep learning models. PyTorch Geometric 2.0.3 was used to handle the point cloud data, and NiBabel
3.2.2 assisted in neuroimaging data manipulation. The hardware that supported our computational tasks included a
machine powered by an Intel Xeon E5-2650 v4 CPU at 2.20GHz, complemented with S05GB of RAM for processing
efficiency. Our operating system of choice was Debian GNU/Linux 10, and the graphics computations were conducted
using a Tesla P100-PCIE-16GB GPU, which is well-suited for deep learning and large-scale data processing.

3. Results

This section presents the findings of our study, focusing on performance metrics during training and validatio. The
F1-score, a harmonic mean of precision and recall, serves as the key indicator of the model’s ability to classify the 3D
point clouds accurately. We assessed the impact of different point cloud configurations on the model’s performance to
identify the most effective setup for our data.

In Figure 5, we have compiled the F1-score trends throughout the training and validation epochs for each 3D point
cloud configuration (4,096, 2,048, 1,024, 512, 256, 128, 64, 32, 16, 8 and 4). The training curve presents a quite low
standard deviation, evolving similarly for all experiment repetitions. With 4 3D-points there is no improvement, while
from 8 to 64 we see how it increasingly archives better scores more rapidly. In fact, these cases converge in the final
epochs, while for the scenarios with more points we do not see a stabilization for the training graph. Conversely, we
do see it for the validation evolution. These values are much more unstable as the standard deviation is higher, but
they always converge in the final epochs. Furthermore, the validation graph does not change much from 32 points
on in terms of mean value, as it is always around 0.6. The standard deviation does increase from 512 points on, at
the same time the training values distance themselves from the validation values. Leaving aside the test results for
the moment, these graphs show that it would be necessary to establish more differentiated strategies between the
scenarios with fewer and more points. The current one seems to favor those cases between 16 and 254 points, with
training that improve this and validation metrics in a coordinated manner. However, no improvement is observed in
the cases with fewer points, and in those with more numerous clouds we observe that the training does not converge
and for validation no change is observed with respect to these intermediate cases.

Regarding test results, Table 1 summarizes the mean results for each point scenario. We can see how with 4 and 8
points, quite poor results are obtained. By only increasing the time elapsed in 10 seconds, 16 points provide at least a
0.61 Fl-score. This result is similar until 64, with quite similar metrics and times. From 128 on, we see how metrics
improve to reach more satisfactory results, surpassing the 0.7 metric. However, time elapsed increases too, doubling
previous measurements for 1,024 points. The biggest increase step occurs with 2,048 and 4,096 points, since both area
above 0.80 Fl-score and above 0.95 AUROC. Although some metrics like Precision or AUROC are indeed slightly
better for 4,096, the time elapsed is almost three times bigger in comparison to 2,048 and the differences metric-wise
small, which makes the 2,048 scenario a more suitable approach for this task.

4. Discussion

During training, we have seen undesirable behavior in the extreme points of the configurations tested, as no im-
provement was obtained in the training stages of the smaller configurations, and clearer overfitting occurred in the
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bigger 3D point clouds. Despite this, settings with 32 to 128 points had more regular evolution graphs. Beyond
improvements in training, it is also possible observed behaviors are due to the point selection method. It involves ran-
domly selection, so some spatial information that governs the overall layered structure of these data as point clouds
could be lost. Thus, by increasing the points the architecture can produce better loss metrics in training but not in val-
idation because it has more random patterns between points to memorize, but these do not contribute anything about
the validation set. Although there is no observable worsening in validation, it is possible that if we were to increase
the epochs so that it would converge, perhaps the validation would start to worsen as a result. It should also be noted
that perhaps these problems are inherent to this strategy and to this architecture, which places special emphasis on the

epoch

Fig. 5: a)-k) F1-score evolution during training and validation for each 3D point configuration for point configurations from 4 to 4096.
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Accuracy (T)  Precision (7) Recall (T) F1-score (T) AUROC ()  Time elapsed (s) ()
Mean Std. Mean Std. Mean Std. Mean Std. Mean Std. Mean Std.

4 056 004 061 003 056 004 035 009 058 0.06 |1011.37 3.00
8 059 005 054 009 059 005 052 005 062 009 101256 0.82
16 065 004 062 003 065 0.04 061 005 072 003 1021.16 0.87
32 071 004 068 003 071 0.04 065 005 079 002 1044.11 2.01
64 073 004 069 0.02 073 004 061 006 085 003 1077.88 2.01
128 076 001 071 001 076 001 066 002 087 0.02 1141.86 3.28
256 073 008 073 003 073 0.08 0.67 0.08 0.8 0.01 1269.20 1.80
512 081 0.10 084 004 081 010 079 0.10 092 0.02 1542.90 2.79
1,024 082 0.07 077 0.06 082 007 074 010 095 0.02 241547 2.64

2,048 005 088 0.0l 0.05 0.03 096 001 473579  2.86

4,09 084 011 [090| 0.05 084 0.11 084 009 (098 0.01 11934.95 3.90

Points

Table 1: Classification test results for each 3D point configuration.
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Fig. 6: Summary test results for each point configuration. a) F1-score. b) Mean best epoch.

neighborhood of each point. Since this aspect is mostly lost with our random subsampling strategy, it is possible that
other architectures that do not prioritize this aspect so much may produce better results.

Whatever the actual cause of the networks output during training is, it does not translate into worse test metrics,
as we observe in Figure 6a the more points, the better results. Here, improvement seems to stabilize at approximately
4.00% to 8.00% of the total points being used. In fact, in training processes with prominent overfitting (2,048 and
4,096 points), we have the best values, probably because we selected for test the weights with the best validation
metrics. As shown in Figure 6b, we typically use weights from around epoch 300, where validation evolution also
stabilizes. We can also see how configurations with 32 to 128 points also show similar best epochs as their training
evolutions were similar, too. However, this does not detract from the need to improve the training strategy to try
to make more efficient use of the condensed information in the more populated point clouds. This highlights two
aspects to improve and stabilize these results. On the one hand, improvements could be made for the training strategy
so information is better exploited, perhaps by proposing other loss functions and increasing epochs. The opposite
option, reducing them, might not be as beneficial since in the first stages of the training too much standard deviation
is observed per epoch and from one epoch to the next. On the other hand, given the better results with higher point
count, we could expect metrics to improve if we consider a scenario with more points. Although there are technical
aspects to polish and adjust to this task, it is also worth considering at this point that there are repeated patients in
our dataset. Although unlikely given that patient repeats are samples from another eye or acquisitions much later in
time, perhaps poor training results do not translate into worse tests because there are certain patient-related rather than
disease-related characteristics shared between training and test sets.



1088 Lorena Alvarez-Rodriguez et al. / Procedia Computer Science 246 (2024) 1080—1089

5. Conclusions

This research explored the use of transformer-based graph learning techniques for processing 3D point clouds
in diagnosing MS. Our findings underscore the efficacy of these methods in enhancing the analysis of OCT scan-
derived retinal layer structures, particularly the RNFL and GCL-BM layers, leading to more accurate and reliable
diagnoses. A pivotal element of our investigation was determining the optimal quantity of points in the 3D point
clouds to unlock the full potential of graph learning methods. Achieving the right balance is crucial for the precise
analysis of computational biomarkers and the morphological characteristics of retinal layers that are indicative of MS.
This study marks a significant step forward in this direction, presenting an innovative approach to the application of
transformer-based graph learning in the diagnosis of neurodegenerative diseases. It is also the first to apply 3D point
cloud information and transformer-based geometric deep learning for MS screening based on OCT images, which are
revolutionizing neurophtalmological research nowadays.

Our systematic evaluation across various point configurations revealed minimal setups did not show promising evo-
lution during training, while bigger configurations tended to exhibit overfitting to varying degrees. Interestingly, the
models designed with intermediate point configurations displayed the expected training progress. Despite overfitting
in higher configurations, models with 2,048 and 4,096 points showed superior performance, suggesting the presence
of overfitting did not detract from the overall model efficacy. These two configurations, while similar in outcome,
highlighted the computational and time resource implications associated with higher point counts. Notably, within
the range explored in our study, setups above a certain point count consistently delivered satisfactory results without
exceeding computational constraints. In particular, our best configuration achieved a test F1-Score of 0.88, using only
4.0% of total 3D points, showcasing the effectiveness of our method despite the higher computational demands com-
pared to less complex, albeit less precise, configurations. This insight establishes a foundational range of point counts
for future explorations, aimed at refining MS screening methods without overextending computational resources.

As future work different training strategies with new input sizes and according number of epochs and learning rates
could be used. Other architectures could be considered, since some problems detected might be due to characteris-
tics of the model used and not to aspects of the data used. Different subsampling strategies instead of random, like
interpolation or regional selection can be used, along other GDL architectures. Also, Convolutional Neural Networks
could serve as a reference point to which compare the efficient results archieved by GDL methods.
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