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Σα βγεις στον πηγαιμό για την Ιθάκη,
να εύχεσαι νάναι μακρύς ο δρόμος,
γεμάτος περιπέτειες, γεμάτος γνώσεις.
Τους Λαιστρυγόνας και τους Κύκλωπας,
τον θυμωμένο Ποσειδώνα μη φοβάσαι,
τέτοια στον δρόμο σου ποτέ σου δεν θα βρεις,
αν μέν’ η σκέψις σου υψηλή, αν εκλεκτή
συγκίνησις το πνεύμα και το σώμα σου αγγίζει.
Τους Λαιστρυγόνας και τους Κύκλωπας,
τον άγριο Ποσειδώνα δεν θα συναντήσεις,
αν δεν τους κουβανείς μες στην ψυχή σου,
αν η ψυχή σου δεν τους στήνει εμπρός σου.
Να εύχεσαι νάναι μακρύς ο δρόμος.
Πολλά τα καλοκαιρινά πρωιά να είναι
που με τι ευχαρίστησι, με τι χαρά
θα μπαίνεις σε λιμένας πρωτοειδωμένους·
να σταματήσεις σ’ εμπορεία Φοινικικά,
και τες καλές πραγμάτειες ν’ αποκτήσεις,
σεντέφια και κοράλλια, κεχριμπάρια κ’ έβενους,
και ηδονικά μυρωδικά κάθε λογής,
όσο μπορείς πιο άφθονα ηδονικά μυρωδικά·
σε πόλεις Αιγυπτιακές πολλές να πας,
να μάθεις και να μάθεις απ’ τους σπουδασμένους.
Πάντα στον νου σου νάχεις την Ιθάκη.
Το φθάσιμον εκεί είν’ ο προορισμός σου.
Αλλά μη βιάζεις το ταξείδι διόλου.
Καλλίτερα χρόνια πολλά να διαρκέσει·
και γέρος πια ν’ αράξεις στο νησί,
πλούσιος με όσα κέρδισες στον δρόμο,
μη προσδοκώντας πλούτη να σε δώσει η Ιθάκη.
Η Ιθάκη σ’ έδωσε τ’ ωραίο ταξείδι.
Χωρίς αυτήν δεν θάβγαινες στον δρόμο.
'Αλλα δεν έχει να σε δώσει πια.
Κι αν πτωχική την βρεις, η Ιθάκη δεν σε γέλασε.
'Ετσι σοφός που έγινες, με τόση πείρα,
ήδη θα το κατάλαβες η Ιθάκες τι σημαίνουν.

As you set out for Ithaka
hope the voyage is a long one,
full of adventure, full of discovery.
Laistrygonians and Cyclops,
angry Poseidon—don’t be afraid of them:
you’ll never find things like that on your way
as long as you keep your thoughts raised high,
as long as a rare excitement
stirs your spirit and your body.
Laistrygonians and Cyclops,
wild Poseidon—you won’t encounter them
unless you bring them along inside your soul,
unless your soul sets them up in front of you.
Hope the voyage is a long one.
May there be many a summer morning when,
with what pleasure, what joy,
you come into harbors seen for the first time;
may you stop at Phoenician trading stations
to buy fine things,
mother of pearl and coral, amber and ebony,
sensual perfume of every kind—
as many sensual perfumes as you can;
and may you visit many Egyptian cities
to gather stores of knowledge from their scholars.
Keep Ithaka always in your mind.
Arriving there is what you are destined for.
But do not hurry the journey at all.
Better if it lasts for years,
so you are old by the time you reach the island,
wealthy with all you have gained on the way,
not expecting Ithaka to make you rich.
Ithaka gave you the marvelous journey.
Without her you would not have set out.
She has nothing left to give you now.
And if you find her poor, Ithaka won’t have fooled you.
Wise as you will have become, so full of experience,
you will have understood by then what these Ithakas mean.

(C.P. Cavafy, Collected Poems. Translated by Edmund Keeley and Philip Sherrard. Edited by George Savidis.
Revised Edition. Princeton University Press, 1992)
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1
I N T RO D U C T I O N

“Of things said without any combination, each signifies either substance or quantity or qualification
or a relative or where or when or being-in-a-position or having or doing or being-affected. To
give a rough idea, examples of substance are man, horse; of quantity: four-foot, five-foot; of
qualification: white, grammatical; of a relative: double, half, larger; of where: in the Lyceum, in
the market-place; of when: yesterday, last-year; of being-in-a-position: is-lying, is-sitting; of
having: has-shoes-on, has-armour-on; of doing: cutting, burning; of being-affected: being-cut,
being-burned.”
– Aristotle (384-322 BC), Categories [6]
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introduction

Before continuing with the reading, please close the book and have a look at the front page for
a moment. The cover depicts the Penrose Triangle. You quickly realize there is something wrong
with it. It appears that the upper acme is supported by the vertical one. However, at the same
time, the upper acme indirectly supports the vertical acme via the lower acme, thus leading to
a paradox. This paradox of the Penrose triangle forms a showcase of the perils that lie within
vision, visual understanding and computer vision; although it feels trivially simple to see, in
reality it is an extraordinarily complex mechanism. For understanding what is being seen, one
needs to detect the fine details that make all the difference. Hence, the fundamental question
naturally arises for the Penrose triangle, and any other object, action or scene for that matter:
what are the fine details, the nuances, we need to discover to make sense of a visually complex
image? This thesis is dedicated to studying fine nuances for visual recognition as the crucial step
towards visual understanding.
Understanding the important nuances in a visual composition is primarily a philosophical
endeavor. Consider an animal with its view of the world. A dog can identify objects, such as a
“bowl with food” or a “pool of water”. After years of training some breeds even recognize more
complicated objects, such as “traffic lights” or “door handles”. Still, the dog cannot achieve a
higher level of understanding of the visual world. For example, although the dog can see the
wheel, it cannot understand why the wheel spins. In fact, a dog cannot recognize itself in front of
a mirror, a capability that only a handful of animals possess.
In vision there is a layer between the low level information that resides in an image, such as the
colors, the textures, or the edges, and the high level information that the image conveys. From a
Kantian perspective [62], computer vision aims at combining experiences-in the form of training
data- and pre-existing concepts to reconstruct the intermediate layer. The nuances, which render
this combination fruitful, shall, therefore, uncover some of the mechanisms of reasoning, e.g. the
rules that make a cat look like a cat [73], or a chair look like a chair [50].
Except for philosophical reasons, there are also practical motivations for searching for the
nuances in visual understanding. Imagine you are about to cross a road. Certainly, sounds can
inform you about the general direction a car approaching. Still, you look at the car before crossing
the road to estimate the danger precisely. For a robot, GPS coordinates hints its whereabouts, a
gyroscope hints whether it is standing or it is lying down and a compass hints in what direction
the robot faces. Yet, none of these senses gives a clue for the precise movements a robot should
make to grab the cup on the table. So, vision has a unique place among the senses, in that it
provides this fine level of precision required for high-level cognitive tasks.
As a result, autonomous vehicles, human-friendly industrial robots, security systems, semantic
search engines, human emotion analyzers, social networks, augmented reality, smartphones are
products that actually use computer vision today. The better we capture the nuances present in an
image, the more precise, and therefore more practical in everyday’s activities, computer vision
becomes.
In this thesis we study automatic recognition of nuances, without requiring any human assistance at runtime. Image search looks for images that are similar to a query picture, without
necessarily requiring to understand the underlying semantics. Image classification focuses
more on the underlying semantics, attempting to assign one or more labels to an image given a
pre-defined set of labels.
As a starting point for looking for visual nuances, we research whether a relation exists between
what humans and computers perceive as identical. This brings us to the first question discussed in
the thesis.
Is the machine representation of physically identical elements constant?
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Figure 1: Detecting the nuances is important for recognizing visually similar landmarks, such
as the Amsterdam Centraal from the Rijksmuseum.

This research question is considered in Chapter 2. To answer this question we need to address
two issues: first, how to represent the appearance of visual patterns and second, how to reliably
identify the visual patterns that belong to physically identical elements. We resort to the constant
geometry of rigid, richly-textured objects, like the Dam Square palace in Amsterdam, see Figure 1,
or the Parthenon in Athens. Comparing then the visual patterns in geometrically coherent locations
allows for inferring the conditions under which local appearance is constant.
Although geometry allows for a respectable decrease in the image signature, the detected
nuances are not necessarily optimal for recognition, especially if some prior knowledge of the
distribution of images is provided. This brings us to the second question of the thesis.
What set of nuances matters most for image search?
This research question is discussed in Chapter 3. We show that for image search directly
discretizing the visual appearance into fine nuances and selecting the informative ones is better
than opting for more generic, and therefore less specific nuances. We approach the search of the
informative nuances from an importance sampling perspective [20]. Since explicitly visiting the
vast number of all possible combinations of nuances would be a colossal effort, we phrase the
optimal set of nuances as a rarity to be simulated by an appropriately learnt sampling distribution.
Even if the detected nuances are capable of describing accurately the objects of interest, we
do not know what nuances would be interesting from an object classification point of view.
Consequently, we pose the third question of this thesis.
What set of nuances matters most for image classification?
This research question is discussed in Chapter 4. Traditionally, image classification is built
upon similarities, often expressed in terms of the kernel trick [116]. Loosely speaking, the kernel
trick allows to use only the pair-wise similarities in a high-dimensional space formed by the image
representations, without the need to explicitly define these representations. Starting from linear
kernel representations, we use common, sparsity-driven selection methods such as regularized
least squares, to discover the nuances capable of retaining the kernel comparisons close to the
original ones.
In the next chapter of the thesis we elaborate further on situations, where discovering distinctive visual nuances are not just important, but vital for successful classification and visual
understanding. We, therefore, phrase the forth question of the thesis.
Which visual nuances discriminate fine-grained object categories?
This research question is discussed in Chapter 5. To answer the question, we consider the
difference between fine-grained and generic object categories by using birds as an example. There
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Figure 2: Classification of fine-grained bird categories, like the warblers in this picture, depends
and does not just benefit from detecting the important nuances.
are thousands of bird species, such as the “Bobolink”, the “Vermilion Flycatcher” or the various
warblers in Figure 2. Fine-grained classification rests on categories that look visually similar,
as they belong to a common super-category. We start from the observation that fine-grained
categories share similar shapes and poses, inherent to their common super-category. Inspired
by cognitive psychology literature [111], we propose to use the common shape of fine-grained
objects to align and classify them by precisely examining their corresponding body regions.
In order to align fine-grained objects one needs to segment them from the background. As
segmentation, and locality in general, appears to be important for the accurate recognition of
categories, we arrive at the final question of this thesis.
Can we decompose the interpretation of image nuances into local, reusable components,
allowing for exact region-level nuance reconstruction?
This research question is discussed in Chapter 6. We start from the observation that both
state-of-the-art image representations, as well as object classification machines are composed
of summations of constituing terms. Exploiting the homomorphic properties of the summation operations, we derive an image representation that separates the classification scores of
individual elements in the image from their normalization coefficients. Therefore, we are able
to exploit heavy, state-of-the-art feature encodings and reconstruct the classification score of
arbitrary regions including normalization, which is vital for successful recognition. As a result,
the decomposition facilitates state-of-the-art semantic segmentation and classification as the one
in Figure 3.

Figure 3: The decomposition of the interpretation of visual nuances leads to highly accurate
segmentation and classification, as in the examples above.
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V I S U A L S Y N O N Y M S F O R L A N D M A R K R E T R I E VA L

TEMPO OF THE CITY I, MANHATTAN, Fifth Avenue and 44th Street
The 1938 version on the left, the 1998 version on the right.
Pictures courtesy of Douglas Levere, http://www.newyorkchanging.com/

“Suppose we took a thousand negatives... combining the elegances, the squalor, the curiosities,
the monuments, the sad faces, the triumphant faces, the power, the irony, the strength, the decay,
the past, the present, the future of a city — that would be my favorite picture.”
– Berenice Abbott (1898-1991)
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To be able to tell which are the visual nuances that matter, we first need to establish a relation
between what humans would perceive as identical and what artificial vision algorithms make out
of it.
2.1 introduction
In recent years several local visual features have been proposed, which encode the richness of
localized visual patches [9, 81]. Although these features perform well in object and concept
recognition as exemplified in the advances of TRECVID and PASCAL [39, 125], the detection
and transformation of the visual reality of an image patch into a feature vector is far from
perfect [92, 132]. Despite this fact and to the best of our knowledge, there has been so far limited
research of the high dimensional visual feature space formed and its properties.
For their ability to capture local visual information well enough, local feature detectors and
descriptors are mostly used. Feature detectors and descriptors operate directly on the raw
visual data of image patches, which are affected by common image deformations. These image
deformations affect either image appearance, which accounts for the way the image content is
displayed, or image geometry, which accounts for the spatial distribution of the image content
inside the image. Image appearance variations include the abrupt changes of illumination, shading
and color constancy [63]. Image geometry variations are related to viewpoint changes, non-linear
scale variations and occlusion [88, 91, 93, 133, 134]. Several feature descriptors that provide
invariance against image appearance deformations have been proposed [63]. However, there are
no specific features that deal adequatelly with image geometry deformations. Instead, this level
of invariance is partly reached on the next level of image representation, using for example the
bag-of-words model [105, 124, 137, 166]. Despite this a posteriori acquired invariance under
geometric deformations, feature vectors of similar visual reality are still erroneously placed in
very different parts of the feature space. Thus, the image feature space spanned by local feature
detectors and descriptors is fuzzily populated.
Moreover, to be sufficiently rich to capture any local concept the visual feature space has to
be of high dimensionality. However, distance measures in high dimensional spaces exhibit a
more sensitive nature [117]. Thus distance measures, a cornerstone of most machine learning
algorithms, are less indicative of the true similarity of two vectors, which as a result disturbs the
image retrieval process. Therefore, error-prone distance measures also contribute to the fuzzily
populated feature space.
By treating local image descriptors as orderless words, images in the bag-of-words model
may be classified in a class on the basis of word histograms. In effect, bag-of-words hopes for
large number statistics to even out the consequences of the aforementioned image deformations.
Words are obtained by clustering in the descriptor space [96], implicitly assuming that all patches
covered by one word represent the same part of reality. And, that different clusters correspond to
different parts of reality. These clusters lie inside the fuzzily populated feature space, resulting in
visual words that have little coherence in the semantics of the patches they contain, see Figure
4. For standard challenges, like PASCAL which targets at general object recognition, visual
word incoherence does not affect the performance drastically and vocabularies of size up to 4K
clusters suffice. However, for more challenging datasets, like Oxford5k [105] or [154], image
appearance and geometry deformations start to have a much greater impact. Hence techniques
that make better use of the feature space are needed. For complex datasets, larger vocabularies
have proven to operate more effectively [105, 154]. Larger vocabularies fragment feature space
finer yielding visual words that are more concise, albeit less populated. Despite their effectiveness,
Published in Computer Vision and Image Understanding, 2011 [45].
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Figure 4: Visual synonyms. a) Image patches mapped to one visual word of the bag-of-words
vocabulary. Note the visual incoherence. b) Comparison between image patches from two
different words. Note their perceptual similarity.
large vocabularies merely postpone rather than solve the problem of the fuzzily populated feature
space. Another technique that helps to ameliorate the errors during feature acquisition is the
use of soft assignment for mapping features to clusters. Unlike hard assignment that performs a
crude binary assignment to a single cluster, soft assignment distributes the probability mass of
the mapping to a number of adjacent clusters [141]. Unfortunately, soft assignment compensates
only for the assignment errors near the cluster borders. Errors that might occur because of the
misplacement of features in distant parts of the feature space remain unaffected.
In this chapter we propose visual synonyms, a method for linking semantically similar words
in a visual vocabulary, let them be distant in feature space or not. The bag-of-words model is used
on landmark images, because their unchanged geometry allows for mapping between different
images with different recording conditions, which opens the door to perspectives for linking
words as synonyms. When a link to the same spot is found, it is clear the word represents nearly
the identical patch in reality. However, due to the accidental recording conditions in each of the
words, the features may differ significantly. Thus, this link establishes a connection between two
parts of the feature space, which, despite their distance, correspond to image patches of similar
visual reality. Visual synonyms comprise a vehicle for finding the parts of feature space, which
are nearly identical in reality. This allows for further refinement of visual word definitions. Also,
visual synonyms can be used for vocabulary reduction. By using a fraction of visual synonym
words, we are able to reduce vastly the vocabulary size without a prohibitive drop in performance.
This chapter extends [47] with additional experiments and a more deep analysis of the behavior
of visual synonyms and visual words. The rest of the chapter is organized as follows. In
Section 2.2 we present some related work. In Section 2.3 we introduce the notion of visual
synonyms and we propose an algorithm for their extraction. We describe our experiments in
Section 2.4 and we present the results in Section 2.5. We conclude this chapter with a short
discussion of the acquired results.
2.2 related work
The bag-of-words method is the state-of-the-art approach in landmark image retrieval [105]. The
core element of the bag-of-words model is the vocabulary W = {w1 , ..., wK }, which is a set of
vectors that span a basis on the feature vector space. Given the vocabulary and a descriptor d, an
assignment qr ∈ 1, ..., K to the closest visual word is obtained. We may construct the vocabulary
W on a variety of ways, the most popular being k-means [13]. Based on the bag-of-words model,
an image is represented by a histogram, with as many bins as the words in the vocabulary. The
word bins are populated according to the appearance of the respective visual word in the image.
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Therefore, an image I is represented by hI = g(w1I ), ..., g(wKI ), where g( · ) is a response function
assigning a value usually according to the frequency of the visual word in the image. More
advanced techniques have recently been proposed, better encoding the original descriptor d using
the vocabulary basis W, thus yielding significant performance improvements, often at the expense
of a high memory and computational cost [28] After obtaining the histogram of responses, all
spatial information is lost. Following [30, 105], we enrich the bag-of-words model with spatial
information using homography mappings that geometrically connect pairs of images.
The most popular choice for feature extraction in the bag-of-words model is the SIFT descriptor [81]. Given a frame, usually split into a 4x4 grid, the SIFT descriptor calculates the
edge gradient in 8 orientations for each of the tiles in the grid. Thus resulting in a 128-D vector.
Although originally proposed for matching purposes, the SIFT descriptor also dominate in image
classification and retrieval. Close to SIFT follows the SURF descriptor [9]. SURF is designed to
maintain the most important properties of SIFT, that is extracting edge gradients in a grid, while
being significantly faster to compute due to the internal use of haar features and integral images.
An efficient and inexpensive extension to the bag-of-words model is visual augmentation [30,
130]. According to visual augmentation, the retrieval of similar images is performed in three steps.
In the first step the closest images are retrieved, using the bag-of-words model. In the second
step, the top closest images are verified. In the third step, the geometrically verified images lend
their features to update the bag-of-words histogram of the query image and the new histogram
is again used to retrieve the closest images. In the simplest case, the update in the second step
averages over all verified images closest to the query [30, 130]. In a more complicated scenario,
the histogram update is based on a multi-resolution analysis of feature occurences accross various
scenes [30]. For visual augmentation to be effective, the query’s closest neighbor images have to
be similar to the query image. Therefore geometric verification is applied. As expected, the top
ranked images are usually very similar to the query image. However similar, these images exhibit
slight differences due to their respective unique imaging conditions. These slight differences
supplement the representation of the original query with the additional information that stems
from the possible variations of visual reality as depicted in the image. Finally, the augmented
query representation leads to a boost in performance. In this chapter we draw inspiration from
[30, 130], however we do not use any graph structure to connect images together.
Apart from image appearance, landmark scenes are also characterized by their unchanged
geometry. Given that in a pair of images geometry changes because of translation, rotation and
scale, there is a matrix that connects these two images together. This matrix can be either the
homography matrix or the fundamental matrix, according to the assumed geometry between
the pictures, and can be computed using a robust iterative estimator, like RANSAC [53]. Faster
RANSAC-based algorithms take advantage of the shape of local features to significantly speed up
homography estimation [105]. Besides RANSAC-based geometry estimation, there are also other,
less strict, techniques for taking geometry into account. Jegou et al. [57] check the consistency of
the angle and scale value distribution of the features of two images. The rationale is that features
extracted from the same physical location should have comparable scale and angle ranges. Pairs
of images that exhibit dissimilar scale and angle distributions are considered as geometrically
inconsistent. In [154] Wu et al. compare the spatial distribution of matched features between a
pair of images. The motivation is that the feature distribution over one image should be as similar
as possible with the one of another image. In the current work we follow the approach proposed
in [105] to efficiently estimate pair-wise homography mappings.
In image retrieval and classification, current vocabulary sizes range from small, typically
4K [137] to large 1M words [105, 154]. Because of the computational and storage requirements,
large vocabularies are difficult to manage in real world scenarios that involve very large datasets.
Therefore, methods for vocabulary reduction have been proposed. These methods try to keep
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Figure 5: Four different types of relation among words pairs. The same shape of the indicator
(◦,  ) refers to same location, whereas same color refers to the same word. We are interested in
pairs of words that have different visual appearance but refer to the same location in the world,
that is pairs of words represented by the same shape but with different color (T ype 3).

retrieval or classification performance constant, whilst reducing the vocabulary significantly.
Schindler et al. [115] and Zhang et al. [166] propose to retain words that appear to be frequent
given the concepts in a classification task. In contrast, Turcot and Lowe [130] use geometrically
verified visual words, which are appropriate for constructing a reduced vocabulary. First, they
compare pairs of images geometrically with the use of RANSAC. Visual words returned as inliers
from RANSAC are considered to be particularly insensitive to common image deformations. The
vocabulary obtained is noticeably smaller without a significant loss in performance. However, for
this technique the reduced vocabulary size is a dependent variable rather than an independent one.
The size of the new vocabulary is not user-defined and depends on the geometric properties of the
dataset pictures. In order to loosen this harsh geometric constraint, we propose a controllable
selection of words from a pool of visual words, which are robust against common image deformations. Furthermore, in [130] visual words are found, which repeatedly appear in pictures of
the same scene and are also geometrically consistent. Thus, variations of the visual elements in
the very same scenes might be omitted, variations that are possibly important for recognizing the
scene. We therefore investigate, as part of our approach, whether these variations should be taken
into account in the vocabulary reduction process.

2.3 visual synonyms
We define visual synonym words as visual word pairs, which refer to image patches with similar
visual appearance. Similar visual appearance is common in images that depict the same, identical
object of interest, like a famous building or monument. Examples of such images, which we
refer to as landmark images, are “Eiffel tower, Paris” or the “All souls College, Oxford” pictures.
Consequently, non-landmark images depict arbitrary objects, such as random people, a random
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car etc.. For landmark images visual synonym words cover descriptors that correspond to image
patches originating from nearly identical physical elements.
To obtain visual synonyms we must find different visual words that are likely to correspond to
visually similar patches. We need an independent information source to supply us with additional
knowledge on the image’s visual reality. Geometry is an independent information source, since
it supplies information about the spatial properties of the image content. However, we lack the
tools to confidently extract valid geometric information in object or abstract scene images. For
this reason we opt for landmark images containing pictures of the same physical locations, whose
largely unchanged geometry is ideal for geometry exploitation. Although other information
sources may as well be used to analyze an image’s visual reality, the proposed algorithm makes
use of strict geometry, in effect optimizing for landmark image retrieval.
2.3.1 Preliminaries
We first introduce some notation. Following the query-by-example paradigm, we refer to a query
j
image of dataset I as IQ generating a ranked list IQ , where j denotes the rank. We define image
feature ξ as the local descriptor extracted on an interest keypoint with scale and location X,
mapped to a visual word wr of the vocabulary. Consequently, the i-th feature of image I1 is
denoted as ξ1,i = {wr1,i , X1,i }. Finally, the homography matrix that relates the geometries of a pair
j

j

of images IQ and IQ is denoted by H ( IQ , IQ ).
2.3.2 Connecting visual words with geometry
Matching the geometry between two images is extensively studied in the literature [7,30,105,130].
The most prominent approach starts with a specific geometry assumption, like projective or
epipolar geometry [53]. For projective geometry, the homography matrix H maps every point
from the first image to one and only one point in the other image. Given only a few feature
correspondences between a pair of images, we can calculate a candidate homography matrix
that relates the images in a geometric fashion. Normally an iterative algorithm for generating
hypotheses is used and the homography matrix that scores best is kept. Alternatively, the
homography matrix can be calculated by following a deterministic approach without the use of
any iterative scheme. It was shown in [105] that this approach leads to a significant computational
speed-up. Homography matrix estimation, and image geometry in general, has mostly been
used to reject images that have similar bag-of-words appearance but poor geometric consistency.
Apart from this post-processing usage, geometry has not been exploited much for the visual
representation of landmark images. In the current work we calculate the homography matrix for
geometry estimation, in order to recognize the geometrical properties of the scene. We exploit
geometrical scene properties to derive more effective representations for landmark appearance.
When two images I1 and I2 are connected with a matrix H, which is estimated using RANSAC,
four possible feature pair relations exist between point pairs in the two images, see also Figure 5.
T ype 1: features ξ in nearly identical physical locations mapped to the same visual word w.
That is
ξ1,i , ξ2, j : w1,i = w2, j , X1,i ≈ H ( I1 , I2 ) · X2, j .
We call these pairs visual metonyms.
T ype 2: features ξ in different physical locations mapped to the same visual word w. That is
ξ1,i , ξ2, j : w1,i = w2, j , X1,i , H ( I1 , I2 ) · X2, j .
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We call these pairs visual homonyms.
T ype 3: features ξ in nearly identical physical locations mapped to different visual words w.
That is
ξ1,i , ξ2, j : w1,i , w2, j , X1,i ≈ H ( I1 , I2 ) · X2, j .
We call these pairs visual synonyms.
T ype 4: features ξ in different physical locations mapped to different visual words w. That is
ξ1,i , ξ2, j : w1,i , w2, j , X1,i , H ( I1 , I2 ) · X2, j .
These are random visual word pairs.
We consider a location in the world as nearly identical, when |X1,i − H ( I1 , I2 ) · X2, j | < .
Feature pairs of T ype 1 and T ype 2 are widely used in the literature as input to RANSAC
[30, 105, 130]. Naturally, feature pairs of T ype 4 make less sense to use in matching, whilst
feature pairs of T ype 3 have been ignored in the literature. However, feature pairs of T ype 3 allow
us to associate independent visual words of the vocabulary, which emerge from the same physical
structure. This association provides us with the opportunity to find clusters in the descriptor
space that have truly similar visual reality. This is a novelty with respect to state-of-the-art image
retrieval and classification techniques [30, 105, 137]. Visual metonyms refer to visually similar
patches that generate feature values being clustered to the same visual word, whereas visual
synonyms refer to visually similar patches clustered to different visual words. Ideally, we would
like to transform visual synonyms into metonyms. Since metonyms already exhibit a desirable
and consistent performance, we focus on investigating the nature of visual synonyms.
2.3.3 Visual synonyms extraction
Our visual synonym extraction algorithm is a four-step procedure. During this algorithm, we
are looking for potential visual synonym pairs, that is pairs of T ype 3, see Figure 5. For the
extraction of visual synonyms a visual appearance similarity measure d (·) and a geometric
similarity measure g(·) are used. We also use a threshold γ for assessing the geometric similarity
of a pair of images, where γ refers to the minimum required number of inliers returned from
RANSAC.
Step 1: Visual ranking We rank all images in a data set according to their similarity with respect to a query image IQ , using the standard bag-of-words model for modelling visual appearance.
j
After this step, we obtain an ordered list {IQ , IQ }, such that:
j+1

j

d ( I Q , I Q ) < d ( I Q , I Q ),

j = 1, ..., |I| − 1,

(2.1)

where |I| is the number of the images in the dataset.
Step 2: Geometric verification Although the top ranked retrieved images from step one have
similar visual appearance in terms of their bag-of-words representation, they do not necessarily
share the same geometric similarity as well:
j

when d ( IQ , IQ ) is small

 g( IQ , IQj ) > γ.
⇒


(2.2)

Images that are ranked highly according to bag-of-words but they exhibit a poor geometric
similarity are considered geometrically inconsistent. We simply filter out these geometrically
inconsistent retrieved images. In order to minimize the possibility of false geometric transformations, we impose harsh geometric constraints, that is we set the threshold γ high. For
computational reasons, we limit the number of geometric checks to the top M retrieved images.
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Figure 6: The 4-step algorithm for finding visual synonyms. First, we rank images according
to their bag-of-words similarity with the query image. Second, we select from the ranked images
the most likely positives by using the number of geometric inliers (features with same color
and shape, e.g. ◦ −◦). Then, by using the homography matrix H we back-project those words,
that are assigned to different clusters but reside in the same physical image location (features
with the same shape but different color, e.g. − ). These are the visual synonyms candidates.
Finally, after repeating the procedure for all the query images, we use a threshold to maintain
only frequent visual synonym candidates.

At the end of this step, we have per-query the assumed positive j images where 1 <= j <= M
j
and their geometric transformations H ( IQ , IQ ) with respect to the query image.
Step 3: Visual synonym candidates Based on the estimated geometric transformations from
step 2, we seek for word pairs of T ype 3. We do so by back-projecting the geometry transformaj
j
tion H ( IQ , IQ ) onto IQ and IQ . Then, we search for word pairs pr,t = {wr , wt } that belong to pair
of features under the condition of T ype 3, that is
j

pr,t = (wrk,IQ , wtl,I i ) : |Xk,IQ − H ( IQ , IQ ) · Xl,I j | < 
Q
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j

where k and l iterate over all features in images IQ and IQ respectively and  is a user defined
variable. At the end of this step, we have a list of pairs of visual synonym candidates P = {pr,t }.
Step 4: Removal of rare pairs Although we employ harsh geometric constraints, false positive
geometry estimation is still possible to happen. In that case the word pairs harvested are incorrect
and they should be filtered out.
Assuming that false positive geometry estimation is not repetitive over specific images, the
visual word pairs that subsequently arise from these pairs of images do not appear frequently.
Hence by applying a frequency threshold we are able to exclude these presumably false visual
word pairs. Moreover this frequency threshold conveniently reduces the number of visual
synonym word pairs to a manageable size. The occurrence frequency of all pairs of visual
synonym candidates is thresholded at f to drop word pairs that occur too rarely. The final list of
synonyms is composed of the pairs
S ⊂ P : f pr,t > f

(2.4)

We summarize the algorithm in Figure 6.
2.3.4 Landmark image retrieval using visual synonyms
Visual synonyms are pairs of words, ideally originating from the near identical physical parts
of reality. It is therefore expected that visual synonym words will appear in images of the same
landmarks. For example two visual synonym words that depict the tip of Eiffel tower will appear
in Eiffel tower images with high frequency. If we retain those visual synonym words then, we
expect that they will supplement each other in these landmark scenes in which they frequently
appear.
Having harvested the visual synonyms, we are equipped with a pool of words S that could
potentially participate in the construction of a new reduced vocabulary. In the current work the
new reduced vocabulary of size |R| is constructed by selecting the words participating in the most
frequent visual synonym pairs. Because visual synonyms are pairs of words, we use the top |R|/2
visual synonyms, that is
R = pr,t : f pr,t > f p|R|/2
,
r,t

(2.5)

where f p|R|/2
is the frequency of the |R|/2 most frequent visual synonym pair. Practically, words
r,t
appear in more than one visual synonym pair, therefore the final vocabulary size is typically
smaller than |R|/2.
2.3.5 Landmark image retrieval with synonym augmentation
We employ the visual augmentation model for updating the image histogram representation
according to the reduced vocabulary of the visual synonyms words. We closely follow the
approach proposed in [30, 130]. However, we simplify the model and make no use of the
geometric verification step. We consider only the first retrieved image as a positive. We then
average the histograms of the query image and the top retrieved image. The averaged histogram
is our new query. For the bag-of-words retrieval, that is given a query image, we search for the
closest image based on a predefined distance measure. Naturally, the top retrieved image will
again be retrieved in the top rank.
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2.3.6 Implementation
Bag-of-words representation. We experiment with two different types of descriptors. First,
we describe Hessian-Affine detected keypoints with SIFT [81, 132]. Second, we use the SURF
descriptor [9] and the detector with which it was proposed. For both cases we use 200K
vocabularies, trained on an independent 30K dataset downloaded from Flickr. Because of the
large size of the vocabulary, we use approximate nearest neighbor techniques for the word
assignment stage. For this purpose, we rely on the FLANN library [94]. Finally, we use histogram
intersection as visual similarity measure to rank the images in Step 1.
Geometry. We perform the geometric verification on the top M = 40 images. Altough in the
literature a value of γ = 25 inliers is considered to be an acceptable threshold for accepting a pair
of images as geometrically consistent [29], we require particulary high precision to avoid false
positives. The higher we set threshold γ the smaller the amount of geometrically verified images
is. If we set the threshold too high, for example to γ = 100 inliers, only pairs of near duplicate
images would be considered as geometrically consistent. We set the minimum required number
of inliers to γ = 50, a value which was empirically found to result in high precision (data not
shown). We estimate the homography matrix using the fast spatial matching algorithm introduced
in [105]. For homography matrix estimation the symmetric transfer error function is used as cost
function [53]. The maximum distance error then is taken δ = 0.001 and the approximation error
 = δ/10.
2.4 experimental setup
2.4.1 Data set
We report our experiments on the Oxford5k data set [105], which contains 5062 large Flickr
images from 11 landmark scenes in Oxford. The images are labeled either as “good”, “ok” or
“junk”, depending on how clear is the view of the scene. When a picture depicts clearly the
scene, it is labeled as “good”, whereas when more than 25% of the scene is visible inside the
picture, then the image is labeled as “ok”. Images in which less than 25% of the object is visible
are labeled as “junk”. The number of pictures labeled as “good” or “ok”differs from scene to
scene, ranging from as few as 6 images for “Pitt Rivers” to ∼200 images for “Radcliffe Camera”.
To simulate a real word scenario, Oxford5k contains more than 4000 additional images that
depict none of the landmarks. The landmark images in Oxford5k are known to contain many
occlusions as well as large changes in scale, viewpoint, and lighting conditions. For all these
reasons, Oxford5k is a challenging dataset. The algorihtm is fully unsupervised, therefore the
data are not split intro training and test set.
2.4.2 Visual synonyms extraction
Visual synonym extraction is an unsupervised technique, since there is no need for prior knowledge of the true similarity between landmark images. Instead, geometry and harsh geometrical
constraints provide us with this type of information. Despite the harsh geometric constraints,
there are still pairs of non-landmark images, which are successfully matched.
2.4.3 Experiments
1. Visual synonym validity
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A direct quantitative evaluation of visual synonyms is hard, since no ground truth of individual
patch semantics, such as “window” or “doric column”, is available. Instead, we use the landmark
ground truth label for the entire image in which a visual synonym word is found. Given a visual
synonym word pair, we count how many times these visual synonym words appear in the same
landmark images. We repeat using the same visual synonym words and random words. We then
compare against the landmark cooccurence of the visual synonyms words. This is an indirect
measurement, since being two visual words at the same landmarks does not necessarily imply
that they also depict the same visual reality. However, we ignore this possibility and hypothesize
that a pair of visual synonym words should appear more frequently in common landmarks, than
random pairs of words.
2. How close are visual synonyms in descriptor space?
An important property that would reveal the potential of visual synonym words is the distribution of their distances in the feature space. Given an `2 normalized feature space forming a sphere
with unit length radius, all features lie on the surface of the sphere and visual words form Voronoi
cells. The distance between every pair of words is proportional to the angle of the corresponding
visual word vectors. When visual synonym words are close, compared to random words, their
vectors’ angle is smaller than the angle between the random word vectors. We test whether visual
synonyms are most often pairs of neighboring cells or distant cells. To examine we calculate the
distribution of distances in experiment 1.
This experiment operates in feature space, which in our case is the 128-D SIFT, or 64-D SURF
space. To answer this question, we calculate the distances dr,t = d (wr , wt ), dr, j = d (wr , wPj ) and
xr ·xt

i i
dt, j = d (wt , w j ) for w j , j , r, t. We use cosine similarity distance, that is c(wr , wt ) = |xir |·|x
t| ,
r
r
where xi is the i-th coordinate of the feature vector of w . Next, given a word we rank the
distances from the rest of the words and mark the distance from its visual synonym word. Closer
visual synonym words would imply lower ranks.

3. Vocabulary reduction using visual synonyms
Next, we want to study whether visual synonyms can successfully be used for vocabulary
reduction, despite the instability of the feature space. If visual synonyms are repeatable enough,
so that they retain the vocabulary’s performance levels, this would also imply that transforming
them to visual metonyms is a reasonable option. We select a subset of the visual synonyms
extracted and use them as a new visual vocabulary. In this experiment, the reduced vocabularies
range from 30K words to 1K words. We compare against reduced vocabularies based on visual
metonyms, similar to the reduction method proposed by [130], and the full 200K vocabulary
baseline. We also compare against a reduced vocabulary derived from the combination of visual
synonyms and metonyms.
4. Landmark image retrieval using visual synonyms and visual augmentation
Finally, we study whether the visual synonym reduced vocabularies are orthogonal to other,
state-of-the-art retrieval techniques. To this end we make use of visual augmentation [30]. In
the current setup, we simplify visual augmentation by considering the first retrieved image IQ1
to belong to the same landmark as the query image. We then use IQ1 to update the query image
histogram.
2.4.4 Evaluation protocol
For the evaluation of our retrieval experiments, we follow the protocol suggested in [105]. Five
images from each landmark are used as query images and the average precision scores are
averaged over each landmark scene for the final result.
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Figure 7: Results from experiment 1. Cooccurence of landmarks between visual synonym words
and random words using (a) SIFT and (b) SURF.
Our evaluation criterion for this retrieval experiment is the average precision score:
PN
AP =

P( j) · R( j)
PN
j=1 R ( j )

j=1

where j is the rank, N is the total number of documents, P( j) is the precision at the j-th rank and
R( j) is a binary function, which is true if the j-th retrieved document is a true positive result.
2.5 results
2.5.1 Experiment 1: Visual synonym validity
We plot the results for experiment 1 in Figure 7. In the majority of the cases visual synonyms
words cooccur in similar landmarks images more often than random words for both (a) SIFT and
(b) SURF. More specifically, visual synonyms words not only cooccur in the same landmarks,
but also have similar visual appearance. In contrast, random words at the tail of both Figure 7(a)
and 7(b) cooccur in the same landmarks with visual synonym words but depict different visual
details. Nonetheless, the tail of the distribution highlights the pairs of visual synonym words,
were the number of potential matches between individual patches of the respective words is
smaller. This number of potential matches corresponds to the confidence of the visual synonym
pair, i.e. the more potential matches, the higher the confidence.
2.5.2 Experiment 2: How close?
We show the results of experiment 2 in Figure 8. Each dot corresponds to the distance between
two visual synonym
words,
w s1 , w s2 . The y-value relates to the comparison of the distance
D
E
w s1 , w s2 and w s1 , w j for all j except for s2 . The smaller the distance between the synonym
words compared to random words, the lower the dot is and therefore the closer the synonym
words are, as compared to all other words. Hence, the figure provides us with the distribution of
distance rankings between visual synonym words and all other words. Naturally, there are many
visual synonym pairs that lie close in feature space (visual synonyms in the top 100 closest words).
However, the spectrum of distance rankings is broad. While some synonyms are relatively close
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Figure 8: Results from experiment 2. Each red dot stands for a visual synonym word pair. The
lower the dot is, the closer the corresponding visual words are. We sort the dots from lower to
higher. Hence, the lines show the distribution of closeness between visual synonyms. For both
SIFT and SURF features, the visual synonyms extracted are not that close. Although there are
pairs of words that lie close enough, for example in the range 0-100, there are also many word
pairs that lie far enough in the feature space.
neighbors indeed, lying for example in the range 0-100 in Figure 8(a), the majority of word
pairs tends to be distant from one another. This shows that visual synonym words are scattered
thoughout descriptor space, regardless their common origins from the same physical elements in
the 3D scenes. If we added in the current plot also visual metonyms, the plot would acquire a
sigmoid shape, since the metonyms would by definition be the closest words in feature space.
For visual synonyms extracted with the SURF descriptor we observe a much steeper curve,
see Figure 8(b). We attribute this steeper curve to two reasons. First, fewer visual synonym
statistics are available. Contrary to SIFT, where we obtain 5, 409 features per image on average,
using SURF we have 1, 900 features on average. As a result, there are fewer visual word matches
between retrieved images. Hence, the estimated homographies are not as precise. Since the
proposed algorithm largely depends on having accurate homography mappings from one image to
the other, visual synonym statistics from SURF features are not adequate. Thus visual synonym
extraction is not as reliable. For the same reason the number of visual synonyms extracted
using SURF is much smaller: 7263 visual synonym word pairs when using SURF whereas
72, 337 visual synonym word pairs when using SIFT. Second, the SURF detector does not find
elliptical shaped features, like the Hessian-Affine feature detector that we use for SIFT. Therefore
patches are not affine normalized before extracting the SURF features, which is a disadvantage
for landmarks.
2.5.3 Experiment 3: Vocabulary reduction using visual synonyms
We show the results of experiment 3 in Figure 9. The size of the reduced vocabularies ranges
from 1K, a 99.5% reduction ratio to 22K, a 89% reduction. The 22K visual synonym vocabulary
performs the same as the full vocabulary of 200K words. Hence, using a 89% smaller vocabulary,
we are able to achieve similar performance. When constructing a 22K vocabulary based on visual
metonyns, essentially following the approach introduced by [130], the performance remains on
similar levels. The same performance is obtained when visual synonyms and metonyms are both
used for the construction of the reduced vocabulary. The number of the words found to participate
both in the visual synonyms and visual metonyms vocabulary is 11K. Naturally, visual metonyms
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Figure 9: Results from experiment 3. Visual synonyms construct reduced vocabularies that
perform the same with the state-of-the-art. Using the 22K visual synonyms vocabulary, that is
89% compression rate, we perform the same as the 200K baseline. Although visual synonyms
are associated with the instability of the feature space and the word assigment process, visual
synonym reduced vocabularies perform on par with the more stable visual metonyms [130] and
the baseline. Combining visual synonyms and metonyms leads to a small performance increase.

are more consistent and therefore more robust. Although visual synonyms are associated with
the instability of the feature space and the word assigment process, the fact that the respective
vocabularies perform on par indicates that visual synonyms carry useful information.
In Figure 10 we plot the performance of many reduced vocabularies, ranging from 1K to to
22K words. The performance of the vocabularies remains close to baseline levels for as much
as 98 − 99% smaller vocabularies (3K − 4K ), after which there is a noticeable performance
degradation (more than 5% in MAP). Consistent performance with 98% smaller vocabularies
shows that the redundancy initially introduced by large vocabularies is minimized.
In the above analysis, there are several parameters that are manually set, such as M and .
Varying M or  does not lead to any significant changes in performance (data not shown). We
therefore conclude that visual synonym extraction is robust to small parameter deviations.
2.5.4 Experiment 4: Landmark image retrieval using visual synonyms and visual augmentation
We show the results of experiment 4 in Figure 11. We used two visual synonym vocabularies, the
4K and the 22K. We consider as the baseline the standard bag-of-words model using a visual
vocabulary of size 200K. Using the 4K reduced vocabulary together with visual augmentation
we perform almost the same as the baseline of the 200K words (0.347 MAP for 4K vocabulary
with visual augmentation vs 0.377 for full 200K vocabulary). When using the top performer 22K
vocabulary, the performance increases by 4%, going to 0.406 in MAP.
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Figure 10: How small synonym vocabularies can be? Compact vocabularies using visual
synonyms can be reduced to 2K-4K words, a 99% compression rate, with no severe degradation
on MAP (5% decrease).

In Figure 14 we highlight retrieval results using the reduced visual synonym vocabularies.
The query image is a picture of the “All souls” college. When we follow the standard baseline
approach, first row, we score a poor 0.154 in average precision. We attribute this low score to
the noticeable visual deformations that the query image undergoes, that is extreme illumination
variation within the same picture. Hence, it is no surprise that the baseline retrieves two wrong
pictures in the top ranked results. In the second row we highlight the landmark image retrieval
results using visual synonyms with a 22K vocabulary. As can be observed, the false positive
ranked at position one when using the baseline, is maintained, however the false positive in rank
3 is substituted from a true positive. It is the reason why the average precision jumps from 0.154
to 0.224. For retrieval using the 4K visual synonym vocabulary the results further improve to an
average precision of 0.236. It is worthwhile mentioning that for the reduced vocabularies using
visual synonyms, the detected visual words (blue and magenta dots respectively) are located
on the visual elements, that are characteristic of the landmark, that is the towers and the gothic
style textured windows. The last row shows the retrieved results when using the 4K vocabulary
together with visual augmentation. Using visual augmentation further pushes the performance to
0.399. This is reflected to the retrieval, where the four top ranked images are all true positives.
2.5.5 Qualitative results
Examples of visual synonym words are illustrated in Figures 12 and 13. In both figures the red
rectangles reveal why those two visual words have been selected as visual synonyms. These
patches come from the “Radcliffe Camera”and “Christ Church” landmark respectively. Under
the bag-of-words model each visual word w j covers a sensitive subspace Fw j in descriptor space
F . Although parts of Fw j include coherent patches, there are clearly many more patches that
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Figure 11: Results from experiment 4. Using visual augmentation of the visual synonym reduced vocabulary increases performance to 0.406 in MAP. Using the 22K vocabulary with
visual augmentation [130], the performance is the same. Using the 4K vocabulary with visual
augmentation [130], results in a performance of 0.347, a loss of only 3% compared to the
baseline.
reside in the same part of the feature space and are visually different. As a result, we have visual
synonyms, that is features arising from the same 3D elements of the physical world, yet assigned
to different and probably distant visual words.
2.6 conclusions
In this chapter we have introduced the notion of visual synonyms, which are independent visual
words that nonetheless cover similar appearance. To find synonyms we use conspicuous elements
of geometry on landmarks. Different views of the same conspicuous element are usually covered
by different parts of the feature space; they are the synonyms to be. We detect pairs of synonyms
by mapping the conspicuous elements onto one another. We evaluate the validity of visual
synonyms. They appear in consistent landmark locations. Using SIFT descriptors seems to
yield visual synonyms of better quality than using SURF, because the latter generates a smaller
number of features on average. We tested visual synonyms with respect to their closeness in
descriptor space. They appear to be not just simply close neighbors, even when they have a
similar appearance. In fact they can be very far in feature space.
Visual synonyms can be used for vocabulary reduction, obtaining 98-99 % smaller vocabularies
with only 5% performance degradation in MAP. Furthermore, combination of visual augmentation
together with 98-99 % smaller visual synonym vocabularies boosts performance to baseline levels.
The reduction achieved demonstrates that visual synonyms carry useful information. Although
arising from the inconsistency of the feature space and the word assignment process, visual
synonyms capture the essence of the landmark scenes of interest.
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Word 1

Word 2

Figure 12: Example of visual synonym words. The green and blue polygons enclose patches
from two different visual words found to be visual synonyms. The two red rectangles focus on
patches of each visual word separately. The resemblance between the patches inside the red
rectangles proves why the two words were labeled as synonyms. At the bottom of the figure we
show a picture of the “Radcliffe Camera” scene, indicating the location where the most visual
word patches are extracted. Patch sizes scaled to fit the page.
All in all, visual synonyms provide a look into the multidimensional feature space, allow us to
study the nature of the visual words and their intrinsic incoherence, maintain landmark image
retrieval performance, and in the end reduce the visual vocabulary size.
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Word 1

Word 2

Figure 13: Another example of visual synonym words. Again, The green and blue polygons
enclose patches from two different visual words found to be visual synonyms. The two red
rectangles focus on patches of each visual word separately. The resemblance between the patches
inside the red rectangles proves why the two words were labeled as synonyms. At the bottom of
the figure we have a picture of the “Christ church” scene, indicating the location where the most
visual word patches are extracted. In this example becomes clear why these words are found to
be visual synonyms, since they both share a characteristic castle loophole pattern. Patch sizes
scaled to fit the page.
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Figure 14: Retrieval results for an “All souls” query image, using 3 different vocabularies.
The full 200K vocabulary, our baseline, corresponds to the first row. In the second row we
have the 22K visual synonym vocabulary. In the third row we have the 4K visual synonym
vocabulary. Finally, in the last row we again have the 4K visual synonym vocabulary combined
with visual augmentation. The visual words extracted are depicted as colored dots. For the
reduced vocabularies, the visual words are mainly spotted in geometrically reasonable positions.
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T I N Y C O D E B O O K S F O R K N O W N O B J E C T R E T R I E VA L

UNESCO WORLD HERITAGE SITES
Pictures taken from Google Search

“We will probably be judged not by the monuments we build but by those we have destroyed.”
– New York Times Editorial (on the destruction of Penn Station)
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In the previous chapter we made use of geometry to discover visual synonym nuances. Although
these nuances may give a good explanation of what could form some gap between human
understanding and artificial vision, they are not necessarily optimal for the purpose of automatic
recognition. This is especially true, if some prior knowledge of the distribution of images is
provided.
3.1 introduction
The goal of this chapter is to retrieve images containing a specific object from an image collection.
This is a classical problem in content-based image retrieval that has witnessed tremendous
progress in recent years thanks to robust invariant features [81, 132] that are vector quantized into
bag-of-words [96, 124] and large codebooks containing up to a million words [76, 105]. In this
work we make two changes to the standard approach. First, our starting point for the retrieval
is an image collection for which we know a certain object must be present, like is common in
searching image collections for city landmarks [7] or product logos [110]. Second, and more
important in times of big data sets and big number of object categories, we advocate the use
of tiny instead of large codebooks. Given a set of image examples of a well-known object, we
propose an algorithm that learns a compact codebook representation which is then used for known
object retrieval based on a previously unseen query image.
On the road to the next image retrieval challenge to larger data sets and larger numbers of
objects, using less but better information is essential. It is good for memory demands, it is good for
computation, and it provides more insight as to what aspects of an object are the most informative.
Where more pixels and more features are essential to capture the complexity of the world, the aim
of information reduction is left to using smaller codebooks. We aim to capture the information
content of known objects in the smallest sets of codes by information enrichment. We consider
the entropy as an indicator for the amount of enrichment in information. It describes the deviation
from the general state of non-informativeness from which all information processing starts. The
decrease in cross-entropy is adopted as the leading principle in constructing codebooks for known
object retrieval. We propose to select the most informative codes based on the cross-correlation
in the codewords, without the use of any spatial correspondences as were used in [47, 129, 130].
As the complete combinatorics of informative codeword selection is computationally intractable,
we formalize the selection as a near-optimal cross-entropy approximation [87]. Experiments on
known object retrieval datasets show that the tiny codebooks capture eloquent visual details, such
as the ones characterizing famous buildings or logos in Fig 15.
Once a codebook has been established, a variety of methods exist to improve (known) object
retrieval including stable descriptors [3, 167], compression and hashing [58, 168], soft assignment [60, 106, 140], geometrical correspondences [57, 105], and refined similarity measures [120].
In addition, visual augmentation that exploits feedback from positively verified results, has
provided another effective strategy to improve the results atop large codebooks [3, 30, 127, 130].
Since informative codewords focus on the information content in selected words, we expect them
to work in addition to other methods to improve object retrieval accuracy, as indeed is verified by
experiment.
3.2 related work
Codebook construction. For specific object retrieval, very large k-means codebooks composed
of up to 1 million codewords, have proven useful [76,96,105]. Large codebooks lead to small, per
word, subspaces in feature space, which then correspond to small yet rigid object details, e.g. the
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Figure 15: The proposed tiny codebooks for known object retrieval at work. With the aid of
example images, we select from a large codebook, containing up to 200K codewords, the most
informative codewords. The most informative codewords () are up to 99.5% fewer in number
than the original ones (), while exhibiting at least similar, but often better, retrieval performance.

spiral ornaments on an Ionic column of the Ashmolean Museum in Oxford [105]. To overcome
the computational burden for very large codebook construction, several k-means variants have
been proposed. In their pioneering work, Nister and Stewenius [96] propose hierarchical kmeans, iteratively splitting the feature space into a tree structure. Since the number of clusters
increases exponentially with tree depth, very large codebooks are obtained with ease. In the same
spirit, Philbin et al. [105] proposed the approximate k-means method, that exhibits very good
performance in the construction of very large codebooks. Approximate k-means replaces the
precise, yet time-consuming, nearest-neighbor step with an approximate nearest-neighbor search.
The error due to the approximation is shown to be insignificant when compared to standard
k-means, thus allowing for very large codebooks to be calculated efficiently. In this work we
also start from large codebooks but we prefer to use information content as a leading principle of
selection over proximity in feature space.
Supervised codebooks. When example data are available the correlation between image data
and their labels may be exploited to arrive at descriptive and compact codebooks. This has been
studied predominantly in an object classification setting in the broad computer vision literature.
Winn et al. [153] demonstrate the benefit of using training exemplars to construct codebooks for
object class models. In [61] the codeword selection is performed on the basis of three criteria, that
is the mutual information between features, the odds ratio, or the linear SVM weights after training.
In [149] Wang et al. use the intra and inter-class variation to create compact and discriminative
codebooks by merging codewords of an initial larger codebook. Using a set of exemplars
to construct randomized trees that have improved category separation, Shotton et al. [121]
demonstrated that discriminative codebooks based on randomized forests exhibit state-of-the-art
recognition performance, even when simple image features are being used. In [43] Fulkerson et
al. propose a method, which starting from a large codebook, constructs small, discriminative ones,
so that the mutual information between codewords and object categories is minimally affected.
In [163] Zhang et al. present an algorithm that performs clustering and discriminative codeword
selection simultaneously. A coefficient matrix projects the codeword histograms into a reduced
space, so that the squared error loss between an optimal clustering scheme and a proposed linear
function is minimized. These approaches work well for object recognition (especially when the
differences between classes are big), but they are less competitive for the identification of known
objects in a retrieval setting, usually demanding very large codebooks.
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Codeword selection. Recently a variety of methods have been proposed that reduce codebooks
for image retrieval [47, 67, 115, 129, 130]. A pioneering approach to codeword reduction using
implicit geometry was proposed by Schindler et al. [115]. Their method smartly selects informative codewords by exploiting the codeword appearance properties in near-duplicate images
taken from the same city locations. The information content of the codewords is captured on the
basis of the information gain between codewords and their specific locations. In [130] Turcot and
Lowe proposed to use the geometric constraints between similar pictures for codeword selection.
The selected codewords were the most frequent homography inliers between similar photographs.
Similarly, Gavves and Snoek [47] used geometry between pictures to define visual synonyms
and use them as a selection mechanism. Visual synonyms are pairs of codewords that despite
being different, and often quite distant to each others clusters, describe similar physical reality.
Alternatively, Tolias et al. [129] used homography constraints within the query picture itself
to detect visual symmetry and other interesting patterns. The codewords that comply with the
symmetry are selected at query time to perform the retrieval. The aforementioned approaches
are effective as long as their underlying geometric consistency assumptions remain valid. In
addition to visual information, Kuo et al. [67] propose to use noisy tag information to construct
two graphs, one that connects images based on visual information, and one based on textual
information. Then an alternate optimization on these two graphs is performed, so that the resulting
codebooks are indeed smaller and result in tighter image and textual connectivity. Despite being
unsupervised, their selection requires the presence of tags at run time as well. We propose a
method for codebook reduction which does not depend on geometry or availability of tags at run
time.
Contributions. The chapter discusses the following three contributions:
• We first demonstrate that in query-by-example, very few words are essential for retrieving
known objects. From there, we propose codeword selection on the basis of entropic
information content improvement without the use of neither ad-hoc object information nor
its geometry. Hence, the method of codeword selection is generic.
• We show that supervised codebooks for known object retrieval are effective, as effective as
current (supervised) codebooks or better, and they are tiny, a factor 50-500 smaller.
• The number of codewords found to describe one known object is 10-100, providing
a concise explanation on what grounds the object has been found. In order to work
successfully, such a small set of codes must refer to the most meaningful highlights of the
appearance. As a consequence, we observe that the code sets concentrate on salient details
without the features or the selection algorithm being programmed to do so.
We shall refer to the resulting codebooks as tiny codebooks. Before detailing the tiny codebook
algorithm, we first motivate the need for codeword selection.
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3.3 the need for selection
Given image features z ∈ RD , and the probability distribution of them pz in the feature space,
we split the D-dimensional
feature space, into W visual words. For
the probability distribution
R
P R
pz we have that pz dz = 1, which may be decomposed into w
pz dz = 1, where pw is the
z∈w

estimated prior probability for every word in our feature space (dropping the subscript z to avoid
notation clutter). For each pw , we have
Z
w
p =
pz dz = Mw
(3.1)
z∈w

Mw

where
is the word mass contained inside a visual word w. A small cluster might have very
high concentration of features, thus having also larger mass than other bigger clusters. Hence, the
word mass Mw is not proportional to the size of the word. Since the sum of the mass contained in
all words should be 1, increasing the number of words W will yield clusters that have on average
smaller mass.
Given a word w and an image x, the number of features that fall inside w constitute the
frequency of word w in image x, denoted as xw . The frequency xw is a random variable, which is
influenced by the distribution mass Mw of the word w,
x w ∼ p ( x w ; Mw ) .

(3.2)

The similarity between two `1 normalized image histograms, represented by x =
P
and y = {y1 , ..., yw , ..., yW }, using the histogram intersection kernel metric is d x,y = w min( xw , yw ),
and given (3.2), we derive that d x,y depends on the average word mass Mw . After plotting the
distribution of similarities d x,y for various pairs of images x, y, see Figure 16, we observe that the
type of the distributions is similar, having a peak on the small values area and a long flat region
on large values area. When treating the codebook size as the only dependent variable (and subsequently the average word mass Mw ) the shape of the distributions changes. More specifically the
distributions become more peaked.
Given an image corpus composed of L images, there are L · ( L − 1)/2 possible pairs of images
and an equal number of similarity values to be calculated. Naturally, the majority of these pairs
will be between images with dissimilar content. In order to have a better quality retrieval, we
want the majority of similarities between those irrelevant pairs of images to consistently have
small values. In contrast, for relevant pairs we want the similarities to be large. Hence, we desire
the distribution of similarities to be as peaked as possible, with the peak appearing around the
small values.
A measure that indicates the peakedness of a distribution is the kurtosis, which is defined as

{x1 , ..., xw , ..., xW },

E ( x − µ)4
,
(3.3)
σ4
where µ and σ are the mean and standard deviation. The higher the kurtosis value, the more
peaked the distribution becomes. We plot the kurtosis values for different codebook sizes as a
function of Mw in Figure 17. To obtain higher kurtosis, and thus increase the discriminative
power of the codebook in measuring the similarity between images, words with smaller average
word mass Mw are needed.
Having words with smaller masses Mw on average is naturally achieved by having large
codebooks. And indeed, large codebooks have experimentally been shown to improve query-byexample image retrieval [30, 57, 105]. When we want to obtain smaller codebooks, codeword
merging [43] combines multiple codewords into a single one, thus increasing its mass Mw . We
propose to first use large codebooks, then select a small subset, as codeword selection ensures
words with small mass Mw .
γ2 =
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Figure 16: Distribution of similarities between random pairs of images for various codebook
sizes. The similarities seem to follow a similar distribution with varying shapes. The peaks on
the left of each plot correspond to dissimilar pairs of images, whereas the flat regions on the right
correspond to similar ones. Larger codebooks push more dissimilar image pairs into the peaks.
Having larger codebooks, or equivalently, having visual words that occupy smaller parts in
feature space, leaves more information space for the distinction between pairs of similar images
in the discriminating flat region. Small words are to be preferred for image retrieval.
3.4 learning tiny codebooks
We start from a set of known objects that we want to retrieve, for example the Arc de Triomphe
in Paris, the ESSO logo, or the Sagrada Famı́lia in Barcelona. We then use example images to
learn and select the codewords that describe these known objects optimally. Codeword selection
reduces a codebook composed of K codewords, C K = {c1 , ..., cK }, into a smaller codebook with
L codewords only. The method we propose follows a sample and evaluate procedure to arrive at
the final, optimal tiny codebooks. We first sample a tiny codebook from the space of all possible
codebooks. Afterwards, we evaluate how competent the sampled tiny codebook is in describing
and retrieving the images in the training set that depict the desired objects of the Arc de Triomphe,
the ESSO logo, or the Sagrada Famı́lia. For a tiny codebook C L , a codeword ci is selected
according to a probability density function f (αi ; ϑi ). That is, we have a separate probability
density function for modeling the appearance of each word in our codebook. In f (αi ; ϑi ) αi is a
binary variable which is set to one when codeword ci is selected for the current codebook. Also,
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Figure 17: The kurtosis of similarities for the different codebook sizes from Figure 16. Fitting
a power-law model using the Levenberg-Marquard algorithm at the 95% confidence interval,
returns a clear curve (R2 =0.99) that reveals an inverse relation between the kurtosis of the
distribution of similarities γ2 and the average word mass Mw . The smaller Mw is, the higher the
kurtosis γ2 , which results in more peaked distribution of similarities and more accurate image
retrieval.
the parameter ϑi is the latent variable that controls how likely is the binary variable αi to be set to
one, and therefore codeword ci to be selected.
3.4.1 From large to tiny
As explained in Section 3.3, we want words that on average have small mass. Therefore we
require a large initial codebook. Clustering methods that scale well with the number of clusters are
thus preferred. Since approximate k-means has shown to outperform the alternatives on retrieval
accuracy [105], we prefer it for creating our initial large codebook. For an initial codebook of
size K the cardinality of the selected set C of size L is
|CL | =

K!
( K − L)!L!

(3.4)

K!
The probability of finding a single codebook out of the (K−L
possible combinations soon
)!L!
becomes very small.
Given the low probability of occurrence, the search becomes well suited for a rare event
simulation framework [20]. One such a general method, proven to yield robust results in
a variety of estimation and optimization problems [78, 87, 89] without being over-sensitive to
parameters and their initialization, is the cross-entropy method [113]. We formulate tiny codebook
construction as a cross-entropy optimization.
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The space from which we sample tiny codebooks is composed of all possible subsets of
codewords. We draw a sample of a random tiny codebook from space CL using the probability
density function f . Since, every codeword will either be sampled, or not, the function f follows a
one-trial binomial distribution. Somewhere in the space of codebooks CL there is a neighborhood
 ⊂ CL containing tiny codebooks that accurately describe the exemplars in the training set. We
denote the probability of sampling a single C L from the neighborhood  by l. Each of the tiny
codebooks has only a limited capacity of accurately describing the exemplars, which is measured
via an objective function S (C L ). For our purpose, we may opt for functions that directly optimize
the desired goal of optimal retrieval, be it recall, precision, their combination or another retrieval
metric. Applying the objective function S in neighborhood , there will be a tiny codebook that
performs worse than all the others. If this tiny codebook scores s, the rare event with probability l
will be the tiny codebooks C L for which l = Pϑ (S (C L ) ≥ s). This probability is approximated
with the expectation:
l = Eϑ δ(S (C L ) ≥ s),
(3.5)
where δ(S (C L ) ≥ s) refers to the set of tiny codebooks C L for which the condition S (C L ) ≥ s is
met. Since the number of all possible combinations is vast, see eq. (3.4), estimating probability l
of a tiny codebook in  using the density function f with conventional sampling methods, such as
crude Monte Carlo, is practically impossible.
3.4.2 Algorithm
To overcome the sampling problem, a different probability density function h, which draws
samples from neighborhood  with high probability, is introduced. Using h allows the algorithm
to draw the most informative codebooks from neighborhood  with high probability. In effect, h
is used as an importance sampling density function to estimate the expectation of l, denoted l.ˆ
For R tiny codebook samples, lˆ becomes
R

f (CrL ; ϑ)
1X
.
lˆ =
δ(S (CrL ) ≥ s)
R r =1
h(CrL )

(3.6)

The expectation lˆ is then optimally estimated when the density function is equal to
δ(S (CrL ) ≥ s) f (CrL ; ϑ)
.
(3.7)
l
Since (3.7) includes the unknown quantity l in the right hand side, an analytical solution is
impossible. Instead, the solution is to be found in an iterative approximation. Let us assume
that there exists an optimal tiny codebook C L∗ contracted to C ∗ , controlled by the parameter
vector ϑ∗ . Using C ∗ the maximum score with respect to a known object retrieval task is given
by s∗ . We express this theoretical tiny codebook state as the triplet {C ∗ , ϑ∗ , s∗ } and all other
∗
estimated codebooks as {Ĉ n , ϑ̂, ŝ}. The goal is to find the triplet {Ĉ ∗ , ϑ̂ , ŝ∗ } that best approximates
the theoretically optimal {C ∗ , ϑ∗ , s∗ }. In order to reach state {C ∗ , ϑ∗ , s∗ }, multiple triplets of
{Ĉ L , ϑ̂, ŝ} are generated at each iteration. The tiny codebooks that perform best at the iteration
are used to update the search parameters ϑ. After repetition, the iteration gradually converges to
neighborhood  with high probability. To ensure convergence towards {C ∗ , ϑ∗ , s∗ }, the distance
between f and h should be minimized after every iteration. This is achieved by adapting the
importance sampling density function h via updating the parameters ϑ of the iteration’s best
performing tiny codebooks. A favorable measure of distance between two distributions is the
Kullback-Leibler distance, also coined as the cross-entropy distance,
Z
h(x)
DKL (h k f ) =
h(x) ln
dx.
(3.8)
f (x)
h(CrL ) =
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Given that the sampling distributions f and h of tiny codebooks follow a one-trial binomial
distribution, the Kullback-Leibler distance between the density function h and density function f
is minimized for
R
1 X
t
L
ϑ̂i =
δ(S (CrL ) ≥ ŝt ) Cr,i
,
(3.9)
ρR r=1
L denotes the i-th word of the r-th tiny codebook. The parameter ρR, ρ ∈ (0, 1), defines
where Cr,i
the percentage of best performing tiny codebooks scoring higher than s taken into account during
each iteration. We use these best performing tiny codebooks to iteratively update the parameters
of the search. Note that the update rules for ϑ in eq. (3.9) do not make use of any gradients.
As a result, we are not constrained by standard optimization functions, such as the logistic or
max-margin loss functions. Hence, we may opt for objective functions that directly optimize the
desired goal of optimal retrieval.
Our tiny codebook sample and search strategy at iteration t has three steps:

1. Tiny codebook sampling. Based on the current parameter values ϑt−1 , sample R tiny
codebooks using f (·; ϑt−1 ).
2. Adaptive updating of score st . At iteration t − 1, find the ρR tiny codebooks that scored
best on the example images. After having sampled R tiny codebooks and sorted them in
descending order by performance: s(1) ≥ ... ≥ s(R) , the smallest score value is used as
the next iterations’ reference score st , namely ŝt = s(bρRc) . All tiny codebooks taken into
account should perform at least as good as ŝt . The second step boils down to keeping at
each iteration the top performing tiny codebooks, sampled in the first step.
3. Adaptive updating of parameter vector ϑt . We update the parameter set ϑt , so that
distance DKL (h k f ) is minimized, using the good performing tiny codebooks found in
step 2 and eq. (3.9). This update operation is equivalent to finding the frequency of a word
in the top performing tiny codebooks at iteration t − 1. An example of updating parameter
vector ϑ is shown in Figure 18.
Repeating these three steps for each iteration guides the search towards the tiny codebooks
{C ∗ , ϑ∗ , s∗ } in neighborhood .
3.4.3 Regulating codebook size
In the algorithm, ϑ plays a central role. Because ϑ controls the binomial distribution f , the initial
values of the parameter vector ϑt=0 allows for the regulation of the size of the tiny codebook. In
the beginning, adopting the bag-of-words assumptions, all codewords are deemed independent.
However, since the value of the separate codewords is evaluated based on the sampled codebook as
a whole, the cross entropy method builds conditional dependencies between words, which jointly
optimize the objective function S (C L ). This joint optimization of eq. (3.9) does not perform a
minimization of the codebook per se, where the initial codebook is sequentially reduced until the
desired size is obtained; it rather searches for the tiny codebook parameters that maximize the
objective function given an approximate tiny codebook size. The relation between the initial ϑt=0
and the tiny codebook size L is a monotonically increasing function of the initial θ0 . Smaller
ϑt=0 lead to smaller L. However, due to the stochastic nature of the sampling, the exact size of
the final tiny codebook is not known a priori. Initially increasing L results in more informative
codebooks, until the point is reached, where including additional codewords leads to redundancy.
In order to obtain the optimal size given the task at hand, we may set θ0 low enough, so that the
initial tiny codebooks are much smaller (0.5% to 1% of the initialization codebook size). We then
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Figure 18: Codeword selection for tiny codebooks using the values of the parameter vector ϑ
at several epochs. Note that, of the 200,000 spikes plotted, only a selection is visible. At the
beginning ϑ all words have a uniform low probability to be selected. After a few epochs, already,
some words emerge as more probable for selection than others. After 50 epochs spikes indicate
words prone for selection in the final tiny codebook.

grow the tiny codebooks until an accuracy standstill in the training set is observed, which would
indicate that addition of more words is redundant. Typically, these initial values ϑt=0 are set the
same for all codewords 1, ..., K . If prior knowledge of some sort is available, different values
ϑt=0 may be assigned. As sources of such prior knowledge, geometric correspondences [47, 130],
presence of tags [67], the frequency of words, or other criteria may be employed. As we will
show in the experiments.
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3.5 experimental setup
3.5.1 Datasets and evaluation routine
We experiment with two image retrieval datasets plus one distractor set. We have chosen the
datasets based on a) common use in the literature and b) (in)dependence of geometry. We use:
Oxford5K [105]. The Oxford5K dataset contains 5,062 images of 11 well-known buildings from
Oxford University. Given a building each image is labeled either as good, ok or junk, depending
on how clearly it depicts that building. In addition, an image might depict none of the buildings.
Only good and ok images are considered relevant for the retrieval process. In total there are 568
relevant images.
Paris6K [106]. The Paris6K contains 6,390 images of 11 famous buildings from Paris. Similar
to Oxford5K an image may either be labeled as good, ok or junk, depending on how visible the
building is. Also, an image might not contain any of the buildings. In Paris6K there are 1,791
relevant images.
Distractor Finally, we use a Flickr100K dataset, containing 100,000 random Flickr images. The
Flickr100K dataset is used as a distractor set.
Our algorithm requires training examples of known objects to learn a tiny codebook. By their
design for a different retrieval goal, both Oxford5K and Paris6K do not provide training data.
Hence, we modify their standard evaluation protocol as follows.We randomly split in half the
Oxford5K and Paris6K sets to create non-overlapping training and test set partitions. To construct
the tiny codebooks we rely on image data from the independent training partitions only.
To cancel out the codebook influence, we evaluate two variants per experiment. In the first
variant we use general codebooks trained on random Flickr data (different from the Flickr100K
dataset). In the second variant we use specific codebooks trained on training partitions of the
respective dataset. In both cases, we use k-means. We will refer to codebooks trained on Flickr
data as general, whereas to codebooks trained on dataset training data as specific. For example,
the Oxford5K general codebook is trained on Flickr images and the Oxford5K specific on images
of the Oxford5K training set.
We summarize the datasets and evaluation routine used in Table 1.
3.5.2 Experiments
We perform 5 quantitative experiments and 1 qualitative experiment. For the reported numbers in
the following query-by-example retrieval experiments, we strictly use the full images from the
testing partitions only. We would like to emphasize that any parameter optimization was done on
the training data only.
Experiment 1: Tiny codebook properties. In experiment 1 we study the properties of the
tiny codebooks. We study what are the limits of tiny codebooks, namely how small they may
become before breaking down. Furthermore, we count how many descriptors are left per image,
when using tiny codebooks of various sizes. And, we study what is the influence of the number
of training examples on the final tiny codebooks. Finally, we examine the robustness of tiny
codebooks to a much larger number of distractor images. For Oxford5K we consider as distractors
images from Paris6K dataset and from Flickr100K. For Paris6K we consider as distractors images
from Oxford5K dataset and from Flickr100K.
Experiment 2: Comparison with supervised codebooks. In experiment 2 we compare tiny
codebooks to other supervised codebook construction methods. We compare against codebooks generated by supervised randomized trees [121], and the agglomerative information
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Table 1: Evaluation routines. All training and test sets are non-overlapping.
Training data
Evaluation routine

Test data

Tiny Codebook

Tiny Codebook

Image search

Initialization

Construction

Oxford5K general

Random Flickr

Oxford5K-Train

Oxford5K-Test

Paris6K general

Random Flickr

Paris-Train

Paris-Test

Oxford5K specific

Oxford5K-Train

Oxford5K-Train

Oxford5K-Test

Paris6K specific

Paris-Train

Paris-Train

Paris-Test

Figure 19: Known object retrieval performance using tiny codebooks of various sizes on (a)
Oxford5K general, (b) Paris6K specific. For both datasets substantially smaller tiny codebooks
outperform the large codebook baseline (note the log scale).

bottleneck [43]. We also include baseline results from training similar sized, standard k-means
codebooks. For all codebooks we fix the size to the size of the tiny codebooks.
Experiment 3: Comparison with geometric codebooks. In experiment 3 we compare tiny
codebooks against codebooks constructed based on the geometric properties of the datasets at
hand. More specifically, we compare against the geometric words [130] and visual synonyms [47].
We extract the geometric words and visual synonyms from the same training partitions as in the
second experiment.
Experiment 4: Alternative initializations. In experiment 4 we investigate whether tiny
codebook search may be done more efficiently, when exploiting knowledge about the dataset.
As prior knowledge we use geometric words [130], visual synonyms [47] or simple frequency
statistics.
Experiment 5: Orthogonality to retrieval state-of-the-art. In experiment 5 we study the
orthogonality of the proposed tiny codebooks to popular, state-of-the-art retrieval methods. We
combine codebooks with the tf-idf weighting scheme [124]. We also examine what is the effect
of query augmentation either via pseudo-expansion, or geometric expansion [30]. For pseudoexpansion we update all dataset images with their top retrieved result. For geometric expansion
we use the fast spatial matching [105] to retrieve the 10 images most consistent in terms of their
geometry, which we then use to update the query.
Experiment 6: Qualitative retrieval results. Finally, we turn our attention to qualitative
evaluation of known object retrieval results by tiny codebooks. Here we also include known logo
retrieval results using the FlickrLogos-32 dataset [110].
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3.5.3 Implementation
We extract SIFT descriptors on Hessian-Affine keypoints [132] with the default setttings. For
the initialization of the tiny codebooks we use the approximate k-means proposed in [105].
We use the histogram intersection to measure image similarity. For tiny codebook search, we
typically sample at each iteration R = 3, 000 tiny codebooks. We use ρ = 0.1 to keep the ρR best
performing tiny codebooks per iteration for updating the sampling parameters. The convergence
in all experiments was reaching a near optimal solution after 25 epochs. Also, we have seen no
signs of overfitting, see Figure 22.
Objective function. As an objective function S (·) on the training set, we use the mean average
precision (mAP) of the retrieval in the training set, computed for all training query images qi over
all object categories, that is
|Q|
1 X
ap(C L , qi ),
(3.10)
S (C L ) =
|Q| i
where ap(·) is the average precision function. We also use the mAP to report retrieval performance
on the test sets. We query the full images from the testing partitions and obtain the mAP score by
averaging over all queries.
3.6 results
3.6.1 Tiny codebook properties
Tiny codebook size. Object retrieval performance as a function of tiny codebook size is presented
in Figure 19. When very few codewords are selected, performance is on par with the full baseline.
For example, on Paris6K specific tiny codebooks slightly outperform the 200K baseline with 353
words. And on Oxford5K general the tiny codebooks are on par with the 200K codebook baseline
when their size exceeds only 484 codewords. Regarding the dynamics of the algorithm, we notice
a rapid performance increase when going from 500 words to 1, 500 words, which slows down
when more codewords are considered. Hence, to describe the image content in these datasets a
tiny codebook suffices.
Number of descriptors. In search for a better understanding of these results, in Table 2, the
number of descriptors is presented for Oxford5K general. Using the large 200K codebook and a
total of 29.3 million descriptors, we end up with 5, 295 descriptors per image. Using the smallest
tiny codebook, the number of descriptors drops to an average of 28.7 words per image, 99.5% less
descriptors than the baseline. Similar results are obtained for all the other datasets. We conclude
that tiny codebooks reduce the number of stored descriptors with two orders of magnitude without
a drop in retrieval performance.
Number of exemplars. We evaluate on Paris6K specific the effect of the number of exemplars
during learning the tiny codebooks. The results are shown in Figure 20. We observe that with 10
examples per known object we are on par with the full codebook baseline. And with 20 examples
we obtain a much better accuracy. Naturally, using more examples is beneficial. We conclude that
relatively few examples per known object are adequate for learning a competitive tiny codebook.
Geometry. For known objects like buildings, geometry is a powerful cue to improve retrieval
results. We evaluate whether tiny codebooks can be explained so that they refer to the same
geometric details, as a result of the analysis rather than a design principle like in [47, 130]. The
test images containing well-known buildings in Paris6K general are compared with their top 100
retrieved images, using LO-RANSAC [105] for both tiny codebooks and the original ones. A
http://www.featurespace.org
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Table 2: Number of descriptors for various tiny codebook sizes on Oxford5K general. Best
results in bold.
Codebook

Descriptors

Size

mAP

Total number

Per image

Baseline

200K

0.389

29.3M

5,794.9

Tiny codebook

3,321

0.515

670.4K

132.4

Tiny codebook

2,388

0.492

523.0K

103.3

Tiny codebook

1,422

0.483

335.0K

66.2

Tiny codebook

484

0.383

145.5K

28.7

codeword is declared an inlier when there is an almost exact geometric match between the query
and the result. Since tiny codebooks are much smaller than their originals, the total number of
inliers cannot serve as an evaluation criterion. Instead, we propose the per image fraction of the
number of inliers over the total number of common word appearances, the putative matches, as an
evaluation criterion. On 800 query images compared to 100 query results each, the tiny codebooks
return an average of 19.3% of the putative matches as inliers, whereas the full codebook returns
10.6% as geometrically identical. When geometry is present in the dataset, tiny codebooks may
capture it better than the original codebook, even if they are not programmed to do so.
Robustness to distractors. Table 3 displays the results when many challenging distractor
images are added to the test sets. As expected, retrieval performance drops for both the baseline
and tiny codebooks. However, for all settings tiny codebooks outperform the baseline substantially.
The rare events captured by the tiny codebooks are also rare when witnessed within much larger
sets of images. Furthermore, given that we have 99.5% fewer descriptors per image, Table 2, tiny
codebooks are also more efficient with respect to computational timings, memory and storage
requirements. We conclude that tiny codebooks are robust and efficient, even when large sets of
challenging distractor images are included in the image search.

Mean average precision

0.6
0.5
0.4
0.3
0.2
Tiny codebooks
Baseline 200K

0.1
0
0

10

20

30
40
50
60
Number of examples per object

70

80

90

Figure 20: Influence of examples used for tiny codebook construction as a function of known
object retrieval performance. We do not plot the variance, as it had only minor effects on the
final result. More examples guarantee better tiny codebook retrieval, but performance is sustained
with 20 examples per known object.
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Table 3: Robustness against distractors. Tiny codebooks retain their descriptive power, even
when many challenging distractor images are added in the dataset. Best mAP denoted in bold.
Evaluation routine

Distractors

Size

Baseline

Size

This work

Oxford5K general

-

200K

0.389

3.3K

0.515

Oxford5K general

Paris6K

200K

0.313

3.3K

0.424

Oxford5K general

Flickr100K

200K

0.372

3.3K

0.432

Oxford5K general

Paris6K+Flickr100K

200K

0.313

3.3K

0.399

Paris6K general

-

200K

0.331

3.9K

0.457

Paris6K general

Oxford5K

200K

0.260

3.9K

0.382

Paris6K general

Flickr100K

200K

0.291

3.9K

0.317

Paris6K general

Oxford5K+Flickr100K

200K

0.245

3.9K

0.300

3.6.2 Comparison with supervised codebooks

The results of experiment 2 are displayed in Table 4. As predicted from first principle in
Section 3.3, codebook construction via selection is better suited for retrieval, than direct supervised
codebook construction [121] or merging [43]. Randomized trees perform worse than k-means, as
was also observed by Philbin et al. [105]. Codeword merging by the Agglomerative Information
Bottleneck method [43] is the closest competitor. Nonetheless, tiny codebooks perform best for
all evaluation routines, especially for the specific versions. In Figure 21 we plot the distances
generated from an tiny codebook for random pairs of images, similar to Figure 16. Despite the
reduced codebook size, we see that the distance distribution remains highly peaked, similar to a
large and highly discriminative codebook. We verify and conclude that codebooks resulting in
small codeword masses Mw are preferable for known object retrieval.

Figure 21: Distribution of distances between random image pairs for a tiny codebook. Although
tiny codebooks use only a fraction of the words of the initial large codebook, see Figure 16(d),
they still maintain the desired peakedness.
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3.6.3 Comparison with geometric codebooks
The results of experiment 3 are in Table 5. We compare against codebooks constructed on
the basis of geometric consistency [47, 130]. The closest competitor in this case is geometric
words [130]. However, tiny codebooks are more accurate in all cases. For completeness we also
compare against the full codebooks composed of 200K words. Compared to the 200K k-means
baseline, tiny codebooks perform 33% better for Oxford5K specific and 38% for Paris6K general,
despite being at least 98% smaller in size. From Table 5, we verify once more that codewords
with smaller mass Mw are preferrable for retrieval.

Table 4: Experiment 2: Comparing tiny codebooks with other supervised codebooks of similar
size.
Evaluation routine

Size

k-means

AIB [43]

Randomized trees [121]

This work

Oxford5K general

3.3K

0.282

0.359

-

0.515

Oxford5K specific

3.1K

0.299

0.359

0.182

0.647

Paris6K general

3.9K

0.226

0.290

-

0.457

Paris6K specific

3.1K

0.241

0.293

0.173

0.538

3.6.4 Alternative initializations
We show the results for experiment 4 for Oxford5K general in Figure 22. We observe that a
geometric words prior [130] does not help tiny codebooks search. We attribute this to the rigid
nature of geometric words, which are selected to undergo and survive various image deformations
across the dataset. In contrast, when using a visual synonyms prior [47], tiny codebooks converge
faster to the final solution. However, the most helpful priors are per-class frequency statistics.
They not only allow for fast convergence, but also result in 0.520 mAP, even higher than tiny
codebooks found without using any priors. We conclude that easy-to-compute, efficient, frequency
statistics are the most useful priors for tiny codebook search.

3.6.5 Orthogonality to retrieval state-of-the-art
In Table 6 we present the accuracy of the tiny codebooks when combined with state-of-the-art
methods in retrieval. Tiny codebooks benefit from the tf-idf weighting scheme for specific
codebooks only. For general codebook the retrieval accuracy drops. This is not surprising, since
tf-idf weighting generally yields small improvement benefits in the order of 1-2%. When tiny
codebooks are combined with query expansions the results are much better. Pseudo expansion
helps as long as the initial retrieval result is performing well. For Oxford and Paris this results
in a relative increase up to 24% and 13% for the general and specific versions of the codebooks
respectively.
For buildings, geometric expansion is the way to go. For Paris6K general for example, the
relative retrieval accuracy increases by 63% to 0.745 mAP. We therefore derive the conclusion that
tiny codebooks retain the geometric details of the scenes. For all working purposes we consider
tiny codebooks to be orthogonal to state-of-the-art methods, especially query expansions.

50

3.6 results

Figure 22: Experiment 4: Alternative initializations for Oxford5K general. A frequency prior
helps best, better than a visual synonyms prior [47], whereas geometric words prior [130] aids
the least. Note that frequency priors are also the cheapest ones to compute.

Table 5: Experiment 3: Comparing tiny codebooks with geometrically derived codebooks. Best
mAP denoted in bold.
Evaluation routine

Size

k-means

Size

Geometric

Visual

words [130]

synonyms [47]

This work

Oxford5K general

200K

0.389

3.3K

0.435

0.417

0.515

Oxford5K specific

200K

0.487

3.1K

0.607

0.593

0.647

Paris6K general

200K

0.331

3.9K

0.409

0.387

0.457

Paris6K specific

200K

0.415

3.1K

0.524

0.473

0.538

3.6.6 Qualitative retrieval results
In Figure 23 we provide qualitative retrieval results. We observe that the informative codewords in
the tiny codebook consistently appear on the salient object locations, like the wings of the Moulin
Rouge in Figure 23(a) or the “S” from the ESSO logo in Figure 23(c). It seems tiny codebooks
are able to recover the structure of the object of interest, although no location information was
provided during training. In contrast, the codewords from the full 200K codebook appear in the
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Table 6: Experiment 5: Orthogonality to image retrieval state-of-the-art. While tiny codebooks
hardly benefit from the tf-idf weighting scheme, they are complementary to pseudo-expansion and
geometric expansion. Best mAP denoted in bold.
Evaluation routine

This work

+TF-IDF [124]

+Pseudo

+Geometric

Expansion [30]

Expansion [30]

Oxford5K general

0.515

0.509

0.639

0.739

Oxford5K specific

0.647

0.662

0.722

0.839

Paris6K general

0.457

0.455

0.580

0.745

Paris6K specific

0.538

0.541

0.607

0.788

whole image, thus hindering known object retrieval. Note that the tiny codewords also easily
identify multiple instances of the ESSO logo in Figure 23(c). We conclude that tiny codebooks
learn the essential information for known objects, without being programmed to do so.
3.7 conclusions
This chapter makes a contribution to known object retrieval. We establish that selecting the
most informative codewords into a small codebook no longer requires knowledge of geometric
correspondences as in the state of the art of large codebook reduction [47, 115, 130]. In our
method, we no longer employ a geometric correspondence. We rather take the viewpoint that each
new codeword added to the existing list contributes to the information content, that is whether
the entropy is reduced. In such a way, duplicates in the codebook of any origin will be avoided.
The entropy-based selection succeeds in reducing codebook sizes to even lower numbers as the
references, while it is applicable to non-buildings, such as product logos, as well.
In the experiments on the challenging building dataset, Oxford5K, the tiny codebooks use an
average of only 28.7 words per image for the same outcome, where 5,795 is the average in the
above references. When large sets of challenging and previously unseen distractor images are
added at retrieval time for the purpose of evaluating codebook robustness, tiny codebook always
outperform traditional large codebooks (Table 3). As tiny codebooks rest on information content
for the purpose of distinction only, not on any mechanism for that purpose, tiny codebook selection
is independent to, and thus benefits from, other methods of improving query responses [30].
When we combine tiny codebooks with query expansion, the image retrieval on the challenging
Paris dataset improves from 0.457 to 0.580 with a 3.9K codebook, which goes to 0.745 when
including also geometric verification. We conclude that tiny codebooks are compact, robust and
strengthen the accuracy benefits of state-of-the-art object retrieval methods.
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Figure 23: Experiment 6: Qualitative retrieval results. Given the single query image on the left
and the retrieved results next to it, we observe that the selected informative codewords () in
the tiny codebooks repeatedly collect themselves at specific and salient locations on the known
objects (a,c). In contrast, the original codewords () from a 200K codebook, which are not
adapted to any specific object, appear everywhere in the image (b,d), thus hindering the discovery
of objects of interest. This is especially hurting retrieval for small logos (d), while tiny codebooks
excel (c).
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4
C O N V E X R E D U C T I O N O F H I G H - D I M E N S I O NA L K E R N E L S F O R
V I S U A L C L A S S I F I C AT I O N

INVISIBLE HILBERT WITH CATMULL-ROM SPLINE INTERPOLATION
Minimal Abstract Geometric Art
Picture courtesy of Don Relyea, http://donrelyea.com/

“He who seeks for methods without having a definite problem in mind seeks in the most part in
vain.”
– David Hilbert (1862-1943)
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Having detected nuances nuances that are able to describe the objects of interest accurately, we
do not necessarily know what is their relation to the rest of the information that was deemed less
relevevant. Furthermore, alleviating the dependency on some prior knowledge on the distribution
of images would allow for a more practical setting.
4.1 introduction
In classifying pictures in object and scene classes, the issue of compactness of data emerges on
the agenda. In fact, the essential information content emerges due to the enormous progress that
has been made, so much so that very large number of classes are now within reach.
From the TRECvid [125] and PASCAL experiments [39] it has become clear that large sets
of features are necessary to capture the internal complexity of an arbitrary type of object in its
distinction from the rest of the objects in the world. The feature set has to be capable of registering
all internal and external variations. Therefore it is essential to start from a big set of features. For
object classification this set has now grown up to 250K and 500K per images [63, 104] for the
two ImageNet Large Scale Visual Recognition Challenge winners of this year.
However, large sets of features tend to obscure the understanding of the classification result, i.e.
which ones of the features deliver most of the distinction. What is needed is a small selected
set of features specific for each class. From a complexity point of view, both for storage and
computation, selection of features is to be preferred over compression. Effective and semantically
meaningful reduction of feature complexity is a necessary step before making the jump to
routinely classifying anything on very large numbers of visual object classes.
In this chapter we discuss fast and effective classifiers by selection of a small subset of visual
features from an initially very large set of features. In general, classifiers are dependent on the
number of images analyzed and on the dimensionality of the image representation. To cope with
the increasing number of images, efficient linear SVM kernels are preferred. Yet, linear SVM
kernels have repeatedly been shown [103, 144] to underperform in visual classification tasks.
Two current-day extensions improve the performance of linear SVM kernels. The first one relies
on image feature transformations mimicking non-linear kernel maps [82, 103, 144]. The second
relies on richer image representations, such as Fisher vectors [102], known to be effective in
combination with linear SVM kernels. While both solutions are effective in terms of classification
accuracy, they both result in high-dimensional image representations and, hence, in inefficiency.
We aim to reduce the complexity of the image representation a posteriori by feature selection
when building the kernel, while maintaining the accuracy advantage of both non-linear kernel
maps and Fisher vectors.
Dimensionality reduction for visual classification has been a topic of constant interest, since it
allows for more compact and thus more efficient image representations. Recent approaches [71,85]
focus on supervised vocabulary reduction by optimizing statistical and information theory criteria.
Both [85] and [71] use class labels from ground truth to select vocabulary words that maximize
statistical inter-class criteria [61]. However, large data sets are also accompanied by the presence
of large number of classes, e.g ImageNet currently counts approximately 22K classes [36]. In
the presence of so many, and often visually similar, classes optimizing such inter-class criteria
is a futile task. In contrast, unsupervised data dimensionality reduction, such as PCA [13] or
UKDR [150] overcomes this hurdle. We consider unsupervised kernel reduction.
We propose to perform kernel reduction before classification. Where standard kernels calculate
distances between features dimension by dimension, before summing them, we propose to
calculate the distance on selected and weighed feature dimensions. We pose selection and
Published in the Proceedings of IEEE Conference on Computer Vision and Pattern Recognition, 2012 [46].

56

4.2 related work

weighing of kernel dimensions as a convex optimization problem, searching for those dimensions
that cooperatively approximate the original kernel value set. Such a treatment allows for classindependent feature dimensionality reduction. Experiments on the Scenes [72] and PASCAL
VOC 2007 [39] datasets show that our reduction performs as accurate as PCA yet much faster.
Moreover, in contrast to existing dimensionality reduction methods, our method can be applied
independent of and additional to, both non-linear embedding and Fisher vectors. The method
does not use any labeling of images, nevertheless we find that the selected dimensions tend to
correspond to meaningful patches in the image.
4.2 related work
4.2.1 Enhancing linear kernels
Simple linear SVM kernels have repeatedly been shown [103, 144] to underperform in visual
classification. However, linear SVM efficiency benefits are crucial when moving to large data and
feature sets. Several approaches have been proposed that maintain the efficiency of linear SVM
kernels, while making them more accurate.
Kernel theory dictates that for every non-linear kernel map K (p, q), there exists a feature
mapping φ( · ), such that K (p, q) = φ(q)T φ(p). This is a simple dot product, thus equivalent
to a linear kernel calculated using φ(p) instead of p. Several methods have been proposed that
approximate φ(·).
In their pioneering work, Maji and Berg [82] propose to approximate φ( · ) for the histogram
intersection kernel with a modified version of Heaviside (step) functions. Generalizing on the
Maji and Berg embedding, Vedaldi and Zisserman [144] describe the theoretical formulations
for explicit feature maps of the χ2 , histogram intersection, Hellinger’s and Jensen-Shannon
kernel maps, calculated on their corresponding Fourier transform space. They furthermore
propose a periodic approximation of these explicit feature maps, that allows for a concise, yet
accurate enough representation for φ( · ). Rahimi and Recht [107] and Li et al. [77] also propose
exploitation of the Fourier space of kernel maps, using random sampling instead of the exact
Fourier formulation. Starting from the data point of view, Williams et al. [152] proposed the
kernel PCA. The kernel PCA learns the non-linear embeddings from the data distribution. To
improve the efficiency of kernel PCA when learning the non-linear embedding, Perronnin et
al. propose the additive kernel PCA [103] that uses additivity to speed up the process. Both
kernel PCA and additive kernel PCA are characterized of high computational complexity during
embedding of new samples, although this complexity can be decreased in exchange of larger
image feature dimensionality.
Rather than focusing on the kernel, other approaches emphasize enriching the image representation. In [102], Perronnin et al. propose to encode images using the Fisher vectors. Instead of
mapping every local feature to a single element of a visual vocabulary, the difference between
the local features and all the elements in the visual vocabulary is computed. In a similar fashion,
Zhou et al. [169] propose the Super vector encoding, which also captures the difference between
local features and vocabulary elements. Both methods have shown to perform exceptionally well
in visual classification benchmarks like PASCAL VOC 2007 [28].
4.2.2 Reducing linear kernels
Data dimensionality reduction is a classical problem in the field of machine learning and statistics.
The most popular method for unsupervised data reduction is PCA [13], which has been shown
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to work in a variety of contexts. Recently, Perronnin et al. [102] used PCA to reduce the
dimensionality of SIFT features, so that their proposed Fisher vectors have a more manageable
size. In [108], Raina et al. use PCA as a competitor to their LASSO optimization, which was
applied on a transfer learning problem. Other methods for reducing the kernel dimensionality in
an unsupervised manner include the work of Wang et al. [150]. Their desideratum is to mimic the
autoencoders from the neural network literature, and like PCA, learn a transformation map which
would reproduce the original kernel when applied inversely. They obtain low classification errors,
especially for very low dimensions (less than 5). For larger dimensionality problems, which is
the standard in visual classification, they achieve at best on par with PCA.
4.2.3 Contribution and novelty
State-of-the-art visual classification approaches such as the approximated feature maps [144]
and Fisher vectors [102] enhance linear SVM kernels at the expense of image features with high
dimensionality. Since both approaches build on the linear SVM kernel, reducing the linear kernel
will result in substantial efficiency benefits. Methods for unsupervised kernel dimensionality
reduction exist [13, 150], but it is unclear whether their reduced kernels benefit from methods that
enhance linear SVM models.
We propose to perform linear kernel reduction before classification. We pose selection and
weighing of kernel dimensions as a convex optimization problem, searching for those dimensions
that cooperatively approximate the original kernel value set. Such a treatment allows for classindependent feature dimensionality reduction. Our main contributions are that i) our reduction
performs as accurate as PCA yet much faster, ii) our reduction is complementary to non-linear
embeddings where others are not, and iii) combining our reduced kernel with Fisher vectors and
approximate feature maps yields robust accuracy.
4.3 convex reduction of kernels
P
Let K (p, q) denote the abstract manifestation of a kernel, such as K (p, q) = i min{pi , qi } for
the histogram intersection kernel. With N (p, q) we shall denote the convex reduced kernels
we propose. With x = [ x1 , ..., xD ]T , y = [y1 , ..., yD ]T we denote the image feature composed
of D dimensions. Given x, y, let Kx,y denote the actual distance value calculated between the
p=x
two images, that is Kx,y = K (p, q)|q=y . Finally, we shall denote the 1-d kernel distance values
i , that is ki = K ( p , q )| pi = xi .
calculated per dimension i of x, y with kx,y
i i qi =yi
x,y
4.3.1 Theory
The most popular kernels applied for visual classification are the χ2 , histogram intersection and
Hellinger’s (or Bhattacharya) kernels. These kernels share two basic properties, additivity and
homogeneity. A kernel is additive, when
K (p, q) =

D
X

K ( pi , qi ),

(4.1)

i

This property is especially convenient, since performing 1-d, non-linear operations and adding
them is always more efficient than performing a single multi-dimensional, non-linear operation.
A kernel K (p, q) is γ-homogeneous, if
K (c p, c q) = cγ K (p, q), ∀c ≥ 0.
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Figure 24: Simple example of a convex reduced kernel using eq. (4.5). The new kernel distances
Nx, y approximate Kx, y for various pairs of images < x, y >, by using only 2 out of 5 of the 1-d
kernel distances.
Homogeneity implies that scaling the kernel values by a constant cγ has the same effect as scaling
the corresponding image feature dimensions by the same constant c. The simplest kernel having
both properties is the linear kernel, i.e. K (p, q) = qT p.
Given an additive kernel K (p, q) and two image feature representations, x, y, their kernel
distance may be written as a sum of the kernel distances of the individual dimensions, that is
1
D
Kx,y = kx,y
+ ... + kx,y
.

(4.3)

Interestingly, eq. (4.3) implicitly assumes that when calculating the distance between two images,
the 1-d distances between the individual dimensions have equal unit weight and thus equal
importance. However, when two images are similar, it is mainly because some specific words
contribute the most by having large values for both images. For example, when we have two
images of boats, we expect that the distance between “water”visual words will contribute more to
their similarity than the distance between “car wheel” visual words [139]. Therefore, we propose
a different scaling factor ci in front of each 1-d kernel distance and form a new kernel distance
Nx,y , that is
1
D
Nx,y = c1 kx,y
+ ... + cD kx,y

= cT kx, y ,

(4.4)

1 , ..., k D ]T . Eq. (4.4) implies that in order to find the similarity between two
where kx, y = [kx,y
x,y
i between each individual dimension and
images, we may as well measure the distances kx,y
multiply them with the corresponding scaling factor ci . By doing so, we place more importance
to the distances between certain dimensions. Note that N (p, q) is an additive kernel map as well.

4.3.2 Convex reduction
Starting from eq. (4.4), we want to compact N (p, q). Therefore, we first separate the 1-d kernel
dimensions contributing more to the final kernel distance values Nx,y from the less important
dimensions. In order to distinguish the two, we denote with ∆ the number of important dimensions,
with ci+ the scaling factors of the important dimensions and with c−i the scaling factors of the
unimportant dimensions. Compacting the kernel, or ignoring the unimportant dimensions, is
equivalent to setting their scaling factors to zero, that is c−i = 0.
Intuitively, in order to obtain a successful compact approximation Nx,y , we want two conditions
to hold: i) for all possible image pairs x, y to have Nx,y ≈ Kx,y and ii) ∆  D. The first condition
is typically resolved in the literature by minimizing the squared difference between the target
value Kx,y and the regressed value Nx,y . The second condition is mathematically equivalent to
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minimizing the `1 norm of vector c, that is driving as many elements in c to zero as possible.
Taking into account eq. (4.4), we formulate the following optimization problem
arg min Kx, y − cT kx, y
c

2

+ λ kck`1 .

(4.5)

Eq. (4.5) is a regularized least squares problem, also known as LASSO convex optimization
problem. A LASSO problem may be solved efficiently using non-negative quadratic programming,
such as the feature-sign algorithm [74]. In order to phrase our optimization problem as a nonnegative quadratic one, we assume the values of c to be positive. In order to efficiently solve
eq. (4.5), we use 1-d kernel distances as training data to learn from the kernel data distribution
at hand. We collect training data by measuring the kernel distances between random image
pairs x, y to form the column vector Kx, y . At the same time, we store the individual 1-d kernel
i , see Fig. 24. While all
distances as computed from each one of the kernel dimensions kx,
y
possible image pairs x, y can be used, we observe in our experiments that randomly sampling
and using 5% of them is adequate enough, see Table 9. Parameter λ controls the sparsity of our
solution, effectively affecting the coarseness of our approximation. The smaller the λ, the more
dimensions are activated and therefore the better an approximation is obtained. An example is
shown in Fig. 25.
After solving the optimization of eq. (4.5), we obtain the scale vector c that approximates
the original kernel distances Kx, y with a small number of selected and weighed 1-d kernel
i . In order to be able to apply the optimization solution directly on the image
dimensions kx,
y
feature representations, we take advantage of γ-homogeneity, see eq. (4.2). More specifically
N (x, y) =

=

∆
X
i
∆
X

γ+

ci

K ( xi , yi )

K (ci+ xi , ci+ yi ).

(4.6)

i

Based on eq. (4.6) we only need to consider the dimensions, which correspond to the non-zero
q

scale factors ci+ . We then multiply the respective dimensions of the image features x, y with γ ci+
and ignore the rest of the dimensions. When considering the 2-homogeneous linear kernel for
example we multiply each image’s feature dimension i with the square root of the corresponding
√
scaling factor, i.e. ci .
The kernel N (p, q) is valid if it meets two conditions, that is: i) being symmetric and ii) being
semi-positive definite. Based on eq. (4.4) and given that K (p, q) is a valid kernel, we derive that
the first condition is met, since the image features in the 1- d kernel distances are interchangeable,
i
i . Moreover, since c ≥ 0 for all elements in vector c and K (p, q) is positive
i.e. kx,y
= ky,x
i
semi-definite, then N (p, q) is also positive semi-definite. We therefore conclude that the new
kernel is valid.
An index of measuring the quality of our convex reduced kernel is the root mean square error
 (c) between Nx, y and Kx, y . If the error is small, then our reduced kernel properly approximates
the original kernel distances. In practice, we require that the root mean square error given vector
c over the average kernel distance value is below a threshold t, that is
 (c)
K̂x, y

<t

(4.7)

We may use eq. (4.7) to define the optimal ∆ for keeping a balance between performance loss
and reduction ratio.
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Figure 25: Kernel value distribution for various image pairs (best viewed in color). In blue we
have the original kernel distance calculated. With the magenta, green and red we visualize convex
reduced versions, that is λ1 > λ2 > λ3 . The λ1 approximations uses very few (i.e. 66) dimensions,
therefore accuracy of the kernel reconstruction is hurt.

All the formulations above did not specify the kernel type. Although every kernel may be
reduced, we observed that with the current linear model of eq. (4.4), we obtain the most accurate
reconstruction when reducing the linear kernel. Moreover, by reducing the original linear kernel,
we experimentally observe to have the additional benefit of being complementary to non-linear
embeddings, such as [82, 103, 144]. In the remaining text we consider the linear kernel, that is
K (p, q) = qT p.
4.3.3 Complexity
We identify four stages that need to be evaluated with respect to complexity. We separate these
four stages into two groups, the offline and the online computations. The offline computations
are fixed and independent of the dataset size; whether having 1, 000 or 1, 000, 000 images, the
offline optimization will spend the same time. Yet, the online computation timings will be severly
affected when having 1, 000, 000 instead of 1, 000 images. Since datasets become larger, we
consider them separate for fairness.
1. Optimization time (offline). In the first stage we optimize eq. (4.5). We first calculate 1-d
kernel distances between pairs of images in the training set, with a O( D2 · Q) for the linear kernel,
where Q the number of pairs of images used to extract kernel distances. Then we solve eq. (4.5),
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with the complexity depending on the solver used. The optimization is performed in an offline
manner once. Hence it does not affect learning and classification.
2. Preparation time (online). The second stage refers to the complexity for obtaining the
new image representations. We first reduce the original image features according to the new
reduced kernel. During reduction, we require only scaling of the selected dimensions with an
appropriate constant. Thus we have a O(∆) complexity per image. Applying the non-linear
embeddings [82, 103, 144] on top of our reduced kernel is optional. The complexity depends
on the embedding. However, having fewer dimensions always results in faster embeddings.
Therefore, embedding our convex reduced kernel is more efficient than embedding the full kernel.
3. Learning time (online). The third stage involves the run-time complexity. After obtaining
the reduced kernel, a linear SVM is applied for learning and classification. Linear SVM has
learning complexity that depends on the algorithm used. However, state-of-the-art algorithms
like [118] use sparse matrix algebra, hence complexity depends on the number of non-zero
elements per feature. When using convex reduced kernel the dimensionality becomes smaller and
the number of non-zero elements per feature drops, therefore learning becomes faster.
4. Classification time (online). The forth stage refers to the classification. We multiply the
obtained weight vector w with the respective image features (and perform one summation for the
bias term). If we have M images, classification is a vector-matrix multiplication characterized
by O( D · M ) complexity. When applying our convex reduced kernel, this complexity drops to
O(∆ · M ), which is a noticeable speedup, especially for large data and feature sets.
4.4 experiments
4.4.1 Experimental setup
Datasets. For the experiments we use two popular datasets. The first one is the Scenes dataset
introduced by Lazebnik et al. [72]. The Scenes dataset contains 4,485 medium size images
of 15 indoor and outdoor scenes, such as “kitchen” or “forest”. The second dataset is the
VOC 2007 dataset [39], which contains 9,963 images and is composed of 20 different objects.
The VOC 2007 dataset is a particularly challenging dataset, since one image may contain several
of the objects. What is more, the instances of an object in a picture may exhibit large variation in
appearance, size, context, etc. For both datasets we use the common training and test set divisions.
Note that our convex reduced kernel is optimized on the training sets only.
Evaluation criteria. We study the algorithms with respect to their average precision accuracy,
which is equivalent to the area under the precision-recall curve. We report the mean of average
precision (mAP) over all scenes or objects. We also study the algorithms with respect to their
computational efficiency. We focus on the online timings required by all the algorithms, that
is the preparation timings, the learning timings and the classification timings, as discussed in
Subsection 4.3.3. We repeat the experiments 10 times and report the mean and the standard
deviation. The linear SVM solver we use, pegasos [118], returns approximate solutions, so
we report the mean and standard deviation of mean average precision for the 10 runs. For
completeness, we also report the offline optimization timings. All timings were computed on a
standard Xeon machine at 2.93GHz.
Implementation. For all images we extract dense SIFT [81] features every 2 pixels on multiple
scales, i.e. 4, 6, 8 and 10 pixels for bin size. We then construct a visual vocabulary of 4,000 visual
words using approximate k-means [105]. Spatial pyramids [72] or other descriptors may be used
to further improve accuracy, but we do not include them in our current experiments. In order
to solve the convex-optimization problem of eq. (4.5), we use the feature-sign algorithm [74].
We learn the linear SVM using pegasos [118]. Prior to learning and classification, we perform
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`2 normalization. For the non-linear embeddings, we use the code provided [142] for the
approximated feature maps [144]. We set its periods extension to 3. Preliminary experiments
have shown similar results also for kernel-PCA [152]. Finally, we use an approximate version of
Fisher vectors, which does not include the variance term. We calculate the mixture parameters of
the gaussian mixture model (GMM) from the approximate k-means clusters. Hence, our mixture
model is equivalent to a GMM after one round.
4.4.2 Experiment 1: Linear kernel reduction
In the first experiment we compare our proposed convex reduced kernel with PCA [108]. We
examine how well both approximate the full linear kernel, which uses a dimensionality of 4,000
words. The results are summarized in Table 7.
For both the Scenes and VOC 2007 datasets, our kernel and PCA perform on par in terms of
classification accuracy. Moreover, both approximate the full kernel well. We observe similar
behavior for Caltech-101 (data not shown). In terms of efficiency for offline optimization, our
method needs approximately 3 minutes to harvest the 1-d kernel distances from 50K pairs of
images, and it takes 4, 36 and 248 seconds for the 600, 1,200 and 2,200 dimensional kernels
respectively. In the online stages of visual classification, the efficiency of our kernel becomes
prevalent. Especially in the kernel preparation stage where PCA requires a matrix-matrix multiplication with a O(∆ · D · M ) complexity, and ours is linear with O(∆). Hence, we are 10x
faster as PCA. Since the size of the reduced kernel is equal for learning and classification, our
method and PCA are equally efficient for these stages. Depending on the reduction rate, both our
method and PCA can be up to 10x faster than using the full linear kernel. In terms of total online
classification time our method is most efficient.

gforge.inria.fr/projects/yael
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Table 7: Experiment 1: Linear kernel reduction. Our proposed convex reduced kernels are as accurate as PCA when approximating a full linear kernel, yet
faster for online classification. We report rounded codebook sizes.

Our kernel

PCA

PCA

PCA

Full

Method

1,200

600

2,200

1,200

600

4,000

Size

0.761±0.000

0.757±0.002

0.747±0.001

0.766±0.001

0.766±0.001

0.763±0.001

0.767±0.001

mAP

0.41±0.01

0.19±0.01

0.11±0.00

4.88±0.01

2.74±0.08

1.44±0.01

0.18±0.01

Preparation(s)

4.42±0.16

2.88±0.12

1.14±0.01

4.14±0.01

2.71±0.15

1.14±0.01

10.39±0.05

Learning(s)

0.08±0.00

0.06±0.00

0.03±0.00

0.08±0.00

0.05±0.00

0.04±0.00

0.13±0.00

Classification(s)

0.379±0.002

0.376±0.002

0.364±0.002

0.388±0.002

0.387±0.002

0.381±0.001

0.388±0.002

mAP

0.80±0.01

0.42±0.01

0.20±0.00

10.33±0.35

6.17±0.15

3.10±0.06

0.36±0.01

Preparation(s)

11.13±0.02

6.72±0.01

3.58±0.01

11.14±0.04

6.70±0.02

3.59±0.01

20.89±0.14

Learning(s)

0.18±0.00

0.12±0.00

0.08±0.00

0.18±0.00

0.12±0.00

0.08±0.00

0.32±0.01

Classification(s)

VOC 2007

Our kernel
2,200

Scenes

Our kernel
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4.4.3 Experiment 2: Non-linear kernel embedding
We test in the second experiment the complementarity of both our reduced kernel and PCA with
the non-linear embedding using approximated feature maps [144]. The results are summarized
in Table 8.
In contrast to PCA, our kernel reduction is complementary to approximated feature maps.
Hence, our visual classification results are much more accurate for both the Scenes and VOC 2007 datasets.
We approach the accuracy of an embedding using a full kernel with approximately half of the
number of dimensions. Regarding the efficiency, we observe substantial gains from using our
reduction over the full kernel. Data preparation is up to 80% faster than using the full kernel for
both Scenes and VOC 2007 datasets. Learning becomes 50-85% faster for both the Scenes dataset
and the VOC 2007 dataset. Classification becomes 55-85% faster for the Scenes dataset and 4585% faster for the VOC 2007dataset. Again, PCA is considerably slower in the data preparation
time. The offline optimization is the same as in Section 4.4.2. Performing the reduction first on
the linear kernel is theoretically inferior, yet has the apparent benefit that from that moment on we
no longer need to apply subsequent optimizations on irrelevant kernel dimensions. For example,
applying the approximate feature maps on the 600 most relevant kernel dimensions results in a
4,500-d kernel. When we compare it with the approximately similar sized regular 4,000-d kernel,
we obtain a relative increase of 7% on Scenes and 11% on VOC 2007 (see Table 8).
We show some classification examples for the VOC 2007 dataset in Fig. 27. In the pictures
the 10 dimensions with the largest ci values are visualized. Although images are densely
sampled, we find that features mapped on these dimensions tend to be located on salient locations,
often on objects. It is interesting that no labeled data are used to find these features lying on
salient locations. We conclude that our convex reduced kernel is complementary to non-linear
embeddings, and should be used together with these embeddings, such as the approximated
features maps, to obtain an accurate and efficient visual classification.
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Table 8: Experiment 2: Non-linear kernel embedding. In contrast to PCA, our kernel reduction is complementary to non-linear embeddings like approximated
feature maps with χ2 kernel [144]. Our kernel maintains the accuracy advantages of non-linear embeddings, but is more efficient for online classification, during
all stages, when compared to non-linear embedding of the full 4,000 dimensional kernel.

AFM(PCA-2200)

AFM(PCA-1200)

AFM(PCA-600)

AFM(Full)

Full

4,500

15,300

8,700

4,500

28,000

4,000

Size

0.832±0.000

0.819±0.000

0.753±0.001

0.753±0.001

0.746±0.001

0.855±0.000

0.767±0.001

mAP

1.63±0.05

0.89±0.02

0.47±0.02

4.07±0.72

3.72±0.03

1.88±0.10

2.84±0.45

0.18±0.01

Preparation(s)

29.76±0.22

16.88±2.82

8.77±0.63

23.38±0.08

14.65±0.15

7.55±0.11

61.32±9.51

10.39±0.05

Learning(s)

0.47±0.01

0.26±0.01

0.15±0.01

0.39±0.01

0.24±0.01

0.13±0.0

0.97±0.09

0.13±0.00

Classification(s)

0.458±0.001

0.449±0.000

0.431±0.001

0.345±0.001

0.346±0.001

0.351±0.001

0.475±0.001

0.388±0.002

mAP

3.29±0.01

1.86±0.01

0.98±0.00

13.46±0.25

7.55±0.45

4.11±0.16

4.77±0.04

0.36±0.01

Preparation(s)

74.04±0.15

43.83±0.04

22.98±0.05

70.54±0.11

42.37±0.07

23.21±3.08

143.25±0.20

20.89±0.14

Learning(s)

1.11±0.01

0.66±0.00

0.35±0.00

1.11±0.00

0.65±0.03

0.36±0.00

2.05±0.01

0.32±0.01

Classification(s)

VOC 2007

AFM(Our kernel-600)
8,700

0.841±0.000

Scenes

AFM(Our kernel-1200)
15,300

Method

AFM(Our kernel-2200)
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Figure 26: Experiment 3: Convex reduction parameters. Mean average precision given λ.
4.4.4 Experiment 3: Convex reduction parameters
In experiment 3 we first compare the performance of our reduced kernels with respect to the image
feature dimensionality, which is controlled by parameter λ of eq. (4.5). We show results in Fig. 26.
For the Scenes dataset we observe in Fig. 26(a) that a reduction to only 60 dimensions leads to a
crude approximation. As a result the error ratio, see eq. (4.7), is high; around 14%. Increasing
the number of dimensions results in smaller error ratios and better classification accuracy. The
same holds for the VOC 2007 dataset, see Fig. 26(b).
We also test the influence of the number of samples used for solving the optimization of
eq. (4.5). We sample the 1-d kernel distances geometrically in the interval [10K, 200K ] for the
Scenes dataset. The results are shown in Table 9. We observe that using the kernel distances
between 50K to 100K data samples, which corresponds to 2-5% of the number of the 2.5M
possible pairs of images in the training set, is adequate for a good approximation. Similar results
were obtained for the VOC 2007 dataset (data not shown).
4.4.5 Experiment 4: Non-linear Fisher kernel
In our fourth experiment, we take advantage of the convex reduced kernels to combine them with
the popular Fisher vectors [102]. Extracting Fisher vectors using the full kernel is computationally
too expensive (our full kernel is composed of 4,000 dimensions, contrast to the 256 in [102]).
Using the Fisher representation for the reduced kernels results in image feature of large, yet

Table 9: Experiment 3: Convex reduction parameters. Performance of the kernel approximation
with respect to the sample size used for training in eq. (4.5). The results are averaged over 3 runs
including standard deviation. Using 50K pairs of images, that is 2% of the number of possible
pairs in the training set of the Scenes dataset is adequate to solve eq. (4.5). Similar results are
obtained for the VOC 2007 dataset (data not shown).
Method

10K

20K

50K

100K

Our kernel

0.740±0.002

0.744±0.000

0.748±0.000

0.750±0.001

AFM(Our kernel)

0.816±0.001

0.818±0.001

0.819±0.001

0.819±0.000
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Table 10: Experiment 4: Non-linear Fisher kernel. Using our 600-d kernel as a basis, we
can apply additional optimizations like Fisher vectors and approximate feature maps, whose
computation using the Full 4,000-d kernel is prohibitive. Combining our kernel with Fisher
vectors and approximate feature maps is fruitful (best results bold).
Scenes

Size

VOC 2007

Method

Full

Ours

Full

Ours

Full

Ours

Kernel

4K

600

0.767

0.747

0.388

0.364

AFM(Kernel)

28K

4.5K

0.855

0.819

0.475

0.431

Fisher(Kernel)

256K

40K

N/A

0.848

N/A

0.457

AFM(Fisher(Kernel))

1.8M

290K

N/A

0.883

N/A

0.529

Figure 27: Ten kernel dimensions with the largest weights ci after reduction for VOC 2007 images (best viewed in color). Note that dimensions were found based on pairwise 1-d kernel
distances between pairs of images only. No individual bag-of-words image features, nor labeled
examples were used.
manageable dimensionality. The reduced feature size allows us to embed the reduced Fisher
vectors on the approximated feature maps [144], so that it benefits from non-linear SVMs. Using
the full kernel of 4,000 dimensions, combined with Fisher vectors and approximated feature maps
would require prohibitively expensive computations, resulting in vectors of 1.8M dimensions, too
large to handle. We show results in Table 10. For completeness, we also include results from
experiments 1 and 2.
We observe an explosion of dimensions when using Fisher vectors, resulting in image features
of 40K dimensions. For the Scenes dataset the increase comes with an accuracy boost from 0.747
to 0.848. When we apply the approximated feature maps on the Fisher vectors and our kernel
reduction we improve even further, scoring 0.883 in mAP. Since for the Scenes dataset also
precision is used for evaluation, we report our current best result of 0.840, not yet including
spatial pyramids and their newest variants. For the VOC 2007 dataset the absolute improvement
of embedding the reduced Fisher vectors on the approximated feature maps is even larger, going
from 0.364 in mAP to 0.529, a serious improvement. We conclude that our convex reduced kernel
is complementary to Fisher kernels. What is more, using our convex kernel to reduce Fisher
vectors makes non-linear embeddings computationally feasible, and results in robust classification
accuracy.
4.5 conclusion
We propose to perform linear kernel reduction before classification. We pose selection and weighting of kernel dimensions as a convex optimization problem by searching for those dimensions
that cooperatively approximate the original kernel value set. Our proposed algorithm performs
the reduction in an unsupervised manner, making it independent of the number of classes in
the classification. We show on both the Scenes and VOC 2007 datasets that our reduced linear
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kernels are more efficient and as accurate as existing reduction methods. In contrast to existing
reduction methods, our reduced kernels benefit from the state-of-the-art in visual classification,
such as the approximated feature maps [144] and Fisher vectors [102]. We advocate to use our
convex reduced kernel together with Fisher kernels and approximate feature maps to obtain the
highest accuracy most efficiently.
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5
L O C A L A L I G N M E N T S F O R F I N E - G R A I N E D C AT E G O R I Z AT I O N

Gould’s famous drawing of four of the fifteen species of Darwin’s finches ([1] the large ground finch, [2] the medium ground finch,
[3] the small tree finch and [4] the green warbler-finch).

“It is not the strongest or the most intelligent who will survive but those who can best manage
change.”
– Charles Darwin (1809-1882)
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Figure 28: Examples of fine-grained sub-classes for the Birds and Dogs datasets. Note the
difficulty of recognizing these categories in a finer detail. (a) All four birds belong to different
sub-classes, although some of them look very similar. (b) Dogs appear in all kinds of position,
poses and scales. Based on example images like these, fine-grained categorization tries to
discover which fine-grained species each image belongs to. Rather than directly trying to localize
parts (be it distinctive or intrinsic, see text), we propose to first roughly align the objects based
on their global shape, ignoring the actual fine-grained category. After aligning the object, we
then proceed with consistent partitioning, arriving at successful classification.

In this part of the thesis we study situations, where discovering distintive visual nuances are
not just important, but vital for successful classification and visual understanding. We, therefore,
elaborate on the task of fine-grained categorization. Fine-grained categorization deals with object
categories that belong to a common super category, for example bird species or dog breeds.
5.1 introduction
According to cognitive psychology, fine-grained categorization of images, like the ones in
Figure 28, relies on identifying small differences in appearance of specific object parts [111].
Humans learn to distinguish different types of birds by addressing the differences in specific
details. Recent works in computer vision have verified this mechanism [11, 26, 40, 164, 165].
The same holds for car types [36], aircraft types [84] and dog breeds [64, 80]. Active learning
methods have been proposed to extract attributes [38], volumetric models [40] or part models [18].
They require expert-level knowledge at runtime. In contrast, we aim for fine-grained image
categorization from training example images, with no interaction other than the fine-grained label.
Various methods learn what details to focus on for fine-grained categorization. While good
results have been obtained by relying on high dimensional template matching procedures [158],
parts are adopted as the natural template [165]. Yet, it remains unclear to what degree is the ability
to accurately localize corresponding locations over object instances important, counterbalanced
by the ability of capturing detailed information from raw visual data? While often these go hand
in hand, e.g., when using templates, we defend the view that actually it is the latter that matters
most. Therefore, we argue that precise localization is not always necessary. Rough alignments
suffice, as long as one manages to capture the distinctive details in the appearances.
Published in the Proceedings of the IEEE International Conference on Computer Vision, 2013 [44], extension accepted
for publication to the International Journal of Computer Vision.
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Localizing consistent locations on instances of certain object categories is strongly related to
part learning. Parts are divided in intrinsic parts, i.e. semantic parts that are shared by all (or at
least most of) the sub-classes, as in [18, 80], such as the head of a dog or the body of a bird, as
opposed to distinctive parts, as in [157, 158] specific to a few sub-classes. The large variability
in poses and appearances renders the clean detection of intrinsic parts difficult. In contrast,
distinctive parts are destined to be found on few sub-classes only. They are more consistent in
appearance, as the distinctive detail is better tailored to be detected on few sub-classes. Still,
the number of sub-class specific parts soon becomes huge, each trained on a small number of
examples. This limits the robust capturing of all viewpoints, poses and condition changes. Hence,
detecting parts, be it intrinsic or distinctive, both have their difficulties in the learning phase.
Rather, we propose to roughly localize distinctive details by first aligning the objects. This
alignment is rough and insensitive to most appearance variations. Rough alignment is not subclass specific, thus the object representation becomes independent of the number of classes
or training images [158, 159]. In essence, rough alignment rests on the assumption that the
sub-classes share a rough shape.
Our first contribution is based on the observation that all sub-classes belonging to the same
super-class share a similar global pose. Within that pose similar visual properties are found on
similar locations. Therefore, it is effective to align objects, as we will pursue. In supervised
alignment, annotated details are transferred from training images to test images. In unsupervised
alignment, we use alignment to delineate corresponding regions on objects, so that they can be
used in the differential classification.
Our second contribution is based on the observation that starting from rough alignments
small appearance perturbations will become noticeable even between very similar objects, due
to common image deformations such as small translations, viewpoint variations and partial
occlusions. Descriptors that are precise, yet sensitive to common image transformations, like
intensity SIFT [81] or kernel descriptors [14], used in prior works [40, 157, 164] are therefore
likely to be a sub-optimal choice for a description of parts. We prefer to use localized, color
Fisher vectors that are originally developed for global image classification [63, 104]. As our
experiments indicate, they are more suited than spatial/matching based intensity features not only
for describing roughly localized information, but even ground truth parts.
As part of our third contribution, we reveal the significance of segmentation in fine-grained
categorization. As fine-grained categorization implies that all sub-categories are usually found
in common premises, segmentation isolates the pixels relevant to fine-grained details only. Our
experiments show that accurate segmentation makes a substantial difference in the recognition of
fine-grained sub-categories. What is more, we demonstrate that segmentation based free-form
parts, allow for higher precision, as compared to traditional rectangular templates.
Our forth contribution is to present a methodology for performing fine-grained categorization
with minimal human interaction. Where often bounding boxes are required at runtime, see [26,
44, 165], we demonstrate how to obtain a similar support region with simple, inexpensive means.
The amount of human interaction is thus limited to only providing training images, without the
need for bounding boxes.
Last, we include a qualitative analysis that outlines the limitations of visual features. Where
visual features extracted from the fine-grained object fail to discern between species, possibly
due to almost identical appearance, one could attempt to analyze the environment, as [35] would
argue. We conclude with an experiment, where we answer the question of what makes a bobolink
a bobolink, finding out that advanced, orderless, features, such as Fisher vectors, operate as a
spatial hashing function, that builds correspondences between spatial details and certain feature
dimensions.
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This chapter is an extension of our previous work [44]. Compared to our earlier version,
we present a richer related work section, and we enrich our methodology by i) extending the
types of fine partitions and ii) alleviating the bounding box requirement at runtime. Furthermore,
we extend the experimental section by including seven more experiments, qualitatively and
quantitatively evaluating all extensions on the challenging Birds [148] and Dogs [64] datasets.
We proceed with presenting a list of related works on fine-grained categorization in the
Section 5.2. In Section 5.3 we describe the proposed method, including the localization, the
extraction and the description of alignments. Experiments are presented in Section 5.4 and we
summarize our conclusions in Section 5.5.
5.2 related work
We organize our discussion on related fine-grained categorization works by the vision tasks
involved: localization, partitioning, and description. Within each task we organize the works by
the amount of required human intervention.
5.2.1 Localization
Many works in fine-grained categorization assume that the (bounding box) location of the object
is available, both at training and test phase, see [11, 26, 37, 44, 59, 155, 157–159]. Knowing a
priori the location of the fine-grained object allows to focus on the detection and description of
the fine-grained details only. Hence, the above works report the highest recognition rates in the
literature, although it was shown by [158] that a bad bounding box can be more harmful than
having no box at all. In the current work we localize fine-grained objects, without requiring a
bounding box.
Others require annotations only during training. Inspired by the poselets of [16], [40] use
volumetric primitives, the “birdlets”, parameterized to reflect the 3-D geometry of the body and
head of birds, resulting in pose normalized representations. Since birdlets require expensive 3-D
ground truth annotations, they are limited to small datasets. Therefore, [164] propose to first
employ simpler to detect 2-D poselets, which are then warped in order to arrive at a consistent,
pose-normalized representation. Others require only bounding boxes for the location of the
fine-grained objects during training. [18, 147] employ deformable part models [41] for detection,
showing, however, that user feedback is necessary to improve accuracy. In contrast to the above
works, we localize fine-grained objects without requiring anything but the class label for training.
Others working under such conditions proceed with fine-grained categorization, without
expecting any information regarding the location of the fine-grained objects, neither during
training nor during testing. While [114] focus on image-level descriptions, purposefully ignoring
the spatial aspect, the main focus has been to discover the object’s location in an unsupervised
manner, usually applying image-level segmentation like in [95], or co-segmentation methods like
in [25, 27]. We rely on segmentation as well.
We propose a multi-functional approach that performs accurate fine-grained categorization,
when bounding boxes are i) provided during training and testing, ii) only during training, using
supervised object detectors like [41] at test time or iii) not provided at all, using unsupervised
object proposals like [86, 136] both at training and test time. In the latter case we report
competitive recognition rates that often outperform methods requiring bounding boxes. Last, we
evaluate the importance of accurate segmentation.
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5.2.2 Partitioning
When classifying different bird sub-classes, like telling the Forster’s Tern apart from the Least
Tern, see Fig. 28, one probably needs to discover details such as their beak color patterns. Since
consistently localizing such details is assumed to be crucial, a large part of the fine-grained
literature has put considerable effort in this task, see [11, 26, 40, 80, 155, 157–159, 164, 164].
Some methods focus on an active learning approach for detecting locations. [147] consider user
clicks, guiding the machine to pose the most informative question to the user, while [18] propose
online supervision to learn better part models. Given ground truth part annotations, part sharing
between classes was shown by [80] to result in accurate dog breed recognition. Going one step
further, [155] demonstrate excellent results for fine-grained categorization, assuming that ground
truth part annotations are available also at runtime. We do not require part annotations at runtime.
The majority of works, however, targets towards automatic partitioning. [159] use randomized
trees to mine discriminative features. In [158] the same authors propose to randomly generate
thousands of templates, which after being convolved with the unseen images lead to very highdimensional representations. Extracting unsupervised templates, which take into account part
appearance, co-occurrence and diversity, was shown by [157] to deliver excellent results in several
datasets. Inspired by the partial object model of [12], [40] and [164] consider the head of a bird
as most discriminative, using it to perform recognition. Moreover, [11] showed that ground truth
part annotations can be used for designing intricate features specific to certain sub-categories,
arriving at excellent recognition rates. And recently, [26] and [165] proposed to employ modified
deformable part models [41], to detect consistent fine-grained parts that allow for pose-normalized
representations.
Similar to the above works, we detect interesting object locations for discriminating between
sub-species. Different from the above works, we do not aim at directly localizing individual
parts. Instead, we propose to first align the object as a whole. Based on this alignment, we then
derive a small number of partitions. Although our alignments and the subsequent partitionings
can benefit from supervision during training, we show that obtaining them in an unsupervised
manner is feasible, leading to high recognition in fine-grained categorization that outperforms the
state-of-the-art.
5.2.3 Description
For the description of features several possibilities have been explored in the literature, some of
them requiring user assistance, while the majority is fully unsupervised.
Methods that propose user-assisted features mainly focus on interpretable attributes. Discovering discriminative, user-accredited attributes, e.g. whether a bird has spots or not, has been
repeatedly explored by [19, 99]. In a similar manner, [38] detect mid-level attributes, which are,
however, location and not image-level specific. Since attributes need to be interpretable to make
sense, human labor and often expert knowledge is required, rendering these approaches useful for
small datasets only as in [38]. In our work we do not attempt to represent fine-grained objects in
terms of mid-level features or attributes.
Most works in the fine-grained categorization literature do not require human-interpretable features. Raw features, such as intensity SIFT proposed by [81] or kernel based descriptors proposed
by [14] have shown to be good choices in describing the distributions of low level appearance
details, such as edges or color [40, 157]. However, being sensitive to misalignments renders them
less suited for objects that are distorted in the presence of common image deformations. To cope
with such misalignments, feature encodings have also been proposed. Locality-constrained linear
coding in [159], bag-of-words in [164] and Fisher vectors in [26, 27, 114] were shown to describe
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fine-grained categories accurately. For an excellent review on how to adapt Fisher vector for
fine-grained categorization we refer to [49]. Furthermore, [11] showed that supervised features
trained to be discriminative for pairs of classes achieve state-of-the-art results. And [37] showed
that employing a deep learning architecture specialized to fine-grained subcategories arrives at
remarkable recognition rates, at the expense of requiring additional images for feature learning.
Here, we also propose to use unsupervised features, more specifically Fisher vectors [104].
Different from most previous works, we extend Fisher vectors to operate not only as global,
object-level representations, but also to encode the localized appearance of object parts.
Another interesting aspect of the description of object locations is the exploitation of domain
specific, low-level appearance, such as color. Intuitively, in fine-grained sub-categories of the
natural world, such as birds species, see [148] or dogs breeds, see [64], color is bound to have
a great impact in telling sub-categories apart. Surprisingly enough, the recent fine-grained
literature [40, 158] often focuses on more traditional color based descriptors as found in [126]
rather than state-of-the-art solutions, see [63]. We evaluate and highlight the potential of color in
fine-grained categorization, when advanced color descriptors are considered.

5.3 local alignments and partitions
Within a fine-grained categorization setting we assume an image I contains an object belonging
to one of the 1, ..., K sub-categories of interest. Naturally, there might be several other objects
present in the image and not just the fine-grained object. Furthermore, we do not restrict the
location and scale of the fine-grained object. Although in a fine-grained categorization setting
these problems are often evaded by assuming that bounding boxes are provided by humans at
query time like in [11, 26, 44, 158], in real world scenarios it is not always realistic to expect
such user input. Therefore, localization of the object of interest needs to precede any further
fine-grained analysis regarding the specific sub-category that is depicted. For localization, we
propose to use object detection as a soft prior for segmentation, to avoid important details to be
missed.
The localization provides a local frame of reference that serves to identify the spatial properties
of the object. When we identify a local frame of reference in an image, consistent with other
local frames of reference in other images, then we call the image aligned. Consistent means that
corresponding parts are found in corresponding locations, when expressed with respect to their
frame of reference.
By design we opt for finding the parts consistently, at the cost of less precise detections,
accepting the small drift in part appearance that might occur. To avoid being oversensitive to such
drifts, we choose our supervised and unsupervised alignments to be rough but consistent, rather
than precise but unstable. Given the rough nature of our alignments, we show that orderless,
powerful features are the preferred choice.

5.3.1 Localization
Why not an object detector?
In order to discover the spatial support of an object the apparent choice is to employ an object
detection algorithm, see [41, 86, 136, 143]. In that case, we predict the best possible bounding box
that surrounds the object of interest as tightly as possible. A successful detection D is evaluated
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with respect to the amount of overlap between the predicted bounding box and the ground truth
bounding box G
D∩G
overlap =
.
(5.1)
D∪G
The overlap penalizes both inclusion of extra background and the exclusion of foreground.
Since detection is difficult by nature, usually some error margin is allowed. This error margin is
expressed as a minimum overlap threshold, above which detection is considered to be correct.
State-of-the-art challenges [39] set this threshold to 50%. The design of the overlap measure in
eq. (5.1), therefore, suggests that detections should minimize the amount of the background in
the detection D, even if some foreground is missed.
This setup, however reasonable for object detection, may cause problems to the subsequent
segmentation required for fine-grained categorization, see [18,147]. To illustrate with an example,
having a box overlapping 50% with the object of interest suffices for an object detector. However,
50% of overlap also implies that a large chunk of the object’s body may be missed, thus potentially
losing the crucial details that make the difference between, e.g. the “Magnolia Warbler” and the
“Myrtle Warbler”. Furthermore, performing segmentation for all the bounding box candidates
returned by state-of-the-art object detectors, like [31, 136], would be computationally challenging.
To this end we propose to alter the way traditionally object detectors are employed and use them
as soft priors for segmentation.
Objectmaps
Given a detection algorithm, we expect a sizable number of bounding boxes {Di } that indicate
potential existence of the object of interest in the respective image region. While some detectors,
e.g. [136], are designed to return several box candidates, others, e.g. [41], are parameterized
to return only few. For the latter ones we set their reliability threshold sufficiently low, thus
acquiring several promising candidates as well. As explained above, we do not consider these
bounding boxes to be accurate enough to be trusted for as is. However, we do consider them
accurate enough as soft voters, that collectively return the confidence that the pixel p lies on an
object, that is
P
i Di ( p )
,
(5.2)
o( p) =
Z
where Di ( p) = 1 when the i-th bounding box contains the pixel p and Z is a normalization
constant such that max o( p) = 1. We will refer to the spatial prior o( p) as objectmap.
Not all bounding boxes returned by object detectors are relevant. We therefore employ filter
functions to prune the ones that are unlikely to cover part of the object. The first filter relates to
the size of the bounding boxes. As observed by [23, 136], the size of the relevant bounding boxes
strongly depends on the specific dataset at hand and a minimum bounding box size is usually
enforced. We discard the bounding boxes with unlikely geometries according to the training
images, e.g., too extreme width-to-height aspect ratios. Although some boxes will incorrectly be
discarded, the rough location estimation depends on the collective power of several bounding
boxes. Hence, missing a few relevant ones is not critical, as long as the majority concentrates
around the object of interest.
The second filter relates to the tendency of object detector algorithms to maximize recall
of returned boxes. For example, to avoid any missed detections, the selective search of [136]
generates on average 1,000 to 3,000 candidate boxes per image, whereas a DPM detector of [41]
visits more than 100,000 locations for a normal sized image, a number of visits that is feasible
because of the dynamic programming involved. We compute a saliency map [56] of the image
to discard the detections Di that do not occur in regions less likely to contain the actual object.
The saliency score is helpful when the image is not cluttered with too many objects. Empirically,
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Figure 29: Objectmap localization. The result of the GrabCut segmentation algorithm is shown
in the first row, when a bounding box is provided by the user, a common methodology in the
fine-grained literature, see [11, 26, 158]. The objectmaps computer with an object detectors,
here selective search of [136], are shown in the second row. For these objectmaps no user input
of any form is required. Naturally, having no bounding box usually results to a less accurate
segmentation, especially when other salient objects appear in the image as well. However,
objectmaps still tend to concentrate on the fine-grained object, usually including some additional
background of course.
we have observed that this is often the case with certain fine-grained categories such as birds, as
taking a picture of a fine-grained object, e.g., a bird, implies a special interest to the particular
sub-category and often results in a clear photo of the object.
After having obtained the objectmap for the fine-grained object in the image, we proceed with
the segmentation. The segmentation component of our approach is based on GrabCut, see [112].
GrabCut uses a gaussian mixture model, which groups pixels with similar appearance together,
such that the foreground is separated from the background. The gaussian mixture model is trained
iteratively in an alternate fashion. During the first step the foreground and background probability
density functions are updated, based on the current pixel foreground/background labels. During
the second step, the pixel labels are re-estimated via graph-cut inference, using the updated
foreground and background probability density functions to calculate the unary terms and the
image gradients for the binary terms.
Using objectmaps we end up with figure-ground segmentations, as shown in Figure 29. While
the segmentation masks are not perfect, we recover sufficient spatial support for the object for
most of the images.
5.3.2 Alignments and Partitions
Supervised Alignments
In a supervised setting the ground truth locations of basic object parts, such as the beak or the tail
of birds, are available in the training set. This is a typical scenario when the number of images is
limited, so that human experts can provide annotations at such a fine level of granularity. In the
supervised alignment setting, we aim at accurately aligning the test image with a small number of
training images. Then, we can use the common frame of reference to predict the part locations in
the test image.
Different from general object categories that are often visually quite dissimilar from one
another, fine-grained sub-categories typically share a great deal of similarities, mainly regarding
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Figure 30: Supervised alignment. (a) Predicting part locations: in the top left, we have a query
image, for which we want to predict part locations. On the right, we have the nearest neighbor
training images, their HOG shape representations (top) and their ground truth part locations
(bottom), based on which they were retrieved. Regressing the locations from the nearest neighbors
to the test image we get the predicted parts, shown as the colorful symbols (bottom left). Although
we rely on exterior shape only, the part locations can be found consistently. (b) Describing parts
using all the information within a square patch (shown left) gives inferior results compared to
using only the information within the square patch that falls inside the object’s segmentation
mask (shown right).

their shape, their appearance and their poses. Hence, if the exterior shape of a fine-grained object
is accurately captured, one can compare it with similar shapes in the training set and align the
respective fine-grained objects. Note that, at this stage, it does not matter whether these are images
that belong to the same sub-category or not. In order to acquire an impression of the shape of
the object, we proceed with extracting a figure-ground segmentation mask S i of the fine-grained
object in image i. The segmentation mask is usually not perfect: often background is included,
foreground is omitted, or the mask delineates inner edges of the object, not representative of the
exterior shape, see Figure 29. Furthermore, the interior of the shape mask carries little information
regarding the pose of the object. We therefore suppress all the interior shape appearance by
setting the inner pixels of the segmentation mask to zero.
After having extracted the segmentation mask, we encode the object shape by computing a
HOG feature, that is hi = H (S i ). A HOG descriptor forms a high-dimensional space, which
in theory may be populated by all shapes possible. Fine-grained objects, however, tend to have
similar shapes and are seen in a limited repertoire of poses. More specifically, the observed
exterior shapes reside on a lower dimensional manifold. Given an unseen fine-grained object,
we can expect that its shape will probably be located in a specific region on this manifold. The
fine-grained objects on this part of the manifold will have similar exterior shapes and, due to the
anatomical constraints of the super-category they belong to, also similar poses on average. We
take advantage of this principle to retrieve the N training exemplar images IN from the training
set Dt which have the most similar exterior shapes using a query-by-example setting. In the end
we have a shortlist of exemplar objects with similar poses, although no supervision was required
regarding object poses or geometry. Examples of pose retrieval given an object of interest are
shown in the upper row of Figure 30.
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Having retrieved the exemplar images with the most similar poses, we are in a position to
transfer information from the training set to the test images. For the training exemplars IN we
know the ground truth part locations x, as well as the appearance of the image regions that
surround the parts Vx . In order to calculate the locations of the part of interest in the test image Iq ,
we employ a part pooling function f ( · ), that is
x̃ = f ( Iq ; xi , Vxi ), i ∈ IN

(5.3)

The part pooling function f can vary in sophistication. We can apply simple average pooling,
or we can learn part appearance models in a similar manner to [8, 41]. In average pooling the
predicted part locations are computed as the average of the respective part locations in the nearest
neighbor images of the training set. This works well because the nearest neighbour images
are well aligned to the query image. Note also that the appearance of the part in the nearest
neighbour images is not used in this setting. We have experimentally witnessed that average
part pooling yields accurate results, accurate enough to recover rough alignments. To ensure
maximum compatibility we apply the above procedure for all the training and all the testing
images in the dataset, thus acquiring predicted part locations for all the objects in the dataset.
Partitioning supervised alignments. We know the location of the part centers. Next, we need
to define the shape of the parts, given these centers. We consider two strategies, that is square
partitions and segmented square partitions, see Figure 30b.
Square partitions. The first strategy is related to most part-based models like [41]. Given the
partition centers α, we sample local descriptors every d pixels from a square region R sq =
{( x, y)|α x − T /2 < x < α x + T /2, αy − T /2 < y < αy + T /2}. Square partitions capture both
object and background appearance.
Segmented square partitions. The second strategy bears close resemblance to the first one, the
difference being that we now take into account also the segmentation mask that gives a spatial
support for the objects. For segmented parts we sample only in the common area between the
designated part region and the segmentation mask, that is R sg = R sq ∩ S i . Segmented parts
better capture the object of interest, at the expense of including less context, since descriptors are
sampled only within the segmentation mask.
Of course, more strategies can be imagined for extracting partitions for supervised alignments.
Scale invariance could be helpful for example. However, introducing scale invariance for partitions
comes at the cost of increased complexity and is therefore not considered in the current work.
Unsupervised alignments
In contrast to the supervised case, in the unsupervised scenario we assume that no ground truth is
provided regarding the part locations of the images in the training set. In the absence of such a
ground truth, it does not make sense to align the test image to a small subset of training images.
Instead, we derive a frame of reference based on the global object shape, inspired by local affine
frames used for affine invariant keypoint description [93]. More specifically, given the location x s
of the pixels on the segmentation mask S we fit a 2-D ellipse, whose two axes are computed as
p
a j = x̄ s + ~e j λ j

(5.4)

where λ j and ~e j are the j-th eigenvalue and eigenvector of the covariance matrix C = ( x s −
x¯s )T ( x s − x¯s ) and x̄ s is the average location of the mask pixels. Ideally, the ellipse should follow
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the “spine” of the object. We show examples of estimated poses and their local 2-d geometry in
Figure 31a.
Since objects appear in a variety of poses, often placed in confusing backgrounds, the segmentation masks are usually not perfect. To minimize such negative influence, we use all the pixels
of the foreground segmentation mask for fitting the ellipse.
Partitioning unsupervised alignments. For unsupervised alignments one does not have much
certainty regarding the object pose. Hence, simple, yet consistent alignment geometries are
required to robustly describe similar object locations in previously unseen images.
Gravital partitions. Given an elliptical pose for the fine-grained object, we need to define a
reasonable orientation. Following anatomical observations we first consider the longer axis to be
the principal one. Having chosen the direction of the principal axis, we need to define the starting
point. We follow the gravity vector assumption, see [9, 101], and adopt the highest end point of
the principal axis as its origin to arrive at gravity vector alignments. All partitions are orthogonal
to the principal axis of the fine-grained object. Since this principal axis is often similar to the
“spine” of the object, each partition captures indirectly a specific anatomical part. For example
in the case of four gravital partitions on birds, we roughly capture the “head”, the “torso”, the
“belly” and the “tail” of the bird.
Pyramidal partitions. Gravity vector alignments are supposed to follow the principal direction
of the object’s pose. Often, however, objects are photographed in a wild variety of poses, in
which case gravital alignments might return less consistent results. In this case, and since spatial
pyramids have shown excellent result in image-level classification, see [72], one can compute
pyramidal partitions centered in the centre of gravity for the estimated elliptical pose. Given an
accurate local frame of reference, the pyramidal partitions capture in their quadrants semantically
meaningful regions of the fine-grained object. Furthermore, by vertically mirroring the training
images we inject invariance regarding the pose and directionality of the fine-grained object regions.
For example, the upper quadrants capture the appearance of the head, while lower quadrants encode the appearance of the belly and the tail, no matter where the object is facing to. Our strategies
for aligning unsupervised, gravital or pyramidal, partitions are visually summarized in Figure 31b.
In theory, extracting unsupervised alignments is less accurate than extracting supervised ones.
However, given an accurate spatial support provided by the obtained local frame of reference, and
a robust set of rules for defining the pose of the fine-grained objects in different images, we are
still able to obtain robust and consistent alignments over the entire database. Another advantage
of such unsupervised alignments and their partitions is that they are consistently found in all
the images of the whole dataset and not just a small number of them at a time. This contrasts to
part detection methods like that of [41, 157], which require several part templates to ensure high
precision. Since such templates are normally activated only for a portion of the training set, the
number of available training data for learning the part appearance is effectively reduced.
5.3.3 Description
Our alignments, supervised or unsupervised, are designed to be rough. Thus, comparing corresponding regions of objects from different images is bound to be a noisy procedure. Relying
on features that are designed to return precise representations, but also sensitive to common
image transformations, such as HOG, [34], are likely to be suboptimal. This is a problem, which
orderless descriptors, such as Fisher vectors, [104], do not face, as by design they do not encode
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Figure 31: Unsupervised alignments. Random birds and dogs, after their shape has been
recovered, see in (a) the black contour around the objects. Based on the geometry of the shape
we estimate the pose of the object, assuming an elliptical form. Following the gravity vector
assumption [101] of the green arrows, we obtain the dominant pose orientation, see red arrows.
Different strategies for aligning unsupervised partitions in (b). In the top image we have gravital
alignments, that adopt an upwards dominant orientation after the gravity vector assumption. In
the bottom image we have pyramidal alignments, centered according to the center of the elliptical
pose.
any spatial properties of the appearance information. Nonetheless, in a fine-grained categorization
setting describing localities is important. To inject such spatial awareness to orderless descriptors,
we extract Fisher vectors from the well aligned, and therefore spatially constrained, partitions.
By doing so we maintain a good amount of the spatial extent of the appearance, while avoiding
being overly vulnerable to occasions where feature matching is challenging.
Fisher vectors are composed of the derivatives of the Fisher kernels with respect to the
parameters of the codebook model used. For a gaussian mixture codebook model, with average
∂x ∂x T
terms µk and variances σk , the Fisher vector representation is φ = [ ∂µ
,
] . Due to the
k ∂σk
generally small number of words that Fisher codebooks use, unnormalized Fisher vectors are
characterized by an over-burstiness of certain visual words. Therefore, for optimal performance,
Fisher vectors are a) first, power-normalized so that the large Fisher vector values become less
accentuated, then b) `2 -normalized, see [104]. These two subsequent normalizations can be
viewed as a single, serial transformation u, that is φ̂ = u(φ). Inspired by the findings of [104],
we extend the above normalization procedure and propose applying recursive transformations u
to arrive at the final descriptor, which we will refer to as serial normalization. Namely, our final
descriptor is of the form
φ̂t = u(φ̂t−1 ), φ̂0 = φ
(5.5)
where t = 1, ..., T is the length of the recursion.
The intensity SIFT descriptors are extracted after converting images to the grayscale, thus
discarding any color present in the image. Although color histograms are a straightforward way to
add color in the image, it has been shown by [63] that extracting SIFT descriptors from different
color channels of the original image makes better use of the color. We, therefore, extract SIFT
descriptors from each channel of various color spaces. To be precise we extract RGB-, Opponentand C-SIFT descriptors. Given that the fine-grained details that differentiate similar categories are
often related to color, we expect these three color spaces to cover adequately the color variations
present in various fine-grained sub-categories.
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5.4 experiments
5.4.1 Datasets
Animal categories and their sub-categories provide a challenging testbed for fine-grained categorization, as their taxonomy is usually connected to specific visual appearances. We evaluate our
proposed methods on popular fine-grained datasets for recognition of bird species and dog breeds.
As detailed next, these datasets capture different aspects of fine-grained categorization and we
consider them complementary.
Birds
The Caltech-UCSD Birds-200-2011 dataset introduced by [148], is one of the most extensive
ones in the fine-grained literature. The Birds dataset is composed of 200 sub-species of birds,
several of whom bear tremendous similarities, see Figure 28a. The bird images in this dataset are
distinguished only on a fine-grained level, since several of the sub-species belong to the same
family. A characteristic example are the Forster’s Tern and the Least Tern sub-species in the
far right of Figure 28a. As one circumscription reads for the Forster’s Tern for example, “the
comma-shaped black ear patch in winter plumage is distinctive, but some other plumages are
very confusing.”. Recognizing, therefore, such nuances is the key for their recognition. For each
of the classes in the Birds dataset there are 30 training images and 30 testing images. We use
the standard training/test split provided by the authors of [148]. In our experiments we use the
ground truth part locations only during learning, unless stated otherwise. Furthermore, we use the
ground truth segmentations, only for evaluation and not for any kind of learning.
Dogs
The Stanford Dogs dataset by [64] contains images from 120 different breeds. The dogs are
visually easier to distinguish than birds, as only few breeds belong to a common, larger family.
See for example how different the Norwich Terrier and the Scotch Terrier are in the right of
Figure 28b. Dogs, however, are difficult to categorize for other reasons. Since, they are domestic
animals, they are photographed in a great variety of poses, scales, viewpoints and often with other
objects occluding them. Hence, for the fine-grained categorization of Dogs, before anything else,
one needs first to recover poses accurately. In the Dogs dataset there are in total 12,000 annotated
images provided for training and 8,580 images for testing. We use the standard training/test split
provided by [64].
5.4.2 Technical details
Following common practice in the fine-grained literature [157–159] we mirror the training images
in the datasets to double the size of the training set. We use the bounding boxes to normalize the
size of the images, unless stated otherwise. Furthermore, we do not downscale the image like
in [157, 158], as we found this has a severe impact on the accuracy. For example downscaling
images with the maximum dimension being 250 pixels drops accuracy by 23% for Birds. Last, we
note that only for the Birds dataset there exist ground truth part locations as well as ground truth
segmentations. Therefore, for the experiments where such ground truth information is needed,
whether for evaluation or learning, we report results on the Birds dataset only.
http://www.allaboutbirds.org/guide/forsters_tern/id
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Figure 32: A fine-grained category-by-category comparison using parts encoded by Fisher
vectors or by HOG. We report results on the 200 Birds sub-categories measured in terms of
accuracy. Fisher vectors perform consistently better on parts than HOG, having an average
accuracy of 52.5% versus 31.8%.

We extract SIFT descriptors using the VLFeat library [142]. We sample densely every 3 pixels
and at multiple scales ([16x16], [24x24], [32x32], [40x40]). After extracting the SIFT descriptors
we reduce their dimensionality to 64 by PCA. To arrive at Fisher vectors we use a Gaussian
mixture model with 256 components and use both the derivatives with respect to µ and σ, for
a total of 32,768 dimensions. For the Fisher vectors we evaluate serial normalizations for a
varying number of recursions, as described in Section 5.3.3. For HOG features we use the VLFeat
implementation on a standard spatial grid of 8 pixels width per tile and then `2 normalize them.
Unless stated otherwise, we apply the standard normalizations per feature type, that is power and
`2 normalization for Fisher vectors and `2 normalization for HOG. Finally, as a classifier we use
the linear SVM PEGASOS implementation [118] with a fixed parameter C = 10.
We use the standard evaluation metric for these datasets, that is the category normalized mean
accuracy over all the sub-categories within a dataset. Accuracy is defined as the number of
correctly classified pictures for a certain sub-category, divided by the total number of pictures of
that sub-category. All results are reported strictly on the test sets.
5.4.3 Experiment 1: What descriptors?
Setup. In this first experiment we evaluate whether rigid descriptors, such as HOG [34], or
distribution-based descriptors such as Fisher vectors [104] are more accurate for describing parts
in fine-grained categorization. To ensure a fair comparison, as well as to test the maximum
recognition capacity of parts for such a task, we use the ground truth part locations for both the
training and test sets. We also investigate different parameterizations for Fisher vectors. We
experiment on the Birds dataset using the provided part annotations. To minimize redundancy
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Figure 33: Occasionally, encoding parts by HOG is better than Fisher vectors. The Rhinoceros
Auklet birds in the first row have a very characteristic white horn on their beaks and two elongated
white feather brows next to their eyes and their beaks. The shape-sensitive HOG better captures
the appearance of those birds. Similarly, the Brandt Cormorant species also has a very distinctive
sigmoid shape, also better described with HOG. In the majority of cases, however, Fisher vectors
are significantly more accurate, see Figure 32.

due to the overlap, we use the following seven parts only, which together cover the complete
silhouette of a bird: beak, belly, forehead, left wing, right wing, tail and throat. Both Fisher
vectors and HOG are extracted on 100x100 pixel windows. Fisher vectors and HOG are also
extracted from the whole bounding box. In the end we concatenate the Fisher vectors together
into a single vector and the HOGs together into a single vector.
We also evaluate the effect of applying serial normalizations of eq. (5.5) to the final accuracy.
To avoid irrelevant factors influencing the results, we conduct this experiment again under an
oracle setting and use the ground truth segmentation masks provided for Birds to compute a
single Fisher vector representation per fine-grained object.
Results. We show the results for the different parameterization of the Fisher vectors in Figure 34.
For 128-PCA, we apply the PCA matrix, thus de-correlating only and not reducing the SIFT
vectors. We observe that having more gaussian components and more dimensions after PCA
has a positive impact on the accuracy. To control the final feature dimensionality, as well as
to be compatible with the state-of-the-art, in the following we will make use of 256 gaussian
components and 64 dimensions after PCA.
In Figure 32 we visualize the comparison between Fisher vectors and HOG. Clearly, Fisher
vectors are better in describing parts for fine-grained categorization than rigid descriptors like
HOG. Where HOG scores an accuracy of 31.8% on average, the Fisher vectors result in a final
average score of 52.5%. The reason is that HOG descriptors require quite precise part detection,
so that the gradients are representative of the appearance. Fisher vectors, however, aggregate
the information from a larger area, adding more flexibility to the representation. Two notable
exceptions, where HOG outperforms Fisher vector, are shown in Figure 33. In the majority of
cases, however, Fisher vectors are clearly better for describing fine-grained subcategories than
HOG, as Figure 32 reveals, outperforming for 184 out of the 200 bird categories. From now on
we report results using Fisher vectors for describing the appearance of parts and alignments.
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Figure 34: Influence of Fisher vector parameters. Increasing the number of gaussian components and dimension after PCA improves the final accuracy on the oracle segmentations, reaching
up to 55.1% for 1,024 gaussians and 128 dimensions after PCA.

Regarding the serial normalization of eq. (5.5) on Fisher vectors, we observe that optimal
results are obtained after two recursions, that is T = 2, improving recognition over the standard
power normalization by an absolute 2-3%. This conclusion was also confirmed in subsequent nonoracle experiments, improving recognition even up to 4% for color based features. Comparing
with other popular normalization schemes, serial normalization significantly outperforms `1 and
`2 normalizations. We note here that serial normalization resembles the process of selecting the
α value for the power normalization sign( x)|x|α , with the benefit of needing fewer rounds of
parameter fine-tuning. From now on we report all results after a T = 2 serial normalization of
the computed Fisher vectors.
5.4.4 Experiment 2: What partitioning?
Setup. In this experiment we evaluate various partitions for the description of fine-grained
objects.
For the supervised alignments we follow the same setup as in the previous experiment, using
the same seven parts plus a Fisher vector extracted from the whole bounding box. We predict the
location of these parts in unseen images using the top-20 nearest neighbors. When the majority
of the nearest neighbors does not have a certain part, it is marked as absent for the unseen image
and the corresponding part of the Fisher vector is set to the zero vector. Also, we repeat the same
experiment using only the predicted location of the beak.
For the unsupervised alignments no ground truth part annotation is required, so we evaluate
on both Birds and Dogs. After extracting the principal axis of the object of interest, we split the
segmentation mask into aligned partitions. For the object-level Fisher vector we use only the
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Table 11: Experiment 2: What type of partitioning for Birds? Supervised alignments are more
accurate than a spatial pyramid kernel and an alignment based on the beak of a bird only,
while being rather close to the theoretical accuracy of the oracle parts that score 52.5%. When
considering the segmentation masks for the description of the supervised alignments as in the
right picture of Figure 30b, the accuracy improves even further.
Method

Accuracy

Supervised segmented square alignments

57.6%

Unsupervised gravital alignments

51.6%

Supervised square alignments

50.2%

Unsupervised pyramidal alignments

49.2%

Fisher vector from segmentation masks

42.6%

2x2 spatial pyramid

39.8%

Supervised alignment on beak

37.8%

Fisher vector from bounding box

32.1%

pixels within the segmentation mask and not the whole bounding box. We also examine what is
the effect of a varying number of parts on the final accuracy.
Finally, we provide comparisons with state-of-the-art methods reported on the same datasets.
For this purpose, we first evaluate the significance of color in fine-grained categorization. Apart
from grayscale SIFT features, we additionally extract SIFT features from the RGB, Opponent
and C-spaces [63].

Results. We show the results of this experiment for Birds in Table 11. When considering
supervised square alignments, we obtain 50.2% accuracy, a large improvement over the 39.8%
from the 2x2 spatial pyramid. Comparing the individual accuracy differences, the supervised
alignments perform consistently better than spatial pyramids for 141 of the 200 classes (data
not shown). The reason is that birds are well aligned, so the Fisher vectors computed on the
respective parts capture the same nuances that differentiate sub-classes more consistently.
We measure the accuracy of the estimated part locations with respect to the ground truth
locations. To cancel out the different bounding box geometries we normalize the part locations.
After normalization the average location error is 12%.
Interestingly, when considering the supervised segmented square alignments using the GrabCut
based segmentations the recognition accuracy improves further, reaching 57.6% and outperforming all other methods. This translates to a 7% gain as compared to supervised square alignments.
We can therefore deduce that segmentation masks are helpful not only for describing whole
objects, as they are normally used [26, 27], but also for the description of individual parts or
regions of the fine-grained object of interest. With an exception of the work from [4], who use
poselet-inspired region detectors, we are not aware of any works that researched the potential of
segmented parts for recognition.
We focus now on the case when no ground truth of the part locations is provided, neither for
training nor for testing. For unsupervised gravital alignments we reach an accuracy of 51.6%.
Having fewer partitions leads to a lower accuracy (48.4% for two partitions), whereas too many
alignments bring little extra benefit (51.7% for seven partitions). Extracting four partitions
therefore suffices and we will use this number throughout the rest of the experiments where
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Figure 35: Comparison between supervised segmented square alignments and unsupervised
gravital alignments for Birds. We observe that the supervised ones are especially beneficial for
those classes where unsupervised alignments exhibit lower accuracy (right part of the figure).

we extract unsupervised alignments, unless stated otherwise. Comparing the supervised and
unsupervised alignments when using their optimal settings, we show the differences in Figure 35.
We observe that the supervised ones improve the accuracy especially for the classes where
unsupervised alignments exhibit lower accuracy visible in the right part of the figure.
For the Dogs dataset we present the results in Table 12. The unsupervised pyramidal alignments outperform the unsupervised gravital alignments. The reason is that dogs are seen in a
considerably larger variety of poses, scales and occlusions. In fact, as it is often the case that
only the dog face is visible, any method that attempts to discover semantically meaningful parts
becomes weaker, as also observed from [26]. Hence, for super-categories like Dogs, where the
sub-categories are found in varying and peculiar poses, precise pose normalization should precede
the extraction of fine-grained details.
We conclude that extracting localized alignments or parts matters in a fine-grained categorization setting. Furthermore, given their high accuracy, as well as their independence from ground
truth part annotations, unsupervised alignments are appealing compared to supervised ones.
State-of-the-art comparison given bounding boxes. First, we evaluate the importance of color
descriptors in fine-grained categorization tasks. In this experiment, we use the ground truth
bounding boxes, as this is also done by the methods we are comparing against. The results after
the addition of color are available in Figure 36a for Birds and in Figure 36b for Dogs. We observe
that color consistently improves accuracy. From individual color channels only Opponent-SIFT
performs well, increasing accuracy from 51.6% to 62.7% for Birds and from 45.2% to 51.5% for
Dogs. When fusing the Fisher vectors computed on different color spaces with simple averaging,
we reach an accuracy of 67.0% for birds and 57.0% for dogs. Hence, using multiple color
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Table 12: Experiment 2: What type of partitioning for Dogs? The unsupervised pyramidal
alignments outperform the unsupervised gravital alignments. As also noted by [26], the reason is
that dogs are seen in a considerably larger variety of poses, scales and occlusions.
Method

Accuracy

Unsupervised pyramidal alignments

45.2%

Unsupervised gravital alignments

42.9%

2x2 spatial pyramid

42.8%

Fisher vector from segmentation mask

40.1%

Fisher vector from bounding box

36.2%

Figure 36: Experiment 2: Adding color given bounding boxes. (a) For Birds when considering
the color information the accuracy becomes higher than the 51.6% obtained with grayscale only.
More specifically, we obtain 60.0% by using C-SIFT, 61.5% by using RGB-SIFT and 62.7% by
using Opponent-SIFT. When fusing the Fisher vectors computed on different color spaces with
late fusion, the accuracies improve further to 67.0%. (b) For Dogs we make similar observations:
45.3% with C-SIFT, 48.3% with RGB-SIFT, 50.1% with Opponent-SIFT and 55.1% with average
late fusion, as compared to 42.9% when only grayscale SIFT is used. Color is beneficial for
fine-grained categorization.

channels brings a clear advantage over only grayscale information, as known for general object
and scene detection [63]. In fact the experimental results reveal that a right use of color has
an even stronger impact on the categorization of fine details, at least when animal species are
considered.
Next, we compare state-of-the-art methods on fine-grained categorization, which also assume
that the bounding box around the object is available at runtime. The results are available in
Tables 13 and 14 for Birds and Dogs respectively. We observe that for birds unsupervised gravital
alignments arrive at good recognition rates of 67.0% compared to the very recent state-of-the-art.
The closest competitor, the deep learning approach of [37] combined with pose normalization
from [165], reaches an accuracy of 65%. DeCAF makes use of large deep learning networks
composed of 7 layers that require elaborate pre-training on many labeled images from 1,000
classes from ImageNet. Similar results are observed for Dogs, where unsupervised pyramidal
alignments score 57.0% average accuracy. The closest competitor is the recent work of [26],
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Table 13: Experiment 2: Comparison with state-of-the-art for Birds given bounding boxes.
Unsupervised alignments outperform the state-of-the-art. Note here that the deep learning
method of [37] makes use of extra labeled data.
Method

Accuracy

Unsupervised gravital alignments

67.0%

Donahue et al. [37]+ Zhang et al. [165]

65.0%

Chai et al. [26]

59.4%

Donahue et al. [37]

58.8%

Berg et al. [11]

56.9%

Zhang et al. [165]

50.1%

Jia et al. [59]

38.9%

Table 14: Experiment 2: Comparison with state-of-the-art for Dogs given bounding boxes.
Unsupervised alignments outperform the state-of-the-art.
Method

Accuracy

Unsupervised pyramidal alignments

57.0%

Chai et al. [26]

45.6%

Yang et al. [157]

38.0%

Bo et al. [14]

36.0%

Khosla et al. [64]

22.0%

reporting an accuracy of 45.6%. We conclude that unsupervised alignments achieve state-of-theart recognition rates for fine-grained categorization.
5.4.5 Experiment 3: Automatic fine-grained categorization
Having the bounding box location is a useful piece of information, as it separates, albeit roughly,
the object of interest from the majority of the background. However, in most realistic scenarios
bounding boxes are not available. In this experiment we examine the effectiveness of fully
automatic fine-grained categorization, a process that entails automatic detection, segmentation and
categorization of the fine-grained objects. To this end we first evaluate the importance of accurate
segmentation in an oracle setting, by simulating added noise on ground truth segmentation masks.
Then, we evaluate automatically detecting, segmenting and categorizing fine-grained objects.
Experiment 3A: Segmentation accuracy
Setup. In this experiment we evaluate the significance of accurate segmentations in a theoretical
fine-grained categorization setting, where we assume that perfect segmentations for all finegrained objects are available. We perform this experiment on the Birds dataset, as it is the only
one for which ground truth segmentation masks are available. To make sure that conclusions
reflect only the importance of segmentation accuracy, we extract a single Fisher vector from
within the segmentation mask area, without considering any kind of partitionings. We start from
the perfect ground truth segmentations, then generate artificially foreground or background noise.
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Figure 37: Experiment 3A: The effect of segmentation accuracy in fine-grained categorization
oracle segmentations on Birds. Noisy segmentation masks always hurt accuracy. However,
missing superpixels of the ideal object segmentation is noticeably more harmful than including
excessive background.
To generate the artificial noise we first oversegment the image into superpixels using [42]. Then,
for the background noise we include extra superpixels neighboring the perfect segmentation
mask, while for the foreground noise we exclude superpixels from the foreground mask. The
superpixels are chosen such that the desired level of artificial noise is reached.
Results. We plot the results of this experiment in Figure 37. Inaccurate foreground segmentations
appear to be quite harmful, see the left part of Figure 37. Foreground noise equals to missing foreground pixels. Losing a little bit of foreground, up to -20% has little impact on accuracy. However,
when more foreground information is missing, the accuracy drops rapidly. When focusing on the
right part of Figure 37, where background noise is added, we observe that the effect of imperfect
segmentations is noticeable, but not dramatic. Indeed, adding 100% background noise, that is an
area equal to the size of the bird, decreases the accuracy from 49.9% to 40.6%. If we expect the
segmentation to be imperfect, either because of the low imaging quality or the challenging viewing conditions, a bias in favor of adding background than omitting foreground should be preferred.

Experiment 3B: Fine-grained categorization without human intervention
Setup. In this experiment we make no assumptions regarding the location of the object and want
to compute a probability map, that encodes how likely is an object to be present at a particular
image region. The first candidate is objectness [2], which was designed particularly for this
purpose. We use the objectness parameters suggested in the latest release software, version
2.0, by the authors. For the objectmaps we use three state-of-the-art object proposal algorithms.
Firstly, we use the deformable part model [41]. We lower the DPM detection threshold to -1.0,
decided after visual inspection, to increase the number of detections returned. Secondly, we use
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Table 15: Experiment 3B: Fine-grained categorization without human intervention. For birds
unsupervised bounding box proposals [136] suffice for computing an accurate location for the
object of interest. For dogs, however, where often multiple objects appear in the image, supervised
bounding box proposals, [41], are more accurate.
Objectmaps
Alignments
Birds

Dogs

Objectness

DPM

Selective search

Prime proposals

Unsupervised gravital

32.7%

36.6%

40.6%

39.8%

Unsupervised pyramidal

31.7%

33.4%

38.6%

40.8%

Unsupervised gravital

29.4%

36.8%

30.4%

30.0%

Unsupervised pyramidal

31.4%

36.8%

34.0%

32.6%

Table 16: Experiment 3B: Comparison for Birds with state-of-the-art, without human intervention. Late fusion of unsupervised gravital alignments increases accuracy significantly.
Method

Accuracy

Late fusion

53.6%

Opponent-SIFT

51.6%

RGB-SIFT

49.0%

C-SIFT

48.9%

Grayscale

40.6%

[164]

28.2%

selective search [136] to generate object proposals. Last, we use the recently proposed prime
proposals [86]. As objectness, DPM, selective search and prime objectmaps serve the same
purpose, for clarity we will refer to all of them as objectmaps during the evaluation. We include
comparisons with state-of-the-art methods that also do not require a location for the fine-grained
object at runtime.
Results. We present the results for the Birds dataset in the first two rows of Table 15. The highest
accuracy is obtained using the selective search and the prime objectmaps with unsupervised
gravital and pyramidal alignments respectively. Their accuracy in the range of [40.6-40.8]% is a
competitive result, when compared to the upper bound of 51.6% obtained where the bounding
box locations are available, see unsupervised alignments on grayscale SIFT in Table 11. As in
the previous experiment, we also consider the addition of three color spaces for the selective
search objectmaps, see Figure 16. The results are consistent with the conclusions of the previous
experiment. Extracting Fisher vectors from the Opponent-, RGB and C-SIFT spaces increases
accuracy to 51.6%, 49.0% and 48.9% respectively. Applying late fusion using all color spaces as
well as grayscale SIFT, we arrive at a final accuracy of 53.6%. For comparison, the automatic
system from [164], that requires several part annotations during training, reports an accuracy of
28.2%. Note here that the selective search and prime objectmaps are fully unsupervised, requiring
no human provided boxes, not even for training images, keeping the amount of human intervention
to the minimum of providing only image-level annotations for the training set. The reason for
their good performance in recovering bird locations is that birds often appear in isolation, with
few other objects in the image. As a result, the selective search and prime bounding boxes usually
concentrate around the most prominent object, which is a bird in most cases.
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For the dogs dataset the results are shown in the last two rows of Table 15. For dogs, that often
appear in a cluttered environment with many other objects, deformable part objectmaps work
best, be it for gravital or pyramidal alignments, reaching an accuracy of 36.8% for both cases.
After the addition of color on deformable part objectmaps, we obtain similar improvements as
before, arriving at 47.2% and 49.0% for gravital and pyramidal alignments respectively.
We conclude that fully automatic fine-grained categorization is within reach. Using objectmaps
as spatial priors allows unsupervised alignments to have a competitive accuracy, while requiring
no user interaction regarding the parts nor the location of the fine-grained objects.
5.4.6 Qualitative analysis
Best recognized fine-grained objects. In Figure 38 we plot pictures from the Birds and Dogs
categories for which unsupervised alignments reach the highest accuracy. The results for Birds are
obtained with unsupervised gravital alignments, whereas for Dogs with unsupervised pyramidal
alignments.
The fifteen birds with the highest recognition accuracy are characterized by an extensive color
palette on their plumage. For example the European Goldfinch is easy to distinguish based on the
intricate color patterns of red patches on their heads, followed by a black and white ring around
their necks, their white belly, brown back and black and yellow wings. It appears that having
several colors in different combinations and on different bird locations explains why these specific
birds are easier to recognize than other species.
For Dogs we derive similar conclusions. First, as expected the different dog species have
different colors, yet their chromatic palette is significantly more limited than for birds. Nevertheless, from the experimental results, see Figure 36, we know that color is also an asset. We
conjecture that this is because for dogs the color gradients are more important than the color
itself. The reason is that the color gradients locally reveal a particular type of texture, usually
characteristic of the dog’s type of fur. For example the long, thin, “rasta”-like hair colored with
different gradients of gray identify a Komondor, whereas the different gradients of brown and
yellow identify the shiny fur of a Sussex spaniel. Hence, for Dogs extracting gradient based SIFT
descriptors from different color spaces appears to be a good design choice as well, although the
color variety is not as exotic as for Birds.
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Figure 38: Experiment 4: Some of the best classified categories for unsupervised alignments
for Birds and Dogs. For completeness we draw the detected boundaries after segmentation,
see black contours. We observe that birds and dogs in these sub-categories have consistent
appearance. It is noteworthy, especially for Birds, that most sub-species have very distinctive
color patterns, which are well described by the color Fisher vectors we extract.
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Figure 39: Experiment 4: Two of the most confused pairs of bird categories, when only
grayscale information is used. On the left we have the Forster’s Tern and Least Tern species,
while on the right we have the Pelagic Cormorant and the Red faced Cormorant. The visual
similarities between classes are remarkable, especially when no color is considered. Color is
often necessary for telling such sub-categories apart.

What are the limits of visual features? Here we examine the other extreme, namely the
categories which were difficult to recognize. In Figure 39 we show images of the two most
confused pairs of bird categories, when only grayscale information is used: Forster’s Tern versus
Least Tern and Pelagic Cormorant versus Red faced Cormorant. We observe that all the confused
pairs belong to the same family of species. Indeed, their main differences are some colored
details, e.g., the color of the beak. This is illustrated by a one-vs-one comparison of the birds in
Figure 39 and the color versions of them in Figure 28.
Now, we turn our attention to the case when also color is considered. In Figure 40 we show
images of two highly confused categories, when Opponent SIFT color features are considered:
Great Grey Shrike versus Loggerhead Shrike and Caspian Tern versus Elegant Tern. These categories look very similar. It is likely that these birds are taxonomized based on some physiological,
rather than purely visual, characteristics. Indeed, when looking up the taxonomical motivation
for the Loggerhead Shrike and the Great Grey Shrike, we found that their main two differences
are anatomical and geographical. First, for the Loggerhead Shrike the proportion between the
head and the beak is usually larger. Second, the two species are parapatric. The Great Grey
Shrike appears in Northern Eurasia and America, whereas the Loggerhead Shrike lives in the
southern Mediterranean zone. This type of anatomical or geographical information is unlikely to
be recovered from single pictures, where the birds appear in all sorts of angles, viewpoints and
scales and the context is limited. We conclude that when this is the level of recognition required,
expert knowledge, metadata, or perhaps analysis of the environment, as [35] would argue, might
be necessary for guiding the machine further. For example, recognizing the Great Grey Shrike
from the Loggerhead Shrike we could perhaps examine, whether the surroundings correspond to
a subarctic or a temperate habitat respectively.
What makes a Bobolink a Bobolink? Here we exploit the properties of the linear SVM classifier,
more specifically the additivity of the classification scores per feature dimension [46, 83]. Given
a sub-category c and its classification model wc , we retrieve the dimensions d with the largest,
positive weight values d = argd0 max wcd0 , since they contribute the most to the final classification
score. We then identify those pixels that have the strongest Fisher response for the dimensions d
of the sub-category classifier wcd . Due to monotonicity, the power and `2 normalization do not
influence the outcome of this qualitative evaluation. We visualize in Figure 41 results for the top
http://en.wikipedia.org/wiki/Great_Grey_Shrike
http://www.allaboutbirds.org/guide/loggerhead_shrike/id
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Figure 40: Experiment 4: Two of the most confused pairs of bird categories after adding
color with Opponent SIFT. The first pair of confused birds contains the Great Grey Shrike and
Loggerhead Shrike species, whereas the second one the Caspian Tern and the Elegant Tern
species. These birds species seem very similar to each other, even after the addition of color.
It is likely that they are taxonomized based also on non-visual criteria, such as anatomical
or geographical ones. Indeed, the main two differences between the Great Grey Shrike and
Loggerhead Shrike are (a) the proportion between their head and their beak and (b) their habitat,
with Great Grey Shrike living in the north and Loggerhead Shrike in the south.

20 dimensions (|d| = 20) for the 20 pixels with the strongest Fisher response using unsupervised
alignments and Opponent SIFT.
Given the rough nature of the alignments we make several observations from the visualizations.
First, it appears that the distinctive details appear consistently on similar locations on the finegrained objects. For the Boat tailed Grackle the wide, round tail is the most distinctive detail.
For the Red face Cormorand, it is the red patch on the bird’s head. An interesting case is the
Hooded Marganser. What is considered very distinctive for this bird are the bright yellow eyes
and secondarily the black and white stripes on its breast. As most birds have dark eyes, a brightly
colored eye makes the difference. On the contrary, the large back of the head is not considered
very discriminative and would probably be better captured by HOG. Overall, it appears that
Fisher operates as a spatial hashing function, that builds a correspondence between spatial details
and certain feature dimensions. As a result, although a more precise object or part localization is
always welcome, employing features, such as Fisher vectors, may largely have the similar effect.
Furthermore, we generally observe that the most prominent information lies usually on the
head. Placing special importance on detecting the head is therefore justified and may bring
significant accuracy benefits, as has also been shown by [26, 80, 100]. Finally, we answer that a
Bobolink is made by angular beaks and very sharp, black and yellow edges around the head and
the neck of a bird.
5.5 conclusions
We aim in this chapter for fine-grained categorization without human interaction. Different from
prior work, we show that localizing distinctive details by roughly aligning the object of interest
allows for successful categorization of fine-grained sub-classes. In cases when an object pose can
be confidently extracted, it is beneficial to focus first on recovering the pose and then detecting
the interesting part locations: the anatomical constraints imposed by a detected pose make sure
that the parts do not drift away.
We perform experiments on the challenging CUB-2011 dataset composed of 200 bird species
and on the Stanford Dogs datasets composed of 120 dog breeds. Under a controlled, oracle setting
the experimental results indicate that for rough alignments, distribution based features, such as
Fisher vectors, are a better choice than rigid features, like HOG (Fig. 32).
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Figure 41: What makes a Bobolink a Bobolink? Visualizing why birds are recognized as certain
sub-species. It appears that the distinctive details appear consistently on similar locations on the
fine-grained objects. Furthermore, we generally observe that the most prominent appearance
detail lies usually on the head.

97

local alignments for fine-grained categorization

We furthermore proceed with performing fine-grained categorization on unseen images, obtaining high recognition rates (Table 11, 12). What is more, the experiments reveal the importance
of color SIFT in the recognition of fine-grained sub-species (Tables 13, 14), arriving at stateof-the-art results even when compared with deep learning approaches that make use of extra
data. We attribute the superiority of local alignments encoded with color Fisher vectors to two
factors: first, the rough, but consistent grouping of spatially neighboring fine-details and second,
the potential of the Fisher vectors in describing such fine-details, even when the latter are not
precisely localized.
We establish the importance of segmentation for fine-grained categorization. Naturally, a
better segmentation results in a better accuracy. In the presence of segmentation noise, it better
be background noise (Fig. 37). In absence of perfect segmentation solutions, we conclude that
algorithms favoring the inclusion of background instead of the exclusion of foreground should be
preferred for fine-grained categorization.
Guided by the conclusions from segmentation, we attempt to recover the spatial support of
a fine-grained object, even in the absence of a user-provided bounding box. The extracted
objectmaps, built on off-the-shelf object hypothesis algorithms, provide a good enough spatial
support for the fine-grained object of interest. For fully automatic fine-grained bird categorization
we obtain an accuracy of 53.6%, where the previous best was 28.2% reported by [164] (Table 16).
Finally, our qualitative analysis reveals that Fisher operates as a spatial hashing function,
that builds a correspondence between spatial details and certain feature dimensions (Fig. 41).
Therefore, even though a more precise object or part localization is always welcome, employing
features, such as Fisher vectors, may largely have a similar impact. We, furthermore, observe that
computer vision alone cannot solve all categorizations, as the subtle species differences might be
anatomical, epochal, or geographical (Fig. 40). In such situations, use of expert knowledge, active
learning or metadata would be necessary. For the majority of cases, however, local alignments
allow for accurate, and inexpensive, categorization of fine-grained categories.

98

6
CODEMAPS

‘Διαίρει και βασίλευε’ (Translation: “Divide and rule”)
– Philippos II of Makedon (382-336BC)
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Figure 42: Codemaps segment and classify objects locally by reordering the encoding, pooling
and classification steps of object classification. Different from existing linear decompositions for
specific pipelines, codemaps are generic, embed fast `2 -normalization, induce classification by
attributes with locality and include recursive nonlinearities by local kernel pooling.

From the previous chapter we identified that segmentation, and locality in general, can be of
great importance for the accurate recognition of concepts. Hence, we study further how locality
can be better integrated in the classification process.
6.1 introduction
It remains remarkable that the great successes in object recognition use so little of the spatial
order in the image. Features [81] are encoded in feature space [58, 104, 124, 156], pooled in
histograms [17, 156] and plugged into a kernel-classifier [32, 162]. The entire chain contains no
more spatial information than the locality of the features, compensated by a rather crude method
of spatial pyramids [51, 72] where the standard classification procedure is repeated over upper
and lower parts of the image. To make progress in recognition, better inclusion of more spatial
information is inevitable. And indeed, recently, [4, 21, 22, 54, 97, 135, 138] have introduced the
spatial coherence of objects, by confining the usual analysis to selected regions in the image. The
spatial restriction has had a positive effect on the recognition result. However, the selection of
regions is only loosely coupled to the classification pipeline. In this paper, we aim to integrate
locality much further into the analysis.
Starting at the other end, the route of first segmentation then recognition, is as old as Blobworld [24], where parts were described as visually coherent regions. In [68, 145] the regions
were jointly modeled to establish semantic similarity between adjacent object parts. And indeed,
consistent regions lead to useful object hypotheses [4, 21], paving the way towards object segmentation. Pushing localization with state-of-the-art encodings to an extreme, [33] considers pixels
independent to each other for semantic segmentation. In this case it is pixels that are classified as
belonging to an object class and not regions segmented to contain an object class instance, as
computing Fisher vectors on thousands of regions in the traditional, sequential pipeline would
be too expensive to consider. The same holds for human-recognizable representations with
attributes [70], where the complexity of such encodings has restricted analysis to full images
only, without any locality. We argue in this paper the virtue of a deeper connection between
spatial localization and (fine-grained) object type classification on the basis of state-of-the-art
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pipelines, namely the improved Fisher kernel [104], explicit feature mappings [144] or attribute
label embeddings [1].
We aim to combine region-level image decompositions with recognition at the earliest stage
of the analysis. We show that reordering the processing steps for object type classification into
local pooling before classification has considerable advantages. Where [69, 146] have shown
the efficiency benefits of such decompositions for unnormalized bag-of-words with a linear
classifier, codemaps make three novel contributions. Prior to these, we formulate the sufficient
mathematical conditions under which image encoding and classification are locally decomposable
(Section 6.3). In the first novelty, we use this result to introduce codemaps with `2 -normalization
for arbitrarily shaped image regions (Section 6.4), essential to reaching a better than state-ofthe-art performance in semantic segmentation [4, 21, 22, 48, 97]. In the second novelty, we
show that the independence of the number of classifiers allows codemaps to incorporate locality
in attribute representations. We show that fine-grained categorization using attributes profits
substantially from locality (Section 6.5). In the third novelty, we focus on situations when the
lattice is fixed, such as in an object classification setting (Section 6.6). We show that codemaps
introduce recursive layers of nonlinearities in a feedforward architecture, improving object type
classification accuracy for free.
We improve upon our previous work at ICCV [79] by introducing the localized attribute
representation based on codemaps, a complexity analysis (Section 6.7) and more extensive
experiments (Section 6.8). We illustrate an overview of the proposed method in Fig. 42.
6.2 related work
We structure our discussion on related work by the components of the proposed method, that is
feature encoding and pooling, semantic segmentation, fine-grained classification by attributes and
kernel classification.
6.2.1 Feature encoding and pooling
Feature encodings capture the visual information around a local neighborhood and generate a
measurement. This measurement is supposed to be invariant to accidental circumstances, such as
illumination, shade, occlusion etc. We consider two families of approaches.
The first family of approaches employs hand-crafted feature encodings to generate a code [9,34,
63,81]. The acquired codes are projected to a, usually, higher dimensional space. These per-image
projections are the image representations used for classification. Traditionally, the most popular
projection has been vector quantization [32, 124] of low level codes, usually referred to as the
bag-of-words model. Replacing the hard constraints of one-to-one correspondence between low
level codes and bag-of-words projections, soft quantization [141] and sparse coding [156] allow
for more flexible, and thus more accurate, representations. And recently, modelling the differences
of projections to pre-trained models have shown state-of-the-art results in classification. The
two most popular choices are Fisher vectors [104] that compute the second-order moments of
gaussian mixture models [104], and VLAD vectors [58] that compute the `1 distances of the
local features from the centres of k-means codebooks. For a more extensive review on feature
encodings we refer to [55].
Instead of employing hand-crafted features, the second family of approaches learns to generate
feature encodings. These methods, better known as deep learning or convolutional neural
networks, propose successive, hierarchically organized graph layers that are trained to reconstruct
their input [10]. Because of the hierarchical structure which feeds the output of one layer as
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input for the next one, each hierarchical level captures increasingly more complicated visual
patterns [161]. The activations of these patterns become the feature encodings that describe an
image in a multi-scale manner. Combining these feature encodings with discriminative classifiers
yields excellent results [66, 160] in large scale benchmarks, such as ImageNet [36]. On the
negative side, however, in training such a massive number of parameters lures the danger of
overfitting. For this reason deep learning methods are usually reliable only in very large scale
scenarios, where the amount of data counterweights the number of free parameters. Interestingly,
it was recently shown [123] that organizing traditional feature encodings, such as Fisher vectors,
in a similar manner to deep architectures leads to comparable accuracies in the same large scale
datasets. For an extensive review of feature learning we refer to [10].
Both hand-crafted, as well as learned feature encodings, involve a feature pooling step. Feature
pooling spatially aggregates the relevant local feature encodings into a global image representation.
Average pooling has been shown to work best for bag-of-words [124] and Fisher vectors [104].
Max-pooling is proven effective for sparse coding [156] and deep learning approaches [66],
whereas sum-pooling is used by VLAD vectors [58] and deep Fisher networks [123].
The representation we propose is agnostic to the encoding choice, as long as it is locally
decomposed. In our experiments we use Fisher vectors, since they have shown to yield stateof-the art results in object classification [104], without requiring extra images for pre-training.
Furthermore, we generalize on the pooling functions. We show that pooling over a region of
interest is equivalent to a simpler two-level pooling for a particular family of mathematical
functions. This two-level pooling allows to classify objects locally, while offering a substantial
efficiency speed-up.
6.2.2 Semantic segmentation
For semantic segmentation we identify three main approaches, most of them starting from
higher level image elements such as superpixels [75] or regions [5]. The first approach groups
superpixels on the basis of semantic similarity in a conditional random field. Using concept cooccurences [68], higher order potentials [65], or even alleviating the requirement for ground truth
segmentation masks during training [145], these models are favorable for their good performance.
The second approach directly classifies low level image elements, such as individual pixels
or superpixels. Employing random forests [122], patch-level classifiers [33] or classifying
superpixels following a self-learning approach [25], these methods do not formally consider
higher level interdependencies between pixels (or superpixels). The third approach of methods
decomposes the detection and segmentation into two phases, first detecting possible segment
hypotheses [5,23], then classifying them following modern classification procedures [4,21,23,48].
We focus on the third family of approaches, and more specifically on the state-of-the-art CPMCO2 P [21], for two reasons. First, CPMC-O2 P purposefully does not include any feature encodings
for segment representations and only performs pooling from the raw SIFT features. Therefore,
adding encoded features, will be complementary to the contributions of the CPMC-O2 P features.
Second, one explanation why CPMC-O2 P does not use encoded features is that they typically
require strong learning machinery, such as exponential χ2 kernels [22]. For CPMC-O2 P, however,
fast linear kernels suffice, hence involving heavy nonlinear kernel machines would prevent the
method from being both accurate and efficient. In contrast, our proposed representations also
operate with linear kernels. They can, therefore, be gracefully combined with the state-of-theart CPMC-O2 P features, maintaining the high efficiency and improving accuracy further. Our
experiments reveal that we improve semantic segmentation accuracy considerably, leading to
the highest reported scores in PASCAL VOC 2011 and 2012, the leading semantic segmentation
benchmarks.
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6.2.3 Fine-grained classification by attributes
Fine-grained classification tackles tasks, where one needs to distinguish between visually very
similar categories, for example telling apart similar bird species such as a Forster’s Tern from the
Least Tern. From both psychological studies [12], as well as empirical evidence [26, 44, 165], it
became evident that locality plays a pivotal role in fine-grained classification.
In fine-grained classification it is assumed that all categories belong to a common supercategory, e.g. birds [148]. The defining details for these fine-categories are expected to be found
in the little fluctuations of common bird properties, such as “curved beak” or “spotted breast”.
Learning, therefore, such properties, better known as attributes, has been a subject of intense
research. In their seminal work [70] propose to use attributes for the recognition of animal
categories, even when no training examples for some of the categories are available. In [150] a
joint model of visual attributes and object classes is learnt, whereas [1] propose to learn attribute
embeddings for fine-grained and zero-shot classification.
Attributes refer to object-level properties. Therefore, it makes sense to look for attributes
on an object, and not on an image level. Yet, only image-level attribute representations have
been considered so far in the literature. The apparent reason is that being oblivious to the object
location, sequentially evaluating all possible object locations where attributes could reside, would
be computationally demanding. To the best of our knowledge there has not been any work
reporting multitudes of attribute representations for hundreds of regions in an image. The closest
match is [38], who have the opposite goal of discovering locally explainable attributes, that is
recurring visual patterns on consistent object locations. Apart from this conceptual difference,
the algorithm of [38] requires human assistance, hence it is only applicable on small datasets.
In contrast, our proposed automatic approach is designed to facilitate an effortless and accurate
computation of already-known attribute representations for hundreds of image regions inside an
image, opening the door to local attribute representations.
6.2.4 Kernel classification
For object type classification, support vector machines have repeatedly shown [36, 39, 125] to
outperform or to be competitive to other alternatives [123]. To cope with the growing number of
images, the size of the image representations and the numbers of object types, recent research has
focused on efficient learning and classification.
Kernel properties, such as additivity and homogeneity, have been exploited for speeding-up
support vector machines [82]. Special care has been given to nonlinear kernels [82, 144]. For
most nonlinear kernels usually `1 -normalization is the preferred choice [144]. However, recent
advances in feature encoding such as Fisher vectors [104] were shown to thrive with linear kernels,
as long as certain guidelines are followed. For linear kernels `2 -normalization is preferred, not
only for making the encodings invariant to scale [104], but also because they are the natural
normalization procedure for linear kernel machines [144]. Indeed, as our experiments also
reveal, the presence of `2 -normalization is integral for maintaining the highest accuracy in several
classification and segmentation tasks.
No matter whether linear or nonlinear classifiers are applied, the spatial properties of object
and scene classes naturally play an important role. Yet, orderless encodings, like bag-of-words of
Fisher vectors, discard such spatial information. To compensate for this loss, classifiers currently
employ the local origin of the data only weakly, with the most popular method being spatial
pyramids [51, 72]. Spatial pyramids start from the rigid assumption, that the same image regions
will contain similar visual statistics. For example a boat will usually appear within a water
frame on the lower part and sky on the upper part of the image. A negative aspect of spatial
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pyramids, however, is that they multiply the final number of dimensions by a factor analogous
to the number of spatial divisions. Moreover, spatial pyramids require parsing the same image
regions several times for each of the spatial divisions. These drawbacks only get accentuated
when more sophisticated, class-specific spatial pyramid variants are considered, since they divide
images in multiple, different spatial layouts, one per class [119]. By considering locality from
the very beginning, codemaps incorporate the spatial extent of an image gracefully, affecting
positively the accuracy of the final classification without imposing extra computational burdens.
6.2.5 Contributions
We are inspired by [69, 146] who observe that the image interpretation of unnormalized bag-ofwords with a linear classifier can be analyzed in terms of the contributions of individual descriptors,
leading to a considerable efficiency gain. In the current work we propose to reorder the steps of
pooling and feature encodings, such as Fisher vectors and VLAD. By doing so, we obtain a joint
formulation of the classification score and the local neighborhood it belongs to. Furthermore,
the generalized framework obtains the precise `2 -normalized classification score for any region,
which is known to increase the accuracy for both Fisher vectors and VLAD considerably [58,104].
Also, by exploiting the robustness of codemaps for an increasing number of classifiers, codemaps
allow for injecting attribute representations with locality. Hence, methodologies that depend on
attribute representations, such as label or attribute embedding [1, 151], now benefit from locality.
In addition, codemap kernel pooling which embeds nonlinearities by explicit or approximate
feature mappings [82, 144] assures state-of-the-art competitiveness [104]. And last but not least,
we show that by employing recursive layers of nonlinar kernel poolings with codemaps has
positive effects in classification accuracy.
6.3 preliminary
We start from a lattice, composed of N nodes, G = {gi }, i = 1, ..., N, superimposed on an image.
To ensure good generalization and flexibility, we consider that i) each node gi of the lattice is
arbitrarily sized, shaped, and non-overlapping, i.e. gi ∩ g j = ∅, ∀gi , g j ∈ G, i , j, and ii) each
area R where we search for the objects of interest is composed of multiple nodes R = g1 ∪ ... ∪ gl .
Thus, regions are also arbitrarily sized and shaped. Hence, the image search is no longer confined
to specific and limiting templates, such as rectangular areas [69, 138]. For ease of reading we
shall refer to each node gi of the lattice as lex. Our theory holds for all types of patches, including
cells on a regular lattice [72], generalized image regions [5], superpixels [75, 109] or any other
type of localities.
We extract a collection of local features zi , i = 1, ..., M in the image and encode them to equal
codes ci , 1, ..., M. The pooling function h(R) combines these local codes within the region R to
arrive at its global feature encoding.
Codemaps. The goal for a codemap is to be a decomposed object image representation. We
begin with unnormalized codemaps. Using the classifier function f the per lex classification score
is f (h(gi )). For an image region R composed of l lexes R = g1 ∪ g2 ∪ ... ∪ gl the corresponding
classification score is
f (h(R)) = f (h(g1 ∪ g2 ∪ ... ∪ gl )).
(6.1)
We want the codemap to be decomposable with respect to the contribution of each lex gi separately.
We formally describe this property by
f (h(R)) = q( f (h(g1 )), f (h(g2 )), ..., f (h(gl ))),
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where q is a classification pooling function that aggregates the localized classifier decisions over
a region of interest. From eq. (6.2) we see that the pooling function h needs to be applied to
each of the lexes gi separately. Taking into account eq. (6.1), we arrive at the first condition for
obtaining a decomposable codemap:
Condition 1 The pooling function h : R → B must be homomorphic from the space R to space B,
so that


h(R) = h(UR g1 , g2 , ..., gl )


(6.3)
= UB h(g1 ), h(g2 ), ..., h(gl )
where R refers to the spatial domain formed by lexes {gi }, and B refers to the code pooling space
defined by h. In eq. (6.3) the UR stands for the union set operation, that is UR = ∪(g1 , g2 , ..., gl ),
whereas UB is an operation in B that makes h homomorphic. When h stands for sum pooling or
max pooling, UB is the sum operator or max operator. In practice a homomorphic pooling means
that we can first locally pool the encodings from each lex gi separately, then combine them to get
the global feature encoding as if we operated on R in the first place.
In addition, we want the classifier f to also operate on each of the lexes gi individually. By
combining eq. (6.1) and (6.3), we arrive at the second condition for obtaining a decomposable
codemap:
Condition 2 The classification function f : B → C must be homomorphic from the space B to
space C, so that


f (h(R)) = f (UB h(g1 ), h(g2 ), ..., h(gl ) )


= UC f (h(g1 )), f (h(g2 )), ..., f (h(gl ))

(6.4)

where C refers to the classification space. Having a homomorphic function for the classifier f ,
one only needs to consider the individual scores of the lexes within R.
Normally, when classifying a region we first perform a global pooling on all the feature
encodings contained in the region, and then we apply the classifier. However, according to
Cond. 1, codemaps first break the global pooling into a collection of local feature poolings over
lexes. Then, according to Cond. 2, codemaps apply the classifier on the local feature poolings and
perform a global pooling on the classification scores of the lexes. Hence, the global pooling is
performed on single scalars instead of high dimensional vectors. This brings significant efficiency
benefits for vision tasks where thousands of regions need to be classified per image.
We conclude that in order to obtain a codemap, Cond. 1 and 2 need to be satisfied.
6.4 `2 normalization for regions
Modern feature encodings, such as Fisher vector, VLAD or bag-of-words, usually include a
summation operator in the feature pooling function h. When a linear classifier f is used, the
P P
classification score of a region is y(R) = wT h(R) = d gi ∈R wd hd (gi ), where w denotes the
learned d dimensional weights by the linear classifier. This leads to a valid codemap, since
y(R) =

l
X

y ( gi ) ,

(6.5)

i=1

P

where y(gi ) = d wd hd (gi ). A similar decomposition was derived in [69, 146] for the specific
case of unnormalized bag-of-words with a linear SVM. Here we consider the important case
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of including normalization to feature encodings before classification [104, 144]. Including
normalization, in particular `2 , for variable spatial regions is difficult to do efficiently. We propose
`2 -normalization for arbitrary regions in codemaps.
In general, for a region R the norm of its feature encoding vector h(R) is denoted by kLR k.
Because of the linear classifier we can rewrite the normalized classification score as:
y(R) = f (

1
1
· h(R)) =
· f (h(R)).
kLR k
kLR k

(6.6)

As eq. (6.6) indicates, to obtain the normalized classification score we can postpone the scaling by
the inverse norm kL1R k until after the classification pooling. Thus, with codemaps, normalization
boils down to multiplying a normalization scalar with the scalar classification score of a region,
rather than with high dimensional feature encodings. We consider the `2 -norm of the feature
encoding for a region R within an image, since the linear classifier favors `2 -normalization [144],
as

1/2
kLR k2 = h(R)T h(R)
1/2

l X
l
(6.7)
X

= 
h(gi )T h(g j ) .
i=1 j=1

We calculate the `2 -norm of a region R only from the sum of the pair-wise dot product h(gi )T h(g j )
between feature encodings of the lexes within the region. To generalize for any arbitrary region
R, we calculate the dot products of all the pair-wise lex combinations in the image. Then, we
only need to consider the combinations of lexes that both appear in R, that is:
1/2

N X
N
X


T

kLR k2 = 
αi α j h(gi ) h(g j ) ,

(6.8)

i=1 j=1

where the binary vector α = (α1 , ..., αN ) indicates whether each lex is present or not within the
region R. Finally, we compute the `2 -normalized classification score of an arbitrary region R as:
y(R) =

N
1 X
αi wT h(gi ).
kLR k2 i=1

(6.9)

We describe the `2 -normalized codemap of an image as:
Φcd = {gi , wT h(gi ), h(gi )T h(g j )},

(6.10)

for i, j = 1, ..., N, where w is the classifier weight vector.
Fisher codemaps. The popular Fisher vector [104], extracted from a Gaussian Mixture Model
with a probability density function u(; |µ, σ) is equal to czi = M1R 5µ,σ log uµ,σ (zi ), where MR
stands for the number of local descriptors zi sampled from an image. A codemap is independent
of the regions R, hence the value of MR is not available. However, MR is canceled out during the
`2 -normalization, therefore we propose to drop the constant MR from the original Fisher vector
by using e
czi = 5µ,σ log uµ,σ (zi ). Since we use the sum operator for the feature pooling and the
sum operator due to the linear classifier, the Cond. 1 and 2 are fulfilled and we have a Fisher
codemap.
Fisher codemaps allow for a considerable speed-up when classifying a number of arbitrarily
sized and arbitrarily shaped regions, as we will also outline in Section 6.7. For evaluating 1,000
regions the Fisher codemap needs 23 seconds per image, as compared to 22 minutes, when
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using the traditional Fisher vectors without any alterations. The speed-up factor improves further
when more evaluations are required. We conclude that `2 -normalized Fisher codemaps are
mathematically equivalent to Fisher vectors, but much faster. Similar formulations and efficiency
benefits can be derived for other feature encodings, e.g. bag-of-words or VLAD, as well.
6.5 localized classifier embedding
In the previous sections of this chapter we have established how to acquire an `2 -normalized
codemap, given that we have a single classifier. We now consider the case, when we have L
classifiers in a matrix format W = [w1 , ..., wL ]. We observe that replacing the single classifier w
with multiple ones W in eq. (6.10) we end up with two matrix multiplications. The first one is
between a set of L classifiers encoded in a matrix format, W = [w1 , ..., wL ], and the local feature
encodings {h(gi )} extracted from the N lexes in the image. The second one is between the local
feature encodings themselves. The complexity of the second multiplication is quadratic to the
number of lexes. Hence, we can easily increase the number of classifiers L until it matches to the
number of lexes N, without changing significantly the computational order of a codemap.
As codemaps are insensitive to the number of regions and classifiers we are able to train
multiple classifiers and evaluate them in different image regions. A good starting point is,
therefore, employing the ALE [1] objective criterion adapted for classification of objects by
attributes [1]. Based on ALE, we have the classification score function for a class c
F (c, h(R); V, W ) = vc W T h(R).

(6.11)

The matrix W stands for an encoding-to-attribute classifier matrix, which transforms the low level
feature encodings h(R) of a region R into a vector of attribute scores that are shared amongst our
classes. The vector V = [v1 , . . . , vC ] stands for the attribute-to-class classifier matrix, which uses
the attribute representation of W T h(R) of a region R to return the scores for classes 1, . . . , C. The
prediction c∗ to one of the classes corresponds then to the class that obtains the maximum score,
that is
c∗ = arg max F (c, h(R); V, W ) = arg max VW T h(R),
(6.12)
c

c

where c is a running index over the columns V that contain the attribute-to-class classifiers.
To classify a new object we need to know the attribute matrix W and the attribute-to-class
matrix V. To this end we follow the training procedure of [1, 151]. Namely, given the encodings
H = {h(Rm ), ym }, m = 1, ..., H, ym = {1, −1}, for the Rm segment hypotheses in the training set,
we minimize
arg min L(H; V, W ) + βkV − V prior k2 ,
(6.13)
W,V

where β is a weight to be tuned, V prior is the prior information regarding the connection between
attributes and classes, and L is a standard one-vs-rest max-margin objective.
Attribute codemaps. The image classification by attributes proceeds in two steps. First, the lowlevel feature encodings are mapped to attributes via W, then the attributes are mapped to object
classes via V. From eq. (6.11) we see that the attributes are shared amongst all classes forming
an intermediate representation, equal to linear classifiers, which satisfy Cond. 2. Therefore, such
an intermediate representation can be formulated in terms of codemaps,
Φat = {gi , W T h(gi ), h(gi )T h(g j )},

(6.14)

for the i, j = 1, ..., N lexes and the W = [w1 , ..., wL ] attribute classifiers. We refer to eq. (6.14) as
attribute codemap. Attribute codemaps are obtained in a similar manner to eq. (6.10). The differ-
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ence is that attribute codemaps return an region representation vector and not object classification
scores.
At test time we do not know which segment hypotheses contains the most accurate representations. Hence, we first need to detect the optimal segment and then classify it. Starting
from promising object segment hypotheses Rm from exterior algorithms [23], we can effortlessly
compute the respective attribute representations u(Rm ) with our attribute codemaps, that is
u(Rm ) =

1
LRm

[

X

wT1 h(gi ), . . . ,

2 gi ∈Rm

X

wTL h(gi )]T ,

(6.15)

gi ∈Rm

where LRm 2 is the `2 -normalization scalar for region Rm and can be computed from eq. (6.8).
Having computed the attribute representation for all the segment hypotheses, we now rank
segment hypotheses. The ranking is performed with the use of segment detection algorithm [22],
using the computed attributes as the describing features for a segment. The evaluation returns
simultaneously the best candidate segment containing accurate attributes and a label prediction
for the most likely object category given these attributes, according to eq. (6.12).
6.6 nonlinear kernel pooling
In the analysis so far we made no particular assumption with respect to the lattice geometry, nor
the task that facilitates these image comparisons. Next, we will elaborate further on the case
when the lattice is fixed and shared across all images, like in image classification. To do so, we
first approach codemaps from a kernel point of view.
Assume two images X and Z, for which we compute the feature encodings h(·) from all the
lexes per image. For feature encodings that conform with Cond. 1, the linear kernel similarity of
the two images is
KL ( X, Z ) = h( X )T h(Z )
XX
(6.16)
=
h(g )T h(g ).
x

z

g x ∈X gz ∈Z

Based on eq. (6.16) we make two observations. First, the lex comparisons between g x , gz are
linear, inner products. Having inner products, we can apply the kernel trick [116] for measuring
the image similarity, now on the fine level of pairwise lex comparisons, namely
XX
K 0 ( X, Z ) =
k(h(g x ), h(gz ))
g x ∈X gz ∈Z

=

XX

ψ(h(g x ))T ψ(h(gz ))

(6.17)

g x ∈X gz ∈Z

= h0 ( X )T h0 (Z ),
where h0 ( X ) =

P

ψ(h(g x )) and ψ(·) stands for nonlinear kernel mappings, obtained either

g x ∈X

with explicit feature maps [144] or kernel PCA [116]. We observe that h0 ( X ) stands for a sum
pooling operation of nonlinear feature encodings of the lexes in image X. We, thus, call this
operation nonlinear kernel pooling.
Based on closure properties, as long as the summands k(·) are positive definite kernels [116],
the codemap kernel K 0 ( X, Z ) is also positive definite. We can, therefore, use all the appropriate
kernels from the related literature, like the Hellinger, χ2 or histogram intersection kernels. Note
here the relation of codemaps to match kernels [15] that operate on sets of local features, e.g.
SIFT, and the Naive Bayes Nearest Neighbor kernel [131]. However, there are two differences
with these works. First, codemap kernels focus on measuring similarities using strong feature
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Figure 43: Codemaps over a fixed {3 × 1, 2 × 2, 3 × 3} lattice. Considering the particular
case of the upper division (green layer), the pyramid codemap computes the feature encodP
upper
ing as the summation h0 (R3×1 ) = 4i=1 ψ(h(gi )). Introducing another layer of nonlinearities,
K 00 (h0 ( X ), h0 (Z )), we obtain codemaps in a feedforward pyramid codemaps.

encodings, such as Fisher vectors [104], and not using directly raw features [15, 131]. Second,
codemaps operate on a higher level of locality, that is on lexes, and not on pixels.
Pyramid codemaps. Operating on a fixed lattice, we need to define the regions we want to
compare between images. Such regions could be learnt optimally. Alternatively, we could adopt
the regions derived from spatial pyramid divisions [51, 72]. As our aim is to investigate the
codemap properties in capturing the spatial extent of an image composition, we opt for spatial
pyramid-like regions for simplicity.
More specifically, from all the possible lex combinations we consider the ones that could
correspond to spatial pyramid divisions. For example, see the lattice produced by the 3 × 1, 2 ×
upper
2, 3 × 3 divisions in Fig. 43. Isolating the upper row region R3×1 of the 3 × 1 pyramid, we
see that it is composed of the lexes g1 , . . . , g4 . From eq. (6.17) we compute the image kernel
P
upper
similarity as h0 (R3×1 ) = 4i=1 ψ(h(gi )). Similar to [72], to obtain the final image encoding we
upper
concatenate the encodings from all pyramid divisions, that is h0 ( X ) = [h0 (R3×1 )T , . . . ]T .
Similarly, we express the classifier vector as a concatenation of classifier vectors per division,
upper,T
namely w = [w3×1 , . . . ]T , which we obtain by max-margin optimization. The classification
P
score for an image is y( X ) = wT h0 ( X ) = div wTdiv h0 (Rdiv ), where wdiv is the subvector of the
classifier w for the division div. Hence, we observe that if we consider the trained weights per
division wdiv as separate classifiers, we can represent an image in terms of codemaps. Given that
for normalization we require K 0 ( X, X ) = 1, equivalent to `2 -normalization on h0 ( X ), we have
the pyramid codemap
Φ pyr = {gi , W T ψ(h(gi )), ψ(h(gi ))T ψ(h(g j ))},

(6.18)

for the i, j = 1, ..., N lexes on our fixed lattice, where W is a matrix that contains columnwise the
weight subvectors wdiv .
Codemaps in a feedforward architecture. In eq. (6.17) we consider local, nonlinear comparisons with respect to the lexes in the images. However, we observe that the global image similarity
K 0 ( X, Z ) = h0 ( X )T h(Z ) is again an inner product. Therefore, we are able to employ another
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Figure 44: Complexity of codemaps. (a) `2 -normalized Fisher codemaps (with 400 lexes per
image) are up to 56x faster than computing Fisher vectors sequentially per region. (b) `2 normalization is almost independent of the number of lexes. (c) Codemaps have a constant time
complexity independent of the number of classifiers. For the CUB2011 dataset, where we have on
average fewer (approximately 200) lexes and 550 segment hypotheses, codemaps return attribute
representations in about 6 seconds per image, no matter how many attributes are considered. The
numbers are computed on real data, using a Gaussian mixture model of 256 components. Figures
(a) and (b) are generated on PASCAL VOC 2011 images, sampling every 2 pixels. Figure (c) is
generated on CUB2011 images, sampling every 3 pixels.
round of nonlinearities on a global image level by replacing the inner product with a kernel
function, namely
K f f ( X, Z ) = K 00 ( K 0 ( X, Z ))

= ψ0 (h0 ( X ))T ψ0 (h0 (Z ))
X
X
= ψ0 ( ψ(h(g x )))T ψ0 ( ψ(h(gz )))
gx

(6.19)

gz

Using once more feature mappings, the kernel function K 00 can be rephrased as K 00 (·, ·) =
ψ0 (·)T ψ0 (·). The nonlinear mappings ψ(·) and ψ0 (·) do not necessarily have to be the same.
According to eq. (6.19), an image X is computed first locally with ψ(·), then globally with
ψ0 (ψ(·)), leading to a feedforward architecture for an image representation
X
h00 ( X ) = ψ0 (
ψ(h(g x ))).
(6.20)
gx

Note that the image representation of eq. (6.20) is again computed on a single, fixed lattice,
having in practice similar computational costs to pyramid codemaps.
As a side remark, we note the resemblance of the above feedforward architecture with the
recently proposed deep Fisher networks [123]. In [123] nonlinearities are applied in iterative
layers as well. However, as the purpose of [123] was to compare with deep, feature learning
architectures, their proposed deep Fisher network is designed to extract per layer a very dense array
of feedforward nonlinearities. These recursively employed nonlinearities can be safely trained
when very large datasets [36] are available, which was also the application domain of deep Fisher
networks. Feedforward pyramid codemaps, however, depend on a much sparser set of feedforward
nonlinearities, hence the danger of overfitting is less eminent. As a result, feedforward pyramid
codemaps are better suited, when such very large scale datasets are unavailable.
6.7 measuring efficiency
In this section we summarize the computational, memory and storage complexity properties of
codemaps and visualize them in Fig. 44.
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Table 17: `2 -normalized semantic segmentation for arbitrary regions. Mean average precision
on the val set of the segmentation task in the PASCAL VOC 2011.
Bag-of-words
Region normalization
mAP

Fisher codemaps

–

–

`2

4.1

7.0

26.9

Unnormalized vs normalized codemaps. The L classifiers are stored as a D × L matrix,
each column containing a classifier composed of D dimensions. Also, the local encodings
are stored in a D × N matrix, one local encoding per column for each of the N lexes in the
lattice. Calculating the unnormalized codemaps from eq. (6.9) involves in the general case a
matrix-matrix multiplication between the two matrices, that is a complexity of O( L · D · N ).
For the normalized codemaps we need to compute the unnormalized codemaps first. Then, we
compute the pair-wise norms of eq. (6.8), which will serve as our image normalization matrix.
With the image `2 -normalization matrix we are able to reproduce the normalization coefficient
for every region in the image composed of a subset of the N lexes. To obtain the image `2 normalization matrix we need to perform a matrix multiplication of the feature encodings matrix
with itself, an operation that costs O( D · N 2 ). In practice and given Fisher encodings, for up to
1,000 lexes –a number of lexes typically employed in localization of objects [4, 21]– normalized
and unnormalized codemaps have similar computational costs, see Fig. 44a. For a larger number
of lexes the cost for obtaining the normalized codemap becomes slightly higher.
To store codemaps, we need N · L scalars for N lexes and L classifiers for the unnormalized
score maps. Storing the image `2 -normalization matrix involves only 0.5 · ( N 2 + N ) values.
Moreover, the image `2 -normalization matrix depends solely on the local feature encodings and
is independent of the number of classifiers. Therefore, to obtain `2 -normalized codemap scores
for as many classifiers as we want, we only need to compute the image `2 -normalization matrix
just once.
Region classification with codemaps. After having calculated the normalized codemaps, we
may proceed with the search, be it for classification, detection or segmentation. Given a region
R on the lattice we need at most N 2 + L · N summations of scalars to obtain normalized scores
for L classes, see eq. (6.9) and (6.8). In practice and given Fisher encodings, the time cost for
evaluating thousands of regions is constant, see Fig. 44b.
Object models. For computing the normalized codemaps we have an O( L · D · N ) and a
O( D · N 2 ) operation. Comparing the two, we see that the difference lies in the relative comparison
between the number of lexes N per image and the number of classifiers L we consider. Assuming
images of similar sizes, we expect the number of superpixels N to be roughly stable, usually in
the order of hundreds per image. In practice and given Fisher encodings, evaluating scores for an
increasing number of classifiers, namely L −→ N, has little impact on the final computational
cost, see Fig. 44c.
We conclude that with codemaps we have significant computational and memory efficiency
advantages in computing classification scores over an arbitrary number of arbitrarily-shaped
image regions. We will exploit these advantages in our experiments for tasks that involve by
definition locality, e.g. semantic segmentation, as well as for tasks where locality is less eminent,
yet still important, e.g. object classification and fine-grained classification by attributes.
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6.8.1 Importance of `2 -normalization in segmentation
In the first experiment we investigate how important `2 normalization is for semantic segmentation.
In semantic segmentation several image regions need to be evaluated for whether they enclose
objects and their type. We start from the PASCAL VOC segmentation dataset and follow the
training protocol of CPMC-O2 P [21]. We focus on the VOC 2011 train set for training and
we report results on the val set. We also consider the unnormalized Fisher codemap version
and unnormalized bag-of-words features using a visual codebook of size 4,000, similar to
the ones used in [146]. While unnormalized Fisher vectors have been used for pixel-level
segmentation [33], there has not been any work on segment-level classification with normalized
Fisher vectors (except for the conference version of the current work [79]). The results are
presented in Table 17.
We observe that `2 -normalized Fisher codemaps outperform the unnormalized ones by far.
Fisher codemaps obtain a 26.9 mAP (mean average precision), where the unnormalized Fisher
codemaps obtain only 7.0 mAP. While unnormalized Fisher codemaps outperform bag-of-words,
the `2 -normalization is critical for the linear regression used to label segments, since we have
to ensure that the overlap between each segment and itself is largest and equal to 1. We plot in
Figure 44a how efficient it is to compute a Fisher codemap, under a varying number of lexes in
the lattice. Calculating the normalized Fisher codemap is as efficient as the unnormalized version
for up to 500 lexes. For semantic segmentation in particular, since 4−500 lexes per image usually
suffice [5, 21, 145], calculating the `2 -normalized Fisher codemaps is practically as efficient as the
unnormalized one, but much more accurate.
We conclude that `2 -normalization, which codemaps also facilitate, is important for semantic
segmentation with linear classification models.
6.8.2 Codemaps for semantic segmentation
In the second experiment we quantify the value of `2 -normalized codemaps for semantic segmentation. Since the leading semantic segmentation methods use multiple features to capture
several aspects of the object information (i.e. in [21] 3 features and in [4] 58 features are used),
we embed Fisher codemaps into the multi-feature approach of CPMC-O2 P [21]. CPMC-O2 P
combines three segmentation-tailored and color-enhanced features, and trains linear support
vector regressors based on the overlaps between segments. We use the Fisher codemaps from
Section 6.4, with dense sampling of basic intensity SIFT descriptors per pixel at multiple scales
and a Gaussian mixture model of 128 components. Note that unlike [21] we do not consider any
feature-specific optimizations for the purpose of semantic segmentation.
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VOC2012

VOC2011

57.8
59.4
56.6
57.4
60.9
61.3

45.5 29.5 49.3 40.1

49.5 85.9 72.5 23.6 45.3 40.2 54.6 70.6 60.8 55.4 13.9 47.8 31.5 44.3 63.2

CPMC-O2 P [21] 46.4 84.7 63.5 23.4 45.0 40.8 44.9 59.1 58.3 57.1 11.8 42.9 32.8 45.2 55.4

FGT SEGM [22] 47.5 85.2 63.4 27.3 56.1 37.7 47.2 57.9 59.3 55.0 11.5 50.8 30.5 45.0 58.4

48.1 85.7 62.7 25.6 46.9 43.0 54.8 58.4 58.6 55.6 14.6 47.5 31.2 44.7 51.0

48.3 85.3 66.2 24.4 47.5 37.2 52.4 60.4 61.1 56.5 12.8 44.5 32.9 44.8 60.8

This paper

DivMBest [97]

This paper

9.7

47.9 84.2 66.9 23.7 58.3 37.4 55.4 73.3 58.7 56.5

R-CNN [48]

8.1
55.3

40.8 83.4 46.8 18.9 36.6 31.2 42.7 57.3 47.4 44.1

CPMC-O2 P [21] 47.6 85.4 69.7 22.3 45.2 44.4 46.9 66.7 57.8 56.2 13.5 46.1 32.3 41.2 59.1

Berkeley [4]

55.8

53.5

48.6

51.2

57.4

53.9

51.0

50.7

33.2

36.6

34.6

35.6

33.7

33.8

36.2

26.3

49.8 34.3 47.9 45.0

50.9 30.1 50.2 46.8

53.3 32.4 47.6 39.2

44.9 30.3 48.0 42.5

52.3 32.1 48.5 45.8

60.7 22.7 47.1 41.3

50.4 27.8 46.9 44.6

47.2 22.1 42.0 43.2

Cat Chair Cow Table Dog Horse Mbike Person PPlant Sheep Sofa Train TV

48.3

Car

39.4 36.1 36.3 49.5

mAP Bgnd Plane Bike Bird Boat Bottle Bus

Table 18: State-of-the-art semantic segmentation. Following [21] we show semantic segmentation results for the PASCAL VOC 2011 and 2012 comp6 task.
Normalized Fisher codemaps with CPMC-O2 P score the highest semantic segmentation accuracy for 17 out of 21 object categories in VOC 2011. Similar
observations hold for VOC 2012, where 8 out of 21 categories have a higher detection rate. For both datasets normalized Fisher codemaps with CPMC-O2 P
obtain the highest accuracies in the literature and even outperform feature learning methods [48] that make extensive use of external data [36].
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Figure 45: Semantic segmentation with `2 -normalized Fisher codemaps on top of the CPMCO2 P [21]. Note the detected persons riding a horse in the first and the last row, or the person
standing next to a bus in the third row. For some interesting failure detections are also present,
see the detected boat next to the car in the third row or the array of facades detected as a train in
the first row.

We report results on two leading semantic segmentation benchmarks where most of the state-ofthe-art approaches report their accuracies, that is the PASCAL VOC 2011 and 2012 segmentation
datasets. Similar to [21], we use the additional training images from [4, 52] and report the results
on comp6 of the VOC 2011 and VOC 2012 challenges. Since both the [21] features and the
`2 -normalized Fisher codemaps use a linear regressor, we rely on late fusion with linear weights
learned on the val set to combine them.
As a preliminary, we first compare the individual features of CPMC-O2 P, i.e. eSIFT, eMSIFT
and eLBP, obtain 28.4, 31.0 and 21.2 mAP on the VOC 2011 val set respectively (data not shown),
where Fisher codemaps score 26.9 without any optimization for semantic segmentation. We also
compare against the best reported methods from the literature [4, 22, 48, 97]. Table 18 displays
the results for the two datasets.
For VOC 2011 we observe that CPMC-O2 P with Fisher codemaps arrives at 49.5% mAP,
the highest reported result to the best of our knowledge. Regarding individual accuracies, the
proposed method outperforms competitors for 12 out of 21 categories, while improving the plain
vanilla CPMC-O2 P for 17. Note that CPMC-O2 P with Fisher codemaps performs better than the
deep convolutional neural network by Girshick et al. [48], although the latter makes extensive
use of additional data from ImageNet [36]. For VOC 2012 Fisher codemaps improves semantic
segmentation accuracy for 8 out of the 21 object categories (including “background”) having
again the best overall accuracy.
In Figure 45 we visualize examples of codemap segmentations. We observe that the returned
segmentations are accurate even for complicated scenes, where multiple objects appear. Naturally,
failure detections also appear, such as the array of facades recognized as a train or the part of
the car also detected as a boat. To avoid such mistakes use of inter-object relationships would
probably be of interest.
We conclude that a combination of CPMC-O2 P with our `2 -normalized Fisher codemaps
allows for accurate semantic segmentation.
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Table 19: Fine-grained classification by attributes. Attribute codemaps improve classification
by attributes substantially on the challenging Caltech-UCSD Birds-200-2011 dataset [148].
Method

Accuracy

Attribute Label Embedding [1]

20.5

Hierarchical Label Embedding [1]

20.1

WSABIE [151]

20.1

Full-image attributes using Opponent SIFT

20.5

Attribute codemaps

28.1

Figure 46: Results from using attribute codemaps. Segmentations and the highest scoring
attributes for various bird images.
6.8.3 Attribute codemaps
In the third experiment we examine the potential of codemaps in the case where many classifiers
need to be evaluated. To this end we focus on classification by attributes, where each attribute
serves as a trained classifier. As codemaps allow for evaluating hundreds of classifiers for
hundreds of regions in an image, we are able to examine whether refining the spatial support in
an image benefits attribute representations.
We use the popular Caltech-UCSD Birds-2011 (CUB2011) dataset [148] that contains 200 hard
to separate bird species. We opt for this dataset mainly because it enjoys a detailed annotation of
312 human-recognized attributes. These attributes will serve as our classifiers for computing the
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codemaps. Each class in the CUB2011 dataset contains 30 training images and 30 testing images.
We use the provided training/test split provided by the authors of [148].
The local attributes are learnt as described in Section 6.5, using the ground truth segmentations.
During testing, segment hypotheses are generated with the CPMC algorithm [23]. To minimize
the number of false negatives, and since codemaps can handle efficiently thousands of possible
segmentations, we retain all the possible segmentations without considering any pre-filtering
strategy. We, therefore, process on average 550 segmentation proposals per image, for which
codemaps return the attribute representations in about 6 seconds. To maximize overlap with the
object we select the union of the top M detections, where we found M = 12 to be a reliable
setting. For each image localized attribute codemaps and full image attributes are extracted using
Fisher vectors computed on the basis of Opponent SIFT features [63].
We compare with state-of-the-art algorithms [1, 151]. Since we use slightly different features
we repeat their experiment with Opponent SIFT. We summarize the comparisons with the stateof-the-art in Table 19.
As a preliminary, we note that when repeating the experiment of [1] with Opponent SIFT we
obtain similar results. By exploiting image regions, attribute codemaps are 8% more accurate in
the comparisons, outperforming ALE with Opponent SIFT for 150 out of the 200 classes (data
not shown). Note that in this work we focus on classification by attributes. Using low level
encodings with codemaps, as we do on this dataset in [44], would increase our accuracy further,
but would also make the comparison with the cited works unfair.
In Fig. 46 we present some of our fine-grained bird segment detections with the highest scoring
attributes. We observe that a satisfactory spatial support is discovered, which allows for more
accurate attributes. What is more, obtaining these representations is efficient. As shown in
Fig. 44c the attribute codemaps evaluate hundreds of attributes for the 550 segmented hypotheses
in practically constant time.
We conclude that attribute codemaps are efficient and accurate. Moreoever, the locality-aware
attribute codemaps allow for more accurate attribute representations.
6.8.4 Image classification with codemaps
In the forth experiment we quantify the value of embedding codemaps in a feedforward architecture for object classification. We use the PASCAL VOC 2007 classification dataset [39]
for both bag-of-words and Fisher vectors [104]. We sample dense SIFT descriptors every two
pixels at multiple scales. We use a visual codebook of size 4,000 with hard assignment for the
bag-of-words and a 256 component Gaussian mixture model for the Fisher vectors. We employ a
1 × 1, 2 × 2 and 3 × 1 pyramid. Since power normalization has shown to work particularly well
for Fisher vectors [104], we implement Fisher pyramid codemaps with local Hellinger kernel
√
pooling, that is ψ(·) = ψ0 (·) = ·. For bag-of-words the χ2 and histogram intersection kernels
are the top performers [82, 162] and the bag-of-words pyramid codemaps are implemented with
the respective explicit feature maps [144]. The results are presented in Table 20.
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Table 20: Codemaps in a feedforward architecture. By applying multiple layers of nonlinear kernel poolings, codemaps in a feedforward architecture improve
the classification accuracy consistently for all categories in PASCAL VOC 2007.
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Figure 47: Classification examples using codemaps in a feedforward architecture. The visualized images are placed among the highest true and false positive ranks for the particular
classes.

As a preliminary, when using only pyramid codemaps without embedding them in a feedforward architecture, we perform on par with the spatial pyramid kernel (data not shown). When
embedding codemaps in a feedforward architecture, we observe in Table 20 that the final accuracy
improves in a consistent manner for all classes, both for bag-of-words and for Fisher vectors.
It is interesting that for Fisher vectors, the feedforward pyramid codemap seems to benefit animal categories in particular, resulting in an absolute improvement of 1.5-4.5%. Note that the
added nonlinearities do not involve any additional computations apart from the feature encoding
transformations, e.g. applying the square root for the Hellinger kernel. As within a feedforward
architecture a codemap parses the image in just a single pass, the improved accuracy does not
cause and significant, extra computational cost.
In Fig. 47 we illustrate some of the highest ranked true and false positives. The object class
true positive instances appear almost prototypical. Moreover, the false positives reveal interesting
phenomena. For one, often the ground truth annotations are incomplete, e.g. the “negative chair”
image does contain chairs. Also, the classification is often incorrect, although the evidence of
the predicted class actually appears in the picture. For example, the “negative sheep” is indeed
a white animal on a grass field, or the “negative train” is indeed an elongated object with an
array of windows on the side. In such cases one probably needs to look for the finer details, like
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the hook-shaped beak of the bird in the “negative sheep”, or the pointy bow of the boat in the
“negative train”.
We conclude that by introducing recursive nonlinearities, codemaps in a feedforward pyramid
benefit image classification without inducing any extra computational cost.
6.9 conclusions
In this chapter, we propose codemaps that segment and classify objects locally. With codemaps
the encoding, pooling and classification steps of object classification are reordered. The reorder
takes place after exploiting the homomorphic properties of the sum operator and grouping of
local neighborhood scores over lattice elements. By doing so, codemaps avoid redundancies over
the lattice elements.
As our first contribution, we present codemaps that also include efficient `2 -normalization
for arbitrarily shaped image regions. Depending on the number of regions in an image, the
normalized codemaps are up to 56x faster than traditional Fisher vectors, calculated for all regions
independently (Fig. 44). The `2 -normalized codemaps enable the highest accuracy in the leading
PASCAL VOC 2011 and 2012 benchmarks in semantic segmentation (Table 18).
Having shown the benefits of `2 -normalized codemaps in semantic segmentation, we take
advantage of the fact that with codemaps we can compute on-the-fly hundreds of `2 -normalized
attribute scores for hundreds of regions. Hence, as a second contribution we show that codemaps
incorporate locality in attribute learning and attribute representations, where each attribute stands
for a local classifier. We show that by incorporating locality with codemaps we improve the
accuracy of attribute representations substantially (Table 19).
Our third contribution is the embedding of additive nonlinearities in the codemap decomposition
by local kernel pooling. When using the same lattice across images, codemaps incorporate
nonlinear feature mappings, like hellinger, χ2 or histogram intersection kernels, in multiple layers
of the classification chain. Hence, with codemaps we arrive at a feedforward architecture that
improves classification accuracy at a virtually zero cost (Table 20).
Apart from segmentation, classification with low-level encodings or fine-grained classification
by attributes, we anticipate that other computer vision challenges, which involve repetitive
computations over overlapping image regions, may profit from codemaps as well.
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“Imagination is more important than knowledge. For knowledge is limited to all we now know and
understand, while imagination embraces the entire world, and all there ever will be to know and
understand.”
– Albert Einstein (1879-1955)
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7.1 summary of chapters
In this thesis we aimed for exploring the importance of discovering fine nuances for visual
understanding. We started from rigid objects, such as buildings and landmarks, continued with
more generic object categories and finished with fine-grained bird and dog species. Before
revisiting the questions posed in the introduction, we will give a brief overview of the chapters.
In Chapter 2, we address the incoherence problem of the visual words in bag-of-words
vocabularies. Different from existing work, which assigns words based on closeness in descriptor
space, we focus on identifying pairs of independent, distant words-the visual synonyms- that
are likely to host image patches of similar visual reality. We focus on landmark images, where
the image geometry guides the detection of synonym pairs. Image geometry is used to find
those image features that lie in the nearly identical physical location, yet are assigned to different
words of the visual vocabulary. Defined in this way, we evaluate the validity of visual synonyms.
We also examine the closeness of synonyms in the `2 normalized feature space. We show that
visual synonyms may successfully be used for vocabulary reduction. Furthermore, we show that
combining the reduced visual vocabularies with synonym augmentation, we perform on par with
the state-of-the-art bag-of-words approach, while having a 98% smaller vocabulary.
In Chapter 3 we consider the practical applicability of codebooks for retrieving images containing known objects. Where many have demonstrated the benefits of very large codebooks,
containing up to 1 million codewords, we aim for small, yet robust codebooks. We propose
supervised codebook construction via selection of the informative codewords, without the use of
spatial cues. As the complete combinatorics of informative codeword selection is computationally
intractable, we formalize the selection as a near-optimal cross-entropy approximation. More
specifically, we consider the combinations of codewords that store the essential visual information
to be rare. Importance sampling recovers informative codeword combinations. In contrast to recent selections based on geometric correspondences between codewords, our method is applicable
to geometric and non-geometric image queries as we demonstrate on challenging known object
datasets containing famous buildings and product logos. By its effectiveness in finding the most
informative codes, the resulting tiny codebooks are very small with compression ratios to as much
as 99.5% of a full codebook. Despite their small size, tiny codebooks improve retrieval rates
over full codebooks, even when challenging sets of distractor images are added. The informative
codewords appear to correspond to geometrically and visually meaningful details in the images,
without being instructed to do so, which is bound to help greatly in the understanding of image
search selections.
In Chapter 4 we consider the limiting factors of fast and effective classifiers for large sets of
images with respect to their dependence on the number of images analyzed and the dimensionality
of the image representation. Considering the growing number of images as a given, we aim to
reduce the image feature dimensionality in this chapter. We propose reduced linear kernels that
use only a portion of the dimensions to reconstruct a linear kernel. We formulate the search for
these dimensions as a convex optimization problem, which can be solved efficiently. Different
from existing kernel reduction methods, our reduced kernels are faster and maintain the accuracy
benefits from non-linear embedding methods that mimic non-linear SVMs. We show these
properties on both the Scenes and PASCAL VOC 2007 datasets. In addition, we demonstrate
how the reduced kernels can be combined with Fisher vector and non-linear embeddings, leading
to high accuracy. What is more, without using any labeled examples the selected and weighed
kernel dimensions appear to correspond to visually meaningful patches in the images.
The aim of the Chapter 5 is fine-grained categorization without human interaction. Different
from prior work, which relies on detectors for specific object parts, we propose to localize
distinctive details by roughly aligning the objects using just the overall shape. Then, one may
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proceed to the differential classification by examining the corresponding regions of the alignments.
More specifically, the alignments are used to transfer part annotations from training images to
unseen images (supervised alignment), or to blindly yet consistently segment the object in a
number of regions (unsupervised alignment). We further argue that for the distinction of subclasses, distribution-based features like color Fisher vectors are better suited for describing
localized appearance of fine-grained categories than popular matching oriented intensity features,
like HOG. They allow capturing the subtle local differences between subclasses, while at the same
time being robust to misalignments between distinctive details. We evaluate the local alignments
on the CUB-2011 and on the Stanford Dogs datasets, composed of 200 and 120, visually very hard
to distinguish bird and dog species. In our experiments we study and show the benefit of the color
Fisher vector parameterization, the influence of the alignment partitioning, and the significance
of object segmentation on fine-grained categorization. We show how rough alignments naturally
blend with off-the-shelf object hypothesis algorithms resulting in fully automatic fine-grained
categorization. The proposed local alignments set a new state-of-the-art on both the fine-grained
birds and dogs datasets, even without any human intervention. What is more, the local alignments
reveal what appearance details are most decisive per fine-grained object category.
In Chapter 6 we aim for segmentation and classification of objects. We propose codemaps that
are a joint formulation of the classification score and the local neighborhood it belongs to in the
image. We obtain the codemap by reordering the encoding, pooling and classification steps over
lattice elements. Other than existing linear decompositions who emphasize only the efficiency
benefits for localized search, we make three novel contributions. As a preliminary, we provide a
theoretical generalization of the sufficient mathematical conditions under which image encodings
and classification becomes locally decomposable. As first novelty we introduce `2 -normalization
for arbitrarily shaped image regions, which is fast enough for semantic segmentation using
our Fisher codemaps. Second, by exploiting the independence of codemaps to the number of
classifiers employed, we introduce locality into attribute learning. Third, we focus on fixed
lattices, as is the case in object classification. We propose kernel pooling with codemaps, which
embeds nonlinearities for object classification by explicit or approximate feature mappings in a
recursive manner, arriving at a feedforward architecture. Results demonstrate that `2 -normalized
Fisher codemaps improve the state-of-the-art in semantic segmentation for PASCAL VOC2011
and VOC2012. Furthermore, by injecting locality, we notably improve the state-of-the-art in
fine-grained classification using attributes on the challenging Caltech-UCSD 200-2011 birds.
Finally, we show that the feedforward architecture of codemaps improves classification accuracy
for free in an object classification setting tested on PASCAL VOC 2007. We conclude that
codemaps are accurate and efficient, enabling us to exploit locality with strong state-of-the-art
features to benefit a variety of tasks.
7.2 general conclusion
The aim of this thesis was to study the fine nuances that could lead to a better visual understanding.
Several aspects of this problem have been explored, each of them contributing one more piece to
the puzzle.
We began with the question: is the machine representation of physically identical elements
constant? Our findings support the conclusion that the state-of-the-art image representations
using large codebooks can be rather unstable, especially when one attempts to focus on the fine
nuances; when going too deep, nuances that correspond to the same physical elements will at
some point become too different and in the end will be treated differently. By employing geometry
the detected nuances are being described in a stable way, but they are not necessarily optimal
as image representations. Hence, we posed our second question: what set of nuances matters
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most for object search? We found that by treating object search from an importance sampling
perspective, we are able to discover the few visual nuances that are particularly accurate for certain
objects. Encouraged by the result, we investigated the question of what set of nuances matters
most for object classification. We expressed the problem in terms of regularized least squares.
We found that the nuances are not only descriptive among categories, but they are also capable of
explaining the contribution of less descriptive nuances. For our next question we addressed which
visual nuances discriminate fine-grained object categories, where discovering the important
nuances is vital and not just helpful for successful classification. Our findings support the idea
that fine-grained object categories usually share similar shapes and poses, generally found in their
common-super category. Exploiting their common spatial characteristics, fine-grained objects
can be examined by their local details from corresponding object regions. We ended up with
a highly accurate recognition machine, in a problem considered difficult even for (non-expert)
humans. Last, we questioned whether we can decompose the interpretation of image nuances into
local, reusable components, allowing for exact region-level nuance reconstruction. The results
showed that this is possible, enabling us to use strong, state-of-the-art features for local search.
This in turn lead to excellent semantic segmentation and object classification results.
As a future direction, we note that human recognize easily about 30,000 basic categories [12].
Experts will recognize many, many more fine-grained sub-categories. For so many categories
a number of them will appear similar to the point where distinguishing nuances are subtle.
Harvesting enough training data in order to uncover such subtle nuances for so many categories
would be rather difficult. This is especially true when we would refine them further with respect
to their location in the image.
To ease the learning on so many categories, one possibility would be to use knowledge
transfer [98], where one could exploit prior experience to guide the machine in future learning.
Another possibility would be to use zero-shot learning [70], where one could use an intermediate
layer of representations for recognition. In [90] it was discovered that the exploitation of
non-visual patterns, such as object-object relationships, is an interesting avenue for zero-shot
classification. Moreover, as fine-grained classification approaches instance search, in [128]
evidence is presented that in instances for which only a single image is available, locality makes
all the more sense. Last, as recent advances of deep learning architectures have revealed, learning
features from data is the ultimate way of representing the appearance of fine nuances. All in
all, computer vision is bound to discover more flexible ways of learning the visual nuances that
facilitate a reliable and practical recognition of such an extensive palette of categories.
We close this thesis by revisiting our fundamental question, i.e. what are the fine details, the
nuances, we need to discover to make sense of a visually complex image. We note that there is no
universal answer, it simply depends on what we are looking for. In fact, to find the right nuances
we need to see them for what they are and not for what we want them to be. To understand the
Penrose triangle of the front page picture, for example, as the back page reveals we need to rotate
the triangle a bit and see it from a different perspective.
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S A M E N VAT T I N G

Het onderwerp van deze dissertatie is het automatisch begrijpen van fijnmazige visuele nuances. We
starten met rigide objecten zoals gebouwen en monumenten en behandelen generieke object categorieën
om vervolgens te eindigen met fijnmazige diersoorten zoals vogels en honden. Alvorens terug te komen op
de onderzoeksvragen uit de introductie, volgt hier een kort overzicht van de hoofdstukken.
In Hoofdstuk 2, behandelen we de incoherentie van zogenaamde visuele woorden. Een visueel woord
is een afgevaardigde van een groep visueel gelijke stukken beeld. Andere onderzoekers wijzen zulke
visuele woorden vaak toe op basis van gelijkheid in een beschrijvingsruimte. Wij onderscheiden ons door
paren van afzonderlijke visuele woorden te groeperen die elk dezelfde visuele werkelijkheid beschrijven
(visuele synoniemen). We richten ons op monumenten en gebouwen met een rigide geometrie. Deze
geometrie maakt het mogelijk om dezelfde fysieke locaties te berekenen over verschillende aangezicht
beelden. Een visueel synoniem is een ander visueel woord op dezelfde fysieke locatie. Een analyse van de
visuele synoniemen maakt het mogelijk om 98% van de redundante woorden te verwijderen zonder de
herkennings nauwkeurigheid geweld aan te doen.
In Hoofdstuk 3 beschrijven we de toepasbaarheid van visuele woorden voor het terugzoeken van bekende
objecten in beelden. Andere onderzoekers tonen het voordeel aan van een groot visuele woordenboek, tot
maar liefst 1 miljoen woorden. Wij richten ons op kleine, robuuste, woordenboeken die we verkrijgen
door te concentreren op de meest informatieve visuele woorden. Een volledige combinatorische analyse
van visuele woord combinaties is computationeel onmogelijk en daarom benaderen we het probleem met
behulp van kruisentropy. We monsteren visuele woord combinaties die weinigvoorkomende, informatieve,
visuele informatie beschrijven. In tegenstelling tot Hoofdstuk 2 maken we hier geen expliciet gebruik van
rigide geometrie. Niettemin vinden wij woorden die zowel visueel als geometrisch betekenisvol zijn. Een
evaluatie op bekende monumenten en op logos laat zien dat zelfs met een reductie van 95% van het visueel
woordenboek de zoek nauwkeurigheid beter is dan andere methodes met een veel groter woordenboek.
In Hoofdstuk 4 zetten we uiteen wat de beperkende factoren zijn van snelle en effectieve beeld classificatie in relatie tot het aantal geanalyseerde beelden en de dimensionaliteit van de beeld representatie. Onder
de aanname van een voortdurende groei van het aantal beschikbare beelden willen we in dit hoofdstuk de
dimensionaliteit van de beeld representatie beperken. Hiervoor stellen we voor om gereduceerde lineaire
kernels te gebruiken die maar een fractie van de representatie dimensionaliteit gebruiken. We formuleren
dit probleem als een convex optimalisatie probleem dan efficiënt opgelost kan worden. In contrast tot
andere reductie methodes is onze voorgestelde methode sneller en nauwkeuriger. We laten dit zien op
zowel de Scenes en de PASCAL VOC 2007 data sets. Ook laten we zien dat een combinatie met de Fisher
Vector en met niet-lineaire embeddingen tot hoge nauwkeurigheid leidt. Wederom laat een analyse van de
gekozen kernel dimensies zien dat visueel betekenisvolle structuren worden gevonden zonder gebruik te
maken van geannoteerde voorbeelden.
Het doel van Hoofdstuk 5 is automatisch fijnmazige visuele classificatie zonder menselijke interactie. Andere onderzoekers gebruiken object onderdelen waarvoor ze specifieke detectoren bouwen. In
tegenstelling tot specifieke detectoren, stellen wij voor om objecten in hun geheel ruwweg uit te lijnen
op basis van de globale vorm. Deze uitlijning maakt het mogelijk om correspondenties te vinden naar
gelabelde onderdelen in een set voorbeelden met supervisie, of blind maar consistent zonder supervisie.
We beargumenteren dat voor het herkennen van sub-classes verdeling-kenmerken belangrijk zijn, zoals
de kleuren Fisher Vector. Deze kunnen de locale visuele omgeving beter beschrijven dan traditionele
orientatie histogrammen zoals HOG. Onze methode vangt subtiele lokale verschillen tussen sub-classes,
en is tegelijkertijd robuust tegen fouten in de uitlijning. We evalueren onze aanpak op de CUB-2011
en de Stanford honden dataset, die uit 200 en 120 soorten vogels en honden die visueel alleen door een
expert te scheiden zijn. In onze experimenten bestuderen we het voordeel van de kleuren Fisher Vector,
de invloed van de uitlijning, en de invloed van object segmentatie op fijnmazige classificatie. Een ruwe
uitlijning mengt natuurlijk samen met standaard object-hypothese algoritmes, wat resulteert in een volledig
automatisch systeem zonder enige menselijke interactie. Onze resultaten verbeteren alle methodes tot nu
toe op beiden data sets. Een analyse van de lokale uitlijning laat zien welke details het belangrijkst bleek
voor elke fijnmazige categorie.
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Samenvatting
In Hoofdstuk 6 mikken we op segmentatie en classificatie van objecten. We stellen codemaps voor,
die een gezamenlijk formulatie mogelijk maken van de classificatie score en de lokale regio in een
beeld. We verkrijgen codemaps door de codering, groepering en classificatie stappen te herordenen. We
geven een theoretische generalisatie van de wiskundige eisen aan een decomposie van beeld codering en
classificatie. Waar bestaande lineaire decomposities de nadruk alleen op de efficiëntie leggen, heeft onze
methode drie nieuwe bijdrages. Als een eerste bijdrage introduceren we `2 -normalisatie voor arbitraire
beeld regio’s, die snel genoeg is voor semantische segmentatie met be hulp van Fisher codemaps. De
tweede bijdrage buit de onafhankelijkheid van de codemaps tot het aantal classifiers uit waardoor we
localiteit kunnen introduceren in het leren van attributen. De derde bijdrage is een vaste netwerk structuur,
zoals ook wordt gedaan in object classificatie. We stellen voor om kernel groepering met codemaps te
doen, waardoor niet-linearitetien kunnen worden geëncapsuleerd in een recursieve aanpak resulterende
in een Feed-Forward architectuur. De resultaten tonen aan dat `2 -normalisatie voor Fisher codemaps de
huidige resultaten verbeterd op de PASCAL VOC 2011 en VOC 2012 datasets. Verder, door lokaliteit te
introduceren verbeteren we de huidige resultaten met attributen op de uitdagende Caltech-UCSD 200-2011
Vogel dataset. Als laatste tonen we aan dat de Feed-Forward architectuur van de codemaps de classificatie
nauwkeurigheid verhoogd zonder additionele kosten in een object classificatie taak op de PASCAL VOC
2007 dataset. We concluderen dat codemaps accuraat en efficiënt zijn waardoor we lokaliteit met sterke
beeld representaties kunnen uitbuiten voor een divers aantal taken.
Het doel van deze dissertatie was een studie van fijne nuances die kunnen leiden tot een beter visueel
begrip. Verscheidene aspecten van dit probleem zijn onderzocht, elk draagt bij tot een stuk van de puzzel.
We begonnen met de vraag is de machinale representatie van fysiek identieke elementen constant? Onze
bevindingen ondersteunen de conclusie dat huidige beeld representaties met grote visuele woordenboeken
aardig onstabiel zijn, vooral als men probeert zich te concentreren op de fijnmazige nuances; wanneer
te diep wordt gegaan zullen nuances die corresponderen met hetzelfde fysieke element op een gegeven
moment te verschillend worden en uiteindelijk anders worden behandeld. Door het gebruik van geometrie
worden gedetecteerde nuances in een stabiele manier beschreven, maar ze zijn niet noodzakelijkerwijs
optimaal als een beeld representatie. Dus, we stellen onze tweede vraag: welke set van nuances zijn het
belangrijkst voor het vinden van objecten?. We vinden dat het behandelen van object zoeken vanuit een
belangrijkheids-monsterings oogpunt we die weinige visuele nuances kunnen ontdekken die specifiek
accuraat zijn voor bepaalde objecten. Aangemoedigd door de resultaten onderzochten we de vraag welke
set van nuances zijn het belangrijkst voor het classificeren van objecten? We vertaalde het probleem in
termen van een geregulariseerde kleinste kwadraten methode. We vonden dat de nuances niet alleen maar
onderscheiden tussen categorieën zijn, maar dat ze ook kunnen uitleggen wat de bijdrage is van minder
onderscheidende nuances. Voor onze volgende vraag behandelen we welke visuele nuances onderscheiden
fijnmazige object categorieën?, waar het ontdekken van de belangrijke nuances van essentieel belang is en
niet alleen maar behulpzaam voor een succesvolle classificatie. Onze bevindingen ondersteunen het idee dat
fijnmazige object categorieën meestal dezelfde vorm en pose delen, zoals in algemene zin teruggevonden
in de gemeenschappelijke bovenliggende categorie. Het uitbuiten van hun gemeenschappelijke ruimtelijke
karakteristieken, fijnmazige objecten kunnen onderzocht worden door hun lokale details gegeven door
corresponderende object regio’s. We verkregen een enorm accurate herkenningsmachine, in een probleem
dat zelfs voor menselijke (niet-experts) als moeilijk wordt beschouwd. Als laatste ondervroegen we
kunnen we de interpretatie van beeld nuances opdelen in lokale, herbruikbare componenten die een exacte
reconstructie op regio niveau toestaan. De resultaten laten zien dat dit mogelijk is, wat ons toestaat om
sterke, moderne beeld representaties te gebruiken voor lokaal zoeken. Dit leidt tot excellente semantische
segmentaties en object classificatie resultaten.
Voor een richting van toekomstig onderzoek noten we dat mensen makkelijk ongeveer 30.000 basis
categorieën kunnen herkennen [12]. Experts kunnen veel, veel meer fijnmazige sub-categorieën herkennen.
Voor zoveel categorieën zullen een aantal erg veel op elkaar lijken tot een punt waar onderscheidende
nuances subtiel zijn. Het oogsten van voldoende voorbeeld gegevens om zulke subtiele nuances te kunnen
ontdekken zal vrij moeilijk zijn. Dit is vooral waar als we ze verder willen raffineren in relatie tot hun
locatie in het beeld.
Om het makkelijker te maken om zoveel categorieën te leren, zou het een mogelijkheid kunnen zijn om
automatische kennis-overdracht methodes [98] te gebruiken, waar men mogelijkerwijs a-priori ervaringen
kan gebruiken om de machine in toekomstige richtingen te leiden. Een andere mogelijkheid biedt zich aan
in nul-voorbeelden leren [70] waar men een representatieve tussenlaag gebruikt voor het herkennen. In [90]
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was ontdekt dat het uitbuiten van niet-visuele patronen, zoals object-naar-object relaties, een interessante
richting is voor nul-voorbeelden leren. Verder, als fijnmazige herkenning het unieke object benaderd,
in [128] wordt bewijs gepresenteerd dat in instanties waar maar een enkel beeld beschikbaar is, de lokaliteit
van belang is. Als laatste, als recente sprongen in diep-lerende architecturen hebben ontsloten, is het leren
van beeld representaties van data de ultieme manier is om de visuele voorkomens van fijne nuances te
representeren. Al met al, de computer visie is verzekerd om meer flexibele manieren te ontdekken om
visuele nuances te leren die een betrouwbare en praktische herkenning van zulk een extensief pallet van
categorieën. We sluiten deze dissertatie af door onze fundamentele vraag nogmaals te bezoeken: wat
zijn de fijne details, de nuances, die we moeten ontdekken om een visueel complex beeld te begrijpen?.
Er is geen universeel antwoord, het hangt simpelweg af van waar we naar op zoek zijn. In feite, om de
juiste nuance te vinden moeten we ze zien voor wat ze zijn en niet voor wat we willen dat ze zijn. Om
bijvoorbeeld de Penrose driehoek van de kaft te begrijpen, zoals de achterkant van de kaft illustreert,
hoeven we de driehoek alleen maar een beetje te draaien om het van een ander perspectief te bekijken.
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