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T I N Y C O D E B O O K S F O R K N O W N O B J E C T R E T R I E VA L

UNESCO WORLD HERITAGE SITES
Pictures taken from Google Search

“We will probably be judged not by the monuments we build but by those we have destroyed.”
– New York Times Editorial (on the destruction of Penn Station)
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tiny codebooks for known object retrieval

In the previous chapter we made use of geometry to discover visual synonym nuances. Although
these nuances may give a good explanation of what could form some gap between human
understanding and artificial vision, they are not necessarily optimal for the purpose of automatic
recognition. This is especially true, if some prior knowledge of the distribution of images is
provided.
3.1 introduction
The goal of this chapter is to retrieve images containing a specific object from an image collection.
This is a classical problem in content-based image retrieval that has witnessed tremendous
progress in recent years thanks to robust invariant features [81, 132] that are vector quantized into
bag-of-words [96, 124] and large codebooks containing up to a million words [76, 105]. In this
work we make two changes to the standard approach. First, our starting point for the retrieval
is an image collection for which we know a certain object must be present, like is common in
searching image collections for city landmarks [7] or product logos [110]. Second, and more
important in times of big data sets and big number of object categories, we advocate the use
of tiny instead of large codebooks. Given a set of image examples of a well-known object, we
propose an algorithm that learns a compact codebook representation which is then used for known
object retrieval based on a previously unseen query image.
On the road to the next image retrieval challenge to larger data sets and larger numbers of
objects, using less but better information is essential. It is good for memory demands, it is good for
computation, and it provides more insight as to what aspects of an object are the most informative.
Where more pixels and more features are essential to capture the complexity of the world, the aim
of information reduction is left to using smaller codebooks. We aim to capture the information
content of known objects in the smallest sets of codes by information enrichment. We consider
the entropy as an indicator for the amount of enrichment in information. It describes the deviation
from the general state of non-informativeness from which all information processing starts. The
decrease in cross-entropy is adopted as the leading principle in constructing codebooks for known
object retrieval. We propose to select the most informative codes based on the cross-correlation
in the codewords, without the use of any spatial correspondences as were used in [47, 129, 130].
As the complete combinatorics of informative codeword selection is computationally intractable,
we formalize the selection as a near-optimal cross-entropy approximation [87]. Experiments on
known object retrieval datasets show that the tiny codebooks capture eloquent visual details, such
as the ones characterizing famous buildings or logos in Fig 15.
Once a codebook has been established, a variety of methods exist to improve (known) object
retrieval including stable descriptors [3, 167], compression and hashing [58, 168], soft assignment [60, 106, 140], geometrical correspondences [57, 105], and refined similarity measures [120].
In addition, visual augmentation that exploits feedback from positively verified results, has
provided another effective strategy to improve the results atop large codebooks [3, 30, 127, 130].
Since informative codewords focus on the information content in selected words, we expect them
to work in addition to other methods to improve object retrieval accuracy, as indeed is verified by
experiment.
3.2 related work
Codebook construction. For specific object retrieval, very large k-means codebooks composed
of up to 1 million codewords, have proven useful [76,96,105]. Large codebooks lead to small, per
word, subspaces in feature space, which then correspond to small yet rigid object details, e.g. the
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Figure 15: The proposed tiny codebooks for known object retrieval at work. With the aid of
example images, we select from a large codebook, containing up to 200K codewords, the most
informative codewords. The most informative codewords () are up to 99.5% fewer in number
than the original ones (), while exhibiting at least similar, but often better, retrieval performance.

spiral ornaments on an Ionic column of the Ashmolean Museum in Oxford [105]. To overcome
the computational burden for very large codebook construction, several k-means variants have
been proposed. In their pioneering work, Nister and Stewenius [96] propose hierarchical kmeans, iteratively splitting the feature space into a tree structure. Since the number of clusters
increases exponentially with tree depth, very large codebooks are obtained with ease. In the same
spirit, Philbin et al. [105] proposed the approximate k-means method, that exhibits very good
performance in the construction of very large codebooks. Approximate k-means replaces the
precise, yet time-consuming, nearest-neighbor step with an approximate nearest-neighbor search.
The error due to the approximation is shown to be insignificant when compared to standard
k-means, thus allowing for very large codebooks to be calculated efficiently. In this work we
also start from large codebooks but we prefer to use information content as a leading principle of
selection over proximity in feature space.
Supervised codebooks. When example data are available the correlation between image data
and their labels may be exploited to arrive at descriptive and compact codebooks. This has been
studied predominantly in an object classification setting in the broad computer vision literature.
Winn et al. [153] demonstrate the benefit of using training exemplars to construct codebooks for
object class models. In [61] the codeword selection is performed on the basis of three criteria, that
is the mutual information between features, the odds ratio, or the linear SVM weights after training.
In [149] Wang et al. use the intra and inter-class variation to create compact and discriminative
codebooks by merging codewords of an initial larger codebook. Using a set of exemplars
to construct randomized trees that have improved category separation, Shotton et al. [121]
demonstrated that discriminative codebooks based on randomized forests exhibit state-of-the-art
recognition performance, even when simple image features are being used. In [43] Fulkerson et
al. propose a method, which starting from a large codebook, constructs small, discriminative ones,
so that the mutual information between codewords and object categories is minimally affected.
In [163] Zhang et al. present an algorithm that performs clustering and discriminative codeword
selection simultaneously. A coefficient matrix projects the codeword histograms into a reduced
space, so that the squared error loss between an optimal clustering scheme and a proposed linear
function is minimized. These approaches work well for object recognition (especially when the
differences between classes are big), but they are less competitive for the identification of known
objects in a retrieval setting, usually demanding very large codebooks.
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Codeword selection. Recently a variety of methods have been proposed that reduce codebooks
for image retrieval [47, 67, 115, 129, 130]. A pioneering approach to codeword reduction using
implicit geometry was proposed by Schindler et al. [115]. Their method smartly selects informative codewords by exploiting the codeword appearance properties in near-duplicate images
taken from the same city locations. The information content of the codewords is captured on the
basis of the information gain between codewords and their specific locations. In [130] Turcot and
Lowe proposed to use the geometric constraints between similar pictures for codeword selection.
The selected codewords were the most frequent homography inliers between similar photographs.
Similarly, Gavves and Snoek [47] used geometry between pictures to define visual synonyms
and use them as a selection mechanism. Visual synonyms are pairs of codewords that despite
being different, and often quite distant to each others clusters, describe similar physical reality.
Alternatively, Tolias et al. [129] used homography constraints within the query picture itself
to detect visual symmetry and other interesting patterns. The codewords that comply with the
symmetry are selected at query time to perform the retrieval. The aforementioned approaches
are effective as long as their underlying geometric consistency assumptions remain valid. In
addition to visual information, Kuo et al. [67] propose to use noisy tag information to construct
two graphs, one that connects images based on visual information, and one based on textual
information. Then an alternate optimization on these two graphs is performed, so that the resulting
codebooks are indeed smaller and result in tighter image and textual connectivity. Despite being
unsupervised, their selection requires the presence of tags at run time as well. We propose a
method for codebook reduction which does not depend on geometry or availability of tags at run
time.
Contributions. The chapter discusses the following three contributions:
• We first demonstrate that in query-by-example, very few words are essential for retrieving
known objects. From there, we propose codeword selection on the basis of entropic
information content improvement without the use of neither ad-hoc object information nor
its geometry. Hence, the method of codeword selection is generic.
• We show that supervised codebooks for known object retrieval are effective, as effective as
current (supervised) codebooks or better, and they are tiny, a factor 50-500 smaller.
• The number of codewords found to describe one known object is 10-100, providing
a concise explanation on what grounds the object has been found. In order to work
successfully, such a small set of codes must refer to the most meaningful highlights of the
appearance. As a consequence, we observe that the code sets concentrate on salient details
without the features or the selection algorithm being programmed to do so.
We shall refer to the resulting codebooks as tiny codebooks. Before detailing the tiny codebook
algorithm, we first motivate the need for codeword selection.
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3.3 the need for selection
Given image features z ∈ RD , and the probability distribution of them pz in the feature space,
we split the D-dimensional
feature space, into W visual words. For
the probability distribution
R
P R
pz we have that pz dz = 1, which may be decomposed into w
pz dz = 1, where pw is the
z∈w

estimated prior probability for every word in our feature space (dropping the subscript z to avoid
notation clutter). For each pw , we have
Z
w
p =
pz dz = Mw
(3.1)
z∈w

Mw

where
is the word mass contained inside a visual word w. A small cluster might have very
high concentration of features, thus having also larger mass than other bigger clusters. Hence, the
word mass Mw is not proportional to the size of the word. Since the sum of the mass contained in
all words should be 1, increasing the number of words W will yield clusters that have on average
smaller mass.
Given a word w and an image x, the number of features that fall inside w constitute the
frequency of word w in image x, denoted as xw . The frequency xw is a random variable, which is
influenced by the distribution mass Mw of the word w,
x w ∼ p ( x w ; Mw ) .

(3.2)

The similarity between two `1 normalized image histograms, represented by x =
P
and y = {y1 , ..., yw , ..., yW }, using the histogram intersection kernel metric is d x,y = w min( xw , yw ),
and given (3.2), we derive that d x,y depends on the average word mass Mw . After plotting the
distribution of similarities d x,y for various pairs of images x, y, see Figure 16, we observe that the
type of the distributions is similar, having a peak on the small values area and a long flat region
on large values area. When treating the codebook size as the only dependent variable (and subsequently the average word mass Mw ) the shape of the distributions changes. More specifically the
distributions become more peaked.
Given an image corpus composed of L images, there are L · ( L − 1)/2 possible pairs of images
and an equal number of similarity values to be calculated. Naturally, the majority of these pairs
will be between images with dissimilar content. In order to have a better quality retrieval, we
want the majority of similarities between those irrelevant pairs of images to consistently have
small values. In contrast, for relevant pairs we want the similarities to be large. Hence, we desire
the distribution of similarities to be as peaked as possible, with the peak appearing around the
small values.
A measure that indicates the peakedness of a distribution is the kurtosis, which is defined as

{x1 , ..., xw , ..., xW },

E ( x − µ)4
,
(3.3)
σ4
where µ and σ are the mean and standard deviation. The higher the kurtosis value, the more
peaked the distribution becomes. We plot the kurtosis values for different codebook sizes as a
function of Mw in Figure 17. To obtain higher kurtosis, and thus increase the discriminative
power of the codebook in measuring the similarity between images, words with smaller average
word mass Mw are needed.
Having words with smaller masses Mw on average is naturally achieved by having large
codebooks. And indeed, large codebooks have experimentally been shown to improve query-byexample image retrieval [30, 57, 105]. When we want to obtain smaller codebooks, codeword
merging [43] combines multiple codewords into a single one, thus increasing its mass Mw . We
propose to first use large codebooks, then select a small subset, as codeword selection ensures
words with small mass Mw .
γ2 =
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Figure 16: Distribution of similarities between random pairs of images for various codebook
sizes. The similarities seem to follow a similar distribution with varying shapes. The peaks on
the left of each plot correspond to dissimilar pairs of images, whereas the flat regions on the right
correspond to similar ones. Larger codebooks push more dissimilar image pairs into the peaks.
Having larger codebooks, or equivalently, having visual words that occupy smaller parts in
feature space, leaves more information space for the distinction between pairs of similar images
in the discriminating flat region. Small words are to be preferred for image retrieval.
3.4 learning tiny codebooks
We start from a set of known objects that we want to retrieve, for example the Arc de Triomphe
in Paris, the ESSO logo, or the Sagrada Famı́lia in Barcelona. We then use example images to
learn and select the codewords that describe these known objects optimally. Codeword selection
reduces a codebook composed of K codewords, C K = {c1 , ..., cK }, into a smaller codebook with
L codewords only. The method we propose follows a sample and evaluate procedure to arrive at
the final, optimal tiny codebooks. We first sample a tiny codebook from the space of all possible
codebooks. Afterwards, we evaluate how competent the sampled tiny codebook is in describing
and retrieving the images in the training set that depict the desired objects of the Arc de Triomphe,
the ESSO logo, or the Sagrada Famı́lia. For a tiny codebook C L , a codeword ci is selected
according to a probability density function f (αi ; ϑi ). That is, we have a separate probability
density function for modeling the appearance of each word in our codebook. In f (αi ; ϑi ) αi is a
binary variable which is set to one when codeword ci is selected for the current codebook. Also,
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Figure 17: The kurtosis of similarities for the different codebook sizes from Figure 16. Fitting
a power-law model using the Levenberg-Marquard algorithm at the 95% confidence interval,
returns a clear curve (R2 =0.99) that reveals an inverse relation between the kurtosis of the
distribution of similarities γ2 and the average word mass Mw . The smaller Mw is, the higher the
kurtosis γ2 , which results in more peaked distribution of similarities and more accurate image
retrieval.
the parameter ϑi is the latent variable that controls how likely is the binary variable αi to be set to
one, and therefore codeword ci to be selected.
3.4.1 From large to tiny
As explained in Section 3.3, we want words that on average have small mass. Therefore we
require a large initial codebook. Clustering methods that scale well with the number of clusters are
thus preferred. Since approximate k-means has shown to outperform the alternatives on retrieval
accuracy [105], we prefer it for creating our initial large codebook. For an initial codebook of
size K the cardinality of the selected set C of size L is
|CL | =

K!
( K − L)!L!

(3.4)

K!
The probability of finding a single codebook out of the (K−L
possible combinations soon
)!L!
becomes very small.
Given the low probability of occurrence, the search becomes well suited for a rare event
simulation framework [20]. One such a general method, proven to yield robust results in
a variety of estimation and optimization problems [78, 87, 89] without being over-sensitive to
parameters and their initialization, is the cross-entropy method [113]. We formulate tiny codebook
construction as a cross-entropy optimization.
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The space from which we sample tiny codebooks is composed of all possible subsets of
codewords. We draw a sample of a random tiny codebook from space CL using the probability
density function f . Since, every codeword will either be sampled, or not, the function f follows a
one-trial binomial distribution. Somewhere in the space of codebooks CL there is a neighborhood
 ⊂ CL containing tiny codebooks that accurately describe the exemplars in the training set. We
denote the probability of sampling a single C L from the neighborhood  by l. Each of the tiny
codebooks has only a limited capacity of accurately describing the exemplars, which is measured
via an objective function S (C L ). For our purpose, we may opt for functions that directly optimize
the desired goal of optimal retrieval, be it recall, precision, their combination or another retrieval
metric. Applying the objective function S in neighborhood , there will be a tiny codebook that
performs worse than all the others. If this tiny codebook scores s, the rare event with probability l
will be the tiny codebooks C L for which l = Pϑ (S (C L ) ≥ s). This probability is approximated
with the expectation:
l = Eϑ δ(S (C L ) ≥ s),
(3.5)
where δ(S (C L ) ≥ s) refers to the set of tiny codebooks C L for which the condition S (C L ) ≥ s is
met. Since the number of all possible combinations is vast, see eq. (3.4), estimating probability l
of a tiny codebook in  using the density function f with conventional sampling methods, such as
crude Monte Carlo, is practically impossible.
3.4.2 Algorithm
To overcome the sampling problem, a different probability density function h, which draws
samples from neighborhood  with high probability, is introduced. Using h allows the algorithm
to draw the most informative codebooks from neighborhood  with high probability. In effect, h
is used as an importance sampling density function to estimate the expectation of l, denoted l.ˆ
For R tiny codebook samples, lˆ becomes
R

f (CrL ; ϑ)
1X
.
lˆ =
δ(S (CrL ) ≥ s)
R r =1
h(CrL )

(3.6)

The expectation lˆ is then optimally estimated when the density function is equal to
δ(S (CrL ) ≥ s) f (CrL ; ϑ)
.
(3.7)
l
Since (3.7) includes the unknown quantity l in the right hand side, an analytical solution is
impossible. Instead, the solution is to be found in an iterative approximation. Let us assume
that there exists an optimal tiny codebook C L∗ contracted to C ∗ , controlled by the parameter
vector ϑ∗ . Using C ∗ the maximum score with respect to a known object retrieval task is given
by s∗ . We express this theoretical tiny codebook state as the triplet {C ∗ , ϑ∗ , s∗ } and all other
∗
estimated codebooks as {Ĉ n , ϑ̂, ŝ}. The goal is to find the triplet {Ĉ ∗ , ϑ̂ , ŝ∗ } that best approximates
the theoretically optimal {C ∗ , ϑ∗ , s∗ }. In order to reach state {C ∗ , ϑ∗ , s∗ }, multiple triplets of
{Ĉ L , ϑ̂, ŝ} are generated at each iteration. The tiny codebooks that perform best at the iteration
are used to update the search parameters ϑ. After repetition, the iteration gradually converges to
neighborhood  with high probability. To ensure convergence towards {C ∗ , ϑ∗ , s∗ }, the distance
between f and h should be minimized after every iteration. This is achieved by adapting the
importance sampling density function h via updating the parameters ϑ of the iteration’s best
performing tiny codebooks. A favorable measure of distance between two distributions is the
Kullback-Leibler distance, also coined as the cross-entropy distance,
Z
h(x)
DKL (h k f ) =
h(x) ln
dx.
(3.8)
f (x)
h(CrL ) =
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Given that the sampling distributions f and h of tiny codebooks follow a one-trial binomial
distribution, the Kullback-Leibler distance between the density function h and density function f
is minimized for
R
1 X
t
L
ϑ̂i =
δ(S (CrL ) ≥ ŝt ) Cr,i
,
(3.9)
ρR r=1
L denotes the i-th word of the r-th tiny codebook. The parameter ρR, ρ ∈ (0, 1), defines
where Cr,i
the percentage of best performing tiny codebooks scoring higher than s taken into account during
each iteration. We use these best performing tiny codebooks to iteratively update the parameters
of the search. Note that the update rules for ϑ in eq. (3.9) do not make use of any gradients.
As a result, we are not constrained by standard optimization functions, such as the logistic or
max-margin loss functions. Hence, we may opt for objective functions that directly optimize the
desired goal of optimal retrieval.
Our tiny codebook sample and search strategy at iteration t has three steps:

1. Tiny codebook sampling. Based on the current parameter values ϑt−1 , sample R tiny
codebooks using f (·; ϑt−1 ).
2. Adaptive updating of score st . At iteration t − 1, find the ρR tiny codebooks that scored
best on the example images. After having sampled R tiny codebooks and sorted them in
descending order by performance: s(1) ≥ ... ≥ s(R) , the smallest score value is used as
the next iterations’ reference score st , namely ŝt = s(bρRc) . All tiny codebooks taken into
account should perform at least as good as ŝt . The second step boils down to keeping at
each iteration the top performing tiny codebooks, sampled in the first step.
3. Adaptive updating of parameter vector ϑt . We update the parameter set ϑt , so that
distance DKL (h k f ) is minimized, using the good performing tiny codebooks found in
step 2 and eq. (3.9). This update operation is equivalent to finding the frequency of a word
in the top performing tiny codebooks at iteration t − 1. An example of updating parameter
vector ϑ is shown in Figure 18.
Repeating these three steps for each iteration guides the search towards the tiny codebooks
{C ∗ , ϑ∗ , s∗ } in neighborhood .
3.4.3 Regulating codebook size
In the algorithm, ϑ plays a central role. Because ϑ controls the binomial distribution f , the initial
values of the parameter vector ϑt=0 allows for the regulation of the size of the tiny codebook. In
the beginning, adopting the bag-of-words assumptions, all codewords are deemed independent.
However, since the value of the separate codewords is evaluated based on the sampled codebook as
a whole, the cross entropy method builds conditional dependencies between words, which jointly
optimize the objective function S (C L ). This joint optimization of eq. (3.9) does not perform a
minimization of the codebook per se, where the initial codebook is sequentially reduced until the
desired size is obtained; it rather searches for the tiny codebook parameters that maximize the
objective function given an approximate tiny codebook size. The relation between the initial ϑt=0
and the tiny codebook size L is a monotonically increasing function of the initial θ0 . Smaller
ϑt=0 lead to smaller L. However, due to the stochastic nature of the sampling, the exact size of
the final tiny codebook is not known a priori. Initially increasing L results in more informative
codebooks, until the point is reached, where including additional codewords leads to redundancy.
In order to obtain the optimal size given the task at hand, we may set θ0 low enough, so that the
initial tiny codebooks are much smaller (0.5% to 1% of the initialization codebook size). We then
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Figure 18: Codeword selection for tiny codebooks using the values of the parameter vector ϑ
at several epochs. Note that, of the 200,000 spikes plotted, only a selection is visible. At the
beginning ϑ all words have a uniform low probability to be selected. After a few epochs, already,
some words emerge as more probable for selection than others. After 50 epochs spikes indicate
words prone for selection in the final tiny codebook.

grow the tiny codebooks until an accuracy standstill in the training set is observed, which would
indicate that addition of more words is redundant. Typically, these initial values ϑt=0 are set the
same for all codewords 1, ..., K . If prior knowledge of some sort is available, different values
ϑt=0 may be assigned. As sources of such prior knowledge, geometric correspondences [47, 130],
presence of tags [67], the frequency of words, or other criteria may be employed. As we will
show in the experiments.
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3.5 experimental setup
3.5.1 Datasets and evaluation routine
We experiment with two image retrieval datasets plus one distractor set. We have chosen the
datasets based on a) common use in the literature and b) (in)dependence of geometry. We use:
Oxford5K [105]. The Oxford5K dataset contains 5,062 images of 11 well-known buildings from
Oxford University. Given a building each image is labeled either as good, ok or junk, depending
on how clearly it depicts that building. In addition, an image might depict none of the buildings.
Only good and ok images are considered relevant for the retrieval process. In total there are 568
relevant images.
Paris6K [106]. The Paris6K contains 6,390 images of 11 famous buildings from Paris. Similar
to Oxford5K an image may either be labeled as good, ok or junk, depending on how visible the
building is. Also, an image might not contain any of the buildings. In Paris6K there are 1,791
relevant images.
Distractor Finally, we use a Flickr100K dataset, containing 100,000 random Flickr images. The
Flickr100K dataset is used as a distractor set.
Our algorithm requires training examples of known objects to learn a tiny codebook. By their
design for a different retrieval goal, both Oxford5K and Paris6K do not provide training data.
Hence, we modify their standard evaluation protocol as follows.We randomly split in half the
Oxford5K and Paris6K sets to create non-overlapping training and test set partitions. To construct
the tiny codebooks we rely on image data from the independent training partitions only.
To cancel out the codebook influence, we evaluate two variants per experiment. In the first
variant we use general codebooks trained on random Flickr data (different from the Flickr100K
dataset). In the second variant we use specific codebooks trained on training partitions of the
respective dataset. In both cases, we use k-means. We will refer to codebooks trained on Flickr
data as general, whereas to codebooks trained on dataset training data as specific. For example,
the Oxford5K general codebook is trained on Flickr images and the Oxford5K specific on images
of the Oxford5K training set.
We summarize the datasets and evaluation routine used in Table 1.
3.5.2 Experiments
We perform 5 quantitative experiments and 1 qualitative experiment. For the reported numbers in
the following query-by-example retrieval experiments, we strictly use the full images from the
testing partitions only. We would like to emphasize that any parameter optimization was done on
the training data only.
Experiment 1: Tiny codebook properties. In experiment 1 we study the properties of the
tiny codebooks. We study what are the limits of tiny codebooks, namely how small they may
become before breaking down. Furthermore, we count how many descriptors are left per image,
when using tiny codebooks of various sizes. And, we study what is the influence of the number
of training examples on the final tiny codebooks. Finally, we examine the robustness of tiny
codebooks to a much larger number of distractor images. For Oxford5K we consider as distractors
images from Paris6K dataset and from Flickr100K. For Paris6K we consider as distractors images
from Oxford5K dataset and from Flickr100K.
Experiment 2: Comparison with supervised codebooks. In experiment 2 we compare tiny
codebooks to other supervised codebook construction methods. We compare against codebooks generated by supervised randomized trees [121], and the agglomerative information
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Table 1: Evaluation routines. All training and test sets are non-overlapping.
Training data
Evaluation routine

Test data

Tiny Codebook

Tiny Codebook

Image search

Initialization

Construction

Oxford5K general

Random Flickr

Oxford5K-Train

Oxford5K-Test

Paris6K general

Random Flickr

Paris-Train

Paris-Test

Oxford5K specific

Oxford5K-Train

Oxford5K-Train

Oxford5K-Test

Paris6K specific

Paris-Train

Paris-Train

Paris-Test

Figure 19: Known object retrieval performance using tiny codebooks of various sizes on (a)
Oxford5K general, (b) Paris6K specific. For both datasets substantially smaller tiny codebooks
outperform the large codebook baseline (note the log scale).

bottleneck [43]. We also include baseline results from training similar sized, standard k-means
codebooks. For all codebooks we fix the size to the size of the tiny codebooks.
Experiment 3: Comparison with geometric codebooks. In experiment 3 we compare tiny
codebooks against codebooks constructed based on the geometric properties of the datasets at
hand. More specifically, we compare against the geometric words [130] and visual synonyms [47].
We extract the geometric words and visual synonyms from the same training partitions as in the
second experiment.
Experiment 4: Alternative initializations. In experiment 4 we investigate whether tiny
codebook search may be done more efficiently, when exploiting knowledge about the dataset.
As prior knowledge we use geometric words [130], visual synonyms [47] or simple frequency
statistics.
Experiment 5: Orthogonality to retrieval state-of-the-art. In experiment 5 we study the
orthogonality of the proposed tiny codebooks to popular, state-of-the-art retrieval methods. We
combine codebooks with the tf-idf weighting scheme [124]. We also examine what is the effect
of query augmentation either via pseudo-expansion, or geometric expansion [30]. For pseudoexpansion we update all dataset images with their top retrieved result. For geometric expansion
we use the fast spatial matching [105] to retrieve the 10 images most consistent in terms of their
geometry, which we then use to update the query.
Experiment 6: Qualitative retrieval results. Finally, we turn our attention to qualitative
evaluation of known object retrieval results by tiny codebooks. Here we also include known logo
retrieval results using the FlickrLogos-32 dataset [110].
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3.5.3 Implementation
We extract SIFT descriptors on Hessian-Affine keypoints [132] with the default setttings. For
the initialization of the tiny codebooks we use the approximate k-means proposed in [105].
We use the histogram intersection to measure image similarity. For tiny codebook search, we
typically sample at each iteration R = 3, 000 tiny codebooks. We use ρ = 0.1 to keep the ρR best
performing tiny codebooks per iteration for updating the sampling parameters. The convergence
in all experiments was reaching a near optimal solution after 25 epochs. Also, we have seen no
signs of overfitting, see Figure 22.
Objective function. As an objective function S (·) on the training set, we use the mean average
precision (mAP) of the retrieval in the training set, computed for all training query images qi over
all object categories, that is
|Q|
1 X
ap(C L , qi ),
(3.10)
S (C L ) =
|Q| i
where ap(·) is the average precision function. We also use the mAP to report retrieval performance
on the test sets. We query the full images from the testing partitions and obtain the mAP score by
averaging over all queries.
3.6 results
3.6.1 Tiny codebook properties
Tiny codebook size. Object retrieval performance as a function of tiny codebook size is presented
in Figure 19. When very few codewords are selected, performance is on par with the full baseline.
For example, on Paris6K specific tiny codebooks slightly outperform the 200K baseline with 353
words. And on Oxford5K general the tiny codebooks are on par with the 200K codebook baseline
when their size exceeds only 484 codewords. Regarding the dynamics of the algorithm, we notice
a rapid performance increase when going from 500 words to 1, 500 words, which slows down
when more codewords are considered. Hence, to describe the image content in these datasets a
tiny codebook suffices.
Number of descriptors. In search for a better understanding of these results, in Table 2, the
number of descriptors is presented for Oxford5K general. Using the large 200K codebook and a
total of 29.3 million descriptors, we end up with 5, 295 descriptors per image. Using the smallest
tiny codebook, the number of descriptors drops to an average of 28.7 words per image, 99.5% less
descriptors than the baseline. Similar results are obtained for all the other datasets. We conclude
that tiny codebooks reduce the number of stored descriptors with two orders of magnitude without
a drop in retrieval performance.
Number of exemplars. We evaluate on Paris6K specific the effect of the number of exemplars
during learning the tiny codebooks. The results are shown in Figure 20. We observe that with 10
examples per known object we are on par with the full codebook baseline. And with 20 examples
we obtain a much better accuracy. Naturally, using more examples is beneficial. We conclude that
relatively few examples per known object are adequate for learning a competitive tiny codebook.
Geometry. For known objects like buildings, geometry is a powerful cue to improve retrieval
results. We evaluate whether tiny codebooks can be explained so that they refer to the same
geometric details, as a result of the analysis rather than a design principle like in [47, 130]. The
test images containing well-known buildings in Paris6K general are compared with their top 100
retrieved images, using LO-RANSAC [105] for both tiny codebooks and the original ones. A
http://www.featurespace.org
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Table 2: Number of descriptors for various tiny codebook sizes on Oxford5K general. Best
results in bold.
Codebook

Descriptors

Size

mAP

Total number

Per image

Baseline

200K

0.389

29.3M

5,794.9

Tiny codebook

3,321

0.515

670.4K

132.4

Tiny codebook

2,388

0.492

523.0K

103.3

Tiny codebook

1,422

0.483

335.0K

66.2

Tiny codebook

484

0.383

145.5K

28.7

codeword is declared an inlier when there is an almost exact geometric match between the query
and the result. Since tiny codebooks are much smaller than their originals, the total number of
inliers cannot serve as an evaluation criterion. Instead, we propose the per image fraction of the
number of inliers over the total number of common word appearances, the putative matches, as an
evaluation criterion. On 800 query images compared to 100 query results each, the tiny codebooks
return an average of 19.3% of the putative matches as inliers, whereas the full codebook returns
10.6% as geometrically identical. When geometry is present in the dataset, tiny codebooks may
capture it better than the original codebook, even if they are not programmed to do so.
Robustness to distractors. Table 3 displays the results when many challenging distractor
images are added to the test sets. As expected, retrieval performance drops for both the baseline
and tiny codebooks. However, for all settings tiny codebooks outperform the baseline substantially.
The rare events captured by the tiny codebooks are also rare when witnessed within much larger
sets of images. Furthermore, given that we have 99.5% fewer descriptors per image, Table 2, tiny
codebooks are also more efficient with respect to computational timings, memory and storage
requirements. We conclude that tiny codebooks are robust and efficient, even when large sets of
challenging distractor images are included in the image search.

Mean average precision

0.6
0.5
0.4
0.3
0.2
Tiny codebooks
Baseline 200K

0.1
0
0

10

20

30
40
50
60
Number of examples per object

70

80

90

Figure 20: Influence of examples used for tiny codebook construction as a function of known
object retrieval performance. We do not plot the variance, as it had only minor effects on the
final result. More examples guarantee better tiny codebook retrieval, but performance is sustained
with 20 examples per known object.
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Table 3: Robustness against distractors. Tiny codebooks retain their descriptive power, even
when many challenging distractor images are added in the dataset. Best mAP denoted in bold.
Evaluation routine

Distractors

Size

Baseline

Size

This work

Oxford5K general

-

200K

0.389

3.3K

0.515

Oxford5K general

Paris6K

200K

0.313

3.3K

0.424

Oxford5K general

Flickr100K

200K

0.372

3.3K

0.432

Oxford5K general

Paris6K+Flickr100K

200K

0.313

3.3K

0.399

Paris6K general

-

200K

0.331

3.9K

0.457

Paris6K general

Oxford5K

200K

0.260

3.9K

0.382

Paris6K general

Flickr100K

200K

0.291

3.9K

0.317

Paris6K general

Oxford5K+Flickr100K

200K

0.245

3.9K

0.300

3.6.2 Comparison with supervised codebooks

The results of experiment 2 are displayed in Table 4. As predicted from first principle in
Section 3.3, codebook construction via selection is better suited for retrieval, than direct supervised
codebook construction [121] or merging [43]. Randomized trees perform worse than k-means, as
was also observed by Philbin et al. [105]. Codeword merging by the Agglomerative Information
Bottleneck method [43] is the closest competitor. Nonetheless, tiny codebooks perform best for
all evaluation routines, especially for the specific versions. In Figure 21 we plot the distances
generated from an tiny codebook for random pairs of images, similar to Figure 16. Despite the
reduced codebook size, we see that the distance distribution remains highly peaked, similar to a
large and highly discriminative codebook. We verify and conclude that codebooks resulting in
small codeword masses Mw are preferable for known object retrieval.

Figure 21: Distribution of distances between random image pairs for a tiny codebook. Although
tiny codebooks use only a fraction of the words of the initial large codebook, see Figure 16(d),
they still maintain the desired peakedness.
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3.6.3 Comparison with geometric codebooks
The results of experiment 3 are in Table 5. We compare against codebooks constructed on
the basis of geometric consistency [47, 130]. The closest competitor in this case is geometric
words [130]. However, tiny codebooks are more accurate in all cases. For completeness we also
compare against the full codebooks composed of 200K words. Compared to the 200K k-means
baseline, tiny codebooks perform 33% better for Oxford5K specific and 38% for Paris6K general,
despite being at least 98% smaller in size. From Table 5, we verify once more that codewords
with smaller mass Mw are preferrable for retrieval.

Table 4: Experiment 2: Comparing tiny codebooks with other supervised codebooks of similar
size.
Evaluation routine

Size

k-means

AIB [43]

Randomized trees [121]

This work

Oxford5K general

3.3K

0.282

0.359

-

0.515

Oxford5K specific

3.1K

0.299

0.359

0.182

0.647

Paris6K general

3.9K

0.226

0.290

-

0.457

Paris6K specific

3.1K

0.241

0.293

0.173

0.538

3.6.4 Alternative initializations
We show the results for experiment 4 for Oxford5K general in Figure 22. We observe that a
geometric words prior [130] does not help tiny codebooks search. We attribute this to the rigid
nature of geometric words, which are selected to undergo and survive various image deformations
across the dataset. In contrast, when using a visual synonyms prior [47], tiny codebooks converge
faster to the final solution. However, the most helpful priors are per-class frequency statistics.
They not only allow for fast convergence, but also result in 0.520 mAP, even higher than tiny
codebooks found without using any priors. We conclude that easy-to-compute, efficient, frequency
statistics are the most useful priors for tiny codebook search.

3.6.5 Orthogonality to retrieval state-of-the-art
In Table 6 we present the accuracy of the tiny codebooks when combined with state-of-the-art
methods in retrieval. Tiny codebooks benefit from the tf-idf weighting scheme for specific
codebooks only. For general codebook the retrieval accuracy drops. This is not surprising, since
tf-idf weighting generally yields small improvement benefits in the order of 1-2%. When tiny
codebooks are combined with query expansions the results are much better. Pseudo expansion
helps as long as the initial retrieval result is performing well. For Oxford and Paris this results
in a relative increase up to 24% and 13% for the general and specific versions of the codebooks
respectively.
For buildings, geometric expansion is the way to go. For Paris6K general for example, the
relative retrieval accuracy increases by 63% to 0.745 mAP. We therefore derive the conclusion that
tiny codebooks retain the geometric details of the scenes. For all working purposes we consider
tiny codebooks to be orthogonal to state-of-the-art methods, especially query expansions.
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Figure 22: Experiment 4: Alternative initializations for Oxford5K general. A frequency prior
helps best, better than a visual synonyms prior [47], whereas geometric words prior [130] aids
the least. Note that frequency priors are also the cheapest ones to compute.

Table 5: Experiment 3: Comparing tiny codebooks with geometrically derived codebooks. Best
mAP denoted in bold.
Evaluation routine

Size

k-means

Size

Geometric

Visual

words [130]

synonyms [47]

This work

Oxford5K general

200K

0.389

3.3K

0.435

0.417

0.515

Oxford5K specific

200K

0.487

3.1K

0.607

0.593

0.647

Paris6K general

200K

0.331

3.9K

0.409

0.387

0.457

Paris6K specific

200K

0.415

3.1K

0.524

0.473

0.538

3.6.6 Qualitative retrieval results
In Figure 23 we provide qualitative retrieval results. We observe that the informative codewords in
the tiny codebook consistently appear on the salient object locations, like the wings of the Moulin
Rouge in Figure 23(a) or the “S” from the ESSO logo in Figure 23(c). It seems tiny codebooks
are able to recover the structure of the object of interest, although no location information was
provided during training. In contrast, the codewords from the full 200K codebook appear in the
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Table 6: Experiment 5: Orthogonality to image retrieval state-of-the-art. While tiny codebooks
hardly benefit from the tf-idf weighting scheme, they are complementary to pseudo-expansion and
geometric expansion. Best mAP denoted in bold.
Evaluation routine

This work

+TF-IDF [124]

+Pseudo

+Geometric

Expansion [30]

Expansion [30]

Oxford5K general

0.515

0.509

0.639

0.739

Oxford5K specific

0.647

0.662

0.722

0.839

Paris6K general

0.457

0.455

0.580

0.745

Paris6K specific

0.538

0.541

0.607

0.788

whole image, thus hindering known object retrieval. Note that the tiny codewords also easily
identify multiple instances of the ESSO logo in Figure 23(c). We conclude that tiny codebooks
learn the essential information for known objects, without being programmed to do so.
3.7 conclusions
This chapter makes a contribution to known object retrieval. We establish that selecting the
most informative codewords into a small codebook no longer requires knowledge of geometric
correspondences as in the state of the art of large codebook reduction [47, 115, 130]. In our
method, we no longer employ a geometric correspondence. We rather take the viewpoint that each
new codeword added to the existing list contributes to the information content, that is whether
the entropy is reduced. In such a way, duplicates in the codebook of any origin will be avoided.
The entropy-based selection succeeds in reducing codebook sizes to even lower numbers as the
references, while it is applicable to non-buildings, such as product logos, as well.
In the experiments on the challenging building dataset, Oxford5K, the tiny codebooks use an
average of only 28.7 words per image for the same outcome, where 5,795 is the average in the
above references. When large sets of challenging and previously unseen distractor images are
added at retrieval time for the purpose of evaluating codebook robustness, tiny codebook always
outperform traditional large codebooks (Table 3). As tiny codebooks rest on information content
for the purpose of distinction only, not on any mechanism for that purpose, tiny codebook selection
is independent to, and thus benefits from, other methods of improving query responses [30].
When we combine tiny codebooks with query expansion, the image retrieval on the challenging
Paris dataset improves from 0.457 to 0.580 with a 3.9K codebook, which goes to 0.745 when
including also geometric verification. We conclude that tiny codebooks are compact, robust and
strengthen the accuracy benefits of state-of-the-art object retrieval methods.
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Figure 23: Experiment 6: Qualitative retrieval results. Given the single query image on the left
and the retrieved results next to it, we observe that the selected informative codewords () in
the tiny codebooks repeatedly collect themselves at specific and salient locations on the known
objects (a,c). In contrast, the original codewords () from a 200K codebook, which are not
adapted to any specific object, appear everywhere in the image (b,d), thus hindering the discovery
of objects of interest. This is especially hurting retrieval for small logos (d), while tiny codebooks
excel (c).
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