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CHAPTER 1

INTRODUCTION

Statistics is the grammar of
science.

- Karl Pearson -

Since antiquity, mankind has been fascinated by the dynamic nature of the night
sky. While the vast majority of the easily observed changes can be attributed to the
orbit of the Earth around the sun as well as the motions of other solar system bodies,
as early as 185CE Chinese astronomers observed the appearance and disappearance of
guest stars (Stephenson & Green 2002; Vink et al. 2006). These were points on the sky
that looked like regular stars, but appeared and brightened over the course of weeks,
then faded away again into invisibility over months. Observers like Tycho Brahe
(Brahe 1573) and Johannes Kepler (Kepler 1606) could make detailed observations
of these phenomena, but it took another 300 years and the invention of the telescope
until the cause of these guest stars was found: the explosion of a star at the end of
its lifetime (Baade & Zwicky 1934; Whelan & Iben 1973). In the past century, new
technologies and more complex telescopes have opened up the sky to studies of (1) the
spatial extent of sources, (2) their temporal variability and (3) the energy dependence
of the observed radiation. As our observations become more detailed and sensitive,
we rapidly find that the night sky is far less static than observations with the naked eye
suggest: virtually all astronomical sources are variable on some time scale, making
studies of variability—how the brightness of a source changes over time—across
different wavelengths a major tool in pinning down the underlying physical processes.

We are now fairly certain that most main sequence stars—including our own
sun—are variable on a range of time scales (e.g. Gilliland et al. 2010), from mHz
oscillations, which are used to probe the stellar interior, to day-long flares in the
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1 Introduction

magnetosphere. Neutron stars, rotating on timescales from milliseconds to seconds,
show associated periodic variability in radio as well as X-ray and γ-ray observations.
Their extreme regularity makes some of these objects, known as pulsars, the best
clocks we know in the universe. In any system in which accretion plays an important
role, variability is a main diagnostic for understanding accretion and source physics.
X-ray binaries—systems containing a compact source, usually a black hole or neutron
star, and a companion—show outbursts that can last weeks to months, with complex
variability and quasi-periodic oscillations (QPOs). Supermassive black holes at the
centres of galaxies, in some ways scaled-up versions of X-ray binaries, mostly vary
aperiodically on timescales of hours to months. Analogously, young stellar objects,
accreting from a circumstellar disc, show outflows that vary on time scales of centuries.

The data streams observed with telescopes at all wavelengths from these phenom-
ena challenge standard data analysis tools: studies of long-time scale variability suffer
from observing constraints, such that the resulting time series are unevenly sampled.
At high energies and short time scales, the low numbers of observed photons require
us to take special care with the resulting statistical distributions. The instruments
themselves can introduce important biases into the inferences we make from a data
set, which need to be taken into account. And finally, it is the sources themselves
that make the data analysis challenging: correlated stochastic variability, as seen for
example in Active Galactic Nuclei (AGN) can be difficult to model in practice. Pulsars,
on the other hand, while extremely regular, still show complicated pulse profiles, and
are subject to timing noise and glitches, which require sophisticated models.The study
of exoplanet transits, with its extremely low signal-to-noise ratios, requires special
statistical methodology in order to robustly detect planets.

This thesis is dedicated to the study of variability in magnetars, highly magnetised
neutron stars with a plethora of time-variable phenomena. In this introduction, I will
first review the main phenomenology associated with magnetars, and introduce the
most important theoretical models. In the second part of the introduction, I will put
the work in this thesis into the general context of time series methods in astronomy—
particularly those methods traditionally used in X-ray astronomy, with which much of
this thesis shares close links, and motivate the need for more sophisticated methodol-
ogy when working with data from short-lived, transient phenomena such as magnetar
bursts. I will also provide a brief introduction into the framework of Bayesian statistics,
on which this thesis is based.

1.1 Magnetars and Magnetar Bursts

Magnetars, whose existence was first proposed in a seminal paper by Duncan &
Thompson (1992), provide a viable explanation for two observational phenomena:
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1.1 Magnetars and Magnetar Bursts

Soft-Gamma Repeaters (SGRs) and Anomalous X-ray Pulsars (AXPs); see e.g. Woods
& Thompson (2006) and Mereghetti (2011) for the most recent reviews. SGRs were
first detected with the Gamma-Ray Burst detection experiment Konus on the Venera 11
and Venera 12 spacecraft and were noted as strange because, as their name suggests,
rapid bursts were observed from the same position (see e.g. Mazets et al. 1979,
1982). This led to the conclusion that these bursts cannot be, in fact, connected with
cosmological gamma-ray bursts, but are instead tied to galactic objects (Laros et al.
1986; Atteia et al. 1987). Because the two of the first four SGRs were found close
to supernova remnants, and in one, SGR 1806-20, pulsations at long periods with
high spin down rates were found, indicating a high dipole magnetic field component
(Kouveliotou et al. 1998, see also below), neutron stars and specifically magnetars
were soon identified as one possible origin for these sources’ bursting behaviour,
which will be described in more detail below.

AXPs, on the other hand, were discovered as X-ray sources with strongly modu-
lated, periodic light curves and a narrow distribution of rotational periods (Mereghetti
& Stella 1995; Mereghetti et al. 2002). Unlike most X-ray emitting neutron stars,
however, these are isolated neutron stars, with a much softer energy spectrum than
commonly observed for accreting binary sources. Unlike radio pulsars, none of these
sources were originally observed at radio wavelengths (although to date, three sources
have confirmed radio detections: Halpern et al. 2005; Camilo et al. 2006; Malofeev
et al. 2010). This naturally led to the question where the X-ray emission originates,
and what powers their persistent emission as well as weeks- to months-long outbursts,
where the persistent emission can increase by as much as a factor of 100.

In recent years, it has become more and more evident that both classes of sources
are not distinct from each other (see also the reviews by Woods & Thompson 2006;
Mereghetti 2008, for a more extensive overview): some sources initially classified as
SGRs have now been observed to show persistent X-ray pulsations and outbursts (e.g.
Mereghetti et al. 2005a; Götz et al. 2006a), while fast, short bursts in hard X-rays, the
defining characteristics of an SGR, have been recorded from several AXPs (Gavriil
et al. 2002; Kaspi et al. 2003).

In the magnetar framework, both source classes are the observational manifesta-
tions of the same underlying source: a strongly magnetised neutron star with magnetic
field strengths of the order of 1014 G (Duncan & Thompson 1992; Thompson & Dun-
can 1995). In contrast to standard radio pulsars, these sources are not predominantly
powered by the rotational energy freed by magnetic braking due to a misalignment
between the spin axis and the dipole axis of the magnetic field. For many AXPs and
SGRs, there is a discrepancy in the energy budget: the energy released in X-rays,
especially during outbursts, is much too high to be explained by rotational spin-down
alone. Instead, they are believed to be powered by the evolution of the ultra-strong
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Figure 1.1: Plotting period P versus period derivative Ṗ for magnetar candidates (stars) and rotation-
powered pulsars (dots). Magnetars lie almost exclusively above the quantum-critical limit of the magnetic
field, BQED = 4.414 × 1013 G, although magnetar candidates with lower limits to the dipole magnetic
field smaller than this limit have been observed. Figure courtesy of Nanda Rea, updated from Rea &
Esposito (2011).

magnetic field itself. As the field decays, magnetic energy is freed, enough to power
both persistent emission as well as explain the bursting behaviour. A word of caution
is in order: while there are a few general defining characteristics for AXPs and SGRs—
commonly referred to collectively as magnetar candidates—they are an incredibly
heterogeneous class of objects: almost no two objects share the same characteristics,
but a subset of them.

In general, magnetar candidates are young neutron stars with long rotational
periods and high spin-down, placing them in the upper right corner of the PṖ-diagram
(see Figure 1.1). The spin-down age is low due to the high inferred high spin-down
parameter: magnetar candidates are generally believed to be of the order of a few
thousand years old, a conjecture strengthened by the association of several sources
with relatively young supernova remnants (see Fahlman & Gregory 1981, Vasisht &
Gotthelf 1997, Sasaki et al. 2004 and Tian & Leahy 2008 for confirmed associations;
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1.1 Magnetars and Magnetar Bursts

several other less certain associations exist). The dipole magnetic field strength can be
inferred from the combination of period and period derivative: if one assumes that the
observed radiation has its origin in a misalignment of the dipole magnetic field axis
and the axis of rotation (via Larmor radiation of a misaligned rotating dipole), then
the dipole field can be estimated by balancing the energy freed in the spin-down with
the radiative power output. This leads to an estimate for the dipole magnetic field at
the neutron star surface:

B =

(
3c3I
8πR3

)1/2

(PṖ)1/2 sin−2 (α) , (1.1)

where c is the speed of light, I the moment of inertia of the star, R the radius of the
star, α the inclination angle between magnetic and rotation axis, and P and Ṗ are the
period and period derivative, respectively. For reasonable values of I = 1045 g cm2

and R = 106 cm, and assuming a perfectly misaligned (α = 90◦) rotator, this becomes

B > 3.2 × 1019 (PṖ)1/2 G .

Because the magnetic field strength depends inversely on the inclination angle
between the magnetic axis and the rotational spin axis, which is generally not known
for most neutron stars, this value constitutes only a lower limit to the dipole magnetic
field strength.

Dipole magnetic fields inferred for magnetar candidates from spin parameters
are generally high, above the quantum critical value for the magnetic field BQED =
4.4 × 1013 G. The latter defines the magnetic field at which quantum effects become
important, and processes such as pair creation, where photons are temporarily con-
verted into electron-positron pairs, alter the emission properties of the neutron star
(e.g. Harding & Lai 2006).

There is no universally accepted set of properties that defines a source to be a mag-
netar. Often, a dipole magnetic field inferred from period and period derivative above
the quantum-critical field has been cited as the defining characteristic, however, the
recent discoveries of low-magnetic field magnetars, showing magnetar-like behaviour
while having inferred dipole fields more in line with standard radio pulsars, have cast
doubt onto the classification (van der Horst et al. 2010; Esposito et al. 2010; Rea
et al. 2010, 2012; Scholz et al. 2012; Rea et al. 2014). Instead, it has been suggested
that a significant toroidal component of the magnetic field may play a significant
role in causing the observed behaviour. The majority of known objects lack radio
identification, and while AXPs are defined by their persistent X-ray emission, some
but not all AXPs as well as a few radio pulsars with strong magnetic fields have been
shown to display short bursts in hard X-rays analogous to those observed from SGRs
(Gavriil et al. 2008; Gavriil et al. 2002; Kaspi et al. 2003).

5



1 Introduction

Both source classes display a very rich phenomenology in terms of their time-
variable behaviour. Most notably, we observe changes in persistent soft X-ray emission
on long time scales. At higher energies, magnetars are known to sporadically erupt
with giant flares, as well as the more numerous and less energetic short bursts. Below,
I will in turn discuss all three, with a special focus on the latter two phenomena (see
also Figure 1.2 for example light curves).

1.1.1 Magnetar Outbursts

Outbursts, changes in the persistent X-ray emission on time scales of weeks to years,
have been observed from a range of objects (around a dozen in total, see Rea &
Esposito 2011 for an observational review); in some cases, several outbursts have
been seen from the same object. During these outbursts, the persistent X-ray emission
generally rises by a factor of up to 100 over weeks to months, coincident with a
hardening of the X-ray spectrum. This rise is followed by a slower decay over months
to several years, during which the flux levels as well as spectrum return to their
pre-outburst state.

These outbursts are generally interpreted in the context of a twisted magneto-
sphere model: currents in the magnetosphere are supported by the gradual plastic
deformation of the crust due to a slow deformation of the internal magnetic field;
the external (twisted) magnetosphere cannot untwist immediately, but persists in
a dynamic equilibrium (Thompson et al. 2002; Beloborodov & Thompson 2007;
Beloborodov 2013).

The timescales given here are purposefully vague: along with the intensity of
the outburst, they differ strongly between sources, and even between outbursts of the
same source. In some cases, they have been observed near-coincident with glitches—
sudden changes in rotational period and spin-down behaviour of the neutron star—as
well as short bursts at higher energies, but the sporadic nature of observing cadences
with the various relevant instruments make it difficult to ascertain whether bursting
and glitches are always connected to magnetar outbursts, and determine a causal
connection between all three phenomena (Dib et al. 2008).

1.1.2 Giant Flares

Undoubtedly the most spectacular behaviour we see from magnetars, giant flares
are both extreme and rare. Giant flares are extremely luminous bursts in hard X-
rays and soft γ-rays, up to ∼200 keV, with integrated energies up to 1047 erg. They
are characterised by rise times of a few milliseconds, leading to an intense, short
spike in emission, followed by a decay lasting a few hundred seconds (see Figure
1.2, top panel). The decay is strongly modulated at the period of the neutron star;
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1.1 Magnetars and Magnetar Bursts

Figure 1.2: Light curves of three hard X-ray bursts from two different magnetars (all observed with the
Rossi X-ray Timing Explorer (RXTE)). Top panel: SGR 1806-20 giant flare from 2004-12-27. Even
though the source was ∼30◦ away from the RXTE pointing and thus well out of the field of view, the
initial peak completely saturated the detector (Israel et al. 2005). In the tail, strong modulations at the
rotational period are clearly visible, with pulse profile changes over the course of the giant flare. Middle
panel: intermediate flare observed from SGR 1900+14, just two days after this magnetar showed a giant
flare. The intermediate flare is of comparable length to the giant flare above, but the total energy in the
flare is lower by several orders of magnitude. Note the presence of short-duration bursts during the tail of
the intermediate flare. Bottom panel: short recurrent burst from SGR 1900+14. This is one of thousands
of recurrent bursts observed over RXTE’s lifetime from this source. Short bursts are known to have
complex sub-structures, but are generally much shorter than the rotational period of the star (note the
difference in timescale on the x-axis), and show no correlations in burst duration or fluence (integrated
flux over time) with rotational period (Göǧüş et al. 1999; Göǧüş et al. 2000).
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1 Introduction

the pulse profile is complex, and changes over the length of the decay, indicating a
reconfiguration of emission regions on or close to the neutron star surface. Three giant
flares have been observed to date, each from a different source: the first was recorded
by the Konus instrument on board the Venera spacecraft on 1979 March 5, from SGR
0526-66 (Mazets et al. 1979). While a powerful flare, data quality was too poor for
detailed studies of the temporal evolution. It took another 17 years to the next event
from a different magnetar, SGR 1900+14, on 1998 August 27, observed with ASCA
and and BeppoSAX (Cline et al. 1998; Hurley et al. 1999; Feroci et al. 1999).

The last observed giant flare was at also the most energetic: on 2004 December
27, SGR 1806-20, a well-known SGR, erupted so violently that its initial spike
swamped every X-ray space telescope in orbit at that time but one (with observations
from a range of space telescopes, including the Reuven Ramaty High Energy Solar
Spectroscope Imager (RHESSI), the Rossi X-ray Timing Explorer (RXTE), Swift,
and GEOTAIL : Palmer et al. 2005; Hurley et al. 2004, 2005; Borkowski et al. 2004;
Mereghetti et al. 2005b; Mazets et al. 2005; Yamazaki et al. 2005; Terasawa et al.
2005), while causing sudden disturbances (Inan et al. 2007) in the ionosphere and
a measurable depression of the Earth’s magnetic field (Mandea & Balasis 2006).
Although saturation, where the incident number of photons is too high for the detector
to record all of them, makes a detailed analysis of the initial hard spike difficult, the
presence of suitable X-ray telescopes like RXTE and RHESSI have facilitated detailed
studies of the decaying tail. An associated radio detection revealed a slowly expanding
nebula of relativistic plasma (Gaensler et al. 2005; Cameron et al. 2005).

Of particular interest to both the astrophysical and nuclear physics communities
have been the discovery of QPOs in the tail of these giant flares. Israel et al. (2005)
reported the detection of QPOs at ∼18 Hz, ∼30 Hz and 92 Hz, highly dependent both
on the time since the initial eruption as well as the rotational phase of the neutron
star. Strohmayer & Watts (2006) and Watts & Strohmayer (2006) confirmed these
detections and reported both a low-frequency QPO at 26 Hz and 150 Hz as well as
two high-frequency QPOs at 625 Hz and 1840 Hz in data from RXTE and RHESSI.
With a re-analysis of RXTE data of the SGR 1900+14 giant flare in 1998, Strohmayer
& Watts (2005) showed that these QPOs are by no means an isolated phenomenon
limited to SGR 1806-20: QPOs at similar frequencies were found in the 1998 giant
flare, indicating a common underlying physical process.

In the original model, proposed by Thompson & Duncan (1995, 2001), giant flares
are powered by magnetic field decay via a catastrophic re-ordering of the twisted
internal magnetic field. As the perfect conductivity in the crust’s ion lattice leads to a
magnetic field that is frozen into the solid crust, the twisting magnetic field will exert
strong shearing forces on the crust. If these forces exceed the breaking strain of the
lattice, the crust might crack, releasing large amounts of stored seismic energy into the

8



1.1 Magnetars and Magnetar Bursts

crust and the magnetosphere. This energy is efficiently converted into a pair plasma
trapped by loops of the magnetic field, and slowly released as radiation; this forms
the decaying light curve of the giant flare tail. The radiation escapes near the foot
points of the confining magnetic field loops, accounting for the complex pulse profile
modulation observed in the giant flare tails. Interestingly, even before the discovery of
quasi-periodic oscillations in the tail of the 2004 and 1998 giant flares, it was proposed
by Duncan (1998) that a crust fracture could, and indeed should, excite oscillations
in the neutron star crust, analogous to seismic waves and earthquakes we observe on
Earth when slip occurs along fault lines in tectonic plates.

The discovery of QPOs at a range of frequencies in the tails of magnetar giant
flares immediately sparked intense debate about their nature. Crustal shear waves,
torsional twisting motions of the crust, were quickly identified as a possible mechanism
to produce the observed QPOs (Israel et al. 2005; see also Hansen & Cioffi 1980;
McDermott et al. 1988; Piro 2005 for related theoretical work on shear waves in
neutron stars). They could successfully explain most of the observed frequencies,
while being easily excitable: the restoring force for shear waves in the neutron star
crust is the relatively weak Coulomb force, while other waves, such as gravity waves,
would have to overcome both strong gravity and electron degeneracy pressure.

These discoveries are in principle of tremendous value: the frequencies of shear
waves depend very strongly on various fundamental parameters such as the equation
of state of matter at high density as well as the composition and structure of the
crust (Watts & Reddy 2007; Steiner & Watts 2009). The neutron star equation of
state, in turn, depends on fundamental nuclear physics, much of which is currently
under debate1 (Lattimer & Prakash 2007). Thus, if one can build a model for these
oscillations, and match the predicted QPO frequencies to the observed ones, then
it should be possible to constrain fundamental properties of nuclear matter at high
densities.

However, it emerged fairly quickly that crust-only models were too simplistic,
because the crust is not an isolated system. Levin (2006, 2007) showed early on that
much of the energy released in seismic waves should be dumped into the core on
timescales faster than 1 s, much shorter than the observed lifetimes of the giant flare
QPOs, some of which were observed to last over many rotational cycles of the star.
Additionally, the crust-only picture has considerable problems in explaining some of
both the low- and high-frequency signals. There are three low-frequency signals below
40 Hz, but only one of them can be the fundamental shear mode with l = 2, the mode

1Neutron stars, the densest objects in the universe, incorporate matter from regular nuclei in crystal
lattices, increasingly neutron-rich matter, all the way to de-confined ultra-dense matter above the nuclear
saturation density, where theories predict a host of exotic states of matter. The neutron star equation
of state, the relationship between pressure and density, is the macroscopic diagnostic of dense matter
interactions, and can be used to infer characteristics of the relevant microphysics.
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1 Introduction

that corresponds to two hemispheres twisting against each other (l = 1 is forbidden,
since it would violate angular momentum conservation). At high frequencies, it is
possible to identify the 625 Hz QPO with the first radial overtone of the fundamental
mode, however, the apparent long persistence of this QPO in the SGR 1806-20 giant
flare poses a problem for most models.

Adding the core to theoretical models has only made the picture more complicated,
and it continues to increase in complexity (for a general summary see Watts 2012;
for more in-depth discussion of the various models refer to Samuelsson & Andersson
2007; Andersson et al. 2009; Sotani et al. 2007, 2008; van Hoven & Levin 2008, 2011,
2012; Colaiuda & Kokkotas 2011, 2012; Gabler et al. 2011, 2012, 2013; Passamonti
& Lander 2013, 2014a; Lander et al. 2010; Lander & Jones 2011; Glampedakis et al.
2006; Glampedakis & Jones 2014). For a proper treatment, one needs to include
the effects of the magnetic field geometry, which is largely unknown. At the same
time, computations need to be performed with full general relativistic treatment,
include superfluid and superconducting components and the anisotropic structure of
the lower crust, as well as realistic equations of state for both crust and core. All
these physical processes, and our lack of knowledge of their properties, make deriving
conclusions about the underlying fundamental nuclear physics more difficult, and add
parameters to possible oscillation models (for a general overview of constraints on
nuclear physics models from neutron star observations, see Lattimer & Prakash 2007).
Model development and numerical calculations continue apace for many of the effects
considered above. These models are highly degenerate, and data is sparse: only two
of the three observed giant flares have sufficient data quality to search for QPOs. One
of the main purposes of this work is to search for QPOs in the much more numerous,
but less energetic small bursts.

It bears keeping in mind that the crust quake model of Thompson & Duncan (1995)
is not the only viable model for the production of magnetar giant flares. Thompson &
Duncan postulated a catastrophic untwisting the internal magnetic field, which leads
to mechanical failure of the neutron star crust. However, it is possible for the internal
magnetic field to unwind slowly, allowing the external magnetic field to follow suit
without mechanical failure of the crust. A catastrophic energy release could then
occur in the magnetosphere itself, facilitated by explosive reconnection (Lyutikov
2003, 2006; Heyl & Hernquist 2005b; Nakar et al. 2005; Masada et al. 2010; Gill &
Heyl 2010). van Hoven & Levin (2011) have shown that a giant flare triggered in the
magnetosphere could still excite large-scale shear motions in the crust. In this case,
the giant flare would precede the crust quake, and not the other way around. A second
argument for this alternative picture, akin more to solar flares than earthquakes, comes
from calculations that indicate that the physical conditions in the crust do not allow
for mechanical (brittle) failure (Jones 2003; Horowitz & Kadau 2009). Instead, the
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crust is more likely to admit ductile failure and plastic deformation (Levin & Lyutikov
2012).

1.1.3 Recurrent Bursts

Unlike the rare giant flares, short magnetar bursts are a fairly common phenomenon in
SGRs: observations of the two best-studied SGRs, SGR 1806-20 and SGR 1900+14,
form a data set that spans thousands of bursts alone. These bursts are much less
energetic, of the order of ∼1038 − 1041 erg, and much shorter: they generally last for
much less than the rotational period of the neutron star, with a duration distribution
peaked around 0.1 s. Their arrival times are unpredictable: there is no correlation
between waiting time to a burst and the burst’s energy (Göǧüş et al. 1999; Göǧüş
et al. 2000). Bursts have been seen both in isolation, with single burst events between
burst-free periods of years, as well as in burst storms or burst forests, clusters of bursts
that occur close together in time, where sometimes hundreds of bursts are observed in
the span of several hours to a few days (Mazets et al. 1999; Götz et al. 2006b; Israel
et al. 2008; Mereghetti et al. 2009; Savchenko et al. 2010; Israel et al. 2010; Scholz &
Kaspi 2011; Dib et al. 2012; van der Horst et al. 2012; von Kienlin et al. 2012). It is
currently unclear whether these short bursts are produced by the same mechanism as
the giant flares. Studies of size distributions are inconclusive, due to the low numbers
of magnetar giant flares observed (Prieskorn & Kaaret 2012).

The time series of short bursts look very different from those of giant flares (see
Figure 1.2, top and bottom panels). They are too short to show any modulation due to
the neutron star’s pulse profile, and no correlation between any burst quantity and the
neutron star’s rotational phase have ever been detected to a high significance (Göǧüş
et al. 1999; Göǧüş et al. 2000). The light curves of short bursts are generally complex
and vary strongly from burst to burst. While they seem to rise faster than they decay
on average, a giant flare-like structure with a very sharp initial rise, a short plateau
lasting a few tens of milliseconds, and a slow decay have not been observed from these
bursts. Instead, short bursts can show complex, single- or multi-peaked structures,
where the first peak need not always be the strongest. There is, to some extent, a
matter of definition: several bursts have been observed that are named intermediate
flares in the literature (Kouveliotou et al. 2001; Ibrahim et al. 2001; Lenters et al.
2003; Guidorzi et al. 2004; Mereghetti et al. 2009, see also Figure 1.2, middle panel).
These flares have energies between those observed from short bursts and those in
giant flares. While some of these intermediate flares look like a smaller cousin to the
giant flares—sharp initial spike, slow decay modulated at the neutron star’s rotational
period, lasting tens of seconds—some share characteristics with the brightest short
bursts, making classification difficult.

One interesting observation, which partially motivated the crust quake model, is
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that magnetar bursts are statistically similar to earthquakes and solar flares (Cheng
et al. 1996): both have size distributions in energy that form a power law with a
slope around ∼1.7. This behaviour is believed to be the hallmark of self-organised
criticality (SOC; Bak et al. 1987, 1988; for a recent introduction and review on SOC
in astrophysics see Aschwanden et al. 2014.) A self-organised critical system is one
that continuously drives itself towards a critical point, after which a catastrophic
reorganisation occurs, without fine tuning being necessary. Sand piles are the standard
example of such a system: as sand grains are slowly dropped onto the pile, the slope
of the pile slowly increases, towards a critical point. When adding a grain exceeds this
point, an avalanche occurs to bring the system back to a subcritical state, upon which
the cycle begins anew. One characteristic of SOC systems is that while the dynamics
of the system may be governed by system-specific physics, they nevertheless lead to
simple power law-like statistical correlations between various quantities of importance,
which remain the same regardless of the different physical premise separating earth
quakes from, for example, solar flares.

1.2 Time Series Methods

For both historical reasons and reasons related to the characteristics of the various
data streams, much of astronomical data analysis is broken up by wavelength. This
is no less true for the analysis of astronomical time series. Additionally, the choice
of a particular analysis method is driven by the type of object or variability that we
see. For example, the study of pulsars, especially at radio wavelengths, have made it
necessary to develop sophisticated methods to identify extremely coherent periodic
processes, while also being able to identify deviations from simple sinusoidal waves,
such as complex pulse profiles, timing noise and glitches.

1.2.1 Time Series Methods for High-Energy Data

At high energies, much of the methodological development has been driven by the
peculiarities of the data: X-ray and γ-ray instruments, particularly those suited for tim-
ing studies, are generally photon counting experiments, which, as the name suggests,
count individual photons impinging on the detector. The resulting data stream will be
sampled from a Poisson distribution, which expresses the probability of a number of
events occurring in a fixed time or space interval, provided these events occur with a
known rate and independently of each other.

The time series methods generally used on these data streams are informed by
the types of problems usually studied. Binary systems containing a compact object
and AGN are among the most prominent targets. These systems show a variety of
variability phenomena, among the most important are QPOs and red noise processes,
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i.e. correlated stochastic variability across a range of time scales. QPOs, unlike the
highly coherent pulsations observed from pulsars, can move for example in amplitude
or frequency, or both. This renders them difficult to identify with coherent timing
methods, and it is here where Fourier methods become a powerful tool in identifying
variability (for a general introduction into the topic, see van der Klis 1989).

In general, one defines a periodogram2 as the set of squares of the absolute values
of the Fourier amplitudes at all frequencies. For the simplest case, a flat light curve
consisting purely of photon counting noise, it can be shown that the powers in the
resulting periodogram will follow a χ2-distribution with 2 degrees of freedom. A
popular normalisation of this periodogram is the Leahy normalisation (Leahy et al.
1983), P j = 2|a2

j |/Nphotons, where the Fourier amplitudes a j at frequency ν j are
normalised by the total number of photons Nphotons such that the resulting powers
P j will be distributed around a mean of 2 and with a variance of 4. The Leahy
normalisation’s prime advantage is that Leahy-normalised periodograms are directly
comparable to a χ2-distributions with 2 degrees of freedom, and the periodogram does
not depend on the mean count rate in the light curve.

In the simplest case, a search for a periodic or quasi-periodic process then sim-
plifies to finding an outlier from this distribution: we may say that the power at a
given frequency is unlikely to arise from pure noise only if the probability that such a
power occurs under the assumption of a χ2 distributed random variable falls below a
threshold. A QPO, with an intrinsic width that may be larger than one frequency bin,
may then be found either by binning the periodogram, or by fitting a background and
a QPO model (the most commonly used model is a Lorentzian function) and thereby
re-casting the task into a model selection problem.

Several phenomena can significantly complicate this procedure: instrumental
effects, such as dead time, where after arrival of a photon the detector cannot record
another photon for a certain time interval, generally break the assumption that the
powers in the periodogram are independent and identically distributed. Dead time in
particular changes both the characteristics of the statistical distribution of powers, as
well as the overall shape of the periodogram, such that the distribution for a given
frequency depends on that frequency (Zhang et al. 1995a). More importantly, however,
emission processes from the source itself lead to considerable deviations from the
assumptions of a flat light curve. In accreting systems, red noise, correlated stochastic
variability that produces a power law-like spectrum in Fourier space, needs to be

2In this thesis, I generally distinguish between a power spectrum, the formal overall shape the
Fourier-transformed light curve should take, and the periodogram, a realisation of said power spectrum.
The squared Fourier amplitudes at a given frequency, i.e. the powers, in the periodogram, will generally
be distributed around the underlying power spectrum at that frequency, such that when a large number of
realisations of the same power spectrum are observed, the mean of the distribution of powers at each
frequency tends towards the value of the underlying power spectrum.
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taken into account when constructing a probability model for the data. The resulting
periodogram will still follow the same χ2 distribution, but will be distributed not around
a constant value (2 in a Leahy-normalised periodogram), but around an underlying
power spectrum, which may be, for example, a power law at low frequencies, and flat
at high frequencies. Moreover, long-term trends in the light curve, such that the start
and end points of the light curve are at different count rates, cause the well-known
problem of red noise leakage, where power at frequencies lower than can be measured
in the periodogram is re-distributed to higher frequencies, distorting the spectrum at
these frequencies.

All of these processes considered so far, including QPOs and red noise, assume an
intrinsically stochastic process, that is, a process for which the main assumptions of
the analysis outlined above—independent powers following a χ2 distribution with two
degrees of freedom—still hold. This assumption is broken as soon as deterministic
processes come into play. For example, magnetar giant flares have a complex, time-
dependent structure, involving an overall decay, a strong periodic modulation at the
rotational period of the neutron star, and changes in the pulse profile of that modulation
over the duration of the flare. These types of processes are much harder to cast into
the standard framework described above, but Monte Carlo simulations offer a way
out: if the deterministic process can easily be described by a functional form, then
it is possible to simulate realisations of light curves from that functional form. For
binned data, one may use a homogeneous Poisson process to simulate light curves
by picking from a Poisson distribution at each time bin in the light curve, where
the parameter of the Poisson distribution describing the mean count rate in a given
bin corresponds to the value of the functional form in that bin. It is then possible to
compare the periodogram of the observed data to the ensemble of periodograms from a
large number of these simulations. There are two limiting cases on this procedure: the
obvious case is one where the deterministic process in question is not easily modelled
by a simple functional form. This is, for example, the case in magnetar bursts, and
motivates much of the work in this thesis. The second case is related to the first: if
deterministic and stochastic processes (particularly those of the red noise family of
correlated variability) combine into a single light curve, it can be difficult to distinguish
the individual components, or to construct a single probability model that accounts for
both.

1.3 Interlude: Bayesian Statistics

Because the statistical framework of most of this thesis rests on the foundations of
the framework of Bayesian statistics, I provide here a short introduction to the basic
concepts. Note that this introduction is purposefully general: details on how to apply
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these concepts in power spectral analysis in particular are given in Chapter 2 and
details of the hierarchical model used for modelling magnetar burst light curves in
Chapter 6. For a more exhaustive, general introduction into the topic, Sivia (1996)
provides an intuitive approach; for an introduction into Bayesian methods in physics,
see for example von Toussaint (2011).

Perhaps the most fundamental defining characteristic of Bayesian statistics, in
comparison to classical or what is often called frequentist statistics, is a philosoph-
ical one, although it has far-reaching consequences. Frequentist statistics describes
probability in terms of a frequency of occurrence: the probability that a coin toss
yields heads is not 1/2 by some fundamental property, but because in the limit of
the trials going to infinity, one half of all coin tosses will end up showing heads.
This also called the objectivist interpretation of probability. In contrast, the Bayesian
framework defines a subjectivist interpretation of probability not as a frequency of
occurrence, but as a degree of belief in an outcome. In other words, probability is
defined as a conditional measure of uncertainty in a quantity, an interpretation that
is much closer to our every-day notion of the word probability. This difference has
far-reaching consequences: by their very nature, frequentist probabilities can only
describe random variables, i.e. variables for which multiple repetitions are possible,
and where the outcome will be one of several possibilities, determined either by some
intrinsic randomness in the system, or by our lack of knowledge of all determining
factors in the system. Bayesian statistics, in turn, allows one to define a probability
even for strictly deterministic variables: in one of the earliest applications of Bayesian
statistics, Pierre-Simon Laplace, who discovered a generalised version of Thomas
Bayes’ famous theorem independently, computed a probability distribution for the
mass of Saturn, using all available measurements and knowledge of celestial mechan-
ics available at the time. The mass of Saturn, however, is not a random variable, nor
a repeatable experiment (although measurements of the mass are repeatable). The
probability distribution simply expresses how confident one is that the mass of Saturn
takes a certain value. In other words, parameters of a model must be treated as random
variables in the Bayesian framework. These random variables then describe not the
intrinsic variability in this parameter (the intrinsic value of the parameter may well be
fixed), but our uncertainty in the knowledge of the parameter. One of the principal
ideas and defining characteristics in Bayesian statistics states that prior information
can and should be encoded in the probability model of the problem. From a Bayesian
point of view, it is illogical not to use what we already know about a given system
when interpreting new observations.

While this is an obvious advantage to the Bayesian framework, well-founded
criticisms do exist: the obvious subjectivity is one. The prior information encoded
in the probability model depends on the observer, and the observer’s knowledge
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of the problem. If this knowledge differs between observers, then the conclusions
these observers draw from a set of observations may be different, because the prior
information encoded in the model is different. This is commonly known as the
reference class problem.

Bayesian statistics is founded on the basic axioms of probability theory, which
provide an underlying logical structure and guarantee the mutual consistency of the
derived statistical tests. Moreover, many of the methods used in classical frequentist
statistics can be shown to be particular cases of the Bayesian framework. As such,
Bayesian statistics and frequentist statistics are not mutually exclusive in practical
terms, but Bayesian statistics often provides a more general framework for a given
problem. From the basic axioms of probability theory (also called the Kolmogorov
axioms of probability; Kolmogorov 1933), it is straightforward to derive Bayes’ rule:

p(A|B) =
p(A)p(B|A)

p(B)
. (1.2)

In less abstract terms, for a given scientific problem, one may for example re-write
the definition like this:

p(θ|y, H) =
p(y|θ, H)p(θ|H)

p(y|H)
. (1.3)

Here, the joint probability density of a given set of n parameters, θ = {θ1, θ2, ..., θn},
under the assumption of a set of observations y and a hypothesis H, is equal to the
probability of making observations y = {y1, y2, y3, ..., ym} under the assumption of a
set of parameters θ and a hypothesis H, multiplied by the joint probability distribution
of the set of parameters θ under the assumption of the hypothesis H only, divided by
the probability of observing the data y under the assumption of hypothesis H. The
hypothesis H encodes all assumptions that have been made about the model that are
not part of the inference problem, whereas the parameters θ are to be inferred in the
modelling process.

The probability p(y|θ, H) = L(θ) is generally called the likelihood. The like-
lihood describes a probability model describing the data, and is the quantity that
frequentist statistics most commonly works with to make maximally efficient use
of the data (although frequentist statistics also allows estimators not based on the
likelihood). The probability π(θ) = p(θ|H) is denoted as the prior, and encodes our
prior knowledge of the problem. Much research in statistics addresses the question of
the choice of appropriate priors; this is especially true when little prior information
is known. While it may seem intuitive to assume simple uniform distributions over
any parameters for which no prior knowledge is available, this is, in fact, not always
a good choice: a uniform distribution over an infinite range of parameters cannot be
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normalised. Moreover, it can be shown that for certain types of parameters, particularly
scale parameters such as the intercept of a straight line, a uniform distribution is not
the most unbiased choice (Jeffreys 1946).

For many parameter estimation problems, it is sufficient to define the likelihood
and the prior, and substitute the equality by a proportionality: because the denominator
of Equation 1.3 does not depend on the parameter set, it will be constant for any
parameter set chosen, such that we can estimate the posterior probability p(θ|y, H)
on the left-hand side of Equation 1.3 for various choices of θ relative to each other
without knowledge of the denominator.

The third quantity on the right side in the denominator, p(y|H), is often called
the marginal likelihood or evidence for hypothesis H. It functions as a normalisation
constant for the posterior probability, and is defined as the integral of the likelihood
and the prior over the entire parameter space of θ, Ωθ,

p(y|H) =

∫
Ωθ

p(y|θ, H)p(θ|H)dθ , (1.4)

such that the posterior probability is properly normalised to 1. The marginal
likelihood is of crucial importance in model selection: it encodes the probability of
observing the data under a given hypothesis H. For two competing hypotheses H1 and
H2, we can define a ratio of posterior probabilities for these two hypotheses

p(H1|y)
p(H2|y)

=
p(y|H1)

p(y|H2)

p(H1)

p(H2)
(1.5)

through another application of Bayes’ rule to compute the posterior probability
for hypotheses H1 and H2. The ratio of marginal likelihoods on the right-hand side of
Equation 1.5 is called the Bayes factor.

In practice, the marginal likelihood for a data set given a hypothesis can be very
difficult to compute. For all but the simplest cases, it involves a multi-dimensional
integral over the parameter space Ωθ that is analytically intractable. Thankfully,
owing to advances in both computational hardware as well as the development of
new algorithms, it has become possible to compute approximations to the marginal
likelihood for increasingly complex problems using sophisticated sampling methods
and numerical integration techniques.

1.4 Time Series Analysis for Magnetar Bursts

Magnetar bursts, by their very nature as transient events as well as due to their
intrinsic temporal complexity, pose a difficult problem for established time series
methods. Decomposing magnetar bursts into simple functional forms is difficult,
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because unlike other burst-like transients such as Type I X-ray bursts, there is no
simple functional form that would easily represent all magnetar bursts. This renders an
approach where we simulate light curves from a known model problematic, because
any variability not represented by the model will translate to excess power when
comparing the periodogram of the data to ensembles of periodograms derived from
simulated light curves. For QPO searches in magnetar bursts—the basic premise that
motivated this research originally—this poses a problem: if our underlying model is
not representative of the data, then we cannot trust any conclusions derived from that
model, and do not know whether a given excess power is due to a QPO or a problem
with the burst model.

Conversely, methods relying on modelling power spectra alone suffer from a
discrepancy between the assumed statistical distributions of powers and the true
distributions of powers in the periodogram, modified by the presence of the burst itself.
This is largely due to the problem that Fourier analysis decomposes a given time series
into stationary sine waves, and bursts, by their very nature, are not stationary: they
have a well-defined start and end, and a complex structure in between. This structure
may or may not be in part stochastic, but the burst-like nature of the event essentially
imposes a window function onto the light curve. This window function supplies power
at various frequencies, particularly at the low end of the spectrum, but because it is
not a noise process, it does not add to the variance of powers around a hypothetical
mean at a given frequency. In other words, the powers at a given frequency are no
longer uncorrelated with their neighbouring frequencies, and are no longer distributed
following a χ2 distribution with 2 degrees of freedom. In the context of QPO searches
in magnetar bursts, Chapter 2 addresses this problem by constructing a QPO search
method based on periodograms alone. It employes a Bayesian framework to correctly
account for model uncertainties, and models magnetar bursts as pure noise processes:
an assumption that is incorrect, but is shown to be conservative under many conditions.
Chapter 2 and 3 then successfully apply this method to search for and find QPOs
in short magnetar bursts found in observations of two magnetars, SGR J0501+4516
and SGR J1550-5418, taken with the Gamma-ray Burst Monitor (GBM) onboard the
Fermi spacecraft. Chapter 4 presents a careful reanalysis of high-frequency QPO in
the 2004 giant flare observed with both RXTE as well as RHESSI. In Chapter 5, I
show ways in which the Bayesian method can break down under certain conditions,
namely low source counts combined with a low background count rate. Under these
conditions, we reach the limit of the space where Fourier analysis can provide us with
relatively unambiguous inferences of QPO detections in short, burst-like events. Here,
and in Chapter 6, I show that the best solution for this problem is to go back to the
time domain and gain a better understanding of the overall variability in magnetar
bursts first. I use a decomposition of magnetar bursts into simple shapes in Chapter 5
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to improve the QPO search procedure and confirm or discard potential detections of
QPOs in individual magnetar bursts. The details of the modelling procedure and a first
attempt at gaining a deeper understanding of the origins of variability in magnetars
are provided in Chapter 6.
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CHAPTER 2

QUASI-PERIODIC OSCILLATIONS AND BROADBAND
VARIABILITY IN SHORT MAGNETAR BURSTS
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The most important questions of
life are, for the most part, really

only problems of probability.

- Pierre Simon, Marquis de
Laplace -
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2 Timing Analysis of Magnetar Bursts

Abstract

The discovery of quasi-periodic oscillations (QPOs) in magnetar giant flares has
opened up prospects for neutron star asteroseismology. However, with only three
giant flares ever recorded, and only two with data of sufficient quality to search for
QPOs, such analysis is seriously data limited. We set out a procedure for doing
QPO searches in the far more numerous, short, less energetic magnetar bursts. The
short, transient nature of these bursts requires the implementation of sophisticated
statistical techniques to make reliable inferences. Using Bayesian statistics, we model
the periodogram as a combination of red noise at low frequencies and white noise
at high frequencies, which we show is a conservative approach to the problem. We
use empirical models to make inferences about the potential signature of periodic
and quasi-periodic oscillations at these frequencies. We compare our method with
previously used techniques and find that although it is on the whole more conservative,
it is also more reliable in ruling out false positives. We illustrate our Bayesian method
by applying it to a sample of 27 bursts from the magnetar SGR J0501+4516 observed
by the Fermi Gamma-ray Burst Monitor (GBM), and we find no evidence for the
presence of QPOs in any of the bursts in the unbinned spectra, but do find a candidate
detection in the binned spectra of one burst. However, whether this signal is due to a
genuine quasi-periodic process, or can be attributed to unmodeled effects in the noise
is at this point a matter of interpretation.
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2.1 Introduction

Neutron stars present the best test cases for extreme physics in the high-density regime.
A long-standing problem in neutron star physics is our lack of understanding of the
neutron star interior, in particular, the dense matter equation of state (Lattimer &
Prakash 2007). The conditions in both a neutron star’s core and crust, the composition
of its matter and the topology and strength of the magnetic fields remain mysteries
that are very difficult to tackle with most conventional methods. The detection
of quasi-periodic oscillations (QPOs) in the tails of giant flares from Soft Gamma
Repeaters (SGRs) has opened up the possibility of studying neutron star interiors
using asteroseismology (see Watts 2012 for a review).

SGRs exhibit regular bursts in the hard X-rays and soft γ-rays (.100 keV), and
very rare giant flares with extremely high isotropic equivalent radiated energy of up to
1046 erg (see e.g. Palmer et al. 2005). Observations of persistent soft X-ray counterparts
showing coherent pulsations with large periods of 5 − 8 seconds (Kouveliotou et al.
1998, 1999), and the detection of the same periodicities in the tails of the giant flares
(Hurley et al. 1999; Palmer et al. 2005), suggested that SGRs are neutron stars. Their
behaviour is understood within the context of the magnetar model (Thompson &
Duncan 1995): in this paradigm the SGRs are isolated neutron stars with exceptionally
strong external dipole magnetic fields, largely above the quantum critical limit Bc =
2πm2

ec3/he = 4.4 × 1013 G (where me is the mass of the electron, c the speed of light,
h Planck’s constant and e the absolute value of the electron charge), with internal fields
that may be as high as3 1016 G. Giant flares are powered by a catastrophic reordering
of the magnetic field (Woods et al. 2001). Since this field is coupled to the solid crust,
Duncan (1998) suggested that such large-scale reconfiguration might rupture the crust,
creating global seismic vibrations that would be visible as periodic modulations of
the X-ray and γ-ray flux. This idea was confirmed by the detection of QPOs in the
expected range of frequencies (∼10 − 1000 Hz) in the tails of giant flares from two
different magnetars (Israel et al. 2005; Strohmayer & Watts 2005, 2006).

If the QPO frequencies can be reliably identified with particular global seismic
modes of the neutron star, then they can in principle be used to constrain both the
equation of state and the interior magnetic field. This exciting possibility has driven a
major effort to develop theoretical models of the vibrations. One major issue is the
effect of the strong magnetic field, which threads the crust and the core, giving rise
to a spectrum of magneto-elastic oscillation frequencies that includes both continua
(which give rise to unusual dynamical responses, Levin 2007) and discrete modes. At
present there is some disagreement about the nature and effects of the continua on the

3Supported by period and period derivative measurements; see http://www.physics.mcgill.ca/
~pulsar/magnetar/main.html for an up-to-date reference list on magnetar spin-down properties.
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resulting frequencies and their longevity (see for example van Hoven & Levin 2011,
Gabler et al. 2011, and Colaiuda & Kokkotas 2012). Uncertainties in the composition
of the neutron star crust, and the role of superfluidity, will also have an effect (Watts &
Reddy 2007; van Hoven & Levin 2008; Steiner & Watts 2009; Andersson et al. 2009).
How stellar vibrations cause high amplitude variations in X-ray emission is also not
clear, and processes in the magnetosphere may play an active role (Timokhin et al.
2008; D’Angelo & Watts 2012).

A major obstruction to this field of research is the sparsity of data. Since the launch
of the first X-ray and γ-ray instruments, only three giant flares have been observed,
with just two having data with a sufficient time resolution to detect QPOs. In trying to
overcome this lack of observational constraints, it is therefore a reasonable approach to
turn to the much more numerous short SGR bursts with lengths of usually less than a
second and luminosities around 1040 erg s−1. Hundreds of SGR bursts have now been
observed from many magnetars4. Additionally, several intermediate flares have been
detected, with observational properties somewhere between those of the SGR bursts
and those shown by giant flares (Ibrahim et al. 2001, Lenters et al. 2003, Guidorzi
et al. 2004, Israel et al. 2008). At present the nature of the trigger mechanism for
both the giant flares and the shorter bursts is an open question (Thompson & Duncan
1995; Lyutikov 2003; Duncan 2004; Woods et al. 2005; Gill & Heyl 2010; Perna &
Pons 2011; Watts 2012; Levin & Lyutikov 2012), but it is certainly possible that the
oscillations detected in giant flares may be excited in the smaller events as well. The
detection of periodic signals in SGR bursts is however restricted by their length: giant
flares can last up to hundreds of seconds, whereas a typical SGR burst is shorter than
one second, restricting the minimum frequency that can be searched.

To date there has been no systematic search for periodic features in the lightcurves
of the SGR bursts. A search for QPOs in a period of enhanced emission with multiple
bursts (a ‘burst storm’), from the magnetar SGR J1550-5418, carried out using data
from Fermi /GBM, found no significant signals (Kaneko et al. 2010). El-Mezeini &
Ibrahim (2010) searched a subset of Rossi X-ray Timing Explorer data from SGR 1806-
20 for periodic features and found some tentative signals: however there are several
points of concern with regard to their methodology which we address conceptually in
Section 2.2.1 and in detail in Appendix 2.A.

Searching for QPOs in transient light curves is a non-trivial task. Standard
methods involving Fourier analysis are defined for infinitely long, stationary processes,
owing to the periodic nature of the sine functions used in the Fourier transform. The
very nature of a transient event — it has a start, one or more peaks, and an end —
complicates the analysis procedure and introduces additional sources of uncertainty.

4see e.g. Woods & Thompson 2006, Mereghetti 2008 for overviews or http://f64.nsstc.nasa.
gov/gbm/science/magnetars/ for a collection of SGR bursts observed with the Fermi /GBM.
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2.1 Introduction

For transient events where the shape of the burst envelope is known, many problems
arising from the non-stationarity can be solved either analytically (Guidorzi 2011) or
via Monte Carlo simulations (Fox et al. 2001). However, many astrophysical transients
do not show a well-behaved burst light curve that is easily reproducible by a simple
function. Magnetar bursts in particular exhibit a variety of shapes in the burst envelope,
translating into different power spectral shapes in the Fourier domain, which need
to be taken into account when deriving significances from the periodogram. This in
itself can be interesting, aside from searching for QPOs: the different burst envelope
shapes must be created by a physical process in the source, either in the form of noise
processes or non-stochastic emission processes, and characterising the differences
may tell us more about the emission processes at work.

This paper presents the application of a Bayesian method, first derived for long-
duration time series data of Active Galactic Nuclei (AGN) in Vaughan (2010), to
timing analysis of magnetar bursts. We choose this method for its capabilities in
finding periodicities and QPOs in red-noise dominated periodograms. However, we
attempt to answer not only the question of whether there are indeed QPOs, but also
to characterize the aperiodic timing behaviour of the bursts. Given the uncertainty
that exists over the trigger and emission mechanisms for magnetar bursts, such an
additional diagnostic will be useful. The method that we develop is general, in the
sense that it may be applied to other transients of similar light curve morphology such
as gamma-ray bursts (GRBs).

In this paper we illustrate the power of this new method by applying it to timing
analysis of a sample of SGR bursts recorded by Fermi /GBM. Specifically, we search
observations taken during an intense flaring episode of the SGR J0501+4516 for
periodic and quasi-periodic signals, and characterise the broadband noise processes
seen in the bursts. This SGR was discovered on 2008 August 22, when a burst
triggered the Swift Burst Alert Monitor (Barthelmy et al. 2008; Holland et al. 2008).
The same burst subsequently triggered the Fermi /GBM, which then recorded high
time-resolution data of a total of 29 bursts over 13 days (Lin et al. 2011). An RXTE
Target of Opportunity pointing revealed a spin period of ∼ 5.76 s (Göğüş et al. 2008).
With a spin-down period of (1.5 ± 0.5) × 10−11 s s−1, the dipole magnetic field was
estimated as 2.0 × 1014 G (Woods et al. 2008; Rea et al. 2009; Göğüş et al. 2010).

In Section 2.2, we give an overview of the general Bayesian method of searching
for periodicities and QPOs in burst data, including a comparison to previous methods.
Section 2.3 presents details of the instrument and the data reduction process for this
burst sample. We then characterize both the method’s power and its limitations by
applying the method first to a large number of simulated observations with and without
artificially introduced periodic signals in Section 2.4. Subsequently, we apply the
method to the Fermi /GBM burst sample from SGR 0501+5416. In Section 2.5 we
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2 Timing Analysis of Magnetar Bursts

first outline the method using one particular burst as an example, before giving results
for the whole sample. In Section 2.6, we discuss the significance of our results, and
put them in context with current theoretical models. The purpose of this paper is to lay
out the method and test it thoroughly on simulated data before applying it to a small
burst sample to demonstrate its power on real data. In future work, it will be applied
to a larger sample of short as well as intermediate bursts and giant flares.

2.2 Variability Analysis Methods

Our goals are to search for periodic and quasi-periodic signals in light curves of SGR
bursts as well as to characterize the broadband variability behaviour of the bursts. To
this end, we employ Fourier techniques (van der Klis 1989), extending them for the
special case of transient light curves and the presence of broadband variability in our
burst light curves. Note here that, following Vaughan (2010), we use the expression
periodogram for the squared Fourier transform of the data. We assume that it is the
sampling of the burst envelope as well as one or several noise processes. We use the
expression power spectrum to denote the underlying physical process of which the
periodogram is a sample, i.e. a realization.

2.2.1 Monte Carlo Simulations of Light Curves: Advantages and Short-
comings

Monte Carlo simulations of light curves are a standard tool in timing analysis (see for
example Fox et al. 2001). The underlying idea is simple: one fits an empirically derived
(or physically motivated) function to the burst profile. One then generates a large
number of realizations of that burst profile, including appropriate sources of (usually
white) noise, such as Poisson photon counting noise. The periodograms computed
from these fake light curves form a basis against which to compare the periodogram
of the real data. For each frequency bin, a distribution of powers is produced, with a
mean that depends both on the Fourier-transformed burst envelope shape and the noise
processes introduced into the light curve, while the scatter around that mean follows
the noise processes only (a χ2 distribution with 2 degrees of freedom — denoted χ2

2 —
for a wide range of noise processes, as long as the central limit theorem holds).

Comparing the observed power in each bin with the distribution of simulated
powers in the same bin allows us to make a statement about the probability of the
observed power in a particular bin being due to a noise process: if the observed power
in a particular bin is a high outlier compared with the distribution of simulated powers
in that bin, then the probability of observing the data under the (null) hypothesis of a
noise process is 1/N, where N is the number of simulations performed. If N is large,
the observed outlier is unlikely to be produced by the noise process alone.
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2.2 Variability Analysis Methods

It should be noted, however, that this test only rejects the null hypothesis, it does
not directly give evidence for the alternative hypothesis, i.e. the hypothesis we test the
null hypothesis against, to be true. As we will explain in more detail in this section, a
faulty assumption for the noise model may well produce significant detections which
are, in fact, due to a noise process we have not taken into account appropriately.
Conversely, a power that does not exceed the maximum simulated power may still be
a significant signal, if the maximum simulated power is a rare event.

Note that the probability derived from the Monte Carlo simulations must be
subjected to a correction for the number of frequencies and bursts searched (the
number of trials, also called Bonferroni correction or “look-elsewhere effect”), since
for a large number of frequencies and light curves searched, we would expect a number
of outliers that would otherwise be counted as (spurious) detections.

The Monte Carlo method outlined above is versatile and powerful, but it has
limitations. The most important limitation comes from our lack of knowledge of the
underpinning physical processes producing the observed light curve. Only if the null
hypothesis accurately reflects the data — apart from the (quasi-)periodic signal for
which we would like to test — is the test meaningful. If important effects that distort
either shape or distribution of the powers are missed, then the predictions made will
not be accurate, leading to either spurious detections or real signals not being found.
More often than not, especially in the case of short magnetar bursts, we do not have
complete information about the emission mechanism.
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Figure 2.1: Fermi /GBM observation of burst 0808234785 from SGR J0501+4516; left: light curve
with a time resolution of 0.001 seconds. Structure in the burst profile and tail is clearly visible. Right:
Periodogram of the burst light curve shows flat Poisson noise at high frequencies, and an excess of power
over the Poisson level at low frequencies, owing to the complex shape of the light curve.
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2 Timing Analysis of Magnetar Bursts

Short magnetar bursts are extremely diverse, varying in light curve shape as well
as burst intensity and duration (see, for example, Göǧüş et al. 1999 and Göǧüş et al.
2000). Unlike for thermonuclear X-ray bursts, where the Monte Carlo technique is
widely employed (see for example Fox et al. 2001 and Watts et al. 2005), we do not
know the underlying aperiodic shape of the light curve (see e.g. Figure 2.1 for an
illustration of a complicated SGR light curve and periodogram). In order to apply this
method, we therefore have to fit the light curve using a parametric approach involving
e.g. higher-order polynomials or splines, and then use this as a template for the Monte
Carlo simulations. There is an essential degeneracy in that problem originating from
our lack of knowledge: which features do we fit? Which do we consider to be part
of the burst envelope, or potential candidates for a periodic signal on top? This is an
arbitrary decision, however one that greatly influences the probability of detecting
spurious signals.

The situation is further complicated by the potential presence of red noise: random
processes that produce broadband, aperiodic variability, frequently with power-law
type shapes in the Fourier domain. Red noise supplies large powers at low frequencies
and little at high frequencies, and a realization of a red noise process can appear to the
naked eye in the light curve like a possibly periodic process (the four peaks in the light
curve of Figure 2.1, for example, seem to mimic periodic behaviour, but there is only
a very broad bump in the periodogram, and it is impossible to distinguish between a
broken power law and a very broad quasi-periodicity in this case). The presence of
red noise will significantly alter the distribution of powers in each frequency bin from
what it would be if the light curve consisted of a purely deterministic envelope and
Poisson-distributed detector noise. Thus, even when the shape of the burst envelope
can be adequately modeled by a single, deterministic function, there may nevertheless
be false positive detection of single-bin QPO features which are purely due to scatter
in low-frequency bins owing to the presence of red noise that has not been taken into
account.

In Figure 2.2, we set up a model that contains only red noise, and find a significant
detection despite the fact that there was no QPO introduced into the light curve.
This illustrates the fundamental problem with simulating light curves that have an
unknown underlying shape. Features may be due to broadband noise features in the
light curve, which are not accurately represented by the coarse light curve, and thus
not adequately modeled by our null hypothesis. Hence, these features are flagged as a
significant detection (with a single-trial probability of 10−3), despite not being due to
an underlying (quasi-) periodic process. In the absence of a well-known underlying
burst envelope shape or physically motivated models of both noise and burst envelope,

5Fermi /GBM bursts are numbered by date in the format YYMMDDFFF with YY, the year minus
2000; MM, the two-digit month; DD the two-digit day of the month and FFF the fraction of the day
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2.2 Variability Analysis Methods

Figure 2.2: This figure illustrates the effect that inadequate fitting of a light curve containing red noise
can have on estimating the significance of potential QPO signals from Monte Carlo simulations. Here, we
followed the routine laid out in Timmer & Koenig (1995) to create a light curve from a red noise power
spectrum with power law index of ≈ −2 with Poisson noise added (left panel, solid dark blue line). The
input model contains no periodic or quasi-periodic signal. We then binned the resulting light curve to a
very coarse time resolution (ten data points) and fit the resulting binned function with a spline (left figure,
orange curve). Note that the choice of resolution for the fit is arbitrary: we cannot know a priori from
the light curve which features are created by a broadband noise process or a quasi-periodic signal. The
binned light curve was used as the basis for Monte Carlo simulations. The figure on the right side shows
the periodogram of the fake light curve (dark blue line), with the maximum (red downward triangles) and
minimum (green upward triangles) simulated power in each bin. The maximum and minimum powers at
each frequency were found by sampling the distribution of powers at that frequency in 1000 Monte Carlo
simulations of the light curve fit (orange line in the left panel) with added Poisson noise, i.e. not taking
into account red noise, and taking the minimum and maximum samples. Note the spurious detections at
25 Hz and 70 Hz, where peaks in the periodogram clearly stick above the distribution of expected noise
powers, even though there is no QPO feature at this frequency: it is entirely created by red noise.

it is thus not advisable to apply this method to magnetar bursts (or any transient events
with complex light curve shape) in order to derive meaningful conclusions about
the presence of QPOs in the light curve. This is one of several shortcomings of the
procedure presented in El-Mezeini & Ibrahim (2010). We comment on this paper in
the context of our new procedure in greater detail in Appendix 2.A.
We note that the distinction between QPOs and some forms of noise is not clear cut. By
convention, one usually defines an upper boundary for the full-width half-maximum
FWHM < ν0/2 (where ν0 is the QPO’s centroid frequency, van der Klis 2006b) for
the feature to be called a QPO, however, this is a somewhat arbitrary decision. In
this work, we consider aperiodic noise only in the form of power laws or broken
power laws, as opposed to QPO features which we assume to be fairly narrow features
(following the convention for the FWHM mentioned above) on top of this process.
It should be noticed that in principle, one could fit a broadband feature with a wide

29



2 Timing Analysis of Magnetar Bursts

Lorentzian, thus there is some degeneracy in the modeling. In Section 2.2.2, we
explore whether other simple, plausible models can fit the data, and will describe an
alternative, conservative method, based on the assumption that red noise dominates
the power spectrum. This is unlikely to be completely true, although many bursts
seem to have a red noise component of varying strength, but as we will lay out in the
following sections, this assumption is less prone to producing false positive detections,
at the cost of increased risk of false non-detections.

2.2.2 Modeling the Periodogram

Another approach to the problem uses models of the observed periodogram rather than
the light curve and assumes any low-frequency broadband variability to be due to a
noise process. In a way, this is the other extreme to the approach of using Monte Carlo
simulations of light curves: the former is based on the null hypothesis that any power
in the periodogram is due to a combination of a deterministic burst envelope, photon
counting (white) noise and a putative (quasi-) periodic signal that is to be detected.
When modeling the periodogram, we instead assume that there is no deterministic
contribution from the burst envelope and the entire observed emission is due to a
noise process. Unless the emission process itself is a noise process, this may not be a
valid assumption either. In effect, assuming pure red noise while the light curve has
both a noise component and a non-stochastic envelope will cause us to miss weak
signals at low frequencies, because they are buried in the much higher variance at low
frequencies in a broadband noise process compared to a deterministic burst envelope
with only white noise on top.

For the power spectral modeling, we closely follow the Bayesian approach devel-
oped by Vaughan (2010). One advantage of the Bayesian framework is the inclusion of
our uncertainty in the model parameters (of the assumed low-frequency noise process)
in the error estimate of any final quantity, although this still assumes that the functional
shape of the spectrum is known; this must be determined separately, as we will lay
out below. In addition it provides a statistically rigorous framework to test whether
additional model components (such as Lorentzian QPOs) are required by the data
(Protassov et al. 2002). In the following, we give only a short outline of the method,
and refer the reader to Vaughan (2010) for a thorough discussion.

Following Bayes’ rule, the posterior probability of a set of model parameters θ of
interest, given the observed data y and a model H, is defined as

p(θ | y, H) =
p(y | θ, H)p(θ |H)

p(y |H)
. (2.1)

Here, p(y | θ, H) is called the likelihood, p(θ |H) the prior and p(y |H) the
marginal distribution of the data. Note that the latter is often difficult to compute in
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2.2 Variability Analysis Methods

practice, and only depends on the data. For ratios of posterior probabilities utilising
the same data, the marginal distribution of the data will drop out of the equation, and
will consequently be ignored in the following.

We use the Bayesian analogue to maximum likelihood estimation (MLE) to fit
models to the observed periodogram data and obtain the Maximum A Posteriori
(MAP) estimates of the model parameters. The MAP estimate of a parameter set is
defined as:

θMAP = arg max
θ

p(θ | y, H) , (2.2)

where arg is the argument of the maximized posterior probability, i.e. θmax. The
MLE of a given model S (θ) is computed by maximizing the probability of a data set
y given parameters θ and a model H:

p(y | θ, H) =
N/2∏
j=1

p(I j | S j) , (2.3)

where I j are the individual powers in the observed power spectrum, and S j are the
powers in the chosen models for a parameter set θ. This is equivalent to minimizing
the following function:

D(y, θ, H) = −2 log p(y | θ, H) = 2
N/2∑
j=1

{
I j

S j
+ log S j

}
, (2.4)

sometimes called the deviance (Gelman et al. 2004). Note that Equation 2.4 is only a
valid form of Equation 2.3 if the data are χ2-distributed.

Similarly, we can compute the logarithmic MAP as a combination of prior and
likelihood, using Equations 2.1, 2.2 and 2.4:

θMAP = arg max
θ
(p(y | θ, H)p(θ |H)) (2.5)

= arg min
θ
(− log p(θ |H) + D(y, θ, H)/2) . (2.6)

Equation 2.6 computes the mode of the posterior distribution over parameter space,
i.e. the most likely parameters given the observed data and the model. We use the
formalism above for any analysis done in this work.

Without a physically motivated burst emission mechanism, we cannot know what
shape the analytic part of the burst envelope takes, or the existence and characteristics
of a potential red noise component in the data. Since both the burst envelope and
any red noise processes supply power over a large range of frequencies (unlike
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2 Timing Analysis of Magnetar Bursts

QPOs, which are confined to narrow regions of frequency space), there is an essential
degeneracy in any model we attempt to fit, adding a number of assumptions about
the burst shape and red noise properties to whatever inference we try to make. In
the absence of any physical motivation, we make a simple, yet probably overly
conservative assumption: all broadband power in the periodogram is supplied by a
red noise process. The limitations on our inferences that come from this assumption
will be further discussed in Section 2.4, but its main disadvantage is the fact that weak
signals in the low-frequency part of the spectrum are likely to be missed. We see this
as an acceptable trade-off in return for having a very low false positive detection rate.
The advantage of this assumption is that we can treat the entire broadband variability
seen in the periodogram as a realization of a noise process and follow an entirely
empirical approach to modeling the periodogram: if we find a function that describes
the underlying power spectrum well, we can use this as a basis to compute many
realizations of this power spectrum and compare these to our observed data. A very
broad class of power spectral shapes well represented in nature are power laws:

P(ν) = βν−α + γ , (2.7)

where α is the power law index, and broken power laws, which can be reduced to
Equation 2.7 by setting ρ = 0:

P(ν) = βν−α1

(
1 +

{
ν

δ

}(α2−α1)/ρ
)−ρ

+ γ , (2.8)

where α1 and α2 are the power law indices at low and high frequencies, respectively,
and we require α2 < α1. δ is the break frequency at which the power law index
changes. In both models, β is a normalization term and γ is a constant to account
for the presence of white (Poisson) noise in the periodogram. Note that the broken
power law is a more general expression of the bent power law used in Vaughan (2010),
including the additional smoothness parameter ρ to account for the smoothness of
transition between the two power law components.

Our lack of knowledge of the emission processes in magnetar bursts leads us
to choose uninformative prior probability distributions for all model parameters: a
p(θ) = 1/θ dependence for all scale parameters β, γ and δ (a Jeffreys prior, see
Vaughan 2010 and references therein), and flat priors p(θ) = constant for all other
parameters. Together, these two classes describe a large range of broadband variability,
and are likely to be sufficient in describing the low-frequency behaviour of most
magnetar burst periodograms. In what follows, we choose our broadband noise
model from one of these two. However we include an overall goodness-of-fit test and
comment where the model fails this test for individual bursts.

There are several ways to distinguish between models. One often used statistic for
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2.2 Variability Analysis Methods

nested models, i.e. models where one is a special case of the other, is the Likelihood
Ratio Test (LRT). The LRT statistic is based on the ratio of the likelihood values for
the two models, the null hypothesis H0 and the alternative hypothesis H1:

TLRT = −2 log
p(y | θ̂0

MAP, H0)

p(y | θ̂1
MAP, H1)

(2.9)

= Dmin(H0) − Dmin(H1) .

In order to decide whether a data set is adequately described by the null hypothesis
or not, one often resorts to Monte Carlo simulations of the null hypothesis. In the
Bayesian framework, one can employ a certain type of Monte Carlo simulations, so
called Markov Chain Monte Carlo simulations (MCMCs), to draw parameter sets
from the posterior distribution of possible parameters and generate predictive (fake)
periodogram data this way. MCMCs have the advantage that for a stable chain that has
converged, the samples generated in that chain will always approximate the posterior
distribution of parameters, i.e. the distribution for each parameter that summarizes
our entire knowledge of the problem. The posterior distribution for each parameter
is obtained by marginalizing (i.e. integrating) over all other model components. In
the case where the parameter distributions are non-Gaussian, this allows for far more
accurate modes and errors on the individual parameters than standard methods like
the covariance matrix. Probably the most widely known and employed MCMC
algorithm is the Metropolis-Hastings algorithm (Metropolis et al. 1953; Hastings
1970). However, in many situations, convergence of this algorithm is slow and hence
computationally expensive. In this work, we employ the stretch-move algorithm as
implemented in Python by Foreman-Mackey et al. (2013) in the module emcee. emcee
uses ensemble walkers: a set of Markov chains that is split in two, where each half is
evolved using the state of the other half as an input, thereby increasing efficiency in
converging towards the posterior distribution of parameters.

The MCMC produces a sample of parameter values (of the null hypothesis, e.g. a
continuum model) drawn from the posterior distribution of the data. From this sample
we randomly draw parameter vectors and use these to generate fake periodograms.
We can then compute a distribution for a statistic T to compare with the same statistic
derived from the observed data, Tobs. In the case of model selection, the faked data are
fit with both a simple and a more complex model (e.g. a power law and a broken power
law), H0 and H1, identical to the procedure performed on the observed data. This
generates a distribution of TLRT , which is then used to calculate the corresponding tail
area probability (i.e. the probability of obtaining a value of the test statistic that is at
least as extreme as the one observed under the assumption of the null hypothesis, also
called p-value) for the observed value of T obs

LRT . If this probability is very small (the
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actual detection level is subject to choice, for example p < 0.05), then the observed
reduction in Dmin between H0 and H1 is larger than can be expected by chance if H0
were true. More clearly, we reject the null hypothesis in this case, although this test
cannot be seen as direct evidence that the alternative hypothesis is true. Conversely, if
the probability is not very small, then H0 is sufficient to describe the data.

Just as data were simulated for assessing the probability of T obs
LRT , we can generate

fake data in the form of MCMCs to calculate the distribution of any test statistic
we choose. One is particularly sensitive to the kind of model features we are inter-
ested in detecting, namely breaks/bends in the smooth continuum, in that it indicates
whether the model provides a good overall fit to the data, or whether additional model
components may be needed. This simple statistic for goodness-of-fit of aperiodic
features, based on the traditional χ2 statistic, i.e. the sum of the squared standard errors
(Anderson et al. 1990; Vaughan 2010), is

TSSE = χ2(y, θ̂) , (2.10)

where

χ2(y, θ) =
N/2∑
j=1

(I j − E[I j | θ])2

E[I j | θ]
=

N/2∑
j=1

(
I j − S j(θ)

S j(θ)

)2

and E[] indicates expectation. This is a good test of overall goodness-of-fit which
will be sensitive to inadequacies in the continuum modeling since all data points are
included (as opposed to the TR statistic, i.e. the biggest outlier in the data, which we
will present below in Section 2.2.2).

We have now characterized the broadband noise properties. This information will
be the basis for any modeling of the data done in the remainder of this section. In
the following, we define a test statistic for outliers in the data, show how to compute
posterior predictive p-values for this statistic, and lay out a method to find broader
signals, i.e. QPOs, in the data.

Searching for (Quasi-)Periodicities

The procedure for searching for periodicities and QPOs in the data follows the same
basic logic applied to the selection of a broadband noise model above. We compute a
statistic from the periodogram, then generate a large number (e.g. 1000) of simulated
periodograms from an MCMC sample, compute the desired statistic from each simu-
lated periodogram in turn and finally compare the observed value of the statistic to the
distribution generated from the sample of simulations.

In what follows, we have to distinguish very narrow features (with scale parameter,
i.e. half-width half maximum (HWHM) smaller than or close to the frequency resolu-
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tion of the periodogram) from broader QPO signals with HWHM that are significantly
larger than the periodogram’s frequency resolution.

In order to investigate narrow features, a sensible statistic to use is the maximum
ratio of observed to model power, or

TR = max j(R̂ j) , (2.11)

where

R̂ j = 2I j/S j

and I j and S j are observed and model powers as defined above. The factor of 2
normalises the residuals in such a way that R̂ j will be distributed as χ2

2. Drawing from
many MCMC simulations, we can compute the tail area probability of TR from its
distribution, or the probability that the observed ratio R̂ j,max was produced purely by
noise generated by a broadband model. This probability need not be corrected for the
number of frequencies searched, as this is already taken into account by the fact that
we search the entire frequency range for each simulated periodogram, but if several
bursts are searched, it is necessary to correct for the number of bursts searched.

Using the posterior distribution of TR from the simulations, we can also easily
compute the sensitivity to a periodic signal that could have been present in the data,
but would have been missed. Sensitivities will be independent of frequency in the
white noise range, but strongly depend on frequency in the red noise range, for a
simple reason: a signal that would be highly significant in the white noise range could
be buried under strong red noise of equal or larger strength in the low-frequency
part of the spectrum, rendering it invisible to our detection methods. We compute
sensitivities for the amplitude of a potentially missed periodic signal by finding that
value of TR in our simulated posterior distribution which corresponds to a posterior
predictive p-value of 5% or lower. We then compute the corresponding signal powers
I j = R jS j/2 and convert these to fractional rms amplitudes at four representative
frequencies — 40 Hz, 70 Hz, 100 Hz and 500 Hz — two of which are, for typical
magnetar bursts, in the red noise dominated part of the spectrum, one right on the
boundary to white noise and the last safely in the white noise dominated part of the
spectrum. It is, in principle, possible to compute sensitivities for every frequency in the
periodogram, however for brevity we decided to restrict ourselves to four frequencies
where QPOs may be found as an indicator of the rms amplitude a signal would have
to have in the different parts of the spectrum in order to be detectable. Note that the
sensitivities computed here are different from an upper limit in the sense that they do
not require the actual observation of the highest power in the spectrum: the quantity is
derived entirely from the simulations, and thus presents a theoretical upper limit to
what we could have measured, independent of what we have actually measured in the
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observed burst itself (see Kashyap et al. 2010 for a discussion on the real meaning of
upper limits).

One shortcoming of the TR statistic is that it optimally detects periodic signals
confined to one frequency bin, i.e. either strictly sinusoidal signals or QPOs with
a width that is smaller than the frequency resolution of the periodogram. It should
be noted that even a strictly sinosoidal signal will distribute power in more than
one bin, unless its frequency is exactly the Fourier frequency. This redistribution
of the power can account for an average loss of roughly 30% (assuming random
distribution of the sinusoidal frequency within a bin) in the frequency bin containing
the sinusoid. Broader signals may well be detected, if they are strong enough, but
since the power is spread over several bins, this is not an optimal way of detecting
broad signals. There are several ways around this restriction. One is to bin (or
smooth) the data in some way, and compute TR for the binned data, assuming that
any tentative signal power will now be concentrated in each bin. If we bin the
simulated periodograms in the same way, then the test statistic TR for the binned data
is comparable to the distribution approximated by our simulations, and the latter can
be used to derive posterior predictive p-values. One can either bin the periodogram
with several frequency resolutions and search for QPOs in each, assuming that for
a QPO of a given width, all its power will be confined to the central one or two
frequency bins if the frequency resolution is coarse enough. Alternatively, one can bin
the periodogram geometrically, where the bin size grows with frequency. This way,
using the (fairly arbitrary) definition that a QPO must have a full-width half maximum
∆ν narrower than ν0/2, with ν0 the centroid frequency of the QPO, (see e.g. van der
Klis 2006b), one accounts for the fact that QPOs at higher frequencies can have a
larger range of widths.

An entirely different approach to the problem, which we also include in our analy-
sis, starts out from a model selection point of view, addressing it in a similar fashion
to the way one chooses between broadband noise models. Assuming that a quasi-
periodicity is simply another type of random process, one may fit the periodogram
simultaneously with a broadband noise process as well as a Lorentzian representing
a QPO and compare the resulting fit with that of the broadband noise model only.
Following Protassov et al. (2002), we can utilise the likelihood ratio in this case if
we compare it to the distribution of likelihood ratios as approximated by MCMC
simulations. It is important to note that fitting narrow features with a Lorentzian is
statistically challenging (Park et al. 2008; Barret & Vaughan 2012). For quasi-periodic
features broader than a single bin, but only distributed over a few bins, we smooth
the periodogram with a Wiener filter over 3, 5 and 11 frequency bins and compare
the maximum power in each of the resulting smoothed spectra via the same method
used for searching for single-bin periodicities presented above. Subsequently, we use
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2.2 Variability Analysis Methods

the method of fitting Lorentzians only for features broader than 5 times the frequency
resolution of the periodogram. Additionally, we cross-check our detection method
for QPOs by searching binned spectra of lower frequency resolution than the original
periodogram.

We begin by fitting a Lorentzian plus a constant to the residuals of the data divided
by the preferred broadband noise model. At each frequency, we fix the centroid of the
Lorentzian to that frequency and let the code fit the scale parameter (HWHM) and the
normalization of the Lorentzian. This way, we generate an estimate of the deviance at
every frequency. The frequency where the MAP estimate is largest we define as our
tentative QPO identification. Note that we use a Jeffrey’s prior (p(x) ∝ 1/x) on the
QPO normalization, and a flat prior on the QPO HWHM that rules out widths outside
the range 5∆ν to ν0/2), where ∆ν is the frequency resolution of the periodogram
and ν0 the frequency at which we are currently fitting (the centroid frequency). This
should help us avoid some of the problems with fitting narrow signals as laid out in
Park et al. (2008). Restricting ourselves to HWHM larger than 5∆ν is consistent with
our choice of fitting the smoothed data: we do not expect the HWHM to be narrower
than the binning we have chosen, thus we do not allow optimization to smaller widths.
Additionally, we exclude the first and last three frequency bins in order to avoid effects
introduced by trying to fit a Lorentzian to one of the edges of the periodogram.

Subsequently, we combine the results from the broadband model fitting and the
residual fit that yielded the highest estimate for the deviance, and use both as a starting
point for a mixed model to the observed data. We use the same priors as before, but
use the best-fit parameter sets of the broadband model fitting and the residual fitting
as inputs to the optimization routine. We expect that this will put us fairly close to
the global minimum and help us avoid some of the problems associated with trying to
minimize a multimodal likelihood function.

Finally, we form a likelihood ratio between the broadband plus QPO model and
the broadband model alone. The above procedure is repeated in exactly the same
way on a large sample of MCMC generated fake periodograms in order to produce a
distribution of likelihood ratios from the broadband model alone. Comparison of the
observed likelihood ratio then allows the derivation of a tail area probability that the
observed tentative QPO could be generated from the broadband noise model alone.
It should be noted that because the model fitting of Lorentzians on the residuals on
many simulated periodograms is computationally expensive, we restrict the analysis
to a smaller number of simulations (usually N ∼ 500). The resulting distribution
of likelihood ratios will be less reliable, but reliable enough to rule out most cases
where there is no QPO present. If the fraction of simulations exceeding our criterion
follows a binomial distribution, we can compute the error on the p-value from the
standard deviation of our p-value estimate: for p < 0.05 and 500 simulations, the
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2 Timing Analysis of Magnetar Bursts

error on the p-value is ∆p =
√

p(1 − p)/N = 0.0097. For all borderline cases
where the posterior predictive p-value drops below ∼ 0.1, we repeat the analysis
with a larger number of simulations (∼1000, decreasing the error on the p-value to
∆p =

√
p(1 − p)/N = 0.0069) to make our estimate of the posterior p-value on the

likelihood ratio more reliable. Since the error on the p-value is not high enough to
bring a signal at the 5% level up to p = 0.1, we should be able to catch all significant
QPOs in this way.

2.2.3 Summary of Procedure

The Bayesian procedure laid out above has three parts: (a) find the preferred broadband
noise model to represent the low-frequency part of the periodogram, (b) search the
periodogram for the highest outlier and compare this outlier to those distributed by
pure broadband noise to find narrow features, (c) search for QPOs in the data, using
binned data as well as an identical approach for the model selection in the first step. A
step-by-step description can be found in Appendix 2.B.

Every step in the analysis follows the same logic: assume a null hypothesis and
an alternative hypothesis, compute statistics to summarise the data-model fits for the
two different models, generate a sample from this null hypothesis using MCMC, then
compare the distribution of the relevant statistic derived from the sample generated
from the null hypothesis to the observed value of that statistic. If the observed value
lies in the high-end tail of the distribution, then it is an outlier with respect to the null
hypothesis.

Since the entire procedure rests on the correct choice of broadband model, this
is the first step of the analysis. The data are fitted with two continuum noise models,
which, by definition of the likelihood ratio test, are required to be nested. The
likelihood ratio is the statistic we use to decide which model is preferred by the data.
We simulate a large number of fake periodograms from parameter sets drawn from the
posterior distribution of parameters, as approximated by a large number of MCMC
simulations. Then these fake periodograms are fit with both models again to build a
distribution of likelihood ratios from the simple model. We can compute the tail-area
probability (p-value) of the observed likelihood ratio to be typical of the distribution
(equivalent to asking whether the observed data is sufficiently described by the simpler
model) by integrating over the tail of the distribution. If this probability is lower than a
chosen significance threshold, then the data is more likely to be drawn from the more
complex model hypothesis, which should then be adopted for the rest of the analysis.

Finding periodicities with widths equal to or smaller than a single bin (both
smoothed or unsmoothed) follows the same principle. We find the highest outlier
in the residuals of the data divided by the best-fit broadband model, and compare
this to a distribution of outliers computed in the same way from a large number of
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periodograms created from an MCMC sample. These fake periodograms do not have
a periodic signal (our null hypothesis), thus if the observed outlier were far away from
the simulated distribution of outliers, it is unlikely that the outlier has come from
this distribution, and we hence favour the alternative hypothesis: that the outlier was
indeed produced by a separate physical process.

Finally, we approach the QPO search as a model selection problem. In order
not to bias ourselves to a frequency, we fit a Lorentzian at every frequency to the
periodogram residuals smoothed over five bins, keeping the centroid frequency of
the Lorentzian fixed while allowing the other parameters to vary. This will give us
the MAP estimate for that model at each frequency. We pick the frequency with the
highest MAP estimate, and fit a combined broadband model plus Lorentzian to the
actual data set. In this case, however, we leave all parameters free, although we use
the best-fit parameters from the residual fit as input to the simulations. This minimizes
the risk of getting stuck at a local maximum of a multimodal likelihood function.
This way, we can compute a likelihood ratio between the broadband noise model
with an added Lorentzian component to the pure broadband model fit. We repeat
this procedure on a large number of fake periodograms without a QPO and compare
the distribution of likelihood ratios to the observed likelihood ratio. Again, if that
probability is very small, the observed data are unlikely under the null hypothesis, and
the observed feature is unlikely the result of a chance fluctuation from an aperiodic
noise spectrum alone.

2.3 Data Reduction

We now turn to a sample of magnetar bursts and illustrate our method on simulations
as well as a small dataset as described below.

2.3.1 Fermi /GBM

The Gamma-ray Burst Monitor (GBM) is one of two instruments on board the Fermi
Gamma-ray Space Telescope, launched in June 2008 (Meegan et al. 2009). With its
wide field of view and continuous broad-band energy coverage between 8 keV and
40 MeV, Fermi /GBM is well-suited for observing magnetar bursts. The instrument
triggers on magnetar bursts, providing high time-resolution data for 30 seconds before
and up to 300 seconds after the trigger. Three data types were routinely output:
CTIME data provide a higher time resolution (64 ms), but low energy resolution (8
channels), whereas CSPEC data provide high energy resolution (128 channels) at low
time resolution (1024 ms). Note that CTIME and CSPEC data are available in lower
resolution continuously; the quoted numbers are valid for trigger mode only. In this
paper, only data of the third type, time-tagged event (TTE) data, were used, since they
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Figure 2.3: Light curves of six example bursts from the magnetar SGR J0501+4516 recorded by
Fermi /GBM. We combined data from all NaI detectors with source angles smaller than 50 degrees to
the source. The time resolution corresponds to 0.005 seconds. Note the strong component of aperiodic
variability after the main burst in 080823478 and the differences in peak count rate by almost one order
of magnitude between the upper three bursts and the lower three.

provide the high time resolution (2 µs) required for timing analyses, while retaining
full spectral resolution as well. For a detailed description of the available data modes
and their properties, see Meegan et al. (2009).

2.3.2 Observations

Fermi /GBM triggered 26 times on SGR J0501+4516 between 2008 August 22 and
2008 September 03, observing 29 bursts. Two of these (080824054 and 080825200)
had saturated parts, and were therefore excluded from the analysis due to the rather
complicated effects saturation can have on periodograms. Following Lin et al. (2011),
we used only NaI detectors with an angle to the source smaller than 50 deg for each of
the 24 triggered and 3 untriggered bursts. The data were barycentered and channels
converted to the mid-energy of each energy bin. The observations were then energy-
selected to include only counts between 8 and 100 keV. The lower limit to the energy
is set by the detector response (Meegan et al. 2009), the upper limit was found by
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inspecting energy-resolved light curves and finding no source counts above 100 keV
(as indicated by the counts being consistent with the Poisson distribution expected
from counting noise). Burst start times and lengths (T90 durations) were taken from
Lin et al. (2011), and are summarized in Table 1 of that paper. We added 20% of the
burst duration to both ends of the burst in order to ensure that we caught the entire
burst, and all burst start times and durations in the remainder of this article are to be
understood this way. A selection of six bursts is shown in Figure 2.3, to emphasize
the diversity of burst morphologies we encounter.

2.4 Detectability Simulations

We test the power of our detection method on a large number of fake observations: light
curves with or without a burst envelope, one or several noise processes and a periodic
signal. We restrict ourselves in the following to detecting periodic or narrow quasi-
periodic signals for reasons of computation time, since the QPO detection method
introduced in Section 2.2.2 is computationally expensive and hence unfeasible to run
on the large number (of the order of several thousand) fake light curves employed here
to understand the effect of different components in the light curve on detectability of
periodic signals.

While in the previous section we laid out the general principles of the method,
our main goal in this section is to characterize how our assumption of pure red noise
influences detection rates when this assumption is not true, e.g. in light curves with a
strong burst envelope, or when the assumption holds, i.e. in light curves that contain
only red noise. We start out with a simple estimate for the importance of the burst
envelope on the statistical distribution of the observed powers in our burst sample,
and then use one burst from our sample as a template for extensive simulations of
light curves into which we artificially inject a periodic signal of varying fractional rms
amplitude.

2.4.1 A Simple Estimate

The method laid out in Section 2.2.1 is based on the assumption that an observed light
curve consists of a deterministic burst envelope — a window function of some kind —
and Poisson noise originating in the quantum nature of light when photons impinge
on the detector. One may view the deterministic envelope as a physical process giving
rise to the overall shape of the burst, following the same or at least similar functional
dependencies for potentially all bursts, and, more importantly, not a realization of a
noise process that would alter the general shape of the burst significantly in a stochastic
way. This sets it apart from other processes we consider, which contribute to the light
curve in a stochastic way. Note, however, that the characteristics given above do not
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Figure 2.4: Variation between Leahy-normalised periodograms of 27 magnetar bursts. We stretched
each light curve to normalise all to the same burst duration by multiplying the photon arrival times by
a scaling factor, and then computed periodograms for each of the 27 bursts in our sample. We then
gathered powers in 5 Hz bins to yield distributions of powers from all bursts for each of the 5 Hz bins.
For the pure red noise assumption to be valid, the resulting distributions should follow a χ2

2 distribution
scaled to the mean of the powers in each bin. Here, we plot the standard deviation σP in each of the 5
Hz bins divided by the mean µP of the distribution for each bin. This quantity should be close to 1 for
pure red noise. The assumption holds above about 30 Hz, but becomes invalid below. Thus, statements
for QPO features below 30 Hz should be interpreted with caution.

imply that the burst envelope itself may be a realization of a stochastic process, with
variable parameters between bursts. The combination of burst envelope and Poisson
noise is the null hypothesis against which one wishes to test. One must then ask which
part of the light curve is supplied by the burst envelope, and what could be due to a
potential periodic process. The presence of red noise clearly renders the fundamental
assumption of this method invalid. Assuming pure red noise, on the other hand, lets us
avoid a question we cannot easily answer: how much of the observed light curve can
be attributed to the burst envelope, and how much to a potential noise process. We do
not know a priori what the shape of the burst envelope might be, nor what the power
spectral density of the noise process looks like. To first order, we already impose a
window function on the periodogram simply by having a short burst: the light curve
we Fourier transform is short, equalling a window function that is one between start
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and end times of the burst and zero everywhere else.
To make a first rough estimate of the effect of the relative strength of the burst

envelope, we take all 27 bursts from the sample described in Section 2.3 and stretch
each light curve to have the same total length of 0.2 seconds in order to make the time
scales comparable. We then computed the Leahy-normalised periodogram for each
light curve, gathering all powers in 5 Hz-bins for all 27 bursts. This yields distributions
of powers for each 5 Hz bin. For a noise process, the observed powers should follow a
χ2

2 distribution scaled by the mean power in each bin. Thus, computing the standard
deviation for each bin and dividing by the mean power should yield a value close to 1,
if the powers are truly χ2

2 distributed. This assumption may be broken in two possible
ways. First, for steep power laws, the mean in a 5 Hz bin may drop significantly,
yielding powers that do not follow a χ2

2 distribution. Secondly, for bursts that vary
significantly in brightness, the low-frequency red noise component may vary between
bursts, and again, the distribution will be altered from our expectation. In Figure
2.4, we show exactly the dependence on frequency of this quantity. Above 30 Hz,
the data seems to follow the noise distributions fairly well, while below 30 Hz, it
deviates significantly upwards. There are multiple possible reasons for this. While
we have corrected for the differences in burst durations, we have not normalized for
the differences in fluence. Since burst fluences vary by over an order of magnitude
within the sample, this may significantly increase the variation in burst periodograms.
Alternatively, differences in burst envelope may account for some of this variation as
well. It should be noted that one fundamental assumption underlying this test is the
idea that all bursts are governed by the same kind of red noise spectrum. This may
not necessarily be true, especially for bursts varying by over an order of magnitude in
fluence, and a larger sample of bursts would be needed to draw any solid conclusions
about the burst envelope from this kind of analysis. We conclude, for the purpose
of our analysis, that the burst envelope seems to become largely unimportant above
30 Hz, and thus above this threshold our assumption of pure red noise is reasonable.
Below, one should regard any conclusions drawn about QPOs with caution. However,
this simple estimate is only provided to give an idea of where the burst envelope might
be important. In the following, we perform detailed simulations of various kinds of
light curves, both including and excluding a burst envelope, red noise and periodicities,
in order to probe the effect the different components may have on the detectability of
QPOs under the assumption of pure red noise.

2.4.2 White Noise Simulations

In order to test the detectability of (quasi-)periodic signals in complex burst light
curves, we simulated a large number of fake observations of bursts and injected
a periodic signal with varying frequency and fractional rms amplitude in order to
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Figure 2.5: Detection rates for simulated light curves of pure white noise (a light curve of constant count
rate), a strictly periodic signal at 100 Hz and Poisson noise. We varied the fractional rms amplitude
between 1% and 20% and compared with theoretical predictions calculated using the formalism in Groth
(1975). Different symbols and colours indicate (total) detection rates for the unsmoothed periodogram
and three smoothing factors included in our analysis. Hollow markers and dashed lines correspond to
total detection rates, filled markers and solid lines true positive indicate the number of true positive
detections, defined here as the detections at the frequency where the signal was injected (as opposed to
the total detection rate, which includes both true positive and false positive detections). Note that for
white noise simulations, total and true positive detection rates practically lie on top of each other. True
positive detection rates for our simulated light curves match white noise predictions (in green) within
the uncertainties (not shown), indicating that our method performs equivalently well to standard Fourier
techniques in the white noise regime. Since the rates of true positive detections trace the total detection
rates fairly closely, we conclude that our method is not hampered by excessive numbers of false positive
detections. For transient phenomena, this regime includes all frequencies above which slowly varying
features in the light curve, e.g. red noise, do not dominate the power spectrum.

cover a large range of possible signals. The phase of the injected periodic signal was
randomized for all simulations to avoid correlations between simulations. For each
combination of frequency and fractional rms amplitude, we simulated 100 light curves
which we then ran through our analysis method as if they were real observations.
While this is not enough to draw solid statistical conclusions about detectability rates,
it gives a qualitative idea of what can be detected and what cannot.

It is important to note that the amplitude of the signal we quote in all of this
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section is the fraction by which the underlying emission will be modulated. If the
underlying signal is flat, then this amplitude corresponds to the fractional rms ampli-
tude as measured from the periodogram. However, if the burst and the periodic signal
vary together, such that the fractional amplitude at each point in the light curve is
constant, this is not longer true. The reason for this discrepancy lies in the fact that a
multiplicative process such as the one described here corresponds to a convolution in
the Fourier domain, which will keep the product of the power in both processes — the
burst and the periodic signal — constant, but redistributes power towards frequencies
close to that of the periodic signal. The result will be a broadened peak in the power
spectrum instead of a delta function. While the power in the two central bins will be
the constant fractional rms amplitude corresponding to that we would have measured
for al flat light curve with a periodicity, the side wings due to the convolution supply
power that may be, in practice, indistinguishable from an intrinsically broad QPO.
Hence, one would include these side bands into the calculation for the fractional rms
amplitude, and in practice measure an amplitude that is larger than that we put in. A
characterization of this effect is beyond the scope of this paper; we merely wish to
remind the reader that they must take these effects into account when considering the
fractional rms amplitudes quoted in this Section.

In a first step, we tested the simplest case: (flat) white noise. We created flat light
curves with a constant count rate, a periodic signal at 100 Hz of varying fractional
rms amplitude, randomized phase and Poisson noise. In this limit, our method should
match standard Fourier analysis techniques and follow the predictions of Groth (1975).
In Figure 2.5, we show the theoretical predictions for white noise together with the
results of our simulations. The observed detection rates match the white noise pre-
dictions fairly well, and our method deviates from expectations only for a fractional
rms amplitude of 5%, but remains within the uncertainty (a 5% error on a detection
rate of ∼0.6 is expected based on 100 simulations). Thus, in the limit of white noise,
our method is equivalent to standard Fourier techniques. For any signal at higher
frequencies, where slowly varying processes do not distort the power spectrum, we
will be as sensitive to a QPO as standard techniques. It should be stressed that the
probabilities we quote include a Bonferroni correction for the number of frequencies,
and are thus not directly comparable to single-trial detection probabilities.

2.4.3 Pure Burst Envelope Simulations

In order to test the effect of a burst envelope on detectability, we started with the
extreme assumption: the burst is dominated by a complex burst envelope and Poisson
statistics, lacking any red noise. In order to generate the complex burst envelope,
we smoothed the light curve of 080823478 (see Figure 2.1) to an arbitrary cut-off
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Figure 2.6: Periodograms of simulated light curves including a complex burst envelope shape and a
periodic signal, without Poisson noise. We varied the frequency from 20 Hz to 100 Hz, and kept a
constant fractional rms amplitude of 20%. The signal at 20 Hz (green) is almost invisible, and likely
impossible to distinguish from the underlying burst envelope, hence we do not consider signals this low
in the following analysis. For a signal at 40 Hz (orange), our method is unlikely to be able to distinguish
between the broadened periodic signal and the burst envelope, causing low detection rates for even
high rms amplitudes. As the signal moves to higher frequencies (magenta: 70 Hz, dark blue: 100 Hz),
detection rates converge towards the detection rates predicted for white noise (black dashed line).

frequency, in our case roughly 35 Hz, creating a smooth light curve with several
broad peaks. We included Poisson noise in each simulation, and a periodic signal at
20, 40, 70 and 100 Hz with an absolute amplitude that varied with the flux of the burst
envelope such that the fractional root-mean-square amplitude remained constant. We
varied the fractional rms amplitude between 1% and 20%, and ran simulations without
a periodic signal in order to quantify false positive detection rates.

In Figure 2.6 we present a selection of periodograms of the resulting combined
light curves without Poisson noise. Most notably, the multiplication of a complex burst
envelope with a periodic signal in the light curve leads to a significant broadening
of the periodic signal in the Fourier domain, including wings and side-lobes. In this
scenario, signals below 40 Hz should be undetectable, whereas at higher frequencies
detection rates should approach what we would predict for pure white noise. The
combination of the envelope from the fit solution and a periodic feature additionally
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changes the slope of what our method will interpret as broadband noise in the case
where a periodic signal is located just at the break where the noise powers drop towards
the white noise level. We predict that this will lead to decreased detection rates as
well.

Figure 2.7 presents total detection rates as well as true positive detection rates
(both out of 100 simulated bursts) at 40, 70 and 100 Hz for five different fractional rms
amplitudes and both unsmoothed and smoothed periodograms. True positive detection
rates are measured as detections at the frequency of the injected periodic signal. As
predicted, detection rates increase towards higher frequencies, where the envelope
becomes unimportant. While there are no true positive detections for the unsmoothed
periodograms at low frequencies, the number of true positives for the smoothed
periodograms closely traces the total detection rates. This points towards a significant
broadening of the periodic signal as a result of its convolution with the burst envelope.
In general, at frequencies below 100 Hz, detection rates for periodograms smoothed to
three or five bins are higher than for the unsmoothed periodograms or those smoothed
over 11 bins. At higher frequencies, the detection rates for unsmoothed periodograms
approach those of the smoothed periodograms. At 5% fractional rms amplitude or
below, there may be a significant contribution from false positive detections, which
vanishes for higher fractional rms amplitudes and higher frequencies.

2.4.4 Envelope Plus Red Noise Simulations

We used light curves composed of both a burst envelope with a simple functional form
as well as a power law red noise component, combined with Poisson statistics and a
periodic signal of varying frequency, amplitude and randomized phase. Although both
the burst envelope and the red noise shape are guesses and to some degree degenerate
— a different choice of burst envelope shape may lead to a different estimate of the
red noise power spectrum — we believe that this type of light curve is likely to be
more realistic than the pure burst envelope model, based on the observation that bursts
consistently rise faster than they decay (indicating the presence of a deterministic
component) and the large variety in burst shapes otherwise (indicating the presence of
some form of variability on many time scales that is typical for red noise).

For the largely qualitative conclusions we wish to draw here, neither the exact
shape of the burst envelope, nor the exact parameters of the red noise are important,
although both are interesting questions in their own right and beyond the scope of
this paper. Instead, we wish to give a representative example of the general behaviour
one may expect when applying the method presented here to light curves of transient
events with complex light curves.

As before, we use burst 080823478 as a template burst on which to base our
simulations. This burst presents an interesting profile, with a main spike and several
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Figure 2.7: Detection rates for periodic signals at various frequencies on top of a smoothed burst envelope.
The envelope is generated by smoothing the light curve of burst 080823478. This introduces a sharp
cut-off at around 35 Hz (corresponding to the timescale of smoothing) that is unlikely to be seen in real
light curves. Detection rates at 40 Hz are strongly suppressed, indicating that at low frequencies, chances
of detecting even a very strong signal are small. Note that while there are no true positive detections
(as defined in the caption of Figure 2.5) at 40 Hz for the unsmoothed periodograms, the number of true
positives for the binned periodograms closely traces the total detection rates. Detection rates increase
with frequency and fractional rms amplitude as expected.
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Figure 2.8: This figure shows the effect that different choices of burst envelope have on conclusions for
the relative strengths of the red noise component and envelope component in the low-frequency part
of the periodogram. Left: light curve of burst 080823478 with single-component fast-rise exponential
decays (FRED) fit (magenta), a FRED profile with a straight line to account for the long tail (orange) and
a combination of two FRED profiles (green); right: periodogram of the same burst and all three fits from
4 to 600 Hz. There are clear differences in how strong the envelope is at low frequencies. The Poisson
noise level is shown in a light blue dashed line for comparison.

features that are reminiscent of red noise (see Figure 2.8). We cannot exclude the
possibility that the latter is actually due to a more complicated emission mechanism,
and can only state that its timing properties are consistent with red noise. We fit the
entire light curve with several models, all based on a fast-rise, exponential decay
(FRED) profile of the type

f (x) = Aλ exp
(
−τ1

(t − ts)
−
(t − ts)

τ2

)
. (2.12)

Here, τ1 and τ2 are the rise and decay timescales, respectively, ts is the burst start
time, A is a normalization constant (or burst amplitude) and λ = exp(2(τ1/τ2))1/2

(Peng et al. 2010). This model has been successfully applied to gamma-ray bursts
(GRBs) in the past and appears to be a reasonable first assumption for magnetar bursts
with their exponential-like tails and shorter burst rise times compared to the decay
timescale. Because the burst has a sharp initial spike and then a long, relatively flat,
but very variable tail, a single FRED profile has trouble fitting the entire light curve
well: it can either fit the main spike with its sharp decay, or the long tail, but not both
together. Hence, we implement two more complex hypotheses: a FRED profile to
account for the initial spike, on top of a linear function modeling the slow decay, as
well as a model with two FRED components. The former does not fit the beginning
and end of the burst well, as it does not drop to background noise level as it should at
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2 Timing Analysis of Magnetar Bursts

the start and end of the burst. The latter provides the best fit of the three, but is the
model with the largest number of parameters and requires an explanation for the origin
of the additional FRED component. The periodogram presented in the right panel of
Figure 2.8 shows how important the choice of burst envelope is for disentangling red
noise and deterministic envelope at low frequencies: if the burst envelope could be
modeled with a single FRED profile, the low-frequency part of the power spectrum
would be entirely dominated by red noise, and the assumptions we make in Section
2.2.2 hold to a fairly high degree. If the model has additional components, however,
either in form of a straight line, another FRED profile or another type, this component
will dominate the periodogram up to about 60 or 70 Hz. As a consequence, assuming
pure red noise in this part, if the more complex hypothesis were true, our assumption
of pure red noise might be a poor one in this frequency range. For what follows, we
choose the combination of FRED and linear model, to keep our model as simple and
the number of free parameters as low as possible.

Having chosen a model for the overall burst morphology, we make an estimate of
the red noise part of the power spectrum: we de-trend the light curve by dividing the
light curve by the lightcurve model fit and compute the periodogram of the residuals.
De-trending in this way will give us a light curve fluctuating around a mean of 1, and
in line with our assumption, we consider the variance around that mean to be red and
white noise only. We fit a power law (for the red noise) plus a constant (accounting for
Poisson noise) to the periodogram of the residuals, and take the resulting power law
fit as a template power spectrum to simulate red noise light curves from. Using the
method from Timmer & Koenig (1995), we simulate 100 light curve realizations from
red noise power spectra only. Note that light curves simulated according to Timmer
& Koenig (1995) will have entirely uncorrelated phases, which may introduce a bias
into the light curves if this does not accurately reflect reality. More importantly, light
curves generated this way are distributed around a mean of zero. In reality, light curves
with negative count rates are unphysical, however, any transformations applied to the
simulated light curve will result in correlations between phases in the periodogram.
We choose a method following Uttley et al. (2005) to generate log-normally distributed
light curves that have no negative data points, accepting that the assumption of log-
normally distributed light curves introduces a potential bias into our simulations via
the correlations it introduces between the phases in the periodogram. Each red noise
light curve is combined with the template assumed for the burst envelope. This will
provide us with 100 light curves including both an envelope and a red noise component
which we can use as fake observations to be analysed through our method. We add
periodic signals in the same way as in Section 2.4.3, however, since the red noise we
included in the simulations does not drop off as sharply as the burst envelope in the
previous section, the periodogram at 100 Hz is still contaminated by red noise. Thus,
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Figure 2.9: Total (hollow markers and dashed lines) as well as true positive (filled markers and solid
lines; for a definition see caption of Figure 2.5) detection rates for a periodic signal on top of a combined
burst envelope and red noise light curve. The different panels correspond to different frequencies of the
periodic signals, from 40 to 150 Hz. As before, we include detection rates of both the unsmoothed and
smoothed periodograms. Note that for the case where a periodic signal is combined with a burst envelope
and red noise, the periodic signal will be significantly broadened, and thus one can more successfully
detect these signals in binned or smoothed periodograms. This is especially true at 70 Hz. For higher
frequencies, the difference becomes smaller, but is still appreciable.
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2 Timing Analysis of Magnetar Bursts

here and in the following section, we also include simulations with a periodic signal at
150 Hz to probe the white-noise dominated region, and run each light curve through
our Bayesian detection method.

The detection rates for various frequencies are shown in Figure 2.9. Signals at
40 Hz are not detectable, with either no or very few true positive detections. Detec-
tion rates rise for higher frequencies towards the white noise limit, although even
for 150 Hz, a signal at a fractional rms amplitude of 5% or 10% is still somewhat
suppressed. The effect of red noise on detectability is more wide-spread in frequency
compared to the case of a pure burst envelope, where the power due to broadband vari-
ability drops sharply around 40 Hz. Binned or smoothed periodograms are generally
better at detecting periodic signals combined with a burst envelope and red noise, with
detection rates in the unsmoothed periodogram only approaching the performance of
the smoothed spectra (and at the same time the white noise limit) for high frequencies.
This again is due to the broadening of the periodic signal in the convolution with
the burst envelope and red noise. As for the pure burst envelope simulations, total
detection rates contain a significant contribution from false positive detections, and
true positive detection rates approach total detection rates for high frequencies and
large fractional rms amplitudes. We note that the false positive detection rate at low
fractional rms amplitude seems uncharacteristically high for the 3-bin periodogram
at all frequencies in these simulations. At present, we do not understand the reason
for this. It is possible that the broadband fitting is not entirely reliable in some of the
simulations. In practice, the results from the broadband fitting of the periodograms of
real bursts are checked to ensure minimization to a global minimum. Additionally, we
believe the number of false positive detections is easily corrected for by requiring that,
in practice, signals at low fractional rms amplitude need to be significant in at least
two different smoothed or binned periodograms.

2.4.5 Pure Red Noise

As a last example, we test detectability under the hypothesis that our light curve has no
deterministic element at all, and consists purely of red noise. We generate light curves
using the method from Timmer & Koenig (1995), using the fit to the periodogram
of burst 080823478 as a template to achieve comparable burst length, fluence and
rms variability. Again, we introduced a periodic signal of constant rms amplitude
and randomized phase into each light curve, changing the fractional rms amplitude
of the signal for different simulations. Figure 2.10 presents the detection rates for
the simulations of pure red noise. Detection rates for the pure red noise case are
comparable to the case where there is an envelope component, indicating that the
presence of a burst envelope does not significantly alter detectability of a periodic
signal if there is a red noise component present. Low-amplitude signals are suppressed
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Figure 2.10: Detection rates for a periodic signal on top of a red noise light curve. The different panels
correspond to different frequencies of the periodic signals, from 40 to 150 Hz. As before, we include
total (hollow markers and dashed lines) and true positive (filled markers and solid lines, definition in
caption of Figure 2.5) detection rates of both the unsmoothed and smoothed periodograms. Note that
signals at 5% rms amplitude or below are generally suppressed, as compared to the white noise detection
limit accessible with standard Fourier techniques.
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2 Timing Analysis of Magnetar Bursts

in the case where the light curve consists only of red noise compared to simulations
including a burst envelope. As for the combined light curves, detection rates for one
or more of the binned periodograms are always equal or higher than for the unbinned
periodograms, and below 70 Hz, even strong signals become nearly undetectable. For
high frequencies, the detection rates approach the white noise predictions and are
slightly higher than predictions for simulations including both a burst envelope and a
red noise component, although detection rates for a fractional rms amplitude of 5%
are suppressed even for a 150 Hz periodic signal. This indicates that the red noise
component is still significant at these frequencies, for the given input spectrum. In
reality, the frequency at which the white noise detection limit holds will depend on
the specific burst variability for each observation.

2.4.6 Conclusions from the Simulations

The different types of simulations allow us to draw two important conclusions for QPO
detection: (i) in the limit of a flat light curve, translating to a pure white noise power
spectrum, our method does equally well compared to standard Fourier techniques, and
(ii) detection rates for more complex light curves depend on the underlying emission
mechanism. Even a periodic signal may be significantly altered (i.e. broadened) by
the presence of a burst envelope and/or red noise, if the periodic signal is modulated
by these aperiodic processes, and this broadening will depend specifically on the
shape of burst envelope and the red noise parameters, as well as the relative strengths
between the two. A significant broadening may in turn affect detectability when
it alters what our method interprets as broadband noise, decreasing detection rates
even for high fractional rms amplitudes. For the small sample of bursts from SGR
J0501+4516, a simple, crude estimate comparing the standard deviation to the mean
in small frequency bins across all bursts in the sample reveals that the assumption of
red noise holds reasonably well for frequencies above 30 Hz. Below, the assumption
may either be broken by the presence of a burst envelope, or alternatively the bursts
may be sufficiently varied in red noise properties to produce the observed increase in
standard deviation about the mean. This need not mean that our assumption of red
noise is invalid in this regime, simply that we do not know this to be true or false.
Hence, we caution the reader to interpret results at frequencies this low with care and
with the conclusions of the burst simulations in mind.

In general, signals below 70 Hz or so will be very difficult to detect, unless they
have fractional rms amplitudes of above 10%. This is not impossible, given the high
fractional rms amplitudes observed from the 2004 giant flare (see Watts 2012, Table
1 for an overview), however, even for high amplitudes false non-detections may still
occur. We recognize these issues as a shortcoming of the presented method, however,
in the absence of any physical model or empirical evidence for a consistent burst
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2.5 Results

envelope structure, we opt for the conservative approach presented here. Thus, we
caution the reader to keep the effects described above in mind when interpreting the
posterior p-values and sensitivities quoted in Section 2.5 below.

On the other hand, we have also shown that while the sensitivity of our method
depends on the type of light curve analysed, detection rates for both light curves
combining an envelope and red noise — the case we consider most likely for SGR
bursts — and for pure red noise light curves, detection rates are quite similar, within
the uncertainties, indicating that the additional envelope component does not signifi-
cantly alter our chances of detecting a signal. Hence, unless light curves are purely
deterministic, our method will yield fairly reliable results. At the same time, the false
positive detection rate is generally low in most simulations, which is one of the key
goals of developing this technique for transients. False positive detections can be dealt
with by requiring detection in more than one smoothed or binned periodogram.

Finally, we would like to make two notes: First, the findings above are based
on the assumption that a periodic signal will vary with the underlying light curve,
that is, that the fractional rms amplitude, rather than the absolute amplitude, remains
constant. This assumption, of course, need not be true. Instead, the absolute amplitude
may be constant, in which case a periodic signal would truly remain confined to two
frequency bins, and none of the broadening would occur. Secondly, we also note that
the false positive detection rate is low, as expected for a conservative approach. For
100 fake observations, and a detection threshold of p < 0.05 for each observation,
we find roughly 5 false positive detections in most runs, exactly as expected. The
sole exception is the run that combines a burst envelope and red noise. At present,
it is not clear what causes this increase in false positive detection rate. The false
positive detection rate can be lowered by tightening the detection threshold to a
smaller probability, at the cost of increasing the upper limit to the amplitude of a signal
we might have missed, or, in other words, increasing the risk of false non-detections.

2.5 Results

We computed light curves and periodograms for all 27 bursts (Sections 2.5.2 and 2.5.3)
as well as time segments before and after each burst (Section 2.5.1). In each case, we
produced a light curve by binning the TTE data to a time resolution of 1/2νNyquist =
1.22 × 10−4 s, corresponding to a Nyquist frequency of νNyquist = 4096 Hz. The
time resolution may be arbitrarily chosen, as long as it remains poorer than the time
resolution of the detector itself, i.e. 2 µs for Fermi /GBM, although searches with high
frequency resolution up to large Nyquist frequencies quickly become computationally
expensive. We chose the time resolution based on the Nyquist frequency of interest:
we do not expect any signals above 4000 Hz from neutron star seismic oscillations
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2 Timing Analysis of Magnetar Bursts

Figure 2.11: Fermi /GBM observation of burst 080823478 from SGR J0501+4516: periodogram and
residuals I j/S j (for the light curve, see Figures 2.1 and 2.8). Upper panel: unsmoothed (black) and
smoothed (orange; Wiener filter, 5∆ν) periodogram, power law fit (blue) and broken power law fit
(red). Middle panel and lower panel show the residuals of the power law fit and broken power law fit,
respectively. The broken power law presents a significantly better fit to the data.

(McDermott et al. 1988). We search both the unbinned periodogram as well as the
same periodogram binned to integer multiples (3, 5, 7, 10, 15, 20, 30, 70, 100, 200,
300, 500 and 700) of the frequency resolution of that burst, i.e the actual frequency
resolution of the binned periodograms depends on the frequency resolution of the
unbinned periodogram. Additionally, we smooth the spectra with a Wiener filter
with different smoothing factors (3, 5, and 11) and compare results of the search of
binned periodograms with searches across the smoothed periodograms. Note that
while computing sensitivities for binned periodograms is statistically straightforward,
doing so for a convolution of the periodogram and a smoothing function is not, hence
all sensitivities quoted refer to either the unbinned or binned periodogram, but never
the smoothed one.
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2.5.1 Checking for spurious timing signals

Fermi /GBM sees the entire unocculted sky at any given point in time. Therefore, the γ-
ray background can be rather complex, and one must exclude that a background source
supplies significant variability to the burst periodogram. To this end, we performed
timing analysis on 1 s and 10 s long segments before and after each burst as well as
on the bursts themselves. The light curves constructed out of these segments were
Fourier transformed and normalized in order to produce periodograms with a Leahy
normalization (noise powers averaging to 2; Leahy et al. 1983).

For none of the segments before and after each of the 27 bursts in our sample
did we find significant detections of periodicities or QPOs. All segments present
white-noise dominated periodograms consistent with a Poisson noise χ2 distribution,
indicating that the burst emission is not contaminated by a background source with
significant timing behaviour or instrumental effects on the relevant time scales. This
includes any potential signal from the source itself. Any additional background source
contributing emission would have to have switched on at the same time as the burst
occurred, and switched off equally fast. This is highly unlikely. Note, however, that
some instrumental effects, particularly dead time, scale with the source flux, and will
not be recognizable in the background periodograms. Dead time in particular has an
intricate effect on the burst periodogram, and led us to exclude the brightest bursts,
which were also saturated.

2.5.2 An Example: Timing Analysis of Burst 080823478

In the following, we illustrate the analysis procedure with one specific burst, 080823478,
before giving results for the whole sample. This burst had a duration of T90 = 264 ms
and the highest fluence of the sample (see Table 2.1 below for details). The peri-
odogram for this burst is presented in Figure 2.11.

Choosing a Noise Model

After fitting both a simple power law and the more complex broken power law, we
computed the likelihood ratio between the two models, LRT = 10.69. Note that here,
as well as in the analysis of the remaining sample, we set the smoothness parameter of
the broken power law to −1 as in Vaughan (2010). The resulting function should more
correctly be called a bending power law in this case, since it turns over in a smooth
bend rather than a sharp break. Setting the smoothness parameter to −1 introduces a
potential bias into the determination of the low-frequency power law index for this
model, however, including the smoothness parameter in the MCMCs, we found that
the posterior distributions of this parameter for the bursts in our sample are very broad,
indicating that the parameter is unconstrained. At the same time, it is correlated with
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Figure 2.12: The MCMC sample of the parameters for the preferred broadband model for burst
080823478 (here: a broken power law). The posterior distributions for individual parameters are
presented on the diagonal. If a posterior distribution is very broad, then the parameter is not very well
constrained (indicating a high standard deviation on that parameter), and a simpler model might be
adequate. The off-diagonal panels show correlations between parameters (panels opposite of each other,
mirrored on the diagonal, are equivalent): scatter plots for 1000 randomly picked parameter pairs from
the entire sample of 250 000 parameter sets, and contours of number density. One can observe for
example a very tight correlation between low-frequency power law index and normalization, and very
little correlation between the normalization and the noise. Other parameters may correlate in more
complex ways with each other. The trails and “clumpiness” in some of the scatter plots indicate that
the distributions are not perfectly unimodal, and that even for highly peaked distributions, there are
parameters far off the mean that are nevertheless not entirely unlikely.

58



2.5 Results

Figure 2.13: Distribution of likelihood ratios for 1000 simulations of the null hypothesis (power law
model). The observed value of TLRT for burst 080823478 is indicated as a black vertical line. The further
to the right (i.e. the further in the tail of the distribution) this observed value is located, the more unlikely
the null hypothesis becomes, indicating that a more complex model (in this case the broken power law)
may be more appropriate in modeling the broadband variability.

the low-frequency power-law index, and thus the quoted values for this parameter
should be read with caution. Additionally, we show below that the overall goodness of
fit of the model to the data is good, indicating that another component is not needed.
The fits to the periodogram and the residuals (data/fit) are presented in Figure 2.11. We
use the Gaussian approximation to the covariance and the best-fit model parameters
for the power law model (H0) as input to 500 MCMC ensemble walkers (see Section
2.2.2 or Foreman-Mackey et al. 2013 for details) with 100 samples each, after a
burn-in phase with 100 samples for each walker. Figure 2.12 presents the posterior
distributions of all five parameters and their correlations with each other. With 1000
randomly picked parameter sets from this sample of 50000 parameter sets, we create
1000 fake periodograms, and compute the posterior predictive p-value for the LRT of
the observed data using the formalism outlined in Section 2.2.2. In Figure 2.13 we plot
a histogram of the posterior distribution for the likelihood ratio from the simulated
periodograms. The black vertical line indicates the value of the likelihood ratio of
the observed data. For 080823478, p(LRT) = 0.003 ± 0.002, hence we consider
observing these data unlikely under the null hypothesis (a simple power law), and we
adopt model H1 for the rest of our analysis of this burst.
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Figure 2.14: Histograms of posterior distributions and observed values (black vertical lines, burst
080823478) of the TR statistic defined in Equation 2.11.

Searching for Periodicities

We use the broken power law fit to the periodogram to draw another sample of
MCMC parameter sets, in the same fashion as outlined above, and simulate 1000 fake
periodograms all following a broken power law. From these, we computed the summed-
square residuals TSSE and search for the highest data/model outlier, TR in the unbinned
and binned periodogram. The latter should tell us about any features narrower than
the frequency resolution n∆ν (where n = 1 for the unbinned periodogram and n > 1
for binned periodograms), while the former will give information about the overall
fit of the model to the data. For this burst, we computed the posterior predictive
distribution for the square-summed residuals and compared this distribution to the
observed value, finding pSSE = 0.49 ± 0.01. As this statistic is an indicator for how
well the model fits the data, we expect a low p(SSE) to indicate that the model fit
could be improved, either by implementation of a different model or addition of model
components. For this burst, we conclude the model fits the data rather well. The
highest outlier in the residuals is at νmax = 2317 Hz with a power 2I/S = 15.71 and
a posterior predictive p-value p(TR) = 0.42 ± 0.02. The observed maximum power
seen in the residuals is well within the distribution of outliers produced by the Monte
Carlo simulations of the broadband model without any periodicity (see Figure 2.14),
and is hence unlikely to represent a real periodic process. Similarly, we find maximum
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outliers as well as posterior probabilities of these outliers for the smoothed and binned
periodograms, which show no significant features, either. The results are summarized
with the remaining model parameters as well as the other bursts in Tables 2.1 and 2.2.
None of the outliers were significant, thus we conclude that under our assumption of
red noise, there are no narrow (quasi-)periodic signals in this data set. The posterior
distributions and the observed values for the unsmoothed and smoothed periodograms
are presented in Figure 2.14.

We searched the burst for broader quasi-periodic signals using an additional
Lorentzian component and comparing the mixture model of broadband noise process
and Lorentzian to the pure broadband model. With a posterior probability of the pure
broadband model of p(LRT) = 0.51 ± 0.02 (i.e. the probability that this model is
sufficient in explaining the observed data), we conclude that there is no QPO in the
burst.

2.5.3 Whole Sample

For all bursts, we follow the same procedure as for burst ID 080823478. All of the
preferred models have a fairly high p(SSE), which indicates that the overall fit of the
preferred model to the data is good. A summary of the results is presented in Table
2.1. Periodicity searches on the data are summarized in Table 2.2. While we compute
posterior p-values for all binned and smoothed spectra, we only report the results for
the unbinned spectra here for reasons of brevity, and only point out significant results
in the binned spectra where appropriate.

None of the 27 bursts shows periodicities of any noteworthy significance in any of
the unbinned (see Table 2.2, column p(TR)) periodograms. The highest data/model
outlier significance is seen in burst 080823847 (see Figure 2.15 for a light curve and
periodogram), p(TR) = 0.11 ± 0.01, at frequency νmax = 4057 Hz with a power
P(2I/S ) = 18.88, well below the power required to reach the detection threshold
corresponding to a posterior p-value of 5%. However, the same burst shows significant
signals in the binned periodograms, as summarized in Table 2.3. Note that p-values
quoted there are corrected for the number of frequencies searched, but neither for
the number of bursts searched nor the number of binned spectra searched for each
burst. While the former is straightforward (a simple multiplication factor of 27 for
the number of bursts searched), the latter is more complicated, owing to the fact that
searching different binnings for a single periodogram does not result in independent
trials. The most conservative assumption is to consider them independent, including
another multiplication factor equal to the number of binnings searched (here: 9). This
would rule out all but the two signals with frequency bins of 95 and 158 Hz, which
remain significant even after a correction for the number of trials.

Comparing the results in Table 2.3 to the periodogram of the same burst in Figure
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Burst ID Length Fluence Model p(LRT) p(SSE) α1 α2

[ms] [erg cm−2]

080822529 86 7.05 flat 0.310 ± 0.010 0.82 ± 0.010 · · · · · ·

080822647 216 19.30 PL 0.100 ± 0.010 0.70 ± 0.010 2.41+0.39
−0.35 · · ·

080822981 30 4.41 PL 0.160 ± 0.010 0.84 ± 0.010 2.42+1.44
−1.23 · · ·

080823020 66 25.02 PL 0.990 ± 0.002 0.55 ± 0.020 2.72
−0.65 · · ·

080823091 676 82.84 flat 0.590 ± 0.010 0.02 ± 0.005 · · · · · ·

080823174 447 14.30 PL 0.090 ± 0.008 0.82 ± 0.010 1.93+0.91
−0.71 · · ·

080823248 272 22.18 PL 0.290 ± 0.010 0.85 ± 0.010 4.19+1.95
−1.50 · · ·

080823293a 189 20.10 PL 0.110 ± 0.010 0.75 ± 0.010 2.65+0.61
−0.60 · · ·

080823293b 38 9.54 flat 0.090 ± 0.009 0.95 ± 0.006 · · · · · ·

080823319 142 19.42 PL 0.160 ± 0.010 0.78 ± 0.010 2.79+1.04
−0.70 · · ·

080823330 192 67.05 PL 0.470 ± 0.020 0.18 ± 0.010 2.71+0.36
−0.34 · · ·

080823354 96 8.62 PL 0.510 ± 0.010 0.89 ± 0.010 3.35+1.37
−1.06 · · ·

080823429 94 14.24 PL 0.090 ± 0.009 0.97 ± 0.005 4.17+1.56
−1.28 · · ·

080823478 264 512.60 BPL 0.003 ± 0.002 0.13 ± 0.010 2.16+2.09
−0.84 5.21+2.41

−3.25

080823623 220 21.12 PL 0.300 ± 0.010 0.23 ± 0.010 1.97+0.55
−0.46 · · ·

080823714 406 33.04 PL 0.580 ± 0.020 0.57 ± 0.020 1.77+0.34
−0.31 · · ·

080823847a 264 78.61 PL 0.100 ± 0.009 0.63 ± 0.020 2.55+0.33
−0.30 · · ·

080823847b 108 33.09 PL 0.920 ± 0.008 0.96 ± 0.005 2.48+0.55
−0.48 · · ·

080823986 60 4.37 flat 0.220 ± 0.010 · · · · · · · · ·

080824346 34 5.70 PL 0.990 ± 0.003 0.78 ± 0.010 3.02+3.45
−1.58 · · ·

080824828 82 6.39 flat 0.420 ± 0.020 0.86 ± 0.010 · · · · · ·

080825401 128 104.80 PL 0.140 ± 0.010 0.75 ± 0.010 2.25+0.24
−0.22 · · ·

080826136 160 507.30 BPL 0.026 ± 0.005 0.99 ± 0.001 2.02+0.89
−1.41 4.86+2.82

−3.00

080826236 88 17.08 PL 0.990 ± 0.003 0.44 ± 0.020 2.27+0.69
−0.57 · · ·

080828875 72 5.28 PL 0.930 ± 0.008 0.92 ± 0.008 3.42+3.09
−1.51 · · ·

080903421 50 10.96 PL 0.960 ± 0.006 0.76 ± 0.010 5.20+2.52
−2.81 · · ·

080903787 100 13.88 PL 0.060 ± 0.007 0.66 ± 0.020 2.44+0.81
−0.61 · · ·

Table 2.1: Burst lengths and fluences are taken from Lin et al. (2011). The posterior probability for the
likelihood ratio is always for the simpler model tested (i.e. either power law or constant). α1 is the power
law index in the simple power law, and the low-frequency power-law index in the broken power law
case. α2 is the high-frequency power law index in the broken power law case. We quote the fifth and
ninety-fifth percentiles for each quantity derived from a MCMC sample of 50000 individual parameter
sets.
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Burst ID Maximum measured power Sensitivities in rmsfrac p(LRT)
TR νmax p(TR) 40 Hz 70 Hz 100 Hz 500 Hz

080822529 1.43 1973 0.77 ± 0.01 19 19 19 19 0.47 ± 0.02
080822647 14.36 3283 0.56 ± 0.02 78 40 28 16 0.48 ± 0.02
080822981 7.79 2118 0.98 ± 0.004 · · · · · · 72 16 0.76 ± 0.02
080823020 13.77 3145 0.31 ± 0.01 80 32 23 13 0.50 ± 0.02
080823091 0.44 2367 0.80 ± 0.01 9 9 9 9 0.51 ± 0.02
080823174 18.14 1711 0.24 ± 0.01 13 12 12 12 0.48 ± 0.02
080823248 12.49 95 0.91 ± 0.01 18 17 17 17 0.53 ± 0.02
080823293a 15.51 2069 0.32 ± 0.02 23 14 12 10 0.49 ± 0.02
080823293b 11.03 3593 0.54 ± 0.02 35 35 35 35 0.50 ± 0.02
080823319 14.39 1542 0.43 ± 0.02 28 18 16 14 0.54 ± 0.02
080823330 15.07 3695 0.46 ± 0.02 40 19 12 6 0.88 ± 0.01
080823354 12.13 2407 0.72 ± 0.01 46 26 21 18 0.81 ± 0.02
080823429 12.97 3689 0.55 ± 0.02 81 24 17 13 0.49 ± 0.02
080823478 15.71 2317 0.42 ± 0.02 28 12 8 4 0.51 ± 0.02
080823623 18.60 902 0.09 ± 0.009 24 17 16 14 0.51 ± 0.02
080823714 15.03 1301 0.69 ± 0.01 19 14 13 11 0.85 ± 0.01
080823847a 18.88 4057 0.11 ± 0.01 43 23 15 8 0.49 ± 0.02
080823847b 11.03 2515 0.94 ± 0.007 · · · 57 40 15 0.50 ± 0.02
080823986 10.07 2791 0.74 ± 0.01 19 19 19 19 0.47 ± 0.02
080824346 9.39 2968 0.83 ± 0.01 · · · 70 55 26 0.52 ± 0.02
080824828 2.54 74 0.66 ± 0.01 23 23 23 23 0.24 ± 0.02
080825401 12.36 496 0.80 ± 0.01 73 36 26 7 0.94 ± 0.007
080826136 12.80 2868 0.77 ± 0.01 43 20 11 5 0.54 ± 0.02
080826236 13.16 3536 0.49 ± 0.02 70 38 28 15 0.56 ± 0.02
080828875 12.24 667 0.56 ± 0.02 54 25 17 17 0.53 ± 0.02
080903421 9.97 3781 0.66 ± 0.02 · · · 33 24 22 0.56 ± 0.02
080903787 14.04 2817 0.40 ± 0.02 73 42 28 16 0.50 ± 0.02

Table 2.2: We show the TR = max j(R̂ j) statistics for each burst, along with the associated frequency
and the posterior probability to find this outlier given a pure noise process. For each burst, we also quote
sensitivities, i.e. the fractional rms amplitude a periodic process would have needed to have in order to
be detectable for our method, given the noise process and parameters determined for that burst. Note that
due to the excess power in the low-frequency part spectrum being modeled as red noise, the sensitivity
will depend on frequency, and be generally less constrained in the low-frequency part of the spectrum
than in the white-noise dominated high-frequency spectrum. Where no sensitivity is given, the derived
value exceeded 100%. A signal with more than 100% fractional rms amplitude would have negative
counts, and is therefore not physical. A sensitivity limit on the amplitude > 100% merely indicates
that we cannot constrain the signal amplitude at the given frequency at all. Finally, we also present the
posterior probability on the likelihood ratio for a model containing a QPO versus a model without QPO,
which is an indicator for the presence of a QPO in the spectrum.

2.15 allows for several interesting observations, whose implications will be discussed
in detail in Section 2.6. The frequencies at which significant excess powers are detected
in the binned spectra are all at integer multiples of a suspicious feature at around 30 Hz,
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dνbin[Hz] νmax[Hz] TR p(TR)

16 310 7.24 0.017 ± 0.004
22 2094 7.01 0.004 ± 0.002
32 301 6.01 0.003 ± 0.002
47 307 4.90 0.002 ± 0.001
63 4067 4.27 0.003 ± 0.002
95 2096 4.10 (< 2.0 × 10−5)

158 2129 3.26 (< 2.0 × 10−5)
316 2050 2.59 0.027 ± 0.005
633 2050 2.45 0.003 ± 0.002
949 2050 2.34 0.007 ± 0.003

1583 2050 2.16 0.029 ± 0.005

Table 2.3: P-values were derived using an increased number of 50000 simulations in order to increase
the resolution on small probabilities. The first column holds the binned frequency resolution, dνbin,
the second column the frequency at which the highest outlier TR was found, νmax, column three the
corresponding value of the TR statistic and finally column four the associated posterior p-value to find
that value in a pure noise spectrum, binned to the same frequency resolution. Note the probabilities
without errors in brackets at binning frequencies of 95 and 158 Hz. The p-value there turned out to
be zero at these binning frequencies. Of course, the p-value is not actually zero, however, since we
approximate the posterior distribution of TR with a finite number of simulations, there is a possibility
that the true probability to achieve the observed value with only noise is small enough that none of the
simulations will exceed the observed TR, giving rise to a zero p-value. We computed the p-values with
up to 50000 simulations, and hence state an upper limit on the p-value of 2.0 × 10−5.

which in itself is not significant in any of the searches. The periodogram itself shows
fairly prominent features at the frequencies at which signals are detected (see arrows
in Figure 2.15, right panel), which become more prominent in the binned spectra,
lending confidence that these might be real signals, and not false positive detections.
If indeed there is a feature at 30 Hz, whose significance is diminished by the presence
of red noise, then the higher-frequency detections may correspond to harmonics of
this signal. The implications of these findings are discussed in more detail in Section
2.6. Since we only search for the highest peak in each periodogram, there is a chance
that several frequencies may be significant in each binned periodogram. This would
require a more extensive search, including e.g. the second- and third-highest peaks in
the analysis. Additionally, a potential signal may have an energy dependence, thus an
energy-resolved timing analysis may yield more conclusive results.

In none of the twenty-seven bursts do we find any significant QPOs (see last
column in Table 2.2). Posterior probabilities for the broadband model alone are largely
in the range 0.2 to 0.8, indicating that the broadband model alone is an adequate
fit to the data, and an additional Lorentzian does not result in a better fit. However,
we also note that the posterior probability of the likelihood ratio is clustered around
0.5 for 19 out of 27 bursts. Since for a well-behaved probability statistic applied to
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2.5 Results

Figure 2.15: Fermi /GBM observation of burst 080823847a from SGR J0501+4516. Left: light curve
with a time resolution of 0.002 seconds. Structure in the burst profile is clearly visible. Right: unbinned
(blue) and binned (magenta: 16 Hz binning; orange: 65 Hz binning) periodogram for this burst. There is
a feature in the periodogram around 30 Hz (leftmost arrow), which is by itself not significant. However,
significant features reported in Table 2.3 are all at integer multiples of this frequency (within the
uncertainty imposed by the frequency resolution), indicating the presence of harmonics at 150 Hz, 300
Hz, 900 Hz and 2100 Hz (arrows 2-5).

data consistent with the null hypothesis, p-values should be uniformly distributed
between 0 and 1, this clustering indicates that the test is conservative in the sense that
it does not overstate the rejection of either null hypothesis or alternative hypothesis.
In practice, results on the likelihood ratio test should be combined with those on the
binned spectra to yield reliable detections.

2.5.4 Broadband Variability

The broadband variability observed in the bursts is not just a nuisance when searching
for (quasi-) periodicities, but is of interest in its own right: it shows that something
is varying in the source, although not periodically. Here, we have chosen a purely
phenomenological approach, selecting empirical models that are both simple and
widely observed in many astrophysical contexts, without physical justification. Hence,
the question of whether we can derive any physical knowledge from these empirical
models is an interesting and important one.

Almost all bursts in the sample are well-modeled by a simple power law, although
the lower and upper bounds on the 90% credible interval show a large variation in some
indices, indicating that they are not very well constrained. Some caution should be
used when interpreting these values, since they were derived from a sample of bursts
with very diverse properties overall, such as burst length and fluence. Additionally, an
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Figure 2.16: Distribution of power law indices (α for single power law, α2 for broken power law) for all
bursts where the power law or broken power law was preferred.

unmodeled burst envelope may significantly change the slope of the power law-like
part of the periodogram. A reliable characterisation of the broadband properties hinges
on our knowledge of the processes (both noise and non-stochastic) involved, and will
be deferred to a future paper involving a larger sample of bursts. Figure 2.16 shows
the distribution of power law indices for all bursts where at least a simple power law
was required to adequately represent the data. The distribution of indices ranges from
1.7 to 4.3 and peaks around 2.5, which is higher than commonly seen for example in
Gamma-ray bursts (see e.g. Beloborodov et al. 2000 and Guidorzi et al. 2012).

Four bursts could be modeled without invoking the presence of red noise at all;
contributions by burst variability were confined to very low frequencies and standard
Fourier techniques apply for all but the first three or four frequency bins. Only two
bursts required the more complex model (bursts 080823478 and 080826236). While
these were not the longest bursts, they had the highest fluence (except for the excluded
saturated bursts), indicating a potential correlation between power spectral shape and
burst fluence. This is expected: the normalization (i.e. the relative strength to the noise)
of the broadband noise model depends directly on the number of counts detected, thus
bright bursts may enable us to see the cut-off frequency of the power-law as set by the
burst duration, whereas many of the other bursts have too low a fluence to observe the
same behaviour. Alternatively, it is possible that the difference in power spectral shape
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is intrinsic to the source, that is, the physical processes creating this kind of variability
vary in some way with burst fluence. Without a model for the emission processes
producing the burst in the first place, however, it is difficult to assess the validity of the
latter hypothesis. Additionally, with only two bursts preferring the broken power-law
model, the numbers are too low to draw conclusions, and we defer the discussion on
the physical implications of the broadband noise modeling to a later paper utilizing a
larger sample of magnetar bursts.

2.6 Discussion and Conclusion

Magnetar bursts are a potential window into the interior of neutron stars, via the
oscillations measured in magnetar giant flares. Finding analogous signals in the wealth
of short SGR bursts, however, poses something of a challenge. We have shown that
timing analysis of astrophysical transients is a non-trivial problem. Standard Fourier
techniques are defined for infinitely long time series, an assumption that is clearly
broken by the non-stationary nature of transient events in general, and magnetar bursts
in particular.

Monte Carlo simulations of light curves fail to be predictive when there is no
precise knowledge of the underlying burst light curve: there is a degeneracy between
the overall, aperiodic burst shape, a potential red noise component, and the very
thing we would like to measure: a QPO. When the light curve is not adequately
modeled, then the periodograms produced from the Monte Carlo simulations will not
reproduce the low-frequency part of the periodogram, where it clearly diverges from
the statistical distributions expected for pure white noise.

In the absence of better knowledge about the emission processes in magnetar
bursts, we advocate a conservative Bayesian method that models the burst light curve
as a pure red noise process. It is purely empirical in the sense that it does not require
additional assumptions on the underlying physical processes, except for fairly broad
assumptions on what the power spectrum shape might be. Assuming pure red noise is,
in a way, the complementary extreme to Monte Carlo simulations of the light curve:
in one, we assume only a deterministic burst profile without the presence of red noise,
with the price that inadequate modeling of the periodogram shape will lead to spurious
detections. Here, we assume only red noise, at the cost that weak signals are likely
missed. This is the greatest weakness of our approach. We have shown in Section 2.4
that even strong signals may be undetectable at low frequencies, where burst envelope
and red noise dominate. These, however, are exactly the frequencies at which many of
the QPOs in giant flares have been seen (e.g. 18 Hz, 30 Hz for the 2004 giant flare,
see Israel et al. (2005)). This limitation is in part not only due to restrictions of our
method, but also to the short lengths of the SGR bursts, where at these frequencies
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only one or two cycles may be seen in the light curve. Upper limits below 100 Hz are
often fairly unconstraining, and range from 10% to more than 100% fractional rms
amplitude for a signal to be detectable. At frequencies close to and above 100 Hz,
sensitivities approach the white noise limit, which is strongly dependent on the number
of photons from a particular burst. Thus, for a bright burst with good count statistics,
sensitivities are quite constraining, down to less than 10% (e.g. burst 080823478, see
Table 2.2). This is comparable to what was observed in giant flares: for example, a
QPO at 93 Hz, as seen in the 2004 flare, at roughly 10% rms amplitude (Israel et al.
2005), should be detectable in at least the brightest bursts of our sample. Similarly, a
high-frequency QPO like the one at 625 Hz seen in the 2004 flare with a fractional
rms amplitude of up to 20% should be clearly detected with our method as well.

However, QPOs in SGR bursts may be less strong than in the giant flares, owing
to the lower energy injected in SGR bursts, and hence more likely to be misclassified
as non-detections, if their fractional rms amplitudes fall below 5%. Additionally, we
restrict ourselves when searching for periodicities by considering only the highest
peak in the spectrum, which is clearly not adequate when there are multiple signals in
the periodogram. On the other hand, if even the highest peak is not significant, any
other peak in the periodogram will be even less significant.

The burst 080823847a presents an interesting case that illustrates the limits of a
pure signal-processing approach to the timing analysis shown here. Two of several
significant signals detected in the binned spectra remain significant even after the
most conservative correction for the number of trials is applied, indicating that there
is indeed a real signal present. However, the nature of this signal is at present unclear.
The detected signals are possibly harmonics of a lower-frequency signal around 30
Hz, corresponding to a timescale of τ = 1/ν = 33 ms. This timescale roughly
corresponds to the two sharp peaks seen in the burst light curve in Figure 2.15 (left
side). Whether we consider this to be a QPO atop a burst envelope or not cannot be
answered from Fourier analysis alone; it becomes a matter of interpretation and prior
knowledge. The presence of harmonics indicates a signal repeating on the time scale
of the fundamental, but with variability on shorter timescales in the signal. One could
well interpret the two peaks in the light curve as a strongly damped (quasi-)periodic
signal that is amplified together with some underlying burst profile and dies away after
two, possibly three, cycles. The frequency of this signal is similar to that observed
from the 2004 giant flare (Israel et al. 2005, Strohmayer & Watts 2005), and thus not
unlikely. On the other hand, this kind of signal can equally well be derived from a
red noise process. The fact that red noise is a stochastic process means that at some
point, two or even three peaks will follow each other, as in the present burst. While
red noise itself would not introduce harmonics, the signal could be boosted by an
underlying burst envelope, introducing the observed harmonics. At present, without
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any knowledge about emission processes and the kind of light curve they produce, it
is impossible to distinguish the two, and we choose the conservative approach and
interpret the observed feature as part of a noise process.

Another problem as yet unsolved is that of false non-detections we expect, i.e.
weak signals missed due to the fact that we assume a pure red noise process. There
are several ways to break this dilemma, but all require more detailed knowledge of the
variability-producing processes in the neutron star, and this is where both theoretical
efforts and development of novel statistical techniques are required. What produces
the burst emission? What produces the aperiodic variability seen in the red noise part
of the periodograms? Until we can answer these questions, finding QPOs in magnetar
bursts will always suffer from the essential degeneracy between burst envelope and
red noise. If we knew the overall burst shape, one could for example simulate light
curves, but as a combination of a burst profile and a red noise process, as done in
Section 2.4, and compare this sample to the observed periodogram. Other approaches
involve leaving behind the Fourier domain and its incorrect assumption of stationarity
behind altogether.

Knowledge about the burst envelope, on the other hand, would also offer us an
additional source of observational information to exploit: if we can use the existing
information on the hundreds of bursts available to learn something about the burst
envelope shape, we may be able to put tight constraints on potential QPO detections
and provide additional observational constraints for burst emission models in general.
Clearly, with the right statistical techniques, there is a wealth of information yet to be
extracted from the SGR bursts observed with Fermi /GBM. Additionally, for bursts
with high count rates, it is possible to study variability properties of the bursts with
energy, thanks to Fermi /GBM’s excellent energy resolution. These studies may pro-
vide additional information on QPOs that depend on energy. The methods developed
here, however, while developed with SGR bursts in mind, are by no means limited to
magnetars. They are applicable in fairly general circumstances, for any light curve that
is phenomenologically similar to what we observe from magnetars: highly variable,
transient events with complex light curves. This includes, for example, other known
transients such as gamma-ray bursts (GRBs), tidal disruption events and supernova
light curves.
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Technological Research Council of Turkey (TÜBÏTAK) through grant 109T755.
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2.A Comparison with Recent Results

El-Mezeini & Ibrahim (2010) searched a data set of SGR bursts from SGR J1806-20,
found in data taken with the Rossi X-ray Timing Explorer (RXTE). They report the
significant detection of QPOs in five different SGR bursts out of a sample of thirty,
with frequencies of 84, 103 and 648 Hz with significances > 4.3σ, estimated using
Monte Carlo simulations of light curves equivalent to those described in Section 2.2.1,
by smoothing the burst light curve and subsequently adding Poisson detector noise to
form a null hypothesis against which to test the data. For the reasons stated in Section
2.2.1, we do not believe these estimates to be conservative, and consequently reanalyze
this data set from 1996 November 5 − 18 after barycentering the data and filtering
out photons outside the range 2 − 60 keV, where the response curve of the instrument
indicates that noise will dominate at these energies. We use data from all proportional
counter units (PCUs) of the PCA detector. We use the Bayesian analysis presented
in Section 2.2.2 to choose a broadband noise model and search for (quasi-)periodic
signals in the same data set. The results are presented in Table 2.4 and Figures 2.17
(a) to (e).

For the most part, we cannot confirm the detections shown in El-Mezeini &
Ibrahim (2010) using our Bayesian methods. Only one burst shows a marginally
significant signal: burst 3 (p = 0.03 ± 0.01) at a frequency of around 3706 Hz, and
only in one binned spectrum. Given the posterior probability is very close to our (rather
high) detection threshold, we are inclined to disregard this detection as insignificant as
well, as it would indeed become insignificant as soon as we take the number of bursts
searched into account. This result is in stark contrast with the probabilities quoted in
El-Mezeini & Ibrahim (2010). There are, however, errors in their analysis: taking into
account the varying nature of the background lightcurve should make the significance
of any claimed detection drop compared to the significance computed from the ideal
χ2 distribution. Although El-Mezeini & Ibrahim (2010) do carry out simulations, the
significances that they quote rise substantially, indicating a problem in their Monte
Carlo simulation method. Indeed their simulated power spectra show far fewer high
noise powers than one would expect given the number of simulations carried out and
the number of independent frequency bins (enhancing the significance of any tentative
detection).
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Figure 2.17: Light curves, periodograms and posterior distributions for the five bursts from SGR
J1806 − 20 observed with the Rossi X-ray Timing Explorer between 1996 November 5-18 presented
in El-Mezeini & Ibrahim (2010). Long, upper plots for each burst are the light curves binned to 0.005
seconds. On the lower left, the unsmoothed periodograms (black) the five-bin smoothed periodogram
(orange) as well as the power law and broken power law fits. Underneath each periodogram is a plot
of the residuals of dividing the periodogram by the broadband model (power law in the middle, and
bent-power law on bottom). On the right, the posterior distributions of the highest data/model outlier for
the unsmoothed (upper left) and smoothed periodograms (rest; upper right: 3-bin smoothing, lower left:
5-bin smoothing; lower right: 11-bin smoothing). The observed value is overplotted as a black vertical
line. Figure continues on following page.
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2 Timing Analysis of Magnetar Bursts

2.B Data Analysis Recipes

2.B.1 How to fit a noise model

Fitting a noise model is essentially a model selection task. In the following, we will
lay out the individual steps in a recipe-like style.

1. Compute a periodogram of the burst light curve.

2. Fit the periodogram with both a simple model (the null hypothesis) and a more
complex model (the alternative hypothesis we wish to test against), to get MAP
estimates for the parameters in each model

3. Using the MAP estimates, compute the likelihoods of the data given each model
and MAP parameters, then compute the likelihood ratio of the complex model
versus the simple (null) model.

4. Produce a large MCMC sample approximating the posterior distributions of the
parameters of the null model.

5. Pick a (large) number n of parameter vectors from this sample (e.g. n = 1000),
and create power spectra from these parameters and simulate a periodogram
from each by drawing a realization from the random process the power spectrum
represents. This will yield n fake periodograms.

6. Fit each simulated periodogram with both simple and complex model, exactly
in the same way as done for the burst periodogram, and compute the likelihood
ratio of this simulation. The sample of likelihood ratios from fitting the simu-
lated periodograms will be representative of the likelihood ratios one expects
when fitting both the simple and complex model to a sample of periodograms
derived entirely from the null hypothesis.

7. Compare the distribution of simulated likelihood ratios with that of the observed
burst, and compute the tail area probability of seeing the observed likelihood
ratio, if the data were entirely drawn from the null hypothesis. If this tail area
probability is large, then the data are consistent with the null hypothesis. The
converse, however, is not necessarily true. A small p-value indicates that the
data are unlikely to be drawn from the null hypothesis. This is not a direct proof
that the complex model is the underlying process that produced the observed
burst, however, it is an indication that the more complex model is likely a better
representation of the data than the null hypothesis.
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2.B Data Analysis Recipes

2.B.2 Searching for periodicities

1. Fit a broadband noise model (e.g. the preferred model as defined as above in
Section 2.B.1) to the burst, and compute the residuals R j = 2I j/S j, where I j are
the periodogram powers and S j is the broadband noise model at jth frequency
ν j.

2. From the residuals, pick the highest outlier max R j; this is the candidate single-
bin periodicity.

3. Simulate a large number of periodograms from an MCMC sample in the same
way as done for the choice of noise model above.

4. Fit each simulated periodogram with the preferred noise model, compute the
data/model residuals R j and find the maximum outlier max R j in the residuals
of each simulated periodogram.

5. Compare the distribution of maximum outliers from the set of simulations
derived from the broadband noise model with no periodicity present, to the
outlier in the real burst periodogram. One may compute the posterior predictive
p-value for the observed outlier in much the same way as for the LRT. If the
p-value is large, then the outlier is consistent with a pure noise distribution.

2.B.3 Searching for QPOs

We search for QPOs as a model selection problem, where we compare the broadband
noise model to a more complex model combining both the broadband noise model and
a Lorentzian to account for the QPO. Because we do not know the centroid frequency
of the potential QPO inherently, the task is slightly more complex than that which we
use for the choice of noise model.

1. Fit the observed periodogram with the broadband noise model and compute
residuals R j. Smooth the residuals with a Wiener filter with a width of 5
frequency bins in order to reduce the probability of the minimisation algorithm
terminating in local minima due to sharp noise features.

2. At each frequency, fit a flat line and a Lorentzian of variable width and inten-
sity, but fixed centroid frequency to the smoothed residuals and compute the
likelihood of that fit. We leave out the first five and last five bins in order to
avoid fitting the edge of the periodogram. The result of this process will be the
maximum likelihood as a function of frequency.
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2 Timing Analysis of Magnetar Bursts

3. Pick the frequency bin with the largest maximum likelihood as given from
modeling each frequency.

4. Fit the full-resolution periodogram with the broadband noise model alone as
well as a combined model of broadband red noise and Lorentzian, using the
model parameters for the largest maximum likelihood fit in the previous step as
starting parameters for this fit.

5. Compute the likelihood ratio for these two models.

6. Simulate a large number of periodograms (in our case, 500 to reduce computa-
tional load) from an MCMC sample of the broadband noise model.

7. For each simulated periodogram, follow the exact same procedure in steps 1
through 4 to produce an approximation to the distribution of likelihood ratios
from the null hypothesis.

8. Compare the distribution of likelihood ratios derived from the simulated peri-
odograms to the likelihood ratio for the observed burst, and compute a posterior
predictive p-value for the probability of obtaining the observed likelihood ratio,
if the data were consistent with pure red noise.
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Research is what I’m doing when
I don’t know what I’m doing.

- Wernher von Braun -
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3 Timing analysis of SGR J1550-5418

Abstract

The discovery of quasi-periodic oscillations (QPOs) in magnetar giant flares has
opened up prospects for neutron star asteroseismology. The scarcity of giant flares
makes a search for QPOs in the shorter, far more numerous bursts from Soft Gamma
Repeaters (SGRs) desirable. In Huppenkothen et al. (2013), we developed a Bayesian
method for searching for QPOs in short magnetar bursts, taking into account the
effects of the complicated burst structure, and have shown its feasibility on a small
sample of bursts. Here, we apply the same method to a much larger sample from a
burst storm of 286 bursts from SGR J1550-5418. We report a broad candidate signal
at 260 Hz in a search of the individual bursts. We also find two QPOs at ∼93 Hz, and
one at 127 Hz, when averaging periodograms from a number of bursts in individual
triggers, at frequencies close to QPOs previously observed in magnetar giant flares.
Finally, for the first time, we explore the overall burst variability in the sample, and
report a weak anti-correlation between the power-law index of the broadband model
characterising aperiodic burst variability, and the burst duration: shorter bursts have
steeper power law indices than longer bursts. This indicates that longer bursts vary
over a broader range of time scales, and are not simply longer versions of the short
bursts.
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3.1 Introduction

3.1 Introduction

Soft Gamma Repeaters (SGRs) represent a small class of neutron stars whose slow
spin periods and high spin-down rates imply an unusually strong magnetic field
in the excess of 1014 G. Duncan & Thompson (1992) and Thompson & Duncan
(1995) predicted the existence of such objects, which they named magnetars. SGRs
are believed to be one of two observational manifestation of neutron stars with an
exceptionally strong magnetic field; Anomalous X-ray Pulsars (AXPs) form the other
class of objects, although evidence suggests that there is no clear-cut line between
them, and recently a low-magnetic field source has been found (Rea et al. 2010).

The defining characteristic of SGRs are irregular bursts that vary in duration from
tens to hundreds of milliseconds and span ∼5 orders of magnitude in peak luminosity
(1038 to 1043 erg s−1) in hard X-rays < 100 keV. However, there is a very rare type
of burst, the giant flares, which have been only detected three times in the last 34
years from three different sources. These reach peak luminosities of ∼1045 erg s−1

and are believed to be powered by a catastrophic reordering of the magnetic field.
Since this field is coupled to the solid crust, Duncan (1998) suggested that such large-
scale reconfiguration might rupture the crust, triggering global seismic vibrations
that would be visible as periodic modulations of the X-ray and γ-ray flux. This idea
was confirmed by the detection of quasi-periodic oscillations (QPOs, i.e. stochastic
processes that vary on a characteristic time scale) in the expected range of frequencies
(∼10 − 1000 Hz) in the tails of giant flares from two different magnetars (Israel et al.
2005; Strohmayer & Watts 2005, 2006; Watts & Strohmayer 2006). SGR giant flares
thus present outstanding text cases for testing theories of neutron star structure and
composition models. Several intermediate flares, in energy and duration between the
short bursts and the giant flares, have also been observed, but no QPOs have been
found in these bursts (Watts 2012).

To date, there have been few searches for QPOs in recurrent bursts of magnetars.
El-Mezeini & Ibrahim (2010) reported QPO detections in a sample of bursts from SGR
1806-20 observed between 2 keV and 60 keV with the Rossi X-ray Timing Explorer
(RXTE), however, a revised analysis incorporating variability in the burst envelope
showed that the reported QPOs are not significant (Huppenkothen et al. 2013).

Finding QPOs in short SGR bursts is technically challenging: as shown in Hup-
penkothen et al. (2013), standard Fourier methods commonly used for this purpose fail
when applied to the short, highly variable burst light curves. The major difficulty lies
in the non-stationarity of a magnetar bursts. The statistical distributions generally used
in Fourier analysis in astronomy are strictly only valid for processes whose properties
do not vary over the duration of an observation. This is clearly not true for an SGR
burst: they are short events, exhibiting variability on time scales roughly equivalent to
the periods of QPOs observed in the giant flares. Below 100 Hz or so, many of the
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3 Timing analysis of SGR J1550-5418

bursts exhibit a wealth of variability properties: to leading order, there is the rise and
fall of the burst, i.e. a burst envelope. In most bursts, the envelope has a high degree
of temporal substructure beyond this envelope. This substructure differs widely from
burst to burst, and is poorly understood. Perhaps what we call a burst is actually a
superposition of many smaller events. Alternatively, the overall burst shape could be
composed of an envelope combined with a stochastic process, leading to additional
variability on shorter time scales. Finally, the complexity of the burst envelopes in
general varies with energy, inserting another constraint in our interpretation of their
structure. This lack of knowledge leads to two major problems when searching for
QPOs. At low frequencies, very few cycles of a potential oscillation are sampled due
to the short duration of the burst. A succession of peaks may look like a quasi-periodic
signal to the naked eye, but could be a chance superposition of a stochastic process,
without the characteristic timescale implied by a QPO. The other major difficulty
is our lack of knowledge of the underlying statistical distribution that we must test
against. The statistical distributions generally used in testing for QPOs are strictly
defined for stationary stochastic processes. The presence of a burst envelope changes
the observed distributions at low frequencies from those we know. This makes it
difficult to derive inferences about the presence of a QPO at these frequencies.

In the absence of this knowledge, it is possible to make reasonable assumptions.
In Huppenkothen et al. (2013), we introduced a Bayesian approach to deal with our
uncertainty in the underlying burst processes by assuming a purely stochastic process
with a power-law power spectrum, a red noise process. While this assumption is
strictly not true either, we showed that it is a conservative choice: in practice, the
presence of the burst envelope narrows the statistical distributions at low frequencies
compared to the distribution we use to model the process. We are thus more likely to
underestimate the significance of a signal at low frequency than overestimating our
confidence in a detection. In Huppenkothen et al. (2013), we also analysed a short
bursting episode of the magnetar SGR J0501+4516, where we found one candidate
detection out of 27 bursts. Our results were inconclusive with regard to the origin of
this signal, and showed where our method can potentially produce ambiguous results:
the significant detections were all at integer multiple frequencies of a low-frequency
signal at ∼30 Hz, which was heavily affected by red noise and thus not significant
itself. However, this signal corresponds to less than two full cycles at 30 Hz, given the
short duration of the burst. We thus concluded that this signal was equally likely to be
a chance occurrence of two red noise peaks close together as it was to be a QPO, and
deferred a more in-depth discussion to a later work with a larger sample of bursts.

In this paper, we perform a comprehensive search for QPOs in a much larger
sample of bursts from a burst storm observed from SGR J1550-5418 in January 2009.
SGR J1550-5418 (also 1E 1547.0-5408) was first observed with the Einstein X-ray
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observatory (Lamb & Markert 1981). Later observations with XMM-Newton revealed
a soft X-ray spectrum and a possible association with a young supernova remnant
suggesting that it might be an Anomalous X-ray Pulsar (AXP; Gelfand & Gaensler
2007). The AXP nature was confirmed by the subsequent detection of radio pulsations
with a slow spin period of P = 2.096s and a spin-down of Ṗ = 2.318 × 10−14,
implying a magnetic field of 3.2 × 1014 G (Camilo et al. 2007).

SGR J1550-5418 exhibited three major bursting episodes: in October 2008, Jan-
uary 2009 and March/April 2009. The January episode was exceptional: the source
showed hundreds of bursts within a single day, observed with several X-ray telescopes:
the Swift Burst Alert Telescope (BAT) (Israel et al. 2010; Scholz & Kaspi 2011), the
FermiGamma-Ray Burst Monitor (GBM) (Kaneko et al. 2010; von Kienlin et al. 2012;
van der Horst et al. 2012), RXTE(Dib et al. 2012) and two main instruments on board
the INTEGRAL spacecraft (Mereghetti et al. 2009; Savchenko et al. 2010)).

Burst storms like the one observed from SGR J1550-5418 are rare, and have
been observed in only three other sources (SGR 1806-20, SGR 1900+14 and SGR
1627-41; Götz et al. 2006a; Israel et al. 2008; Mazets et al. 1999), the first two of
which have also exhibited a giant flare. During the first triggered observation recorded
with Fermi /GBM on 22 January 2009, the source also showed an increase in persistent
flux level up to ∼100 keV (Kaneko et al. 2010) for around 150 seconds of intense
bursting. A subsequent search for pulsations in this plateau of hard emission revealed
a signal at the period of the neutron star, but no higher-frequency QPOs. The bursting
episode ended in April 2009, and there have been no subsequent bursts recorded since.
A catalogue of magnetar bursts observed with Fermi /GBM is currently in preparation
(Collazzi et al., in preparation).

Here, we present the first large scale robust QPO search from the 2009 January
burst storm, observed with Fermi /GBM. In Section 3.2 we describe the sample in
some detail, in Section 3.3 we give a very brief overview of the Bayesian technique
used in the QPO searches. Finally, in Section 3.4 we present our results and interpret
both the QPO searches as well as a characterisation of broadband variability in the
bursts in Section 3.5.

3.2 Data

X-ray bursts from SGR J1550-5418 triggered Fermi /GBM a total of 55 times between
2009 Jan 22 and 2009 Jan 29, with 41 triggers on Jan 22 alone. Each trigger records
data from 30 s before the trigger up until 300 s after the trigger. As a result, multiple
(untriggered) bursts were observed in most triggers. van der Horst et al. (2012)
identified a total of 286 bursts in this sample, which have time-tagged event (TTE)
data available. The TTE data type has a time resolution of 2 µs, needed for high-
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3 Timing analysis of SGR J1550-5418

precision timing studies. We use data from the 12 NaI detectors, whose energy range
of 8 keV to 4 MeV is sufficient, since SGR bursts rarely exhibit radiation above
200 keV. Additionally, we only used detectors with viewing angles to the source
< 60◦, and checked whether the source was occulted by the spacecraft and the other
instrument, the Large Area Detector (LAT).

The sample is the same as in van der Horst et al. (2012), and we use the burst
durations, start times, and fluences from that paper in our analysis. We extracted TTE
data between 8 keV and 200 keV around each burst, starting at tstart − 0.1 × T90 (the
burst duration, T90, is defined as the time in which the central 90% of the photons,
starting at 5% and ending at 95%, reach the detector) and ending at tstart + 1.1 × T90
in order to ensure the entire burst is within our data set. The sample has a mean
duration of 0.174 s and an overall asymmetric shape with a faster rise than decay. The
estimated fluences range from 10−8 to 10−5 erg cm−2. For a more detailed description
of the data extraction process and sample definition, see van der Horst et al. (2012).
An analysis of the first trigger, including a timing analysis of the inter-burst periods,
was performed in Kaneko et al. (2010). Time-resolved spectroscopy and the spectral
evolution with burst flux is discussed in Younes et al. (2014). Of the bursts in the
sample, 23 have saturated parts, where the detector cannot record all photons during
periods of very high count rates. We excluded all 23 bursts from our analysis due to
the rather complicated effect saturation has on the timing analysis. This gives us a
total sample of 263 bursts.

3.3 Analysis Methods

QPOs are generally found by taking the Fourier transform of a light curve and looking
for variability focussed at a particular frequency. The square of the Fourier transform
of the data is called the periodogram. Different types of variability have different
frequency distributions. Our task becomes to disentangle the different components
in the periodogram. While pure photon counting noise has a flat power spectrum
with a well-behaved χ2 distribution with two degrees of freedom about a constant
mean, QPOs produce sharp coherent features. Stochastic processes with correlated
frequencies, often termed “red noise” or “1/ f noise”, are also often observed, and
follow power laws or broken power laws with stronger variability at low frequencies,
and decreasing power at higher frequencies.

The short duration of magnetar bursts means that this “low-frequency” variability
has timescales similar to those of the QPOs observed in the giant flares. Thus, we
must test for QPOs in a periodogram consisting of complicated variability. We adopt
the method from Huppenkothen et al. (2013), first suggested for red-noise dominated
periodograms in Vaughan (2010). This method assumes an exponential distribution
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3.3 Analysis Methods

of powers about the underlying power spectrum, which we assume to be a power
law or broken power law. To find QPOs, we fit a broadband noise power spectrum
to each burst, which is then divided out. The highest outlier in the residuals is our
candidate QPO detection. We then simulate fake periodograms using the broadband
noise power spectrum and incorporating uncertainties in the model parameters, and
perform the same detection procedure on those simulations. We can thus compare the
observed highest data/model outlier with a distribution of data/model outliers from
the simulations, to infer the probability that the observed outlier is a significant QPO.

Below, we give a very brief overview of the QPO search strategy, and refer
the reader to Huppenkothen et al. (2013) for a detailed description, discussion of
the method’s limitations and tests on both simulated data and a smaller sample of
magnetar bursts.

In more detail, for each burst:
(1) We fit both a power law and a broken power law, i.e. the broadband noise

model, to the periodogram of the burst observation. We fit the unnormalised posterior
predictive distribution, consisting of a likelihood function following a χ2 distribution
around the broadband noise model and priors that are independent of each other and
of the form p(θ) = 1/θ (scale prior) for scale parameters (e.g. broadband noise
amplitudes) and flat otherwise. As a result, we obtain the maximum-a-posteriori
(MAP) as a result of the numerical optimisation step. The MAP estimate is the
Bayesian equivalent of the maximum likelihood. For both models, we then construct
the ratio of likelihoods at the parameter values corresponding to the MAP estimate.

(2) We sample the posterior predictive distribution of the simpler broadband noise
model — the power law — using a Markov Chain Monte Carlo (MCMC) technique,
in this case employing an affine invariant MCMC ensemble sampler (Goodman &
Weare 2010), as implemented in python by emcee (Foreman-Mackey et al. 2013).
The resulting ensemble of parameter values will follow the posterior distribution
of the assumed broadband model, thus allowing for statistical inferences over this
distribution.

(3) We simulate Ns artificial periodograms from the MCMC sample, and fit each
with the two broadband noise models considered such that we can construct the
likelihood ratio for each of the fake periodograms. This will allow us to construct a
distribution of likelihood ratios from a sample we know to be derived from the simpler
model. If the likelihood ratio obtained for the observed periodogram is an outlier of
the distribution of likelihood ratios, then the observed data is unlikely to be generated
from this model. Note that this is strictly evidence against the power law model; it is
not direct evidence in favour of the more complex model. We use this approach to
reject the simple power law model for cases where the posterior predictive p-value
(the ratio of samples in the posterior distribution of likelihood ratios lying above the

83



3 Timing analysis of SGR J1550-5418

observed values, divided by the total number of samples in this distribution) falls
below 0.05. If this is true, we use the broken power law to model the broadband
component of the periodogram; otherwise the simple power law model is adopted.
A threshold of p < 0.05 is not very stringent, but desirable. We would rather reject
the simpler broadband noise model in favour of a more complex one. It is preferable
to overfit the periodogram, rather than underfit, because broadband noise features
not adequately modelled by the broadband noise model may instead be mistaken for
QPOs in the subsequent analysis.

(4) We construct a second MCMC sample from the adopted broadband noise
model in the same fashion as in step (2). We simulate Ns periodograms from this
sample and fit with the adopted broadband model. For the observed periodogram and
each fake periodogram, we divide the periodogram by the best-fit MAP parameter
estimate and define the test statistic TR = max j(2I j/S j), where I j is the observed
power I at frequency j and S j is the value of model S at frequency j. This test statistic
is the maximum power in the residual periodogram after dividing out the broadband
noise model. In the ideal case where the parameters θ defining the model S are
perfectly known, 2I j/S j follows a χ2

2 distribution. In reality, there is an uncertainty
in S j, since the parameters θ are not known exactly, leading to a deviation in the
distribution of TR from the theoretical expectation. Sampling the posterior probability
distribution of the parameters given the data and the model via MCMC allows us
to construct the actual distribution of TR from simulated periodograms, taking into
account all relevant uncertainties. We can thus construct a posterior distribution for
the TR statistic under the null hypothesis that the observed maximum power is due
to a stochastic aperiodic process. Comparing TR from the real data to this simulated
distribution allows us to define a posterior predictive p-value for this null hypothesis.
If the latter is small, then the observed maximum power is unlikely to be a product of
a χ2

2 distribution.
Although the giant flare QPOs were all very narrow, we cannot exclude broader

signals in the shorter bursts. We search for these signals by performing exactly the
same analysis as in step (4) on periodograms that are binned in frequency, where the
bin widths are chosen from a logarithmic scale between 1 Hz and 200 Hz. Binning a
broad QPO signal makes it easier to detect, since the QPO is grouped into a single
bin, while random fluctuations from one frequency bin to the next are suppressed. We
search for QPOs in the same way as in the unbinned periodogram: by defining TR for
the binned periodogram and comparing to the distribution of binned TR values from
the sample of simulated periodograms. In this case the p-values for different bins are
not independent. To avoid excessive false positives, we accept significant detections
only if they are detected in at least two different bin widths at the same frequency. In
order to conserve computation time, we set the number of simulations Ns = 104. This
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implies that the significance can only be quoted to p = 10−4 for a single trial. The
detection limit we use depends on the number of trials: the more periodograms we
search, the more likely it becomes to make a significant detection purely by chance,
even if no signal is present. We thus require a more stringent detection limit for
searching individual bursts, where we search hundreds of periodograms, than for
searching averaged periodograms, where we only search 10. For searching individual
bursts as in Section 3.4.1, we require p < 10−4 for a single trial, corresponding to
p < 0.0263 or roughly 2.3σ, given the number of bursts in our sample. For the 10
averaged periodograms we search in Sections 3.4.2 and 3.4.2, we choose p < 6× 10−3,
or roughly 3.5σ. All p-values given below are trial-corrected: the in the search of
individual bursts by the total number of those bursts, i.e. 263, and for the averaged
periodograms by 10, the number of averaged periodograms searched. The number of
frequencies and bin widths we searched over is automatically taken into account by
our methodology, by searching over the entire frequency and bin width range for the
simulations as for the real data.

3.4 Results

We searched light curves from 263 individual bursts for periodic signals and QPOs. In
order to be sure to include the entire burst, we added 10% on either side of the burst
duration (T90). Additionally, we constructed averaged periodograms from samples
of bursts explore whether a signal could be re-excited in several bursts. Finally, we
characterised broadband variability for the sample as a whole, which may guide future
work on emission and trigger mechanisms.

3.4.1 Individual Burst Searches

We searched all 263 bursts for QPOs over the complete range of available frequencies
from ≤ 10 Hz to 4000 Hz. The maximum frequency was chosen to maximise compu-
tational efficiencies, while at the same time, oscillatory modes are unlikely to occur at
a much higher frequency.

Four bursts show detections significant with p < 10−4 (single-trial) or p < 0.0263
corrected for Nb = 263 trials. Three candidates are significantly affected by dead
time, that is, their count rate is close to the saturation count rate. This is the case when
a significant number of photons arrive within less than 2.6 µs of each other (the dead
time of the GBM recoding system), and are consequently recorded as a single photon.
Here we used the highest intrinsic time resolution data from GBM: Time Tagged
Event (TTE) data with 2 µs resolution. While a 2.6 µs dead time scale corresponds to a
higher frequency than we are interested in, the above effects can nevertheless influence
the periodogram in nontrivial detector-dependent ways, which are not retrievable or
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Figure 3.1: Light curve (left) and periodogram (right) at two different frequency resolutions for a burst in
TTE data of trigger 090122218. There is a feature at ∼20 Hz, which can be explained by the superposition
of two individual peaks, modelled with the skew-normal function of Equation 3.1. A second feature
at ∼260 Hz is significant (p < 0.0263) in the binned periodogram (in cyan on the same plot), but very
broad, with a Q-value Q = ν/∆ν = 2.9. We added arrows to guide the eye.

quantifiable. A proper treatment of affected bursts is beyond the scope of this work;
we thus consider the QPO search on these bursts as inconclusive, and make no further
statements about their properties.

The remaining burst, one of several in TTE data of trigger 090122218 with a
burst duration of 0.49 s, has a significant detection of a broad feature at 260 Hz with
p < 0.0263 (trial-corrected; also includes an uncertainty in the parameters of the
broadband model). We plot the light curve and periodogram of this candidate in
Figure 3.1. While there might be some red noise power left at these frequencies, the
signal is largely dominated by white noise. We use the traditional (analytical) test
against white noise for an upper limit on the detection probability (Groth 1975; van
der Klis 1989). This would be a precise estimate if there was no red noise in the signal,
but as we cannot exclude some contamination from red noise, this must be regarded
as an upper limit instead. We find that the probability that the observed peak in the
periodogram is due to Poisson counting noise alone is p = 5.26× 10−6. The fractional
rms amplitude is high, rmsfrac = 21% ± 3%, as estimated from integrating over the
noise-level subtracted periodogram. We estimated the error following Heil et al. (2012).
This error calculation is somewhat too simplistic for the periodogram we consider
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here: there may be a residual contribution of aperiodic variability contaminating the
powers we integrate over, which is not taken into account properly. However, our lack
of knowledge about the burst processes involved preclude us to run simulations to
establish the error to a higher degree of precision.

We measured the Q-value, defined as the centroid frequency divided by the width
of the signal, by comparing the p-values for periodograms of this burst binned at
several frequency resolution, and picking the frequency resolution that yielded the
lowest p-value to reflect the most likely width of the signal. The QPO is extremely
broad: the Q-value is Q = ν0/∆ν = 2.9. This is at the lower boundary of what one
would call a QPO (Q > 2) as opposed to a broadband noise feature. Due to the single
occurrence of this signal in the sample, it is not possible to average periodograms, as
is usually done to improve signal to noise and estimate errors, such that a Lorentzian
fit to the feature is possible for a precise estimate of the width and the rms amplitude
(van der Klis 2006b).

The periodogram of the same burst also shows a broad feature at 20 Hz. In order
to understand the origin of this feature and its connection to the QPO at 260 Hz, we
fit two fast-rise, slow-decay profiles to the light curve. We used the skew-normal
distribution, a generalisation of a simple Gaussian profile that allows for skewness and
has the form:

f (t) =
2
σ
φ
( t − µ
σ

)
Φ

(
α
( t − µ
σ

))
, (3.1)

where

φ
( t − µ
σ

)
=

1

σ
√

2π
exp−

(t − µ)2

2σ2

and

Φ
(
α
( t − µ
σ

))
= 0.5

[
1 + erf

(
α

t − µ
√

2σ

)]
. (3.2)

Here, µ is the location in time of the peak of the profile, σ is the width and α
a skewness parameter (Azzalini 1985). We find that the signal at 20 Hz is easily
reproduced by a superposition of two skewed peaks with a separation of 0.04 s and
widths σ1 = 0.02 s and σ2 = 0.016 s. While the feature is easily reproduced by two
non-periodic functions, there are too few cycles observed to make a strong statement
about its nature (see Huppenkothen et al. 2013, for a similar feature). However, it
cannot explain the highly significant signal at 260 Hz: the power spectrum of the two
skew-normal functions fitted to the data turns over at lower frequencies and becomes
negligible above 200 Hz. Beyond this frequency, there is very little power in this
model, and the power spectrum at higher frequencies should be dominated by Poisson
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noise only. This implies that the QPO is not easily reproduced by a burst envelope,
and is likely a separate process producing variability at these frequencies. In order
to confirm this observation, we have fit the observed light curve with both standard
Gaussian profiles, as well as Lorentzian profiles. Both alternatives give results very
similar to the one presented above: a near-perfect fit to the low-frequency feature and
a sharp drop in power around 200 Hz.

The sensitivity limits for signal detection vary strongly from burst to burst and
with frequency, especially for the low-frequency part of the periodogram where the
contamination by broadband variability is strong. Below ∼100 Hz, sensitivies range
from ∼50% fractional rms amplitude at 30 Hz to ∼10% fractional rms amplitude at
100 Hz. Above ∼150 Hz, the bursts are almost all dominated by photon detector noise,
and a QPO should be the only source of non-white-noise variability in this regime.
Our method converges towards standard Fourier methods in this frequency range.
Instrumental effects such as dead time can still be an issue; neither method is equipped
to deal with these effects without a large number of dedicated simulations. Above
150 Hz, sensitivities are generally in the range of 5 − 10% fractional rms amplitude.

3.4.2 Averaged Periodograms

To increase sensitivity, we average the periodograms of a number of bursts. This
assumes that the short bursts always excite the same star quakes, which has also been
seen in giant flares, where QPOs are detected to be present over many cycles.

Signal grouped by burst duration

We sorted the bursts by duration (T90) into five groups: < 50 ms, 50 − 100 ms, 100 −
250 ms, 250− 500 ms, and > 500 ms. To average periodograms, we picked the longest
burst in each group and extracted light curves of the same duration for each burst in
the sample, so that each periodogram would have the same number of frequencies.
We then averaged the periodograms within a group to get the final periodogram. Since
we use light curves of equal duration within each group, the shorter bursts in each
group add noise into the final averaged periodogram, which reduces the QPO detection
threshold somewhat. Limiting this effect is our main reason for dividing the bursts
into groups, so that we can search for QPOs in the longest bursts without a strong
noise component added by including the shortest bursts in the same sample.

There are no QPOs detected in the first four averaged periodograms. We report
a candidate detection in the averaged periodogram of the longest bursts (T90 > 0.5 s,
Nbursts = 47, see Figure 3.2 for the averaged periodogram). The strongest signal with
p < 2.5× 10−3 occurs at 10 Hz, with a width of ∼5 Hz. Note that 10 Hz corresponds to
a timescale of 0.1 s, close to the peak of the distribution of burst durations. However,
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Figure 3.2: Top: averaged periodogram (blue) of the 47 longest bursts, maximum a posteriori (MAP) fit
of a broken power law to the periodogram (orange). The Leahy power is defined as 2|a j|

2/Nph, where
a j is the Fourier amplitude at frequency ν j and Nph is the number of photons in a time series. Bottom:
data/model residuals. The significant (p < 2.5 × 10−3) signal is at 10 Hz, with a width of ∼5 Hz.

we cannot exclude that this feature is actually an artefact caused by an inadequate
characterisation of the underlying power spectrum. Another process, such as a doubly-
broken power law or a combination of Lorentzians as often used in broadband noise
modelling of X-ray binaries, may represent the shape of the power spectrum better,
but requires more intricate model selection criteria than implemented here.

Averaged Periodograms per Trigger

We also search for QPOs in trigger data sets with high resolution TTE data. Since
data sets obtained with Fermi /GBM from an individual trigger are roughly 330 s, we
searched those triggers with a large number of bursts (see Table 3.1 for an overview)
in a short time span for long-lived signals. As for the duration-averaged periodograms,
we extracted light curves around all bursts in those five triggers of the duration of
the longest burst in that trigger data set. We then constructed the periodograms
of these light curves and computed the average periodogram of the sample. The
resulting periodograms do not all have the same frequency resolution; for those with
a frequency resolution less than 1 Hz, we averaged neighbouring frequency bins to
achieve a resolution close to 1 Hz.

We searched data sets from five triggers with 20 to 32 bursts per trigger, and ex-
cluded long timescale variability below 60 Hz from the range of frequencies searched.
Below 60 Hz, there will be a significant contribution from the overall shape of the
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Trigger ID Nbursts Min T90 [s] Max T90 [s] ν0 [Hz] ∆ν [Hz] Posterior Simulated

090122037 32 0.0322 1.0724 99 27 < 4 × 10−4 0.107
090122052 28 0.0364 1.4952 127 10 < 4 × 10−4 0.016
090122194 20 0.0364 1.2124 93 12 < 4 × 10−4 0.013
090122218 21 0.1176 1.3496 91 10 1.2 × 10−3 0.009
090122283 30 0.0504 2.4724 61 20 8 × 10−3 · · ·

Table 3.1: This table summarises the results from the averaged periodograms of five triggers. The
significant detections are shown in Figure 3.3. The last, 090122283 had no significant detections with
p < 6 × 10−3, single trial probability. The second column gives the number of bursts averaged together,
which equals the number of bursts in the trigger, excluding those that have saturated parts. The third
and fourth column give the minimum and maximum burst durations in the sample. Columns five and
six present the centroid frequency ν0 of the observed signal and the corresponding frequency bin width
∆ν in which the signal is detected. The posterior p-value is estimated from simulations derived from
the MCMC sample of the broadband model for each periodogram. The second p-value is derived from
averaging random subsets of burst periodograms and extracting the highest outlier from the data/model
residuals for each averaged periodogram, as described in the text.

short bursts (as in the 20 Hz feature discussed in Section 3.4.1), and thus our estimates
are unreliable. We search both the unbinned periodogram as well as periodograms
binned to different frequency resolutions between 1 Hz and 200 Hz, but considered
only candidate signals with Q > 7. This is necessary, because at low frequencies,
a candidate signal in a frequency bin that is wider than 0.2ν0 likely incorporates
power from the part of the periodogram below 60 Hz where we believe estimates
to be unreliable. We find candidate detections in three of the triggers. The results
are summarised in Table 3.1. The signals, at 93 Hz (trigger IDs 090122194), at 91
Hz (trigger ID 090122218) and at 127 Hz (trigger ID 090122052), are fairly narrow,
Q ≈ 7 and Q ≈ 13, respectively. Two of the signals are significant to p < 4 × 10−4

(roughly 3.7σ), the third has a p-value of p = 1.2 × 10−3 (3.4σ). A fourth signal
(trigger ID 090122037) is significant to p < 4 × 10−4, but fails to fulfil our criterion of
Q > 7. At the same time, this signal is at a frequency of 99 Hz, close to the frequency
where significant detections were made in two of the other triggers. We plot the
periodograms for all three triggers in Figure 3.3.

The periodogram shape may change between different bursts, largely due to
the wide spread in burst duration, fluence and burst shape. The effects this may
have on the averaged periodogram are hard to quantify without a large number of
dedicated simulations of the overall burst variability, which is beyond the scope of
this work. In order to test whether the observed QPOs could be due to the differences
in duration, fluence and shape in the averaged samples, we constructed a large number
(Ns = 103) of averaged periodograms from randomly selected subsets of the burst
sample, excluding the four triggers where candidates were observed. If the QPOs are
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Figure 3.3: Periodograms (blue, upper panels), MAP fits of a broken power law (orange) and data/model
residuals (blue, lower panels) for the three triggers with candidate detections. Significant signals listed in
Table 3.1 are indicated with black arrows.
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Trigger ID Sensitivities in fractional rms amplitude
40 Hz 70 Hz 100 Hz 1000 Hz

090122037 3.6 2.4 · · · 1.4
090122052 4.8 2.5 1.9 1.5
090122194 6.5 3.8 2.7 1.8
090122218 5.2 3.0 2.3 1.6
090122283 2.9 1.7 1.2 0.9

Table 3.2: This table summarises the detection threshold sensitivities where no detection has been made.
For the averaged periodograms presented here, we can put tight constraints on the fractional rms signal
that could have been present without being recognised as significant detection.

due to effects of the varying burst properties, then these signals should appear in a
large number of these simulations. We searched these periodograms in the same way
we did for the averaged periodograms from individual trigger data, and compared the
resulting distribution of maximum powers > 60Hz from the data/model residuals to
the maximum powers from the averaged periodograms of individual triggers. Column
8 in Table 3.1 shows the p-values of observing the candidate signals presented above
from a random subset of bursts.

In Table 3.2, we show the detection sensitivities for all five averaged periodograms
for various frequencies, for the ∼1 Hz resolution of the periodogram. Note that we
are even more sensitive to broader signals, as averaging neighbouring frequency bins
increases the signal-to-noise ratio. The numbers quoted here are upper limits for the
most coherent signal we could have observed, and were calculated for each quoted
frequency from the distribution of maximum powers of the MCMC-derived sample of
periodograms. The frequency-dependence of the sensitivity is due to the fact the low
frequency part of the periodogram is dominated by aperiodic “red noise” variability,
and any quasi-periodic signal needs to introduce strong variations in order to be
visible. Sensitivities for fractional rms amplitudes are between 3% and 6% for the
lowest frequencies, and drop to 0.9% to 1.7% at high frequencies. The differences in
sensitivities between triggers is due to a combination of number of averaged bursts,
number of averaged frequencies, and the average count rates of bursts included.

3.4.3 Broadband Variability

Magnetar bursts are a class of events with very diverse light curves: they differ vastly in
duration and peak count rates, but also in overall burst shape (see Huppenkothen et al.
2013, for examples of burst light curves). How exactly this variability is produced is
not well understood. Are all bursts realisation of fundamentally the same process? Are
there characteristic rise or decay time scales? It is useful to characterise the variability
properties of a large sample, which may answer some of these questions.
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Figure 3.4: Distributions of burst fluence and burst duration for the sample of bursts modelled by a
simple power law (blue) and a broken power law (red). The burst duration is defined as the photon count
T90. While there is only a marginal difference in T90 distributions between the two samples, there is a
significant difference between the fluence distributions, p = 9.32 × 10−11: more complex bursts seem to
have a higher fluence.

In the following, we give an overview of the broadband variability observed in
the whole sample of bursts. Out of 263 burst periodograms, 193 were adequately fit
with a simple power law plus a constant to account for the white noise component; the
remaining 70 rejected the null hypothesis to p < 0.05, and we thus adopted a broken
power law for these periodograms. Burst duration and burst fluence could influence
whether a simple power law or a broken power law fits the broadband noise. For
example, for dim bursts, variability observed in the bright bursts may be hidden in the
noise. In order to test this idea, we plot the fluence and burst duration distributions for
bursts modelled with a power law and a broken power law in Figure 3.4.

Burst duration (T90) shows only a marginal difference in the T90 distribution (p =
4.6 × 10−4 for a two-sample Kolmogorov-Smirnov (KS) test). There is an appreciable
difference in fluence between the samples (2-sample KS-test: p = 9.32 × 10−11):
bursts with broken power law power spectra have higher fluence than bursts modelled
with a simple power law. Note that the threshold for rejecting the power-law broadband
model is not very high, p < 0.05. This is desirable for the main objective of our
analysis, the search for QPOs: if the broadband noise is not adequately represented by
the model, then broadband features may be attributed to QPOs instead, leading to false
positive detections. Setting a threshold of 5% is a compromise between reliability of
QPO detection at the expense of potentially contaminating our sample of bursts fit with
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Figure 3.5: Distributions for the power-law index for bursts modelled with a simple power law (top), the
low-frequency power law index for bursts modelled with the broken power law (second from top), the
high-frequency power law index for the latter model (third from top), and the break frequency between
the low-frequency and high-frequency power law (bottom). Note that the high-frequency power law
indices plotted here are the means of their posterior distributions, which, for some of the bursts, has a
high variance. For the bursts where the high-frequency power law index is largely unconstrained, we
include the 5% quantile in the sample instead, and include the fraction of these bursts in panel 3 in
orange.
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a broken power law with bursts that are consistent with a simple power law. In practice,
this decreases the probability for rejecting the null hypothesis when performing the
KS-test: the difference between the two distributions may be stronger than we report
here.

As well as studying the overall properties of bursts with different broadband noise
models, we can also study the broadband noise properties of the sample, and see
whether the noise properties change with fluence or burst duration. In Figure 3.5, we
show the distribution of power law indices for the various components. For the bursts
modelled by a simple power law, the distribution of power law indices varies between
1.5 and 4, with a median at µγ = 2.42. The average low-frequency component of the
two-component broken power law is flatter than for a single power law (µγ0 = 1.49),
while the higher frequency component is much steeper (µγ1 = 6.16). Note that for
several bursts, the second component is extremely steep. This may be caused by
the contamination of this sample with bursts that were incorrectly classified as too
complex for the simple power law. In this case, the second power law index is often
not well constrained and tends to high values. In Figure 3.5, we also plot the break
frequency between the two components of the broken power law for those burst
periodograms for which the simple power law was rejected. The distribution peaks
around 100 Hz, below which the power law index is fairly flat. At higher frequencies,
it steepens considerably, as shown in panel 3 of Figure 3.5. The distribution is fairly
broad, with the bulk of burst periodograms breaking between 30 Hz and 400 Hz.

We correlated the power law indices with various burst properties to see whether
there is a systematic effect due to burst duration or brightness, similarly to the reasoning
for why some bursts require a more complex model than a simple power law. There
is an indication of a correlation of the burst duration with the power law index γ for
bursts modelled with a simple power law (see Figure 3.6): shorter bursts seem to have
slightly steeper power law indices. A Spearman rank coefficient yields R = −0.51,
indicating an anti-correlation with a probability for the null hypothesis (no correlation)
of p = 8.65 × 10−16. In order to compute the slope of the correlation as well as
incorporate the errors on the measurements of the power law index, we binned the data
set logarithmically into 7 bins and computed the mean power law index within each
bin (following work in e.g. in X-ray binaries and Active Galactic Nuclei, Gleissner
et al. 2004). We estimated the error on the mean as a standard error, σ/

√
n, where σ

is the standard deviation of the sample and n is the number of data points in each bin.
The correlation can be fit with a power law, with index α = −0.1027 ± 0.00523.

In order to test whether the results presented in this section could be artefacts of
systematic effects that we failed to take into account. We sampled randomly from
the posterior distributions of the parameters of the broken power law model from all
bursts where the null hypothesis was rejected. We then sampled the distributions of
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Figure 3.6: Burst duration (T90) versus power law index for all bursts modelled with a simple power law.
Errors on the power law index are estimated from the marginalised posterior distribution approximated
with the MCMC sample. We show the data binned logarithmically and averaged within each bin in
orange. We tested for correlation using a Spearman rank coefficient, R = −0.51. The dashed, light blue
line indicates a power-law fit (α = −0.1) to the binned data points, as explained in the text.

T90 and fluence from the observed ensemble of bursts, and created fake light curves
with the power spectral properties of the broken power law model with the randomly
sampled parameter sets, and combinations of burst T90 and burst fluence taken from
the real sample. We simulated light curves following Timmer & Koenig (1995), and
included Poisson statistics in the simulated light curves. For 1000 such fake bursts,
we fit the periodograms and performed model selection between the power law and
broken power law models. 707 periodograms simulated from the broken power law
model were actually adequately fit with a simple power law instead, whereas only 293
bursts rejected the null hypothesis. This indicates that the fit is strongly dependent on
burst duration and fluence. Especially for short bursts, where there are few frequencies
below 100 Hz, there may not be enough data points to require a more complex model.
The power law and broken power law samples are well separated both in terms of
burst T90 and burst fluence. A two-sided KS-test reveals a separation in burst duration,
p = 1.0× 10−40, much stronger than observed in the data. The separation between the
two samples in terms of the fluence distribution is comparable to that observed from
the sample, p = 2.2 × 10−10. This indicates the possibility that separating bursts by
their preferred broadband model may not be meaningful: perhaps all bursts follow a
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broad-band noise process that is closer to a broken power law than a simple power law,
but for short bursts, there are not enough data points at low frequencies to confidently
reject a simple power law model.

We also tested for the presence of a correlation between burst T90 and power
law index for the sample of fake periodograms that accepted a power law model.
While there still seems to be a correlation (Spearman rank coefficient p-value for no
correlation: p = 1.35 × 10−10), this correlation is completely flat, with a power law
slope of α = 1.77 × 10−10, centred around a mean power law index of 〈γ〉 = 2.56.

3.5 Discussion

We have searched both individual bursts and averaged periodograms from samples
of bursts for QPOs. Our analysis is the most precise to date for fast transients while
taking into account the effects of aperiodic variability, but it is also conservative: at low
frequencies, real quasi-periodic features may be missed because we assume the burst
is a purely stochastic process, when it is not. Additionally, we do not model several
effects which can significantly affect the outcome of a QPO search. Dead time can
significantly affect especially the bright bursts, and thus render inferences invalid even
at high frequencies. At low frequencies, we have demonstrated that some of the power
concentrated in broad bumps, which can be classified as QPOs with broad widths
by the detection algorithm, can easily be modelled with a simple estimate of a burst
envelope consisting of two functions with a faster rise than decay. We must hence be
very careful when interpreting signals at frequencies comparable to the lowest QPO
frequencies seen in the giant flares (18 Hz and 36 Hz).

3.5.1 Individual Bursts

We find no indication in individual bursts for QPOs at the frequencies and coherences
seen in the giant flares. We detected one significant signal at 260 Hz, in the same burst
where we found the broad feature at 20 Hz that the algorithm flagged as significant.
The latter is just as likely to be caused by a superposition of two burst envelope profiles
as it is to be a QPO. With less than two full cycles, it is impossible to tell both models
apart. This is reminiscent of the candidate detection reported in Huppenkothen et al.
(2013), where we noted that this candidate could be due to a chance occurrence of two
such peaks close together. With a Q-value of 2.9, the signal at 260 Hz is far broader
than anything seen in the giant flare QPOs (Q > 10), but very strong, with a fractional
rms amplitude of 21 ± 3%. The burst is longer than average, T90 = 0.48 s, with a
fluence at the lower end of the sample, F = 3.94 × 10−7 erg cm−2. The detected QPO
at 260 Hz is not present in any other burst in the entire sample, nor is it seen in the
averaged periodogram of all bursts in this trigger, as described in Section 3.4.2.
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3.5.2 Averaged Bursts

We find a candidate detection in the averaged periodogram of the longest bursts with
durations T90 > 0.5 s. These bursts are highly structured and generally have multiple
peaks. The detected signal at 10 Hz is quite broad and matches the position of the
maximum in the distribution of burst durations in van der Horst et al. (2012). This
suggests a characteristic time scale for individual peaks within highly structured bursts,
rather than a crustal mode. This in turn raises the question of whether these many-
peaked bursts are causally connected single events, or instead individual bursts that
happen to appear close to each other. While our results favour the latter explanation, it
has been argued that these should be causally connected events. One argument is based
on the distribution of waiting times between bursts: while the waiting times between
bursts generally follow a log-normal distribution, an excess of short waiting times has
been observed when regarding each peak as an individual burst, rather than grouping
these peaks into causally connected events (Göǧüş et al. 1999; Göǧüş et al. 2000).
However, at this point, we cannot exclude that this candidate detection arose from an
inadequate broadband noise model fit to the data. A more complex periodogram shape,
with additional power law components, could explain the observed excess power. To
check this would require a somewhat more complex set-up of the model selection
procedure, or should ideally be done with methods better suited to model broadband
variability. We thus defer this task to a future work.

The most interesting results stem from averaging periodograms in individual
triggers. This allows us to probe timescales on which QPOs were observed in the giant
flares (10s to 100s of seconds). We find signals in two of the averaged periodograms of
five triggers, at a frequency of 93 Hz, very close to the strongest QPO reported in the
2004 giant flare at 92 Hz (Israel et al. 2005). In the periodogram of bursts from a third
trigger, we find a significant detection at a slightly higher frequency, ν0 = 127 Hz,
where no giant flare QPO has been observed.

When deriving inferences from an averaged periodogram, one makes the implicit
assumption that all periodograms used to construct the average are realisations of the
same underlying process. This need not be true for SGR bursts: we are averaging
periodograms from bursts with vastly different durations and morphologies. While
most bursts are described well by simple power laws or broken power laws in the
Fourier domain, the parameters of these broadband noise models vary from burst to
burst, as does the range of frequencies over which variability is observed (as seen e.g.
by the correlation between burst duration and power law index reported in Section
3.4.3). Additionally, the results reported in Section 3.4.1 show that at low frequencies,
the burst envelope may dominate the power spectrum, which significantly alters both
the shape and statistical distribution of the periodogram. In order to test this effect, we
created averaged periodograms from randomly selected bursts of the sample, excluding
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the triggers where we detected a significant signal in the averaged periodograms. If we
see many significant signals of the observed strength in these averaged periodograms
from randomly selected bursts, then either the QPO we are interested in is re-excited in
many of the bursts, or there are effects due to averaging vastly different bursts that our
broadband noise model cannot take into account properly. The former case is unlikely:
if a QPO at 93 Hz were present in many bursts, we would have likely observed it
when averaging by duration, as in Section 3.4.2. All three signals observed at ∼93 Hz
and 127 Hz are fairly narrow, and at comparatively high frequency. At ∼90 Hz, the
contribution by the burst envelope should be small (cf. Figure 3.1), and not cluster
around a single frequency, but rather follow a power law. While the chance to observe
one such signal is still too high to claim a strong detection (p ≈ 0.01 for all three
narrow candidates), the fact that it is observed twice out of five trials, at a frequency
close to that observed in the 2004 giant flare (ν = 92 Hz), strengthens the claim for a
detection.

We note that even for those frequencies we do not detect any signal, we can quote
stringent sensitivities that set quite tight upper limits on a signal that could have been
there and go undetected by our algorithm. In the white noise regime above ∼150 Hz or
so, where our algorithm approaches classical Fourier methods, the variability is lowest,
and thus we have the highest sensitivity to weak signals. We can confidently exclude
high-frequency QPOs at 625 Hz and 1840 Hz that have been observed in the giant
flares (Strohmayer & Watts 2006; Watts & Strohmayer 2006). The QPO at 625 Hz
was observed over a large fraction of the tail of the giant flare (> 150 s) in two different
energy ranges, with a high fractional rms amplitude of 8.5%. Conversely, the QPO at
1840 Hz is seen only in two cycles, but with high significant and a large fractional rms
amplitude of 18%. Since our sensitivities for all five averaged periodograms are much
lower at these frequencies (< 1.7%), we can exclude a QPO of this type in the smaller
flares from the burst storm to high degree of confidence.

3.5.3 Aperiodic Variability

While the aperiodic variability in short magnetar bursts is a hindrance when searching
for QPOs, it is interesting in its own right. Each burst has a unique temporal structure,
which can sometimes be quite complex. Nevertheless, most burst periodograms can be
modelled fairly well with simple empirical models, which allows us to draw a number
of general conclusions, and give indications where further work is required. The
simplest question one can ask about is the separation between bursts modelled with
simple power laws and those that require a more complex model, in our case a broken
power law. Our results indicate that the differences between the two samples are largely
due to systematic effects: for short bursts, fewer data points in the low-frequency
part of the periodogram makes it more difficult to constrain the shape of the power
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spectrum, and these bursts are thus more likely to accept a simple power law as model
for the underlying power spectrum. Similarly, a burst with a lower fluence will be more
strongly affected by photon detector noise, rendering inferences about the shape of the
power spectrum more difficult. This idea is strengthened by the fact that the fraction
of bursts fit by a broken power law in both the observed sample and the sample of fake
periodograms simulated from the broken power law, are very close: 27% of observed
bursts are fit by a broken power law, versus 28% bursts in the simulated sample. There
is one striking discrepancy between the data and the simulations: in the simulated
ensemble, the samples fit by the different models are very strongly separated in burst
duration, whereas there is only mild evidence for this separation in the observed
ensemble. One reason may lie in the lower number of bursts in the observed sample.
Another reason may lie in the nature of our simulations: we simulated light curves
from the posterior distributions of broken power law parameters inferred for the real
bursts following the method of Timmer & Koenig (1995). This method provides pure
red noise light curves, which are only an approximation to the real data, as discussed
in Huppenkothen et al. (2013). It is possible that the separation in the simulated
samples in burst duration are due to effects that are not adequately captured by this
model. Without better knowledge of the underlying processes involved, however, we
cannot construct a model more representative of the observed data, in order to increase
confidence in our inferences.

We also extracted the distributions of broadband model parameters from the means
of the MCMC samples of each individual bursts. Note that the mean is a very simple
estimate of the posterior probability distribution of the parameter. It can encode neither
a skewness in the distribution, nor correlations between parameters. The only way to
encode the full information of both marginalised distributions of parameters as well
as potential correlations between parameters is to plot the full posterior probability
distribution, which, for three or more parameters, is impossible. For the purpose of
this study, we accept the simple estimate and its limitations, and refer a more nuanced
analysis to future work. In general, the power law index for bursts modelled by a
simple power law is confined between 1.5 and 4. While the distribution is fairly broad,
it peaks around µγ = 2.42. This is much higher than seen, for example, in gamma-ray
bursts, where a similar analysis yields indices of 1.7 to 2.0 (Guidorzi et al. 2012;
Beloborodov et al. 2000).

The search for correlations reveals two interesting observations. There is no corre-
lation between power law index and fluence for the bursts that can be modelled with
a simple power law. This is not surprising: the highest-fluence bursts preferentially
reject the simpler model, and are consequently in the sample of bursts modelled with
a broken power law. Secondly, we find an anti-correlation of power law indices with
burst duration: shorter bursts have steeper power laws. The anti-correlation can be
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modelled with a simple power law with α = −0.1. The observed correlation is unlikely
due to systematic effects: simulated periodograms indicate a distribution of power
law indices centred around 〈γ〉 = 2.56, which does not change with burst duration
or fluence. This observed anti-correlation would imply that magnetar bursts are not
self-similar in burst duration: shorter bursts are not simply shorter copies of longer
bursts. In the latter case, the power law index would be the same, but shifted to higher
frequencies. Shorter bursts are also not simply shorter snapshots of the same process.
Instead, it implies that the relevant variability time scales in each burst depend on the
duration of the burst. Longer bursts are variable over a larger range of time scales and
variable at higher frequencies. Exactly how this difference between short and long
bursts manifests, and what implications it might have for magnetar burst emission
models, is unclear. Again, more nuanced methods are required to better understand
the broadband variability in magnetar bursts. Understanding this variability, in turn,
is valuable for performing QPO searches with more precision than it is currently
possible.

3.6 Theoretical discussion

The QPOs in the tail of the giant flare from SGR 1900+14 lie in the range 28-155 Hz
(Strohmayer & Watts 2005). For the tail of the giant flare from SGR 1806-20, there
are several QPOs in the range 18-150 Hz, and two isolated higher frequency signals
at 625 Hz and 1840 Hz (Israel et al. 2005; Watts & Strohmayer 2006; Strohmayer &
Watts 2006). Widths (FWHM) are in the range 1 to 20 Hz.

The most plausible explanation advanced for the giant flare QPOs is that they
represent global seismic oscillations of the star, and it was swiftly realised that this
would be a novel means of constraining not only the interior field strength (which
is hard to measure directly) but also the dense matter equation of state (Samuelsson
& Andersson 2007; Watts & Reddy 2007). The question of mode identification is
therefore crucial.

In the original discovery papers, the QPOs were tentatively identified with tor-
sional shear modes of the neutron star crust and torsional Alfvén modes of the highly
magnetized fluid core. These identifications were based on the expected mode frequen-
cies, which are set by both the size of the resonant volume and the relevant wave speed.
For crustal shear modes, the appropriate speed is the shear speed vs = (µs/ρ)1/2

where µs is the shear modulus and ρ the density. The shear modulus is of the order of
the Coulomb potential energy ∼Z2e2/r per unit volume r3, where r ∼ (ρ/Amp)−1/3

is the inter-ion spacing, while Z and A are the effective atomic number and mass
number, respectively, of the ions in the crust. Using the shear modulus computed by
Strohmayer et al. (1991) and scaling by typical values for the inner crust (Douchin &
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Haensel 2001), the shear velocity as shown by Piro (2005) is:

vs = 1.1 × 108cm/s
 ρ
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where Xn is the fraction of neutrons. This yields a rough estimate for the frequency
for the fundamental crustal shear mode of ν ∼ vs/2πR = 18 (10 km/R) Hz. Full mode
calculations find similar values, but with additional dependencies on the mass and
radius of the star due to relativistic effects (see for example Samuelsson & Andersson
2007): and it is this dependence that makes the modes potentially powerful diagnostics
of the dense matter equation of state (Lattimer & Prakash 2007). Many of the lower
QPO frequencies could be explained as angular harmonics with no radial nodes, whilst
the two highest frequencies in the SGR 1806-20 giant flare were identified as radial
overtones of these crustal modes.

For torsional Alfvén modes of the core, the appropriate wave speed is the Alfvén
speed vA = B/

√
4πρ where B is the magnetic field strength, giving

vA = 108cm/s
( B
1016G

) 1015g/cm3

ρ

1/2

(3.4)

This yields a very rough estimate for the frequency of the fundamental torsional
Alfvén mode of ν ∼ vA/4R = 25 (10 km/R) Hz (Thompson & Duncan 2001). Note
however that the value of the field strength B in magnetar cores is highly uncertain,
as is the appropriate value of the density ρ. In principle only the charged component
(∼5 − 10% of the core mass) should participate in Alfvén oscillations, reducing ρ,
however there are mechanisms associated with superfluidity and superconductivity that
can couple the charged and neutral components, leading to additional mass-loading.
As above, full mode calculations that take into account relativistic effects lead to
additional dependencies on neutron star mass and radius (see for example Sotani et al.
(2008)). It should also be noted that the Alfvén modes constitute continua rather than
a set of discrete frequencies, since the field lines within the core have a continuum
of lengths. It has been suggested that the observed QPOs might be associated with a
turning points in the continuum of Alfven modes (Levin 2007; Sotani et al. 2008).

In fact, for a star with a magnetar strength field, crustal vibrations and core vibra-
tions should couple together on very short timescales (Levin 2006, 2007). Considering
them in isolation, as described above, is therefore not appropriate. The current view-
point, based on more detailed modelling that takes into account the magnetic coupling
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between crust and core, is that the QPOs are in fact associated with global magneto-
elastic axial (torsional) oscillations of the star (Glampedakis et al. 2006; Andersson
et al. 2009; Steiner & Watts 2009; van Hoven & Levin 2011, 2012; Colaiuda &
Kokkotas 2011, 2012; Gabler et al. 2012, 2013; Passamonti & Lander 2013, 2014a;
Glampedakis & Jones 2014).

Since magneto-elastic oscillations depend on the same physics described above,
albeit now in a coupled system, they have frequencies in the same broad range as
the simple estimates given above. The freqencies are set by many factors including
the dense matter equation of state (which sets mass and radius), field strength and
geometry, superfluidity, superconductivity, and crust composition. Current magneto-
elastic torsional oscillation models have had some success in explaining the presence
of oscillations at frequencies of 155 Hz and below. However they struggle to explain
the presence of the highest frequency oscillations, which should damp very rapidly
(van Hoven & Levin 2012; Gabler et al. 2012). Various solutions to this problem are
under investigation, including coupling to polar modes (Lander et al. 2010; Lander
& Jones 2011; Colaiuda & Kokkotas 2012), and resonances between crust and core
that might develop as a result of superfluid effects (Gabler et al. 2013; Passamonti
& Lander 2014a). However until these issues are resolved, precise identification
of the giant flare frequencies with specific global magneto-elastic modes remains a
challenge.

The detection of frequencies in the smaller flares provides an entirely new view-
point on this very difficult theoretical problem. It is therefore important to compare the
properties of the giant flare QPOs to those detected in this study. We begin with the
frequencies detected by averaging together multiple bursts from highly active episodes,
at 93 Hz and 127 Hz. These frequencies are in the range found in the giant flares
(indeed the strongest frequency found in the SGR 1806-20 giant flare was at 92 Hz).
The widths are also comparable to the range observed in the tails of the giant flares. It
therefore seems plausible that they are instances of the same phenomenon. If these
frequencies do indeed represent global magneto-elastic oscillations the implication is
that such vibrations are excited not only by giant flares, but also by trains of shorter
bursts. This is important information for future theoretical studies of mode excitation.

The 260 Hz signal identified in one of the individual bursts is rather different. It is
found in a frequency range where no signals were found in the giant flares. It is much
broader than any of the oscillations seen in the tails of the giant flares, and has very
high fractional amplitude. Whether it is the same phenomenon as was observed in the
giant flares is therefore far from clear. If it is the same phenomenon, and we are seeing
a magneto-elastic oscillation mode, then a detection in this frequency range would
be valuable. Magneto-elastic oscillation models, as outlined above, have difficulty in
explaining the lifetime of higher frequency signals in the giant flares. This detection,
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with a much lower coherence, in a burst whose duration is comparable to the predicted
lifetimes, provides a fresh perspective on this problem.

We may however be seeing something quite different. The giant flares consist of
a short impulsive spike, followed by a long decaying tail as a trapped pair-plasma
fireball slowly evaporates. In the smaller bursts, it is not clear whether a fireball forms:
what we see may be more analogous to the impulsive spike of the giant flares. The
variability that we have found in the short bursts in SGR 1550 (particularly the 260
Hz signal that appears to differ in properties) may instead be associated directly with
the burst trigger process, be that a magnetospheric instability, or the yielding of the
crust. It is worth noting that there are tentative claims of variability at 43 Hz in the
first 200ms of the 1979 giant flare from SGR 0526-66 (Barat et al. 1983) and at 50 Hz
in the first 500ms of the SGR 1806-20 giant flare (Terasawa et al. 2005). However
timing analysis of the peaks of the giant flares is heavily affected by dead time and
saturation. In this respect the smaller flares, which are typically not saturated, may
be more useful despite the lower count rates. However the variability that would be
expected in the initial trigger and yielding phase of a magnetar burst has not been
studied in detail. There are nonetheless plausible mechanisms that might lead to
quasi-periodic behaviour.

If the burst trigger is magnetospheric, there may arise via plasma instabilities
associated with magnetic reconnection (see, for example, Kliem et al. 2000). If
instead the trigger is crustal yielding, local effects and resonances may be significant.
It is not clear, for example, whether locally excited shear waves would immediately
couple to the entire crust (and from there to the core) rather than resonating, with low
Q-value, in a smaller cavity that is temporarily coupled very poorly to the rest of the
crust during the yielding process. Such local resonances would have quite different
frequencies to those of global magneto-elastic oscillations. More detailed theoretical
studies of the trigger process will be required to resolve both this question, and the
length of time required to establish global modes of any kind. However the possibility
that that the 260 Hz signal is a new and direct signature of the trigger process is an
exciting one.

3.7 Conclusions

We have searched 263 bursts from SGR J1550-5418 for QPOs. We find one candidate
QPO in the individual bursts searches. The signal is broad, but highly significant, and
not close to any frequency observed in the giant flares. It is unclear whether this signal
could come from the same phenomenon as the QPOs observed in the giant flares, or
whether it may be associated directly with the burst trigger process.

Searching averaged periodograms reveals a significant signal at ∼10 Hz in an
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averaged periodogram of all bursts with durations T90 > 0.5. This signal is comparable
to the characteristic duration of a magnetar burst T90,max = 0.1 s, but may be due to
an inadequate broadband model for the periodogram. We find evidence for QPOs
in periodograms averaging bursts from individual triggers, which are unlikely due
to effects of averaging together bursts with vastly different timing properties. Two
of these signals are located at 93 Hz, where QPOs in the giant flares have been
observed. The third is at a higher frequency, 127 Hz. We consider these signals to
be the best candidates of neutron star oscillations from short magnetar bursts to date.
All three signals can be interpreted in the framework of magneto-elastic oscillations
invoked to explain QPOs in magnetar giant flares. The possibility that not only giant
flares, but smaller flares may excite these oscillations also provides an important new
piece of information for future theoretical studies of mode excitation. For averaged
periodograms, we can put constraints on weak signals that could have been there and
would likely have been missed by our methods. For all but the lowest frequencies, our
sensitivity to QPOs is lower than the observed fractional rms amplitudes in the giant
flares. This is especially prominent for the high-frequency QPOs observed at 625 Hz
and higher. We thus conclude that except for the signals at 93 Hz and 127 Hz, there
are no giant-flare like QPOs in this sample of small bursts.

Here we also characterised overall burst variability for the first time. We find a
correlation between power-law index and burst duration. This implies that longer SGR
bursts are variable over a broader range of time scales than short bursts, and are not
simply longer versions of the short bursts. Further work is required to disentangle
overall variability in magnetar bursts. This is unlikely to be possible with Fourier
methods, but would be very rewarding both in terms of understanding emission mech-
anisms as well as untangling possible QPO signals from the overall burst morphology.
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An approximate answer to the
right problem is worth a good

deal more than an exact answer
to an approximate problem.

- John Tukey -
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Abstract

Quasi-periodic oscillations (QPOs) detected in the 2004 giant flare from SGR 1806-20
are often interpreted as global magneto-elastic oscillations of the neutron star. There
is, however, a large discrepancy between theoretical models, which predict that the
highest frequency oscillations should die out rapidly, and the observations, which
suggested that the the highest frequency signals persisted for ∼100 s in X-ray data
from two different spacecraft. This discrepancy is particularly important for the high-
frequency QPO at ∼625 Hz. However, previous analyses did not systematically test
whether the signal could also be there in much shorter data segments, more consistent
with the theoretical predictions. Here, we test for the presence of the high-frequency
QPO at 625Hz in data from both the Rossi X-ray Timing Explorer (RXTE) and the
Ramaty High Energy Solar Spectroscopic Imager (RHESSI) systematically both in
individual rotational cycles of the neutron star, as well as averaged over multiple
successive rotational cycles at the same phase. We find that the QPO in the RXTE data
is consistent with being only present in a single cycle, for a short duration of ∼0.5 s,
whereas the RHESSI data are as consistent with a short-lived signal that appears and
disappears as with a long-lived QPO. Taken together, this data provides evidence for
strong magnetic interaction between the crust and the core.
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4.1 Introduction

Asteroseismology is now firmly established as a precision technique for the study
of stellar interiors. In this regard the detection of seismic vibrations from neutron
stars was one of Rossi X-ray Timing Explorer (RXTE)’s most exciting discoveries, as
neutron star seismology allows a unique view of the densest matter in the Universe.
The vibrations, detectable as quasi-periodic oscillations (QPOs) in hard X-ray emis-
sion, were found in the tails of giant flares from two magnetars (Israel et al. 2005;
Strohmayer & Watts 2005, 2006; Watts & Strohmayer 2006). Magnetars are highly
magnetized neutron stars that exhibit regular gamma-ray bursts powered by decay
of the strong magnetic field (Thompson & Duncan 1995), and the rare giant flares
thought to be associated with large-scale catastrophic magnetic field reconfiguration
are apparently sufficiently energetic that they can set the entire star ringing. There is
evidence for the presence of vibrations at both the same frequencies as observed in
the giant flares, as well as previously unknown signals in the more frequent but less
energetic smaller flares (Huppenkothen et al. 2013, 2014). It was realised immediately
after their discovery that seismic vibrations from magnetars could constrain not only
the interior field strength (which is hard to measure directly) but also the dense matter
equation of state (Samuelsson & Andersson 2007; Watts & Reddy 2007). Over the
last few years there has been intense development of seismic oscillation models that
include the effects of the strong magnetic field, superfluidity, superconductivity, and
crust composition (Levin 2006, 2007; Glampedakis et al. 2006; Sotani et al. 2008; An-
dersson et al. 2009; Steiner & Watts 2009; van Hoven & Levin 2011, 2012; Colaiuda
& Kokkotas 2011; Gabler et al. 2012, 2013; Passamonti & Lander 2013, 2014a; Lee
2008; Asai & Lee 2014).

The prevailing view is that the QPOs, which have frequencies that lie in the range
18-1800 Hz, are associated with global magneto-elastic (most likely torsional/axial)
oscillations of the star. The models have had some success in explaining the presence
of long duration oscillations in the lower frequency band below 150 Hz; in axisym-
metric models these oscillations are often associated with the turning points of the
Alfvén continuum branches in the core (Levin 2007). However the higher frequency
oscillations have proven to be something of a headache. Particularly problematic is
a 625 Hz oscillation observed in data sets from two different satellites in the tail of
the SGR 1806-20 giant flare (Watts & Strohmayer 2006; Strohmayer & Watts 2006).
Frequencies in this range are predicted naturally in models where the crust vibrates
independently without coupling to the core of the star, where they can be identified
with the first radial overtone of the crustal shear modes (Piro 2005). However for
the field strengths expected (and measured) for magnetars, the motion of this crust
mode should be strongly damped by converting its energy into that of the core Alfvén
modes on timescales ∼10 − 100 ms (Levin 2006; van Hoven & Levin 2011; Colaiuda
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& Kokkotas 2011; Gabler et al. 2012). This would reduce surface amplitude and the
signal should die out rapidly. The data analysis, by contrast, suggested that this signal
persisted for ∼100 s (Strohmayer & Watts 2006).

Various solutions to this problem have been explored. Attempts to explain it as an
axisymmetric magnetically dominated oscillation associated with a turning point of
the Alfvén continuum itself have proven difficult since at above ∼200 Hz the branches
of the Alfvén continuum are strongly overlapping in their frequency ranges. The
high-frequency crustal modes are therefore subject to resonant absorption by the
continuum (van Hoven & Levin 2011, 2012). The tangling of magnetic fields (van
Hoven & Levin 2011) or coupling of the torsional (axial) oscillations to polar modes
(Colaiuda & Kokkotas 2012; Lander et al. 2010; Lander & Jones 2011) may break the
continua and allow other types of oscillation to persist, however none of the explored
models showed oscillations at frequencies as high as 600Hz. Taking into account
effects associated with superfluidity may also be the answer. Superfluidity can move
the continua such that damping is reduced (van Hoven & Levin 2008; Andersson et al.
2009; Passamonti & Lander 2013) and may result in resonances between crust and
core that could prolong mode lifetimes (Gabler et al. 2013; Passamonti & Lander
2014a). In fact, in their axisymmetric model (Gabler et al. 2013) found an oscillation at
∼600Hz; however, this work did not demonstrate numerical convergence of this result.
Analogous unpublished numerical experiments by van Hoven, albeit with an entirely
different method, have shown similar oscillation that featured an amplitude that was
decreasing as a function of numerical resolution. It is clear that the time-dependence
of the amplitude of the 625Hz QPO is needed to constrain the theoretical models.

In this paper we revisit the data analysis method, which as it turns out was not
well-suited to address the question of whether the properties of the 625 Hz signal are
consistent with rapid decay on very short timescales. To understand why, we need to
review the data analysis procedures that were followed. The amplitude of the strongest
signal found during the SGR 1806-20 giant flare, at 92 Hz, was found to be strongly
dependent on rotational phase. The signals at other frequencies were then identified
by taking short segments (typically 30% of a rotational cycle, which corresponds
to 2.3 s for SGR 1806-20), of consecutive rotational cycles, and averaging together
power spectra from these individual segments. Significance was estimated using
standard procedures for averaged power spectra (van der Klis 1989), with corrections
for the deviation of noise powers from a pure Poisson distribution, particularly at low
frequencies. Having identified a significant signal (as compared to the null hypothesis),
start/end points and hence durations for a signal of a given frequency were estimated
by adding or subtracting power spectra from segments of rotational cycles at the ends
of sequence, and identifying the set for which significance was maximised. This
method was adequate to identify signals that were significant compared to the null
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hypothesis. However it does not distinguish between a signal that is present at a
constant low level throughout the relevant segment of every rotational cycle, and one
that is present for a much shorter time in perhaps only a few non-consecutive rotational
cycles in the sequence.

We would like to test the specific question of whether the data are consistent with
a model where whenever the 625 Hz signal appears, it dies out on a timescale that
is much shorter than the segment durations considered in the previous analysis. We
allow the possibility that the signal may be excited several times during the tail of the
giant flares (perhaps by aftershocks)6. A secondary goal is therefore to determine how
many times, and at what level, such a signal must be excited to be consistent with the
data, if the data is of a high enough signal-to-noise ratio to determine such an effect. In
this paper we therefore develop a more sophisticated analysis method that is tailored
to address the specific question of whether the data are consistent with rapid die-out
of the 625 Hz signal, and the conditions that must be met in terms of re-excitation
for this to be the case. It is interesting to note that the possibility that the data might
be consistent with a sequence of rapidly decaying pulses may explain their apparent
coherence. The width of many of the signals, including the 625 Hz QPO, is consistent
with what one would expect for an exponentially decaying but strictly periodic signal
with a decay timescale shorter than 1s. The fact that this was inconsistent with the
apparent durations was noted by Watts (2012), and taken as evidence that the signals
were genuinely quasi-, rather than strictly, periodic.

4.2 Data Analysis

All data products and analysis scripts used for the analysis below, to produce all
results and figures shown in this paper, are available for public download at https:
//github.com/dhuppenkothen/giantflare-paper. We include data sets from
two different space telescopes in our analysis: RXTE, and the Ramaty High Energy
Solar Spectroscopic Imager (RHESSI). An overview of the RXTE data is given in
Israel et al. (2005). Data were recorded in Goodxenon_2s mode, allowing for time
resolution up to 1 µs, high enough to study high-frequency QPOs, in an energy range
between 4 keV and 90 keV. Observations taken with RHESSI are detailed in Watts
& Strohmayer (2006). Following their analysis, we only used photons recorded with
the eight front segments of the telescope: the rear segments recorded not only direct
photons but also a bright component reflected from the Earth. The delay between the
two smears out the signal and precludes searches for high frequency signals using data
from the rear segments. The high-frequency QPO in the RHESSI data is only seen in

6The possibility of excitation late in the tail of the flare is already supported by the fact that the
strongest 92 Hz signal does not appear until about 100 s into the tail.
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Figure 4.1: Constructing averaged periodograms: in every rotational cycle of the neutron star, we select
a stretch of length tseg (the width of the shaded regions in this figure), starting δt seconds apart (e.g. the
distance between the start of the blue shaded region and the red shaded region). This way, we create Nr
overlapping segments per cycle, which start at the same rotational phase throughout the tail of the giant
flare. Each segment is Fourier transformed into a Leahy-normalised periodogram; we then extract the
power at 625Hz (RXTE) or 626.5Hz (RHESSI). To search for long-lived signals, we averaged between
2 and 10 cycles (RXTE) and between 2 and 19 cycles (RHESSI) together in the following way. In order
to average over two cycles, we extract the right powers from all segments of cycles 1 and 2, and average
powers together that match in phase (e.g. the two blue segments in this Figure). We repeat this procedure
with cycles 2 and 3, and continue to the end of the flare. Similarly, we can average together cycles 1 − 3
to average over three cycles, followed by cycles 2 − 4, and so on.

the energy range between 100 keV and 200 keV, where RXTE cannot observe, but
not at the lower energies. We hence filter for the 100− 200 keV energy band. RHESSI
has a comparable native time resolution to RXTE : 1 binary µs (2−20 s). All data are
barycentered, that is, corrected for the motion of the space craft through space to avoid
systematic effects in the timing analysis. Note that the QPO was not detected in the
data from both satellites at the same time: it appeared first ∼80 s after the initial spike
of the giant flare in the high energies seen in RHESSI, and later, ∼196 s after the initial
spike at lower energies observed in RXTE. For the RXTE data, we concentrated on
the part of the light curve where the 625 Hz QPO was originally found, from around
190 s after the onset of the flare to the end of the observation. This encompasses a total
of 15 rotational cycles of the neutron star. The RHESSI observations place the same
QPO at a slightly different frequency (626.5 Hz as opposed to 625.5 Hz). For the latter,
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4.2 Data Analysis

we search the range from 80 s to 225 s from the onset of the flare, or equivalently 19
cycles.

In the original analyses of both data sets, the QPO was detected in phase-resolved
periodograms averaged over a large number of cycles, but it has never been clear
whether the data require that the QPO is present consistently over this large number of
cycles, or whether there may be a few strong, re-excited QPOs scattered over the entire
period where the QPO was observed. In averaged periodograms, both would look
very similar. In order to see whether the data would support an alternative explanation
— strong, re-excited signals — we test systematically for the presence of a strong
QPO in both data sets against the simple null hypothesis (no QPO) cycle by cycle, as
well as for averaged periodograms while varying the number of cycles per averaged
periodogram. If there is indeed a signal present in only a few cycles, and the data
are of high enough quality to clearly detect them, this analysis will be able to both
quantify the significance of the detected signals, as well as their location in time in the
tail of the giant flare.

To search for QPOs, we split each rotational cycle into a number Nr of overlapping
segments of length tseg, starting at intervals of ∆t seconds apart (see 4.1 for an
illustration). For each of these segments, we binned the event data to a time resolution
of δt = 5 × 10−4 s (equivalent to a maximum frequency of 1000 Hz), computed the
periodogram and extracted the power at the frequency where the QPO was observed.
For each periodogram we tested the significance of the maximum observed power
over all segments and cycles against Nsim simulations of the null hypothesis (no
QPO), which are constructed in the following way (see also Figures 4.2 and 4.3 for an
illustration).

As a first step, we smoothed out the light curve to a resolution of 0.01 s, or
equivalently 100 Hz, ensuring that all possible variability at smaller time scales is
eliminated from the data. We then interpolated back to the original time resolution
used (δt = 5 × 10−4 s), and added Poisson noise to this smoothed light curve Nsim
times. This represents the null hypothesis that the QPO is not present, and that any
variability measured at 625 Hz is solely due to photon counting noise in the detector.
For each of our Nsim simulations, we performed exactly the same analysis as for
the observed data. We can then compare the real powers we measured for a given
segment to the distribution of simulated powers in that segment. Additionally, we can
compare the maximum power observed at 625 Hz (626.5 Hz for the RHESSI data)
for all segments in our observed data for the maximum powers at this frequency in
the ensemble of simulated light curves. A formal comparison between observation
and data is done by using the simulated powers at the QPO frequency to construct
a probability distribution for the power at this frequency under the null hypothesis.
Our confidence in the observed power being an outlier under the null hypothesis is
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Figure 4.2: Test statistic we use is defined as the maximum power over all segments in the giant flare.
Here, an example for the RXTE observation: we extract powers at 625 Hz in 3 s segments starting ∼0.75 s
apart, and bin over 2.66 Hz. The resulting Leahy-normalised powers (red) are plotted on top of the RXTE
light curve (black). The x-axis error bars denote the width of each segment. The maximum power (red
arrow) is found in a segment on the falling edge of the pulse, in a cycle ∼240 s after the trigger. In order
to assess the significance of this power, we repeat the analysis described in the text on simulated giant
flare light curves without the presence of a QPO. As for the data, we extract the maximum power over all
cycles and segments, and compare the distribution of these maximum powers to that observed in order to
compute a p-value. This ensures that the number of trials for the (non-independent) segments is correctly
accounted for. For comparison, we also plot two-cycle averaged powers as described in the text and
Figure 4.1 (cyan symbols). Powers averaged over two cycles are generally lower, but this is expected:
as powers are averaged, the noise distribution narrows as well. As for the non-averaged powers, we
extract the maximum power over all cycles and segments as the relevant test statistic (cyan arrow). Note
that the maximum power is shifted to a segment at the same phase as the segment with the maximum
non-averaged power, but a cycle earlier; also note that there is necessarily no two-cycle averages for the
last cycle.

expressed as the integrated probability of finding a power at least as high or higher
than the observed value, also known as the p-value. A smaller p-value corresponds to
a smaller probability of making the observation under the null hypothesis. Under the
assumption of a Gaussian distribution, one can directly translate p-values to the more
commonly used σ-values for significance.

While in principle, the probability distribution for periodograms consisting mainly
of Poisson noise is very well known, there are two reasons why the simulations detailed
above are necessary: (1) the data do not consist purely of Poisson noise; while we do
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Figure 4.3: Overview of the analysis procedure (here shown is the RXTE light curve). Left panel: first,
we extract powers at 625Hz (RXTE) and 626.5Hz (RHESSI) from individual, overlapping segments,
and average powers from between 2 and 9 (RXTE ; 2 and 19 for RHESSI) as described in the text and
shown in Figure 4.1. In order to test for significance, we create simulations from the original data in the
following way. We smooth the light curve to 0.01 s in order to remove all traces of the high-frequency
QPO (middle panel; smoothing exaggerated for illustrative purposes). We then sample the light curve at
the original, high time resolution and produce Nsim realisations by introducing Poisson noise to simulate
the effects of a photon counting detector. We can then perform the same procedure as on the observed
data on our simulations (right panel), and test the observed (averaged) powers against distributions of
simulated powers with the QPO removed.

not expect any significant contribution from e.g. the pulse profile at these frequencies,
we cannot exclude it, either. Additionally, the segments we choose at different phase
intervals have vastly different overall shapes, including long-term trends. Constructing
simulations in the way we described above ensures that these effects are taken into
account, without having to know them in detail. (2) When performing this analysis on
overlapping segments, the individual powers extracted at 625 Hz are not independent
from segment to segment. This leaves doubt about the necessary correction for the
number of segments searched (as it becomes more likely to see a high power simply
by chance when searching a large number of periodograms). One can make the
most conservative assumption: completely independent trials for each segment, but
this is likely too conservative and unnecessarily constrains our predictive power. By
performing the simulations in the described way, and searching over all segments, the
number of trials is already taken into account in the correct way, allowing us to quote
accurate p-values while not being overly conservative.

In addition to testing all segments individually, we constructed phase-averaged
periodograms in the following way. We match all periodograms belonging to segments
that start at the same phase with each other. In order to construct the two-cycle average,
we average the same phase bins for two consecutive cycles together, and again extract
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the power at the relevant frequency (see also Figure 4.1). We then do the same for
the next cycle, and so on until we reach the end of the data under consideration. The
result is a moving average over subsequent rotational cycles, where the averaged
periodograms match in phase. Similarly, we can construct three-cycle averages by
combining periodograms from three consecutive cycles, and so forth, until we average
the maximum number of cycles in our particular data set. Note that powers in averaged
periodograms are not independent of either neighbouring segments or phase-matched
segments, since each power is averaged at least twice with either neighbour (or more
times in the case of constructing averaged periodograms from a larger number of
rotational cycles). In each case, we construct simulations in the same way as detailed
above by smoothing the light curve to compare against the null hypothesis, and
construct phase-averaged periodograms in the same way as for the data for each of our
Nsim simulations. Consequently, we can construct simple p-values for the significance
of the maximum power over all cycles and segments in the averaged periodograms.

The simulations detailed above will only give us an idea of whether the data are
consistent with the null hypothesis. In order to test more complicated hypotheses, for
example the presence of the QPO in specific cycles, at specific phases, or lasting for
a specific duration with a particular amplitude, we can inject an artificial sinusoidal
signal with a given frequency, duration and amplitude into a smoothed light curve
and regard this as our new data set, to be analysed in exactly the same way as the real
observations, such that for each such light curve, we get p-values for the strongest
signal as a function of the number of cycles averaged. Depending on our knowledge
of the system and the conclusions drawn from the data, the parameter space for these
simulations can be very large: we can vary the number of cycles into which the signal
is injected, the exact sequence of cycles in which the signal is injected, the phase
at which the QPO is observed, the fractional rms amplitude of the signal, and the
duration of the QPO within a single cycle.

All artificial signals we inject are at the same frequency as the observed signal
and at a constant fractional rms amplitude, i.e. their absolute amplitude varies with
the pulse profile. For each simulated light curve, the starting phase of the signal is
randomised.

4.3 Results

4.3.1 RXTE

Strohmayer & Watts 2006 reported a detection of a strong QPO when averaging
nine consecutive cycles to a significance of p < 1.1 × 10−7 single-trial, or 10−5 trial-
corrected, and a fractional rms amplitude of 8.5% (see Figure 4.4 for light curves and
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Figure 4.4: Light curves of both the RXTE data (left panel) and the RHESSI data (right panel) in
the relevant energy ranges. Note that both light curves are plotted on the same (logarithmic) scale,
showing the vastly different data quality between the two instruments. The cycles in which the QPO
was previously detected by Strohmayer & Watts (2006, for the RXTE data, left panel) and Watts &
Strohmayer (2006, for the RHESSI data, right panel) are indicated by horizontal arrows.

arrows indicating the part of the giant flare where the QPO was detected in both the
RXTE and RHESSI data). These values are based on comparing the observed power
to a theoretical Poisson distribution after dividing out a model fit for the low-frequency
powers. They also report the detection of the same feature in an averaged periodogram
of specific two cycles from the segment where the QPO was found originally with
p < 1.1 × 10−6 single-trial and a fractional rms amplitude of 18.3%. A third averaged
periodogram six cycles before the previous one showed a signal to p < 4.4 × 10−6

(single-trial), but no trial-corrected p-value was calculated for either of the last two
reported detections, so estimating the actual significance of these latter two signals, as
compared to the nine-cycle average, is impossible.

We first repeated the analysis from Strohmayer & Watts 2006 in order to reproduce
their results, paying special attention to the overall number of cycles during which
the signal was present, as well as the duration of the presence of the QPO in any
individual cycle. We searched individual segments of tseg = 3 s length, starting every
≈ 0.75 s, such that consecutive segments overlap by 2.25 s. We extracted the power at
625 Hz, then ran 105 simulations as described in the previous section and compared
the powers at 625 Hz for each segment as well as phase-averaged segments to the
powers extracted in the same way from the simulations.

In order to answer the question whether the QPO is present in all nine cycles, as
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Figure 4.5: Integrated probability of observing a signal at 625 Hz in the RXTE data at least as high or
higher than the observed power as a function of the number of cycles averaged. For each data point,
we extracted the maximum power from all (averaged) segments over the entire length of the searched
part of the giant flare light curve, for both the observation and the simulated light curves. A smaller
p-value corresponds to a higher significance: there is a significant signal in a single cycle, starting at
t = t0 + 239 s, where t0 is the onset of the giant flare, as well as significant detections when averaging five
consecutive cycles or more. Errors on the p-values are derived from the theoretical approximation valid
for small probabilities ∆p =

√
p(1 − p)/N, where p is the p-value and N is the number of simulations.

Note that this likely underestimates the real error on the p-value, as it excludes any systematic effects.

reported in Strohmayer & Watts (2006), or whether it is only present in a single cycle,
we constructed phase-averaged periodograms averaging up to nine periodograms, and
constructed p-values as described in Section 4.2. Figure 4.5 presents the results: the
significance of the QPO depends strongly on how many cycles are averaged. The
smallest p-value, corresponding to the smallest probability that the observed power
could be due to a chance occurrence, occurs when averaging nine cycles, consistent
with the results in Strohmayer & Watts (2006). However, we also note that for a
signal consistently present over all nine cycles, we would expect the p-value to slowly
drop with an increasing number of averaged cycles. This is not observed: there is a
significant detection in a single cycle, starting at t0 + 239 s (where t0 denotes the time
when RXTE triggered on the giant flare emission), with a significance of p = 0.007,
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trial-corrected7. When averaging neighbouring cycles into that strong signal, the
p-value first increases by a factor of two, then drops sharply for an average of five
cycles. This could perhaps indicate that the QPO is only intermittently present. In
order to test this hypothesis, we constructed the periodogram for the eight cycles,
excluding the cycle starting at t0 + 239 s, where the strongest signal is detected, and
compared this to the simulated light curves as well. In this case, the p-value for
detecting a QPO in this phase bin drops to insignificance, p = 0.13. This is a clear
sign that either the QPO is confined to just one cycle, or else that the signal is buried
underneath the noise for the other cycles.

We note that our p-values are generally higher (denoting lower significance) than
those reported in Strohmayer & Watts (2006). This is largely due to a combination of
the way we have taken into account the number of trials (simulating the entire analysis
on fake data without the QPO ensures that the number of trials is correctly taken into
account) as well as the fact that for the simulated light curves, the distribution of
powers at 625 Hz does not strictly follow the expected theoretical χ2-distribution with
16ncycles degrees of freedom (the number of degrees of freedom corresponds to twice
the number of frequencies averaged times the number of cycles averaged to obtain a
given power). We also note that we fail to reproduce the marginal detection of a QPO
at the same frequency six cycles before the cycle with the strongest incarnation of the
625 Hz QPO.

Given that the data are far more consistent with a signal being present in only one
cycle than in a longer stretch of data, we attempted to constrain the width of the QPO
in the strongest cycle. First, we repeated the analysis described above, but with time
segments of tseg = 3 s duration, starting every 0.01 s apart, effectively providing a
finely resolved sliding window over the cycle where the QPO is strongest. If one then
plots the strength of the signal with time (see Figure 4.6), one can track the strength of
the QPO over the course of the star’s rotational cycle. As more signal is included in
a given segment, the power will rise, until the entire QPO is included. Similarly, as
the sliding window moves out of the time frame where the QPO is located, less and
less signal is included, and the power drops. We show the resulting plot in Figure 4.6.
Similarly to Figure 3 in Strohmayer & Watts (2006), the QPO seems to be present
only for a short period of time.

We introduced an artificial sinusoidal signal into a single cycle in 1000 simulations,
in the same part of the rotational cycle as the real QPO, for a duration of 0.5 s and a
fractional rms amplitude of 0.22. The amplitude of the sinusoidal signal varies with
the underlying giant flare emission, such that the fractional rms amplitude remains

7Note that our extracted powers, and consequently the resulting significances, do not exactly match
those of Strohmayer & Watts (2006). This is largely due to an error in the reported channels in that paper
(6− 190 as opposed to 10− 200, as reported in the paper; T. E. Strohmayer, 2014, private communication),
but the difference is small and has no bearing on the qualitative results of this work.
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Figure 4.6: Cycle of the giant flare, observed with RXTE, with the strongest QPO signal. Each data
point (in black) corresponds to the power at 625 Hz extracted from a 3 s segment starting 1.5 s before
the time stamp of the data point. Each segment is separated by 0.01 s, and thus neighbouring segments
overlap by 2.99 s. Note the sharp rise in power at t ≈ t0 + 241.5 s: as the sliding window shifts into the
part of the part of the light curve where the QPO appears, the power at 625 Hz rises sharply as well. In
order to constrain the duration and amplitude of the signal, we simulated 1000 light curves, where we
first smoothed out all variability above 100 Hz, then added a single sinusoidal signal of 0.5 s duration
and a fractional rms amplitude of 0.22, starting at t0 + 241.5 s, and analysed these light curves in exactly
the same way as the data. The thick red line corresponds to the mean of these 1000 simulations for a
given segment, in analogy to the data (in black). The shaded area constrains the 5% and 95% quantile
ranges derived from the simulations, indicating that the observed powers are well-represented by our
simulations.

constant. In Figure 4.6, we show the mean power for each segment out of 1000
simulations, as well as the 5% and 95% quantiles derived from these simulations,
compared with the powers derived from the real data. The observed powers are easily
reproduced with a short signal of 0.5 s duration. We note that 0.5 s is only a small
fraction of the rotational period of the neutron star itself (7.5477 s, Woods et al. 2007),
thus cannot be easily explained by the region of the neutron star affected by the
oscillations moving in and out of the line of sight.

4.3.2 RHESSI

Watts & Strohmayer 2006 searched segments of tseg = 2.27 s length, i.e. 1/3 of the
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Figure 4.7: RHESSI data: p-values for measuring a power at 626.5 Hz in any of the segments at least as
high or higher than the ensemble of powers derived from all segments from N simulations. We chose
N = 104 for segments of length tseg = (0.5, 1.0, 2.5) s. Because the QPO is much more significant in
the 2 s long segments, we ran a total of N = 106 in this case, at which point we exceeded computational
feasibility. P-values smaller than 10−6 are indicated by arrows as upper limits. We show these p-values
as a function of the number of phase-matched periodograms averaged to construct the power in that
segment, for different segment lengths between 0.5 and 2.5 s. The p-values indicate that the signal is
most strongly detected for segments of 2 s duration, and there is an indication for intermittency in the
p-values for that segment duration.

neutron star’s rotational cycle, over a range of 19 successive cycles, starting ∼80 s
after the onset of the giant flare. They report the detection of a QPO at 626.5 Hz
with a significance of 6.6 × 10−5, corrected for the number of trials, in this averaged
periodogram when comparing to the theoretically expected distribution of powers for
pure Poisson noise.

While previous studies constrained themselves to a single (arbitrary) segment
length, in our re-analysis of the RHESSI data we varied the length of the segments
between tseg = 0.5 s and tseg = 2.5 s in order to be sensitive to shorter signals, which
may be buried in noise when taking the periodogram over too long a segment. This is
not necessary for the RXTE data, since the signal is strong enough and the data is of
high enough quality for the signal to be clearly observable even if it is considerably
shorter than the segment length. For less strong signals and data of lower quality, a
short signal can potentially be buried under the noise when looking at segments that
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4 Intermittency and Lifetime of the 625 Hz QPO in the SGR 1806-20 Hyperflare

are much longer compared to the duration of the QPO.
We subdivided each rotational cycle of the neutron star into Ns = 30 segments,

such that they start every ∆t = 7.5477/30 = 0.2534 s apart, and overlap for δtseg =
0.2534 s. Again, we use a higher number of segments per cycle to account for the
poorer quality of the RHESSI data, and the fact we search shorter segments: for
15 segments per cycle, the shortest segments will not overlap, and a signal split
between two segments may not be detected at all. For each segment we computed
the periodogram, extracted the power at 626.5 Hz, and compared this power to those
at the same frequency from segments of 10000 simulated light curves with the giant
flare pulse profile, but smoothed out such that the QPO is removed. We ran fewer
simulations for the RHESSI data as compared to the RXTE data largely because the
signal itself is less significant, thus requires fewer simulations to constrain the p-value
robustly.

The p-values for a simulated power in any segment to be higher than the power in
any observed segment is shown in Figure 4.7. If the signal is present intermittently,
then the significance should decrease with increasing number of averaged cycles, since
any additional cycle included in the average will only supply noise. On the other hand,
if the signal is long-lived and persists over many cycles, then averaging more cycles
should make the observed signal more significant, and the p-value should decrease
with an increasing number of averaged cycles.

Interestingly, the highest significance for the QPO signal is not for an average of
19 cycles, as reported in Watts & Strohmayer (2006), but rather when averaging very
few cycles: averaging three or four cycles results in a highly significant detection,
whereas adding further cycles first decreases the significance, indicating that noise is
being added. For averages of 10 cycles or more, the p-value drops again. This could
be an indication for intermittency of the QPO signal in the RHESSI data as well.

Because the signal-to-noise ratio is much lower for the RHESSI data than the
RXTE data, we cannot repeat the analysis of Section 4.3.1, where we searched for
the presence of the 625 Hz QPO in a single cycle to a very high phase resolution in
order to determine its properties, on this data set. Instead, we simulate giant flare light
curves from the original data set, with the 626.5 Hz QPO smoothed out, and a signal at
the same frequency injected back with varying parameters. We then compute p-values
for the power at 626.5 Hz in the same way as for the observed giant flare data, and
compare these simulated p-values with those derived from the data. We test whether
the data are consistent with two different hypotheses: (1) the QPO appears at the same
phase in every rotational cycle, and is consistently present over all 19 averaged cycles;
(2) the signal is present in a small subset of cycles.
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Figure 4.8: RHESSI data: observed p-values versus 600 simulations for different segment lengths. The
colour map in the background corresponds encodes the p-value that simulated light curves with a QPO of
2 s duration and a fractional rms amplitude of 0.1 in every rotational cycle is likely to have as a function
of the number of averaged cycles. We plot the p-values derived from the RHESSI data as light blue
triangles, with arrows indicating upper limits from 106 simulations. Simulated p-values below 10−6 are
interpolations.

4.3.3 Is the QPO Present at the Same Phase in all Cycles?

In order to test the first hypothesis, we injected a sinusoidal signal at the same rotational
phase (2.07/(2π), i.e. the same rotational phase of the neutron star at which the QPO
is observed in the shortest segments) for all 19 rotational cycles we searched. The
start phase of the sinusoidal signal was randomised in each cycle, as well as in each
simulated light curve. The resulting time series were randomised using a Poisson
distribution to account for photon counting noise, and subjected to the same analysis
procedure as the giant flare data to extract p-values as a function of the number of
rotational cycles averaged, for four different time segment sizes.

In Figure 4.8 we show representative results for 600 simulations with a QPO in
every cycle of 2 second duration and a fractional rms amplitude of 10%. Qualitatively,
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4 Intermittency and Lifetime of the 625 Hz QPO in the SGR 1806-20 Hyperflare

the simulations show similar p-values to the observed RHESSI data for the shorter
segments, whereas for 2-second segments, the simulations seem to underestimate the
observed signal and fail to reproduce the trends of increasing and decreasing p-values
as observed in the data. We note, however, that there is a considerable scatter in the
p-values, especially when averaging many cycles: this indicates that for a given signal
strength, realisations can differ widely. We have already shown this for the RXTE
data in Figure 4.6, where there is a considerable scatter on the observed powers at
625 Hz even for the strong signal in a single cycle, a problem that will be exacerbated
by the lower data quality of the RHESSI data, as well as the data folding.

4.3.4 Is the Observed QPO with a Signal Present in a few Cycles?

Testing whether the QPO is only present in few cycles is not straightforward with
the kind of forward-fitting technique employed here: a QPO could be present in
any number of the 19 cycles considered here, and no potential QPO duration per
rotational cycle or QPO amplitude can be excluded a priori. This leaves us with an
enormous parameter space to traverse, while at the same time creating a large number
of simulations and performing the same analysis as on the data for each possible
parameter set becomes prohibitively computationally expensive. We thus restrict
ourselves to few informed guesses to the possible distribution of QPOs, and with
qualitative arguments for the simulations we considered.

As in the preceding section, we removed any variability above 100 Hz from the
RHESSI giant flare light curve via smoothing, and added a sinusoidal signal at the
original QPO frequency into a number of cycles. We injected a strong, short signal
(duration 1.0 s, fractional rms amplitude 0.4) into the cycle where the highest power at
626.5 Hz is observed in the RHESSI data, and a somewhat weaker sinusoidal signal
(same duration, fractional rms amplitude 0.3) in the preceding cycle. Additionally, we
introduced a longer, but weaker signal of 2 s duration and a fractional rms amplitude of
0.2 into cycles 14 − 18, to mimic the downward trend of the p-values when averaging
many cycles. We then simulated 600 realisations from this model using a Poisson
distribution to account for photon counting statistics in the detector. This model
qualitatively reproduces the trends observed in the p-values for all four segment
lengths tested (see Figure 4.9), but overestimates the significance of detection for the
longest segments searched. Compared with a model that includes a QPO in all 19
cycles, an intermittent QPO present in only a few cycles seems to be equally reasonable
or favourable. The poor data quality leads to a large spread in p-values; it is thus
difficult to draw strong conclusions from the data. However, given the p-values shown
in Figure 4.7 and the outcome of the illustrative, but limited simulations performed
here, there is no reason to prefer a long-lived signal over a short-lived, intermittent
one.
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Figure 4.9: RHESSI data: observed p-values versus 600 simulations for different segment lengths. The
colour map in the background corresponds encodes the p-value of simulated light curves with a QPO of
1 s duration and a fractional rms amplitude of 0.4 in the strongest cycle, as well as weaker sinusoidal
signals in the preceding cycle as well as the second-to-last four cycles. We plot the p-values derived
from the RHESSI data as light blue triangles, with arrows indicating upper limits from 106 simulations.
Simulated p-values below 10−6 are interpolations.

4.4 Discussion

The strongest conclusions we can draw come from a re-analysis of the RXTE data;
the RHESSI data is of lower quality, and thus ambiguous. While the evidence for
a short lifetime of the QPO in the RXTE data is fairly strong, the results from the
RHESSI analysis could be interpreted either as a long-lived QPO or an intermittent
one, and data quality is insufficient to reject either model. We have shown that
the 625Hz QPO is not present continuously throughout the nine cycles starting at
∼239 s after the trigger at the low energies recorded with RXTE, as was inferred
previously, and is instead concentrated within ∼2 rotational cycles, during which it
was excited and then decayed over the timescale of ∼ 0.5sec. While the origin of
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4 Intermittency and Lifetime of the 625 Hz QPO in the SGR 1806-20 Hyperflare

QPO excitation and re-excitation during the giant flare’s tail is unknown, the decay is
expected on theoretical grounds. As was already discussed in the introduction, if the
QPO reflects the oscillation of the n = 1 crustal mode, it is expected to decay rapidly
due to the crustal mode’s strong coupling to the Alfvén modes in the magnetar’s
core. The calculations of e.g. van Hoven & Levin (2012), find the timescale for this
decay is ∼0.03s (see, e.g. their Figure 11 where the transient nature of the decay
is taken into account), which is more than an order of magnitude shorter than what
is observed in our analysis. It remains to be seen how the difference between the
theory and observations can be better reconciled. One of the possibilities is that so
far all theoretical moments assumed that the magnetic field threads all of the core,
and therefore the core provides a large reservoir for effectively absorbing the energy
of the crustal motion. However, it may be that the magnetic field is concentrated
in the outer parts of the neutron star, in which case the coupling is reduced. This
may occur because the dynamo process that makes the field is most effective in the
outer layers, as suggested by Bonanno et al. (2006). Alternatively, if magnetars are
born spinning rapidly, their subsequent spin-down drives the outward motion of the
superfluid vortices in the core; this motion may effectively push the magnetic fields
out of the core, due to strong interaction between the vortices and superconducting
flux tubes (Ruderman et al. 1998; Glampedakis & Andersson 2011).

This re-analysis not only provides a fresh look into magnetar QPOs, but also
demonstrates the power of model-oriented analyses in that context. The initial analyses
carried out by Israel et al. (2005); Strohmayer & Watts (2006); Watts & Strohmayer
(2006) were largely exploratory: QPO searches were carried out over large ranges of
frequencies, time segments and numbers of cycles considered. As shown in this work,
the potential parameter space for such searches is vast, and the sensitivity of a search
is immediately and strongly limited by the number of alternatives considered. Any
conclusions drawn from a search over a subset of these alternatives will be necessarily
biased by the parameter choices made, and can thus potentially mislead a theoretical
interpretation.

New approaches to the data, informed by hypotheses and questions posed by
specific theoretical models, can overcome this problem. By testing specific model
predictions, the data analysis can be made much more precise, and more informative
with respect to the model predictions, even when the data quality is relatively poor.
This is especially important in light of potential future giant flares observed with
high-sensitivity instruments such as Fermi/GBM, which operates at similar energy
ranges as RHESSI, but would provide data of unprecedented quality.

The authors thank Lucy Heil for useful discussions and the referee for helpful
suggestions. DH and ALW acknowledge support from a Netherlands Organization
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CHAPTER 5

QUASI-PERIODIC OSCILLATIONS IN SHORT
RECURRING BURSTS OF THE MAGNETARS SGR 1806-20

AND SGR 1900+14 OBSERVED WITH RXTE
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Science, my lad, is made up of
mistakes, but they are mistakes

which it is useful to make,
because they lead little by little

to the truth.

- Jules Verne -
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5 Timing analysis of bursts from magnetars SGR 1806-20 and SGR 1900+14

Abstract

Quasi-periodic oscillations (QPOs) observed in the giant flares of magnetars are of
particular interest due to their potential to open up a window into the neutron star
interior via neutron star asteroseismology. However, only three giant flares have been
observed. We therefore make use the much larger data set of shorter, less energetic
recurrent bursts. Here, we report on a search for QPOs in a large data set of bursts from
the two most burst-active magnetars, SGR 1806-20 and SGR 1900+14 observed with
RXTE. We find a single detection in an averaged periodogram comprising 30 bursts
from SGR 1806-20, with a frequency of 57 Hz and a width of 5 Hz, remarkably similar
to a giant flare QPO observed from SGR 1900+14. This QPO fits naturally within
the framework of global magneto-elastic torsional oscillations employed to explain
the giant flare QPOs. Additonally, we uncover a limit on the applicability of Fourier
analysis for light curves with low background count rates and strong variability on
short time scales. In this regime, standard Fourier methodology and more sophisticated
Fourier analyses fail in equal parts by yielding an unacceptably large number of false
positive detections. This problem is not straightforward to solve in the Fourier domain.
Instead, we show how simulations of light curves can offer a viable solution for QPO
searches in these light curves.
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5.1 Introduction

Neutron stars provide one of the best astrophysical laboratories to study nuclear
physics under extreme conditions not accessible to standard laboratory experiments:
dense, cold, highly asymmetric (neutron-rich) matter up to several times the nuclear
saturation density ρ = 2.8 × 1014 g cm−3. Among the zoo of observable neutron
star phenomena, two classes stand out for their peculiar observational properties:
Soft Gamma Repeaters (SGRs) and Anomalous X-ray Pulsars (AXPs) (both classes
are magnetars; for a general overview, see Woods & Thompson 2006; Mereghetti
2011). They are generally characterised by long spin periods of 2 − 12 s, a large
spin-down derivative and an inferred dipole magnetic field above the quantum-critical
limit, BQED = 4.4 × 1013 G (although in recent years, 3 sources — out of a total of 26
sources comprising 21 confirmed magnetars, and 5 candidates8 — have been found
where the lower limit on the dipole field inferred from spin-down is below BQED, van
der Horst et al. (2010); Esposito et al. (2010); Rea et al. (2010, 2012); Scholz et al.
(2012); Rea et al. (2014)).

Magnetars are of particular interest for their extensive bursting behaviour across
∼5 orders of magnitude in duration and nearly ∼9 orders of magnitude in total isotropic
energy. This is especially true for the brightest of their bursting phenomena: the giant
flares. These vast, but short (with durations of the order of >500s) outbursts of hard
X-ray emission, with luminosities up to 1047 erg s−1, are rare events, believed to occur
due to a catastrophic re-structuring of the magnetic field (Thompson & Duncan 1995;
Lyutikov 2003). The resulting release of energy creates an optically thick pair plasma
that slowly radiates the energy away. In analogy to earthquakes, a significant fraction
of this energy may also be converted into global oscillations of the star (Duncan
1998). These oscillations are of interest to both astrophysicists and nuclear physicists,
because if observed, they would provide a unique view into the neutron star interior,
both crust and core.

The detection of quasi-periodic oscillations (QPOs) in the tails of two giant flares
sparked a very active debate about their origin (Israel et al. 2005; Strohmayer & Watts
2005, 2006; Watts & Strohmayer 2006). However, the problem requires complex
models (for a general discussion, see Watts 2012): for a full solution, they require
inclusion of magnetic fields, both dipole and toroidal components, and a full general
relativistic treatment. Additionally, knowledge of the equations of state of both crust
and core, but especially the anisotropies in the lower crust, is imperative, as well
as inclusion of superfluid and superconducting components. Because we have little
understanding of any of these components, models have many degrees of freedom
and are highly degenerate. At the same time, giant flares are sufficiently rare that only

8details at http://www.physics.mcgill.ca/~pulsar/magnetar/main.html
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two out of three observed giant flares have sufficient data to even attempt searches for
QPOs, such that the resulting frequencies do not strongly constrain parameter space
(for more in-depth discussion of the various models refer to Samuelsson & Andersson
2007; Andersson et al. 2009; Sotani et al. 2007, 2008; van Hoven & Levin 2008, 2011,
2012; Colaiuda & Kokkotas 2011, 2012; Gabler et al. 2011, 2012, 2013; Passamonti
& Lander 2013, 2014a; Lander et al. 2010; Lander & Jones 2011; Glampedakis et al.
2006; Glampedakis & Jones 2014).

It seems logical, then, to turn to the giant flares’ much smaller cousins: magnetars
are known to emit short bursts with much less energy, up to ∼1041 erg. Unlike the
giant flares, they are much more numerous. For the two best-studied magnetars,
SGR 1806-20 and SGR 1900+14, the data set spans thousands of such bursts (e.g.
Göǧüş et al. 1999; Göǧüş et al. 2000; Prieskorn & Kaaret 2012). It is unclear whether
these bursts are smaller manifestations of the underlying physical mechanism that
produces the giant flares, or a separate phenomenon. If the former is the case, then
in principle they might excite star quakes and seismic waves at similar frequencies
to those in the giant flares. In this case, they might provide a new avenue to explore
magnetar seismology and constrain theoretical models. Motivated by this hypothesis,
Huppenkothen et al. (2014), using a method developed in Huppenkothen et al. (2013),
studied a sample of 286 bursts from SGR J1550-5418 observed with the Gamma-ray
Burst Monitor (GBM) onboard the Fermi Gamma-ray Space Telescope, and found
QPOs at 93 Hz, close to the strongest QPO in the giant flare observed from SGR
1806-20, as well as a QPO at 127 Hz in averaged periodograms over many bursts. A
potential QPO was also found in a single burst, at a much higher frequency of 260 Hz.
The latter was a much broader feature, unlike anything ever seen before in a giant
flare. An earlier search of 152 individual bursts observed with the Burst and Transient
Source Experiment (BATSE) from several magnetars, using the Rayleigh statistic
instead of standard periodograms, found only a very marginal detection (p = 0.01)
in one single burst Kruger et al. (2002). However, this search was restricted to high
frequencies due to the effect of the overall burst structure at low frequencies.

Here, we report a search of a similar kind in two bursting episodes of the most
burst-active magnetars, SGR 1900+14 and SGR 1806-20. Both have shown giant
flares, SGR 1900+14 in 1998 (Cline et al. 1998; Hurley et al. 1999; Feroci et al. 1999)
and SGR 1806-20 in 2004 (Palmer et al. 2005; Hurley et al. 2004, 2005; Mazets et al.
2005; Borkowski et al. 2004; Mereghetti et al. 2005b; Cameron et al. 2005). The
latter was particularly remarkable as the brightest γ-ray event ever recorded on Earth,
with measurable effects on the terrestrial magnetic field and ionosphere (Mandea &
Balasis 2006; Inan et al. 2007). Both giant flares have a shown QPOs at frequencies
between 18 Hz and 1840 Hz at energies between 2 keV and 200 keV (Strohmayer &
Watts 2005; Israel et al. 2005; Strohmayer & Watts 2006; Watts & Strohmayer 2006),
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and have a rich data set of short bursts. Here, we focus on two burst episodes observed
with the Rossi X-ray Timing Explorer (RXTE) in 1996 (SGR 1806-20) (Göǧüş et al.
2000) and 1998 (SGR 1900+14) (Göǧüş et al. 1999) 9.

in Section 5.2, we briefly describe the data and data processing procedures. In
Section 5.3, we review the statistical methodology of searching for QPOs in Fourier-
transformed light curves used in the rest of this paper, and report on the results of
its application, both for individual bursts as well as averaged periodograms from
larger burst samples. Subsequently, we show one limit where the applied method
unexpectedly fails, and characterise that failure via extensive simulations, in Section
5.4, before describing an alternative way to identify and characterise the significance
of potential detection in Section 5.5. We conclude with a discussion of the theoretical
implication of our results in Section 5.6.

5.2 Data

We employed burst data collected from the two strongest-field magnetars, SGR 1806-
20 and SGR 1900+14, with the Proportional Counter Array (PCA) onboard RXTE.
SGR 1806-20 was observed during an active period in 1996 (observation IDs 20165
and 10223), SGR 1900+14 during an active period in 1998 (observation ID 30410).
These active periods, a subset of the thousands of bursts observed from both magnetars,
were chosen both for the large number of bursts within a relatively short time interval
(such that we can easily average consecutive bursts and search for long-lived as well as
re-excited QPOs), as well as for the quality of the observations, with all five detector
units (PCUs) in operation for most of the bursts, which allows us to detect even weak
bursts.

We include 558 bursts from SGR 1806-20 and 229 bursts from SGR 1900+14, all
investigated in Göǧüş et al. (2001). These bursts were bright enough to allow their
T90 durations (i.e. the time around the peak count rate in which 90% of all photons
arrive at the detector) to be measured (Göǧüş et al. 2001). We accumulated burst data
starting from the T90 start times and lasting for the course of their T90 durations. PCA
data of these two magnetars were collected in GoodXenon and Event modes. Events
were extracted from channels covering the 2 − 60 keV energy range at the intrinsic
bin size provided by the observation mode, which is 1 µs for Good Xenon mode and
125 µs for the Event modes.

Because our analysis makes extensive use of Fourier methods (see Section 5.3
below for details), instrumental effects that change the distribution of arriving photons

9Note that El-Mezeini & Ibrahim (2010) searched a subset of the SGR 1806-20 data set consid-
ered here for QPOs. However, flaws in the data analysis procedure as described in the Appendix of
Huppenkothen et al. (2013) render the QPOs discovered in this analysis invalid.
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need to be taken into account in the data analysis. Following Zhang et al. (1995b)
and Jahoda et al. (2006), we correct the Fourier-transformed burst periodograms
for dead time effects. Dead time occurs when the X-ray detector is momentarily
unresponsive after a photon impinges on it. In RXTE, there are two main types of
dead time: (1) dead time after arrival of a photon, where the channel in which the
photon arrived is paralysed for 10 µs, and (2) dead time after a very large event (VLE),
a photon with an energy much higher than the dynamic range of the detector, which
saturates the amplifier. The latter paralyses the detector for 170 µs. While both effects
operate on very short timescales, much shorter than the timescales of interest here,
the resulting loss of photons modifies the distribution of photon arrivals away from a
Poisson distribution, and consequently also modifies the distribution of powers in the
periodogram. Note that dead time depends very strongly on count rate: the brighter
a source, the stronger the effect on the periodogram. Thus, dead time corrections
are especially important for the brightest bursts, however, since the effects become
appreciable even at moderate count rates of ∼2000 counts s−1, virtually all bursts need
to be corrected. We use equations (10) and (13) of Jahoda et al. (2006) to correct
for dead time. The corrections are defined per PCU, whereas we use light curves
combined from all active units in our analysis. Thus, the given normalisation constants
are incorrect; we fit for these constants using a Maximum Likelihood approach, and
correct for the resulting deviation in both noise level and periodogram shape.

5.3 Periodogram Searches

Magnetar bursts require special care when performing Fourier analysis on their light
curves: because they have, by their very nature as bursts, a start and an end, they are
non-stationary processes. Note that stationarity does not imply a constant light curve:
it merely implies that the joint probability distribution of points in the light curve over
any given time interval must be the same as over any other interval of the same length
(as opposed to, for example, a light curve with an overall trend). Non-stationarity
leads to deviations in the statistical distributions and the shape of the power spectrum
(defined as the square of the Fourier amplitudes, for an introduction see van der Klis
1989), such that standard methods are not easily applicable. Here, we use the Bayesian
periodogram methods described in Huppenkothen et al. (2013) to deal with the effects
of non-stationarity at low frequencies. In short, we compute the periodogram of a
light curve with a high time resolution, here dt = 0.5/2048 = 2.44 × 10−4 s, which
allows us to search up to a Nyquist frequency of νNyquist = 2048 Hz. For light curves
that obey stationarity over the time scales of interest, standard Fourier methodology
applies, and the statistical distributions of the resulting power spectra are well known.
The bursty nature of our light curves introduces high variance at long time scales,
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correspondingly the periodogram shows high power at low frequencies. We model
this power with an empirical function; experience has shown that simple or broken
power laws can model a large range of burst phenomena (Huppenkothen et al. 2013).

Consequently, we perform two tasks: (1) a model selection task, to ascertain
whether the periodogram may be represented by a simple power law, or requires
a more complex model; (2) a QPO search task, where we compare the maximum
powers of a large number of simulations to the maximum power after dividing out
the best-fit broadband model in the observed periodogram. For the model selection
task, we fit the periodogram with both a simple and a broken power law and compute
the likelihood ratio. We then sample from the posterior distribution of the simpler
model via Markov Chain Monte Carlo (MCMC; using the freely available Python
code emcee, Foreman-Mackey et al. 2013), and simulate periodograms from draws of
that posterior distribution. These periodograms are again fit with both models, such
that we can build a distribution of likelihood ratios for realisations of the simpler
model. This allows us to compute a posterior p-value, such that we can accept or
reject the simple model.

In the second step, we draw from the posterior distribution of the model chosen in
the model selection step, again via MCMC, and create a large number of simulated
periodograms from these draws. We fit each periodogram with the preferred model,
and find the highest data/model outlier. We can then compare the distribution of
data/model outliers as derived from the simulations of broadband noise only with the
highest data/model outlier in the observed periodogram. If the observed value is very
unlikely given the p-value derived from these simulations, one may say with relative
confidence that we have detected a QPO at the frequency of the highest data/model
outlier in the data. Note that while this approach automatically corrects for the fact
that we have searched over a broad range of frequencies, we still need to correct for
the fact that we also have searched over a large number of bursts: the more frequencies
or bursts one searches, the more likely it becomes to see an outlier purely by chance.

The analysis presented above makes a strong assumption about the data: our
choice of a χ2-distributed likelihood around the model power spectrum implies that
the periodogram is the result of a pure, stationary noise process. This is not strictly
true, but as shown in Huppenkothen et al. (2013), it is a conservative assumption
that holds for all but the lowest frequencies in the periodogram. At high enough
frequencies, where the shape of the periodogram is effectively hidden by noise, the
method becomes equivalent to the standard tests against a χ2 distribution with two
degrees of freedom for an unbinned periodogram, as described for example in van der
Klis (1989). For details on the analysis procedure, including extensive simulations
on simulated bursts, as well as the limitations of the method, see Huppenkothen et al.
(2013) and Vaughan (2010).
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5.3.1 Individual Burst Search

We search a total of 558 bursts from SGR 1900+14, and 229 bursts observed with
SGR 1806-20, excluding all bursts that saturated the detector or showed drop-outs in
the light curve. Each periodogram was corrected for dead time as explained in Section
5.2. For each burst, we first constructed a distribution of the likelihood ratio for a
power law versus a broken power law model from 1000 simulated periodograms using
the simpler model, and chose the broken power law to model the burst periodogram if
the power law model was rejected at the p < 0.05 level. This is fairly conservative
by design: we prefer to overfit a simple burst rather than underfit a periodogram with
complex structure, which may then be mis-attributed to a QPO feature. We could have
simply chosen the broken power law only and avoided this step; however, in order to
be consistent with previous analyses (Huppenkothen et al. 2013, 2014) as well as to
preserve the capability to characterise the broadband variability properties, we kept
this step as part of the analysis. Subsequently, the selected broadband noise model
was used to simulate 1000 periodograms and build the distribution of data/model
outliers, which we used to test for significant QPOs across the 50− 2000 Hz frequency
range. Frequencies below 50 Hz are discarded, because on these timescales the
overall structure of the burst likely dominates the periodogram, and the broadband
noise model no longer provides an adequate representation of the data. Any burst
with a probability of p < 5 × 10−3 (see below for a justification of this particular
limit) in at least two different frequency bins for observing the recorded maximum
power under the assumption of pure noise is said to contain a candidate detection.
For candidate QPOs with frequencies > 250 Hz, above which the distribution of
powers should converge to the classically expected χ2 distribution with two degrees
of freedom, we compute the classical p-value (Groth 1975), and thus avoid having
to run large numbers of simulations, which would quickly become prohibitively
computationally expensive. We search both the unbinned periodogram, as well as
binned periodograms at 14 different frequency resolutions. The frequency resolutions
we choose are integer multiples of the native periodogram frequency, and thus the
actual frequency resolution changes with each periodogram as they are of different
lengths. We space bin frequencies logarithmically (between 3 and 300 times the
original frequency resolution), such that we achieve a reasonable coverage of the
entire frequency range. This ensures that we are sensitive not only to QPO signals
with widths smaller or approximately equal the unbinned frequency resolution, but
also broader signals without having to perform a model selection for the presence
of a QPO component in the model. For each of the binned periodograms, we can
then extract the maximum data/model outlier in the same way as for the unbinned
periodogram. We bin the simulated periodograms in the same way as the data, such
that we can construct posterior distributions for the maximum data/model outlier at

136



5.3 Periodogram Searches

each bin frequency and search for QPOs at each frequency resolution.
We refine the sample of candidate detections using this classical p-value for

high-frequency candidates. Our initial p-value threshold of p < 5 × 10−3 is not very
constraining, given that we search nearly 800 bursts and across 14 different frequency
resolutions. While the number of frequencies within a periodogram is automatically
taken into account by the design of the method, the number of individual bursts and
frequency resolutions searched is not. Thus, the p-value needs to be corrected in order
to reflect the correct probability of observing a given event by chance. We adjust the
threshold on the classical p-value for all candidates with frequencies > 250 Hz such
that only detections corresponding to a 4σ threshold (p < 5.7 × 10−9 for a single trial,
or p < 6.33 × 10−5 taking into account all bursts and frequency resolutions) remain as
candidates. Note that this latter procedure only concerns detections with frequencies
above > 250 Hz, not detections with frequencies below.

We find 15 candidate QPO detections in SGR 1900+14, and 15 candidates in
SGR 1806+20 that meet our criteria for a QPO detection, with frequencies between
160 Hz and 1900 Hz. While our algorithm flagged these features as significant and
QPO-like, there is a clear flaw in the analysis method: an examination of the burst
periodograms reveals that the powers are not χ2 distributed even at high frequencies, a
result confirmed by small probabilities when comparing the distributions of powers
above 250 Hz with the theoretically expected distribution through a Kolmogorov-
Smirnov test (see Figure 5.1 for an example for how the powers deviate from the

Figure 5.1: Light curve (left) and binned periodogram (right) of a single burst observed from SGR
1900+14. The burst has very few photons (Nphotons = 162), and is representative of the sample. The
periodogram shows a strong, frequency-dependent modulation across the entire frequency range, with
the strongest signal at 1560 Hz with a very high significance (p = 3.19 × 10−18, single trial). Because
the periodogram deviates strongly from the distributions we test against, standard tests as well as the
method from Huppenkothen et al. (2013) potentially overestimate the significance. This will be explored
in detail in Section 5.4.
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expected mean up to high frequencies). This implies that the comparison we are
making between the data and the assumed probability model is not fair, or, in other
words, standard tests as well as the method from Huppenkothen et al. (2013) will
potentially overestimate the significance.

It is not immediately clear what causes these irregularities in the periodogram at
high frequencies: on the one hand, this is the frequency range where the spectrum
should be dominated entirely by Poisson statistics, as was indeed the case for the
bursts from SGR J1550-5418 observed with Fermi /GBM. On the other hand, these
frequencies are still too low for dead time effects, described in more detail in Section
5.2, to have an appreciable effect on the shape of the periodogram. It thus seems that
there must be an intrinsic property of the bursts that leads to the observed deviations
from the expected shape. This possibility will be further explored in Section 5.4; an
alternative QPO search on the bursts in question will be described in more detail in
Section 5.5.

5.3.2 Averaged Periodograms

We construct averaged periodograms from bursts that are close together in time, in
order to test the hypothesis that a QPO could be persist for hundreds of seconds, or else
be re-excited in consecutive bursts at a comparable frequency. Additionally, averaging
periodograms from different bursts can drastically increase the signal-to-noise ratio, if
a signal persists across bursts. We compute waiting times between burst start times, i.e.
the time interval between consecutive bursts. For bursts separated by a gap in the data
(this can be either the time between consecutive observation, or a detector drop-out),
this time interval is very long. All bursts with a waiting time of less than 500 seconds
between consecutive bursts are then grouped together in clusters. This number is
chosen such that we do not create stretches that cross observations, while also creating
clusters of bursts large enough to allow for averaging. Within each cluster, we pick
the burst with the largest burst T90 duration, and construct light curves for all bursts in
the cluster with that duration. This allows us to create periodograms with the same
number of frequencies, which are easier to average. For the following analysis, we
choose all clusters with at least 30 bursts for SGR 1900+14, and all clusters with
at least 20 bursts for SGR 1806-20, to account for the intrinsically lower number
of bursts in the latter sample, while preserving a high signal-to-noise ratio for both.
All periodograms are Leahy-normalised before averaging. This implies that at low
frequencies, where the burst variability introduces large Fourier amplitudes, there will
be a deviation from the expected statistical distributions at each frequency if the bursts
differ substantially in flux.

For SGR 1900+14, we create 15 clusters in this way, containing between 6 and
69 bursts each. These clusters have durations (from the first burst in the cluster to the
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last) between 775 and 3257 seconds, longer than the instrument-imposed maximum
duration of a cluster of 330 s for our previous analysis of Fermi /GBM data of SGR
J1550-5418 (Huppenkothen et al. 2014). Eight of these clusters have more than 30
bursts, which we subsequently combine to produce 8 periodograms, with the smallest
sample averaged over 38 bursts, the largest averaged over 75 bursts. For SGR 1806-
20, we create 19 clusters with between 1 and 44 bursts and a total duration in each
cluster 17 and 3242 seconds. We extract five clusters with between 20 and 44 bursts
each. Note that the lower number of bursts averaged for SGR 1806-20 than SGR
1900+14 leads to a lower sensitivity for QPO detections in the former data set, as the
inclusion of more bursts results in a higher signal-to-noise ratio in the final averaged
periodogram.

Our Bayesian QPO search algorithm finds candidate detections in 6 averaged
periodograms from SGR 1900+14, and 4 in averaged periodograms from SGR 1806-
20, at frequencies between 50 Hz, the lower boundary of our search, and 1900 Hz.
Two effects may strongly affect the probability of detecting a QPO in averaged
periodograms.

Firstly, because of the deviations from the expected χ2-distribution described
in Section 5.3.1 as well as effects of the differences in burst flux on the statistical
distributions of powers in the averaged periodogram, we need to test whether the
averaged periodograms could be dominated by power from a single burst, which
would lead us to draw wrong conclusions about the averaged periodogram. For
low-frequency candidate signals below 100 Hz, we screen the periodograms of all
individual bursts used to produce the averaged periodograms, and exclude those that
are clearly dominated by the overall burst process below 100 Hz (see Figure 5.2 for
an example). For high-frequency detections, we search the results of the single-burst
QPO analysis for detections at the relevant frequencies in the bursts that make up the
averaged periodograms, and exclude those where detections were found.

Secondly, even after exclusion of single bursts with strong features that might affect
the results of the averaged periodograms, it is possible that the averaged periodograms
are affected overall by the non-χ2-distributed features described in Section 5.3.1.
While some effects may cancel out when averaging many individual bursts together,
we cannot assume so a priori.

In order to test the robustness of the remaining signals, we create averaged peri-
odograms from random samples of bursts from each magnetar. For each averaged
periodogram, we create 1000 random samples of bursts from either SGR 1900+14
or SGR 1806-20, with the same number of bursts averaged as for the averaged peri-
odogram in question. The simulations created this way are not entirely statistically
independent: for 1000 simulations, and between 20 and 80 bursts per averaged peri-
odogram, individual bursts will be part of several simulations. Using these simulated
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Figure 5.2: Periodogram of an example burst from SGR 1900+14. The powers below 100 Hz clearly
do not follow a χ2-distribution with 2 degrees of freedom around the underlying power spectrum, as is
the assumption for our analysis method, nor are neighbouring frequencies independent. The shape of
the periodogram at low frequencies is the hallmark signature of a strong burst envelope — the overall
shape of the burst — dominating the periodogram. We exclude bursts such as these from the averaged
periodograms searched in Section 5.3.2, since aberrant PSD shapes like the strong feature at ∼60 Hz are
not captured by our model, and can potentially dominate the averaged periodogram even when many
bursts are included in the average.

periodograms, we can only test the hypothesis that a QPO could be long-lived, or
re-excited in bursts that are temporally close, but we cannot test against the null
hypothesis that there is no QPO: it is possible that a potential QPO signal could be
randomly excited at the same frequency in many bursts, irrespective of whether they
occur close together in time or not. In this case, a signal would appear insignificant
with respect to the simulations, whereas it is simply present in many bursts.

At the same time, these simulations also allow us to test whether there could be
problems with the underlying power spectrum of averaging many bursts. For our
key assumption, a χ2-distributed random variable, to hold, the maximum powers
in each averaged periodogram derived from random samples of bursts should be
uniformly distributed across the entire frequency regime. If this is not true, if in
fact many averaged periodograms cluster at specific frequencies, this could indicate
problems with the underlying assumption, and thus be evidence against a QPO at a
given frequency.
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Figure 5.3: Averaged periodogram with candidate detection (left, black arrow) listed in Table 5.1 and
without detection (right). We show the periodogram averaged to 4 Hz (black) together with the maximum-
a-posteriori estimate of the broken power law model (red). The number of averaged periodograms
(m = 30 and m = 23) is roughly comparable.

Obs ID Nbursts t0 min max ν0 ∆ν posterior simulated

[MET] T90 [s] T90 [s] [Hz] [Hz] p-value p-value

10223-01-03-010 30 90907122.0 0.064 4.84 57 4.4 < 10−4 10−3

Table 5.1: This table summarises the properties of the single credible QPO detection emerging from the
averaged periodogram of SGR 1806-20

After testing both those periodograms with the most prominent burst profiles
taken out, as well as testing against distributions of randomly sampled bursts, we find
only one significant signal remains: in an average of 30 bursts observed from SGR
1806-20, we find a significant detection (posterior p-value p < 10−4, from random
samples of bursts p = 10−3, corrected for the number of frequencies searched) at
57 Hz, with an estimated width of 4.4 Hz (see also Figure 5.3). This QPO is at a
frequency where many averaged periodograms from individually averaged bursts
show their maximum power as well. While this signal is not an outlier with respect
to the frequency distribution, it is an outlier in terms of its power, and is thus more
likely to be due to an actual QPO. There is no remaining significant QPO in any of the
averaged periodograms from SGR 1900+14.

We note that all other potential QPOs initially flagged as significant by our
Bayesian algorithm are not significant when comparing to randomly sampled bursts.
We also note that the distribution of frequencies of maximum powers extracted from
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Figure 5.4: Distribution of frequencies of maximum powers for 1000 averaged periodograms from
randomly sampled sets of 30 bursts each for SGR 1806-20. The averaged periodograms were fit with a
broken power law, and the maximum power as well as the frequency of that power extracted from the
data/model residuals. It is clear that the distribution of frequencies is not uniform: there are high peaks at
frequencies where excess power preferentially occurs. Here, we show an example where the frequency
was averaged to ∼2 Hz, however, the observed distributions are stable across a large range in frequency
resolutions.

average periodograms of randomly sampled bursts is highly non-uniform (see Fig-
ure 5.4 for an example): there are well-defined peaks in the frequency distribution.
For SGR 1806-20, the three highest peaks are at 50 − 90 Hz, 980 − 1020 Hz and
1550 − 1590 Hz; for SGR 1900+14, the peaks are at 80 − 120 Hz, 1140 − 1180 Hz,
and 1400 − 1440 Hz. It is unclear what underlying process creates these non-uniform
distributions. There could, of course, be QPOs at these frequencies that are continu-
ously excited and re-excited. However, low-frequency features in particular are very
sensitive to the broadband noise model: at these frequencies, the power spectrum
of the burst itself often supplies significant amounts of power, distorting both the
shape and the statistical distributions of the resulting periodogram. Similarly, we have
shown in Section 5.3.1 that the statistical distributions of powers are not statistically
distributed following the expected χ2 distribution in the individual burst periodograms,
even at high frequencies, and that neighbouring frequencies are often correlated. It is
thus possible that the averaged periodograms show an accumulated version of these
irregularities: the frequency distribution would then be reminiscent of relevant time
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scales in the burst, which need not necessarily be related to periodic or quasi-periodic
processes. With current methods, it is impossible to distinguish between those two
alternatives.

In conclusion, we find only one credible candidate QPO in SGR 1806-20 that is
an outlier both with respect to the theoretically expected distributions for an averaged
periodogram and with respect to randomly sampled bursts (see Table 5.1 and Figure
5.3 for details).

5.4 Burst Periodograms in the Low-Noise Limit

The observed deviations of the high-frequency powers in individual bursts from the
expected statistical distributions pose an important problem for and a strong limitation
on QPO searches in magnetar bursts with RXTE. In order to perform QPO searches
with any degree of confidence, we need to understand the underlying cause of the
observed distributions, and find a way to mitigate its effects on the periodogram. In
the following, we explore the causes for the observed deviations using simulations
of magnetar bursts and characterise the changes in the periodogram based on these
simulations.

While observations of magnetar bursts with RXTE suffer from less noise than
those made with Fermi /GBM, the integrated number of photon counts over a burst
is a factor of ten lower than for GBM. This means we are searching for QPOs in
the limit of low photon counts, which can have an appreciable effect on the overall
statistics, and lead to a deviation from the expected statistical distributions even at
high frequencies. We thus explore the regime where this deviation becomes important
via simulations of light curves with low photon counts, of both simple flat Poisson
noise and bursts. The overall simulation strategy is as follows:

(1) For a given total number of photons, we compute the expected number of
counts per time bin. (2) We simulate nsim = 10000 light curves from the computed
count rate either by picking from a Poisson distribution with a mean equal to the count
rate for each time bin, or by normalising a burst shape such that the integrated number
of photons will be distributed around the expected number of counts. For low count
rates, this will result in a large number of bins with no photons. The integrated number
of photons in each light curve will not be Ntot exactly, but fall on a distribution around
that value. (3) For each simulated light curve, we create the periodogram and pick
the maximum of the resulting powers above 1000 Hz. The high cut-off frequency
ensures that we do not accidentally include any of the low-frequency, power-law-like
variability in our estimates. We then bin the periodogram at different bin factors
representative of those chosen for the SGR burst light curves (b = [1, 5, 10, 20, 50]).
Again, from each periodogram, we pick the highest power above 1000 Hz. (4) In
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order to compare the distribution of maximum powers with theoretical predictions,
we simulate the same number of powers as in the unbinned and binned periodograms
created in (3) from a χ2-distribution with 2 degrees of freedom, P ∼ χ2

2, as expected
for periodograms of pure white noise (flat, Poisson-distributed light curve). For the
binned periodograms, the powers are still distributed as a χ2-distribution, now with 2b
degrees of freedom, and scaled by b: P ∼ χ2

2b/b. (5) Finally, we compare the resulting
distributions of maximum powers from the theoretically expected distributions and
the distributions of maximum powers from the periodograms derived from simulated
light curves by computing the 99% upper quantile of the distribution, and comparing
this to the 99% upper quantile expected for a χ2 distribution. Ideally, the difference
between those two quantiles should be zero. For positive differences, the distribution
of maximum powers is shifted towards higher power for the simulations, resulting in
likely spurious detections. For negative values, the distribution of maximum powers
from the simulations of light curves is shifted towards lower powers compared to a χ2

distribution, potentially resulting in missed QPO detections.

5.4.1 Flat Light Curves

As a first step, we simulate simple, stationary (flat) light curves with similar char-
acteristics as the observed bursts: short duration (T90 < 1 s), high time resolution
(dt = 0.5/2048 s = 2.44 × 10−4 s) and low numbers of photons (between 100 and
10000 photons per burst). We produce a large number of simulated light curves for
different values of the total number of photons per light curve, in order to test how
a low photon count rate affects the periodogram. We space the total photon count
Ntot logarithmically, and simulate for Ntot = [100, 200, 500, 1000, 2000, 5000, 10000],
keeping all other parameters (e.g. burst duration and time resolution) the same.

For flat light curves, the resulting distributions are close to a χ2 distribution
with two degrees of freedom, and remain this way even for low photon counts. The
difference in 99% quantiles between the simulated powers and the expected distribution
range from −0.7 to +0.25, with the difference asymptotically approaching 0 when
averaging neighbouring frequency bins. This indicates that a few photons alone are
not enough to make the resulting periodogram deviate significantly from the expected
distribution.

5.4.2 Simulated Burst Light Curves

Since a low number of photons alone does not explain the observed deviations from
the theoretically expected distribution, we instead simulate simple, single-peaked
bursts similar to those observed from SGR 1806-20 and SGR 1900+14 with RXTE.
Simulating a burst adds additional parameters to the model. We model a burst as a
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Figure 5.5: Example of a single component of our spike model, defined in Equation 5.1. The defining
parameters are the amplitude A in counts per bin, the position t0 of the peak of the spike, the exponential
rise time scale τ, and the exponential fall time scale, parametrised by a skewness parameters s, such that
the exponential fall time scale becomes sτ. We model magnetar bursts as a linear combination of these
shapes, plus a global parameter accounting for the (flat) background count rate.

single spike of the form

φ(t) = A
{

exp(t/τ) for t < tmax
exp(−t/(τs) for t ≥ tmax

, (5.1)

where A is the amplitude of a spike, τ the exponential rise time scale, tmax the
location in time of the spike maximum, and s a skewness parameter that sets how the
exponential decay time scale is stretched (s > 1) or contracted (s < 1) compared to
the rise time scale (see Figure 5.5 for an example of the model). For our exploratory
analysis here, we restrict ourselves to testing the effect of three parameters in a single-
spiked burst: a sharp rise or drop in the light curve (parametrised by varying the rise
time of the burst), a change in amplitude, and a change in background count rate.
For each combination of rise time scale, amplitude and background count rate, we
simulate nsim = 10000 light curves by picking from a Poisson distribution, as in step
(2) above, and repeat steps (3) to (5) for these simulations as well.

We vary the rise time scale from 0.001 s to 0.03 s. This is generally shorter than
the rise times inferred for bursts these two sources based on the time between start

145



5 Timing analysis of bursts from magnetars SGR 1806-20 and SGR 1900+14

point of the T90 interval to the time of maximum count rate.

Figure 5.6: The deviations of the distribution of powers > 1000Hz in simulated bursts as a function
of frequency binning, burst rise time, and background count rate. For three background count rates
(5 counts s−1 (left), 50 counts s−1 (middle) and 500 counts s−1 (right)) we plot the difference in the 99%
quantile from distributions of simulated powers derived from 10000 simulated burst periodograms for
three different rise times, versus the 99% quantile of the theoretically expected distribution, as a function
of the binning frequency. This difference provides an estimate of how likely we are to over- or under-
estimate the significance of a given power when comparing to the theoretically expected distribution:
for positive differences, the observed maximum power in a periodogram is derived from a distribution
effectively shifted to the right of the theoretically expected distribution: we are likely to overestimate the
significance of that maximum power. Conversely, a negative difference implies a shift of the distribution
of powers to the left compared to the theoretically expected distribution, thus we are more likely to
underestimate the significance of the observed maximum power in a given burst periodogram. The
deviation of the 99% quantile from the theoretical expectation depends strongly on both the rise time,
which effectively sets the smallest time scales with power in the periodogram, as well as the background
count rate (note the change in scale on the y-axis in the right panel). We varied the amplitude of the burst
as well, but omit a comparison between amplitudes here: a higher amplitude exacerbates the effect for
bursts with a low background and a sharp rise.

However, we note that here we are not interested in the total rise time of a burst
(which may have multiple peaks), but in the rise time of each individual peak, which
may play a crucial role in determining the frequency up to which power is observed in
the periodogram, and motivates our choice for the range of rise timescales simulated.

We vary the the background counts from 0.001 counts per bin (corresponding to
a background count rate of ≈ 5 counts s−1) to 10 counts per bin (corresponding to a
count rate of ≈ 5 × 104 counts s−1). The background for the PCA detector onboard
of RXTE is approximately 20 counts s−1 per detector, thus well within the range of
simulated values.

We find that the deviations from the theoretically expected statistical distribution
of powers in many burst periodograms arise from a combination of factors (see Figure
5.6 for an illustration): the low background conspires with sharp rises to create visible
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features even at high frequencies. This is unsurprising: the sharper the rise, the shorter
are the time scales that the Fourier transform decomposes. Correspondingly, the
strongest effects are observed for a short exponential rise time scale, τ = 10−3 s. The
powers at high frequency become correlated, and one of the primary assumptions in
our analysis — statistical independence of neighbouring frequencies — is broken. This
leads to broader distributions of powers, especially when binning over neighbouring
frequencies. In a data stream with significant background photon counts, the resulting
deterministic structures in the power spectrum are hidden underneath the noise. For
RXTE data, this is not true: even above 1000 Hz, the periodogram is dominated by
structures that arise from the burst itself, even when that burst is a simple, single-
peaked structure without any QPO-like features. The effect is strongest for bursts with
the weakest background and the sharpest rise times. Our simulations indicate that an
increase in amplitude exacerbates the effect: a brighter burst, for the same rise time,
automatically implies a sharper rise, thus increasing the power at high frequencies.
The effect shifts the distribution of powers almost always to a higher power, and
comparisons of observed powers with the theoretically expected statistical distribution
will be biased towards overestimating the significance of the observed signal. Using
the method from Huppenkothen et al. (2013) it is thus more likely to make false
positive errors and claim significance for a feature that is not, in fact, a QPO.

We note that our QPO search of bursts from magnetar SGR J1550-5418 observed
with Fermi /GBM did not suffer from these problems. In part, this is due to the
generally higher sensitivity of the instrument, leading to an increase of a factor of 10
in count rates. Additionally, the background in Fermi /GBM is higher than for RXTE,
with ∼320 counts s−1 per detector in the 50 − 300 keV energy range (Meegan et al.
2009). This ensures that the periodogram at high frequencies follows the expected
statistical distribution, and makes QPO searches using models of the periodogram
feasible. Beyond that, it is possible that there are intrinsic differences between the
two burst samples: perhaps bursts from the two magnetars considered here have
intrinsically shorter rise times. It is also possible that this is an energy-dependent
effect: Fermi /GBM observes at a higher energy range than RXTE. Detailed modelling
of rise times as a function of energy would be necessary to answer this question,
something that is beyond the scope of this work.

5.5 Burst Periodograms from Models of the Light Curve:
Simulating Candidate Detections

The results of Section 5.4.2 make it clear that for short transient events observed with
RXTE, the main assumption of the method used in Huppenkothen et al. (2013) no
longer holds: even at high frequencies, the powers in the periodogram do not follow
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a χ2 distribution with two degrees of freedom around the underlying power spectral
model. The simulations also show that we are far more likely to overestimate the
significance of a signal due to a sharp rise and a low background than underestimate
the significance. This is a problem that cannot easily be solved in the Fourier domain.
Instead, the most straightforward way would be to model the burst light curves directly,
and compare the periodogram of the observed data to the periodograms of realisations
of the model. This, however, presents us with a new set of problems: there is no
simple, straightforward way to model magnetar bursts. Indeed, the variety of shapes in
the temporal domain originally prompted us in Huppenkothen et al. (2013) to consider
power spectral models instead. However, in order to understand whether any of the
candidate detections in Section 5.3.1 are real, simulations of light curves are essential.

In order to simulate the light curves of bursts with candidate detections, we require
two ingredients: (1) a simple, yet flexible model that can effectively encompass the
large range of burst shapes observed in the data; (2) an algorithm that can efficiently
traverse parameter space for the model we consider, and return samples from high-
probability regions of that parameter space without too much human intervention.
Below, we give a brief outline of a new method that satisfies both requirements, which
will be described in more detail in Chapter 6.

We model the light curve using the model defined in Equation 5.1 as a superposi-
tion of individual spikes. Using a Poisson likelihood and hierarchical priors on the
parameters, we construct a Bayesian model of the light curve, where the number of
components of the type described in Equation 5.1 is not known a priori. We then
use Markov Chain Monte Carlo sampling (in the form of diffusive nested sampling;
Brewer et al. 2011) to sample the posterior distribution of parameters, including the
number of components. The details of this method will be reported in a forthcoming
paper (Huppenkothen et al, in prep).

From draws of this distribution, we simulate light curves using the appropri-
ate Poisson statistics to account for the effects of photon counting, and then create
periodograms out of these light curves. These periodograms can then be directly
compared to the periodogram of the observed data, such that we can create posterior
p-values in much the same way as we have done for the periodogram simulations in
(Huppenkothen et al. 2013).

For each candidate burst, we create 106 artificial light curves and consequently
106 simulated periodograms. We fit each observed periodogram and simulated pe-
riodogram with a broken power law, and extract the maximum data/model outlier
from both unbinned and binned periodograms. We restrict ourselves to the broken
power law model for both the data and simulations, because the full model selec-
tion procedure would be too computationally expensive to run on each simulated
periodogram. Choosing the more complex model in this case ensures that we are
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Figure 5.7: Example of a burst periodogram (black) and periodograms of simulated light curves, produced
as described in the text. We show the mean out of 106 simulations as the red line; the shaded area
encloses the 1% and 99% quantiles. At low frequencies, the irregular shape of the periodogram due to the
overall burst morphology is evident, as are the deviations from the expected (much wider) distribution. It
is reproduced well by the simulations.

conservative: we are more likely to overfit the spectrum, and thus overfit a potential
low-frequency, broad QPO feature, than under fit a broadband noise feature which will
subsequently be falsely detected as a QPO. Since our initial search has not unearthed
any low-frequency features that could easily be mistaken for QPOs by the broadband
noise model, this is a safe choice.

An example periodogram is shown in Figure 5.7. We show both the periodogram of
the burst itself, as well as contours of the 1% and 99% quantiles of the 106 simulated
periodograms. Particularly at low frequencies, the deviations from the expected
distributions are clearly visible: the shape of the periodogram at these frequencies is
complex, with many features that could be mistaken for QPOs, and the distributions
are very narrow, indicating that a deterministic process dominates this part of the
spectrum. At high frequencies, the spectrum evens out on average, but individual
realisations of the burst may still have — and in fact do have — significant deviations
from the expected (flat) power spectrum.

We apply this method to all 30 candidate detections described in Section 5.3.1
in order to confirm or reject the presence of any QPOs in individual magnetar burst
periodograms. We compute distributions for the maximum data/model outlier for
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5 Timing analysis of bursts from magnetars SGR 1806-20 and SGR 1900+14

various binning factors, in order to be able to test whether an observed power is an
outlier compared to this distribution, and compute the posterior p-value that this might
be the case for each periodogram and binning factor. We find four very marginal QPOs,
three in bursts from SGR 1806-20, one in a burst from SGR 1900+14. However, none
of these candidates have a p-value p < 10−3. Given the number of bursts searched, we
cannot consider any of these candidates significant detections.

5.6 Discussion

We searched for QPOs in a data set comprising magnetar bursts from active periods of
the two strongest-field magnetars, SGR 1806-20 and SGR 1900+14. These sources
present a particularly interesting case, because giant flares with QPOs present in the
tails have been observed from both. We find a candidate detection at 57 Hz in an
averaged periodogram of 30 consecutive bursts observed from SGR 1806-20, with
a significance of 10−3. The total energy in this stack of bursts is ∼1039 erg (order of
magnitude estimate, with burst energies taken from Göǧüş et al. 2000). Interestingly,
this QPO is close in both frequency and width to a QPO observed in the 1998 giant
flare from SGR 1900+14, which had a frequency of 53 Hz and a width of 5 Hz, and
is also similar in width and amplitude, although not in frequency, to those seen in
an analysis of Fermi /GBM data of SGR J1550-5418 (Huppenkothen et al. 2014).
Although it is somewhat surprising that it is this frequency that appears in averaged
bursts from SGR 1806-20, instead of the strongest giant flare QPO at 92 Hz that was
also detected in SGR J1550-5418, the signal’s frequency nevertheless fits naturally
within the framework generally employed to explain the QPOs in giant flares. The
most plausible explanation for the frequencies in the giant flares, which lie in the range
18 − 1840 Hz, is that they represent global seismic oscillations of the star. Within
the context of current models, a frequency of 57 Hz would be a relatively low order
harmonic of a global magneto-elastic axial (torsional) oscillation, in which the crust
and core oscillate together, coupled by the strong magnetic field (Glampedakis et al.
2006; Andersson et al. 2009; Steiner & Watts 2009; van Hoven & Levin 2011, 2012;
Colaiuda & Kokkotas 2011, 2012; Gabler et al. 2012, 2013; Passamonti & Lander
2014a,b; Glampedakis & Jones 2014).

With two detections from two different data sets and two different sources, there
is now an acute need for theoretical thought on whether small bursts should indeed
excite QPOs either via crust fractures or explosive reconnection in the magnetosphere.
At present, modelling work focusses largely on the QPOs observed from giant flares
and the associated energetics. However, it is not clear whether the same processes
can excite the same crustal shear and core modes postulated for giant flare QPOs in
bursts that are of the order of 103 times shorter and up to ∼109 times smaller in energy
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compared to the giant flares.
There is no significant detection of a QPO in any of the individual bursts. At the

same time, the RXTE data set illustrates a limiting case for the applicability of Fourier
methodology: the combination of a complex burst morphology, with relevant time
scales that can exceed 1000 Hz, low source counts as well as a low background count
rate render the basic assumption of many Fourier methods, including the methods
presented in (Huppenkothen et al. 2013), invalid. Because there is little background
and a great amount of broadband source power even at high frequencies, frequencies
are no longer independent of each other, and no longer distributed following the
standard χ2

2 distribution invoked for periodograms of photon counting data. As we
have shown, the distributions of powers are strongly shifted towards higher powers
and are much broader than the expected distributions, leading to an increased proba-
bility of false-positive detections. In this case, simulations of light curves instead of
periodograms, such as those introduced in Section 5.5, offer a valid alternative that
properly accounts for the changes in the periodogram shape.

This problem is not necessarily limited to RXTE, nor to magnetar bursts: any
instrument with low source counts and low background count rates (e.g. Swift) will
lead to similar effects in the periodograms of fast transient events with complex
morphology (e.g. gamma-ray bursts). Harnessing the power of the light curve mod-
els described above for QPO searches, in combination with high-quality data from
instruments such as Fermi /GBM, enables us to search for weak QPOs in transient
events with an unprecedented sensitivity, be they magnetar bursts, GRBs or solar flares.

D.H. and ALW acknowledge support from a Netherlands Organization for Scien-
tific Research (NWO) Vidi Fellowship (PI A. Watts).
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CHAPTER 6

DISSECTING MAGNETAR VARIABILITY WITH
BAYESIAN HIERARCHICAL MODELS
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All models are wrong, but some
models are useful.

- George E.P. Box -
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6 Dissecting Magnetar Variability with Bayesian Hierarchical Models

Abstract

Neutron stars are one of the prime laboratories for testing physical processes under
conditions of strong gravity, high density and extreme magnetic fields. Among the
zoo of neutron star phenomena, magnetars stand out for their bursting behaviour,
ranging from extremely bright, but rare giant flares to numerous, but less energetic
recurrent bursts. The exact trigger and emission mechanisms for these bursts are not
known; favoured models involve either a crust fracture and subsequent energy release
into the magnetosphere, or explosive reconnection. In the absence of a predictive
model, understanding the physical processes responsible for the variable emission
in magnetar burst variability is difficult. Here, we develop an empirical model that
decomposes magnetar bursts into a superposition of small spike-like features with a
simple functional form, where the number of model components is part of the inference
problem. By doing this we effectively model bursts as cascades of spikes, such as
might be formed by avalanches of reconnection, or crust rupture aftershocks. Using
Markov Chain Monte Carlo sampling, we characterise the posterior distributions of
the model parameters and the number of components per burst. We relate these model
parameters to physical quantities in the system, and show for the first time that the
variability within a burst does not agree with predictions from self-organised criticality.
We also examine how well the properties of the spikes fit the predictions of simplified
cascade models for the different trigger mechanisms.
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6.1 Introduction

6.1 Introduction

With current and upcoming telescopes monitoring the sky regularly across the entire
electromagnetic spectrum, time domain astronomy is emerging as one of the key fields
in which major new discoveries are being made. A large fraction of astrophysical
sources are known to be variable. The timescales span more than five orders of
magnitude: fast oscillations in X-ray binaries (XRBs) change over milliseconds (e.g.
van der Klis 2006a), while red giants have been observed to change over decades or
even centuries (e.g. Tang et al. 2010). Variability studies have the potential to unravel
fundamental physical processes: studying variability in XRBs can help us unravel
accretion processes and constrain theories of viscosity and strong gravity. Similarly,
giant flares from magnetars have the potential to map the neutron star interior via
neutron star seismology (Steiner & Watts 2009).

While much of the variability exhibited for example in XRBs can be characterised
and made sense of using standard Fourier methodology, this is not true for an impor-
tant group of sources: for any transients with complex temporal structure that is a
superposition of different processes. When attempting to disentangle the individual
components (for example, a periodic signal from underlying stochastic variability)
using standard methods, it is possible to introduce systematic errors into inferences
made from this type of data. Three examples stand out particularly: solar flares, γ-ray
bursts (GRBs) and magnetar bursts. All three phenomena are characterised by bursts
lasting from ∼1/10 of a second to hundreds of seconds, and a complex temporal
structure that varies strongly from burst to burst (for an example, see Figure 6.1).

While Fourier transforming the data is always possible, it is not necessarily the best
approach to characterising variability: inferences are most reliable when trying to find
periodic signals in a background that is straightforward to characterise (in particular,
a stationary stochastic background). Fourier methods fail in particular when the
underlying processes contributing to the observed light curve, especially deterministic
components in combination with stochastic variability, are not well known. In this
case, the statistical distributions in the periodogram are not straightforward to model,
thus making inferences about the variability in the source problematic. Conversely, it
is difficult to postulate a common model applicable to a large sample of light curves
of these sources. Any light curve model must be flexible enough to account for
differences between bursts. At the same time, there is a lack of understanding of
the underlying physical processes leading to variability in these bursts to inform a
choice of model. Here, we aim to develop a probabilistic model for highly variable
transient events, based on a decomposition of the light curve into simple shapes,
without knowing the number of components in the model a priori. We demonstrate
the power of this approach on a large sample of magnetar bursts, and, for the first
time, connect variability in magnetar bursts to the time scales thought to govern the
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Figure 6.1: Six example bursts observed with Fermi /GBM from the magnetar SGR J1550-5418. Bursts
show a complex morphology of one or more spikes that differs drastically from burst to burst, making
development of a common model for all burst light curves difficult. For details on the source and this
sample, see Section 6.2.

underlying physics.
Neutron stars, the ultra-dense compact remnants of core-collapse supernovae, are

the prime laboratory for studying nuclear physical processes in a parameter regime of
density and pressure inaccessible to experiments on Earth. Among the veritable zoo of
neutron stars, two historically separate groups stood out for their peculiar properties:
Soft Gamma Repeaters (SGRs), named after their frequently recurring bursts in hard
X-rays, and Anomalous X-ray Pulsars (AXPs), isolated from the bulk of the X-ray
pulsars based on their persistent X-ray emission characteristics. In the last decade,
however, both groups have been found to form a single class of neutron stars with
extreme magnetic fields, generally called magnetars (Duncan & Thompson 1992;
Thompson & Duncan 1995). In the original scenario, the observable X-ray emission,
both persistent emission and bursts, is powered by the slow evolution and decay of the
source’s strong magnetic field, instead of the loss of rotational energy as is generally
the case for standard radio pulsars (Thompson & Duncan 1995, 2001).

Most magnetars share common properties (for general overviews, see Woods
& Thompson 2006; Mereghetti 2011): slow spin periods between 2 − 12 s, which,
coupled with generally high period derivatives, lead to large inferred dipole magnetic
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fields of the order of 1014 G, well above the quantum-critical limit BQED = 4.4 ×
1013 G, where quantum effects such as pair production and photon splitting become
important (although three sources have been identified with properties similar to
magnetars, but inferred dipole fields below this limit; van der Horst et al. 2010;
Esposito et al. 2010; Rea et al. 2010, 2012; Scholz et al. 2012; Rea et al. 2014).

Magnetar bursts are of particular interest for a variety of reasons. While the most
spectacular outbursts are the rare, but extremely energetic giant flares, magnetars also
show a complex behaviour of emitting much smaller, shorter recurrent bursts. These
bursts have a duration of . 1s , with energies generally between 1038 erg and 1041 erg,
and have a complex temporal structure with single or multiple peaks that differs from
one burst to the next. They are observed either appearing individually, or in burst
storms, where tens or hundreds of bursts can occur over a timescale of single days to
weeks (Mazets et al. 1999; Götz et al. 2006b; Israel et al. 2008; Mereghetti et al. 2009;
Savchenko et al. 2010; Israel et al. 2010; Scholz & Kaspi 2011; Dib et al. 2012; van
der Horst et al. 2012; von Kienlin et al. 2012). The appearance of bursts appears to be
random (Göǧüş et al. 1999; Göǧüş et al. 2000), but far more numerous than the giant
flares: for the two best-observed magnetars, SGR 1806-20 and SGR 1900+14, their
data set spans thousands of such bursts.

One observation of particular interest concerns the overall distributions of these
bursts: the differential distribution of fluence (integrated flux) and the cumulative
distribution of waiting times are similar to those observed in earthquakes and solar
flares (Cheng et al. 1996; Göǧüş et al. 1999; Göǧüş et al. 2000; Prieskorn & Kaaret
2012). The fluence distribution in particular can be well-modelled by a power law
with a power-law index of ∼1.7, believed to be a typical signature for a system obeying
self-organised criticality (SOC; Bak et al. 1987, 1988; for a recent introduction and
review on SOC in astrophysics see Aschwanden et al. 2014). In the SOC framework,
the physical system in question continuously drives itself towards a critical state,
without requiring fine tuning. When the critical state is reached, relaxation occurs via
a catastrophic release of energy. The system returns to a subcritical state, and the cycle
begins anew. One advantage of describing a system in the SOC framework is that
while the details of the process leading to the critical state and subsequent relaxation
depend on the physical processes specific to the system, many of the overall statistical
properties are universal.

At present, it is not clear whether magnetar bursts are smaller-scale versions of
the processes believed to produce a giant flare: either a rapid rupturing of the neutron
star due to an internal re-structuring of the magnetic field, with the energy of the
cracking process released in the magnetosphere, or a slow untwisting of the magnetic
field leading to ductile deformations in the crust and explosive reconnection in the
magnetosphere.
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6 Dissecting Magnetar Variability with Bayesian Hierarchical Models

Because of the bursts’ complex temporal morphology, differing from burst to burst,
it is difficult to extract information from their light curves. Many bursts show a pattern
of one or multiple spikes, where these spikes sometimes sit on top of each other. To
extract parameters that could be related to physical quantities such as the rise time of
each spike and the waiting time distribution between spikes, we need to be able to
both infer the number of spikes per burst as well as the individual parameters of each
spike: this requires efficient sampling over a large parameter space. At the same time,
this process needs to operate automatically without the user’s intervention, both to
avoid biases introduced by manual fitting, as well as to allow for an analysis of the
large numbers of magnetar bursts observed from various sources.

In this paper, we propose a new method to model magnetar bursts as a linear
combination of simple shapes. Both the number of components per burst as well as
the model parameters for each component are free parameters, to be inferred from
the data (in practice, using Markov Chain Monte Carlo [MCMC]). In Section 6.2, we
present our sample of bursts from SGR J1550-5418, observed with the Gamma-ray
Burst Monitor (GBM) on board the Fermi Gamma-Ray Space Telescope. The high
sensitivity of the instrument as well as the large number of observed bursts make this
source an excellent target to demonstrate the power of the proposed methods, which
we lay out in detail in Section 6.3. In Section 6.4, we show an example of a model for
a single burst, and in Section 6.5, we apply our method to a large data set of bursts,
which allows us to extract a wealth of physically relevant time scales from magnetar
bursts. We place these timescales in the context of the SOC framework, and tie them
to physical parameters in the system in Section 6.6.

6.2 The Burst Sample

SGR J1550-5418 (also 1E 1547.0-5408) was first observed with the Einstein X-ray
observatory (Lamb & Markert 1981) and subsequently classified as an AXP based on
its soft X-ray spectrum and possible association with a supernova remnant (Gelfand &
Gaensler 2007). In 2008 and 2009, SGR J1550-5418 exhibited three major bursting
episodes (October 2008, January 2009 and March/April 2009), where the 2009 January
episode is of special interest as a burst storm. Hundreds of bursts were observed within
a single day with various X-ray telescopes: the Swift Burst Alert Telescope (BAT),
(Israel et al. 2010; Scholz & Kaspi 2011)); Fermi /GBM, (Kaneko et al. 2010; von
Kienlin et al. 2012; van der Horst et al. 2012); the Rossi X-ray Timing Explorer
(RXTE), (Dib et al. 2012), and the two main instruments on board the INTEGRAL
spacecraft (Mereghetti et al. 2009; Savchenko et al. 2010).

Here, we use a sample of bursts observed with Fermi /GBM (Meegan et al. 2009)
during all three bursting episodes. Bursts from SGR J1550-5418 triggered Fermi /GBM
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for a total of 126 times between 2008 October 3 and 2009 April 17, with ∼450 bursts
observed on its most active day, 2009 January 22, alone. However, not all of these
bursts have data with high time resolution available: each trigger records high time-
resolution photon arrival times called time-tagged events, or TTE, at a resolution
of ∼2µs from 30 s before each trigger to 300 s after each trigger, upon which the
instrument cannot trigger for another ∼300 s. The data taken in other observing
modes in between data covered by individual triggers is not of sufficiently high time
resolution to perform detailed timing studies, hence we exclude all bursts without TTE
data available. Within a GBM trigger, subsequent bursts do not trigger the instrument,
but can be found in an untriggered burst search. We use data from the 12 NaI detectors,
whose energy range of 8 keV to 4 MeV is sufficient to cover most of the burst emission.
Since SGR bursts rarely exhibit radiation above 200 keV, we restrict ourselves here to
data in the range of 8 − 200 keV. Additionally, we only used detectors with viewing
angles to the source < 60◦, and checked whether the source was occulted by the
spacecraft and the other instrument, the Large Area Detector (LAT).

We use the combined samples of bursts from von Kienlin et al. (2012) and van
der Horst et al. (2012), and include a total of 332 bursts with available TTE data
in our analysis. The duration of a burst, T90, is defined as the time in which the
central 90% of the photons, starting at 5% and ending at 95%, reach the detector. We
extract data from this time interval and add 20% of the T90 duration on either side
of start and end time to ensure the entire burst is within our data set. Due to their
complex structure, defining exactly which temporal features in the light curve belong
to a single burst, and which should be regarded as separate bursts, is not entirely
unambiguous. For this sample, van der Horst et al. (2012) Fermi /GBM searched
data with a time resolution of 0.064 s for time bins in excess of 5.5σ (in the brightest
detector; 4.5σ for the second-brightest detector) that were then defined to constitute
bursts. In addition, for two events to qualify as separate bursts, the time between
their peaks in the TTE data has to be greater than a quarter of the neutron star’s spin
period (0.25 × 2.072 s ≈ 0.5 s) and the count rate has to drop back to background
between consecutive events. Using this definition, some ambiguity remains: if the
bursts originate high up in the magnetosphere, there could be a waiting time longer
than 0.5 s between individual peaks in a single burst. Conversely, the condition that
the count rate in all bins within a burst must exceed the inferred background count
rate makes the exact burst definition instrument-specific, such that a single burst could
be regarded as two separate events if part of the variability is hidden underneath the
background level.

Photon arrival times are barycentered before analysis, i.e. projected to the centre
of mass of the solar system, to account for the effects of the relative motion of the
space craft and the Earth. We choose a time resolution of 0.5 ms for our light curves.
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The time resolution is chosen small enough to preserve features in the data on short
time scales, while at the same time having a reasonable number of counts per time bin.

The data are affected by both dead time and saturation. Dead time occurs because
the instrument cannot record a second photon within 2.6µs of arrival of a previous
photon. The second photon is thus either not recorded at all, or, on occasion, recorded
as a single photon with the combined energy. This effectively imposes a time scale
onto the data, which means that the data then deviate away from the expected Poisson
distribution. Dead time is harder to quantify and account for than saturation. It
is possible to correct count rates based on simulations of the instrument (Meegan
et al. 2009; Briggs et al. 2010; Chaplin et al. 2013), but this will not correct the
statistical distributions. We currently do not take dead time into account in our
analysis. Saturation may also significantly alter the shape of the arriving bursts.
Saturation occurs when the number of arriving photons per second measured in a
single GBM detector exceeds the maximum data throughput rate of the science data
bus. In this case, transmitted rates are capped at a count rate of 3.5 × 105 photons s−1,
any photons exceeding that number are lost. For very bright bursts, this leads to
flat-topped spikes truncated at the maximum count rate. Any bursts with count rates
this high are excluded from the sample, as the model we consider is not designed to
represent these features.

6.3 Analysis Methods

In order to successfully model the complex temporal variability in magnetar bursts, any
modelling procedure must satisfy the following criteria: (1) it must be flexible enough
to be applicable to a large number of bursts with distinctly different morphologies. We
achieve this by decomposing magnetar burst light curves into one or more components
with simple shapes, which, taken together, make up a burst. (2) The procedure must be
largely automated, and be capable of inferring both the number of components as well
as the model parameters for each component without human intervention. The latter
is achieved by setting up a Bayesian model, where the number of components is a
parameter to be inferred together with the corresponding parameters of the individual
components. We use MCMC (in the form of Diffusive Nested Sampling, or DNS, as
implemented in DNest (Brewer et al. 2011) to sample the posterior distribution over
all parameters including the number of components. From samples of the posterior
distribution, we can then study the properties of individual burst components, as well
as their ensemble properties for a given burst.
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6.3.1 A Bayesian model for light curves of fast transients

For a light curve with K bins with Poisson-distributed counts y = {yk} in k time bins,
we define a model as a superposition of N individual components:

λk = λbg +
N∑

n=1

λnk (6.1)

λnk ≡

∫ tk+∆t/2

tk−∆t/2
An φ

(
t′ − tn
τn

)
dt′ , (6.2)

where λnk is the mean count rate of the nth model component in time bin k, λbg is the
background count rate of that bin, and the mean count rate λnk of model component n
in time bin k with width ∆t is defined as the integral over a functional form defining the
shape of the model component φ over the the width of that time bin. The component φ
is a generic shape, and can be modified by an amplitude parameter An and a parameter
setting the width τn, in addition to parameters such as the time offset tn and intrinsic
parameters further describing the component’s shape. We will define a component
model φ for magnetar bursts in Section 6.3.2 below, and restrict ourselves here to a
general description of the model.

The posterior probability over all model parameters is given by:

p(N,α, {θn} | y, H) =
p(y |N,α, {θn}, H)p(N,α, {θn} |H)

p(y|H)
. (6.3)

Here, N is the number of model components, with the corresponding set of model
parameters for these components {θn} = {θ1, θ2, ..., θN}. Each θn may be a scalar, for
component models with a single parameter, or a vector, for component models with
multiple parameters. We build a hierarchical model, where we infer the posterior
distributions of parameters {θn} at the same time as the posterior distributions of
hyperparameters α describing the shape of the interim priors for {θn}, p({θn} |α, N, H).
H encodes the prior choices we have made about the model that are not part of the
inference problem at this stage: for example, the choice of shape for prior distributions
and the model shape used to represent the light curve.

We use a Poisson likelihood to describe the data,

L(N,α, {θn}) = p(y |N,α, {θn}, H) (6.4)

=
K∏

k=0

e−λλyk

yk!
,
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which only depends on the parameters of the individual model components, {θn}.
In general, the interim priors for the model parameters {θn} will depend on the priors
for the hyperparameters defining their prior distributions, α, such that the overall prior
for this model is

p(N,α, {θn} |H) = p(N |H)p(α |N, H)p({θn} |α, N, H) . (6.5)

Under the assumption that α and N are independent, and that the interim priors of
the individual model components are independent and identically distributed, we can
re-write this equation as:

p(N,α, {θn} |H) = p(N |H)p(α|H)
N∏

n=0

p(θn |α, H) . (6.6)

Thus, the posterior probability density becomes

p(N,α, {θn} | y, H) =

K∏
k=0

e−λλyk

yk ! p(N |H)p(α|H)
N∏

n=0
p(θn |α)

p(y|H)
(6.7)

where the marginal likelihood, p(y|H) is defined as a normalisation constant in
the usual way:

p(y |H) =
Nmax∑
N=0

∫ ∞

−∞

L(N,α, {θn}) × (6.8)

p(N |H)p(α |H)
N∏

n=0

p(θn |α, H)dαdθ1...dθN .

The marginal likelihood involves integration in a high-dimensional parameter
space as well as summation over N, which is analytically intractable for all but
the simplest cases. Here, we use DNS to efficiently traverse parameter space and
approximate the marginal likelihood as well as sample from the posterior probability
density. Nested sampling (Skilling 2006) samples parameter space by uniformly
sampling M points (particles) from the space allowed by the prior. One then computes
the likelihood values associated with each particle, and the particle with the lowest
likelihood is discarded. A new point can be generated, for example, via MCMC10,
subject to the hard constraint that the likelihood of the new point must be larger than

10In our case, the MCMC process will include trans-dimensional jumps that change the number of
components N.
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the likelihood of the discarded one. In this way, the population iterates progressively
towards regions of higher likelihood. At the same time, one may assign a value
X ∈ [0, 1] to the discarded particle. This effectively provides a mapping from parameter
space into [0, 1], such that the evaluation of the marginal likelihood simplifies to a
one-dimensional integral tractable with numerical integration methods.

The MCMC step is the key challenge in any Nested Sampling algorithm. However,
standard MCMC-based Nested Sampling often fails for probability distributions that
are multi-modal. It is here that DNS provides a reliable alternative (for details, see
Brewer et al. 2011). Instead of recording the end point of an MCMC chain as the new
particle, the likelihoods of parameter sets visited during the MCMC exploration step
are recorded. One can then compute the 1 − e−1 quantile, and record this value as
the new likelihood contour, such that the prior space under consideration contracts
by a factor of ∼e. Instead of enforcing a hard likelihood constraint, one now samples
a mixture of the two regions, and the particle may escape into the lower-likelihood
region, where it can explore more freely. Once enough samples are accumulated, one
again computes the 1 − e−1 quantile, and constructs a new likelihood contour. This
process is repeated, and as in the classical Nested Sampling approach, the population
contracts towards regions of high likelihood, but it will do so even for complex
probability distributions subject to multi-modality. Details on an implementation of
DNS for hierarchical models with an unknown number of model components can be
found in an upcoming publication (Brewer et al., in prep).

DNS as implemented in DNest311 can return both an estimate for the marginal
likelihood, suitable for model selection purposes, as well as a samples drawn from the
posterior distribution for a given burst. The latter is done by letting a particle explore
the final mixture of levels freely via MCMC.

6.3.2 Model shapes

The model defined in Section 6.3.1 is fairly general: it is valid for any Poisson-
distributed light curve thought to be composed of several individual components of the
same shape, but with potentially different individual parameters (such as amplitudes
and widths). We have made only three assumptions so far: (1) the likelihood follows a
Poisson distribution, (2) the priors for the number of components N and the hyper-
parameters α are independent, and (3) the priors on the parameters of the model for
the individual components are independent of each other and identically distributed.
Here, we now refine this model for magnetar bursts specifically. However, changing
the model shape for use with different source classes (e.g. GRBs) is straightforward.

Magnetar bursts are short events composed of one or more sharp, spike-like

11the code is available under the GNU public license at https://github.com/eggplantbren/
DNest3
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Figure 6.2: An example of the component model used for magnetar bursts: a spike is defined by an
exponential rise with characteristic time scale τ and an exponential fall with a fall time scale sτ, where
s is a skewness parameter that describes how the fall time is stretched (s > 1) of contracted (s < 1)
compared to the rise time. Individual spikes are also characterised by a time offset toffset describing the
location of the peak count rate in a time series (the difference between the dashed line and the 0 point on
the x-axis), and an amplitude A describing the height of a peak.

features (see Figure 6.1 for various examples). We model these features with a sharp
spike consisting of an exponential rise and an exponential decay of the type:

φ(t) = A
{

exp((t − toffset)/τ) for t < toffset
exp(−(t − toffset)/(τs)) for t ≥ toffset

, (6.9)

where φ(ti) is the component function depending on time parameter t and a
skewness parameter s. By giving each component n in the model a time offset toffset,n
(equivalent to the time of the peak), an amplitude An and an exponential rise timescale
τn in addition to the skewness parameter sn, these spikes can become a representation
of the spikes observed in magnetar burst light curves (see Figure 6.2 for an example
of the model). In what follows, we will always use the word “burst” for a collection of
photons significantly above the background, using the definition in 6.2, and refer to a
“spike” when talking about components modelling variability within a burst.

For each component n, we have a set of free parameters {tn, An, τn, sn}, for each
model, such that for each linear combination of components, we have a set of free
parameters {λbg, {tn, An, τn, sn}}. We set a uniform prior on the number of components
N, where N may lie between 0 and 100. The priors for the free parameters of the
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6.3 Analysis Methods

individual components, given the hyperparameters, are independent and identically
distributed, such that priors are the same for a given type of parameter between
components. Because bursts are defined in such a way that the observed count rate
must drop back to the background before the start and the end of each burst, we can
simply define the prior on the time offset such that tn must lie between the start and
end times of the burst light curve, tstart < tn < tend. For the amplitude An and the rise
timescale τn, we choose exponential priors (Skilling 1998):

p(A | µA) = e(A/µA) (6.10)

p(τ | µτ) = e(τ−τmin)/µτ , (6.11)

where µA and µø are hyperparameters describing the width of the exponential
distribution. We set a minimum possible rise time scale τmin to be a fraction of the
light curve’s time resolution, τmin = ∆t/3: the time resolution effectively limits the
information on the rise time we can extract.

The prior on the skewness parameter sn is a uniform distribution with a mean of µs

and a half-width of σs, such that the log-skewness must lie in the range (µs −σs) <
log (s) < (µs +σs). A definition in terms of mean and half-width ensures that positive
and negative skews are equally likely a priori.

The prior on the background parameter depends on the count rate of the burst data.
The prior is log-uniform, with boundaries set by the average count rate µy in a burst:
log (10−3µy) < log (ybg) < log (103µy). Note that this is, in principle, not a valid
prior: the prior for the parameters should not depend on the data itself, because the data
cannot be regarded as prior knowledge in the Bayesian sense (although limitations of
the instrument, for example, could be). In practice, it is convenient to define the prior
on the background count rate in this way as long as one does not need to compute the
marginal likelihood, where the prior’s impropriety could make an important difference.
In a more in-depth analysis involving the marginal likelihood where, for example,
one might test whether any results change with a change of prior, or where different
models for the individual components might be compared, one would need to discard
this prior for one that is formally valid.

The priors on the hyperparameters µA and µτ are log-uniform. The prior range
for µτ depends on the length of the data set, such that log (10−3tburst) < log (µτ) <
log (103tburst). Like the prior on the background count rate ybg, the hyper prior on
the width of the amplitude prior distribution depends on the count rate in a burst,
µy: log (10−3µy) < log (µA) < log (103µy). The same reasoning applies as for the
background prior, such that for a more complicated analysis involving the marginal
likelihood it needs to be replaced by a prior that is formally valid. For a summary of
all model parameters, their definition and prior distributions, see Table 6.1.
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6.4 A Single Burst
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Figure 6.3: An example burst from the magnetar SGR J1550-5418, in an observation taken on 2009
January 22 (ObsID 090122173). In the left panel, the light curve at high time resolution, ∆t = 5× 10−4 s,
and model light curves for 10 random draws from the posterior distribution. On the right, the marginalised
posterior distribution over the possible number of components in the model. The posterior for the number
of components is quite well constrained between 9 and 17 components.

6.4 A Single Burst

The model described above considers each burst individually, and tries to fit the
burst light curve with a superposition of spikes with unknown parameters, where the
number of spikes in a burst is not fixed a priori. The results are presented in the form
of samples from the posterior distribution of all model parameters for all spikes, the
number of spikes, as well as the hyperparameters listed in Table 6.1. We can make
inferences of individual parameters by marginalising (either integrating for continuous
variables, or summing for discrete variables) over all nuisance parameters (e.g. the
hyperparameters).

In Figure 6.3, we show an example of a burst light curve, together with 10 random
draws from the posterior distribution (left panel). The burst was chosen specifically
for its multi-peaked structure such that we can investigate how well the method does
for inferences in a single burst. Overall, the algorithm reliably finds both positions
and shape parameters for the components modelling the brightest spikes. There is
some ambiguity for weaker features on whether there should be a component, or
whether perhaps a particular feature should be modelled as a superposition of two
components, but this ambiguity is generally small, and while there is some spread in
model parameters and positions, samples drawn from the posterior are remarkably
similar in position, amplitude and shape. Even for bursts with lower count rates, this
remains true, such that we can use the modelling results with some confidence in our
further analysis.

If we were interested in deciding whether a feature should be modelled with a
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6 Dissecting Magnetar Variability with Bayesian Hierarchical Models

spike component, we could marginalise out all other parameters except for the position
parameter and infer the presence of a feature based on its position and the number of
samples a component appears at that position. For the parameters we are interested in
below, this is not necessary, although the uncertainty in spike position may enter as an
uncertainty in the distribution of waiting times between spikes.

The number of components (spikes) per burst (Figure 6.3, right panel) is well-
constrained for this burst: the posterior distribution is bounded, and all samples drawn
from this distribution contain between 9 and 17 components, with a clear maximum
around 13 components. This number is slightly higher than the features that are
immediately obvious to the eye in the burst itself, but may in part be due to some
features being superposition of spikes.

6.5 Results

We explored statistical distributions of model parameters, focussing predominantly
on the exponential rise time scale τ, the amplitude A, and derived quantities such as
the fluence (as a proxy for total dissipated energy) and duration for model spikes for
the whole Fermi /GBM sample of bursts from SGR J1550-5418. We sampled from
the posterior distribution for each individual burst light curve, then combined samples
from many bursts to make inferences across the population. In a naive way, this can
be done by picking a parameter set from the MCMC run for each burst, and using this
ensemble of individual samples from many bursts to compute the quantity of interest
(say, a correlation between two model parameters). This procedure can be repeated,
such that we build up a sample for the quantity in question. Note, however, that by
posing that individual bursts have no knowledge of each other — we fit the model for
each burst separately — this imposes a strong prior on this quantity, suggesting that
there is, in fact, no correlation present.

For the type of exploratory data analysis considered here, this is sufficient. A
formally correct implementation would have to include a Bayesian hierarchical model,
where many bursts are considered in the same model, with appropriate priors on
any quantities to be measured across samples of many bursts. This can, in turn, be
extended again to make inferences across, for example, different magnetars. The latter
two steps are beyond the scope of this work, but will be explored in the future.

6.5.1 Exploring Differential Distributions and Correlations Between Key
Quantities

A first exploration of the data reveals that most bursts can be represented with only a
few spikes, of the order of 10 or fewer (see also Figure 6.4). Because we use very high-
resolution data for this analysis in order to be sensitive to short timescales of < 1ms, a

168



6.5 Results

5 10 15 20 25 30

Number of components

0

10

20

30

40

50

60

N
u

m
b

er
of

b
u

rs
ts

distribution of the number of components per burst

unfiltered sample

filtered sample

Figure 6.4: Number of components in a given burst for 332 modelled bursts, for both the raw (unfiltered)
sample (blue) as well as the sample after filtering out all components with an amplitude smaller than the
inferred background count rate (red). We computed the distributions by picking single samples from the
posterior for each burst and formed an ensemble of these individual draws for all bursts to make a single
distribution. We repeated this process 100 times, and computed the mean number of bursts for each bin
(corresponding to the number of components per burst) in the distribution.

primary source for potential uncertainties in our analysis is the danger that the model
might try to represent individual (e.g. background) photons as spike features; this
would greatly skew the resulting distributions towards small amplitudes and very short
durations. The fact that we have many bursts fit with few spikes indicates that this
might not be much of a problem. However, we also note that there is an appreciable
fraction of spikes (∼ 35%) with amplitudes smaller than the inferred background
count level for the respective model of which these spikes are part. We cannot say with
certainty whether these features are present: they may well be, but the intrinsic sky
and instrumental background make it difficult to ascertain their presence. Excluding
these features from the sample produces a narrower distribution of spikes per burst,
with the maximum clustered at 2 spikes per bursts (see Figure 6.4).

In what follows, we exclude spikes with amplitudes smaller than the background
count rate. The reason is because their parameters, e.g. their position in time, are
largely unconstrained. This effectively puts a lower limit on the spike amplitudes
we consider, which then depends on the instrumental and sky background. We note
that including the smallest features in the analysis does not change our results in a
significant way: distributions for waiting times and amplitudes have a stronger tail at
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6 Dissecting Magnetar Variability with Bayesian Hierarchical Models

small waiting times and amplitudes, but their inclusion changes neither the qualitative
behaviour nor the conclusions we draw from this analysis. It would be interesting to
explore their possible presence using bursts observed with an X-ray telescope less
affected by sky background than Fermi /GBM.

Five quantities are of particular interest for their potential connection with physical
processes: the spike duration T , the exponential rise time scale τ, the exponential fall
time scale as parametrised by the skewness parameter s, τfall = sτ, the total dissipated
energy E and waiting time between consecutive spikes twait. The exponential rise time
scale and skewness for each model component are free parameters in our model, and
thus easily extracted. We compute spike duration by finding the time between the two
points at which the flux has dropped by a factor of 100 on either side of the spike
peak. We choose this definition for the spike duration, as opposed to, for example,
a definition in terms of where the spike vanishes into the instrumental background,
because it is independent of the sky background (which may be variable between
observations and even between bursts). Thus, by defining the duration in terms of
rise time, skewness and amplitude alone, in other words, only in terms of the spike
parameters, we avoid introducing unnecessary instrument-dependent biases into our
analysis.

Finally, we compute the dissipated energy in a spike by integrating Equation 6.9
analytically in count space, then converting from count space to fluence using the
spectral modelling results from van der Horst et al. (2012) and von Kienlin et al.
(2012). We subtract the integrated number of background photons, derived from
the background parameter µy for a given model, from the total integrated number
of counts in a burst in the full 8 − 200 keV energy band, to compute the total burst
energy in count space; and have a direct conversion between count space and the
fluences computed in van der Horst et al. (2012). To compute the fluence in a single
spike, we divide the dissipated energy in that spike (integrated analytically) by the
total number of background-subtracted counts in that burst, and multiply the resulting
fraction with the burst fluence. Because the distance is not well constrained for SGR
J1550-5418, we do not convert from fluence to energy, but for a qualitative comparison
to the expected correlation between the various quantities for a single source at a fixed
distance, this conversion is irrelevant.

Here, we test for correlation between fluence and rise time as well as fluence and
duration, and construct differential distributions in order to compare with predictions
from SOC theory. We construct differential distributions by picking a sample from the
posterior distribution for each burst in the data set, and hence form an ensemble of
posterior draws for all bursts, for which we can construct the differential distribution.
We repeat this process S times, such that we have S ensembles of burst models and
S differential distributions, and plot the mean of the distribution in each bin of that
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Figure 6.5: Differential distributions for the duration, count-space amplitude and fluence for all model
components from 332 bursts. In each bin, we plot the mean for that bin from 100 ensembles of random
draws from the posterior distribution of each burst (see text for details). All three distributions are
strongly peaked and appear slightly skewed towards larger values.

distribution. Similarly, we test for correlations by S ensembles of burst models and test
for the presence of a correlation using a Spearman rank coefficient for each ensemble.
We then report the mean and standard deviation of the distribution of coefficients for
S draws, where S = 100 in all cases below.

In Figure 6.5, we show differential distributions of duration, peak amplitude (mea-
sured in count space) and fluence for all spikes in 332 bursts. All three distributions
are strongly peaked, and both amplitude and fluence are skewed towards larger values.
The latter is exacerbated when considering the unfiltered sample of spikes (including
spikes with peak amplitudes below the background count rate), producing longer tails
for both amplitude and fluence, but not changing the qualitative behaviour of the
distributions. We will consider the behaviour of the differential distributions in detail
and compare the observed distributions to predictions from SOC theory in Section
6.6.1.

In Figure 6.6, we show the differential distribution of waiting times for 332
magnetar bursts. We use only waiting times between consecutive spikes that have
no data gaps between them. This effectively sets an upper limit to the waiting time
distribution of 330 s, the length of a single Fermi /GBM TTE data file. We impose
this limit because we cannot easily measure waiting times longer than this: any data
gaps could have included bursts, but because we have not observed them, the recorded
waiting times between observed bursts will be longer than the true waiting times
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Figure 6.6: Waiting time distribution between consecutive spikes for 332 bursts. Waiting times are
the times between peak amplitudes of spikes, and are only computed for continuous stretches of data
between them, i.e. time series without data gaps. This effectively sets an upper limit to the waiting time
that can be measured of 330 s, the length of a single Fermi /GBM TTE data file. This cut-off introduces
a bias into the distribution at long waiting times, and shifts the peak at long waiting times to smaller
values.

between bursts if there were no data gaps. Thus, by imposing this restriction we avoid
measuring much longer waiting times than are present in the system. On the other
hand, we cannot measure any waiting times longer than 330 s, the length of a TTE
data file, thus the resulting distribution we measure is highly skewed towards shorter
waiting times. The distribution is clearly bimodal: a broad peak at long waiting times
has a maximum at ∼20 s, a second peak at smaller waiting times, twait ≈ 0.05 s. This
implies that there are two significantly different time scales in the system, as expected.
In our definition, bursts are clusters of individual peaks separated by waiting times
much longer than their durations. It is the time between these bursts that sets the peak
in long waiting times. This distribution has a peak about an order of magnitude lower
than that reported for the strongest-field magnetars, SGR 1900+14 (Göǧüş et al. 1999)
and SGR 1806-20 (Göǧüş et al. 2000) as observed with RXTE however, we note that
as discussed above, the intrinsic short duration of Fermi /GBM TTE data files we used
in this study imposes an artificial limit of 330 s on the waiting times we measure, and
thus introduces a significant skew towards short waiting times. The distribution of
short waiting times, on the other hand, traces the time between consecutive spikes
within a burst. The peak of this distribution indicates that there is a characteristic time
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scale determining the waiting time between individual peaks within a burst as well.
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Figure 6.7: Correlations between spike duration and fluence (left) and spike rise time and fluence (right).
Black points indicate an ensemble of burst models, where we drew once from the posterior distribution
of each burst to build the ensemble. Contours are derived from the combined sample of 100 draws for all
bursts, the shaded background is constructed in the same way for illustrative purposes. Contour levels are
at 0.01, 0.05, 0.1, 0.2 and 0.3. The duration is defined as the time between the two points where the count
rate drops to 0.01 of the peak count rate on either side of that peak, computed from the inferred model
parameters of each spike. The rise time is the exponential rise time scale defined in Equation 6.9. The
fluence is calculated by computing the fraction of photons within a single spike compared to the number
of photons in the entire burst, and using this fraction in combination with fluences inferred from spectral
modelling (van der Horst et al. 2012; von Kienlin et al. 2012) to derive the fluence in a single spike.

In Figure 6.7, we plot rise time and duration against fluence for all 332 bursts.
There is a clear positive correlation between both rise time and fluence as well as
spike duration and fluence (Spearman rank coefficient R = 0.30 ± 0.06 with p < 10−5

for duration versus fluence, and R = 0.25 ± 0.06 with p < 0.01 for duration versus
rise time). Clearly, more energetic spikes require more time to rise to the peak, and
radiate away their energy for a longer overall time. This is consistent with the results
of van der Horst et al. (2012), who find a positive correlation between burst duration
(T90) and burst fluence, although the correlation found when considering whole bursts
instead of spikes seems to be weaker than that found here. It is also consistent with
previous results in Göǧüş et al. (1999), who found a correlation between duration and
fluence for bursts from SGR 1900+14 observed with RXTE which could be modelled
with a power law with an index of 1.13.

In Figure 6.8, we plot a measure of the flux, parametrised as the peak amplitude An

of a component n divided by the rise time τn of that component, against the skewness
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Figure 6.8: Flux versus skewness for a sample of spikes in 332 bursts. We parametrise flux in arbitrary
units as the ratio of amplitude A for a spike in count space divided by the exponential rise time scale τ.
The skewness s measures the asymmetry of exponential rise versus exponential fall in a spike, such that
the fall time scale τfall = sτ. Overall, spikes are positively skewed (log10 (s) > 0), i.e. their exponential
rise is faster than their decay. There is a clear correlation between our measure of the flux and the
skewness s, although the relationship seems to flatten out for low fluxes.

parameter sn, in order to test whether bursts with higher luminosity are also more
skewed, i.e. their ratio of rise time scale to fall time scale deviates significantly from 1.
Overall, the spikes modelling magnetar bursts are skewed: the population of skewness
parameters resides largely above 1 (corresponding to log10 (s) = 0), indicating that
most spikes have faster rise time scales than decays. Moreover, we find that there is a
positive correlation between our flux measure and the skewness: brighter bursts have
a higher ratio between fall and rise time scales. We also note a possible deviation from
a simple power law relationship between these two quantities: while the correlation is
fairly strong at high fluxes above A/τ ∼100, it seems to flatten out towards a slope of
0 at lower fluxes: spikes with fluxes below that value have a similar ratio between rise
and fall time scale. This deviation is, however, weak, and requires quantification to
draw firm conclusions.

6.5.2 Testing the Prior Assumptions

Because we have little prior information about the nature of magnetar bursts and
the details of the underlying physical processes producing them, we choose mostly
uninformative priors for all model parameters. However, there is still some leeway
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Figure 6.9: The number of components (spikes) per burst for 332 bursts for both exponential priors
(blue) for amplitude and rise time scale, the standard prior assumed in deriving the results of this work,
and log-normal priors (green) as an alternative hypothesis for the prior distributions on amplitude and
rise time scale. Changing the prior has no appreciable effect on the number of components per burst.

in the choice of these prior distributions, and thus it merits investigation whether
changing any priors has an appreciable impact on the conclusions we derive.

The strongest source of uncertainty in terms of deriving conclusions from the data
set comes from the priors for amplitudes and rise time. An exponential distribution
favours low-amplitude spikes with short rise time, which, in principle, could give
rise to a population of very short, very small spikes modelling individual photons
in high-resolution light curves. We have already shown in Section 6.5.1 that the
generally low number of components per burst disfavours this interpretation, but that
there is a population of spikes with very small amplitudes. In order to improve our
understanding of how this prior could influence our results, we implemented a log-
normal prior for both rise time and amplitude, with the mean and standard deviations
of each distribution free hyperparameters. Because of the use of improper priors on
the background parameter as well as the hyperparameter for the amplitude, we do
not perform formal model selection (e.g. using the marginal likelihood introduced in
Equation 6.9), but simply explore how the use of different priors changes the results
reported in the previous section.

In Figures 6.9 and 6.10 we present a comparison between the distributions for the
number of spikes per burst from 82 bursts for each set of priors, and the differential
distributions for the most important quantities for both priors. In both cases, we
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Figure 6.10: Differential distributions for burst duration (left panel), amplitude (middle panel) and
fluence (right panel) for an exponential prior on spike amplitudes and rise timescales (blue; see also
Figure 6.5), and a log-normal prior on the same parameters (green). A log-normal prior leads to a
noticeable increase in low-amplitude spikes (middle panel), translating to an excess at low fluences as
well. The overall shape and location of the maximum for each distribution, however, remains unchanged.

consider the full, unfiltered sample here, since it is the spikes with the smallest
amplitudes where we expect to see an appreciable difference. Overall, there is no
significant difference in the number of components per burst, indicating that both
priors lead to similar results. However, we do see an excess of small-amplitude spikes
for a log-normal prior in the differential distributions for duration, amplitude, and,
correspondingly, fluence. Using lognormal priors on the amplitude seems to increase
the probability of a model consisting of many low-amplitude spikes. Why exactly
this should be the case is not immediately obvious and merits further exploration.
However, given that the presence of these low-amplitude spikes is difficult to constrain
no matter what the prior, and they do little to change our conclusions from the data,
we defer this in-depth exploration of priors to future work.

6.6 Discussion

In this paper, we have introduced a novel way to model magnetar bursts as a su-
perposition of small, spike-like individual components with the same underlying
simple functional form. We successfully decompose a large sample of magnetar bursts
from SGR J1550-5418 into individual spikes, and find that for the most part, both
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the parameters of each individual spike as well as the distribution of the number of
spikes in a burst are well-constrained. We then use the inferred marginalised posterior
distributions over individual spike parameters to draw first conclusions from the whole
sample. The differential distributions of exponential rise time scale, amplitude of a
spike in count space and fluence are strongly peaked, and skewed with slightly longer
tails at the small ends of the distributions. The differential distribution of the waiting
time between consecutive spikes is bimodal, with a peak at short waiting times of
∼0.05 s and a second peak at ∼20 s. There is a bias at long waiting times due to the
observing mode of the instrument, cutting off waiting times at 330 s. We find a strong
positive correlation between fluence of a spike and both its exponential rise time scale
and its duration. The fluence-duration correlation has been noted before for bursts
as a whole (Göǧüş et al. 1999; Göǧüş et al. 2000; van der Horst et al. 2012) as a
typical signature of self-organised criticality (SOC), which we will discuss in more
detail below. Additionally, there is a correlation between the inferred flux (defined as
amplitude divided by rise time scale) and the skewness in a burst (defined as the ratio
of rise time scale to fall time scale).

There are some important limitations on the results presented above. Most im-
portantly, deriving results over a sample of bursts from posterior distributions for
individual bursts implies a strong prior against detecting a correlation. A formally
correct analysis would include the entire sample of bursts in a hierarchical models,
where we can explicitly put priors on relationships between parameters of the models.
This is something to be explored in the future.

Secondly, there could be an energy dependence of the results presented above that
we have not explored here. Magnetar bursts are known to have spectra that change
with flux (e.g. Younes et al. 2014); conversely, some of the correlations found in this
work may be energy-dependent. Again, this would require a more complex model,
which is beyond the scope of this current work.

Below, we discuss the results of the previous section first in the context of the
SOC framework, then compare the derived correlations with predictions of toy models
of burst trigger and emission mechanisms.

6.6.1 Comparison with SOC Predictions

Magnetar bursts have often been placed in the context of self-organised criticality.
In this framework, a physical system continuously drives itself towards a critical
point, without fine tuning or outside intervention. When reaching this critical point, a
catastrophic energy release will return the system to a sub-critical state, upon which
the cycle begins anew. The standard cellular automaton model of Bak et al. (1987)
models an SOC system as a grid of cells (or nodes), where activation of one node
leads to a cascade of activation in neighbouring nodes based on some activation rule
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6 Dissecting Magnetar Variability with Bayesian Hierarchical Models

(e.g. a preferred direction), leading to sudden energy release and dissipation and return
of the system to the sub-critical state. Based on the avalanche evolution, it becomes
possible to define a characteristic length scale and affected area (or volume) in the
system, which is closely related to the released energy. One of the defining features
of the SOC framework is that while the details of the physical processes in question
depend on the characteristics of the system, SOC leads to an overall characteristic
behaviour with similar statistical properties for many different systems.

In general, SOC processes follow a fractal geometry, an idea that was proposed by
early proponents of SOC theory (Bak & Chen 1989), and later confirmed with detailed
SOC simulations (Aschwanden 2012a), where next-neighbour interactions were found
to build up tree-like fractal structures. In the simplest case, the fractal geometry can be
characterised by the Hausdorff fractal dimension Dd, which depends on the Euclidean
space dimension d. In practice, while it is usually possible to determine the area fractal
dimension D2 directly (e.g. from solar granulation imaging or solar magnetograms),
this is not true for the 3D Euclidean space that is relevant for the geometry of both
solar flares and magnetar bursts. In the absence of firm measurements, it is often
reasonable to define a mean fractal dimension, averaging the smallest likely and the
maximum possible fractal dimensions. For most SOC systems, Dd,min ≈ 1, since for
smaller fractal dimensions there would be too little interaction between neighbouring
nodes to form an avalanche. The maximum possible fractal dimension is directly
related to the relevant Euclidean dimension d. For d = 3, the mean fractal dimension
becomes Dd ≈ (1 + d)/2 = 2.

For solar flares, there is a wealth of both imaging and timing studies suited to
measuring the relevant fractal dimensions. A large body of evidence suggests that area
fractal dimension D2 is close to the expected mean fractal dimension D2 ≈ 1.5 (see
Table 8 in Aschwanden et al. 2014, and references therein). While measurements of
D3 are more difficult, Aschwanden & Aschwanden (2008) found D3 = 2.06 ± 0.48
in a study of 20 bright solar flares observed in X-rays, close to the predicted value
D3 = 2.

Simulations of cellular automaton models (Aschwanden 2012a) and calculations
from solar flare observations (Aschwanden 2012b; Aschwanden & Shimizu 2013;
Aschwanden 2013) suggest that the evolution of the avalanche radius r(t) follows a
classical diffusion-type relationship after onset of the instability t0,

r(t) = κ(t − t0)β/2 , (6.12)

with a diffusion coefficient κ and a diffusive spreading coefficient β.
Using this diffusion law in combination with the fractal dimension Dd, the SOC

framework makes predictions for power law-type correlations between various quanti-
ties — most importantly, duration, peak amplitude and total dissipated energy — as
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well as their differential distributions. The predicted correlations for the avalanche
duration T , peak flux P and total dissipated energy E are

P ∝ T dβ/2 ∝ T 3/2 (6.13)

E ∝ T Ddβ/2+1 ∝ T 2 (6.14)

for typical values Dd ≈ (1 + d)/2, d = 3 and β = 1 (see Aschwanden et al.
2014, and references therein for details of the derivation). For solar flare data in hard
X-rays, observed correlations between T , P and E are in remarkably good agreement
within the measurement uncertainties with predictions made by the fractal-diffusive
SOC model outlined above, with a classical diffusion coefficient β = 1 and Dd = 2.

Similarly, the differential distributions of burst duration, peak amplitude and total
dissipated energy can be shown to be

N(T )dT = T−αT dT ; αT = 1 + (d − 1)β/2 = 2

N(P)dA = T−αPdP ; αP = 2 − 1/d = 5/3 (6.15)

N(E)dE = T−αE dE ; αE = 1 + (d − 1)/(Dd + 2/b) = 3/2 ,

again for the standard assumptions stated above. Observations of solar flares in
hard X-rays with a number of different telescopes agree with fractal-diffusive SOC
predictions; the power law-like distributions in T , P and E and the values of αT , αP

and αE match those of Equations 6.16.
As expected from SOC predictions, we see a positive correlation between spike

duration and fluence (a proxy for the total dissipated energy) for spikes in magnetar
bursts, similar to that seen when taking the bursts as a whole (Göǧüş et al. 1999).
The slope of this correlation seems to be flatter than the T 2 proportionality expected
from classical SOC, although this requires confirmation with a hierarchical model that
allows proper inference over many bursts at the same time.

Unlike the correlations between parameters, however, the differential distributions
for magnetar bursts do not follow the expected power laws: all three quantities show
strongly peaked, unimodal distributions. While some of that may be an artefact of
excluding the weakest, unconstrained peaks (with amplitudes lower than the inferred
background count rate) from the sample, this selection cannot account for the complete
disparity between theoretical expectations and the inferred distributions from the data.
In particular the fluence distribution disagrees strongly with the derived differential
fluence distributions when considering bursts as a whole, which is known to be power
law-like over at least four orders of magnitude (Göǧüş et al. 1999; Göǧüş et al.
2000; Prieskorn & Kaaret 2012). It is possible that there is a population of weak,
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low-amplitude peaks even beyond those predicted by the model considered here that
we cannot see due to instrumental and sky background. Alternatively, if there truly is
a paucity of peaks at low amplitudes, durations and energies, this would indicate that
while bursts as a whole behave as an SOC system, the driving process that produces
the intra-burst variability does not.

The waiting time distribution for magnetar bursts has traditionally been modelled
as a log-normal distribution, with limited knowledge in the tail on both sides due to
two dominant factors. At long waiting times, a lack of continuous monitoring and the
resulting data gaps make an accurate determination of long waiting times problematic.
At the short end, there is a fundamental uncertainty in the definition of a single burst
(see also discussion on burst extraction in Section 6.2 and van der Horst et al. 2012
for the standard definition of a burst). Indeed, Göǧüş et al. (1999) and Göǧüş et al.
(2000) do not model waiting times < 3 s in order to avoid confusion between separate,
single-peaked bursts and multi-peaked bursts.

In the SOC framework, the occurrence of individual avalanches is generally
modelled as a random process: the distribution of critical events in time follows a
Poisson process. This process can either be stationary for a constant driving process,
or more often the driving process setting the frequency of burst occurrences is non-
stationary in some way. The details of this non-stationarity will determine the shape
of the resulting waiting time distribution. However, even for a non-stationary Poisson
process, the resulting waiting time distribution will be a superposition of two or
more exponential distributions, no matter what the time-dependent behaviour of the
underlying driving process is. The resulting distribution can be approximated as a
power law at long waiting times (see Aschwanden 2011 for derivations for various
driving processes), which flattens out at short waiting times.

This is not what is observed when decomposing magnetar bursts into individual
spike-like features (compare also Figure 6.6). There is a clear bimodality that is at
odds with the power law-like predictions of SOC theory. Even for a driving process
that operates at a low rate for most of the time, and only occasionally drives a short
period of intense avalanching, SOC predicts a power law that flattens at short waiting
times. Again, it may be possible to explain some of the discrepancy with a lack of
well-constrained low-amplitude spikes hidden in the background, but this does not
explain the clear bimodality between long and short waiting times. This may be an
indicator that two different processes, with two different characteristic time scales,
operate in producing the bursts and the intra-burst variability, respectively.

6.6.2 Comparison with simple models of the burst process

As outlined in the Introduction, the mechanisms responsible for triggering magnetar
bursts, and the associated emission processes, are still very poorly understood. The
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basic picture, however, is as follows. Magnetic field decay in the stellar interior (via
ambipolar diffusion, the Hall effect, and Ohmic decay), leads to the build up of stress
in the system. Stress may build up in the solid crust, which resists motion of the
magnetic field lines that are frozen into it. Alternatively, if the crust yields plastically,
stress may build up in the external magnetosphere if the prevailing plasma conditions
permit. Bursts occur when this stress is released on a very rapid timescale, be that a
crust rupture or a plasma instability. Magneto-hydrodynamic instabilities in the core
itself may also play a role.

The stress release process leads to high energy X-ray and gamma-ray emission,
which we observe as a magnetar burst. This emission may comprise both a non-thermal
component (from particle acceleration or scattering), and a thermal component (as
parts of the system are heated). The picture is further complicated by the fact that
energy from the initial stress release event may be ‘stored’ and then released over
a longer timescale. Energy may be locked up temporarily in the form of seismic or
magnetospheric oscillations, or in the form of an optically thick pair-plasma fireball
that may get trapped within closed magnetic field lines. One of the main goals of
magnetar research is to search for unique signatures of these various possibilities, and
hence to distinguish between the various mechanisms suggested.

In this paper we have explored the idea that each burst is made up of cascades
of stress release (and emission) events. We have done this by fitting each burst
with sequences of exponentially rising and decaying spikes, and studying at the
ensemble properties of those spikes. We now need to examine whether the results
are consistent with the predictions of the various models. Sadly, detailed model
predictions that link up stress release and emission are sparse to non-existent, so a
fully rigorous comparision is not yet possible. As a prelude to more detailed studies
we can nonetheless use simplified models to explore how this type of analysis might
allow us to distinguish the different mechanisms.

In connecting physics to observables, we need to be aware of the limitations of
what we can infer from our measurements. In particular the following considerations
apply: (i) The fluence that we measure is the energy released in the X-ray/Gamma-ray
waveband. As such it is a lower bound, since energy may be lost at other wavelengths or
even in other forms such as neutrinos (depending on the precise location of the energy
release). (ii) The rise time that we measure is the rise time of the emission process,
not necessarily that of the stress release process. (iii) The duration that we measure
may be the duration of the stress release event, or may be set by the prolongation
mechanisms discussed above. We will revisit these caveats in the discussion that
follows.

We start by considering the bimodal distribution of wait times (Figure 6.6). Within
the cascade picture, the wait times represent the time for information about the
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change in configuration resulting from a local release of stress to be communicated
to the next failure point (be that a weakened part of the crust, or another part of the
magnetosphere). The distribution is bimodal, with one peak at ∆T ∼ 0.05 s that is the
wait time between individual spikes, and one at longer timescales (of at least 10 s) that
is the timescale between individual bursts. We would like to understand whether the
distributions are consistent with the timescales on which such information might be
conveyed: that is to say the shear timescale in the crust, or the Alfvén timescales in
the stellar interior or magnetosphere.

The shear speed in the crust vs = (µs/ρ)1/2 where µs is the shear modulus and
ρ the density. The shear modulus is of the order of the Coulomb potential energy
∼ Z2e2/r per unit volume r3, where r ∼ (ρ/Amp)−1/3 is the inter-ion spacing, while
Z and A are the effective atomic number and mass number, respectively, of the ions in
the crust. Using the shear modulus computed by Strohmayer et al. (1991) and scaling
by typical values for the inner crust (Douchin & Haensel 2001), the shear velocity is:

vs = 1.1 × 108cm/s
 ρ

1014g/cm3

1/6 ( Z
38

)
(6.16)

×

(
302
A

)2/3 (
1 − Xn

0.25

)2/3

,

where Xn is the fraction of neutrons (see also Piro (2005)). The timescales for
transmission of information via shear waves around the crust are therefore . πR/vs =
0.03 (R/10 km) s. This is certainly consistent the values that we found for the wait
times between individual spikes. The distribution of wait times that might result is
shown in the upper panel of Figure 6.11. To derive this distribution, we distributed
a number of weak points across the crust of a neutron star with typical radius, and
then assumed failure at one initial point. We then calculated the time it would take for
the information about that failure to propagate around the star under the assumption
transmission proceeds purely through shear waves in the crust assuming the canonical
values given in the expression for shear speed above. It is assumed that the impact
of the original failure is sufficient to trigger subsequent failure events in other weak
points; the waiting time distribution is then the time for the information to travel
between these weak points. In general, this model reproduces the observed waiting
time distribution in Figure 6.6 fairly well: it peaks at similar time scales (∼0.01 s, with
a sharp drop at long waiting times and a long tail towards shorter waiting times that
is more pronounced than we observe in the data. However, we note that the waiting
times may be artificially shortened by line-of-sight effects: if a single event at a point
triggers two successive events at different positions on the star or in the magnetosphere,
we might see all three in rapid succession depending on our line of sight. This may
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lead us to conclude that there is a small waiting time between successive (causally
connected) events, whereas in reality, two of the three hypothetical events in this
example are unconnected.

For transmission of information via Alfvén waves through the neutron star interior,
the appropriate timescale is set by the Alfvén speed vA = B/

√
4πρ where B is the

magnetic field strength, giving

vA = 108cm/s
( B
1016G

) 1015g/cm3

ρ

1/2

(6.17)

This yields timescales for transmission of information through the neutron star core
via torsional Alfvén waves of . 2R/vA = 0.02(R/10 km) s. Note however that
the value of the field strength B in magnetar cores is highly uncertain, as is the
appropriate value of the density ρ. In principle only the charged component (∼
5-10% of the core mass) should participate in Alfvén waves, reducing ρ, however
there are mechanisms associated with superfluidity and superconductivity that can
couple the charged and neutral components. As such this value is also consistent with
the inter-spike timescale distribution. In Figure 6.11 (middle panel), we show the
expected distribution of waiting times for propagation through the neutron star interior.
Again, we have assumed a number of weak points on the neutron star surface, but
this time, propagation proceeds entirely through the neutron star interior instead of
around the star in the crust. As above a single failure triggers an energy release that is
communicated through the star and triggers failures at other weak points in the crust;
the waiting time distribution now depends on the distance between two points through
the star, and the Alfvén speed in the star.

The expected distribution is clearly at odds with what is observed: while it extends
to values high enough to explain the long waiting times, the distribution is dominated
by a power law with a positive exponent and a sharp drop-off at ∼0.04 s. This is clearly
not observed in the data, where the inter-spike waiting times resemble much more a
log-normal distribution. However, the model assumed here does not include seismic
waves traveling through the star multiple times. Instead, it is assumed that the energy
transferred in the first instance is sufficient to trigger a follow-up event, such that the
waiting times are directly related to the distance through the star between two points
on the surface. The sharp drop-off at long waiting times in this case corresponds to
the travel time between the furthest two points on the star (i.e. 2R). It is possible
that seismic waves could be reflected and travel through the interior multiple times,
transferring small amounts of energy every time, and that then the waiting time is
determined by the time it takes for the cumulative energy transmitted to a weak point
to be sufficient to trigger a starquake. However, including these effects would require
much more detailed knowledge about the energy threshold for crust failure than is
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available, and beyond the scope of this simple toy model.
Within the magnetosphere, the Alfvén speed is of order the speed of light. An

upper limit for the waiting time between causally connected spikes is given by the
light crossing time of the circumference of the light cylinder (2πRL = 2πc/Ω) i.e.

∆tmax ∼ 2π
RL

c
= P, (6.18)

where Ω is the spin frequency of the neutron star and P the spin period. For magnetars
P ∼ 2 − 12 s. The typical value ∆T ∼ 10−2 s roughly corresponds to a height of
rrec ∼ 10−2c/(2π) ∼ 5× 107 cm. If we distribute reconnection events homogeneously
in the magnetosphere in the region [rmin = 10−4c, rmax = 10−1c], we find the waiting
time distribution shown in Figure 6.11, lower left. Here, we have distributed weak
points uniformly in a shell of inner radius rmin and outer radius rmax around the star,
and assumed that propagation of energy and information to other weak points must
proceed through this shell. The waiting time distribution expected from the simple
toy model is in remarkably good qualitative agreement with the observed distribution
(compare Figure 6.6): it peaks at roughly at the right waiting time, and has an extended
tail towards smaller waiting times. This tail is more pronounced in the toy model
compared to the observations, but this could potentially be due to observational effects
(such as the low-amplitude events that we cannot constrain reliably from the data, and
which were excluded from this analysis).

We conclude that the shorter ‘inter-spike’ wait time distributions are, given the ex-
treme simplifications of our models, at least in prinicple compatible with transmission
of information via crustal shear, magnetospheric, or core Alfvén waves. The latter
possibility was most problematic in terms of fitting the distribution, however we caveat
that our choice of stress points in the magnetosphere (which will have a major effect
on the predicted wait time distribution) was highly ad hoc. The longer wait times, by
contrast, are clearly inconsistent with any of the communication timescales described
here, and are therefore more likely to be set by a slower evolutionary timescale of the
system.

We now move on to consider more complex models and to exploit the other spike
properties discussed in this analysis. We will explore three scenarios: (i) crust rupture
trigger that leads directly to high energy emission; (ii) crust rupture trigger that leads
to magnetic reconnection, with the emisson coming as a consequence of that process;
and (iii) magnetospheric trigger leading to spontaneous magnetic reconnection and
associated emission.

We will first explore the crustal rupture model of Thompson & Duncan (1995).
Within this picture, the small magnetar bursts are triggered by crustal ruptures as the
crust comes under stress for the decaying interior field. The high energy emission that
follows comes from particle acceleration, scattering and, they argue, a high likelihood
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Figure 6.11: Waiting time distributions for three different trigger and propagation models. In all cases, we
randomly distribute 106 points of potential failure (which we also call weak points) either on the sphere
of a neutron star of radius 106 cm or in the magnetosphere above the star. We then trigger a single point
of failure, and compute how much time it would take for that information and energy release to propagate
either along the surface in the crust (upper panel), through the neutron star interior (middle panel) or
through the magnetosphere (lower panel) to other points of failure. The waiting time distribution for 106

connections between weak points is then constructed as the set of all travel times between failure points
for the three different models, as described in the text. 185
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of pair plasma fireball formation12

The energy released in a burst scales in this model (Equation 28ff. in Thompson
& Duncan 1995) as

∆E ∼ 4 × 1040
( Lthick

104 cm

) ( L
105 cm

)2 ( B
1015 G

)−2 (
θmax

10−3

)2
erg , (6.19)

where B is the internal crustal magnetic field, θmax is the yield strain of the crust,
and L2 is the area of a patch of crust in which the energy is released13. Now if the
duration of the observed spike Tdur ∼ l/vs (Tdur in this section is the theoretical
equivalent to the spike duration T measured in Section 6.5.1), so that duration is
indeed set by the rupture process itself, then we would predict that ∆E ∼ T 2

dur. This is
qualitatively consistent with the observations: there is a positive correlation between
the observed durations and fluences of the spikes, although it seems slightly less
pronounced than the theoretical calculations here suggest.

Another interesting question is whether the fluence of a burst always scales in the
same way with overall duration; or whether there are deviations above a certain energy
threshold that might indicate the development of a longer-lived source of emission
such as a pair plasma fireball. If this occurs then duration would no longer be set by the
rupture process, but would instead be controlled by the fireball evaporation timescale.
There is no direct evidence in the observed correlations for a change of the correlation
with high fluences (Figure 6.7). Due to the large scatter it is not straightforward to see
whether the correlation changes at the high end, however, a more complex hierarchical
model envisioned for a future work would allow us to make a formally valid inference
of whether the data can distinguish between these two hypotheses (change in the
correlation at high fluences versus no change).

The second two scenarios that we explore both involve the high energy emission
being generated as a result of magnetic reconnection in the magnetosphere, albeit
with different original triggers. In general, the total energy output of a spike generated
by reconnection (E) is given by the total volume that is reconnected (V ' LxLyLz)
for the duration of the spike (Tdur) times the local magnetic energy density uB =
B2

S (R∗/r)5/8π, where BS is the surface field, and r is the height of the reconnection
region. For now we consider a twisted external field, for which we use the relation
B(r) ∼ BS (R∗/r)5/2 (Thompson et al. 2002). This yields

E ' V uB ' LxLyLz
B2

S (R∗/r)5

8π
= LxLz

(
Tdur

δ

τrec

)
B2

S (R∗/r)5

8π
, (6.20)

12Heyl & Hernquist (2005a) also discuss the crust rupture mechanism, however in the scenario that
they outline, energy is transported by fast MHD waves before forming a pair plasma fireball.

13Note that the relevant equation in Thompson & Duncan (1995) is missing a length scale to be
dimensionally consistent. We assume here that this missing length scale could reasonably be the
thickness of the crust, Lthick.
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where we have used Ly = Tdurvrec = Tdurδ/τrec, with vrec = δ/τrec denoting the
reconnection speed, δ the half-thickness of the current sheet and τrec the reconnection
timescale. The above estimate is not based on any particular reconnection mechanism,
but merely assumes that the reconnection speed remains constant for the duration of
the spike.

Let us now consider two different scenarios for the reconnection. Consider first
of all the case where reconnection is spontaneous, and driven by the tearing mode
instability, as discussed by Lyutikov (2003). In this case, τrec = τtm ∝ δ

3/2B1/4
S r−7/8.

Furthermore, from the necessary condition for the growth of the perturbation, i.e.
τtm < Lx/c, where τtm = (τRτA)1/2 = (δ/c)S1/2 (with τR = δ2/η is the resistive
timescale, τA is the Alfvén timescale, and S = τR/τA = δc/η is the Lundquist
number), we get Lx ∼ δS

1/2 ∝ δ3/2. Note that the growth rate of the tearing mode
does not depend on the size of the reconnection region in the z-direction, i.e. Lz. We
further assume that the duration of the spike is also independent of Lz. Combining
with Eq. (6.20) we obtain

E ∝ δ3/2

 δ

δ3/2B1/4
S r−7/8

 TdurB2
S r−5 ∝ δTdurB7/4r−33/8, (6.21)

E ∝ τ2/3
tm TdurB7/4r−33/8.

Thus if the bursts are due to reconnection driving by the tearing mode, fluence
should be linearly proportional to the duration of the spike (E ∝ Tdur). Assuming
that the observed rise time is the reconnection time (as discussed earlier this assumes
that emission is essentially instantaneous), this yields E ∝ τ2/3

rise . This is qualitatively
consistent with the observation of a positive correlation between the exponential rise
timescale and the fluence of a spike (Figure 6.7, left panel): although the correlation
seems to be somewhat steeper than expected from the calculation above, the exact
power law exponent is difficult to tell due to the large scatter in the data. Note that this
large scatter in the fluence versus rise time plots may be due to the fact that the energy
is also strongly dependent on the local magnetic field strength (E ∝ B7/4

S r−41/8), where
the energy of the spike will be highly dependent on the height of the reconnection
region E ∝ r−41/8 ∼ r ∝−5. Since the scatter is, on the other hand, not that significant,
it may be argued that the spikes all occur at relatively the same height (r ∼ rrec),
where the local conditions for reconnection are favourable, instead of happening all
throughout the magnetosphere.

Now consider an alternative scenario, where reconnection is driven directly by
crust rupturing, with the speed of reconnection being governed by the shear speed
in the crust vs. Assuming again that the observed rise timescale is the reconnection
timescale, but in a situation where δ is independent of the reconnection timescale, we
would now predict E ∝ Tdur/τrise. The dependence on rise time is quite different from
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that predicted for the tearing mode, and is in fact not consistent with the observed
correlations. Although a linear relationship between duration and fluence is certainly
possible (see Figure 6.7, left panel), a negative correlation between the rise time and
fluence is strongly disfavoured (Figure 6.7, right panel).

The cascade models that we have examined in this section are clearly all highly
simplified. They illustrate, however, the potential diagnostic power of the analysis
technique presented in this paper, and we hope that the existence of more rigorous
techniques like this will motivate the development of detailed theoretical models that
link trigger and emission mechanisms in a self-consistent manner.

6.7 Conclusions

In this paper, we have, for the first time, characterised variability within magnetar
bursts in detail, using a probabilistic and flexible model for the burst light curves.
The complex temporal morphology of magnetar burst light curves can be very well
modelled as a superposition of individual flare-like spikes, represented by a simple
model of an exponential rise and an exponential decay. We use a Bayesian hierarchical
model, combined with MCMC sampling, to infer the probability distributions for
parameters of the individual spikes as well as the number of spikes in a burst in
an informative and statistically rigorous way. We find that light curves are well
modelled by varying numbers of spikes, which follow clear trends in their properties.
In particular, one can relate model parameters such as the rise time and skewness as
well as derived quantities such as the duration and fluence to physical quantities in
the system. While magnetar bursts overall seem to fit within the framework of self-
organised criticality, we find that the individual spikes do not: differential distributions
of important SOC quantities as well as the overall waiting time distribution do not
follow the expected power law-like relationships. We construct several toy models
based on simple physical estimates of the relevant velocities and time scales for
the waiting time distribution, and find that the observed waiting time distribution is
consistent with both repeated failure in the crust, with the information and energy
about that failure propagated solely through the crust, as well as magnetospheric
reconnection, where failure points are distributed homogeneously throughout the
magnetosphere. Similarly, we find positive correlations between the spike duration
and fluence as well as rise time and fluence, which can be explained with either a
crust rupture process or magnetospheric explosive reconnection, but are inconsistent
with estimates of the relationship between rise time and fluence in a model where
crust rupture drives reconnection. While the theoretical estimates we make are very
simple, they illustrate an important point: variability is a key property of magnetar
bursts and a powerful tool for constraining the underlying source physics. In the

188



6.7 Conclusions

future, an improved interplay between theoretical models and variability studies will
be crucial. We now have the tools to characterise variability to take advantage of the
vast data set of magnetar bursts. As theoretical models evolve, they can inform the
probabilistic models we build for studying variability. In return, it will be possible to
test the predictions these models make using more sophisticated hierarchical models
together with large samples of bursts, and work towards an understanding of the origin
and mechanisms of magnetar burst emission.
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CHAPTER 7

CONCLUSIONS

Science never solves a problem
without creating ten more.

- George Bernard Shaw -

There is a common wisdom about another class of highly variable transients,
GRBs, which says that if you have observed a GRB, then you have seen exactly one
GRB. No two GRBs appear the same, and the same can be said of magnetar bursts.
While the giant flares share some basic characteristics in terms of their temporal
variability properties — most importantly, in all three observed giant flares the tail is
dominated by an evolving pulse profile at the rotational period of the neutron star —
this is much less obvious for their shorter, less energetic counterparts. Much of the
work in this thesis has been aimed at finding these shared characteristics, in a hope
that they could both aid us in searching for the elusive QPOs seen in the giant flares,
and help us unravel the physical processes that lead to the burst phenomena we see
from magnetars.

The overarching objective of this work has been to find QPOs in magnetar bursts,
a task that seemed straightforward and deceptively simple in the beginning. Fourier
methods are well understood when applied to X-ray data of other high-energy tran-
sients such as neutron star binaries, AGN and even giant flares, and have been used
successfully to search for QPOs and characterise variability for decades. There are,
however, two important differences between the sources for which Fourier analysis is
routinely employed in X-ray astronomy and the short magnetar bursts that I aimed
to analyse. Firstly, while the giant flare QPOs were strong signals with a high frac-
tional rms amplitude, this is not an a priori assumption for the QPOs I set out to find
in the shorter recurrent bursts, such that a good characterisation of the underlying
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background we test against in the Fourier domain becomes crucial. Secondly, unlike
the time series generally recorded from X-ray binaries and AGN, magnetar bursts
cannot be regarded as stationary processes over the timescales where we expect to find
QPOs. Particularly at low frequencies, the complex morphology of the burst makes
any inferences of QPOs ambiguous. In magnetar bursts, as in other, similar sources
such as GRBs, these two properties conspire to make inference very complex and
fraught with biases.

The standard methodology for searching for oscillations in short bursts, primarily
used to find burst oscillations in Type I X-ray bursts from neutron star binaries, utilises
the regularity of these bursts in terms of their temporal evolution to fit a simple
functional form to the light curve, and then simulate fake light curves from that
model without the presence of a QPO. One can then compare the periodograms of
these simulated light curves to that of the observed data frequency by frequency, and
derive p-values for the observed power at a given frequency. Because of the complex
structure of magnetar bursts and the lack of an overarching functional form that would
fit all these bursts, this method is not appropriate for short magnetar bursts. Instead,
as I have shown in Chapters 2 and 3, we can find a way around it by characterising
the periodogram of a burst instead, and then try to make reasonable assumptions
about the underlying power spectrum. I say reasonable here on purpose: while I
have shown in Chapter 2 that the basic assumption made — that the periodogram
is a realisation of a pure red noise process with a power law or broken power law
spectrum — is an appropriate, conservative choice for the statistical distributions in the
periodogram, it is not formally correct. Magnetar bursts are unlikely to be realisations
of a purely stochastic process, and the deviations from both the shape of the underlying
spectrum as well as from the assumed distribution can lead to systematic errors at
low frequencies. I have shown in Chapters 2 and 3 that the method nevertheless has
potential for finding QPOs: although I did not find any signals in the relatively small
sample of SGR J0501-4516, I did find significant detections in a much larger number
of bursts from a burst storm in SGR 1550-5418: in the averaged periodograms, I found
three QPOs, two of which are at frequencies remarkably close to those observed in
the giant flares. I also found a single QPO in an individual burst, which bears no
resemblance to any QPOs seen from magnetars before, and thus potentially provides
an interesting new observation to constrain starquake theories.

Despite the success of the power spectral analysis for Fermi /GBM data, I have
also shown (Chapter 4) that the low background in RXTE’s PCA in combination
with the sharp intrinsic features in the light curve lead to powers not distributed
according to the expected noise distributions even at high frequencies. It is at this
point where we reach the limits of where Fourier analysis has its use for fast transients,
because our assumptions bear no resemblance to reality any longer. Unless one wishes
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to consider more complex power spectral models, finding QPOs reliably with an
acceptable number of false positive detections with Fourier methodology becomes
effectively impossible. Perhaps at this point, it is fair to say that while Fourier
analysis has its use in a wide range of circumstances, fast transients with a complex
temporal morphology are not among them. While it is always possible to take the
Fourier transform of a time series, it is not always advisable and depends strongly
on question to be asked of the data. For short transients such as magnetar bursts,
there is a very narrow set of boundary conditions under which Fourier analysis yields
acceptable results. These conditions, however, affect both the QPO to be found (it
needs to be in the right frequency range, and preferably both narrow and strong), the
instrument (low instrumental or sky background in combination with variability on
short timescales leads to power even at high frequencies that is difficult to characterise)
and the variability of the burst itself (at low frequencies, if there is strong aperiodic
variability, both shape and distributions may not be easily modelled).

For any analyses outside this parameter range, one must necessarily go back to
the light curves themselves and find an alternative way to understand the source’s vari-
ability. This observation, of course, leads us right back to the fundamental questions
we have about magnetar bursts: where does the variability come from? What are the
underlying physical processes producing magnetar bursts? A part of the problem of
finding QPOs in magnetar bursts and similar transients is that theoretical predictions
of how magnetar bursts are produced are essential both to knowing what to look for in
the data, and to building a realistic model of the observed light curves. Without this,
the best we can do is guess what we ought to look for, build empirical models and
hope our guess approximates reality.

One way in which a predictive theory informed a detailed data analysis was shown,
in a slightly different context, in Chapter 4. Initial analyses of the giant flare QPOs
were essentially fishing expeditions with a broad net. The question was: can we find
QPOs, and if so, can we develop a general idea of the frequency, location in phase,
strength and duration of these signals? In turn, a large amount of modelling efforts
have concentrated on understanding and explaining the QPOs found in these fishing
expeditions. What has been lacking, however, has been a feedback between these
modelling efforts and the data analysis: now that more detailed predictions exist, one
should go back to the data and look to prove or disprove these specific predictions.
This is what I have done in Chapter 4. Because models have difficulty explaining
the lifetime of the high-frequency QPO in SGR 1806-20, previously believed to span
9 cycles in the RXTE data set and 18 in the RHESSI data, I have gone back to the
data and tested these predictions in detail. Indeed, it turns out that the high-quality
RXTE data can be explained with a short signal, much more similar to those predicted
from models, whereas the RHESSI data is of insufficient quality to decide between a
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long-lived or a succession short-lived signals.
For the recurrent bursts, this kind of interplay between theoretical models and the

data is still in its infancy, and one of the major hindrances in developing reliable QPO
search algorithms. In Chapter 6, I have made a first step towards an empirical model
for magnetar burst light curves, decomposing a burst light curve into a superposition
of self-similar spikes with a simple functional form. Sampling over a probability
distribution that includes both the parameters of the spike model as well as the number
of components (spikes) in a light curve ensures that we can infer both from their
statistical distributions, and do not need to make a subjective choice for the number
of components. There are several advantages to this approach. Because the model is
flexible enough to model the variety of observed burst shapes, it provides a powerful
basis for QPO searches (as shown in Chapter 5, where I have been able to discard
all initial candidate detections as false positives). More importantly, it provides a
way to characterise intra-burst variability in a much more sophisticated way than is
possible with Fourier methods. Many of the model parameters can be directly related
to physical time scales and energies, such that we can start testing simple toy models
as well as predictions from SOC theory.

This last chapter is, of course, just a stepping stone towards the future. I have
made a first attempt at characterising magnetar burst variability in detail, but more
sophisticated models, where we can make inferences over many bursts at the same
time, will be needed to confirm the results presented in Chapter 6. A natural conclusion
would then be to compare the vast data set of bursts from different sources with each
other and understand whether there are any appreciable differences in the observed
variability. At the same time, theoretical efforts to understand the variability properties
will be necessary. The toy models presented in Chapter 6 provide a first attempt, but
are far too simplistic to provide the full picture. New theoretical predictions, in turn,
will make it possible to steer my analysis away from the initial explorations of Chapter
6, towards proving or disproving these predictions. Finally, I have started this chapter
by discussing the similarity between magnetar bursts and GRBs, and GRBs provide
another obvious target for this kind of analysis, along with solar flares. It will be
interesting and worthwhile to keep developing these methods further to characterise
and help understand variability in magnetar bursts and beyond.
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SUMMARY

In this thesis, I have explored various methods to try to characterise and understand
variability in short magnetar bursts, as well as find quasi-periodic oscillations, or
QPOs, in these bursts. For the purpose of this general summary, let me break down
this statement into its components. Magnetars, the main object of this study, are
strongly magnetised neutron stars. Neutron stars, in turn, are one of the end points
of stellar evolution: when a massive star, with a mass that exceeds eight times that
of the sun (but is less than 15 times the solar mass), exhausts its fuel, it can explode
in a supernova. In this explosion, its outer layers are blown out into the surrounding
gas and dust, where they glow for a long time at wavelengths from radio wavelengths
all the way to X-rays (a well-known example is the Crab nebula). The inner core of
the star, however, collapses into a compact object that has roughly 1.4 times the mass
of the sun, but just about the diameter of a large city like Tokyo: we believe these
stars have radii of around 10 km, making them the densest objects we know in the
universe. The extreme gravitational forces acting in such a compact object lead to
high densities, which reach supranuclear values in the stellar core. This makes them
an excellent laboratory to study nuclear physics under extreme conditions we cannot
reproduce on Earth.

In the explanation so far, I have left out one extremely important ingredient: the
magnetic field. Because not only are these sources extremely dense, they also carry
the strongest magnetic fields we know, of the order of 1010 times stronger than that of
the Earth. Magnetars are stars with especially strong magnetic fields, more than 1015

times that of the Earth. Under these conditions, effects from quantum physics become
very important, which we can study by observing these stars.

Magnetars are a particularly interesting target because they burst; that is, they
appear on the sky at X-ray wavelengths for a short period of time, then vanish again.
These bursts can last from ∼1 s to ∼1000 s and were the target of this research. The
bright, long bursts, also called giant flares, are among the brightest flares in X-rays that
we know, but are also very rare. Only three of these giant flares have been observed
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since the first X-ray telescopes became operational. In the brightest one, observed
from a magnetar called SGR 1806-20 in 2004, scientists found what we call QPOs:
the brightness of the star brightened and dimmed almost periodically on very short
time scales. These QPOs are exciting because they are believed to be the observational
signatures of neutron starquakes. Unlike the sun, neutron stars have a solid crust
made of a crystal lattice. Much like in an earthquake, when this crust moves or gets
deformed, it may fracture and create seismic waves. These seismic waves travel
through the star, and consequently carry the signature of the internal composition and
structure of the star. If we can understand how these seismic waves are formed and
propagate, this could potentially give us interesting information about the interior of
the neutron star, which we cannot see. This, in turn, can provide important constraints
to nuclear physics at densities too high to reproduce in a laboratory.

The theoretical models constructed to explain these seismic waves are highly
complex, and subject to a lot of freedom in the choices of assumptions and physical
processes one considers. We do not know exactly what the interior of the star looks
like, and which physical effects become important in these calculations. We also have
little information about, for example, the structure of the magnetic field, which plays
an important role in the process. Our lack of knowledge of much of the processes
involved makes it possible to construct ever more complex models, but these models
are not well constrained. Different combinations of parameters and processes may
lead to the same conclusions, such that we cannot say which processes are relevant.
Additionally, when these signals were originally found, the search conducted was
broad and unspecific, and not geared towards the models that did not exist at the time.
Because we do now have predictions from theoretical models, Chapter 4 presents
a re-analysis of one of these giant flares based on these predictions for the lifetime
of a QPO in the source, and finds that unlike previously assumed, the data and the
model agree quite well. Initial analyses of the giant flare from SGR 1806-20 found a
high-frequency QPO that persisted over several rotational cycles (equivalent of tens to
hundreds of seconds), but current models predict that these signals should die away
within a fraction of a second. In Chapter 4, I find that the data agrees with a short
QPO lifetime, confined to either a single rotational cycle or possibly re-excited several
times.

Giant flare data for seismic studies is very scarce. With only three giant flares,
and only two for which these QPOs were measured, there are very few data points
available to refine physical models. This motivated a search for QPOs in the giant
flares’ smaller cousins, also called recurrent bursts, which are potentially caused by
the same processes that generate the giant flares. These bursts are much shorter and
less energetic, but much more numerous. With recent X-ray and γ-ray telescopes
monitoring the entire sky all the time, such as the Fermi Gamma-ray Burst Monitor
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(GBM), the source of most of this thesis’ data, we have an ever-growing data set of
magnetar bursts to search. However, it turns out that searching these bursts is not
straightforward. Although we have very sophisticated methods, usually involving
Fourier transforms of the light curves, also called power spectra, to search for QPOs,
these methods cannot be applied straightforwardly to magnetar bursts. Much of
Chapter 2 is an exploration of why these methods do not work, where and how they
fail, and how we can get around the limitations. In the end, I settled on a method that
is not formally valid for the data we have, but can identify QPOs reliably, without
claiming signals where there are none, which is one of the major concerns with
standard methods. In Chapters 2 and 3, I apply these methods to a large data set of
bursts observed with Fermi /GBM from two magnetars, SGR J0501+4516 and SGR
J1550-5418, and find significant QPO detections in the data set of the latter magnetar.
This is both a proof of principle — we can find QPOs in short magnetar bursts, which
was not clear in advance — and an opportunity to put better constraints on theoretical
models. Several of the QPOs I find in this data set are similar in frequency and
width to those found in the giant flares, suggesting that they might be caused by the
same phenomenon. The conclusion that QPOs are not only excited by the energetic
giant flares, but also in trains of shorter bursts, provides important input for future
theoretical studies of seismic mode excitation. On the other hand, one QPO, found in
an individual burst, does not share any similarities with those found in giant flares: it is
at a frequency range where no giant flare QPOs were observed, and much broader. At
present, it is not clear whether this QPO is yet another manifestation of the same kind
of torsional (shear) waves that are believed to produce the giant flare QPOs. It could,
alternatively, be related to the burst trigger process directly, be it magnetospheric or
related to crust fracture. In either case, it could yield valuable insights into the burst
trigger mechanism.

There are, however, cases where this new method does not work as expected
either. One of these cases is explored in Chapter 5, along with a first idea of how to
approach this data set. Here, I find that while the method introduced in Chapter 2
works very well on Fermi /GBM data, this is not true for data recorded with the Rossi
X-ray Timing Explorer (RXTE). The low background flux in RXTE’s Proportional
Counter Array (PCA) instrument together with the intrinsic burst variability on fast
timescales lead us into a regime where our main statistical assumptions break down,
and a traditional analysis involving modelling of the Fourier-transformed light curve,
also called power spectrum, is no longer applicable. Using a number of careful cross-
checks and simulated power spectra, it is still possible to look for QPOs in samples of
averaged burst power spectra, whereas QPO searches with the methods introduced in
Chapter 2 becomes completely impossible on individual bursts. I identify a potential
QPO in a sample of 30 averaged power spectra from SGR 1806-20, once more at
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a frequency of a giant flare QPO, providing further evidence that short magnetar
bursts can indeed excite these oscillations, although caveats due to the effects of the
peculiarities of the data described above on the statistical distributions apply. There is
now an acute need for theoretical work on both the trigger mechanisms and seismic
mode excitations to explain these signals, and inform future analyses of the data.

In Chapter 6 I start to follow this road, and introduce a new way to model magnetar
bursts in a much more informative way than was possible before. Previous studies
of burst energetics have largely considered bursts as a whole, and ignored the strong
variability within individual bursts. In this chapter, I explore the possibility that a
burst is actually a superposition of smaller individual spike-like events that could be
related to individual crust fracture or magnetic reconnection events. This brings us
back to the two main questions of concern in this thesis: (1) what processes produce
magnetar bursts? (2) Can we reliably identify QPOs in these bursts? Question 2 may
well be answered with the methods of Chapter 6: modelling light curves as I do in this
chapter can provide the basis for a new QPO search technique that will be much more
reliable than those presented in Chapter 2. At the same time, the modelling efforts
in Chapter 6 provide a first step into a future where we can characterise variability
within magnetar bursts, and use this variability to constrain the physical processes
involved. I make a first attempt in Chapter 6, by comparing the time scales on which
the light coming from a magnetar changes with predictions from a theory called
self-organised criticality (SOC). This theory, used to characterise and model systems
like as earthquakes, solar flares and stock markets, makes very firm predictions for
relationships between, for example, the burst energy and duration. While overall,
magnetar bursts seem to agree with SOC predictions, the individual little spikes within
a burst do not. This may be an indication that we see, perhaps, two different processes
at work: there may be a physical process, related to the slow changes in the star’s
magnetic field, that causes a magnetar to burst in a way that is compatible with the
global behaviour of magnetar bursts. In contrast, the variability within bursts may be
related to the actual burst emission process, and may be decoupled from the changes
over long time scales that cause the bursts themselves. As a first step, I present toy
models representing different hypotheses of the burst trigger and emission processes
in Chapter 6, and compare them with initial results from my modelling efforts.

But both these theoretical toy models and the statistical model introduced in
Chapter 6 are but a stepping stone for future work. It will require combined efforts
in magnetar burst theory, as well as a refinement of the initial models presented in
Chapter 6, before we can truly use the variability properties of these little flares to
constrain the physical processes involved and start understanding where magnetar
bursts really come from.
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In dit proefschrift heb ik verschillende methoden onderzocht om de variabiliteit in
korte uitbarstingen van magnetars te karakteriseren en te begrijpen, en ook om quasi-
periodieke oscillaties, oftewel QPO’s, in deze uitbarstingen te vinden. Ik zal in deze
samenvatting de verschillende onderdelen van dit onderzoek uitleggen. Magnetars, de
objecten waar dit onderzoek zich op toespitst, zijn neutronensterren met een extreem
sterk magneetveld. Neutronensterren zijn één van de eindprodukten van de evolutie
van sterren: als de brandstof van een massieve ster die zwaarder is dan acht keer de
massa van de zon (maar minder dan 15 keer zo zwaar is als de zon) opraakt, komt deze
aan haar einde als een supernova-explosie. In deze explosie worden de buitenlagen
van de ster weggeblazen in het omringende gas en stof, welke dan voor lange tijd
oplichten op golflengten van radiogolven tot röntgenstralen (een bekend voorbeeld
hiervan is de Krabnevel). De binnenste kern van de ster klapt ineen tot een compact
object van ongeveer 1.4 maal de massa van de zon gevormd wordt, met een diameter
slechts zo groot als een grote stad zoals Tokyo. We denken dat deze neutronensterren
een straal van ongeveer 10 km hebben, wat ze de objecten met de hoogste dichtheid
in het heelal maakt. De extreme zwaartekracht in zulke compacte objecten leidt
tot hoge dichtheden, in de kern van deze objecten zelfs hoger dan de dichtheid in
atoomkernen. Hierdoor zijn deze objecten een perfect laboratorium om nucleaire
fysica onder extreme omstandigheden te bestuderen die we hier op aarde niet kunnen
produceren.

Tot nu toe heb ik een zeer belangrijke ingrediënt nog niet besproken: het magneet-
veld. Neutronensterren hebben niet alleen een extreem hoge dichtheid, maar ook het
sterkste magneetveld dat we kennen, ongeveer 1010 keer sterker dan dat van de aarde.
Vooral magnetars hebben een zeer sterk magneetveld, meer dan 1015 keer zo sterk als
dat van de aarde. Onder deze omstandigheden worden effecten van de quantumfysica
belangrijk, welke we kunnen bestuderen door deze bronnen waar te nemen.

Magnetars zijn extra interessant om waar te nemen omdat ze uitbarstingen verto-
nen, oftewel ze verschijnen voor een korte tijd aan de hemel in röntgenstraling, en
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dan verdwijnen ze weer. Deze uitbarstingen kunnen tussen ongeveer één en duizend
seconden duren en zijn het hoofdonderwerp van mijn onderzoek. De heldere en lange
uitbarstingen die heel af en toe worden waargenomen, ook wel reuzenflitsen genoemd,
zijn één van de helderste type uitbarstingen van röntgenstraling die we kennen, maar
ook zeer zeldzaam. Sinds de lancering van de eerste röntgensatellieten zijn er slechts
drie van deze reuzenflitsen waargenomen. In de helderste, waargenomen in 2004 bij
een magnetar met de naam SGR 1806-20, hebben wetenschappers zogenaamde QPO’s
gevonden: de helderheid van de bron varieerde bijna periodiek op zeer korte tijdscha-
len. Deze QPO’s zijn interessant omdat er wordt gedacht dat ze de waarnemingen
zijn van bevingen op het oppervlak van neutronensterren. In tegenstelling tot de zon
hebben neutronensterren een vast oppervlak dat is opgebouwd met een kristalstruktuur.
Net zoals in een aardbeving kan het oppervlak breuken vertonen wanneer het beweegt
of wordt vervormd, en kunnen seismische golven ontstaan. Deze golven planten zich
voort door de neutronenster heen, en dragen daarom bepaalde karakteristieken van
de samenstelling en struktuur in het binnenste van de ster met zich mee. Als we
kunnen begrijpen hoe de seismische golven worden gevormd en zich voortplanten kan
dit ons interessante informatie verschaffen over het binnenste van de neutronenster,
dat we niet direct kunnen waarnemen. Dit kan leiden tot belangrijke inzichten in de
nucleaire fysica bij dichtheden die veel hoger zijn dan wat we in een laboratorium
kunnen creëren.

De theoretische modellen om deze seismische golven te verklaren zijn zeer com-
plex, en laten veel vrijheden toe in de keuze van de aannamen en de fysische processes
die in ogenschouw genomen worden. We weten niet precies hoe het binnenste van een
neutronenster er uit ziet, en welke fysische effecten belangrijk zijn in berekeningen
hieraan. We hebben ook weinig informatie over bijvoorbeeld de struktuur van het
magneetveld, dat een belangrijke rol speelt in het proces. Het gebrek aan begrip van
veel van de processen die een rol spelen maakt het mogelijk om nog complexere
modellen te maken, maar deze modellen zijn niet goed in te perken. Verschillende
combinaties van parameters en processen leiden tot dezelfde conclusies, en dus kunnen
we niet bepalen welke processen belangrijk zijn. Daar komt bij dat toen de seismische
golven werden ontdekt de zoektocht hiernaar nogal breed en niet erg specifiek was,
en ook niet gericht op de modellen omdat die toendertijd nog niet bestonden. Omdat
we nu voorspellingen van theoretische modellen hebben, presenteer ik in hoofdstuk 4
een nieuwe analyse van één van de reuzenflitsen gebaseerd op deze voorspellingen
voor de duur van een QPO in deze bron, en ik vind dat in tegenstelling tot eerdere
veronderstellingen de data en het model aardig met elkaar in overeenstemming zijn.
In eerdere analyses van de reuzenflits van SGR 1806-20 werd een QPO gevonden die
waarneembaar bleef terwijl de ster meerdere malen om haar as draaide (tientallen tot
honderden seconden), terwijl huidige modellen voorspellen dat deze signalen in een
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fraktie van een seconde behoren te verdwijnen. In hoofdstuk 4 vind ik dat de data
overeenkomt met een korte duur van de QPO, maximaal de duur van één omwenteling
van de ster of in die tijd is misschien wel meerdere keren opnieuw een QPO opgewekt
en weer verdwenen.

Data van reuzenflitsen die geschikt zijn voor seismische studies komen zeer weinig
voor. Met slechts drie reuzenflitsen in totaal, en slechts twee waarbij QPO’s zijn waar-
genomen, zijn er zeer weinig datapunten om fysische modellen te verbeteren. Dit was
de motivatie om te zoeken naar QPO’s in de kleinere neefjes en nichtjes van reuzen-
flitsen, ook wel terugkerende uitbarstingen genoemd, die wellicht worden veroorzaakt
door dezelfde processen als die bij reuzenflitsen een rol spelen. Deze uitbarstingen
zijn veel korter en minder energetisch, maar veel talrijker. Door de huidige röntgen-
en gammastralingssatellieten die de hele hemel in de gaten houden, zoals de Fermi
Gamma-ray Burst Monitor (GBM) waar de meeste data in dit proefschrift vandaan
komen, krijgen we een steeds maar groeiende dataset van magnetar uitbarstingen om
te bestuderen. Het blijkt echter dat het zoeken naar QPO’s in dergelijke uitbarstingen
niet eenvoudig is. Ondanks dat we zeer uitgebreide en gedetailleerde methoden tot
onze beschikken hebben om naar QPO’s te zoeken, die meestal gebruik maken van
Fourier transformaties van de lichtkrommen, kunnen deze niet direkt toegepast worden
op magnetar uitbarstingen. Een groot deel van hoofdstuk 2 behandelt waarom deze
methoden niet werken, hoe het precies misgaat, en hoe we toch om de beperkingen
heen kunnen werken. Ik heb uiteindelijk een methode toegepast die formeel gezien
niet geschikt is voor de data die we hebben, maar ik kan QPO’s wel met hoge ze-
kerheid vinden zonder bepaalde signalen ten onrechte als QPO te identificeren, iets
dat een grote zorg is bij sommige standaardmethoden. In de hoofdstukken 2 en 3
pas ik deze methoden toe op grote datasets van uitbarstingen die zijn waargenomen
met Fermi/GBM van twee magnetars, SGR J0501+4516 en SGR J1550-5418, en
in de data van laatstgenoemde magnetar heb ik QPO’s gedetecteerd. Dit is zowel
een bewijs dat de methode werkt − we kunnen QPO’s vinden in korte uitbarstingen
van magnetars, iets dat van te voren niet duidelijk was − als ook een mogelijkheid
om theoretische modellen beter in te perken. Een aantal van de QPO’s die ik heb
gevonden hebben ongeveer dezelfde frequentie en breedte als die in reuzenflitsen,
wat suggereert dat ze misschien wel veroorzaakt worden door hetzelfde proces. De
conclusie dat QPO’s niet alleen geproduceerd worden in de energetische reuzenflitsen,
maar ook in opeenvolgende kortere uitbarstingen, is belangrijke informatie voor toe-
komstige theoretische studies van het opwekken van seismische modes. Ik heb ook
nog één QPO gevonden in één enkele uitbarsting, die helemaal niet lijkt op die van
reuzenflitsen: deze heeft een frequentie waarop nog nooit een QPO in een reuzenflits
is waargenomen, en is ook veel breder. Het is niet duidelijk of deze QPO een andere
manifestatie is van dezelfde soort torsiegolven waarvan gedacht wordt dat ze QPO’s
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in reuzenflitsen veroorzaken. Het zou ook gerelateerd kunnen zijn aan de processen
die de uitbarstingen veroorzaken, misschien in de magnetosfeer of gerelateerd aan de
bevingen in het oppervlak van de magnetar. Hoe dan ook, dit kan belangrijke inzichten
verschaffen in hoe uitbarstingen geproduceerd worden.

Er zijn ook gevallen waarin de nieuwe methode niet werkt zoals verwacht. Eén
van deze gevallen wordt onderzocht in hoofdstuk 5, samen met een eerste idee hoe
deze dataset te analyseren. Ik vind dat hoewel de methode van hoofdstuk 2 goed werkt
voor Fermi/GBM data, dit niet waar is voor data van RXTE. De lage achtergrondruis
in de Proportional Counter Array (PCA) van RXTE en de intrinsieke variabiliteit van
uitbarstingen op zeer korte tijdschalen zorgen ervoor dat onze statistische aannames
niet meer geldig zijn, en de traditionele analyse van de Fourier-getransformeerde
lichtkromme niet meer toepasbaar. Gebruik makend van een aantal grondige analyses
en gesimuleerde datasets is het nog steeds mogelijk om te zoeken naar QPO’s in
gecombineerde datasets van meerdere uitbarstingen, maar het zoeken naar QPO?s in
individuele uitbarstingen is met de methoden van hoofdstuk 2 niet mogelijk. Ik heb
een mogelijke QPO gevonden in een gecombineerde dataset van dertig uitbarstingen
van SGR 1806-20, wederom op een frequentie die gelijk is aan die van QPO’s van
reuzenflitsen, en dit is nog meer bewijs dat korte uitbarstingen inderdaad zulke os-
cillaties kunnen veroorzaken, al moet er wel een slag om de arm gehouden worden
vanwege bepaalde effecten van de eigenschappen van de data die ik beschreven heb op
de statistische distributies. Er is nu theoretisch werk nodig aan zowel het mechanisme
achter de uitbarstingen als het opwekken van seismische modes om deze signalen te
verklaren, en toekomstige analyses van de data de juiste richting op te sturen.

In hoofdstuk 6 ben ik verder gegaan op dit spoor en heb ik een nieuwe manier ge-
ïntroduceerd om uitbarstingen van magnetars te modelleren op een meer informatieve
manier dan hiervoor mogelijk was. Eerdere studies van de energie van uitbarstingen
waren veelal gericht op de totale hoeveelheid energie van een uitbarsting en de va-
riabiliteit binnen individuele uitbarstingen werd niet meegenomen. In hoofdstuk 6
onderzoek ik de mogelijkheid dat een uitbarsting is opgebouwd uit kortere pieken
van straling die gerelateerd kunnen zijn aan individuele breuken in het oppervlak van
de neutronenster of aan zogenaamde magnetische reconnectie. Dit leidt ons terug
naar de twee hoofdvragen van dit proefschrift: (1) welke processen produceren uit-
barstingen van magnetars? (2) Kunnen we QPO’s in deze uitbarstingen met grote
zekerheid identificeren? De tweede vraag hebben we beantwoord met de methoden
van hoofdstuk 6: het modelleren van lichtkrommen zoals ik dat doe in dit hoofdstuk
kan de basis vormen voor een nieuwe techniek om naar QPO’s te zoeken, en deze
zal betrouwbaarder zijn dan die welke in hoofdstuk 2 staan. Het modelleren van
hoofdstuk 6 is ook een nieuwe stap naar de toekomst waarin we variabiliteit binnen
uitbarstingen kunnen karakteriseren, en deze variabiliteit kunnen gebruiken om de

210



Samenvatting

fysische processen beter in te perken. In hoofdstuk 6 doe ik een eerste poging door de
aankomsttijden van de straling van uitbarstingen te vergelijken met de voorspellingen
van de zogenaamde ‘self-organised criticality’ (SOC) theorie. Deze theorie die ge-
bruikt wordt om systemen zoals aardbevingen, zonnevlammen en de effectenbeurs te
karakteriseren en modelleren, maakt voorspellingen voor relaties tussen bijvoorbeeld
de energie en de duur van een uitbarsting. Hoewel uitbarstingen van magnetars globaal
deze voorspellingen volgen, is dit niet waar voor de individuele pieken binnen een
uitbarsting. Dit betekent dat er misschien twee verschillende processen aan het werk
zijn: er is misschien een proces dat gerelateerd is aan langzame veranderingen in het
magneetveld van de neutronenster, dat er voor zorgt dat een magnetar uitbarstingen
vertoont die overeenkomen met het globale waargenomen gedrag van magnetar uitbar-
stingen. Daarentegen is de variabiliteit binnen uitbarstingen misschien gerelateerd aan
het stralingsproces en ontkoppeld van de veranderingen op lange tijdschalen die de
uitbarstingen zelf veroorzaken. In hoofdstuk 6 bespreek ik modellen die verschillende
hypothesen aangaande de processen achter de uitbarstingen en stralingsprocessen
representeren, en ik vergelijk deze met resultaten van mijn modelleerwerk.

Zowel de theoretische modellen als het statistische model dat ik in hoofdstuk 6 heb
geïntroduceerd zijn een zijn eerste opstap voor toekomstig onderzoek. Het is nodig
om theorieën van magnetar uitbarstingen verder uit te werken, en ook de modellen
uit hoofdstuk 6 verder te verbeteren, voordat we echt de variabiliteit van de korte
uitbarstingen kunnen gebruiken om de fysische processen vast te leggen en beginnen
echt te begrijpen hoe de uitbarstingen van magnetars ontstaan.
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In dieser Doktorarbeit habe ich nach neuen Wegen gesucht, die Veränderlichkeit des
Lichtes, das wir von den sogenannten Magnetaren beobachten, zu charakterisieren und
zu verstehen. Außerdem habe ich statistische Methoden entwickelt, die es ermöglichen,
nach quasi-periodischen Schwingungen in den Lichtkurven von Magnetaren zu suchen.
Weil diese Arbeit viel Kontext benötigt, werde ich im Folgenden die Aussagen oben
näher erklären.

Magnetare, der wissenschaftliche Fokus dieser Arbeit, sind eine besondere Art der
Neutronensterne. Diese sind wiederum einer der Endprodukte der stellaren Evolution.
Sterne wie unsere Sonne können nicht unendlich lang scheinen. Nach einer gewissen
Zeit (Millionen Jahre für die massereichsten Sterne, Milliarden Jahre für leichtere
Sterne wie unsere Sonne) ist ihr Brennstoff erschöpft, und sie können nicht länger
Kernfusion betreiben, sodass sich die physikalischen Bedingungen im Stern verändern.
Wie sich ein Stern weiter entwickelt, hängt dann von seiner Masse ab. Leichtere Sterne
wie unsere Sonne werden zu einem sogenannten Weißen Zwerg. Schwerere Sterne mit
Massen zwischen der 8- bis 15-fachen Masse der Sonne, enden in einer Supernova-
Explosion, in welcher die äußeren Gasschichten ins Weltall geschleudert werden,
während der Kern zu einem unheimlich dichten, kompakten Objekt zusammenfällt:
einem Neutronenstern. Dieser Stern hat um die 1.4-fache Masse der Sonne, ist aber
nur ungefähr so groß wie eine Großstadt wie Tokyo: er hat einen Durchmesser von
20 km. Die extreme Schwerkraft in diesen Sternen führt zu unglaublich hohen Dichten.
Die Dichte im Inneren eines Neutronensterns ist größer als die Dichte im Inneren eines
Atomkern (man muss dazu wissen, dass normale Materie, bestehend aus Atomkernen
und Elektronen, hauptsächlich aus Zwischenräumen zwischen Atomkernen und Elek-
tronen besteht, sodass die Dichte in einem Atomkern um Größenordnungen höher ist
als die von normaler Materie im Allgemeinen). Weil es unmöglich ist, diese extrem
hohen Dichten im Labor auf der Erde zu erzeugen, bieten Neutronensterne eine exzel-
lente Möglichkeit, die Anwendbarkeit der Kernphysik unter extremen Bedingungen
zu testen.
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In der bisherigen Erklärung habe ich eine für Magnetare wichtige Zutat ausge-
lassen: das Magnetfeld. Neutronensterne haben nicht nur eine extrem hohe Dichte,
sie besitzen auch die stärksten bekannten Magnetfelder. Ihre Magnetfelder sind um
10 Größenordnungen höher als das Magnetfeld der Erde. Magnetare sind deshalb
besonders, weil sie sogar noch stärkere Magnetfelder besitzen: bis zu 15 Größenord-
nungen höher als das Erdmagnetfeld. In Magnetfeldern solcher Stärke sind Effekte der
Quantenphysik sehr wichtig, welche in Magnetaren beobachten und näher untersuchen
können.

Magnetare sind auch deshalb besonders interessante Sterne, weil sie ab und zu
grosse Lichtexplosionen erzeugen. Während die meisten Sterne wie unsere Sonne
relativ konstant leuchten und nur für einen kleinen Teil ihrer Lebenszeit wirklich große
Lichtschwankungen zeigen, sieht man Magnetare für sehr kurze Zeit im Röntgenbe-
reich aufleuchten, bevor sie wieder verschwinden. Diese Ausbrüche sind meist nur
zwischen 10 Millisekunden und 300 Sekunden lang. Solche Ausbrüche können kurz
hintereinander passieren, sodass bis zu mehrere Hunter einzelne Ausbrüche pro Tag
beobachtet werden. Andere Magnetare bleiben für Jahre und gar Jahrzehnte unsichtbar.
Diese Lichtexplosionen waren das Hauptziel dieser Doktorarbeit. Die hellsten dieser
Lichtausbrüche, auch “giant flares” (Riesenausbrüche) genannt, sind mit die hellsten
bekannten Röntgenquellen. Aber sie sind auch sehr selten: Seit die ersten Röntgensa-
telliten Ende der 60er Jahre in Betrieb genommen wurden, konnten nur drei dieser
Ausbrüche beobachtet werden. Im hellsten dieser drei Ausbrüche, beobachtet in einem
Magnetar mit dem Namen SGR 1806-20 im Jahr 2004, wurden quasi-periodische
Schwingungen in der Lichtkurve entdeckt, d.h. die Helligkeit dieses Sterns schwank-
te fast genau periodisch, wie ein sich extrem schnell drehender Leuchtturm. Diese
Schwingungen sind für Astronomen besonders interessant, weil sie als sichtbarer Ef-
fekt eines Sternbebens interpretiert werden. Neutronensterne haben anders als unsere
Sonne eine feste Kruste, die aus einem Gitter von ionisierten Atomen besteht. Wie
bei einem Erdbeben kann diese Kruste brechen, wenn sie sich bewegt oder deformiert
wird, sodass seismische Schwingungen (die Bewegung der Kruste, die wir auf der
Erde allgemein als Erdbeben bezeichnen) erzeugt werden. So wie die Erdbeben sich
durch die Erde ausbreiten, bewegen sich diese seismischen Schwingungen durch den
Stern und tragen Informationen über die Zusammensetzung und Struktur im Inneren
des Sterns mit sich. Auf der Erde misst man die Reisezeit der Schwingungen, die in
einem Erdbeben erzeugt werden, mit Seismographen an verschiedenen Stellen, und
kann dann aus den Unterschieden in der Reisezeit und der Art der Wellen Details über
die Zusammensetzung des Erdinnern errechnen. In Neutronensternen ist dies nicht
so einfach: Informationen können allein aus der Lichtkurve bezogen werden. Wenn
es allerdings möglich wäre zu verstehen, wie diese seismischen Schwingungen auf
Neutronensternen entstehen, und wie sie sich durch den Stern bewegen, dann könnten
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daraus Schlüsse über das Innere des Sterns gezogen werden, das mit anderen Metho-
den nur schwer zu beobachten ist. Diese Informationen sind wiederum wichtig, um
zu verstehen, welche kernphysikalische Prozesse unter diesen extrem hohen Dichten
zum Tragen kommen.

Die theoretischen Modelle, die Wissenschaftler zu dem Zweck erstellen, seis-
mische Schwingungen in Neutronensternen zu verstehen, beinhalten leider viele
Annahmen. Es ist nicht klar, wie das Innere eines Neutronensterns aussieht, und
auch nicht, welche physikalischen Prozesse genau in diesen Berechnungen wichtig
sind. Gibt es nur wenige Erkenntnisse über die Struktur des Magnetfeldes, das eine
wichtige Rolle in der Entstehung und Evolution dieser seismischen Schwingungen
spielt. Das Fehlen dieser Bausteine macht es möglich, immer kompliziertere Modelle
zu erstellen, die allerdings sehr wenig erklären können: verschiedene Kombinationen
von Effekten und Prozessen können zu den gleichen Ergebnissen führen, sodass nicht
klar ist, welche Prozesse nun wirklich relevant sind.

Die ersten Versuche, diese quasi-periodischen Schwingungen in den “giant flares”
zu finden, waren sehr unkonkret und nicht stark eingegrenzt. Weil noch keine theoreti-
schen Modelle existierten, die vohersagen konnten, wann und wo diese Schwingungen
auftreten sollten, wurde sehr allgemein nach Schwingungen in der gesamten Licht-
kurve und auf vielen verschiedenen Frequenzen gesucht. Da es mittlerweile Modelle
gibt, die relativ genaue Vorhersagen zum Auftreten von seismischen Schwingungen
machen, habe ich im Kapitel 4 die Daten eines der “giant flares” neu analysiert und
herausgefunden, dass die Modellvorhersagen mit den Daten gut übereinstimmen,
was laut der voherigen Analyse nicht der Fall war. In der ersten Analyse wurde die
hochfrequenteste Schwingung mehr als hundert Sekunden lang beobachtet, aber laut
derzeitigen Modellen sollte sie eigentlich innerhalb von weniger als einer Sekunde ab-
klingen. In Kapitel 4 zeige ich, wie durch eine genaue Neuanalyse belegt werden kann,
dass die Daten mit einer sehr kurzen Lebenszeit der Schwingung übereinstimmen.

Weil die “giant flares” so selten sind, ist es schwierig, seismische Modelle mit
ihnen zu testen. Deshalb habe ich mich den kleineren Lichtausbrüchen, die in Magne-
taren auch beobachtet werden, zugewandt. Diese Ausbrüche werden eventuell von den
gleichen Prozessen erzeugt wie die “giant flares”, sind aber weit weniger energiereich
und außerdem viel kürzer, meist weniger als eine Sekunde lang. Mit neuesten Rönt-
genteleskopen wie Fermi’s Gamma-ray Burst Monitor (GBM), welche den gesamten
Himmel rund um die Uhr beobachten, wird ein immer größer werdenden Datensatz
dieser Ausbrüche gesammelt, in dem nach quasi-periodischen Schwingungen gesucht
werden kann. Es stellt sich allerdings heraus, dass die Suche nach diesen Schwin-
gungen in diesem Datensatz weitaus schwieriger ist als für andere Quellenarten, in
denen nach quasi-periodischen Signalen gesucht wird. Ein Großteil von Kapitel 2
ist der Suche nach einer alternativen statistischen Methode, die es ermöglicht solche
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Schwingungen zu finden, gewidmet. Die Methode, die ich am Ende gewählt habe, ist
zwar formell auf diesen Datensatz nicht anwendbar, weil die statistischen Annahmen
der Methode allenfalls eine ungenaue Annäherung an die Realität sind. Durch detail-
lierte Simulationen von Ausbrüchen habe ich in diesem Kapitel aber auch gezeigt,
dass die Methode quasi-periodische Schwingungen zuverlässig finden kann, ohne
zu viele unechte Signale zu finden. In den Kapiteln 2 und 3 wende ich meine neue
Methode auf Datensätze von zwei verschiedenen Magnetaren – SGR J0501+4516
und SGR J1550-5418, beide mit Fermibeobachtet – an und finde mehrere Schwingun-
gen im zweiten Datensatz. Dies beweist, dass die Methode funktioniert tatsächlich
Schwingungen in den Leuchtkurven von Magnetaren entdeckt werden können. Es
ermöglicht außerdem, die theoretischen Modelle zur Erklärung dieser Schwingungen
besser einzugrenzen. Einige der gefundenen Schwingungen sind denen der “giant
flares” sehr ähnlich, sodass es möglich erscheint, dass beide Arten von Ausbrüchen
von den gleichen physikalischen Prozessen erzeugt werden. Eine der beobachteten
Schwingungen passt jedoch nicht in das Muster und ist komplett unerwartet. Es ist
derzeit nicht klar, ob dieses Signal in die theoretischen Modelle passt, oder es eventuell
einen komplett anderen Prozess aufzeigt.

Es gibt allerdings auch Fälle, in der diese neue Methode nicht funktioniert. Einen
dieser Fälle habe ich in Kapitel 5 erforscht, zusammen mit einer ersten Möglichkeit,
wie in diesem Fall doch nach quasi-periodischen Schwingungen gesucht werden kann.
Die Methode, die ich in Kapitel 2 entwickelt habe, funktioniert zwar sehr gut mit
Daten, die mit Fermi /GBM aufgenommen wurden, allerdings nicht notwändigerweise
mit anderen Teleskopen, wie zum Beispiel dem Rossi X-ray Timing Explorer. Die
spezifischen Besonderheiten dieses Instrumentes zusammen mit der Veränderlichkeit
der Magnetarausbrüche machen es unmöglich, dieselben statistischen Annahmen
zu machen, welche die Methode in Kapitel 2 so erfolgreich gemacht haben. Durch
sehr detaillierte Untersuchungen und viele Simulationen von Ausbrüchen konnte
ich trotzdem nach quasi-periodischen Schwingungen in diesen Daten suchen, und
ein weiteres Signal finden, das gute Übereinstimmung mit theoretischen Modellen
zeigt. Dies ist ein weiteres Zeichen, dass diese Ausbrüche den “giant flares” ähnlich
sind. Wir müssen die Aufgabe nun an diejenigen Wissenschaftler zurück geben, die
theoretische Modelle entwickeln und diese neuen Ergebnisse in ihre Simulationen
einbauen müssen.

Im letzen, 6. Kapitel habe ich schlussendlich eine weitere Methode entwickelt,
wie man Lichtausbrüche von Magnetaren in einer viel informativeren Art modellieren
kann. Vorhergehende Studien, welche die Energien der Ausbrüche untersuchten, haben
oft nur die Ausbrüche als Ganzes betrachtet und die Veränderlichkeit innerhalb der
Ausbrüche ignoriert. In Kapitel 6 entwickle ich ein Modell, das diese Veränderlichkeit
beinhaltet, und sich um die Beantwortung von zwei Grundfragen bemüht: (1) Welche
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physikalischen Prozesse produzieren diese Ausbrüche? (2) Kann zuverlässig nach
quasi-periodischen Schwingungen in Ausbrüchen von Magnetaren gesucht werden?
Kapitel 6 ist ein erster Schritt in eine Zukunft, in der diese Fragen eventuell beant-
wortet werden können. In diesem Kapitel suche ich nach Beziehungen zwischen
verschiedenen Modellparametern, die mit physikalischen Prozessen in Verbindung
gebracht werden können, und versuche sie mit einigen solcher Prozesse zu verknüpfen.
Die Modelle, die zu diesem Zweck konstruiert wurden, sind sehr einfach und deshalb
wahrscheinlich nicht korrekt, aber sie zeigen Wege auf, in der in der Zukunft mehr
Forschung sinnvoll wäre.

Die Methoden, die ich in Kapitel 6 entwickelt habe, sind letztendlich jedoch auch
nur ein kleiner Baustein für zukünftige Studien. Es werden sowohl neue Anstrengun-
gen in den theoretischen Berechnungen, als auch kompliziertere statistische Modelle,
als ich sie im 6. Kapitel angewendet habe, nötig sein, bevor wir die Veränderlichkeit
von Magnetaren wirklich verstehen und begreifen, wo diese Ausbrüche tatsächlich
herkommen.
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