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Abstract  

The storage of input regularities, at all levels of processing complexity, is a fundamental property of 

the nervous system. At high levels of complexity, this may involve the extraction of associative 

regularities between higher order entities such as objects, concepts and environments across events 

that are separated in space and time. We propose that such a mechanism provides an important 

route towards the formation of higher order semantic knowledge. The present study assessed 

whether subjects were able to extract complex regularities from multiple associative memories and 

whether they could generalize this regularity knowledge to new items. We used a memory task in 

which subjects were required to learn face-location associations, but in which certain facial features 

were predictive of locations. We assessed generalization, as well as memory for arbitrary stimulus 

components, over a 4 hr post-encoding consolidation period containing wakefulness or sleep. We 

also assessed the stability of regularity knowledge across a period of several weeks thereafter. We 

found that subjects were able to detect the regularity structure and use it in a generalization task. 

Interestingly, the performance on this task increased across the 4 hr post-learning period. However, 

no differential effects of cerebral sleep and wake states during this interval were observed. 

Furthermore, it was found that regularity extraction hampered the storage of arbitrary facial 

features, resulting in an impoverished memory trace. Finally, across a period of several weeks, 

memory for the regularity structure appeared very robust whereas memory for arbitrary 

associations showed steep forgetting. The current findings improve our understanding of how 

regularities across memories impact memory (trans)formation.  
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Introduction 

Episodic memory refers to memory for events and situations, organized in an 

autobiographical stream, and rich in contextual information (Tulving, 1983). The 

hippocampus is thought to be crucial for the encoding and retrieval of such vivid 

memories (Burgess, Maguire, & O’Keefe, 2002; McClelland, McNaughton, & O’Reilly, 1995; 

Nadel, Samsonovich, Ryan, & Moscovitch, 2000; Squire, 1992; Tulving & Markowitsch, 

1998). Semantic memory, on the other hand, refers to general knowledge about the world 

(McClelland & Rogers, 2003; Moscovitch et al., 2005; Patterson, Nestor, & Rogers, 2007) 

and is stored in networks comprising widespread cortical regions (Binder et al., 2009; 

Martin & Chao, 2001). Though there may be various routes towards creating semantic 

memories, the acquisition of complex semantic knowledge frames appears to involve 

episodic memory (Rosenbaum et al., 2001; Moscovitch et al., 2005) and an intact 

hippocampus (Bayley & Squire, 2005; Hayman, Macdonald, & Tulving, 1993; Manns, 

Hopkins, & Squire, 2003; but see Gardiner et al., 2008 for a critical viewpoint). It has, in 

fact, been proposed that semantic memory is extracted from episodic memories through a 

hippocampo-cortical dialogue (Battaglia & Pennartz, 2011; McClelland et al., 1995; Meeter 

& Murre, 2005). According to the pertaining accounts, event memory would initially 

require a highly plastic memory system, the hippocampus, to quickly store the conjunction 

of different event components represented in widespread cortical circuits. Reinstatement 

of overlapping event memories, facilitated by the hippocampus, would allow less plastic 

extrahippocampal systems, to gradually discover the structure across ensembles of 

experiences. Thus, memories for statistical regularities, which are important for predicting 

behavior in the long run, would acquire a neural representation that is relatively resistant 

to decay. On the other hand, arbitrary associations would tend to be forgotten at 

relatively high rate, consequent to fast overwriting of neural patterns in the hippocampus.  

This general framework accounts for a large spectrum of neurophysiological and 

behavioral observations regarding mammalian learning. In particular, the time-limited 

involvement of the hippocampus in (many forms of) memory (o.a. Kim and Fanselow, 

1992) and the occurrence of temporally graded amnesia following brain damage (Brown, 

2002; Ribot, 1881; Squire et al., 1975), especially when such damage involves the 

hippocampus (Manns et al., 2003; Murre, Meeter & Chessa, 2006; Scoville & Milner, 1957; 

Squire, Clark, & Knowlton, 2001). More recent support comes from studies on system-

level consolidation, showing that hippocampus-dependent memories, over time, acquire a 

more cortically based representation (Frankland et al., 2004; Paz, Bauer, & Paré, 2007; 

Takashima et al., 2006, 2009). Another study directly compared hippocampally and 

extrahippocampally stored aspects of events, and showed that memories preferentially 
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lose hippocampus-dependent configurational components as they age (Talamini and 

Gorree, 2012). Hippocampal lesion studies in rodents suggest that such contextual 

impoverishment coincides with hippocampal disengagement from retrieval (Wiltgen et al., 

2010; Winocur, Frankland, Sekeres, Fogel, & Moscovitch, 2009).  

Several aspects of the model have thus been supported by experimental evidence, 

including hippocampo-neocortical memory recoding over time, and a parallel loss of 

memories’ configural complexity, leading to memory semantization. On the other hand, 

the proposed hippocampus-mediated regularity extraction across episodic memories has 

long remained hypothetical.
1
 A recent study from our lab generated initial support for this 

notion (Sweegers, Takashima, Fernández, & Talamini, 2013). In this study, subjects were 

required to learn associations between faces and screen locations. Half of the associations 

harboured complex regularities, in that facial features were predictive of screen locations; 

the other half did not. Importantly, regularities could only be extracted over 

hippocampus-encoded, associative aspects of the items. We will henceforward use the 

term ‘associative regularity extraction’ to denote this type of regularity extraction. The 

results indicated enhanced memory encoding and retention when associative regularities 

could be extracted. Moreover, the build-up of general knowledge regarding regular 

associations involved the coordinated activity of the hippocampus and mediofrontal 

regions, and the build-up of a functionally interconnected (neo)cortical network.  

These findings suggest that cross episodic regularities gain preferential access to system-

level consolidation processes, over arbitrary episodic memory components, leading to 

preferential maintenance of such regularities and, therewith, the build-up of general 

knowledge. Significant questions, however, remain. For one, our previous study (Sweegers 

et al., 2013) did not test whether acquired regularity knowledge could be generalized to 

new situations (c.q. new exemplars). Thus, definitive proof that flexibly applicable, general 

associative knowledge can be extracted across episodes is still lacking.  

Ulterior questions regard the temporal dynamics of associative regularity extraction. In 

particular, does such extraction occur largely at the moment when a new episode occurs 

that holds overlap with a stored one, or might it proceed after encoding? There is some 

indication that the extraction of regularities across temporally spaced events may further 

develop during offline consolidation processes. In the pertaining studies sets of items 

were encoded, that – unbeknownst to the subjects – carried a hidden structure or 

grammar (Durrant et al., 2012; Ellenbogen et al., 2007; Gómez, Bootzin, & Nadel, 2006; 

                                                                 
 
1 Of note, many studies have investigated category formation and generalization, but in most of these the 

acquisition of exemplars is not crucially hippocampus-dependent and neither, therefore, is the extraction of 

regularities. 
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Tamminen, Davis, Merkx, & Rastle, 2012). While subjects immediately grasped some parts 

of such underlying structures, the extraction of additional relations evolved across time. In 

these studies, however, the encoding of the individual items may not have been crucially 

dependent upon hippocampal functioning.  

If generalization of associative regularities does continue post-encoding, this might occur 

differentially during the wake and sleep state. Indeed, sleep has been shown to contribute 

importantly to both the consolidation (Gais et al., 2006; Payne, Stickgold, Swanberg, & 

Kensinger, 2008; Plihal & Born, 1997; Talamini et al., 2008) and the reorganization of 

memories (Djonlagic et al., 2009; Ellenbogen et al., 2007; Lau et al., 2011; Orban et al., 

2006; see Lewis and Durrant, 2011 for a model on the stabilization of regularities during 

sleep). Thus, it is possible that the extraction of associative regularity knowledge might 

also occur preferentially during such an ‘offline’ processing period. 

A final question is what happens to arbitrary aspects of episodes harbouring regular 

associations (i.e. episodic components that do not reflect any regularity). Are these lost at 

the average hippocampal decay rate, maintained preferentially, along with the regular 

association(s) in the episode or, rather, lost preferentially, consequent to some trade-off 

between the storage of regularities and of unique episodic details?  

The present study was designed to investigate the extraction of regularities across 

memories that require the hippocampus to be stored. To answer the particular questions 

that were raised in the paragraphs above, we used a face-location memory task similar to 

the one used in our previous study (Sweegers et al., 2013). In half of the associations, 

combinations of facial features were predictive of the face’s location (e.g. slender faces 

with wrinkles and headwear appeared in one particular location); the other half of the 

faces were randomly assigned to a location. Importantly, the regularity structure in the 

material was of such complexity that it could only be extracted slowly and gradually, 

across many exemplars. Shortly following acquisition, and after a 4 hr delay containing 

either a nap or quiet waking, face-cued location retrieval was tested. At these same times, 

we also assessed generalization of extracted regularity knowledge to new face-location 

exemplars and memory for arbitrary (regularity-irrelevant) facial features. Finally, longer-

term memory for arbitrary and stable associations was tested at one month post-

encoding. 

Methods 

Participants 

Seventy-eight subjects that reported no history of neurological or psychiatric disorders 

participated in the experiment after giving written informed consent. The local ethics 
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committee approved the experiment. Five subjects were excluded: one due to a failed 

electroencephalography (EEG) recording, two for having slept less than half an hour 

during the experimental nap condition and two for having poor learning performance (less 

than the pre-set threshold of 40 face-location associations). Thus, 73 subjects (12 males, 

mean age ± SD: 20.45, ± 2.22) were included in the data analyses. One additional subject 

was excluded for the EEG analysis only, as the EEG recording was partially obscured and 

hence sleep stage analysis was not possible. It could be determined, however, that this 

subject obtained at least half an hour of sleep. Finally, 20 new subjects (10 males, mean 

age ± SD: 21.30, ± 2.49) participated in a replication study (see the section Exploratory 

follow-up & replication below).  

Overview 

The following gives an overview of the experimental approach (figure 1). Please see the 

sections below for methodological details. The experimental task consisted of a learning 

phase, a test phase and an exploratory follow-up test phase. In the learning phase, 

participants encoded face-location associations, half of which responded to underlying 

regularities. As they learned individual associations, they could gradually extract part of 

the regularity structure in the material. Indeed, the task was designed such that regularity 

knowledge, at all stages of the task, remained well below 100% with performance in good 

part dependent on episodic memory (see the supplementary materials for further details). 

In the  test phase of the task we assessed: 1) memory for the learned associations, 2) 

generalization of regularity knowledge to new items and 3) memory for arbitrary facial 

details, i.e. features that did not contribute to the regularity structure. For the first of 

these measures, the influence of time and sleep on retention was assessed through a 

within subject comparison between memory at the end of the learning phase and during 

the test phase, which took place after a 4 hr retention interval containing either a nap or 

quiet waking (documentary watching). On the other hand, tests on generalization and 

arbitrary facial details were assessed only once per subject as we wanted them to be naïve 

with respect to these specific memory tasks. To enable assessment of these variables over 

time, a ‘direct group’ was incorporated, in which the test phase occurred 10 min after 

encoding (to keep the retrieval sessions comparable between groups all three memory 

measures were tested). The influence of time on these latter variables was thus assessed 

through between-subjects analyses. 

Finally, an exploratory follow-up test at approximately one month post-encoding, assessed 

the relative stability of memory for arbitrary associations and regularity knowledge on the 

longer term. 
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Figure 1: Overview of the experimental procedure for the 3 groups: direct, nap and no-nap.  

 

 

Stimuli 

One hundred and forty-four grayscale pictures of emotionally neutral faces were created 

using Faces TM software (IQ Biometrix, 2003). The artificial faces differed on multiple 

features, however three features were critical to the present study: faces were either 1) 

young adult or aged; 2) slender or stout and had either 3) headwear (caps, hats, 

headbands, etc.) or no headwear. These critical features were perceptually very different 

across faces (e.g. different headwear, wrinkle patterns, etc.), contributing to the 

distinctiveness of the faces. Six out of the eight possible three-way combinations of these 

features were selected for use in the experiment. Each of these six face categories was 

thus characterised by a unique combination of three critical features. However, for each 

face category just 2 (out of the 3) critical features sufficed to distinguish that category; this 

two-feature combination did not occur in any other category (see the supplementary 

materials for an in depth explanation). Twenty-four faces were created for each of these 

six face categories, half of them with dark hair; the other half with blond hair. One set of 

72 faces, with all faces having either blond or dark hair, was used for the learning phase, 

while the other set served to test generalization. 

For the arbitrary facial feature test, an additional 144 stimuli were created consisting of 

the original faces with a red box covering the eyes. In the pertaining task, subjects had to 

indicate whether the face had worn glasses or not. Importantly, the box did not hide rule-
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relevant information and glasses occurred in 50% of the faces, counterbalanced over the 

occurrence of the three critical features. For further details regarding the task see the 

supplementary materials. 

Procedure 

Learning phase 

On the day of the experiment, subjects were asked to wake up before 8.30. They had 

agreed not to consume any caffeine, alcohol or drugs during the experiment and the 24 

hrs preceding it. When subjects arrived at the lab between 11.30 am and 1 pm, they were 

presented with the Stanford Sleepiness Scale and a psychomotor vigilance task (Mueller, 

2005). For the vigilance task, average reaction times (RTs) were calculated, as well as 

attention lapses, defined as responses with an RT exceeding 500 ms.  

Next, subjects entered the learning phase of the memory task. For this phase, each of the 

72 faces of a single set was assigned to 1 of 6 screen locations in order to create face-

location associations (12 faces to each location). Three locations were appointed as ‘rule-

location’, meaning that all 12 faces associated with that location belonged to the same 

category. The other three locations were ‘no-rule-locations’ and the faces in the three 

remaining categories were randomly assigned to these locations. Thus, half of the 

associations to be learned adhered to regularities governing face placement, whereas the 

other half did not. Finally, the positions of the rule/no-rule locations, as well as the 

assignment of categories to rule/no-rule locations, were counterbalanced over subjects 

(see figure 2 for a clarification of the task design). 

Subjects were instructed to learn all face-location associations. Additionally, they were 

told that for some locations they could learn regularities, regarding combinations of 

physical facial features, which may help them place the faces at that location. Subjects 

were not informed which locations or which physical features were relevant for regularity 

extraction. 

The learning phase consisted of four encoding-retrieval cycles. During an encoding block, 

each of the 72 faces was presented for 1 sec over a mid-screen fixation cross, then moved 

to one of six locations that were organized hexagonally around the fixation cross, and 

stayed there for another 1.5 sec. Immediately after each encoding block, a retrieval block 

followed, in which subjects were instructed to indicate the correct location of each face. 

Each face was presented for 2 sec over the fixation cross. Subjects used a joystick to move 

the cursor from the fixation cross to the selected location and confirmed their choice with 

a button press. 
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In the first three cycles, subjects received feedback on each placement: if the correct 

location was chosen, a green circle appeared at the correct location, and the face moved 

to that location; if an incorrect location was chosen, a red circle appeared at the incorrect 

location, followed by a green circle at the correct location. Subsequently, the subject had 

to make a movement to the correct location, after which the face moved to that location. 

In the fourth retrieval block, no feedback was given, but subjects had to indicate their 

response confidence on a five-point scale (1 = unsure to 5 = sure). A short break was given 

after each cycle, with a longer break (10 min) after the second cycle, during which subjects 

did puzzles. The order of the faces was randomized over blocks and over subjects.  

After the learning phase, subjects in the direct group again did puzzles for 10 min, after 

which they continued with the test phase of the experiment at 2.15 pm. The subjects in 

the nap group were prepared for polysomnographic registration, put to bed at 3 pm, and 

offered the opportunity to sleep for 2 hrs. In order to control for any time spent 

rehearsing the learned material, the no-nap group made puzzles for about 20 min 

(simulating the time spent on electrode placement) and afterwards sat quietly for another 

15 min (simulating the approximate time it would take the nap subjects to fall asleep). At 

3.15 pm, the no-nap subjects watched an emotionally neutral nature documentary for 

another 1 hr and 45 m. At 5.15 pm the nap and no-nap group continued with their normal 

daily activities outside the lab, and at 6.15 pm they returned and started with the test 

phase of the experiment.  

Test phase 

Upon their arrival at the lab, subjects filled in the Stanford Sleepiness Scale and performed 

the vigilance task. Next, memory for arbitrary facial features of the encoded faces was 

tested. Subjects were presented with the 72 faces from the learning phase that now had a 

red box covering the eyes. Faces were presented sequentially, for 3 s each, during which 

subjects indicated whether the face had worn glasses in the learning session. Following 

each face presentation, subjects indicated their response confidence on a five-point scale 

(1 = unsure to 5 = sure).  

Next, subjects performed the face-location test. They were informed that all 72 faces from 

the learning phase would be presented, as well as 72 new faces (which were from the 

other set). Subjects were asked to select a location for all faces, making use of any 

extracted regularities for faces they thought might be new and using their ‘gut feeling’ in 

case of uncertainty. The set of new faces contained 36 rule faces that served to assess 

generalization of regularity knowledge to new exemplars. Thirty-six new no-rule faces, for 

which no correct location existed, were included to maintain an equal occurrence of all 

facial features. All 144 faces were presented sequentially in random order, for 4 s each, 
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during which subjects had to pick a location. Subjects again made a confidence judgement 

for each response. 

Finally, subjects filled out a questionnaire that assessed explicit rule knowledge. First, 

subjects were asked at what time point during the experiment they had started to get a 

notion of any regularity and also up to what time point they had kept on updating these 

notions. Next, subjects were informed that there had been three rule-locations, and were 

asked to indicate the three possible positions thereof (forced choice). Moreover, for each 

of the three rule-locations they could indicate whether they thought the rules involved the 

face’s gender and/or the presence or absence of one or more of the following five 

features: headwear, wrinkles, stoutness, glasses and mole. Points were given for each 

correctly chosen location (max. 3), as well as for each correctly chosen physical feature 

that was part of the rule (max. 3 per location). The total maximum score of this 

questionnaire, summed over location and feature hits, was 12 points. 

Exploratory follow-up & replication 

Longer-term performance on the face-location task was first assessed through an 

exploratory analysis on a subset (n=15) of the subjects, following an average delay from 

encoding of 33 days (SD = 10.36). Four of these subjects were from the direct group, seven 

from the nap group and four from the no-nap group. Subjects again performed the face-

location test with the same stimuli as during the test phase (72 faces from the learning 

phase + 72 faces that were newly presented during the test phase). Memory for arbitrary 

facial features was not tested again as we assumed performance on this task to approach 

chance level at this point.  

To assess whether the results of this exploratory analysis were substantially influenced by 

any possible knowledge ‘crystallization’ during the filling out of the regularities 

questionnaire, a replication study was run. Twenty new subjects followed the same 

procedure as the direct test group, but without the questionnaire being presented. Face-

location memory and generalization performance were tested again after an average 

delay of 28 days (SD = 0.64).  

EEG acquisition and analysis 

EEG (C3 and C4, referenced to linked mastoids), EOG and submental EMG were acquired 

with a 16-channel Monet polysomnographic recording system (sampling rate: 200Hz, high- 

and low-pass filters 0.03 and 70 Hz respectively, notch filter 50 Hz) and REMbrandt 

software (Medcare Automation BV, Amsterdam, the Netherlands).  

Sleep stages were scored manually according to standard criteria (Rechtschaffen & Kales, 

1968). For each sleep recording, we calculated total sleep time, as well as time spent in 
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light sleep (stage 1 and stage 2), deep sleep or slow wave sleep (SWS; stage 3 and stage 4) 

and rapid eye movement (REM) sleep. Pearson correlations were calculated between the 

time spent in the major sleep stages (light sleep, SWS and REM sleep) and memory 

parameters (face location performance during the test phase (sum of rule & no-rule), 

facial detail performance (sum of rule & no-rule) and generalization). We report both the 

uncorrected, as well as the False Discovery Rate (FDR) corrected p values (Benjamini & 

Hochberg, 1995). 

Results  

Control measures 

To exclude the presence of incidental differences in arousal between groups during the 

morning session, ANOVAs with factor GROUP (direct/nap/no-nap) were performed on 

sleepiness scores (assessed with the Stanford Sleepiness Scale) and vigilance (average RT 

and number of lapses). No differences between groups were found (all p values > 0.1). 

Further control analysis, in the groups with a 4 hr retention interval, assessed possible 

differential effects of napping and waking on alertness during the test phase in the late 

afternoon (mixed ANOVA’s with factors TIME (learning/test) and GROUP (nap/no-nap) on 

sleepiness scores, average RT and number of lapses). No significant differences were 

found (all p values > 0.1). Finally, we compared sleepiness scores and vigilance (average RT 

and number of lapses) during the test phase between the direct group and the long-

interval groups. No significant differences were found (all p values > 0.1). The results 

indicate that overall alertness was equal across groups at all test times.  

Behavioral results 

Learning phase 

At the end of the learning session, retrieval performance was higher for rule faces (mean 

proportion = 0.95, SD = 0.05) than for no-rule faces (mean proportion = 0.86, SD = 0.10, 

F(1,70) = 59.68, p < 0.0005), as revealed by an ANOVA with factors RULE (rule/no-rule) and 

GROUP (direct/nap/no-nap; see figure 3). Similar ANOVAs on RTs and confidence scores 

revealed that subjects retrieved locations for rule faces faster (F(1,70) = 40.72, p < 0.0005) 

and with higher confidence (F(1,70) = 8.69, p = 0.004) than those for no-rule faces. No 

main effects or interactions with the variable GROUP were found. Thus, performance at 

the end of the learning phase was similar for all groups, and showed a clear advantage for 

the regularity condition (indicating regularity extraction). 
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Figure 3: Encoding Performance. Mean accuracy scores for location retrieval on the face-location task, for the 

rule and the no-rule condition, at the end of the learning phase. Error bars represent the standard error of the 

mean. 

 

Test phase 

Memory for encoded face-location associations 

We first investigated retention of the learned face-location associations across time. 

Within the groups with the long interval, we performed a mixed ANOVA on face-cued 

location memory with factors RULE (rule/no-rule), TIME (learning/test) and SLEEP 

(nap/no-nap). A main effect of RULE was found (F(1,46) = 55.20, p < 0.0005), indicating 

higher overall performance in the rule condition as compared to the no-rule condition. 

Also, a main effect of TIME was found (F(1,46) = 133.60, p < 0.0005), indicating overall 

forgetting across time. Finally, an interaction between TIME and RULE (F(1,46) = 12.80, p = 

0.001) was found, reflecting that fewer rule associations were forgotten (mean proportion 

= 0.07, SD = 0.06) than no-rule associations (mean proportion = 0.12, SD = 0.09), see figure 

4. This finding shows that regular associations are more stable across time than arbitrary 

associations. No main effect of SLEEP was found, nor any interactions with the factor 

SLEEP.  
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Figure 4: Face-location retrieval. Mean accuracy scores for location retrieval on the face-location task collapsed 

over the nap and no-nap conditions. Performance is given for the end of the learning phase as well as the test 

phase. An interaction was found between RULE and TIME showing that fewer rule associations were forgotten 

(mean = 2.52, SD = 2.19) than no-rule associations (mean = 4.35, SD = 3.13). Error bars represent the standard 

error of the mean. 

 

 

Generalization 

A one-sample t-test, including all subjects, revealed that scores were above chance level 

(chance level = six correct placements) on the generalization task (mean proportion 

correct = 0.47, t(1,72) = 18.42, p < 0.0005). If subjects had understood that there were 

three rule locations and that the other three locations were no-rule locations, one may 

suggest that chance level was rather 1 out of 3 instead of 1 out of 6. However, even if we 

compare performance to the concomitant chance level of 12, performance was 

significantly higher (t(1,72 = 8.14, p < 0.0005). 

Next, we tested the hypothesis that generalization improves across time, using a between-

subject comparison. An independent samples t-test showed that the groups with the 

longer interval (nap & no-nap) outperformed the direct group (t(1,71) = 2.28, p = 0.026, 

means: 0.49 and 0.42 respectively; figure 5). Post-hoc comparisons showed that the direct 

group differed significantly from the no-nap group (t(1,48) = 2.40, p = 0.020), but not from 

the nap group (p > 0.1). The nap and no-nap group did not differ significantly from each 

other (p > 0.1). These results indicate that generalization evolved over time, possibly 

slightly more so over waking than sleeping. Analyses on RT and confidence did not show 

any significant group differences.  
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Figure 5: Generalization performance. Together, the nap and no-nap groups outperformed the direct group (p = 

0.026). Error bars represent the standard error of the mean. 

 

Memory for arbitrary facial features  

In the memory test for arbitrary facial features, subjects had to indicate whether faces had 

worn glasses during learning or not. Correct retrieval proportions averaged 0.59 and 0.63 

for rule and no-rule faces respectively. This performance was above chance level (rule 

faces: t(1,70) = 8.12, p < 0.0005), no-rule faces: (t(1,70) = 10.61, p < 0.0005). Next, a mixed 

ANOVA was performed to investigate effects of the factors RULE (rule/no-rule) and SAME 

DAY INTERVAL (short interval/long interval) on memory for arbitrary facial features. For 

this analysis the two long-interval groups were combined. A main effect of RULE was 

found (F(1,71) = 5.41, p = 0.023), indicating worse detail memory for faces involved in 

regular associations. No main effect of SAME DAY INTERVAL (short interval/long interval) 

was found, however, nor an interaction between RULE and SAME DAY INTERVAL (see 

figure 6), indicating that, overall, facial detail memory did not significantly deteriorate 

between ½ hr and 4 hrs post-learning either for rule or for no-rule items.   

Next, we used the two long-interval groups to directly compare the effects of the sleep 

and wake state on memory for arbitrary facial features in a mixed ANOVA with the factors 

RULE (rule/no-rule) and SLEEP (nap/no-nap). No main effect of SLEEP was found, nor an 

interaction between SLEEP and RULE (all p values > 0.1). The combined results show that 

the extraction of regularities across memories may hamper the encoding and/or early 

consolidation of arbitrary memory components. 
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Figure 6: Task performance on the arbitrary facial detail test. Overall, accuracy was higher for the no-rule 

condition as compared to the rule condition (p = 0.023). Error bars represent the standard error of the mean. 

 

 

Finally, using a correlation analysis, we tested the possible interdependence of 

generalization performance and memory for arbitrary facial features of the rule faces. 

Only the longer-interval groups were included to investigate this relation across a 

considerable post-learning period. No significant correlation was found, either within each 

individual group, or in the combined groups (all p values > 0.1). Thus, increasing 

generalization performance across time was not directly related to forgetting of unique 

episodic memory components.  

Questionnaire results 

The regularities questionnaire tested subjects’ explicit knowledge for both the locations of 

the rules and the specific facial features defining the rules. On average (across the direct, 

nap and no-nap groups), subjects started to get a notion of the rules during the third 

encoding round and continued updating their rule knowledge during the delay period 

between learning and test. Subjects scored on average 78% correct on identifying rule 

locations and 37% on the facial features, resulting in a total rule knowledge score of 46% 

(see methods section for the calculation of this final score). In other words: subjects were, 

on average, able to correctly pick 2.34 rule-locations and knew 1.11 facial features on each 

location.  
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Next, we tested the hypothesis that explicit regularity knowledge (as assessed with the 

questionnaire) improves across time. Using an independent samples t-test we compared 

the scores of the long-interval groups (combined) with the scores of the direct group. No 

significant difference was found (p > 0.1). Finally, we assessed whether sleep and 

wakefulness exerted a differential influence on regularity knowledge. The independent t-

test that compared the nap and no-nap group did not reveal a significant result either (p > 

0.1).  

Sleep analyses 

Sleep architectural parameters for participants in the nap group are given in table 1. 

Subjects slept on average 90.00 min (SD = 25.94); all reached SWS, but only 77% reached 

REM sleep.  

Correlational analyses revealed a marginally significant correlation between the amount of 

SWS and performance on the generalization task (r = 0.559, uncorrected p = 0.007, FDR 

corrected p = 0.063, figure 7). Since SWS did not correlate with any other memory 

measure, it seemed particularly related to the ability to extract regularities from episodic 

memories. The only other marginally significant correlation was found between REM sleep 

and memory for arbitrary facial features (r = 0.507, uncorrected p = 0.016, FDR corrected 

p = 0.072). This suggests that while SWS is more important for integrating different 

episodic memories, REM sleep may additionally play a role in consolidating episode-

unique information.  

 

 

Table 1. Polysomnography sleep stage values for the nap group. Means are calculated across those subjects that 

reached that particular sleep stage. 

 

 

 
Mean (minutes) SEM Proportion of TST Obtained by 

Stage1 12.66 1.18 .14 N = 22 

Stage2 31.36 2.46 .35 N = 22 

SWS 36.73 3.82 .41 N = 22 

NREM 80.75 4.43 .90 N = 22 

REM 10.94 2.01 .09 N = 17 

TST 90.00 5.53 1 N = 22 

 

SEM = standard error of the mean 

TST = total sleep time 
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Figure 7: Correlation between SWS and generalization. This scatterplot shows the positive correlation between 

minutes spent in SWS and generalization performance.  

 

 

We have explored the possibility that SWS leads to particularly well-rested subjects who 

score better on the generalization test. We did this by running several additional 

correlational analyses. First, we found that within the nap group, generalization did not 

correlate with any sleepiness measure (sleepiness, RT & nr of lapses in the vigilance task) 

during the test phase (all p’s > 0.1). Moreover, SWS did not correlate with these sleepiness 

measures either (all p’s > 0.1). As sleepiness does not relate to generalization and SWS 

does not lead to particularly well-rested subjects, we can be confident that fatigue did not 

strongly mediate the correlation between SWS and generalization. 

Exploratory follow-up & replication 

The final analyses investigated face-location memory at roughly 1 month post-learning in 

a subset of participants. Note that the face-location retrieval test from the previous test 

phase was repeated and, thus, the faces to test generalization had been seen once before. 

However, since no feedback had been given during the earlier test and subjects’ focus was 

on retrieval, storage of location links for the generalization faces was probably minimal.   

First, we tested for significant forgetting between the test phase and the follow-up test 

one month later. A repeated measures ANOVA was performed with factors FACE TYPE 

(learned rule faces/learned no-rule faces/generalization faces) and DELAY (test 

phase/follow-up). A main effect of FACE TYPE was found (F(2,28) = 51.19, p < 0.0005), 

indicating differences in performance across face categories. Also, a main effect of DELAY 

was found (F(1,14) = 76.97, p < 0.0005), reflecting overall forgetting of associations across 

time. Finally, we observed an interaction between FACE TYPE and DELAY (F(2,28) = 19.02, 
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p < 0.0005) suggesting differential forgetting rates for the face-conditions. Post-hoc 

comparisons showed that all forgetting rates differed significantly from each other (all p 

values <0.05), with most forgetting occurring for no-rule faces from the learning session 

(mean proportion = 0.42); less forgetting occurring for rule faces from the learning session 

(mean proportion = 0.29), and no significant forgetting occurring for the generalization 

faces (mean proportion = 0.04, see figure 8). 

To assess whether the preferential retention of regularities might be importantly 

influenced by any knowledge ‘crystallization’ during the completion of the regularities 

questionnaire, a replication was run in which this questionnaire was not presented (see 

methods for details). The data from this independent sample was analysed in the same 

manner as above, yielding highly similar results. The repeated measures ANOVA with 

factors FACE TYPE and DELAY again revealed a main effect of FACE TYPE (F(2,38) = 37.31, p 

< 0.0005), a main effect of DELAY (F1,19) = 112.80, p < 0.0005) and an interaction between 

FACE TYPE and DELAY (F(2,38) = 53.21, p < 0.0005). As before, the forgetting rates differed 

between all conditions (all p values < 0.05) with again most forgetting for the no-rule faces 

(mean proportion = 0.43); less forgetting for the rule faces (mean proportion = 0.22) and 

least forgetting for the generalization faces (mean proportion = 0.06). It can be concluded 

that rule related information was highly resistant against forgetting, irrespective of any 

knowledge ‘crystallization’, whereas arbitrary associations showed a steep forgetting rate. 

 

 

Figure 8: Memory decay. Mean accuracy scores for the rule, no-rule and generalization condition, at 3 different 

time points: end of the learning phase, test phase and the follow-up after approximately 1 month post-learning. 

Error bars represent the standard error of the mean. 
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Discussion 

The present study investigated the extraction of complex regularities across associative, 

hippocampus-dependent memories. The results suggest regularity extraction in the course 

of encoding, resulting in higher accuracy scores and confidence ratings, as well as faster 

responses, for the retrieval of associations containing regularities compared to unique 

ones. Importantly, subjects were able to generalize the regularity information to new 

exemplars, confirming the extraction of flexibly applicable regularity knowledge. 

Generalization ability was apparent immediately after learning, but further improved 

across the ensuing 4 hrs. However, no differential effects of waking or sleeping during this 

period were found. Across the following weeks, regularity knowledge remained very 

stable, whereas memory for arbitrary associations showed strong decay − findings that 

were replicated in an independent subject sample. Finally, the extraction of regularities 

appeared to hamper the storage of more arbitrary features of the individual faces, 

suggesting some trade-off between the storage of regularities and storage of feature-rich 

episodic memories. In the paragraphs below we will discuss these findings in more detail.  

To ensure that regularity extraction would depend on the storage of episodic memories, 

we employed a task that involved the encoding of multiple associations, in particular, 

between faces and their location in space. Such tasks have been shown to strongly call 

upon hippocampal functioning (Staresina and Davachi, 2009; Giovanello et al., 2003; 

Zeineh et al., 2003; Takashima et al., 2009; Westerberg et al., 2011). The regularity 

structure embedded in the task material was sufficiently complex to ensure slow and 

gradual development of regularity knowledge, across many exemplars, and to allow for 

further offline development after the learning phase. In view of this complexity, the 

contingencies governing face placement, while in fact deterministic, were experienced by 

subjects as stochastic. Although early performance already benefited from the presence of 

regularities, knowledge thereof remained incomplete until the end of the experiment. This 

is reflected by the generalization scores that remained on average 49%.   

Performance patterns for the rule and no-rule conditions suggest that regularity 

extraction occurred throughout encoding, presumably through interactions of new 

exemplars with already stored ones. Accordingly, generalization ability was present 

directly after encoding. Interestingly, this ability increased in the 4 hrs post-learning. A few 

other studies also showed progressive generalization in the time after encoding (e.g. 

Gómez et al., 2006; Ellenbogen et al., 2007; Tamminen et al., 2012), though the adopted 

tasks are co-dependent on procedural and other non-hippocampal types of learning. In 

one of these studies (Ellenbogen et al., 2007), subjects learned relations among pairs of 

stimuli (A>B,  D>E) that followed a hierarchical structure (A>B>C>D>E>F). The ability to 
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infer relations across presented pairs (for example that B > D), significantly improved 

across a 12 hr post-encoding period. Another study tested the ability to apply language-

related rules to unlearned items (Tamminen et al., 2012). It was found that subjects’ 

ability to generalize significantly improved across two days post-training.  

In principle, the improvement in generalization performance across time may be due to 

further extraction of regularities, strengthening of the existing regularity representations 

or a further loss of arbitrary detail from such representations, which might enhance their 

application to new situations. The stability of rule-irrelevant facial detail memory across 

the 4 hr post-encoding interval argues against the latter mechanisms. Note, however, that 

our facial detail task could possibly be solved based on non-hippocampal memory 

mechanisms (dependent on higher order visual areas, including the fusiform face area). It 

can therefore not be excluded that associative aspects of the memories were not lost 

preferentially for rule items. We can thus also not exclude that a loss of arbitrary 

configural memory components might have contributed to the post-encoding 

generalization increment. Ongoing studies in our lab are addressing this issue.  

Interestingly, the cerebral sleep and wake states appeared to contribute similarly to the 

post-learning development of generalization. Indeed, our results suggest that 

generalization processes, be they similar or different ones, occur during the sleep and the 

wake state alike. During sleep these generalization processes correlated with SWS. This is 

perhaps not surprising, given that declarative memory consolidation has also been 

attributed to this sleep stage (Diekelmann & Born, 2010), and to its oscillatory hallmarks: 

slow waves (Marshall et al., 2006; Mölle, Marshall, Gais, & Born, 2004) and spindles (Cox, 

Hofman, de Boer, & Talamini, 2014; Cox et al., 2012; Gais, Mölle, Helms, & Born, 2002). 

During wakefulness, other EEG parameters may correlate with generalization 

performance. However, we did not measure EEG during wakefulness and thus correlations 

were only reported for the nap group. Interestingly, we recently found that 

decontextualization of memories also occurs during sleeping and waking alike (Cox, 

Tijdens, Meeter, Sweegers, & Talamini, 2014). While the combined findings support a role 

of sleep in the formation of semantic knowledge across episodic memories, they 

counteract the notion that sleep might be the main contributor to this process (Lewis & 

Durrant, 2011; Tamminen, Payne, Stickgold, Wamsley, & Gaskell, 2010). We therefore do 

not believe that little SWS hinders or impairs generalization. Rather, in those subjects with 

little SWS, the SWS-related improvement may have remained small or absent. 

It should be noted that a few studies, using different memory paradigms, did report a 

preferential benefit of sleep over waking for generalization (Durrant et al., 2012; 

Ellenbogen et al., 2007; Gómez et al., 2006). Conversely, a recent study on language-

related generalization processes in toddlers found that wakefulness rather than sleep 
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promoted generalization of word learning (Werchan & Gómez, 2013). A tentative 

explanation for such seemingly disparate findings is that different types of memory, 

including episodic, declarative and procedural memory, contribute differentially to the 

adopted memory tasks and may be differentially influenced by sleep (Stickgold, 2005). 

Another putative factor, relates to differential effects of interference in different memory 

tasks. Part of the typical sleep benefit observed in declarative memory tasks might be due 

to reduced interference-based memory decay. Generalization performance may not 

always benefit from reduced interference. In fact, it is possible that interference-based 

degradation of arbitrary event components aids generalization performance. Thus, during 

wakefulness, interference-based memory decay may contribute to regularity extraction by 

eroding arbitrary episodic links with relative maintenance of, plausibly stronger, regular 

associations. During sleep, on the other hand, generalization may also occur, but perhaps 

act through the process of memory consolidation, rather than reduced interference. In 

sum, when the memories used for generalization are particularly rich in episodic details, 

wakefulness and sleep may both exert positive influences on generalization, but through 

different mechanisms. Previous studies that preferentially found generalization 

improvements during sleep may have regarded contextually poor memories, and 

wakefulness may have failed to contribute to the process of generalization. 

While undoubtedly of major adaptive importance, regularity extraction appears to come 

at a price. Indeed, it seems to counteract the formation of a detailed memory 

representation of individual stimuli. This was already apparent in retrieval performance 

shortly after learning, while across the 4 hrs post-learning interval no additional forgetting 

of arbitrary episodic details was observed. This suggests that diverging encoding or very 

early consolidation mechanisms caused the observed rule/no-rule difference. A tentative 

interpretation of these results holds that attention and subsequent neural processing are 

biased towards the overlapping aspects of episodes. Given capacity limits, especially in 

working memory (Luck & Vogel, 1997; Turner & Engle, 1989), this would likely lead to 

suboptimal processing of the remaining aspects of the material.  

Our follow-up investigation showed that, across approximately one month, regularity 

knowledge was very resistant against forgetting. This stands in sharp contrast to the steep 

memory decay that was observed for the associations that did not adhere to a regularity 

structure. Consolidation processes thus seemed to have favoured the strengthening of 

regularities over more arbitrary memory aspects, leading to highly stable memories for 

these regularities.  

The combined findings thus show that associative regularities across episodic memories 

are extracted and preferentially retained in the form of flexibly applicable general 

knowledge. Our previous study (Sweegers et al., 2013), which compared consolidation of 
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similar associations with and without underlying regularities in the first 48 hrs after 

encoding, shed some light on the underlying neural mechanisms. The results showed 

preferential system-level reorganisation processes in the condition with regularities. This 

reorganisation involved coordinated hippocampo-mediofrontal activity and the build-up 

of a functionally interconnected (neo)cortical network including the aforementioned 

hippocampus and mediofrontal regions as well as higher order cortical areas representing 

different aspects of the stimuli. We have proposed that the hippocampo-mediofrontal 

cross talk might support a mechanism for regularity extraction, with the frontal regions 

contributing executive functions, such as working memory and attentional control, and 

the hippocampus retrieving relevant stored memories (see Sweegers et al., 2013 for a 

more detailed account). In line with this notion, several studies have implicated 

hippocampo-mediofrontal communication in rule and schema learning (Benchenane et al., 

2010; Kumaran et al., 2009; Van Kesteren, Fernández, et al., 2010), which also involves 

interactions of new associative input with already stored information. 

 Such memory reorganization as discussed above, may involve the offline replay of 

previous experiences. While studies on memory replay have mainly focused on sleep time 

(Ji & Wilson, 2007; Louie & Wilson, 2001; Peyrache et al., 2009; Skaggs & McNaughton, 

1996), some evidence exists that replay also occurs during wake periods of relative 

immobility (Carr, Jadhav, & Frank, 2011; Karlsson & Frank, 2009). It has furthermore been 

proposed that memory replay might take the form of ‘generalized replay’ (Kumaran & 

McClelland, 2012), in which memories that share certain elements are replayed together. 

This stands in contrast to the reactivation of a specific experience, coded in a single CA3 

ensemble. The conjunctive replay of multiple related episodes would allow for the 

formation of links between them. Links may also be formed between memories that were 

previously seen as unrelated, thereby promoting insight into underlying similarity 

structures. In support of such a mechanism, a recent study reported ‘replay’ of never 

experienced short-cuts during sleep (Gupta, Van Der Meer, Touretzky, & Redish, 2010). At 

the behavioral level, this idea is supported by a sleep study in which subjects gained 

insight into a hidden rule after a period of sleep (Wagner et al., 2004). Replay, possibly 

occurring during both wakefulness and sleep may thus play a critical role in the detection 

of new relations among experiences, such as the regularities across face-location 

associations in our current study. 

Finally, several aspects of our study merit consideration. First, we would like to address 

the possible concern that our follow-up interaction results were influenced by the 

different memory accuracy levels for the three face types in the test phase of the 

experiment. Several studies investigated whether initial encoding (i.e. initial memory 

performance) affects the shape of the forgetting function (Bogartz, 1990; Loftus & 
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Bamber, 1990; Loftus, 1985; Slamecka & McElree, 1983; Slamecka, 1985; Wixted, 1990). 

These studies found equal slopes for different initial performance, except when floor 

effects clouded the picture. As floor effects are not at play in the mentioned comparison, 

we believe the findings are not confounded by differences in initial memory accuracy.  

Second, we wish to acknowledge that ceiling effects may have influenced our results 

regarding memory stability across the 4 hr post-learning interval. In an additional analysis 

we investigated whether our main findings would persist in a subject sample in which the 

highest performers (top 25%) were excluded. This analyses involved face-location memory 

scores of the learning and test phase of the experiment, as rule performance was 

particularly high here. In this subgroup we still found less forgetting occurring for rule 

faces as compared to no-rule faces, as evidenced by a significant interaction between time 

and regularity (F(1,30) = 5.38, p = 0.027). To offer further reassurance on this point, we 

would like to point to a previous study that used a similar paradigm, but where memory 

performance was further away from ceiling (Sweegers et al., 2013). Also here, the 

differential forgetting pattern for rule and no-rule faces was observed. In view of the 

above, we conclude our main findings are robust, despite the occurrence of some ceiling 

performance. 

Conclusion 

The present study shows that when memories contain associative regularities, encoding 

and consolidation mechanisms appear particularly devoted to storing these regularities, at 

the cost of arbitrary memory components. We propose that the stabilization of associative 

regularities across memories may be one route toward the build-up of our large semantic 

knowledge base. Such a mechanism seems highly adaptive, given limited memory capacity 

and the long-term relevance of associative regularities for predicting the more complex 

aspects of our environment and guiding behavior accordingly.  
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Supplementary material 

Rationale of the task 

The purpose of our research was to investigate the extraction of regularities across 

episodic memories. In terms of the underlying neural processes, we wanted to investigate 

the extraction of regularities across memories that require the hippocampus to be stored. 

Hence, the novel paradigm used in our study consists of an episodic memory task with 

some complex regularities blended into the material. As subjects learn the individual 

associations, they extract part of the regularity structure, which helps their memory 

performance to some extent. One should understand that the complex contingencies 

governing face placement, while in fact deterministic, were experienced by subjects as 

stochastic.  

In view of this set up, memory performance on the task is based on a mixture of episodic 

memory and regularity knowledge, with performance on any item possibly never being 

‘purely’ regularity-based or episodic-memory-based. The results on the rules 

questionnaire support this: On average, subjects correctly identified 2.34 of the 3 rule 

locations and 1.11 out of 3 correct features per location. Moreover, no single subject 

gained perfect regularity knowledge. The regularity structure was thus only partially 

known to the subject and only aided rather than determined performance in the rule 

condition.  

The design of the task also implies that rule knowledge to some extent aids performance 

in the no-rule condition. However, this effect is very small. Consider that knowing one 

feature is highly prevalent on a particular rule location helps performance very little: while 

this feature occurs on the 12 faces that belong to that particular rule location, the same 

feature also occurs 24 times on other locations. The influence of such one-feature 

knowledge on no-rule performance is negligible. Typically, subjects acquire a two-feature 

strategy only for one location. Consider that this only excludes 1 out of 6 locations for 

placement of no-rule faces.  

In view of the above, the crucial comparison in our experiment was between a condition 

that was largely dependent on episodic memory (no-rule faces) and another that was 

dependent on a mixture of episodic memory and regularity knowledge (rule faces). Even 

for the subjects with the highest rule knowledge, where the contribution of regularity 

knowledge in the no-rule condition would be somewhat more extensive, we can still be 

confident that performance for rule-items lays further on the ‘rule-side’ of the continuum 

than performance for arbitrary associations. This suffices for the purpose of the current 

study, which was to assess the temporal dynamics of regularity extraction/stabilization.  
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For category details & example of the task for one subject see the supplementary material 

in chapter 2. 


