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Abstract—A networked application, i.e., an Augmented Reality
(AR) and Virtual Reality (VR) application, typically establishes
multiple connections to one or more servers to ensure that the
virtual objects with which the user interacts are up to date.
Since these connections share a common bottleneck, a congestion
control algorithm is utilized to determine the throughput that can
be sustained across each connection. As users need to interact in
real-time with these virtual objects, the transport layer should
guarantee low latency. The recently proposed “Low Latency Low
Loss Scalable throughput (L4S)” standards offer a solution to this
requirement. By default, L4S allocates an equal capacity share
to each connection. In this paper, we extend L4S to enable the
application to decide how the available bottleneck capacity should
be shared between its maintained connections, while guaranteeing
low latency.

Index Terms—Traffic differentiation, low latency, AR/VR

I. INTRODUCTION

Applications such as Augmented Reality (AR) and Virtual
Reality (VR), maintain multiple virtual objects that the user
can interact with. Typically, the data associated with each
virtual object is transported over one congestion-controlled
connection per object. These connections share a common
bottleneck with limited capacity, which is often the access link.
Although in this paper we concentrate on information transport
over Transmission Control Protocol (TCP) connections, the
observations made, remain valid for other types of transport
layer protocols (e.g., Quick User Datagram Protocol (UDP)
Internet Connections (QUIC), Datagram Congestion Control
Protocol (DCCP)).

TCP is an ACKnowledgement (ACK)-based protocol. Each
byte of information sent by the sender needs to be acknowl-
edged by the receiver; if some range of bytes is lost, it
needs to be retransmitted. To control congestion TCP main-
tains a congestion window (cwnd), which is the amount of
information that can be sent unacknowledged by the sender.
The ACKs the sender receives from the receiver convey
information about congestion in the network. The Internet
Engineering Task Force (IETF) currently mandates that the
cwnd should be controlled via the “Slow Start” (or “HyStart”
[1]) and “Congestion Avoidance” [2], [3] algorithms. Roughly
speaking, TCP increases its cwnd exponentially during “Slow
Start” and linearly (for TCP Reno) or cubically (for TCP
Cubic) during “Congestion Avoidance”, until packet loss is

detected either in triple duplicate ACKs or time-outs. After
the former, it reduces its cwnd by 50% (for TCP Reno)
or by 30% (for TCP Cubic), while after the latter, it resets
the cwnd (close) to the initial cwnd. Packet loss occurs if a
sizeable queue has been built up in the bottleneck, because
the senders momentarily and collectively send at too high a
rate. Alternative congestion control protocols exist, e.g., TCP
Friendly Rate Control (TFRC) or Bottleneck Bandwidth and
Round-trip propagation time (BBR), but they also rely on a
queue being built up, because they also react to either packet
loss or an increase in Round Trip Time (RTT).

These types of congestion control protocols are less suitable
for AR/VR applications for two reasons: (i) as they require a
sizeable queue being built up in the bottleneck, they introduce
high latency; and (ii) they offer an equal bottleneck link
capacity share to each of the connections associated to the
virtual objects of the application. The latter is not ideal as
the application should be able to use proportionally more
throughput for the particular object that the user momentarily
attends to.

The latency issue is solved by the Low Latency Low Loss
Scalable throughput (L4S) standards [4]–[6]: L4S guaran-
tees low latency essentially by combining (i) Active Queue
Management (AQM) in the bottleneck that conveys suitable
congestion signals under the form of “accurate” Explicit
Congestion Notification (ECN) marks [7] to the sender, with
(ii) a new type of congestion control, referred to as “Prague”
congestion control [8], which is a further evolution of Data
Center TCP (DCTCP) congestion control [9].

The second issue, i.e., traffic differentiation, is the main
topic of the present paper. Specifically, we allow applications
to use this accurate ECN feedback in a flexible way. As the
AR/VR application knows the “importance” (or “utility”) of
each virtual object at any moment in time, it can also decide
which throughput it needs for its associated connections, given
the bottleneck restriction. This is aligned with the concept of
Network-Application Symbiosis (NAS) which is part of the
Unified Networking Experience (UNEXT) [10].

We propose a solution that enables the application to differ-
entiate between its connections, by reacting in a different way
to ECN marks for each connection. Since all these connections
pertain to the same application, there are no trust issues: If
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the application makes the wrong differentiation choice, it only
negatively impacts itself. Moreover, if the user competes with
applications of other users, the associated sets of connections
are usually well isolated in the network.

This paper is organised as follows. Section II introduces the
principles on which application-driven traffic differentiation is
based and discusses how TCP Prague shall be modified. Sec-
tion III provides experimental evidence that this application-
driven traffic differentiation works as theoretically expected.
Section IV shows that this traffic differentiation can be justified
by virtual objects having their respective utility function.
Section V compares our approach with related work. Finally,
Section VI draws the conclusions and discusses future work.

II. APPLICATION-DRIVEN TRAFFIC DIFFERENTIATION

Since AR/VR applications typically require multiple (volu-
metric) multimedia streams to be transported, each requiring
low latency, even when the network is congested, we focus
on the worst case, i.e., the competition of persistent flows. We
consider scenarios where the utilities of the AR/VR objects
do not change rapidly, reserving more dynamic scenarios
for future work, and hence, we concentrate on the “Conges-
tion Avoidance” phase of TCP. During this phase the cwnd
is updated based on the “Additive Increase, Multiplicative
Decrease (AIMD)” principle: as long as no congestion is
detected, the cwnd increases linearly (or cubically) over time
(referred to as “Additive Increase”), and when congestion is
detected, the cwnd decreases by a certain fraction (referred to
as “Multiplicative Decrease” step). In practice, TCP Prague [8]
performs these two steps as follows.

1) “Additive Increase”: For each unmarked ACK, the
sender increases its cwnd W by an amount ∆

W , where ∆ =

min
{

τ2

τtgt2
, 1
}

[packets], τ is the RTT, and τtgt=25ms is the
target RTT. This yields an average (additive) increase in cwnd
per RTT of:

(1− p̂) ·min

{
τ2

τ2tgt
, 1

}
(1)

where p̂ is the average (measured) marking ratio.
2) “Multiplicative Decrease”: When a mark is observed

the sender decreases its cwnd W by
(

p̂
2 ·W

)
, but only

once (at most) within an interval of duration the target RTT
τtgt. Hence, the probability of a decrease is approximately
min

{
τ

τtgt
, 1
}

, if successive marks are uncorrelated. Hence,
the total average decrease in cwnd per RTT is:

p̂

2
·min

{
τ

τtarget
, 1

}
·W (2)

3) Measuring the packet marking ratio: The receiver pro-
vides accurate ECN feedback (via TCP options [7]) to main-
tain a running average of the packet marking ratio p̂ at the
sender side, which is used in the “Multiplicative Decrease”
step to update the cwnd W .

4) Loss reaction and fall-back: TCP Prague reacts to packet
loss events (e.g., due to packet drops in tail-drop queues) in
a similar way as legacy TCP flavors do, and hence, fairly
shares the capacity with other loss-based congestion control
algorithms under these circumstances. Moreover, TCP Prague
will fall back to purely loss-based congestion control when the
accurate ECN feedback is not supported by the corresponding
TCP endpoint.
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Fig. 1. Examples of mapping functions f(p̂).

In steady-state, the average increase of eq. (1) and average
decrease of eq. (2) will balance each other, yielding an estimate
for the steady-state cwnd W . As the steady-state throughput of
TCP Prague is approximately W

τ , we can write the throughput
obtained by TCP Prague as a function of the measured marking
ratio p̂ (which is the same as pointed out in [8]):

RP (p̂) = θ0 ·
1− p̂

p̂
(3)

where θ0 is independent of the RTT as long as it is smaller
than the target RTT τtgt. However, when the RTT is above this
target RTT τtgt the throughput drops off inversely proportional
to the RTT. We refer to (3) as the (theoretical) reaction curve
of TCP Prague. It turns out that θ0 depends on the exact
characteristics of the packet marking process, in particular, on
how successive packet marks are correlated. In Section III, we
will determine the value of parameter θ0 through experiments,
when we verify the validity of the reaction curve of eq. (3).

To achieve application-driven traffic differentiation, we
modify the “Congestion Avoidance” algorithm, in particular
the “Multiplicative Decrease” step, of TCP Prague1. The basic
principle is that a modified TCP Prague connection is allowed
to react differently to its measured packet marking ratio p̂.
Concretely, we define a monotonically increasing function
f(p̂) that maps the interval [0, 1] (measured marking ratio)
to the interval [0, 1] (modified marking ratio). The modified
TCP Prague utilizes this function to map its measured packet

1TCP Prague version 0.6 is available at https://github.com/L4STeam/linux/
blob/tcp prague/net/ipv4/tcp prague.c
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marking ratio p̂ to the modified value p̂′ and uses p̂′ in the
“Multiplicative Decrease” step. The modified value p̂′ reflects
the utility assigned to the different connections as detailed in
Section IV.

In this work, we explore two types of mapping functions,
type 1 and type 2 correspond to eq. (4) and eq (5) respectively:

f(p̂) =

(1− γ) · p̂+ γ · p̂2

p0
, p̂ ≤ p0

(1− γ) · p̂+ γ ·
(
1− (1−p̂)2

(1−p0)

)
, p̂ ≥ p0

(4)

f(p̂) =
p̂

A+ (1−A) · p̂
(5)

where p0 ∈ [0, 1], γ ∈ [−1, 1], and A > 0 are tunable
parameters of the mapping functions. Type 1 mapping function
is used to illustrate the case where a connection may be more
or less aggressive than reference TCP Prague, depending on
the level of congestion. In particular, based on eq. (3), in the
case of p̂′ < p̂ (respectively p̂′ > p̂), modified TCP Prague
is expected to yield a more (respectively less) aggressive
behavior than reference TCP Prague. Type 2 mapping function
is used to illustrate the case where modified TCP Prague has
a throughput of A times the throughput of reference TCP
Prague. Fig. 1 shows the mapping functions used below.

III. EXPERIMENTAL RESULTS

A. Network setup

We perform experiments using the network setup illustrated
in Fig. 2. There are N TCP connections competing with
each other at a bottleneck link with an adjustable capacity
C. Client n selects the TCP flavor from the set {reference
TCP Prague, modified TCP Prague, TCP Cubic}, and then
sends a persistent flow to server n for 30s after the three-way
TCP handshake. The bottleneck either implements the Dual
Proportional Integral squared (DualPI2) AQM [6] or marks
packets with a constant probability p. The base RTT of all TCP
connections is set to 20ms in all experiments. Clients, servers
and bottleneck run in their respective network namespace and
are isolated from any other background traffic.

Fig. 2. Network setup.

To calculate the steady-state characteristics, we capture the
packet trace of each flow, estimate the steady-state throughput
θ̂ by counting the number of packets sent between [14s,
29s] and the steady-state marking ratio p̂ by counting the
ECN-marked packets in the same time interval. We use this
time interval to avoid the exponentially increasing throughput
transients during “Slow Start”. We refer to the curve that shows
how θ̂ depends on p̂ as the measured reaction curve. Each

experiment is repeated 20 times to show the standard deviation
of θ̂ and p̂.

B. Tagged flow marked with constant marking probability

Our first experiment focuses on a single traffic flow of
interest (referred to as the tagged flow) over a bottleneck
that marks packets with a constant marking probability p and
has an unlimited link capacity C = ∞. This is intended to
reflect the reaction curve of reference or modified TCP Prague
without any competition or AQM mechanism.

Fig. 3 shows the measured reaction curves. First, we see
that reference TCP Prague accurately matches the theoretical
reaction curve of eq. (3), shown as the dashed line in the figure,
with the optimal θ0 = 1.465Mbps. Second, modified TCP
Prague with the type 1 mapping function behaves as expected,
showing a negative correlation between the throughput (see
Fig. 3) and the modified marking probability (see Fig. 1). For
example, the flow with “type 1: p0 = 0.15, γ = 0.5” is more
(or respectively less) aggressive than reference TCP Prague
when p̂ < p0 (respectively p̂ > p0). Finally, modified TCP
Prague with the type 2 mapping function quantitatively works
as planned, e.g., the flow with “type 2: A = 3” gets about three
times more throughput than reference TCP Prague, while flow
“type 2: A = 1

3” gets only one third.
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Fig. 3. Measured reaction curves of reference and modified TCP Prague
when the bottleneck marks packets with a constant probability. The dots
represent the average values. The vertical and horizontal lines are the standard
deviations.

C. Tagged flow competing with TCP Cubic flows over DualPI2

In this experiment, the same tagged flow now competes
with (N − 1) TCP Cubic flows, where N = 2, 4, . . . , 60,
over a bottleneck implementing the DualPI2 AQM with a
link capacity C = 200Mbps. DualPI2 couples the drop
probability applied in the classic queue for TCP Cubic flows
with the marking probability applied in the L4S queue for
(reference or modified) TCP Prague flow [6]. As the TCP
Cubic flows accumulate lots of packets in the classic queue,
they experience a large queuing latency which increases their
RTTs. In contrast, the tagged flow experiences a small queuing
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latency in the L4S queue and its RTT is only slightly larger
than the base RTT.

Fig. 4 shows the measured reaction curves of this exper-
iment. Like in the previous experiment, for the case where
the tagged flow uses reference TCP Prague, the theoretical
reaction curve of eq. (3) with the optimal θ0 = 1.491Mbps,
accurately matches the measured reaction curve. Since the
optimal values of θ0 are quite close in the two experiments, it
indicates that consecutive marks done in the DualPI2 AQM are
more or less uncorrelated (like the case with constant marking
probability), even when competing with TCP Cubic flows.
The other observation from previous experiment, i.e., that the
modified TCP Prague using one of the mapping functions
shown in Fig. 1 behave as expected, remains valid. In fact,
since a smaller number of TCP Cubic flows will see a larger
throughput saw-tooth (due to less frequent packet loss), larger
throughput standard deviations are observed when p̂ is small.
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Fig. 4. Measured reaction curves of reference and modified TCP Prague when
the bottleneck implements DualPI2 AQM and there are competing TCP Cubic
flow(s). The dots represent the average values. The vertical and horizontal lines
are the standard deviations.

D. Multiple tagged flows using different mapping functions

In this experiment we employ five tagged flows, comprising
one reference TCP Prague flow and four modified TCP Prague
flows, one associated to each of the four mapping functions
shown in Fig. 1. These are competing with (N−5) TCP Cubic
flows over the bottleneck that implements DualPI2 AQM and
has a link capacity of C = 100Mbps.

Figs. 5a and 5b show the achieved throughputs for N = 6
and N = 20 cases, respectively, with an average measured
packet marking ratio p̂ of 0.11 and 0.17, respectively. We
can observe that in the former case, flow “type 1: p0 =
0.15, γ = 0.5” obtains more throughput than reference TCP
Prague, and flow “type 1: p0 = 0.15, γ = −1” obtains
less. An opposite situation is seen in the latter case. Both
observations follow our prediction, as p̂ < p0 in the former
case and p̂ > p0 in the latter case. Moreover, in both cases,
the throughput of flow “type 2: A = 3” is slightly less than
three times the throughput of reference TCP Prague, while the
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(b) N = 20

Fig. 5. Achieved throughputs of five tagged flows using their respective
mapping functions shown in Fig. 1, under the competition with (N−5) TCP
Cubic flows. The length of the bars represent the average values. The black
horizontal lines are the standard deviations.

throughput of flow “type 2: A = 1
3” is slightly more than one

third of the throughput of reference TCP Prague. This small
deviation from the theoretical predictions (three and one third,
respectively) is due to the fact that the corresponding mapping
functions, shown in Fig. 1, expose slight curvature for the
relevant values of p̂.

IV. UTILITY FUNCTION OF MODIFIED TCP PRAGUE

In this section, we justify the goals of traffic differentiation
by arguing that the flows governed by modified TCP Prague
with different mapping function f(p̂) have different associated
utility functions. In order to compare utilities amongst different
mapping functions, we specify the following two necessary
pieces of information.

First, we denote the throughput of modified TCP Prague at
steady state as Rf (p̂) in eq. (6), where it is a function of the
measured marking ratio p̂ and depends on the mapping func-
tion f(p̂). This equation is derived using the same approach
mentioned in Sec. II, i.e., at steady state, the average “Additive
Increase” of eq. (1) and the average “Multiplicative Decrease”
of eq. (2) will balance each other. Note that after applying the
mapping function, p̂ of eq. (2) in the “Multiplicative Decrease”
step is replaced by f(p̂), while no changes are applied in
the “Additive Increase” step. Therefore, only the denominator
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Fig. 6. Theoretical reaction curves associated with the mapping functions of
Fig. 1, with θ0 = 1.465Mbps.

of eq. (3) is replaced by f(p̂) to obtain the corresponding
theoretical reaction curve.

Rf (p̂) = θ0 ·
1− p̂

f(p̂)
(6)

Then, for each applied mapping function in Fig. 1, the
corresponding theoretical reaction curve is shown Fig. 6 using
θ0 = 1.465Mbps retrieved from Sec. III-B. We can see that
the measured reaction curves presented in Fig. 3 agree well
with these theoretical reaction curves.

Second, for a reference TCP Prague flow that sees the
obtained throughput θP , the corresponding utility function
UP (θP ) is chosen, inspired by [11]:

UP = ln (θP ) (7)

where θP is expressed in [Mbps].
Next, to offer the same utility to every modified TCP Prague

flow, the utility obtained by a reference TCP Prague flow that
sees throughput θP should be equal to the utility obtained by
a modified TCP Prague flow that sees throughput θf , where
both throughputs correspond to the same measured marking
ratio, i.e., R−1

P (θP ) = R−1
f (θf ) where the superscript (·)−1

denotes the inverse of a function. Using this, we write the
utility function of a modified TCP Prague flow as F (θf ):

F (θf ) = ln
(
RP

(
R−1

f (θf )
))

(8)

Since the function f(p̂) is monotonically increasing, Rf (p̂)
is monotonically decreasing and invertible. This allows us
to determine the utility function F (θf ) associated to each
modified TCP Prague flow, when the mapping function f(p̂)
is given. Conversely, if the utility function F (θf ) of the
differentiated flow is known, the mapping function f(p) can
be determined.

Table I shows the utilities associated with the throughputs
of Fig. 5a and Fig. 5b using the derived utility functions in
eq. (8). The reason that the utilities of various modified TCP

Prague flows are not perfectly equal stems from the fact that
the measured reaction curves of Fig. 4 differ slightly from the
theoretical reaction curves of Fig. 6.

TABLE I
UTILITIES ASSOCIATED WITH THE THROUGHPUTS OF FIG. 5A AND FIG. 5B

Prague
type1: type1: type2: type2:

p0 = 0.15 p0 = 0.15
A = 3 A = 1

3γ = 0.5 γ = −1
N = 6 2.71 2.61 2.90 2.60 2.87
N = 20 1.97 1.99 1.88 1.95 2.10

V. RELATED WORK

1) Network-based traffic differentiation: In contrast to what
we propose in the present paper, traffic differentiation can also
be controlled by the network by segregating traffic in a number
of traffic classes and treating these classes in a differentiated
way in the network nodes [12]. For the AR/VR applications we
consider here, this would involve enabling these applications
to steer the traffic treatment in the bottleneck node, which
inevitably would result in a latency that is too high.

2) Multiple parallel connections: A commonly used tech-
nique to increase the (aggregate) throughput associated to
one virtual object, is to allow that object to open multiple
connections in parallel, which is commonly used by web
browsers [13]. This idea has been extended by MulTFRC
[14], which allows a TFRC flow to act as a number N
of flows in parallel. Apart from the obvious difference that
MulTFRC relies on packet loss (and hence, does not guarantee
low latency), while our approach relies on packet marks, a
fundamental difference is that MulTFRC is always acting as
N flows in parallel, while in our approach a flow may be less
aggressive when the network is lightly congested and more
aggressive when the network is heavily congested.

3) Scavengers: Another common approach is to rely on
a scavenger protocol. These types of protocols voluntarily
yield resources to higher priority flows. One of the first scav-
enger protocols was Low Extra Delay Background Transport
(LEDBAT) [15], which uses an increase in RTT as congestion
signal. Since the increase in RTT is due to a growing queuing
latency which occurs before packets get dropped, LEDBAT is
specifically designed to yield to loss-based congestion control
protocols, e.g. TCP Cubic. LEDBAT is a congestion control
algorithm designed for bulk data transfer that tries to utilize all
the available bandwidth. It could be envisioned to be used for
the transport of the data associated to less important objects
in the AR/VR applications, but still the fact that it needs a
latency increase to properly work, the latency requirements
associated to these applications are a blocking factor.

4) The use of utility: The use of the notion of a utility
to determine throughput was also proposed in prior work.
Viral [16] defines a virtual rate-quality (i.e., utility) curve for
videos, which allows congestion controlled transport protocols
to provide fairness in terms of both throughput and video
quality. Performance-oriented Congestion Control (PCC) [17]
works by aggregating packet-level events and statistics (e.g.,
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throughput, RTT) into a single performance variable, which
can be interpreted as a utility. The throughput (or cwnd) is
controlled by adjusting it according to a target utility value.
Vivace [18] is a utility-based online-learning congestion con-
trol algorithm. The algorithm defines utility as a function of the
throughput, RTT and loss ratio. Applying the utility function
as a reward within an online-learning environment allows
to trade off throughput versus RTT and loss. As the utility
function does not use the RTT itself, but the RTT gradient,
it penalises an increase in latency instead of absolute latency.
Proteus [19] extends the existing PCC utility framework to
support different priorities with different utilities. The primary
mode is intended for high-priority applications, while the
scavenger mode is for applications that need high bandwidth,
but are not time-sensitive. The hybrid mode is a combination
of the two, providing flexibility based on application needs. All
the above approaches trade off latency to throughput, as their
utility depends on both. Our proposed utility depends only on
throughput as latency is guaranteed by employing L4S.

VI. CONCLUSIONS

In this paper, we have modified TCP Prague, a TCP flavor
that is used to guarantee low latency, to enable an application
to adjust the throughput of traffic flows associated with the
objects it maintains, as it sees fit. This has been achieved
by defining a mapping function, which maps the measured
marking ratio to a new value that TCP Prague uses in its
“Multiplicative Decrease” step. In all other aspects, modified
TCP Prague behaves exactly as reference TCP Prague. We
argued that this traffic differentiation is justified, when the
utility functions associated with the various flows are different.
We have proved that there is a one-to-one relationship between
the mapping function and the utility function. Experiments
demonstrate the validity of the approach.

In future work, we will further modify TCP Prague’s “Con-
gestion Avoidance” and “Slow Start” (or “Hystart”) phases to
let the measured reaction curves approximate the theoretical
reaction curves even closer and to decrease the impact of the
transient state immediately after a new TCP flow has been
set up respectively. Moreover, we will consider more dynamic
scenarios in which utility curves may change over time and
where the bottleneck link is wireless, e.g., over 6G systems.
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