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C O N T E X T





1
I N T R O D U C T I O N

In the past decade the world was shaken up by multiple natural and
man-made disasters, such as the Fireworks disaster in 2000 in the
Netherlands, the 911 terrorist attacks in 2001 on the World Trade Cen-
ter in New York or Hurricane Katrina in the southeast of the United
States in 2005. These events led to increased attention from govern-
ments and the public into crisis response and management organ-
isations, which are responsible for addressing such events. Studies
on response activities during disaster situations (see e.g. Duffe and
Marec [2001]) analysed the errors and showed the weaknesses of cri-
sis response organisations in addressing these situations well. Many
of the weaknesses brought forward in these studies pertain to a mal-
functioning of information management in the organisation.

Like all large organisations, a crisis response organisation faces the
challenge of managing the flow of information effectively and effi-
ciently. A crisis response organisation consists of multidisciplinary
units, in which the main actors are firefighters, police, and medics.
The organisation is set up ad hoc, depending on the type and scale
of the emergency situation. New information is continuously created
and information needs to change quickly. Emergency responders col-
laborate on interdependent tasks, of which many are very dynamic in
nature. Under these kinds of circumstances, time to seek information
is minimal, and the awareness of available information is also limited.
People know about only a small fraction of the available information
and the activities that others are performing, which reduces their abil-
ity to select and disseminate relevant information to others in an opti-
mal fashion. Chapter 2 elaborates on the challenges of crisis response
organisations to manage information flow.

In crisis response, insight into the status of events at any given time
is an important factor in order to determine how the situation at hand
can best be addressed and to plan the right steps to take in the future.
To allow an assessment of the status of events at any given time, ef-
fective and efficient communication between responders is essential.
Usually, the information being shared originates from a "problem at
hand", followed by "the first mention" of the problem by some ac-
tor, which requires an action to be undertaken by someone else, after
which the problem is solved. However, the longer a problem or threat
exists the more it will cause damage or risk for those involved. For ex-
ample, the longer it takes to begin with a critical operational process
(e.g. extinguishing a fire), the more difficult it becomes to neutralize
the treat. Therefore, reducing the time between ’the first mention’ of a

3



4 introduction

problem and ’solving the problem’, by speeding up communication,
will aid the effort to mitigate the damage or risk.

Advancements in (mobile) communication technology have enabled
easy and fast sharing of information via pictures, video, e-mail, voice,
or texting services (e.g. Short Message Services (SMS), Twitter, Ping
or What’s App). These advancements have also resulted in a massive
increase in usage of mobile devices for work-related activities. Ad-
ditionally, we have seen a gradual increase in use of these tools in
the crisis response domain, where communication is still predomi-
nantly done orally. Although the tools have made it easier to share
information, they have not provided an effective and efficient way to
disseminate relevant information throughout crisis response organi-
sations.

Ideally, responders should have timely access to information im-
portant to their activities. At the same time, they should not be over-
loaded with irrelevant information. However, in practice information
is often sent too much or too little. This results in some responders
acquiring information that exceeds their processing capacity and oth-
ers lacking access to relevant information. Within a crisis response
organisation these problems of too much or too little information
are addressed by the hierarchical structure of the organisation and
the contribution of extra human resources. A hierarchical structure
causes people at different levels to have different information needs,
since no one person needs to know everything. Information is sent
down and up the organisation through intermediate actors, who are
responsible for sharing relevant information with others. In large-
scale emergencies a separate information manager is added to the
operational layer. This person is responsible for collecting all infor-
mation relevant to the common operational picture and for keeping
an up-to-date view of the situation. Despite these communication ef-
forts of crisis response organisations, they have not been capable of
bridging the gap between information supply and information needs.
Chapter 2 gives the arguments.

1.1 problem statement

An important determinant for a well-functioning organisation is how
relevant information spreads throughout the organisation, since the
dissemination of information determines the speed with which peo-
ple can act and plan their future activities. To narrow the informa-
tion gap in crisis response, relevant information should be distributed
more effectively and efficiently. An information system can play a key
role in this, supporting the dissemination of relevant information to
emergency responders in a timely manner. To build such a system is
not a straightforward task. An effective system should know which
information or which part (i.e. segment) of the information commu-
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nicated is relevant for someone else in the organisation. Since, crisis
response is very dynamic, the system will also need to adapt quickly
to someone’s particular work context. Current information systems
for crisis response lack the ability to provide this type of functional-
ity.

The key function of such an information system is to assess rele-
vance of information. To perform the relevance assessments, it must
incorporate knowledge about this task. One option to solve this spe-
cific task would be to program (i.e. model and build) such a system
directly, by hand. A hand-crafted approach takes much effort, how-
ever, and building a system for this task would simply be too diffi-
cult. To define and maintain all these rules for general crisis response
is an impossible task. An alternative is to use automatic techniques
from the field of machine learning (see for example Langley [1994]
or Mitchell [1997]). Machine learning methods are capable of solving
these types of complex tasks by coming up with their own program
(i.e. model). This is the approach that we use in this thesis.

1.2 approach

To bridge the information gap in crisis response we propose a method
and a software system that monitors communication and may send
information to emergency responders who were not addressed in the
initial communication. The system, which is geared for Task-Adaptive
Information Distribution (TAID), is trained with examples from prac-
tice, in which it knows what information is relevant to whom, in or-
der to determine which information is relevant when and for whom.
For an information system to function well, we first identified several
important system requirements. Chapter 3 shows the framework of
TAID with all components. The key function of the system is to de-
termine relevance of communications based on the fast-changing in-
formation needs of the emergency response actors. Adapting to infor-
mation needs is based on workflow information, such as emergency
responder task and location. The effect of the information distribu-
tion performed by TAID on the response activities is evaluated in a
simulated crisis response scenario, which is described in Chapter 8.

In this thesis we make a distinction between hardware and soft-
ware systems for communication. There is a diversity of hardware
communication systems used in crisis response, and the technology
for this hardware develops rapidly along with general developments
in communication and computing technology. Increasingly, commu-
nication devices are not used only for communication but have addi-
tional capacities such as satellite navigation system (GPS) sensors and
computer functions. The TAID system is setup as an open software
system that can easily be adapted to run as an application on most
modern communication systems, because at the crisis responder side
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the system needs the ability to function on any modern cell phone
and on communication systems used by professional crisis respon-
ders.

The task of determining the relevance of information in crisis re-
sponse is addressed using automatic techniques from the field of ma-
chine learning. With these techniques we are able to build a model
for relevance of information that will predict whether information
communicated by responders may be relevant for responders not
addressed in the initial communication. Predicting the relevance of
information is approached as a classification task. Knowledge about
relevance of information for different responders in crisis response
is indicated by experts from the crisis response domain. They label
the data examples on relevance that are used to train the system (i.e.
build a model for relevance assessments).

TAIDs relevance model should be applicable to any kind of crisis
response scenario. Using the specific information of a crisis response
operation is then useless for the learning task. Generic attributes, such
as, for example, similarity values have to be considered for the rele-
vance model. Similarities between emergency responders communi-
cating the information and those not addressed in the communication
can then be used. Similarities between task descriptions of responders
and their geographical distance to other responders have shown to be
strong indicators to predict relevance.

The type of information used as input to the system’s relevance
model is oral communication between emergency responders. This
input was chosen since much of the information in crisis response
is communicated in this way. These communications were collected
from real response operations or exercises and transcribed to be used
as input to the classification task. Each dialogue communication from
one responder to another was used as a separate training instance.

The instances input to the relevance learning task may also affect
the performance of the built model. Since the transcribed oral commu-
nications used as input to build a model for relevance assessments do
not contain many words, it was better to group several related com-
munications into one larger communication (i.e. message segment).
These larger messages are usually more comprehensible for those
who will receive them. To acquire these message segments we used
automatic techniques from machine learning to build a model that
detects coherent communications from the input stream to the TAID
system. Grouping these communications gives better data instances
and messages to forward to responders.
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1.3 research questions

The general research question of this dissertation is as follows:

How do we develop an information system that distributes relevant
information in a timely manner to support efficient and effective infor-
mation flow in crisis response?

We answer this question by applying techniques from machine
learning to communications from crisis response situations. With the
use of a classification task, relevance can be assigned to the commu-
nication examples. This type of classification capability will be part
of a TAID system, that is trained offline and used online to distribute
information assessed as relevant.

To answer the general question we posed some more refined re-
search questions. These more specific research questions are as fol-
lows:

1 What kind of requirements does an information system need to dis-
seminate relevant information from the information flow to those in
the crisis response organisation?

2 What kind of system architecture is required?

3 Is applying relevance learning to communications in crisis response a
feasible task?

4a How can we group the dialogue communications into larger message
segments?

4b What is the effect of these messages on the performance of the learning
task?

5 How do we build a relevance model that is able to generalize well to a
variety of crisis situations?

6a How do we measure TAIDs relevant information distribution in sim-
ulated crisis response?

6b What is the effect of TAIDs relevant information distribution on crisis
response?

These questions will be discussed separately in each of the follow-
ing chapters of this thesis.

1.4 taid project

The information flow challenge pertains to crisis response and large
organisations in general. This challenge and its effect on the workflow
of people are the central themes of the Task Adaptive Information
Distribution (TAID) project. The aim of the TAID project is twofold.
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One part focusses on modelling and simulating adaptive workflow to
gain insight into the workflow, workload, communication load, and
operative cognitive state of emergency responders. This research was
published by Bruinsma [2010]. The other part of the project focusses
on developing techniques for making information systems more in-
telligent and supportive in collaborative work situations. The latter is
the central topic of this thesis.

The contribution of this thesis to the crisis response domain is the
development of a method and a prototype software system that is
first of all aimed at meeting the demand for timely information in a
situation with high uncertainty and sudden, unexpected events. It can
be used in small-scale emergencies, but is better suited for events that
involve multiple disciplines or responders spread out far from each
other. The need for adequate information distribution occurs in all
of these types of situations, although the detailed nature of the need
varies and not all factors that determine information relevance apply
with equal strength to all types of events. Sometimes it is sufficient
to address large emergencies by following the predefined plan and
standard procedures. In that case, the system that we describe will
have little to no effect. However, such standard emergencies are ex-
ceptions, and our system is intended more for the unforeseen events
that characterise real crises.

To the field of computer science we contribute how to set up a
generic method for learning relevance of (oral) communication for
others in the organisation not part of the original communication. We
show how relevance can be determined for message segments of oral
communication (i.e. dialogue). To do this adaptively, we use distance
measurements and task descriptions of those involved in the organ-
isation as contextual information. In addition, we show how adding
these contextual attributes to the learning task improves learning per-
formance.

We take into account that relevance assessments by our proposed
information system will not be fool-proof. The reason for this margin
of error is that crises are considered a chaotic system [Ditto and Mu-
nakata, 1995]. The term "chaos" does not mean that the system is in
total disorder or will fail; rather it is a way of describing a system that
cannot be predicted with full certainty. Well known examples of such
systems are the weather or the ball on a roulette wheel. The reason
for this is that the prediction outcomes are dependent on the initial
conditions of the system. When a model is not capable of incorporat-
ing all influential factors, then predicting correct outcomes is difficult.
This element of chaos results in possible unpredictable behaviour in
the system because it is thrown dramatically off-course with only a
very small change to the initial conditions.

However, the uncertainty of the predictions does not mean that out-
comes cannot be predicted correctly. Correct decisions can be made
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based on only a fraction of the necessary information. For example,
a manager usually only gets part of all available information for his
decision-making, but based on this partial information he or she is
still able to make the right decisions. Our premise is that this will
also hold for assessing relevance of information in crisis response.
The underlying prediction model of such an information system then
contains the rules that indicate when certain information is relevant
or not for a particular actor in a particular context. These high-level
rules do not include all possible factors that influence relevance for
actors in these dynamic situations, but they should be sufficient to
adequately distribute relevant information.

1.5 thesis outline

• In Chapter 2 we answer research question 1. To do so, we sketch
the challenges the crisis response domain faces to manage the
information flow. Subsequently, we identify several important
system requirements in order for the system to determine which
information from the information flow is relevant for those in
the crisis response organisation.

• Chapter 3 answers research question 2 by presenting the TAID
architecture. This framework consists of multiple interdepen-
dent components. Their specific goal within the system will be
discussed. Some components will be the central topics of the
next chapters.

• Chapter 4 describes our first step towards relevance learning
on data from the crisis response domain. It gives an answer
to research question 3. In this chapter we investigate whether
applying automatic learning techniques from machine learning
to determine the relevance of crisis response communications
for others is feasible.

• In Chapter 5 we take a closer look at the input to the TAID
system. The standard input message to TAID is a sequence of
individual transcribed dialogue utterances. Since, most of these
utterances are short, we investigate whether grouping these sin-
gle utterances into a coherent message segment improves the
relevance learning task. We approach this examination in simi-
lar manner to the relevance learning task with automatic tech-
niques from machine learning. To answer research question 4a
we build a model on example data (i.e. streams of dialogue ut-
terances) to detect message segments in the input on conver-
sational topic boundaries to obtain larger units of information.
The possible performance gain of the relevance learning task
with the different input messages is evaluated. The results give
answers to research question 4b.
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• In Chapter 6 we present our method for generic relevance learn-
ing in crisis response. We look more closely at the relevance
learning mechanism to make it useful for multiple crisis situa-
tions. Experiments are conducted to evaluate the performance
of the trained classifier model using collected data from the do-
main. In addition, the contribution of the attributes is evaluated,
and the choice for a suitable learning algorithm for this learning
task is described. This chapter answers research question 5.

• In Chapter 7 we discuss Brahms as the tool for modelling cri-
sis response and management of the public safety domain. We
show how to model crisis response and management with the
Brahms software and how we embedded TAID as part of the
simulations. This chapter answers research question 6a.

• In Chapter 8 we investigate the degree to which the relevance
distributions performed by TAID impact the collaborative activ-
ities of emergency responders. We evaluate the relevance distri-
butions in a simulated crisis response scenario built in Brahms.
Furthermore, we show how TAID is integrated with the Brahms
environment. This answers the final specific research question,
6b.

• Chapter 9 concludes our research findings and gives some points
of discussion.



2
C H A L L E N G E S O F M A N A G I N G I N F O R M AT I O N
F L O W I N C R I S I S R E S P O N S E

"Crisis management is above all
information management"

[Research committee fireworks
disaster, 2001]

In this chapter the current work practice of crisis response in the public safety
domain is described. Arguments for the cause of information flow errors
in the domain are given. In Section 2.5 a variety of information systems
for crisis response will be discussed. In Section 2.6 we identify important
system requirements for an information system to support the crisis response
organisation in effectively and efficiently managing the information flow.

Chapter partly based on Netten and van Someren [2011].

2.1 introduction

An incident (or emergency) is viewed as a situation that deviates from
a normal situation causing an immediate threat to life, health, prop-
erty or environment. According to Shaluf et al. [2003] we speak of
a crisis when such an incident leads to a situation in which impor-
tant decisions involving threat and opportunity have to be made in a
particular short time.

An incident can grow into a disaster situation, where the impact of
a natural or man-made hazard negatively affects society or environ-
ment. A disaster may include multiple crises and multiple incidents
at the same time. This determines for a large part the uncertainty of
a disaster situation. A final distinction is made for situations where
society is disrupted, and when a total breakdown in day-to-day func-
tioning takes place, which is called a catastrophe. See for example
Perry [2006] and Quarantelli [2006] for a discussion.

The United Nations Office for Disaster Risk Reduction [2009] de-
scribes emergency management as the organisation and management
of resources and responsibilities for addressing all aspects of emer-
gencies, in particular preparedness, response and initial recovery steps.
Terms often used beside emergency management are incident man-
agement, crisis management (or crisis response and management)
and disaster management. Terms such as incident, crisis or disaster
are often used interchangeably; they are related but represent differ-
ent types of phenomena. Each represent a separate stage in a possible
escalation path based on the severity of the situation.

11
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Haddow and Bullock [2004] describe crisis management as the dis-
cipline of dealing with and avoiding risks. In the emergency manage-
ment domain crisis response addresses the more severe emergency
situations with a high impact on public safety. Although there are
many ways to describe the emergency management organisation, de-
pending on the emergency situation, we focussed on the response
phase of a crisis management organisation. Internationally the multi-
disciplinary organisation for crisis response might be slightly differ-
ent, but the information flow challenges for crisis response are similar.
In this dissertation, the Dutch crisis response is used as example.

Managing crises or disasters involves response planning and miti-
gation efforts. However, managing crises or disasters does not follow
automatically from crisis or disaster planning. Much of the success-
ful management of a crisis situation depends primarily on the activ-
ities of the involved crisis response organisations [Quarantelli, 1988].
Central problems with managing these activities have to do with the
communication process, the exercise of authority and the develop-
ment of coordination. Prior planning could limit these management
difficulties, but cannot completely eliminate them.

Studies on disaster management and evaluations of training exer-
cises in and outside the Netherlands have shown that errors in in-
formation distribution still frequently occur, leading to unnecessary,
preventable errors and delays that cause more damage to the situa-
tion (see e.g. Vollenhoven et al. [1996],Scholtens and Drent [2004],Ad-
visory Committee ICT Coordination in Disaster Management [2005]
and Berlo and Jadoul [2008]).

A number of authors, have pointed out the need for communication
and effective distribution of information during a crisis. Manoj and
Baker [2007] review the main technical and organisational challenges
for emergency response. A technical infrastructure that is interoper-
able and robust for environmental influences is very important, but
also conceptual and terminological unification to avoid misinterpre-
tations. Flexible, non-hierarchical organisation and communication is
needed, especially in early stages of a crisis when relevant informa-
tion is scarce and communication channels may be damaged. Small
and Sage [2006] argue that to acquire a well-functioning organisa-
tion, it is very important to have a free flow of relevant information
among organisational members. Aspects that play an important role
in achieving a well-functioning organisation are the communication
structure of an organisation and trust the information (see e.g. Droege
et al. [2003]).

Kapucu [2006] argues on the basis of an analysis of the attack on
the Twin Towers that information distribution is of great importance
especially in the early stage of a crisis. Communication via informal
networks plays a relatively big role. The collapse of the communi-
cation infrastructure suggests a need for redundant communication
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channels. Because of a lack of information at the level of authorities,
a flexible, non-hierarchical communication and coordination process
is more effective during the early stages [Helsloot, 2005].

Dawes et al. [2004] conclude from interviews with participants in
the crisis of 9/11 that communication technology was of great im-
portance and that distributing and unifying information has been a
major issue both in early response and at later stages. One problem
was the lack of standardisation between organisations, which caused
a lack of (electronically) accessible information.

Superb communication will not necessarily fix all faults in crisis re-
sponse situations. Even if emergency responders have all the informa-
tion then it does not necessarily mean that the incident would have
ended in another way. The decision making process of responders
also plays an important role. Naturalistic Decision Making (NDM)
is a descriptive approach that seeks to explain human decision mak-
ing in terms of expert performance [Zsambok and Klein, 2014]. It
has become a popular framework to study decision making in real-
world settings. NDM specifically addresses the sorts of constraints of
limited time, high stress, and incomplete knowledge that character-
ize real-world, complex environments. According to the Recognition-
Primed Decision (RPD) model of NDM, decision makers first ap-
praise the situation in order to classify it as familiar or not, based on
experience [Klein, 1997]. The assessment of familiarity can be made
by matching features of the situation to prior events, recognition of
a whole pattern of features that fits a familiar story or scenario, or
explicit recall of an analogy from another related domain. When the
decision maker is unable to recognize a given situation, the typical
reaction is to seek more information or to resolve the ambiguous sit-
uation through diagnostic processes.

In the next section, we describe the current work practice of cri-
sis response in the public safety domain and we elaborate on the
common information distribution errors pertaining to the organisa-
tional structure and communication style. In Section 2.5 we give an
inventory of systems used in the crisis response domain to support
planning, workflow and channeling of information. In Section 2.6 we
identify important requirements for an information system to include
in its design, in order to improve the dissemination of relevant infor-
mation between emergency responders.

2.2 crisis response practice

In this section, we describe the organisation of crisis response and
the problems this organisation has with disseminating relevant in-
formation. Examples of errors during crisis response situations are
described based on documented disaster situations.
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2.2.1 Crisis Response Organisation

The organisation consists of multiple disciplinary organisations, such
as the police department, the fire department and medical services
that have to complement each others’ activities, while collaborating in
a temporarily dynamic and high-risk environment. Within this type
of organisation, the sub-organisations are coordinating their activities
through mutual adjustment and liaison-officers in order to use the
decentralised expertise. This type of organisation is best described
as an "adhocracy" [Mintzberg, 1983], since it is able to dynamically
reorganise its own structure and workflow, and by doing so is able
to shift responsibilities and adapt to the changing environment [van
Aart et al., 2004]. Thus, the organisations’ immediate purposes during
the emergency shape the organisation.

Leest et al. [2000]) authors of the handbook ’Guidelines for Dis-
aster Measurements’ (in Dutch: Leidraad Maatramp) published by
the Ministry of Internal Affairs and Kingdom Relations defines 18

distinct disaster types that might be encountered. Depending on the
type of crisis or disaster event other organisations will join the or-
ganisation. For example, when a large train accident has occurred,
the Dutch railroad facilitator ProRail will dispatch a communication
officer. This person takes part in the operational activities to share ex-
pertise. Or, in case of a plane crash the airport officials take part in the
response organisation. Municipal employees in large crisis situations
take part in action centres to collect and share information about the
crisis situation and keep the mayor and the crisis team up-to-date.

When an incident situation increases and resources to mitigate fall
short the organisational structure is scaled-up. Up-scaling is the pro-
cess of changing the functioning of command of the organisation. In
Figure 1 the global hierarchy of command as defined for large inci-
dents (i.e. crisis/disaster situations) in the Netherlands is shown. In
this figure the involvement of provincial or national government offi-
cials are omitted, because we do not want to focus on their involve-
ment, which is often more loosely coupled to the actions of the or-
ganisation. The lines between the boxes indicate the communication
topology, which are predefined (hierarchical) communication links
within this large multidisciplinary organisation.

At the top of Figure 1 is the mayor, who is chief-in-command dur-
ing a crisis/disaster in his city. He or she communicates with the op-
erational leader (OL) of the operational team (ROT) and each 30 min-
utes with his own management team (MT). The management team
discusses all information gathered by the different municipality ac-
tion centres. The OL has direct contact with the commander of the
disaster area, who is at the scene of the incident. Under his command
are the different units that are involved with the different operational
activities.
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Figure 1: Organisational structure of the emergency response organisation
(based on the emergency response organisational structure as pre-
sented by the Dutch Ministry of the Interior and Kingdom Rela-
tions in the Handbook for disaster management preparation (2008,
p A3-2) ).

In the Netherlands the multidisciplinary command structure for co-
ordinating incidents is based on the Coordinated Regional Incident
Management Procedures (In Dutch: GRIP1 levels; see for example
Lamers [2006]). There are five levels, GRIP-0 to GRIP-4, ranging from
basic daily-routine emergencies to disasters.

The GRIP levels are defined as follows:

grip-0 The coordination of daily-routine operations, where the unit-
s/teams of the fire brigade, police force and medical service
more or less work on a side-by-side basis to deal with the im-
minent emergency situation without having accountability to a
higher command.

1 GRIP stands for Coordinated Regional Incident Management Procedures (Gecoördi-
neerde Regionale Incidentenbestrijding Procedures)
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grip-1 There is a need for a more coordinated command structure,
more resources (e.g. equipment and personnel) are required to
approach the incident situation or the consequences of the inci-
dent might require government decision-making.

grip-2 A larger command structure is required and the involvement
of the municipality (city mayor and municipality officials). Due
to the size of the incident commanders (usually fire-fighters)
reside at a coordination centre to focus on the tactical decisions
about the management operation. And at the strategic level the
government deals with the overall approach to a problem or
objective.

grip-3 In case of the incident spreading over municipality board-
ers or assistance from neighboring municipalities the level in-
creases to GRIP-3. The Queen’s commissioner of the Province
takes part in the command structure.

grip-4 A national disaster which requires the national government
with the Minister of Security and Justice2 as the responsible
chief-in-command.

For more detailed information on up-scaling the command structure
see Leest et al. [2000] or Nationaal Coördinator Terrorismebestrijding
en Veiligheid (NCTV) [2013].

In Figure 2 we illustrate a situation, where the disaster is located
in one municipality and the affect area (see the ellipse) is in the adja-
cent municipality. In these situations there are several locations where
certain responders assemble. At the disaster location a command cen-
tre at the incident location (In Dutch: ’Commando Plaats Incident’
(COPI)) is composed of the operational leaders (i.e. officers-on-duty).
In the Netherlands, when a CoPI is composed, the liaison-officers of
each agency meet each half hour to share information. An informa-
tion manager is responsible for collecting and distributing all rele-
vant information for the common operational picture to these liaison-
officers, who further distribute this information within their team.

When a disaster affects a larger area (e.g. more municipalities) fur-
ther up-scaling of the organisation is necessary. A regional opera-
tional team (ROT) is installed near the disaster area to control the
operations. However, their activities are different from those involved
in the CoPI. Responders part of the CoPI are generally involved with
controlling the source of the disaster and the ROT is more engaged
in the affected area.
In general, after an emergency call has been made to the alarm centre
about an incident, units of the disciplinary organisations (i.e. police,
fire fighters and/or medical services) are alarmed and dispatched. At
the location of the incident the fire-fighters have the overall command

2 Since 2011, before it was the Minister of the Interior and Kingdom Relations
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Figure 2: Example of responder positioning around disaster area

for the operational activities and discuss with the liaison-officers (i.e.
other commanders of other disciplines) on a regular basis about the
current state of events.

The fire brigade dispatches small teams to the area of the incident.
These teams are organised hierarchically, with a commander at the
top and individual fire-fighters at the bottom. In Figure 3 we illustrate
the global organisational structure of fire fighters for large incidents.
At the bottom of the figure we have sketched two standard unit/team
of fire fighters. In large incidents the unit commander reports to the
fire officer-on-duty (OvD-B). The OvD-B deliberates with the liaison-
officers of other disciplines and the H-OvD, and, keeps in contact
with the regional alarm centre (RAC). The H-OvD in turn reports
further up the chain to the commander of the disaster area.

2.2.2 Communication and Protocols

Crisis response and management of the public safety domain is highly
communication-centric. Information during such events is conveyed
in different ways. In the first phase much of the information is shared
digitally from the alarm centre (i.e. centralist) to those that need to re-
spond to this call. The sharing of information is for a large part done
by the centralist who, as the term "centralist" already reveals, is the
’central point’ within a particular emergency service that channels the
information to the emergency responders. In larger crises involving
more centralists or more levels in the organisation, relevant informa-
tion often does not reach the responders that could have used it.
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Figure 3: Example of fire unit organisation during a disaster situation

In the Netherlands the C-2000 communication system is used to
send basic information about the emergency, like type of emergency
and location. At the location itself, the responders use (mobile) com-
munication devices and whenever possible communicate face-to-face
to convey important information. Radio communication is currently
a critical component of emergency response for fire-fighters working
distributed. Each fire-fighter carries a radio while present at the emer-
gency area. Radio communication is carried out using a shared vocab-
ulary of specific, concise domain terminology. At small incidents only
one channel for radio communication is used, but at very large inci-
dents this is quickly scaled-up to multiple channels. We can say that
sharing of information in current crisis response and management
by responders at the operational level is predominantly orally, either
through the walkie-talkie or by face-to-face communication.

Contemporary (mobile) devices used by responders for communi-
cation in crisis response and management are:

• The walkie-talkie (in Dutch: portofoon) a two-way radio based
communication tool. Responders within the (radio) vicinity and
who are share the same frequency can communicate with each
other.

• Mobile phone: a vehicle mounted radio based two way commu-
nicating device, used for the communication between the units
fighting the fire and the control room operator.
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• A cell phone: a public mobile phone. It can be used if the ca-
pacity of the normal radio channels is not enough. Every fire
brigade’s vehicle has one.

• A pager which is a device that receives (text) messages by which
the members of the fire brigade are mobilised (used mainly in
the beginning to dispatch).

• Texting: sending digital text messages to responders about the
event. Part of the C-2000 digital communication system used in
the Netherlands.

• E-mail: digital messaging through electronic mail. Commonly
used by municipality officials taken part in the action centers.

• Websites: to obtain or publish specific information for the or-
ganisation or to convey information to the public.

The use of mobile communication devices to share different types
of information (i.e. text or images) by emergency responders is rel-
atively scarce. New information systems are limited to the upper
layers of the command chain, let’s say from a team commander up-
wards in chain of command. At the action-centres of the municipality
or setup coordination centra the information is commonly communi-
cated via email, fax, telephone or face-to-face, since they are usually
confined to a fixed location and are usually not geographically dis-
tributed far from each other. Next to communication via voice or text,
other types of communication between first-responders have been in-
troduced (see, for example, Malan et al. [2004], Kim et al. [2007], Fi-
trianie et al. [2007]).

During crisis response information flows via the hierarchical chan-
nels of communication. Information does not propel itself as a contin-
uous flow, but spreads as a result of discrete communication events.
For example, actors share prescriptive information (i.e. ’do this’ or
’stop doing that’) which flows downwards in the organisation and
descriptive information (i.e. ’status report’) flows upward the organi-
sation. The hierarchical structure of the organisation determines how
the information is passed between actors.

The need for communication really arises in situations that involve
many different responders who cannot see or hear what is happen-
ing, and situations that are unexpected and for which there are no es-
tablished procedures. The location and activities of other responders
may be unknown and responders may well be unaware of who else is
active. Unforeseen events and unplanned actions are characteristic of
real crises. In such situations, effective intra- and inter-organisational
communication becomes of great importance. Part of this is covered
by standard communication protocols. However, many decisions if
and to whom to report an observation, an activity or a plan is taken
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by responders who are not aware of the overall situation, which is
often dynamic.

Protocols prescribe who to inform or report to and how to commu-
nicate the information. For example, in the initial phase information
that must be conveyed to those dispatched is about the type of inci-
dent and possible release of gasses. Common basic situational infor-
mation can be conveyed using predefined status messages, thereby
reducing the amount of time necessary to communicate. To give an
example, the word ’dispatched’ (’uitgerukt’), ’arrived’ (’ter plaatse’) or
’fire extinguished’ (’brand meester’) are commonly used by response
units to quickly convey information about the current status to the
centralist actor at the control room. This precision allows commu-
nications to be quick and to the point, which reduces the cognitive
overhead in interpreting what is said [Corporate National Research
Council Staff, 1996]. In addition, communication protocols have been
determined for communication with other involved disciplines. For
example, who and what to communicate with for instance a central-
ist operator or a responder of ProRail (i.e. The Dutch owner of the
railway infrastructure) in case of an accident with a train.

2.3 known causes of error

A study on crisis response and management in the Netherlands by
the Advisory Committee ICT Coordination in Disaster Management
[2005] concluded that information sharing and communication be-
tween multidisciplinary actors was worse than expected, leading to
mishaps and/or a less optimal crisis course. They also indicated that
errors in the distribution of crucial information between collaborating
incident management actors is often neglected which has had a sig-
nificant influence on a successful solution of those situations. These
observations also come forward in two large-scale disaster exercises
in the Netherlands: Bonfire [Helsloot, 2005] and Voyager [Berlo and
Jadoul, 2008].

In crisis response responders lack the time to actively search for
information that is actually available. They may not know that cer-
tain information exists and therefore not search for it. For example,
if a team is working at one location and is unaware of another team
working nearby, they will not search for the other teams’ findings or
plans. As a result, information is not always available at the right
place at the right time. Another possible cause of delay is in commu-
nication procedures that involve a number of steps where errors can
be made at each step. This lack of information for the emergency re-
sponders may easily lead to wrong decisions and as a consequence
to a less effective collaboration.

Sending particular information to all (i.e. broadcast) possibly cre-
ates additional processing time for message receivers who already
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have little time and who often only require part of it for their tasks.
Strategic personnel might become confused by reports, requests and
irrelevant messages. This leads to information overload (see e.g. Ep-
pler and Mengis [2004]) for an overview, and Bruinsma [2010], chap-
ters 6 and 7 for a detailed analysis in the context of crisis response
and management). Broadcasting all information, is therefore not the
optimal solution for information distribution.

The sharing of information, certainly at the start of the incident re-
sponse phase, is for a large part done through the centralists. This
centralistic approach has the danger that in situations where multi-
ple responders and centralists are involved, the amount of informa-
tion becomes so large and complicated that information is sometimes
withheld by responders or simply forgotten, in spite of its relevance
for other emergency services.

Six different types of probable causes of mistakes made during dis-
aster situations have been categorised by Abbink et al. [2004]. First,
decisions might be made on incomplete information. There may not
be enough time or resources to gather all relevant information to sup-
port a decision. Second, information may be contradictory. Third, in-
correct information often occurs due poor communication or misinter-
pretation. Fourth, the use of different protocols, which might happen
when multiple organisations are involved that apply different rules
or protocols. Fifth, exception handling can be the cause of many mis-
takes because people are not familiar with plans of different scenar-
ios. Sixth, work overload might also be a cause of errors. For instance
when tasks are not delegated properly,or a party is not aware of the
possibility of delegations.

Bruinsma [2010], in chapter 1 concluded that mistakes with infor-
mation are for a large part based on unfamiliarity with protocols,
inadequate sharing of information between parties and shortcomings
in the manner in which information is sought. Whereby the role of
correct and timely received information is important for the course of
a crisis situation.

Reddy et al. [2009] analysed the communication and work pro-
cesses during a crisis exercise. They found several specific causes of
communication problems:

• Inadequacies of current communication tools: many different
types of devices and protocols were used but these were often
not connected

• Lack of common ground: differences in terminology, workflow
and procedures made it difficult to use information between
responders, in particular between organisations

• Occasional breakdowns in communication: these were caused
by technical factors or by the fact that a responder was busy
and would not use his communication device
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Workflow procedures must adapt quickly to the current or near fu-
ture situation of the incident. All this makes awareness of relevant in-
formation or distribution to others very difficult. Work is performed
under severe time-pressure to execute their tasks. Information is col-
lected from a variety of sources, including sensors, observers and
other rescue workers. However, the effort to acquire information must
be minimal. Determining for whom information is relevant has not
their main priority and will cause them valuable time.

2.4 examples of information flow errors in practice

In the next subsections we illustrate some errors caused by a lack of
communication between collaborating responders, leading to disas-
trous consequences. These events were documented and investigated
in detail by Scholtens and Drent [2004], Dutch Transport Security
Council [2002] and Gouman et al. [2007] leading to a detailed recon-
struction of the activities and communications. The following exam-
ples all occurred in the Netherlands. Although the events occurred
in the Netherlands, the problems with information sharing are not
limited to the Netherlands.

2.4.1 Koningskerk: a fire incident

A fire incident occurred at the Koningkerk (King’s church), located
near the city centre of Haarlem, in the evening of the 23rd of March
2003. Teams of fire-fighters and police were involved in managing this
incident. A small group of these fire-fighters (probably unknowingly)
performed dangerous activities, because they lacked crucial informa-
tion. In another situation they could have performed the activities
more efficient. These two situations will be illustrated next in more
detail. For a detailed documentation of the sequence of events of the
Koningkerk fire, see E-semble [2004].

At the scene of the fire, the police officer (CvD-P) arrived first at
the scene and entered the adjacent Verger’s house to check for left
behind persons. This information was passed to the police control
room operator (MKP), but subsequently did not reach the fire-fighters
(BvD-1 and BvD-2). The fire-fighters lost valuable time and resources,
because they also started to investigate the Verger’s house. In the
dialogue below we give the actual sequence events (i.e. discourse)
and communications between the responders involved.

koningkerk scenario excerpt: -

[When the first dispatched fire-truck arrives at the front side of the church the

commander assesses the situation and observes a small fire inside the church.

He assigns two firefighters of his team to go inside the church and explore it.
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Meanwhile, a police-chief who also was already at the church with two other

policemen, starts exploring the adjacent house of the Verger. They explore

the house and encounter nobody. The police chief subsequently reports his

findings back to the police control room operator. In Figure 4 illustrated by

number (1)].
cvd-p: The verger house is explored and nobody has been en-

countered. We hear the fire and also smell it.
[The police control room operator forwards this information to the fire- and

ambulance centralists (RAC). In Figure 4 illustrated by number (2)]
[However, for some reason, the fire-department centralist, does not send this

information to the first fire commander at the scene, for whom this is relevant

information. In Figure 4 illustrated by number (3). The commander’s respon-

sibility is to be sure that no people or animals are still inside the burning

building. Therefore, he assigns two of his men to go and explore the house of

the verger. Before both firefighters arrive at the Verger’s house a second team

of firefighters arrives at the church’s rear end. The second commander assigns

two of his men to acquire a water supply and the other two to walk with him to

start exploring the house of the verger. At the same time the two fire-fighters

of the first team arrive at the rear side of the church. Both then encounter the

Verger at the entrance of the house.]
verger: Nobody is left in the house.

[The second commander (BvD-2) sends this information to the first comman-

der (BV1). In Figure 4 illustrated by number (4)]
bvd-2: There is nobody in the verger house or in the church.

Figure 4: Inefficient information distribution example

In this first example, it is clear that in this scenario some activities
were redundant and that resources (i.e. firefighters) could have been
utilised in a better way. If the first commander BvD-1 had known
about the conducted exploration of the Verger’s house by the police,
then he wouldn’t have had to assign his men to explore it and could
have used them to perform other tasks.
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Later on in the scenario a more serious event occurred when fire-
men discovered that a wall of the church was at risk of falling over.
The information about the wall was reported, but not all colleagues
working nearby the wall did receive this information. A face-to-face
warning was given by the firefighter officer-in-charge (OvD-B) to the
firefighters about the potential danger of a collapsing church wall in
the direction of the road next to it. Despite this attempt to spread the
information, it was not received by all fire-fighters. Several, including
the commander of the second fire-truck (BvD-2), lacked this crucial
information, which caused them to perform unnecessary dangerous
actions. The unfortunate consequence was that the wall did fall-down
killing two fire-fighters. If this order information was brought to the
attention to these responders, they might probably not have taken
such dangerous actions.

2.4.2 Hercules: a plane crash

In 1996 a Hercules airplane crashed when landing at Eindhoven air-
port. This was a military transportation flight coming back from Italy.
A detailed report written by the Dutch Transport Security Council
[2002] gives insights into the events and actions by the involved emer-
gency responders. The report shows that wrong assumptions were
made by the on-scene-commander (OSC) about the capacity of the
plane and the number of potential passengers. Incomplete informa-
tion is normally filled in by the emergency responders by means
of estimates and conjectures under conditions of uncertainty [Klein,
1997].

The on-scene commander, who is head of the airport fire-brigade
and the first superior to arrive at the scene, stated that he heard that
the number of people in the plane was unknown. Information which
the assistant air-traffic controller (AATC) had provided him. After-
wards, it turned out that this was not the case. In fact, members of a
military music band were also on board.

The most amazing part, in hindsight, was that the number of peo-
ple, that could be on board of the plane, had been discussed mo-
ments earlier by the airport centralist and the head-traffic-controller.
Unfortunately, the airport’s assistant air-traffic controller did not com-
municate this to the on-scene commander, who consequently made
the wrong assumptions and executed the wrong actions, which only
in a much later stadium could be corrected, but then the damage
was already very large. In Dialogue 2.4.2 we give the actual sequence
events (i.e. discourse) and communications between the involved re-
sponders.

hercules scenario excerpt: -

atc: How many passengers are there in the plane?
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rac: I assume there are many passengers in the plane, but
the correct number is not yet known. Figure 5 arrow (1)
[Moving towards the scene of the accident the on-scene-commander does an

inquiry by the air traffic-control about how many persons are onboard the

plane. Then the assistant air-traffic controller answers that this unknown.]
osc: How many people are on the plane?
atc: This is unknown. Figure 5 arrow (2)

The on-scene-commander explained afterwards that he heard un-
known, which was a confirmation for him that possibly a double crew
was onboard since that was normal on those kind of flights. Not
knowing there was a whole band present in the plane.

Figure 5: Incomplete information distribution

Another mistake during the incident begins with the assumption of
the assistant air-traffic-controller (ATC) that ’IJsberg-I’ is the contact
name for the vehicle of the on-scene-commander (OSC). A few days
before the crash, the airport fire-brigade of Eindhoven changed the
names of the vehicles from ’IJsberg’ to ’Mac’. The vehicle of the OSC
became ’Mac-I’ instead of ’IJsberg-I’. Actually, the person contacted
by the ATC was from another fire-truck which was still at the fire-
brigade base. Beside, the mix-up the communication between ATC
and ’Mac-I’ (’IJsberg-I’) was not optimal, often they just did not un-
derstand each other. The ATC drew a wrong conclusion from the
words of a wrong person he contacted.

A communication mistake early on in the rescue process can have
a large consequence. The Hercules disaster is a clear example of this.
Having the right information to make correct initial assumptions is
critical, since they determine the nature of the response needed and
consequently to less damage. Why the assistant ATC did not inform
the OSC can be explained by the lack of exercising authority; the
assistant did not dare to stand up against the superior. In addition,
the communication channels were noisy, causing people to poorly un-
derstand each other, which also contributed to misinterpretations of
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what was said. However, it is not said that with superb communica-
tion the Hercules incident would have ended in another way.

2.4.3 Borsele: a flood

Being prepared for possible disasters situations is important. That’s
why disaster situations are often trained. In this case, a disaster man-
agement exercise was held in Borsele to investigate the performance
of the entire internal crisis management organisation at the Borsele
municipality and the role of their Messages Center. This investigation
was performed together with the D-CIS LAB research laboratory, who
participated with a team of observers. The experiment performed by
D-CIS LAB during the crisis exercise and the results can be found in
the work of Gouman et al. [2007].

At the local government level (i.e. municipality) disaster or crisis sit-
uations are managed by a municipal organisation of action centres (in
Dutch: ’gemeentelijke actie-centra’) for housing, environment, legal
issues, civil administration, et cetera. In general, action centers are a
means to manage the municipal crisis management organisation sep-
arate from their normal organisation. Information distribution errors
also exist within the internal communication within municipal organ-
isational units. A consequence is that emergency services as well as
the public are not well informed. The action center distributes and dis-
seminates all internal and external messages to and from the Borsele
municipality. Documents arrive mainly by fax, and the majority of
communication went by (mobile) phone and/or e-mail.

Figure 6: Borsele municipality internal communication [source: Capello et al.
[2005]]

From the research conducted by Gouman et al. [2007] we high-
light some of the information flow findings. One of the first obser-
vations was that the errors in the information distribution process
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were related to the lack of good situational awareness. People did
not know what others were doing, what they were dealing with, and
how the crisis was evolving. At least two action centres were involved
in the same activity at the same time (i.e. locating the bodies of 10

deceased inhabitants). Also, the municipal and regional operational
team (ROT) provide situational reports (as depicted in Figure 7), but
only pass their information to the municipal directorate (MD), via
the Messages Centre (MC), and the exercise control outside of the
municipality (OEF_PCC, OEF_Police and OEF_ROT). In Figure 7 this
is illustrated with arrows (1) (2), and (3). The action centres receive
this type of information only through action center superiors, who re-
ceive this information, if they do, from the Management Team (MT).
In Figure 7 this is illustrated with (4). A conclusion of the report was
that not everyone needs to know all the details about the entire crisis,
but people within action centres are so busy solving their own prob-
lems, that they lose track of the crisis itself, and would therefore like
to have more situational awareness.

Figure 7: Situation report: organisational flow [source:Gouman et al. [2007]]

2.5 information systems for crisis response and man-
agement

In recent years, a substantial amount of R&D has been performed in
the field of information systems for crisis response and management.
Some examples are: Atoji et al. [2004], Otten et al. [2004], van de Ven
et al. [2008], van der Lee and van Vught [2004]. Advances in (mobile)
communications have been proposed to support (first) responders.
For example, building into a firefighter’s helmet technology, that pro-
vides a full range of communication capabilities and hands free oper-
ation [Bretschneider et al., 2006]. In the Netherlands, each fire truck is
being equipped with a Mobile Data Terminal, a digital geographical
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information system. Instead of the old paper maps, fire-fighters now
have access to a nation-wide information system. When dispatched
to an incident, the first responders can easily access beforehand the
information about the target location (e.g. to know about the presence
of certain chemicals).

Much effort is being put into improving the collaborative work pro-
cess of those involved. An important factor in the collaborative pro-
cess during crisis management is to make sense of the situation. This
process is called ’situational awareness’ or ’sensemaking’. Sensemak-
ing is defined as an individual or collective process in which ’reality
is an ongoing accomplishment that emerges from efforts to create or-
der and make retrospective sense of what occurs’ [Weick, 1993]. Infor-
mation technology can support these processes and help to create a
better shared image of what is going on during such dynamic events
as disasters or crises.

Otten et al. [2004] proposed a system called ’The Virtual Crisis Man-
agement Centre’ (VCMC). This system structures communication and
information exchange for a special crisis team that is active for en-
vironmental disasters. The VCMC allows members to share data in
real-time, discuss information, and take advantage of it as a common
platform for emergency organisations.

The Dutch safety region Rotterdam Rijnmond developed a system
called Cedric after the evaluation of the Voyager exercise (see, e.g.
Berlo and Jadoul [2008]). Cedric is a communication network (i.e. net-
centric approach) available ’round the clock’, containing an informa-
tion library with special e-mail capabilities. It provides responders
with basic information, such as information about the nature and ex-
tent of an incident, the effects, methods of approach, and what means
can be deployed in the present and future. Bharosa [2011] concludes
that during crisis management a netcentric information-orchestrate
approach is necessary, because this guarantees a higher degree of
information and system quality than contemporary (hierarchically
based) information systems.

These contemporary information systems for crisis response and
management are not equipped with the ability to fully address the
information flow challenges of crisis response and prevent errors in
disseminating information. To prevent these errors the crisis response
organisation could put in place a dedicated information system for
relevant information distribution, that functions without disrupting
the normal work practice.

In Figure 8 we illustrate how the intervention of an information
system on communication improves the flow of information and pre-
vents errors. The original scenario was illustrated in Figure 4. The
scenario illustrated in Figure 8 shows that the system assesses the
message (1, dashed arrow) originally sent by the police-officer to the
police centralist (1, solid arrow) and takes immediate action by for-
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warding (cc-ing) the message to the team commander (BvD-1) of the
firefighters with (3). Thus, BvD-1 receives the information much faster
than in the original scenario. The police centralist communicates the
information to the centralist (2, solid arrow) of the fire-fighters, which
causes the system to recognize the information relevance (2, dashed
arrow) again. To avoid redundancy this message should then be dis-
carded by the system with a sort of memory function. The same mem-
ory function could be used additionally to hold and send the informa-
tion to the second commander, who arrives later at the scene. When
he arrives at the scene, the second commander immediately gets in-
formed with this important information (5). In a realistic setting, this
system can also be used as an assistant, to advise responders with
whom to share certain information (Figure 8, [arrow 4], the RAC is
advised to whom to send the information). Or the system could do
this automatically, sending a copy of the exchanged information.

Figure 8: Information flow with aid of information system

In the next section we identify several important requirements of
such an information distribution system.

2.6 identifying system requirements

The challenges presented in Section 2.3 and Section 2.4 show the
need for supporting emergency responders to automatically dissem-
inate relevant information throughout the organisation. This type of
functionality is not present in current information systems for cri-
sis response. A dedicated communication system could fill this gap.
Based on the challenges presented, we identify some important re-
quirements for such a new communication system. Before we do so,
we make the distinction between hardware and software systems for
communication. There is a diversity of hardware communication sys-
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tems that are used in crisis response, and the technology for this de-
velops rapidly along with the general developments in communica-
tion and computing technology. Our focus is on a software system
for communication with the objective of disseminating relevant in-
formation throughout the organisation in an optimal manner. The
requirements of such a software system will be explained next.

First, a system will need to monitor all communications between
crisis responders during crisis response. Important in this case is not
to control the flow of information, but to be supportive. This new sys-
tem must be used as an add-on to an existing communication system.
The premise is that the communicated information of crisis respon-
ders passes through a central component of a communication system,
to which the support system should have access. This integration can
be achieved by using a central communication server, but also by a
distributed peer-to-peer system with proxy servers that transmit in-
formation exchanged locally with a central system. In this way, the
senders and receivers of communications can also be identified. The
system should be easily adapted to run as an application on most
modern communication systems, because at the crisis responder side
it needs to be compatible with any modern cell phone and communi-
cation systems used by professional crisis responders.

Second, much of the information in crisis response is communi-
cated orally (via face-to-face or radio communication). A system will
need to process this type of communication. Preferably, it should deal
with all types of multi-media information (e.g. sound, images, video,
and text). Access to communications via informal networks can also
play a relatively big role in the information supply. Thus, to fully ad-
dress the task of disseminating relevant information, a system would
need to have access to all these sources of information.

Third, it is common in the domain of crisis response to communi-
cate short messages. It might be necessary for the system to group
several of these messages into larger messages. The reason for this is
twofold. The system will require the right amount of information to
adequately assesses its relevance for other responders who were not
part of the original communication. In addition, the system should
consider how to present the message in a comprehensible manner to
the receiver, since he or she did not take part in the original commu-
nication.

Fourth, some, like Helsloot [2005], argue that to be more effective
in crisis response there is a need for flexible, non-hierarchical organ-
isation and communication, especially in the early stages of a cri-
sis when relevant information is scarce and communication channels
may be damaged. In those cases, open communication flow is de-
sirable to avoid the circumstance in which lower levels in a crisis
management hierarchy have critical information that is not available
to upper levels, consequently affecting strategic goals. Therefore, the
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system requires enabling free flow of relevant information between
emergency responders, disregarding any hierarchical communication
structure or topology. Relevant information can then immediately
reach those who need it. In addition, this free flow will speed up
the common situational awareness and create better opportunities for
early-warning.

Fifth, time is a critical factor in crisis response. Responders should
be only minimally bothered with seeking information. Many of the
existing information systems for crisis response assume that the situ-
ational awareness of the collaborating responders is best approached
using a ’pull’ style of accessing information, that is letting users search
and acquire information relevant for their task. A standard query-
return model of information retrieval will not suffice: team members
cannot continuously query a database for information they need, es-
pecially if they do not know that the information exists. For crisis re-
sponse an information seeking process requiring less effort from the
responders is more suitable. A system then distributes only informa-
tion assessed as relevant for others and thereby reduces the effort and
time taken in seeking information that the responder often does not
even know exists. This ’push’ function of the system does not have
to be fully automatic. Instead of automatically pushing the informa-
tion to a responder, control of pushing the information can be given
to the person distributing the original information. A ’push’ style in-
formation system could also be complementary to already existing
information ’pull’ systems. A memory function could be included to
inform actors for which the information is considered relevant in a
later stadium.

Sixth, Turoff et al. [2004] argue that the roles of emergency response
actors play a key part in any group communication and should be
key in the design of information systems for emergency management.
Work tasks are to be modelled using a role-task framework. In this
framework, roles of actors are identified and a set of tasks is associ-
ated to each role.

Seventh, a system requires some knowledge about which and when
information is relevant for whom. To assess the relevance of informa-
tion, some degree of understanding of the meaning of the information
is required. In addition, the system must quickly adapt to the respon-
ders’ changing information needs due to the dynamics of the environ-
ment, for example when responders change roles, take on new tasks,
and abandon old ones. Systems that filter and distribute information
based on user-supplied (static) profiles or long-standing queries are
inadequate (for examples of such systems see Belkin and Croft [1992],
Foltz and Dumais [1992] and Yan [1999]). These kinds of systems are
inadequate in dynamic environments, where there is no time for the
user to change the profile, that is the representation of his/her own
information needs, or for the system to learn a new profile from the
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user’s interactions with the system (see, e.g. Stevens [1992] and Amati
et al. [1997]). Responders will not usually know about the possibility
of the (future) existence of certain information, so they are unlikely to
tailor a profile to detect the relevance of information when it is finally
created.

2.7 conclusion and discussion

Preventing the occurrence of crises or disaster situations or mitigating
the effects of such events has the highest priority for a crisis response
organisation. Much can be gained by training emergency responders
more frequently and elaborately for situations with high-uncertainty
and sudden, unexpected events, to provide them with more knowl-
edge about and insight into what to do. Studies on response oper-
ations to disaster situations show, however, that this training is not
sufficient. Factors like scale and urgency in these operations make it
impossible for responders to keep a common picture of the opera-
tion. Also, the hierarchical organisational structure and communica-
tion protocols of crisis response increases the possibility of error and
the time required for information to reach the right people. Taken
together, these problems cause a gap between the information sup-
ply (i.e. the information available) and information needs (i.e. the in-
formation the responders needs to optimally execute their tasks) of
those taking part in the response operation. Changing the communi-
cation protocols or strategies for crisis response operations has not
succeeded in narrowing this gap.

A dedicated information system for crisis response can help nar-
row the gap by supporting the dissemination of relevant information
to all responders at a much quicker pace, bringing efficiency within
multidisciplinary collaboration to a higher level. The design of such
an information system for crisis response should incorporate respon-
der roles as a key considerations, and enable free flow of relevant
information in the organisation. Such a system can create better op-
portunities for early warning of threats during operations and learn-
ing experience during simulated training. Also, a centralist normally
has good task awareness when dealing with his own organisation,
but when a large disaster involves a situation with multiple organisa-
tions, the centralists’ insight in the detailed information needs of oth-
ers is limited. The consequence is that information distribution and
the search for new information will suffer. In this case, the support of
an information distribution system is an advantage. In the next chap-
ter we present our approach towards building such a system and how
we will implement the system requirements.

The objective of the system should be to actively disseminate rele-
vant information to those for whom it is assessed as relevant. The sys-
tem should be flexibly setup to view organisations as non-hierarchical
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and adaptable in order to run as an application on most modern com-
munication systems. It can be used in small-scale emergencies, but
contributes best in situations that involve many agencies and respon-
ders at many different locations. The system is intended to support
situational awareness and optimize the information flow using a se-
lective push (i.e. ’narrow’ casting) of relevant information. While the
system tries to improve the communication of information in crisis re-
sponse it will not necessarily mean that no faults will be made by the
responders. The responders still have to make the decisions on the
course of action to be taken. When incidents or larger crises can be
fully addressed by following the predefined plan and standard pro-
cedures, then the system that we describe will have little to no effect.
However, such standard emergencies are exceptions and our system
is intended for the unforeseen events that characterise a real crisis.

The introduction of new technology is often viewed with suspi-
cion within the crisis response domain because these new systems
are introduced with great fuss, but for those working with the new
system, the system often introduces problematic situations (e.g. when
the system fails, has no power, or the system is overloaded). In recent
years the C-2000 communication system for emergency responders
was introduced in the Netherlands, causing a lot of nuisance over
the years due to many technical failures. Inspectie Openbare Orde en
Veiligeheid (IOOV) [2009] report on the managing of the ’Poldercrash’
disaster as an example situation in which this occurred. Therefore,
the goal of the new proposed system should not to be a new stand-
alone communication system for crisis response, where all crisis re-
sponse communication depends on the new system. The idea behind
the design of the system is that it is easy to integrate with existing
well-established communication systems used for crisis response. It
should use the communications that run through those systems for
relevance assessments and information distribution. When the com-
munication systems have a technical failure, then the system can also
not function. Thus, it will mainly be used as an auxiliary system to
provide, when necessary and in a timely manner, extra information
to the involved emergency responders.
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A S Y S T E M F O R TA S K - A D A P T I V E I N F O R M AT I O N
D I S T R I B U T I O N

In Section 2.6 we described and motivated important system requirements
to design a system that solves the challenges of managing the information
flow in crisis response situations.

In this chapter we present the framework of our approach to the TAID
system, which uses several of the identified system requirements. How the
requirements are used in the design of TAID will be shown. In addition, the
first software ‘prototype’ of TAID is presented. The prototype was used by
Assink [2006]

This chapter is based on van Someren et al. [2005] and Netten and van
Someren [2011].

3.1 introduction

In Section 2.6 we identified several important characteristics for the
design of an information system to automatically support the distri-
bution of relevant information in crisis response organisations. The
next step is to figure out how to bring these requirements within a
system framework.

The key function of the software system will be to provide free
flow of relevant information between responders using a flat commu-
nication structure. Our method to approach the development of this
system is to assess the relevance of information being communicated
for others who were not addressed in the initial communication. Our
proposed system, Task-Adaptive Information Distribution (TAID), is
trained with examples from practice, about which information rele-
vance is known, to determine which information is relevant when
and for whom. Relevance of information is assessed on the basis of
workflow information, such as emergency responder task and loca-
tion.

This chapter shows how we combined the functional requirements
for TAID in a framework and how they interact with each other. In
addition, a first prototype software system as a proof of concept is
shown, as part of the objective of the TAID project. At the end of this
chapter, we describe the implementation of this software component.

3.2 system requirements

Relevance assessments are the core functionality of TAID. To assess
the relevance of information some degree of understanding of the

37
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meaning of the information is required. A growing body of research
in the artificial intelligence (AI) community addresses this problem
for textual information by learning to classify texts and detecting top-
ics of texts [Sebastiani, 2002]. From a collection of documents (or frag-
ments) that are labelled as relevant or irrelevant, a machine learning
method learns to classify new texts accordingly. Others have devel-
oped methods for topic detection (see e.g. Allan et al. [2001], Allen
[2002] and Decker and Scholz [2007]), that search for words and sen-
tences characteristic for a document, relative to other documents. The
component of the TAID system that assesses the relevance of informa-
tion is constructed by training. The system thus works in two phases:
an offline training phase and an online operational phase. In the off-
line phase, the system will be taught relevance of information in com-
bination with responder work context, and in the online phase it will
use this knowledge.

The Oxford Advanced Learner’s Dictionary [1998] defines ’rele-
vance’ as ’the relation of something to the matter at hand’. Hjør-
land and Christensen [2002] define ’relevance’ from an Information
Science perspective, as ’Something (A) is relevant to a task (T) if it
increases the likelihood of accomplishing the goal (G), which is im-
plied by T’. Thus, the work context (e.g. task or location) can help to
determine relevance of the communicated information for emergency
responders. To keep up with the dynamically changing environment
with interruption, role change, and parallelism makes acquiring the
work context a complex issue. The system cannot operate with a fixed
model of work processes, but must continually update its model of
the current state of the workflow. Acquisition and distribution of in-
formation must be based on this adaptive model.

Access to situational information of responders during crisis re-
sponse is necessary for TAID. For this there are two options: 1) re-
sponders (semi-) automatically give feedback on situational informa-
tion during their response activities; or 2) the information is acquired
with the help of two auxiliary systems: an adaptive workflow sim-
ulator and a separate registration system that maps an actor’s iden-
tity to a role in the organisation. The workflow simulator is able to
provide emergency-responder situational information in the form of
task and location information. It simulates the behaviour of the emer-
gency responders and their environment. Based on the information
exchanged by the emergency responders (the same that is used as
input to the TAID system), the AWS is able to generate an on-the-fly
simulation of the work that is being done. In Section 3.4 we elaborate
more on the AWS, see Bruinsma [2010] for more details.

TAID is intended as an add-on to existing communication systems
and not as a stand-alone communication system that has its own com-
munication hardware. Its functions are driven by data communicated
between emergency responders. When the hardware that enables the
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data exchange does not function, then the information system will
not function. The system focusses on spoken communications, since
much of the communication in crisis response is done via face-to-face
or radio communication.

The autonomous mode (i.e. information push) was chosen as the
most feasible solution for the information distribution task of the sys-
tem. When emergency responders desire to have more control over
the distribution determined by the distributor component, there are
several possible actions, which depend on the mode in which the sys-
tem is used. The autonomous mode creates a copy of the relevant
information segment and sends it (as speech or as the original text)
to the responder for which the segment is classified as relevant. Other
possible modes are sender controlled, where the system recommends
to the sender to copy the information to others, and communication
manager controlled, where a dedicated human information distribu-
tion actor (e.g. the information manager) decides who should receive
the information. The latter mode is useful for implementing a commu-
nication policy that can overrule the recommendations of the system.
A fourth possibility is that users can request information that may be
relevant for them (i.e. information pull). The decision of which mode
to use is then laid by the users of the system.

It is conceivable that information assessed as not relevant by TAID
at a particular moment for a responder does become relevant in a
later stage of the response operation. For a responder this informa-
tion might still be valuable to receive. To account for this possibility,
the system should include the capability to keep a history of shared
information and determine over time whether the information is rel-
evant at that moment. This should also include a priority value, since
the older the information, the less important it will be. Within the
scope of this thesis the ability to assesses relevance of information
for other emergency responders is limited to the moment that the
original information is being shared.

Finally, the system determines the relevance of messages commu-
nicated by responder interlocutors to other emergency responders. It
does not take into account another important aspect, which is the pre-
sentation of the forwarded information to the responders for whom
the message is considered relevant. TAID distributes relevant mes-
sage segments without any knowledge about the receiver’s device.
How the device of the receiving party represents the information or
how the information needs to be represented on a device to be un-
derstandable for the receiver is considered a separate research topic
outside the scope of this thesis.
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3.3 related work

In the literature there is a variety of systems and frameworks that deal
with the general problem of providing information to users. Below we
describe several of them.

The field of Knowledge Management Systems (KMS) addresses
the issues concerning information systems that automatically select
information and adapt to the changing information needs of users.
Systems proposed in the field of KMS try to model the user’s infor-
mation needs using organisational knowledge. These systems typi-
cally filter out irrelevant textual documents (e.g. e-mail, mailing lists,
or memos) using an implicit or explicit user feedback mechanism.
Wolverton [1997], for example, introduced a method for distribut-
ing information to users based on enterprise models, representations
of the relevant aspects of an organisation’s structure and operation.
Other examples are spam-filtering [Graham, 2002], dynamic mailing
lists (see e.g. Zhao et al. [2001]), recommenders (see e.g. Adomavicius
and Tuzhilin [2005] and, Yang and Deng [2006]) and personal soft-
ware agents Good et al. [1999], and Miller et al. [2004]. These methods
adapt to what a user may be interested in, given information about
the user’s traits. These traits are represented in a user profile, drawn
on to match relevant information.

Personalised recommender systems based on machine learning tech-
niques are being increasingly applied to numerous fields, ranging
from movie recommendations to recommending women’s clothing
choices [Abu-Mostafa, 2012] and even tourist attractions [Bachrach
et al., 2014]. In addition, due to the increase in usage by consumers
of mobile communication devices, a huge amount of research is fo-
cussing on location and context-aware recommendation. For exam-
ple, Yang et al. [2008] propose a location-aware recommender sys-
tem that accommodates a customer’s shopping needs with location-
dependent vendor offers and promotions. Specifically, vendors’ web-
pages are recommended - which include offers and promotions to
interested customers. Others have developed an agent-based method-
ology that first identifies the semantics of hypermedia images in or-
der to derive contextual information, then recommends specific web
services by anticipating needs or products in which the user may
be interested [Kwon, 2003]. Braunhofer et al. [2013] propose context-
aware music recommendations, where music is recommended that
suits user’s interest. Yu and Chang [2009] exploit mobile applications
for the tourism branch and use them to provide various recommen-
dations for tourists regarding sightseeing spots, hotels, restaurants,
and tour plans based on the current location of the tourist and the
time. Levandoski et al. [2012] propose LARS, a location aware rec-
ommender system that considers the spatial properties of users and
items. LARS produces recommendations using a taxonomy of three
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types of location-based ratings within a single framework: (1) Spatial
ratings for non-spatial items; (2) non-spatial ratings for spatial items;
and (3) spatial ratings for spatial items.

Gonzalez and Bharosa [2009] present a framework for analysing
the role of communication in coordination of crisis management. This
allows systematic description of the role of information in collabora-
tion and allows analysis of trade-offs and problems. In terms of this
framework, the TAID system addresses the relevance of information
during distribution, sharing and exchange.

Byström and Hansen [2002] proposed a conceptual framework in
which a (real-life) work task drives one or more information-seeking
tasks (the need for information), which may comprise one or more in-
formation retrieval tasks. In their framework the information seeking
tasks are to be understood as information providing tasks. The infor-
mation seeking task is shifted from the work task performer to the in-
formation provider. Similar to the conceptual framework of Byström
and Hansen [2002], a framework for the TAID system with an infor-
mation provider that uses situational responder information is what
we propose.

Others like Zhao et al. [2001] and Whittaker [2005] focussed on
workflow centric approaches using workflow management systems to
support the routing of documents and tasks in electronic form. How-
ever, they do not include the flexibility necessary for crisis response
situations in order to keep track of the fast-changing circumstances,
something that an Adaptive Workflow Simulation (AWS) system is
able to do.

Wolverton [1999] proposed a system called Task-based Information
Distribution Environment (TIDE) which tries to exclude as many ir-
relevant documents as possible from those presented to the user and
minimise the user’s effort in characterising his or her information
needs. It does so by explicitly representing each collaborator’s current
task and using those representations to deliver documents that meet
the information needs implied by those tasks. The system then treats
information gathering as a diagnosis problem, in which the current
state of beliefs about various questions related to the task probabilisti-
cally lead to a test that will provide the most evidence for a diagnosis
(i.e. a description of the documents most likely to be useful to that
task). The TIDE system is disadvantaged in that it is neither highly
adaptive and nor does it quickly deliver information for users who
do not have the time to answer these kinds of questions to retrieve
information.

Sevay and Tsatsoulis [2002] proposed an intelligent agent-based
system that deals with the changing information needs of users in dy-
namic environments. Their ’Anticipator’ system uses software agents
to maintain a dynamic profile of user’s information needs based on
changes in the environment. It can be viewed as an active information
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filter, which automatically blocks information on behalf of users from
the information sent to them. Rather than monitoring all available in-
formation and sorting through it to determine what is of interest and
send this to them. The Anticipator is different to TAID, because it
uses queries in profiles directly to identify the information to be sent
to users; it does not reason about the contents of the material (e.g.
documents) that the queries retrieve from data sources. It also does
not employ any learning methods to improve its user profiles over
time. It adapts the information sent to the users to the extent that its
profile constructs allow. TAID on the other hand adapts user infor-
mation needs based on changes to the environment, which are made
explicit by knowledge about the user’s workflow. It derives the rele-
vance of communicated information for other users by matching the
content and context information of a user to that of those sharing the
information.

The TAID system is positioned in the field of personalised context-
aware recommender systems. Like the recommender systems, TAID
has to model dynamic profiles of responders’ information needs. In
location-aware recommending approaches, the focus is on having
knowledge of what is at a location and whether this matches the
user’s profile of information needs. TAID is focussed on more than
this. It tries to combine exchanged content and knowledge about
those distributing the content (their current task descriptions and lo-
cation) and assess whether this content is relevant for others in the
organisation. TAID focusses on making the group of collaborating
actors more effective, not so much the individual.

3.4 taid architecture

TAID is a system that has multiple functions. The main functionalities
of the TAID system are:

(a) information distribution,

(b) automatically generating (a part of) the distribution system by
learning from examples during a separate training phase,

(c) simulating the behaviour of (a) + actors + their environment to
determine current situational information of actors.

The system’s functions for information distribution apply to its use in
real crisis response. In this mode TAID must actively monitor the com-
munications between crisis responders, assess if information shared
is relevant for others, and if so, disseminate this information to those
crisis responders. To assess relevance it uses real-time information
about the involved actors and their environment. This is the online
mode of TAID.
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Before TAIDs information distribution functionality can operate on-
line, it must first automatically generate a model for relevance assess-
ments that will be part of its information distribution function. To
build this model the system must be trained with data examples.
These examples indicate which information is relevant for whom.
This phase is TAIDs offline phase.

Work-related context information, such as task and location infor-
mation of the emergency responders, is important input information
to the TAID system. During the online usage of TAID, this informa-
tion should be extracted from dedicated information systems or pro-
vided by the responders. The latter may be less desirable, since it re-
quires additional manual effort by the responders, which is difficult
to afford during a response operation.

To automatically acquire the situational information of actors dur-
ing the online phase, TAID includes a component in its framework
that simulates the workflow of emergency responders and adapts the
workflow based on information extracted from the actor’s work en-
vironment. This adaptive workflow simulation provides TAID the in-
formation about the actor’s immediate task and likely next task. In
addition, it provides TAID with information about actor roles and dis-
tance information between different locations of actors. In evaluation
of TAIDs information distribution in a crisis response setting, we will
only use the immediate task information.

In Figure 9 the software architecture of the TAID system is pre-
sented. The figure shows all components of the TAID system and
their interdependencies. Each of the components in the architecture
and their function will be briefly discussed. Since the system has an
offline and an online phase, we distinguish between data usage per
phase. In Figure 9 we indicate the offline training phase with the
dashed arrows. The other arrows indicate the flow of information
during the online phase of the system.

Data conversion

Information within crisis response is communicated in different ways.
Our focus for TAID is on speech and textual data (like email or tex-
ting). The data conversion component (see Figure 9 [2]) converts the
raw communication data (1) of the responders into a useable format.
It receives input from a central communication system. This can be a
central communication server, but can also be a distributed peer-to-
peer system with proxy servers that transmit information exchanged
locally to a central system. In this way also the senders and receivers
of communications can be identified.

The raw input is what the responders communicate with each other
via voice or text. Voice information is transcribed using a speech-to-
text step. In the resulting data format (see Figure 10 for an example),
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Figure 9: TAID framework
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each row represents a communication. This includes a transcription
of a responder’s utterance (i.e. a unit of speech bounded by silence)
including a time stamp, the duration of what was said, and the iden-
tity of the sender and receiver(s) of the oral communications (i.e. dia-
logues).

The data conversion component is used in the on- and offline phase
of TAID. In the offline phase it is used for logging communications
and to store the converted data in the data repository (1*). As we log
the communications, we log the immediate task of each emergency
responder and responders’ locations. Each logged unit of communi-
cation and context information is then stored together. A requirement
for logging the communications is that logging does not intervene
with the activities of the responders, otherwise, it may annoy them,
as we know from the municipal disaster exercise in Borsele [Gouman
et al., 2007]. Therefore, this logging proces should be integrated with
the used central communication server. In the online phase the con-
version component’s function is solely to convert the raw communi-
cation data and pass it immediately through to the segmenter compo-
nent (see Figure 9, 3b).

Figure 10: Stored data records

Data Repository

Data of emergency responder communications from incident or cri-
sis response situations was registered on a limited basis in practice,
except information communicated to the centralist operator, whose
voice communications are often the only communications logged. Anal-
ysis of information flow between actors after a disaster situation is
often done by interviewing the participants. Even, in large disaster
training exercises in the Netherlands, like Bonfire [Helsloot, 2005] and
Voyager [Berlo and Jadoul, 2008], information flow between crisis re-
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sponders was not logged and what was logged was not easily cleared
for research purposes.

The most probable reason that communications logging is not stan-
dard at the moment is additional costs and possible accountability
issues afterwards, although for training situations this seems strange.
Recently, due to the introduction of new information systems in the
domain and more awareness of the benefits of logging, more of the
information communicated during crisis response and management
is being logged (see e.g. EmerGeo [2013] and Noggin [2013]).

Information sent by responders through email or messaging de-
vices is easily logged, including information about sender, receiver,
and time of sending. To store the speech data at the operational level,
voice recording devices are necessary. This requires audio recording
equipment, specifically a centralised audio storing device capable of
logging voice communications of actors distributed geographically.
The context information should be derived from their workflow.

In the framework we included a data repository component (see
Figure 9, 1*) to store the logged data examples of emergency response
communication data. The stored data examples look like the example
records in Figure 10, but also include additional columns with the
task descriptions and locations for all involved emergency respon-
ders. In the offline mode of TAID, the logged data is used as input
to the training of the relevance model (see Figure 9, 7a). Before they
are used, these data examples need to be labelled by domain experts.
The labels given by the experts to the data records indicate the rele-
vance of the communicated information for other responders in the
organisation rather than those who shared it. The labelling task is ex-
ecuted on data records that follow the timeline of the crisis response
scenarios.

Segmenter

The basic segments of dialogue discourse are utterances. In a dialogue
turn a responder will utter some words. In crisis response these ut-
terances in a dialogue turn are often very short. Grouping coherent
utterances creates a larger segment that contains more information.
A larger segment was used to improve the ability of the relevance
model to better determine relevance of the information, since there is
more to assess relevance.

The boundary detection task can be done manually, but this method
is inefficient. It would be labour-intensive for a person to perform this
task. Therefore, we used machine learning techniques to automate
this step. The segmenter component included an offline phase for
learning a model to detect boundaries in a stream of dialogue com-
munications (see Figure 9 [3a]). During training, we used labelled
communication data collected from the crisis response domain. The
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input communications were at the level of utterances in a dialogue
turn.

Online, the role of the segmenter component in the TAID frame-
work is to use the learned boundary detection model and detect
boundaries (see Figure 9 [3b]) in the incoming dialogue input passed
on by the data conversion component (online) or from the data repos-
itory (offline). When a boundary is detected all the dialogue utter-
ances after the previous boundary are grouped to one segment (i.e.
information unit). When it identifies a boundary, it groups all the pre-
ceding dialogue utterances to a larger segment (i.e. information units)
and passes the segment on to the attribute selection and construction
component. In Chapter 5, the segmenter component and its machine
learning approach will be discussed in more detail.

Workflow and role information

Workflow information (i.e. task and location) is important for the
TAID system to assess relevance of information and the ability to
adapt this to the fast-changing information needs of responders. In
our TAID framework we show a separate component (see Figure 9,
[5]) that is used as a source for the task and location information
of crisis responders during crisis response. The implementation of
this component has two options: (adaptive) workflow simulation or
user feedback. The first component provides the necessary respon-
der information based on the adaptive workplan, which is deduced
by the modelled adaptive workflow simulator. Bruinsma [2010] de-
scribes the full range of functionalities and usage of such an adaptive
workflow simulator for emergency response. The latter option gives
access to task and location information by means of (semi-)automatic
provision by crisis responders’ hand held devices, which provide in-
formation about the current task and location of a particular respon-
der. The AWS approach we will implement will be described next.

A rigid workflow, representing the tasks that should be done, only
represents part of the work actually done. These textbook reactions,
mostly documented in protocols (predefined plans of attack) and
emergency plans, present the fine-grained details of workflows, but
work practice often deviates. Crisis responders react to the situation
at hand, changing the workflow due to new information provided to
them in the form of situational cues or as a result of communication.
In responding reactively, they restructure and combine elements from
different workflows described in action plans, creating a new work-
flow through improvisation. To achieve this level of flexibility in a
workflow system, the unit level of work should not be the complete,
prescribed, rigid workflow, but the duty and task level [Shea, 1981],
extended with information about the "likely next task" (depending on
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the active plan) and dependency on resources, locations, and other
tasks.

A duty is a large segment of the work done by one indi-
vidual, often a major subdivision of the work content of
his or her job. A duty is usually recognized as being one
of the employee’s principal job responsibilities. A task is
a unit of work activity which forms a significant and a
consistent part of a duty. Tasks are not homogenous units
of behaviour; they are logically differentiated segments of
work activity. [Shea, 1981]

The ’likely next task’ provides information about the task that nor-
mally succeeds the current task, based on the active protocol. Without
special events, the active work protocol is fully carried out. However,
in the case of situational changes, the ’likely next task’ changes to the
task that has the highest probability of being carried out within the
newly active, actual, situation-based, protocol.

Figure 11: [Adaptive Workflow Simulator] (based on the work presented by
Bruinsma [2010], p8 )

Figure 11 presents the layout of the adaptive workflow simulator
(AWS). It is based on an emergency response template (see Figure 11,
1), that consists of the static elements within emergency response that
are constant or have a low dynamic character between and within
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emergency situations (see, e.g. Advisory Committee ICT Coordina-
tion in Disaster Management [2005]). This template consists, for ex-
ample, of organisational assets (i.e. human resources and objects),
standard activities and roles of emergency responders within the in-
volved organisations.

Information extracted from the communication between crisis re-
sponders is fed into the AWS (see Figure 11, 2) and is used as the
enabling condition that triggers certain activities of agents (i.e. simu-
lated workflow of emergency response actors) within the AWS. From
the communication, information about the location and communica-
tion load - as experienced by the agent -, can be deduced. The or-
der in which information enters the AWS, furthermore, determines
if, and when, enabling conditions for activities are satisfied, building
an agent specific estimation of the workflow for all agents within the
simulation (see Figure 11, 3). For an emergency responder to, for ex-
ample, go to an incident, the responder first has to get information
that there is an incident combined with a possible location. The mo-
ment at which the responder receives this information, determines
the timing of the action. When the information is received, a predic-
tion of the current task is made. Based on the role the agent has, fur-
ther tasks can be specified, and hence predicted, fine-tuned by new
information input. All agent specific workflows combined result in
the total crisis response workflow. The communication input and sta-
tus reports are further used to determine the communication load,
location status, and information about the workload of the agents at
a certain moment in time. This information is then sent to the infor-
mation distribution system (see Figure 9 [5]), which has a repository
to store the current task and location of the emergency response ac-
tors. Each time a response agent changes task or location this data is
updated for the information distributor. With this updated informa-
tion, it is able to adapt the relevance assessment process (Figure 11,
[4]).

If workflow simulation as the source for situational responder infor-
mation is not desired, then an alternative is to register and maintain
which responder is performing which task, including some descrip-
tions of the tasks. Such information is usually maintained by a control
centre (see, e.g. Sell and Braun [2009]). However, this information is
not always available, especially during a real crisis when there may
not be a single centre that monitors all activities. A second alterna-
tive is to let responders themselves provide the information about
the activity they are executing via their communication devices. If
acquiring context information is not feasible at all, or only for a sub-
set of the responders, then the TAID system continues working, but
the reduced information will result in relevance assessments of lower
quality.
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Acquiring location information from responders outside buildings
is technically not a difficult task. An emergency responder in the field
can carry a mobile hand held communication device that would be
able to provide the precise location of that individual. A satellite sys-
tem (e.g. GPS) is able to approximate the location of the responder.
Inside buildings this becomes a more difficult task. Other systems are
then necessary to measure accurate locations and distances between
responders (see, for example, Zhang et al. [2010] for more about this
topic).

Roles of emergency response actors play a key part in any group
communication and should be a key part of the design of information
systems for emergency management [Turoff et al., 2004]. In the crisis
response domain, responders communicate via predefined identities
(e.g. 100 is an number identity used by the officer on duty of the fire
brigade). All responder IDs need to be mapped to roles. This function
must be part of the TAID framework. Or, if available, then it should
be obtained from a national emergency response registration system.

Attribute Selection and Construction

The attribute selection and construction component (Figure 9, [4])
transforms a segment, which it receives from the segmenter compo-
nent, to the classifier model attributes (i.e. features). These attributes
are used for learning and assessing relevance. The basic attributes
adopted from a segment are the name of the sender and receiver(s).
The most informative message content attributes (i.e. terms of the di-
alogue content) are selected (using preprocessing methods). Besides
these attributes, some extra ones are added. These are derived at-
tributes pertaining to the task descriptions and locations of respon-
ders. For example, the value for the distance attribute is derived by
using the location of different responders.

The attribute selection and construction component is used in both
the training and operational mode. During training it provides the
instances for the subsystem that automatically generates the classifi-
cation model. In operational mode it provides the instances for the
information distribution system that uses the built classifier model
to assess relevance. In both cases, the original message segment is
stored with the data instance representation that is passed on to the
classifier component.

Classifier

The classifier is a subcomponent of the distributor (see Figure 9, [8]).
In the TAID framework the classifier is the component that actually
assesses relevance of crisis response communication. As input, the
classifier receives data instances from the attribute selection and con-
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struction component with values for the attributes. The classifier has
two phases: offline and online.

In the offline phase the classifier functions as a builder of a model
for relevance (Figure 9, [7a]). The model learns the relevance of a
data instance for one or more actors A1,A2 . . . An, who are used as
the class labels (see Figure 12).

In the online phase (Figure 9, [7b]) the classifier uses the learned
model for assessing relevance for newly received data instances (i.e.
assigns a relevance label to the data instance). In Section 3.5 we will
discuss the role of the classifier in more detail.

Figure 12: Offline phase of classifier learns relevance of data instances for
actors assigned class labels

Distributor

The function of the information distribution component is to decide if
a segment of information is to be passed on to responders for whom
it is assessed as relevant (see Figure 9, [8)]. Our approach was to let
the distributor do the passing on of a segment automatically. How-
ever, user-controlled options for passing on the information are also
feasible. The output of the distributor is a segment (i.e. message) of
dialogue in unstructured text format or (optionally), in the case of
voice communication data, the original speech exchanges.

3.5 classifier : building and using the relevance model

The relevance classifier is the central component of the TAID system.
This component decides, whether the information under review is
also relevant for other actors not part of the original communication.
To do so, the classifier model uses several generic attributes to deter-
mine the relevance. Before the classifier is able to asses relevance, it
requires (offline) training to learn classification criteria. This means
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that the classifier has to be taught the relevance of information using
examples. In this sense, the learning task is a supervised classification
task, in which a message gets classified into a predefined class based
on a class label. In our case, this message would be a transcribed di-
alogue communication with a relevance label (that indicates whether
that message was relevant or not for a particular responder) not part
of the original communication. Domain experts need to assign these
labels by hand to the data examples. In Section 6.2.1 we present the
conceptual model of our relevance assessment approach.

The global steps of the classification task are illustrated in Figure
13. The upper part of the figure shows the training steps taken to
build the relevance model. The message cannot be directly given to
the learning algorithm, but must be transformed beforehand to at-
tributes that are useable by the learning algorithm. Next the learning
algorithm learns implicitly the rules that underlie the features and
their values in relation to the assigned class label.

Figure 13: The steps taken in training the relevance classifier

When enough examples are processed by the learning algorithm
the training can stop. The output of this training phase is a built
model of information relevance. Now the classifier can proceed to
operational usage (i.e. online). The bottom part of Figure 13 shows
that the learned model is used by the classifier to predict the relevance
of newly input messages. These input messages are transformed to
classifier attributes, in the similar way as in the training phase, only
without having a relevance label. This label (i.e. responder[s]) is what
the classifier then tries to correctly predict.

To obtain a good quality model for the relevance assessments by the
classifier it was important that we have the right data, select usable
attributes for learning, and use a learning algorithm that best fits the
task. These implementation choices for the TAID system will need
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to be addressed. In Chapter 4 and Chapter 6 we elaborate on the
implementations of the classification task for relevance assessments.

3.6 prototype : task adaptive information distributor

Within the TAID project we developed a prototype information dis-
tribution tool. The aim of the tool was to conduct experiments with
TAIDs functionalities to evaluate them in simulated and real crisis
response settings. In addition, the tool provided the capability to log
communications and label data examples by domain experts.

Figure 14: Prototype setup: client-server

The software tool is built as a service for relevant detection on
a server. The application is multi-threaded; each client has a corre-
sponding process inside the server, see Figure 14. This client is a soft-
ware application that a user can use to send text messages to other
users which he/she collaborates with. The TAIDs server application
can handle multiple client connections (i.e. setup and handle multiple
user communications in parallel). The server application is the core
part of the developed software tool and it provides all of the core ser-
vices necessary for assessing relevance, distributing information and
for logging the messaging traffic.

The chosen platform for development was Java. A Java environ-
ment was chosen because it enabled us to practice more control over
the development and functionality of the tool, and it provided easy
communication through its native interface. The learning mechanism
of the TAID tool uses the Weka open-source library (see e.g. Witten
and Frank [2011]).
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In Figure 15 the TAID tool (i.e. server application), with its config-
uration screen for attribute selection and learning, is shown. Here we
can configure the tool to log communications (in the offline mode) be-
tween users chatting or route (i.e. online) actively messages assessed
relevant for other user not taking part in the original communication.
In the offline mode we are also able to train and evaluate the system.
The selected screen of the tool in Figure 15 shows some configuration
options to build a model for relevance assessments. First, the direc-
tory path to the training data must be provided (in the figure this
is the ’COPI A.xls’ file). Test data for evaluating the built model can
also be provided (in the figure this is the ’COPI B.xls’ file). Second, op-
tions for attribute selection (which attribute to include/exclude from
the model) are given on the right of the screen.

Figure 15: Information Distributor Tool

Users indicate to the TAID tool which task they are doing by giv-
ing feedback. This was implemented with a task-list at the client-side,
from which the user could select the current one (see Figure 16). Loca-
tions of actors are acquired by means of dedicated systems (e.g. GPS),
which have to be connected to provide this information to the tool.

Figure 16: Task list
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To evaluate the output of the TAID tool we embed it in a simu-
lated emergency response scenario. In Chapter 7 we show how to
build and simulate an emergency response scenario and how TAID
is embedded within the chosen simulation environment.

3.7 concluding remarks

This chapter presented the architecture of TAID. To design TAID we
used several of the identified requirements described in Section 2.6.
TAID is positioned in the field of personalised context-aware recom-
mender systems. Like the recommender systems, TAID has to model
dynamic profiles of responders’ information needs. In contrast to
(location-aware) recommender systems that try to provide users only
with information they may be interested in, TAID tries to assist the
existing information flow to get the information to those who need it
for their decision-making process or task execution.

In location-aware recommending approaches, the focus is on hav-
ing knowledge of what is at a location and whether this matches
the user’s profile of information needs. TAID is focussed on more
than this. It tries to combine exchanged content and knowledge about
those distributing the content (their current task descriptions and lo-
cation) and assess whether this information is relevant for others in
the organisation. It focusses on making the group of collaborating
actors more effective, not so much the individual.

Our approach uses information from an adaptive workflow simu-
lator (AWS) to provide situational responder information. Other sys-
tems can also provide the location and activity information of emer-
gency responders. For example, applications on mobile devices can
automatically communicate this type information to the TAID system.
In this case, responders are able to give (semi-) automatic feedback
about their current task and location.

Emergency responders at the operational level communicate much
orally via face-to-face or radio communication. The current version of
the TAID system processes dialogues in text format. A speech-to-text
processing step is required to convert this speech to text. For the final
version of the TAID system, an automatic speech-to-text step should
be included. Automatic speech recognition (ASR) technology is not
yet at a level directly applicable to crisis response practice. While ASR
is still improving, we have not seen any effectively applicable tools
for a kind of general speech-to-text transformation. We acknowledge
that our technology is perhaps too early to be used at the operational
level of crisis response because of this. However, it could already be
applied to more noise-friendly environments during crisis response,
such as at the municipality action centre level.

TAIDs current information distributor automatically sends relevant
messages to the target responder(s). When it is desirable to have more
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control over the distributions, there are several possible actions the
distributor could take, that depend on the mode in which TAID is
used. The autonomous mode creates a copy of the relevant informa-
tion segment and sends it (as speech or as the original text) to the re-
sponder for which the segment is assessed as relevant. Other modes
are sender controlled, where TAID recommends to the sender to copy
the information to others, and communication manager controlled,
where a dedicated human actor (e.g. the information manager) de-
cides who should receive the information. The latter mode is useful
for implementing a communication policy that can overrule the rec-
ommendations of TAID. A fourth possibility is that users can request
information that may be relevant for them (i.e. information pull).

The logging of all the message traffic during an emergency re-
sponse should be considered as a standard data source for TAID. At
the moment, the benefit of logging this data does not outweigh the
cost. However, the benefits of logging are not restricted to informa-
tion systems, like the one proposed in this thesis, but are applicable
also to the lessons learned afterwards, which are otherwise limited.
In addition, the more data labelled from different scenarios the better
the model is able to learn to assess relevance. Currently, the labelling
task must be executed on data records that follow the timeline of
the crisis response scenarios. In the future the labelling task could be
made easier through embedding it into a 3D crisis response training
environment. Labelling then becomes part of the training exercise.

Serious gaming applications, which are virtual reality environments
used for real training operations (see, e.g. the IDM Trainer of Dutch
Institute for Physical Safety [2008], or RescueSim of VSTEP [2014]) are
an option as alternative data source. These types of low-cost training
environments are becoming common in training emergency response
operations. The TAID tool could be plugged into such environments
to acquire data examples. In turn, it would aid emergency response
training on information flow in different scenarios. When (re)playing
scenarios TAID could give feedback about information dissemination
done by the trainees. At the same time, with the assistance of TAID
the experts that actively label the data would, when evaluating their
own behaviour following real incident scenarios, get more experience
in recognising the errors occurring in the distribution of information.

In the next chapters we elaborate on the components within the
TAID framework. Chapter 4 presents our first approach to setup a
learning component for assessing information relevance. In Chapter 5

we detail trying to form larger messages as input to TAID by training
a segmenter component that detects boundaries in the input stream.
In Chapter 6 we investigate whether we are able to develop a generic
model for relevance. The effects of the latter TAID implementation are
evaluated in a simulated crisis response setting, which is described in
Chapter 8.
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4
E X P L O R AT I O N O F I N F O R M AT I O N F L O W
O P T I M I Z AT I O N

Chapter 3 described the TAID framework with its components and functions.
This chapter describes our pilot study for optimising information flow in cri-
sis response and management situations, where the focus is on the building
of a classifier component to assess relevance.

This chapter is based on Netten and van Someren [2006] and Netten et al.
[2006].

4.1 introduction

Learning information relevance means learning when information is
relevant for someone. Intuitively, information is relevant to an in-
dividual when it is connected to background information. Conse-
quently, this additional background information enables the person
to better decide what to do - for example, by answering a question the
person had in mind, improving knowledge on a certain topic, settling
a doubt, confirming a suspicion, or correcting a mistaken impression.

In a crisis response and management setting ’when’ can be trans-
lated to the work context, namely a person’s tasks and location infor-
mation. The task (or activity) of a responder describes what he or she
is doing at a particular moment in time. A description of a responder
task contains valuable information to determine whether the message
under review is relevant or not at that moment in time. The location
of a responder describes where he or she is at a particular moment
in time. Being at a certain location is also a valuable indicator for
relevance.

For the classification task of the TAID system the contextual in-
formation can be an important factor for effective predictions. The
hypothesis that the use of textual class descriptions enhances the
performance of a supervised text classification task was investigated.
Hupkes [2006] used the Reuters newsgroup data to investigate this
hypothesis in a trial study. In this study different methods for learn-
ing class relevance using descriptions of the class (i.e. label) were
analysed. The class descriptions were taken from Wikipedia. For ex-
ample, a short description about the topic ’sports’ was used. Results
showed that using these topic (i.e. class) descriptions improves classi-
fication performance when there is a high resemblance between class
description and article content. This method was therefore adopted
to enhance the classification of our transcribed communication data
by using the task descriptions of emergency responders.

59
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Our goal with the TAID system is to learn when communications
between crisis responders are relevant for other responders who not
took part in the initial communication. However, for the pilot study,
presented in this chapter, this goal had to be modified, since knowl-
edge about information relevance for other responders was not avail-
able. Instead, we learned to determine the addressee of a message.
Transcribed dialogue communications from documented disaster re-
sponse operations and procedure handbooks were used to create a
data set. Based on the data, the attributes for the classification task
were selected using an attribute evaluation technique. With the per-
formance evaluation of the trained relevance classifier model, we
checked to see whether our approach to teaching the system rele-
vance from communicated information by crisis responders is a promis-
ing route to follow.

4.2 data

The relevant data to collect from crisis response events are the com-
munications between responders and their context information at
that moment. A problem is that communication data of real crisis re-
sponse situations is not available in large quantities. These situations
do not occur often and are not easily accessible to collect data. An
alternative to collecting representative data from real crisis response
operations is to collect data from detailed studies and reports on dis-
aster response situations or to register data from real crisis response
exercises.

A drawback of extracting data examples from event descriptions in
disaster response studies is that an expert needs to reconstruct how
the situation went, and even then it is difficult to assess relevance
properly. Crisis response exercises approximate the way operations
are done during a real disaster and are a good alternative to the real
response operations. For both options it is necessary to have data
about generic and specific tasks of most of the involved responders
in crisis response. This data can be extracted from manuals and hand-
books or from documented activities performed during training sce-
narios. In the Netherlands there are 18 types of possible disaster situa-
tions categorised (see, e.g. Leest et al. [2000]). For each type of disaster
there are procedure manuals available that describe the protocols, re-
sponsibilities, and tasks of the different multidisciplinary responders.
Usually, each municipality or safety region has these documents (see,
e.g. Kenniscentrum Risico- en Crisisbeheersing [2007], Tilman [2004]
and Wijchen [2004]).

For the pilot study, we selected the data from a thoroughly docu-
mented fire disaster response operation, known as the King’s Church
(in Dutch, Koningskerk) fire disaster (see also Section 2.4.1). This doc-
umentation included the communications between responders dur-
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ing the response operation and their activities. Unfortunately it did
not include information about for whom else the information is rele-
vant. The actual sources for the data were the report of Scholtens and
Drent [2004] and the audiovisual reconstruction of the crisis response
operation, developed by Esemble. This simulation gives a minute-to-
minute reconstruction of almost all the activities and communications
of the involved emergency responders.

A number of first responders involved in the response operation of
the King’s Church fire have been selected for our data. We focussed
on those responders that have a strong presence in the scenario. A
part of the organisational structure is shown in Figure 17. The di-
rected arrows between the responders are the communication links.
The roles of the first responders are described in Table 1.

Figure 17: Roles and communication links

In case of the fire fighters there were multiple units present at the
scene, of which we selected two: unit-1 and unit-2. Each unit has an
ID (e.g. 6131) by which communication through the communication
channel is requested with the unit’s commander. In practice, it is com-
mon for emergency personnel to communicate information by broad-
casting it to a group of actors. The commander (BV) of a group com-
municates the information he/she receives to the other unit members
and is the liaison-officer with the first responders outside the group.

Setting up the data examples

Available to us were some of the audio recordings of communications
with the control room operator as well as descriptions of other con-
versations of other first responders during the mitigation operation of
the church fire. The majority of these communications were, not sur-
prisingly, communications between firefighters. The available audio
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MBA Control room operator firefighters

PM Control room operator police

OvD Officer in charge

F Firefighter

BV Commander firetruck

CvD Police chief

P Police officer

Table 1: Role descriptions

recordings were transcribed to text. Other communication examples
are based on our interpretation of what was said literally by those
responders based on scenario documentation and simulation.

Location and a task descriptions of the receiver we derived from
the scenario simulation. For the tasks this resulted in a list of descrip-
tions for each of the responders, for example, the task "assesses the
current situation and determine if sufficient material is present to mitigate
the situation". Example descriptions for tasks of a fire commander are:

• Contact the control room to obtain more information about the
emergency situation,

• Assesses the current situation and determine if sufficient mate-
rial is present to mitigate the situation,

• Evaluate the current safety situation for the public and deter-
mine best plan of attack,

• Explore the building and search for victims.

The Koningkerk data sources did not provide exact location in-
formation (i.e. no GPS or other geographical information) of the in-
volved actors. Locations of actors could only be approximated from
the audio-visual simulation of the Koningskerk disaster. Based on the
simulation we were able to locate the responders during their commu-
nications and selected one of the predefined areas (nominal attribute
value) at the church location (front of church, back of church or inside
the church) and added the areas of the addressee to the data example.

Each communication example consists of data elements as shown
in Table 2.

In Figure 18 an excerpt is given of selected communication data. It
shows beside what was said also information about who said it to
whom and at what time. Missing from the excerpt are task and lo-
cation information of the receiver responder. These were added man-
ually to the data example based on the task the responder was per-
forming at the moment of the communication and the area that he or
she was in.
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time time stamp of communicated information

sender Initial sender of information

receiver(s) Addressees of the information

content Unstructured natural language text; utterance
transcription or text message

task receiver Task descriptions receiver (i.e. unstructured natu-
ral language text)

location receiver Locations of a receiver at the moment information
was sent

Table 2: Data attributes

Figure 18: Excerpt of the data examples

From the report and simulation we were able to get a total of 110

distinct communication examples. In the next section we describe pro-
cessing these communication examples to elements necessary for the
learning task.

4.3 building the classifier

To determine relevance from communications using predefined classes
is to use text classification. Text classification (a.k.a. text categorisa-
tion) is the activity of automatically labelling natural language texts
with thematic categories from a predefined set [Sebastiani, 2002]. This
approach is a common method for this type of learning task. Well-
suited learning algorithms for classifying text messages are Support
Vector Machines (see, e.g. Joachims [2002] and Guyon et al. [2002])
and Naive Bayes (NB) (see [Mitchell, 1997]). SVMs have the benefit of
working well on high-dimensional data (i.e. many attributes). NB is a
commonly used effective probabilistic classifier for text classification.
It is the simplest of the probabilistic models, in that it assumes that all
attributes of the data examples are independent of each other given
the context of the class. While this assumption is clearly false in most
real-world tasks, NB often performs the classification task very well.
It processes data quickly.
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Performance results of both SVM and NB were compared on the
given data set, and NB performed better on this data. Since we had
a limited training set and TAIDs relevance classifications must work
fast, we considered NB a more useful algorithm than SVM to use
for the relevance classification task in this pilot study. However, for
the attribute selection task outlined in Section 4.3.1 we used SVMs
because of the large amounts of word attributes that needed to be
analyzed.

The aim of the classification task for the TAID system is to assign to
a communicated message those emergency response actors for which
the message is also relevant. For our pilot study this kind of relevance
knowledge was not available. Therefore, we had to limit the learn-
ing task. Based on the available King’s Church data set, we know to
whom each of the communicated information instances was sent. In
the absence of the desired relevance label, the addressees of messages
were chosen as class label for the relevance classification task in our
pilot study.

Due to a limited amount of data examples, we chose to group in-
frequent addressees to one class label. This reduced the number of
classes for the learning task and increases the amount of data in-
stances per class. For the data examples, it meant that the communi-
cations addressed at the police officers in the scenario were grouped
and were assigned the label ’police officer’. This approach introduced
a problem. When relevance of a message was assessed for the po-
lice officer label, there remained a question of who the relevant ad-
dressees for that message are. In this case, we assumed that what is
relevant to one police officer is also relevant to another. This setup
would result in sending all actors belonging to the role the same mes-
sage.

In the scenario multiple fire-trucks were dispatched to the incident
due to scaling-up the emergency support. These three fire-unit com-
manders are central to the scenario and covered most of the data in-
stances. They were kept as separate class labels: BV1, BV2, and BV3.
Other roles in the scenario besides the firefighter commanders were
all filled in by a single responder (e.g. MBA the centralist). For those
actors there was a one-to-one relation with the addressee and role
label.

4.3.1 Attribute selection

The content of a message sent between emergency responders usually
contains many different words. For the classification task we needed
to select some of these words as attributes for the model. The most
commonly used attribute set for natural language text classification
is the word tokens. This is called a ’bag-of-words’ document repre-
sentation model. It transforms the unstructured text into an attribute
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vector x = (x(1), . . . , x(p)) representation, where attribute values x(i)
typically encode the presence of words in the particular text. For our
data set we converted the messages to word vectors using the String-
ToWordVector method from the Weka toolkit. This method converts
the strings into a set of attributes representing word occurrence infor-
mation from the text contained in the strings.

Usually these texts contain ’stop words’, for example ’a’, ’the’, ’it’,
which are not useful in the classification process because they occur
very often and are more or less evenly distributed over all document
classes. To reduce the attribute space we removed ’stop words’ from
the attribute vector. After stop-word removal, in our bag-of-words
we had about 270 distinct words remaining from our data examples.

Not all of these words contributed to the learning task. To know
how important each attribute is to the classification task, we used an
attribute selection method with a ranker option to rank the top words.
Our data set for training was small, and the data examples contained
many attributes (i.e. high-dimensional). The SVM (single) Attribute
Evaluation and Ranker method (#20) from Weka [Witten and Frank,
2011] was used to perform this task. The SVM assigns a weight to
each attribute, which gets squared for its position on the ranking.
The result of this single attribute evaluation on our data set is listed
in Table 3.

The 20 most predictive words from the King’s Church data set
gave some insight into which words are important in determining
the addressee (class) label with the classifier. Many of these words
occur only two or three times, and some had a higher frequency
in the whole data set. Some of the words shown in the list, like
’will’, ’makes’, and ’you’, were not attributes very useful for build-
ing a generic relevance classifier for crisis response. There were also
words in the set that were specific to one type of disaster. Other word
attributes were specific to this particular scenario, for example the
word ’church’, which is important to this scenario but not useful for
relevance assessments in other crisis response scenarios. A larger set
of words would be more convenient for making any claims about the
predictive capacity of these words for relevance determination in gen-
eral crisis response situations. Still, the set gave some first insight into
which type of words used by the emergency responders in our small
data set had the most predictive and most discriminative power for
determining the accurate class.

4.3.2 Learning algorithm

There are two generative models for a probabilistic classifier with
the Naive Bayes assumption: the multi-variate Bernoulli model and
the multinomial model. The Bernoulli model and the multinomial
both use an attribute (i.e. feature) vector to represent documents. The



66 exploration of information flow optimization

nr term

1 will

2 church

3 prevent

4 evacuated

5 urgent

6 safe

7 vehicle

8 water canon

9 makes

10 you

11 total,

12 location,

13 request,

14 whereby,

15 situation,

16 area,

17 ride,

18 meanwhile,

19 site,

20 accompanied.

Table 3: The 20 most predictive terms of the King’s Church fire disaster com-
munications

Bernoulli model uses binary occurrence information, ignoring the
number of occurrences, whereas the multinomial model keeps track
of multiple occurrences. Given a training document set D with vo-
cabulary V = w1,w2, . . . ,wm, a document is represented as a word
vector with length n : d = (w1,w2, ...,wn). For the Bernoulli model
these attributes take on ’binary’ values. Each word attribute wj is 1

if the word occurs in the document, and 0 if it does not occur. In
the multinomial model the value of each attribute wk is its frequency
in the document. In this case the attribute vector takes on ’integer’
values.

The transcriptions of communications and task descriptions in our
data set vary in length. Many communications have 10-20 words but
some contain much more. Words also occur multiple times in the
same communication. The multinomial model naturally handles doc-
uments of varying length by incorporating the evidence of each ap-
pearing word [McCallum and Nigam, 1998]. This approach is more
traditional in statistical language modelling for speech recognition,
where it would be called a unigram language model. The Bernoulli
model typically makes many mistakes when classifying long docu-
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ments. The multinomial model of Naive Bayes best fits our relevance
learning task on the data and is therefore used as the generative
model for the classification task. Equation 1 shows the multinomial
Naive Bayes model. To classify a document we estimate the likeli-
hoods of the document d given the class, P(d|C) and the class prior
probabilities P(C). For each word attribute wk we used its frequency
in the document.

P(C |d) ∝ P(C)
∏

1�k�nd

P(wk |C) (1)

The goal of text classification is to find the best class for the docu-
ment. The best class in NB text classification is the likely or maximum
a posteriori class CMAP. A new test document’s class posterior is cal-
culated by multiplying the probabilities of all the attribute values (i.e.
terms) in the document d = (1 . . .nd), including the word attributes
that do not occur in the document (see Equation 2).

CMAP = arg max
c∈C

P(c |d) = arg max
c∈C

P(c)
∏

1�k�nd

P(wk | c) (2)

4.4 experiments

In this section we describe the classification experiments on the data
and the evaluation. The experiments and results are shown in Section
4.5. The experiments were conducted using our developed TAID tool,
which uses the Naive Bayes multinomial model implementation of
Weka (see Witten and Frank [2011]).

4.4.1 Training the classifier model

The goal of the experiments is to build a classifier model from the
King’s Church communication data and evaluate the performance of
the classifier to determine test instances. For the model construction
(i.e. training) we selected and evaluated the performance of different
sets of attributes of the data. Four attribute selections were evaluated:

I. use only the content of the messages;

II. use attribute set I and include the sender name of each message;

III. use attribute set II and include the task descriptions of addressees;

IV. use attribute set III and include the location of the addressee.
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4.4.2 Evaluation methodology

To evaluate the learning classifier model we used precision, recall,
and F1 to measure the performance of the learned model. Precision
and recall were computed from the contingency1 table of the classifi-
cation task (prediction versus manual classification). Recall is defined
as the number of correctly classified messages divided by the num-
ber of messages actually belonging to the class. Precision is defined
as the number of correctly classified relevant messages divided by the
number of relevant messages classified.

For our classification task, high precision was important, since the
number of irrelevant messages classified as relevant should be min-
imal. We do not want to bother crisis responders with too many ir-
relevant messages. On the other hand, high recall was also important
because the idea behind the information distribution component of
the TAID system is to select and distribute relevant messages to those
who need it, and therefore responders should not miss too many rel-
evant messages. A weighted combination measure of both recall and
precision was F1.

Ten-fold cross-validation was used for selecting training and test
sets from our relatively small data set. Finally, the statistical signifi-
cance of the results were tested with a T-test on the F1-measures.

4.5 results

For our baseline experiment (condition I), we used only the content
of the messages. This focus meant the learned model classified new
information only on the evidence acquired during the training phase
from the message content. Table 4 presents the results on precision,
recall, and F1 for this baseline experiment. The scores show that pre-
cision was high, but recall was low. High precision in this case had to
do with the small number of messages classified as relevant, and the
ones that were predicted as relevant were classified correctly. The re-
sults of OvD (the officer on duty) are zero because the model did not
predict any test instance as being relevant for the OvD role. Although
the results are certainly not optimal, they are promising, considering
that only the content of the short messages was used.

The second experiment (condition II) used the name of the sender
as an additional attribute during the classification task. The name of
the sender is an interesting factor in this domain, since much infor-
mation flows through fixed paths of communication. In some cases,
knowing the name of the sender improves the predictions of the clas-
sifier in determining the relevant addressee role. Table 5 presents the
results of the second classification experiment. Recall performance
of the centralist actors (MBA and PM) increases and of the BV’s

1 Matrix format that displays the frequency distribution of the output variables.
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Class/Role Precision Recall F1

MBA: 0.72 0.5 0.59

PM: 0.17 0.07 0.10

BV1: 0.60 0.19 0.29

BV2: 1.00 0.33 0.50

BV3: 1.00 0.20 0.33

OvD: 0.00 0.00 0.00

Table 4: I: only utterance attributes

slightly decreases. The reason of the decrease is probably because
of the stronger bias in the model to the classes of the centralists.

Class/Role Precision Recall F1

MBA: 0.97 0.80 0.88

PM: 0.43 0.40 0.41

BV1: 0.13 0.12 0.13

BV2: 0.18 0.31 0.23

BV3: 0.03 0.09 0.05

OvD: 0.00 0.00 0.00

Table 5: II: utterance + sender

The third experiment (Condition III) uses word attributes from the
message content, the name of the sender and words attributes from
the task description of the addressee to predict the addressee/role.
These task descriptions are processed similar to the message content,
namely as a bag-of-words.

With this third experiment we evaluate whether adding task de-
scriptions of the addressees as attributes to the classification task
improves performance of the classifier. A task description is often
coupled to a specific role. The more discriminative power these task
descriptions have, the better they are linked to a specific role. Using
the task description of the addressee enables the classifier to learn
which task word attributes belong to which actor/role.

The results (see Table 6) of the third experiment were, as expected,
much higher as indicated by the much higher F1-scores (due to much
higher precision and recall). The classifier of MBA (the control room
operator), for which we had the most (relevant) labelled messages,
scores overall high. Using task descriptions improved the ability of
the classifier to better recognise (recall) and predict (precision) the
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Class/Role Precision Recall F1

MBA: 0.94 0.89 0.91

PM: 0.81 0.87 0.84

BV1: 0.61 0.69 0.65

BV2: 1.00 0.58 0.74

BV3: 1.00 0.30 0.46

OvD: 1.00 0.60 0.75

Table 6: III: utterance + sender + task addressee

relevance of the communicated information for a responder with a
matching task description.

Class/Role Precision Recall F1

MBA: 0.92 0.90 0.93

PM: 0.81 0.87 0.84

BV1: 0.63 0.70 0.66

BV2: 1.00 0.58 0.74

BV3: 1.00 0.30 0.48

OvD: 1.00 0.60 0.75

Table 7: IV: utterance + sender + task addressee + area

Table 7 presents the results when location information of the ad-
dressee (Condition IV) was added to model. Location information in
the data were derived areas specific to the scenario. Including the
addressee’s location as an additional attribute, increased the perfor-
mance of the classier a little bit more.

Figure 19 shows the bar diagram of all the F1-score results for all
responders in the different test conditions. The results show that set-
ting III (additional task description of addressee) increased the per-
formance of the classifier in predicting the correct role class for an
unseen piece of information.

Each experiment was run ten times for each role in both conditions,
selecting the F1-scores and performing the T-test (α = 0.05) on those
samples. The means of the F1-score samples of the MBA, for example,
are 0.59, with a standard deviation of 0.046 in condition I, and 0.896

with a standard deviation of 0.011 in condition III. For each role we
calculated the t-statistic and the p-value. In all cases we got p < 0.05

indicating that the F1 results are significantly different.
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Figure 19: Comparison of results of experiments on King’s Church data

4.6 conclusion and discussion

In this chapter we described our first approach to learn relevance
from responder communications during an emergency response sit-
uation for automatic relevant information assessments and distribu-
tions. For this first approach we collected crisis response data from
a documented disaster response situation, including data from pro-
cedure manuals and simulation data about a fire disaster response
scenario. This data collection approach takes much manual effort.

The approach used in this pilot study was to build a classifier
model and evaluate its relevance assessments. The aim of the clas-
sification task for the TAID system is to assign to a communicated
message those persons for whom the message is relevant. For our pi-
lot study this kind of relevance information was not available. There-
fore, we limited the learning task and chose the available addressee
of a communication example as the target label to predict.

For the learning task we used a Naive Bayes multinomial model
that takes frequencies of attributes into account during learning. Words
of the message content were represented as a bag-of words with
their frequencies in the message data. A separate attribute evaluation
method based on our data examples presented a ranked list with
the most discriminative content words. The top twenty words that
were most discriminative to determine the class label included words
that seem not useful because they were non-functional or too specific.
These words are informative in a specific setting, but would not con-
tribute any discriminative power to determine the relevant class in a
generic setting.

In our experiments we selected different attributes of the commu-
nication example data to train and test the model. The classification
results show that adding word attributes, from task descriptions to
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message content and sender of the message, increased the precision of
the predictions significantly. These task descriptions of emergency re-
sponders show significant discriminative power to predict the roles of
addressees and therefore lead to better classification results. Adding
these task descriptions as attributes to the model is not obviously
useful for the relevance model we would like to build. In our desired
setting we would have the addressee information available to use in
the model. More useful would be a variable that measures the simi-
larity between the addressee task and the message content. Location
information on the sender and addressee was based on simulation
data and was limited to a handful of areas specific to the scenario.
This limitation of location information reduced the discriminative ef-
fect of this attribute in relation to the addressee class label.

With regard to the task that we really want the system to learn, rele-
vance determination of the information for others in the organisation,
we could focus more on the similarities of tasks of potential receivers
of the information and the actual addressee. The similarity between a
task description and a message can be a good predictor of relevance.
Using specific locations is also not useful, because they are too spe-
cific for a particular response situation. Instead, the specific locations
of responders should be used in a more abstract manner, for example
deriving a distance value from specific responder locations.

The results of the experiments of the pilot study are certainly not
yet optimal. However, they are promising and give insight into fur-
ther steps to take. We need to take into account that the data used
are an approximation of the real communications in practice. Real
communications might slightly differ from content. Also, the number
of data examples used is small compared to standard machine learn-
ing tasks. Commonly machine learning applied to textual data uses
many thousands of examples, with each example consisting of hun-
dreds of words. For example, the Reuters twenty newsgroups data
set contains 20.000 news articles to use for text classification tasks
(see e.g. Rennie [2007]). In addition, the messages sent by responders
are short (i.e. utterances in a dialogue turn); therefore it might be a
better idea to group coherent messages together into a larger mes-
sage. This decreases the number of data examples, but could increase
attribute evidence for the classification task.

In the next two chapters we unfold a more sophisticated approach
for a generic relevance learning method. In Chapter 5 we investigate
how to group dialogue messages of responders in collected crisis re-
sponse data and what this means for the classifier performance. In
Chapter 6 the relevance prediction model, where we incorporate our
findings of this pilot study, is described and evaluated.
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I D E N T I F Y I N G R E L E VA N T M E S S A G E S E G M E N T S
F R O M C R I S I S R E S P O N S E D I A L O G U E S

The TAID system monitors communications between emergency responders.
This generates a stream of incoming (speech) information. In the TAID sys-
tem the segmenter component functions as a segmenter of the input stream
into manageable messages of textual content.

In this chapter we address the processing of the emergency response dia-
logues to message segments. A method for detecting boundaries in emergency
response dialogues is presented and its performance is evaluated.

This chapter is based on Netten and van Someren [2008].

5.1 introduction

Monitoring the communications of the emergency responders in an
emergency situation generates a large stream of information to the
TAID system. This stream consists of data elements. A data element
contains transcribed speech utterances and dialogue metadata, such
as the sender, receiver, and time that the information was shared. The
transcribed speech utterances of a dialogue turn contain information
of what one responder shared with another responder. Often this is
a very short message. For example, in one message (i.e. input data) a
responder might ask something. The response of the addressee is not
in that message, but is treated as a separate input message. To assess
relevance of short messages is difficult. Having more information in
one message should make relevance assessment of a classifier better,
since there is more evidence to assess relevance.

Much of the information communicated by the first-responders is
through speech. For TAID this would introduce an additional process-
ing step, since the relevance of information is deduced by the TAID
system from textual content. To acquire the relevance of the spoken
content, a speech-to-text translation step has to be performed on the
speech data. Automatic speech recognition (ASR) is a well-established
research field that addresses the issue of converting a speech signal
into a sequence of words. The speech-to-text issue and implementa-
tion are outside the scope of the TAID project. Our premise is that
in the near future existing commercial available tools will be able to
adequately perform this task for the TAID system.

Researchers within the AI community have worked on improv-
ing the classification of short text documents using a combination
of labelled training data and a secondary corpus of unlabelled re-
lated longer documents (see e.g. Zelikovitz and Hirsh [2000] and

73
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Bloehdorn et al. [2006]). They use the background knowledge in con-
junction with Latent Semantic Indexing to connect elements from the
training set to the test set. Although, these methods could improve
the relevance classification task, we believe a coarse-grained method
for grouping messages between emergency responders to one larger
message is sufficient.

Communication in crisis response is characterised by the use of
protocolled communication. Specific words are used to signal to the
other in the dialogue a shift in discourse or to convey certain sta-
tus information. For example, the word ’over’ is used to signal the
end of a dialogue turn, and the phrase ’at the scene’ is used to indi-
cate that a particular unit has arrived at the designated location. This
structured communication style may make it easier to detect segment
boundaries than in less structured communication.

Our aim for the TAID system is to obtain larger message segments
with more information in one single data example for our relevance
classification task. These identified segments should represent a co-
herent comprehensible message. Obtaining such a message involves
a combination of identifying coherent message segments (i.e. bound-
aries) in the input stream and grouping the coherent messages be-
tween detected boundaries together into one new message. This is
the function of the ’segmenter’ component of the TAID system.

Our approach for boundary detection in a stream of transcribed
dialogue exchanges was to use a method that automatically identifies
these boundaries. To do this we used a machine learning approach
that builds a boundary detection model. The (offline) learning task
was a supervised classification task.

To build the boundary detection model, we needed to teach the
classifier where in the consecutive data examples lies a boundary
that marks the end of a coherent message exchanged between emer-
gency responders. A decision tree algorithm was used for learning.
A boundary was detected based on the presence of attributes used
by the classifier. The attributes for the classifier were derived from
the input data and based on linguistic techniques that use boundary
markers to indicate shifts in dialogues. It was not our intention to con-
tribute a new method to the field of automatic dialogue segmentation,
but to apply an existing technique. The learned boundary detection
model was used by the segmenter (i.e. online).

In this chapter we describe the collecting of data for our exper-
iments from multiple emergency response exercises. Each data ex-
ample collected represented the transcribed speech utterances of an
emergency responder in a dialogue turn, including some metadata
on the communication such as time, sender, and receiver of the com-
munication. In our study, we only focused on two-party dialogues.
In this chapter, the selected attributes for the classifier are described
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and we examine how well the boundary detection classifier was able
to detect boundaries.

5.2 related work

The problem of automatic segmentation of transcribed dialogues is
considered similar to the problem of text segmentation, the process
of dividing written text into meaningful units. Therefore, techniques
previously developed to segment textual documents have also been
adopted and applied to segment transcribed speech, such as for ex-
ample, broadcast news [Allan et al., 2001] and transcribed spoken
dialogues [Ballantine, 2004].

One technique for segmenting text is to use lexical-cohesion mod-
els. An example of this technique is the TextTiling algorithm of Hearst
[1997], which assumes that different vocabulary sets are required to
discuss different topics. Changes in word distributions (i.e. word fre-
quencies) may indicate topic shifts in the text. The semantic network
approach of Kozima [1993] determines the similarity of words, and
groups areas of text into topics. A low calculated similarity score of
consecutive sentences indicates a shift in topic. These methods work
well on large written documents. However, emergency response dia-
logues are short and unstructured. It is possible that spoken dialogue
contains many sections that cannot reasonably be classified as ’topics’
at all. When a conversation deviates from its original topic, it is not
always clear that it has entered another. In that case statistical tech-
niques will fail to adequately locate topic changes [Ballantine, 2004].

Boufaden et al. [2001] proposed a method to facilitate the devel-
opment for dialogue-based information extraction systems. Their ap-
proach constructed a first-order Hidden-Markov Model (HMM) that
uses conversational structures based on five conversational states (be-
ginning - and ending of conversation, new topic, continuing topic,
and end of topic) using several extracted discursive and content fea-
tures. They assume availability of perfect transcriptions of the spo-
ken dialogues- that is, recognition of correct utterances including
punctuation- thereby transforming the task of segmenting the dia-
logue stream into the task of sentence classification, where a sentence
is a boundary or not. Identified topic segments are subsequently used
to extract relevant information at the level of predefined information
templates. An advantage of this approach is that the training of a
HMM model is fast, but the drawback is that much training data
is required for such a language model to become effective for topic
segmentation.

Arguello and Rose [2006] propose a hybrid approach of statistical
and linguistic topic segmentation techniques. This hybrid approach
seems to work well on segmenting spontaneous chat dialogues, whereas
other state-of-the-art approaches for topic segmentation fail on spon-
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taneous dialogue because term distribution alone fails to provide ad-
equate evidence of topic shifts in dialogue.

Another approach to segmenting transcribed dialogues focusses on
discourse markers (see e.g. Hirschberg and Litman [1993]). Discourse
markers, also termed ’cue words’ or ’cue phrases’ in the computa-
tional linguistic and conversational analysis literature, are words and
phrases such as, for example, ’now’, ’well’, and ’okay’, which serve
primarily to indicate transitions in discourse structure or flow rather
than to impart information about the current topic. The idea is that
people use cue words to indicate that they are shifting topic. The
problem, however, is that cue words are often ambiguous and need
to be placed into context. Hirschberg and Litman [1993] show that cue
phrases can be determined accurately from transcriptions of speech,
and can be used for segmenting dialogue into topics.

Ivanovic [2005] showed that the semantics of utterances (e.g. dia-
logue act recognition) at a higher level of abstraction provides sup-
plementary information about the conversational structure and de-
tects more fine-grained topic boundaries in discussions. For example,
question-answer pairs are often good semantic information segments.
Detection of such pairs in dialogue produces results in comprehensi-
ble message segments.

Hirschberg and Nakatani [1998] proposed audio topic segmenta-
tion as an alternative approach for transcribed spoken dialogue seg-
mentation. Instead of transcribing dialogues to text, the audio is used
directly. This approach makes use of information not available in a
transcript, such as prosodic and pitch-change cues available in the
recorded voice signal. In the TAID project we focussed on transcribed
dialogues that are the output of an automatic speech-to-text system.
The topic segmentation approach on the audio signal is outside the
scope of this thesis, but certainly an option to include in the future.

We adopted the technique of linguistic markers that indicate changes
in the discourse of dialogues (i.e. a change in the dialogue speaker
or topic). We used these markers as attributes of our boundary de-
tection model for emergency response dialogue. A supervised clas-
sification task was used to teach the classifier to build a model to
locate boundaries in emergency response dialogues. Dialogue infor-
mation between boundaries can be seen as one whole message seg-
ment. This method yielded multiple coherent utterances discussing
the same topic per message segment. Subsequently, for the relevance
classification task this method meant larger input messages to deter-
mine relevance of than in classifying only the single utterances of an
emergency responder, as we did in Chapter 4.
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5.3 data

The data we used to build a boundary detection model came from our
data collection efforts for acquiring emergency response communica-
tions from practice. In this case, we used our collected and transcribed
communication data from two real field exercises held as part of stan-
dard fire training exercises by multiple Dutch fire departments in the
region of Twente, in the Netherlands. The setting of the field exercises
was a response to a car chain collision in heavy fog weather condi-
tions on a road near to the city of Enschede in the Netherlands. In
both exercises we recorded all communications between the respon-
ders, the commanders, and the control room operators from their
porto-phone communications. Afterwards, the audio recordings of
both exercises were manually transcribed, including metadata, which
resulted in two data sets, SET-1 and SET-2. Each recording session
resulted in approximately 3000 words.

The metadata we extracted from the audio recordings are start
and end time of the uttered information, the duration of the uttered
speech, which communication channel was used, as well as the speaker
and recipient of the communication. For the purpose of simplicity, we
limited the exchanges to two-party dialogues. Therefore, we only ex-
tracted the speaker and explicitly targeted recipient. In addition, we
labelled each data row (i.e. communication example). The label, ’yes’
or ’no’, indicated whether there was a boundary between the cur-
rent and previous data example. Labelling was done based on the
coherence of the content discussed (i.e. same topic discussed) in the
emergency response dialogues. Figure 20 shows an excerpt of one of
our collected data sets.

Figure 20: Data: Transcribed communication with metadata.

In practice, TAID would need an additional processing step to ac-
quire this data automatically. Available commercial speech recogniz-
ers should be used to derive the utterance text and dialogue metadata.
Information from the central communication system used during re-
sponse operations can provide metadata from dialogue automatically.
To track the dialogue information of multiple dialogues, the central
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communication system has to process them separately, since multi-
ple dialogues can be executed simultaneously. Available data about
used communication channels or mobile communication devices can
be drawn on to manage this. For each separate dialogue the speech
recognizer converts the speech to text, and other logged information
about the speech utterance (e.g. a time stamp for start and end time)
is registered as metadata.

Next we describe how we derived attributes from the data to build
the classifier model for boundary detection.

5.4 classification task : boundary detection

We addressed the learning task for boundary detection in emergency
response dialogues as a classification task. The data examples col-
lected, as shown in Figure 20, serve as input data to build the bound-
ary detection model. Before boundary presence could be learned, we
needed to transform the data into attributes useable for the classifier
model. These selected attributes were based on common linguistic
markers for segmenting transcribed dialogues. Changes at the meta-
level of the communication were taken into account as well as cues in
the transcribed speech utterances to indicate boundary presence.

Based on the available data we chose the following boundary de-
tection model attributes:

dialogue turn the turn in a dialogue when speech shifts from
speaker (i.e. another person starts speaking). We limit the scope
of this attribute to the dialogue turns of those original interlocu-
tors. This dialogue turn can automatically be detected from the
speech data when there is a shift in speaker.

speaker-hearer change when a new speaker or hearer compared
to previous dialogue utterance is detected. The difference with
dialogue turn detection is that in this case a change in the two in-
terlocutors has occurred, where in a dialogue turn this does not
have to be the case. The rationale behind this boundary feature
was that within the emergency response domain a single topic
discussed in general coincides with a conversation (i.e. covers
only one single topic). Detecting the value of this attribute au-
tomatically from speech data is more comprehensive than a di-
alogue turn. The detection mechanism has to compare the cur-
rent sender and receiver of a dialogue with the previous one.
When they are the same interlocutors, then it is still considered
the same dialogue. Otherwise, a shift between dialogue partici-
pant took place and another dialogue has been initiated.

elapsed time If a pause between words uttered in a dialogue was
more than 5 seconds, we assumed a meaningful block of infor-
mation had ended. This aligns with the work of Hirschberg and
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Litman [1993], who identified that topic shifts often occur after
a pause of relatively long duration.

lexical and syntactic cues Lexical cues are repetitions and ac-
knowledgment words such as ‘ok’, ‘yeah’, ‘thank you’, ‘sure’,
and so forth, and continuers like ‘hum’, ‘I mean’. Lexical cues
in this domain are the words ’understood’ and ’clear’ which
confirm that the previous communicated information was un-
derstood and in many cases signal the end of a conversation.
Also, ’thanks’, ’moment’, ’yes’, and the two-word collocation
‘further notice’ are lexical cues that mark the end of a message.
Syntactic cues are conjunctions (‘and’, ‘or’, ‘but’, and so forth),
questions marks, and temporal adverbs (‘then’ and ‘before’). We
selected the most common and distinctive lexical and syntactic
cues using an attribute selection mechanism on our emergency
response data set. For new speech input data we subsequently
only focussed on the presence of these selected word attributes
in the transcribed speech data.

The attribute values of the data instances that are passed on to the
classifier model were automatically derived by taking two consecu-
tive data examples (t vs. t−1) and comparing several data elements
to detect any shifts. In Figure 21 we present the method to derive the
attributes used for the boundary classification task. Based on the data
elements of data examples t and t−1 we derived as follows:

elapsed time was calculated by measuring the time difference be-
tween the start time of t and end time of t−1. When this differ-
ence was larger than 5 seconds, it was a possible indicator for a
boundary location.

dialogue-turn was set to ’yes’ when the speaker (i.e. sender) of t
was different from t−1, and it was otherwise set to ’no’.

speaker-hearer-change was set to ’yes’ when the speaker or
receiver of data example t was not the same as in t−1, and it
was otherwise set to ’no’.

The lexical and syntactic cues and label value were derived directly
from data example t.

To build the boundary recogniser we used the J48 decision tree
algorithm [Witten and Frank, 2011]. The J48 algorithm is Weka’s im-
plementation of the C4.5 decision tree learner. The algorithm uses a
greedy technique to induce decision trees for classification and uses
reduced-error pruning. After training the model, its decisions to clas-
sify new data instances could be shown explicitly. This gave insight
into the discriminative power of the attributes in relation to boundary
presence. It also showed the sequence of attributes and their values
to correctly classify new data instances.
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Figure 21: Attribute construction for TAIDs segmenter component.

After training, the learned boundary detection model could be
used by the segmenter component (online) to detect boundaries in
the incoming stream of communication examples to the TAID sys-
tem. In Figure 22 we show a part of an data excerpt shown earlier
in Figure 20, but now with the boundary locations that the bound-
ary detector should find. The resulting segments between detected
boundaries are grouped together by the segmenter into one new mes-
sage with the initial sender and receiver as sender and receiver of
the larger message. The natural language text of the content of the
messages is appended to one new message.

Figure 22: Translated excerpt of a recorded Dutch conversation involving
the control room operator (AC) and a firefighter of vehicle (6131)
during a response situation.

5.5 experiments

We investigated the performance of the built classifier model for bound-
ary detection, first measuring how well individual attributes detect
boundaries. Second, combinations of features were evaluated to see
which combination best identified the boundary locations based in
our test data. Third, we combined all three sets together to train a
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decision-tree classifier model and evaluate which attributes identified
the boundaries in the test data.

The output segments detected by the boundary detector were also
be evaluated. We measured performance of detected segments com-
pared to the most ’ideal’ segments to detect by the boundary detector.
These ’ideal’ segments were manually selected from the data based
on the coherence of the messages communicated about a topic.

Three data sets (SET-1, SET-2, and SET-3) were used, containing
transcribed emergency response speech utterances and the metadata
of the communications. The data of SET-1 and SET-2 are collected
as described in Section 5.3. In addition, we used another dialogue
corpus (SET-3) which is described in Section 4.2. These three data sets
were labelled manually with boundary presence labels. SET-1 had 110

boundaries, SET-2 had 117 boundaries, and SET-3 had 77 boundaries.
We used 10-fold cross-validation to train and test the performance

of the boundary detection model per set or over all sets. To measure
the performance of the boundary detector on the test data, we again
used accuracy, recall, precision, and the F1-measure. The calculations
of these measurements are described in Section 4.4.2.

5.5.1 Boundary detection classification

We began by evaluating how capable individual features were of de-
tecting boundaries.

5.5.1.1 Elapsed time

SET-1 SET-2 SET-3 Avg.

Accuracy 0.81 0.83 0.76 0.80

Recall 0.54 0.65 0 0.40

Precision 0.73 0.81 0 0.51

F1 0.63 0.72 0 0.45

Table 8: Elapsed time

The results in Table 8 are per set, and they show that the elapsed
time attribute had a relatively high accuracy value for detecting bound-
aries and non-boundaries. The amount of boundary locations identi-
fied was approximately 50%. Precision was high in both SET-1 and
SET-2 results, owing to a low number of wrongly identified non-
boundary locations. In SET-3 the elapsed time was added manually,
and we tried to approximate the actual elapsed time for the spoken
utterances in reality. However, with the elapsed time feature the clas-
sifier was unable to identify any boundary for SET-3, which resulted
in zero recall, precision, and F1.
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5.5.1.2 Dialogue Turns

SET1 SET2 SET3 Avg.

Accuracy 0.72 0.81 0.76 0.76

Recall 0 0.45 0 0.15

Precision 0 0.93 0 0.31

F1 0 0.61 0 0.20

Table 9: Dialogue turns

Table 9 shows the results of the dialogue turn attribute. SET-1 and
SET-3 yielded no detected true boundary locations. All boundary lo-
cations were predicted as non-boundary in those two sets. The data
examples in SET-1 and SET-3 had a few boundaries located at a di-
alogue turn. The dialogue turn attribute in those sets was associ-
ated more with non-boundary locations. In SET-2 more boundaries
were located at a dialogue turn within the dialogue of two interlocu-
tors. In SET-1 and SET-3 there were multiple question-answer pairs,
which took multiple dialogue turns. To keep the message coherent the
boundary should only be detected after the answer part. In that case
multiple dialogue turns could have taken place, where no boundary
was located.

Accuracy values over all three sets were relatively high. This was
caused by the large percentage of correctly identified non-boundary
locations. In SET-2 almost 50% of the correct boundary locations were
detected. The problem was that the recognizer marked too many loca-
tions as a boundary when actually they were not. Precision was high
due to the low number of wrongly marked non-boundary locations.
Dialogue turn identification grouped all consecutive word utterances
of one speaker within his or her turn of dialogue as one piece, under
the assumption they discussed the same topic. In many cases this was
a rather coarse and error prone method to find a coherent message
since the method focussed only on the information from one speaker.

5.5.1.3 Speaker Hearer change

A speaker-hearer change is different to a dialogue-turn in the sense
that it does not focus on a change of speaker in a dialogue of two
interlocutors, but focusses on a shift to another person registered as
the speaker or hearer of the communication. Usually, this change oc-
curs at the end of a dialogue between two interlocutors and the start
of a new dialogue. In the data examples this was a good indicator
for detecting the end of a conversation. We detected this shift by
comparing the current data example with the previous one. Many
of the emergency response dialogues in this setting were short, struc-
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tured, and coherent, usually discussing only a single topic. Hence,
the results in Table 10 show very good performance on accuracy and
precision. Boundary locations missed by this recogniser were long
pauses in communication, after which the same speaker-hearer com-
bination started discussing a new topic. Also, the more subtle topic
shifts within a discussion marking a boundary were not recognized.
For instance, a speaker-hearer combination ends a dialogue, but one
of them continues communicating other information.

SET-1 SET-2 SET-3 Avg.

Accuracy 0.87 0.83 0.89 0.86

Recall 0.64 0.51 0.68 0.61

Precision 0.85 0.97 0.84 0.89

F1 0.73 0.67 0.75 0.72

Table 10: Speaker-hearer shifts

5.5.1.4 Lexical and Syntactic Cues

The data contained domain-specific lexical cues such as ’understood’,
’clear’, ’okay’, ’thanks’ or, ’further notice’ as well as syntactic cues
such as ’yes’, ’moment’, ’then’, ’but’, and ’and’, which are words
that possibly mark a shift in topic. To select the most important at-
tributes as part of the classification task, we used an attribute selec-
tion method. The SVM Attribute Evaluation method from Weka (see
Witten and Frank [2011]) was used to perform this task, given that
SVM perform well on high dimensional data (i.e. many attributes).
The SVM assigns a weight to each attribute, which gets squared to
determine the attribute’s ranked position. This approach resulted in
twelve lexical cues and one discourse marker used as attributes in the
boundary detection model.

SET-1 SET-2 SET-3 Avg.

Accuracy 0.77 0.71 0.79 0.76

Recall 0.18 0.10 0.09 0.12

Precision 1.00 1.00 1.00 1.00

F1 0.31 0.19 0.17 0.22

Table 11: Lexical and syntactic Cues

The results in Table 11 show that although accuracy was relatively
good, recall was very low. These lexical and syntactical words did
not detect many of the boundary locations. The lexical words ’under-
stood’, ’clear’, and ’thanks’ often coincided with a boundary location.
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However, we still missed boundary locations because these words
were not always used at a boundary location. Lexical and syntactic
cues can also cause many mistakes because of word ambiguity. For
example, the word ’moment’ is used to temporarily end (i.e. pause) a
discussion or gives an indication of time (e.g. in a few moments we ar-
rive). Additional context information would be required to solve this
problem. Furthermore, inconsequential use of words that denotes the
flow of a conversation makes it difficult to recognize those bound-
aries.

5.5.1.5 Feature combinations

We combined previous features to obtain the optimal boundary rec-
ognizer. After the individual evaluation of the attributes, the speaker-
hearer change detection boundary provided very good results. We
used this feature and supplemented other features to see if we could
improve boundary recognition. We evaluated the following combina-
tions:

• Speaker-hearer change and dialogue-turn (SphD);

• Speaker-hearer change, dialogue-turn, and elapsed time (SphDE);

• Speaker-hearer change, lexical and lyntactic features (ShpLS);

• Speaker-hearer change, dialogue-turn , elapsed time and lexical,
and syntactic features (SphDELS).

SET-1 SET-2 SET-3 Avg.

Accuracy 0.87 0.92 0.89 0.89

Recall 0.64 0.80 0.68 0.71

Precision 0.85 0.94 0.84 0.88

F1 0.73 0.87 0.75 0.78

Table 12: SphD features

Table 12 shows the performance results of the decision tree built
using the speaker-hearer change detection feature as well as the di-
alogue turn feature. We observed an increase only in performance
in SET-2. The reason for this in SET-2 was that certain overlooked
boundary locations by the speaker-hearer change feature were then
identified by dialogue turn detection. Therefore, the number of iden-
tified boundaries increased and the number of falsely assigned non-
boundary locations decreased. In SET-1 and SET-3 the dialogue turn
feature made no contribution at all. It did not provide any additional
information for identifying the correct boundary locations since it



5.5 experiments 85

SET-1 SET-2 SET-3 Avg.

Accuracy 0.87 0.92 0.84 0.88

Recall 0.75 0.80 0.68 0.74

Precision 0.79 0.94 0.84 0.86

F1 0.77 0.87 0.75 0.80

Table 13: SphDE features

coincided with the boundary identification of the more informative
speaker-hearer change boundary.

The results in Table 13 show the performance results using the
three domain-generic boundary features. We observed an increase in
performance in SET-1. In this set’s previously overlooked boundary
locations had now identified by the elapsed time feature increasing
recall, precision, and F1. In SET-2 and SET-3 the elapsed time fea-
ture made no contribution since it coincided with boundaries already
identified by speaker-hearer changes and dialogue turn.

SET-1 SET-2 SET-3 Avg

Accuracy 0.88 0.83 0.90 0.90

Recall 0.67 0.51 0.71 0.71

Precision 0.85 0.97 0.85 0.85

F1 0.75 0.67 0.78 0.78

Table 14: SphLS features

In Table 14 we show the performance results of the decision tree
built using the speaker-hearer change feature as well as lexical and
syntactic features. Here, we observed a slight increase in performance
in SET-1 and SET-3. In those sets the words ’clear’ and ’understood’
identified previously missed boundary locations. These were loca-
tions within a dialogue between the same speaker and hearer who
continued the dialogue. In SET-2 the results were the same as with
speaker-hearer change detection individually. We also noticed that
the syntactic cues had no contribution in identifying boundary loca-
tions in our data.

In Table 15 we compare the average results of all combinations. The
results of the optimal decision tree were close to those of speaker-
hearer change, elapsed time, and dialogue turn (SpDE). Thus, us-
ing only the domain generic features of boundary identified most
of the boundary locations. In this setting we did see that the lexical
cues improved the results slightly. Still, most of them coincided with
speaker-hearer change detection. Improvements to the current results



86 identifying relevant message segments from crisis response dialogues

could come from more lexical cues. Also the time constraint could be
stretched a little further than 5 seconds to reduce the number of false
predicted boundaries.

SET-1 SET-2 SET-3 Avg.

Accuracy 0.60 0.88 0.87 0.90

Recall 0.71 0.74 0.63 0.75

Precision 0.88 0.86 0.89 0.87

F1 0.78 0.80 0.73 0.80

Table 15: Average results comparison

Finally, we constructed a boundary detection model with all at-
tributes, using all three data sets. Figure 23 shows the built decision
tree. Each leaf of the decision tree indicated whether there is a bound-
ary or not. The leaf of, for example, speaker-hearer change attribute
caused 208 of the training instances to be correctly classified and 25

not. Again, syntactic cues (’yes’, ’and’, ’then’, and ’but’) not present
in the trained tree model did not contribute to boundary identifica-
tion. The most informative feature to determine a boundary location,
located at the root node of the tree, was the feature speaker-hearer
change. If this feature was detected, then we detected a boundary lo-
cation. If not, then we checked whether the lexical cue ’understood’
was present in the content phrase to see if we were at a boundary
location. Next, we checked on elapsed time ( > 5 seconds). If this was
the case, we checked on a dialogue turn change and on the presence
of the lexical cues ’over’ or ’clear’.

The boundaries that were still missed by the learned model were
the ones where we detected an elapsed time difference, a dialogue
turn, and the lexical cue ’clear’. The built model marked it as a non-
boundary, while it was actually a boundary. On the other hand, many
of the question-answer pairs in the data set were detected by the
learned model. These were important, coherent communications and,
when grouped as one message, more comprehensible for target re-
sponders than only the question or the answer part.

The results in Table 15 show that the learned decision tree still
made mistakes on the test examples. For example, when a response
of the hearer in our setting took more than 5 seconds. Actually, there
was no boundary between the two data examples, but because of our
elapsed time constraint of 5 seconds, the recognizer wrongly decided
that there was.
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Figure 23: Boundary decision tree

5.5.2 Segment Classification

Once we built a boundary recogniser, we investigated what the effect
was of the detected segments on the performance of the relevance
classification task. In our experiment we compared the most ideal
segments (i.e. ’gold standard’) in the data to the detected segments
found with our boundary recogniser on the same data. We used a
supervised learning task to build a model that learned the addressee
of the message segment.

For the experiment we used the communication data of two distinct
sets: SET-1 and SET-3 (see Section 5.3). These sets contained dialogue
communications from different emergency response situations. We
manually segmented these dialogue communications into the most
ideal topic segments by adding to each communication a yes/no
boundary label. The communications between two boundaries were
merged into one new message segment. This resulted in 101 segments
for SET-1 and 66 for SET-3. SET-1 initially had 2790 words over 394 di-
alogue turns, an average of ± 7 words. SET-3 consisted of 2049 words
and 266 dialogue turns, an average of ± 8 words. After applying the
boundary recogniser to the same data sets, we obtained 155 segments
for SET-1 and 84 for SET-3. These detected segments largely coincided
with the optimal ones. However, the boundary recogniser tended to
frequently detect segments that contained only the closing act of a
dialogue, like for example ’thanks’ or ’over’.

For the classification task, we built binary relevance classifiers, one
for each target actor and data set. In SET-1 we had the actors AC,
OvD, 6481, 6332, 6131, and 6232. For SET-3 they were AC, OvD, 741,
742, 743, and AC-P. The data sets with the ’ideal’ and the ’detected’
segments were manually labelled with the (target) actor class label(s),
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SET-1 SET-3

Accuracy 0.75 0.78

Recall 0.30 0.58

Precision 0.23 0.38

F1 0.26 0.46

Table 16: Gold standard segments

SET-1 SET-3

Accuracy 0.82 0.79

Recall 0.30 0.52

Precision 0.23 0.35

F1 0.26 0.41

Table 17: Detected segments

which indicated whether the information segment was relevant or
irrelevant for that actor. In the data set with detected segments, we
had segments without any topic information (e.g. ’thanks’ and ’over’).
These segments were labelled irrelevant for all the binary classifiers.
If detected as relevant, then this was a false positive. Weka’s Multino-
mial Naive Bayes algorithm was chosen for building the classifier. We
knew that in the dialogue communications word repetitions occured
often. Using a multinomial distribution for learning, we were able
to determine the relevance class of certain information, not only by
the presence of a certain word, but also by the number of times that
word occurs. In general this performs better than the multivariate
Naive Bayes approach for classifying text.

Ten-fold cross-validation was used to evaluate the classifiers. Since
the emergency responders involved in both sets were partially dif-
ferent, we learned and evaluated classification results for each set
separately.

5.5.2.1 Results of the Segment Classifications

In Table 16 the average classification results of the ’ideal’ dialogue
segments are given. Table 17 shows the classification results on the
detected segments by the boundary recogniser.

Accuracy scores were in both cases relatively high. On the other
hand, the results on recall and precision were low. There were two
reasons for that. First, the segmented data sets were small, which in-
fluenced the training of the classifier. Second, we classified and eval-
uated message content only. Overall, the evaluation scores of both
classification tasks were not much different. The classification results
of the detected segments were comparable to that of classifying the
ideal segments.

5.6 conclusion and discussion

This chapter addressed the problem of detecting boundaries in a
stream of emergency response dialogues to obtain larger message
segments for TAIDs classifier component. The advantage for TAIDs
relevance classifier is that a data instance contains more information
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to determine the right class. Another advantage is that the distributor
component of TAID is able to send more comprehensible messages
to the target responders, since these grouped dialogue exchanges con-
tain more coherent information.

We approached the message segment problem by building a seg-
menter (i.e. boundary recognizer) component for TAID that detects
boundaries between consecutive dialogue messages, and groups all
in between boundary messages into a large message segment. To
detect boundaries in a stream of transcribed dialogue data, we pro-
posed a machine learning approach that builds a classifier model for a
boundary recogniser using boundary markers as attributes that indi-
cate a possible dialogue shift. Communications of emergency respon-
ders during two real emergency response exercises were recorded
and manually transcribed. To train and test the boundary recognizer
model data from these two exercises and the data of the King’s church
fire disaster were used. A decision tree algorithm (J48) was used to
build the model. The decision tree model shows that many bound-
aries coincide with a shift (i.e. speaker-hearer-change presence) in
interlocutors: one or both dialogue participants change to another
person.

The results of the experiments with our coarse method for bound-
ary recognising show a high accuracy of 90% and F1 score of 80% for
our test set. Detecting a speaker-hearer change and elapsed time mark-
ers identifies most of the boundary locations. The most informative
attribute for this type of dialogue data is the speaker-hearer change.
Many of the dialogues in the data sets were relatively short without
multiple topic shifts in one and to the point. The end of a dialogue
between two responders, therefore, often coincided with the end of a
topic. When a large message segment is detected, it is often followed
by a too small message segment. For example, dialogue endings, such
as ’thank you’ or ’okay’ are often considered as a separate message.
These are not informative when distributed.

We evaluated the classification task on message segment relevance,
comparing the classification performance of the automatically detected
segments with that of the most ’ideal’ segments in the data sets. The
results show that the classification performance of the detected seg-
ments by the segmenter for actor relevance does not deteriorate much
and is comparable to that of the set with the ’ideal’ segments.

The effect of using message segments for the relevance classifica-
tion task is that it improves classifier performance. The classification
results of SET-3 in Table 17 compared to the results in Table 4 in
Section 4.5 show that grouped utterances into relevant message seg-
ments improves the average recall value of the classifier from 22% to
a reasonable recall value of 52%.

In this chapter we limited our research to yield larger message seg-
ments from the small messages that were available in the collected
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data. The message segments in the data are transcribed speech. For
TAID to obtain the same transcribed data examples, it has to convert
the speech data to text to be useable. To acquire the semantics of
the spoken content, an automatic speech-to-text step has to be per-
formed on the speech data. Pursuing this line of innovation was out-
side the scope of our research. Our assumption is that we are able
to get the transcriptions of the dialogues from an existing automatic
speech recognition system. Available automatic speech-to-text meth-
ods should be applied to achieve correct text representation of what
has been said in the spoken dialogue. Currently, fairly good commer-
cial speech recognisers are available, for example Siri by Apple Inc.
[2011], Dragon Naturally Speaking by Nuance [2013] or the built-in
Windows speech recognition software of Microsoft.

Finally, our approach for detecting boundaries in transcribed dia-
logues data and grouping them into coherent segments for the rele-
vance classification is relatively coarse. Although, the segmenter does
not provide us the most ideal grouped dialogue communications, it
does detect most of the important question-answer pairs in the data.
Pursuing further improvements to the method can improve the detec-
tion of boundaries in the emergency response communication data
and result in shorter segments that are too small; however, since the
current coarse method already performs well, it was sufficient for
yielding larger messages as input to TAIDs relevance classifier.



6
A G E N E R I C R E L E VA N C E P R E D I C T I O N M O D E L :
C O N S T R U C T I O N A N D E VA L U AT I O N

This chapter presents our method for a relevance classifier capable of assess-
ing relevance over multiple crisis response situations. Data of communica-
tion were collected from two large disaster response exercises, and the data
examples were labelled on relevance by crisis response domain experts. Per-
formance of the generic relevance classifier to assess relevance will be evalu-
ated.

This chapter is based on Netten and van Someren [2011].

6.1 introduction

In Chapter 4 we described building a relevance prediction model that
rested heavily on the presence of specific words of the message con-
tent and the crisis responder’s task descriptions. In Chapter 5 we de-
scribed building a boundary detection model for recognising bound-
aries in the input messages to the TAID system in order to get larger
messages (i.e. segments) for the relevance classifier to assess the rel-
evance of. Many words in the communicated messages were specific
to that particular emergency response situation. Messages were clas-
sified by their relevance for the actual addressee instead of for other
actors. The evaluation results in Chapter 4 show that the build classi-
fier works relatively well for determining the addressee of communi-
cated information within one specific crisis response situation. How-
ever, this was only an approximation of what we really wanted our
relevance classifier to learn.

When the method of learning relevance is too strongly related to a
particular context, certain information might be seen as relevant only
within that particular context, and it may fail to be seen as relevant
to another context. For example, many information sharing processes
(i.e. protocols) are applicable across a wide set of crisis response situ-
ations. However, if the relevance model is constructed from data from
one particular emergency response situation (e.g. extinguishing a fire
at a church), it may not be useful to support rescue teams in other sit-
uations (e.g. flood disasters). If the relevance model moves too far in
the other direction, however, the relevance learning method becomes
too abstract and too generic, and it becomes hard to relate it to any
practical situations.

Our aims for the relevance classifier were to determine the rel-
evance of message segments for emergency responders other than
those who exchanged the information and to do this adequately for
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various crisis response scenarios. To achieve the aims we required
knowledge about for whom else, beside the interlocutors, the infor-
mation is also relevant. The relevance knowledge needed to be pro-
vided by domain experts. Besides communication examples for rel-
evance learning, we needed the context data of all responders -their
task and location- at the moment of sharing the information. For such
learning, this context information must be part of the data registra-
tions and when applied to practice this information must be acquired
from the responders involved. The relevance model had to be use-
able at a location-specific level, but also had to be generic enough to
be applicable for many location-specific scenarios.

Our approach was to derive generic attributes from the input data
as input to the relevance classification task that can capture the rel-
evance of communicated information at a more abstract level. This
included a transformation step of dialogue responders’ work context
and the message segment. To derive these attributes we proposed
a method to measure similarities between the work context of the
sender and addressee of a communication, that of all other respon-
ders at that moment, the tasks of the other responders, and the mes-
sage communicated. Instead of the locations of responders, we used
distances between locations as an attribute. Our premise was that
the degree to which information is relevant for another crisis respon-
der within the organisation (i.e. communication network) depends on
how much a responder’s current work context coincides with that of
the responders exchanging the information, and thus how well their
task description matches the content of the message exchanged, or
the distance between their locations.

The approach of measuring similarities between emergency respon-
der work context and recommending whether a message segment is
relevant or not, should not be confused with the concept of collabora-
tive filtering [Schafer et al., 2007]. Collaborative filtering methods look
for similarities between users or between the properties of an item to
make a recommendation. For example, do the users have a similar
age, gender, or preferences for a certain type of items, like movies?
Our method for relevance assessments used a classifier model trained
with examples of relevance in order to automatically determine rele-
vance for future situations.

Our approach to generic relevance classification included the trans-
formation of collected data items into attributes useable for the generic
classifier and the approach for learning relevance in a multi-label clas-
sification task. For this task we collected new data from large crisis
response exercises. This time the data examples were labelled after
the exercises by domain experts on relevance for others. A label was
then associated with a training instance indicating the responder class
for which the instance was relevant or not. In Section 6.4 this labelling
task is described in more detail. Experiments were conducted to de-
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termine the learning algorithm for this task and subsequently to mea-
sure performance of the built generic relevance classifier to determine
relevance on test data.

6.2 relevance classifier model

This section describes the setup of the generic relevance classifier.
This includes an explanation in detail of:

1. the conceptual model for the generic relevance classifier model;

2. the process of raw data collection;

3. the transformation of the raw data to data instances for learn-
ing;

4. the learning task of the classifier.

6.2.1 Conceptual model

In Section 3.4 we showed the TAID architecture. The key component
in this architecture is the classifier (see Figure 9, [7a, 7b]). The ap-7b]). The ap-7

proach for learning relevance and subsequently predicting relevance
is shown in Figure 24.

Figure 24: Relevance prediction for others

1 A communication example has a sender, who has a role, task,
and location. This sender sends a message to an addressee, who
has a role, task, and location.

2 At the same time that the message is sent, other involved cri-
sis responders, who have their own roles, tasks and locations
become potential relevance targets. We assess the relevance for
a responder Target X by measuring similarities between Target
X’s current task description and that of the sender and the ad-
dressee. Distances are measured from Target X to the sender and
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the addressee. In addition, the task of Target X is compared with
the message sent.

3 Based on the similarity between the responder Target X and the
communicated information (1) relevance or irrelevance is deter-
mined and predicted for Target X.

A communication example (1) encompasses in general the transfer
of information of a sender actor to addressee actor. In the case of a dia-
logue, multiple (transcribed) speech utterance exchanges would take
place. Within our conceptual model these utterances were grouped
together automatically on the same topic to one large message (i.e.
message segment), using the method described in Chapter 5. This
message segment was then assessed for relevance (2) for other re-
sponders within the organisation based on their current task, role,
and location. In the case of multiple addressees for a communicated
message, we created a communication example for each addressee,
so that there was only one sender and one addressee for a communi-
cation example.

6.2.2 Data set collection

Different from our previous data collection process in Chapter 4 was
that we needed to collect more responder situational information per
communication example. Instead of collecting the task and location
of the sender and addressee of communicated information, we made
a sort of ’snapshot’ of all tasks and locations of all emergency respon-
ders involved at the moment the information was exchanged. In addi-
tion, the data examples were segmented on topic boundaries, which
groups dialogue utterances together into a single message and kept
the original sender and addressee of the message. This process was
done automatically as depicted in Figure 9 (3a) in Section 3.4.

sender msg addressee taskx1 . . . taskn locx1 . . . locn labels

Table 18: Data set fields

Each data example (i.e. data row) consisted of multiple fields as
given in Table 18. For each communication example we collected the
interlocutors: sender and addressee(s) actors represented as nominal
values (i.e. identity names) and the message content which was for-
matted as text. In addition, we traced all tasks of all response actors
(taskx1 . . . taskn) at the moment of the communication and their ab-
solute location (locx1 . . . locn) extracted from a map of the disaster
area. The last data field required was the relevance labels. These were
nominal values of involved roles assigned to a communication exam-
ple by experts indicating for which actors the communicated informa-
tion was also relevant.
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The raw data items collected were not useable as input to the
generic relevance classifier. Most of these raw data items were specific
to a particular emergency situation. For example, the actual names of
the sender and the addressee or their communication IDs were not
useful attributes when developing a generic learning approach. An
ID of an emergency responder in one situation can be totally differ-
ent in another, making learning relevance situation-specific.

Our approach for a generic relevance classifier required attributes
that were not bound to a specific scenario, but were applicable to
assess relevance for multiple different crisis scenarios. In case of the
specific actor names or IDs we wanted to use their roles to generalise
about, which were generic for each crisis response and management
situation. Locations of responders in the raw data were also very spe-
cific to a particular crisis event. In this form, the data attribute was
not useful to generalise about. Deriving a geographical distance at-
tribute based on the locations of responders was an attribute useful
to generalise about. The premise was that the geographical distance
of a ’potential’ target responder to the sender or addressee might be
a useful indicator for relevance for that responder.

The content of a message may be more important for other respon-
ders than those communicating it. However, in general most of these
words are specific to a particular situation, making them, in case of a
generic model, less informative for determining relevance for multi-
ple crisis response situations. The content was used with two derived
attributes: one related to similarity between task of target responder
and one role assigned to the content based on a prior classification
task.

Task descriptions contained information about what some respon-
der was doing, which can be specific to a crisis situation, but for the
most part they were generic. In our approach, we did not use the task
attributes of the descriptions, but measured how similar the task de-
scriptions of the ’potential’ target responder were to that of the sender
and addressee.

In contrast to the attributes of the classifier model used in Chap-
ter 4, no bag-of-words representation was used directly. The final
generic attributes for the classifier were all derived from the underly-
ing emergency-specific information, such as the task descriptions and
message content.

6.2.3 Derived attributes

The selection of the attributes for learning was arguably the most
important part in the construction of a prediction model. No matter
how sophisticated the algorithm, with poor training attributes, one
will get poor results.
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In Table 19 we list the derived attributes from the raw data items
(see Table 18), that were used for building our generic prediction
model. The first three attributes were based on the original communi-
cation, and the other attributes were derived based on the similarity
of task descriptions and distances between target responders and the
sender or addressee.

attribute short description

sender (s) role of sender

addressee (r) role of addressee

content label (cl) responder label based on separate
prior message content classification
task

taskSenderSimilarity (tss) similarity between actor x and task
sender

taskAddresseeSimilarity (tas) similarity between actor x and task ad-
dressee

taskContentSimilarity (tcs) similarity between task of actor x and
content of message

distanceToSender (dts) geographical distance actor x to
sender

distanceToAddressee (dtr) geographical distance actor x to ad-
dressee

label role of emergency responder for
whom the message sent was also con-
sidered relevant by domain expert

Table 19: Model attributes

Figure 25 gives an overview of how the extraction and transforma-
tion process from the selected data fields to the actual attributes for
the classification task were acquired. Each of the derived attributes is
briefly discussed below.

6.2.3.1 Role

A role within crisis response and management is a function descrip-
tion with certain tasks allocated to it. Typically, a role can be assigned
to one or multiple actors. Within the domain of the crisis response
and management, responders and vehicles are identified with IDs
codes, which map respectively to role and vehicle type.

The ID of a responder, like for example 6311, is assigned locally,
and therefore, does not generalise well. Without some knowledge
that links identity numbers to a more abstract representation, they are
not useful for a generic prediction model. Roles, on the other hand,
are more suitable, since they are the same for many crisis response
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Figure 25: From data to training instance
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and management situations. However, to figure out which role corre-
sponds to which responder ID, mapping between them is necessary.
Within the emergency response domain the use of IDs and roles is
standardised. Therefore the mapping of IDs to roles should be avail-
able.

Recognising with which responder we are dealing can be clarified
by extracting the IDs they use to setup a communication. For example,
they communicate, ’"100" here "110", over’. Then the other responder
commonly replies, ’"110" here "100", over’. Based on the registration
of these IDs we then know that we are dealing with the firefighter
OvD and the commander firefighter of unit 110. If the IDs are not
used, then other identification might be used, like identifying some-
one based on their voice or device ID. In the absence of IDs there are
other recognition systems to acquire the ID of the particular respon-
der who is communicating.

For the TAID system we built a simple table that contains the IDs
of the responders and their associated roles. During the learning task
and the active operational activities of the TAID relevance distributor,
this table was accessed to acquire the roles of those communicating.

6.2.3.2 Content label

Many words used in the message content are specific to a particular
emergency response situation. If we use a bag-of-words representa-
tion to acquire the word attributes of the message content, then this
will include many emergency specific words. These attributes for the
prediction model will not generalise well. An option was to use a do-
main ontology to relate specific words to more general terms and use
these as attributes. This involves the construction and maintenance
of such a model. Another option was to approach it as separate text
classification task and use the automatically assigned class label as
the value for the attribute used in the relevance classification task.
In that case all emergency specific and non-specific words would be
used as attributes. We chose this latter option, using words in the
message as attributes and the role of the addressee as the class label.
Thus, the classification task tried to predict the right role for which
the words in the message were relevant. This task preceded the task
of generic relevance classification, since its output was used as input
to the relevance classifier.

Data for this multi-class learning task came from our collected
emergency response data. We represented the message content as
a bag-of-words (w1 · · ·wn). For preprocessing we used stopword re-
moval; removing words that do not contribute to semantics, like ’a’
(’een’), ’the’ (’de’), etcetera. The class labels L = {L1, · · · ,Ln} were la-
bels that represent the emergency responder roles of all addressees
in the data, such as ’Officer on duty firefighters’ or ’Police officer’, of
which we know that the information was important. Support Vector
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Machines (SVM) were used as a learning algorithm for the classi-
fier. The SVM algorithm was used, because it works well with high-
dimensional data (i.e. many attributes), with dense concepts and sparse
instances [Joachims, 1998].

6.2.3.3 Task similarity

The basic idea was that two task descriptions are more similar if they
contain many of the same tokens or words with the same relative
number of occurrences. The standard approach to measure the simi-
larity (i.e. distance) between two textual documents is to use the co-
sine of the bag-of-word vectors. The similarity of two documents cor-
responds to the correlation between the vectors. This is quantified as
the cosine of the angle between vectors, the so-called cosine similarity
(see e.g. Baeza-Yates and Ribeiro-Neto [1999]). This is what we did as
well, but we also weighed the length of the vectors using term fre-
quency -inverted document frequency (TF-IDF) to incorporate term
weights.

Weight(w, T) =
∑
w∈t

TFw,t × IDFw,T (3)

The similarity of two task descriptions of responders ti and tj were
measured as follows: they were transformed to a bag-of-words (or a
vector representation of vectors) on their degree of similarity based
on the word occurrences. To account for word importance, the TF-IDF
weighting scheme weighted the words in the task descriptions of the
responders. Making weight(w, t) (see Equation 3), large if w was
frequent in t (TF), or if t was rare in the corpus of which t was an
element (IDF). The cosine similarity value r was then calculated based
on the weighted term vectors of each task description. The distance
measure depended on the set of words contained in both descriptions
ti and tj. Only words written exactly the same would match. This
makes this similarity approach sensitive to spelling errors.

The degree to which task descriptions of a potential target respon-
der actor and that of the addressee or sender actor of a message were
similar indicated partially the relevance of a message for that target
actor. Equation 4 shows the function that computes the task similarity
value for the attributes.

r = cos(ti, tj) =
Weight(y, ti)×Weight(y, tj)√
Weight(y, ti)2 ×Weight(y, tj)2

(4)

6.2.3.4 Similarity of task and content

The similarity of what is in the content of a message and a task de-
scription of a responder indicates a degree of relevance. Similar to
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calculating task similarity, we used cosine similarity to compute the
distance between the task (description) word vector and the content
vector of the words in the message. Instead of weighting the impor-
tance of the words, as we did in Figure 5 for task similarity, we were
only interested in the matching words of these two text representa-
tions. The degree of similarity r between message and addressee task
description results from Equation 5.

r = cos(msg, td) =

∑
ymsg(y)× td(y)√
msg(y)2 × td(y)2

(5)

6.2.3.5 Geo-distance

Locations of emergency responders at the disaster area may provide
valuable information about the relevance or not of a message. Infor-
mation, for example, that is sent to an responder with the absolute lo-
cation ’at the gas station’ or longitude +40.68900 and latitude -41.78765,
might also be important for another responder also located at or near
the gas station. Unless we abstract from these specific locations, they
are only useful for one single situation. A way to abstract from actor
locations in reference to the sender or addressee of a message is to use
the distance measure.

Measuring the distance of a potential target responder in reference
to the sender or addressee gives a degree of relevance, in which the
closer a responder is to the addressee or, maybe in a lesser extent, to
the sender responder, the more relevant the information communi-
cated may be for that potential target responder.

An important issue for the value of this attribute, during online
use of the TAID system, is that the location value of the emergency
responder be continuously updated. Otherwise, the last known loca-
tion of a responder is used, which might not be his actual location.

6.2.4 Classifier model

The classifier model for relevance was built using a supervised classi-
fication task. Relevance labels that indicate relevance of the commu-
nicated information for other emergency responders at a given time
needed to be added to the data by domain experts. In Section 6.4
this relevance labelling task by the domain experts on our collected
emergency response data is described in more detail.

The task for learning relevance was multi-label, because informa-
tion communicated can be relevant for multiple other emergency re-
sponders. In a multi-label classification task, instead of a single class-
label, each data instance can be associated with multiple class labels.
Thus, data instances assigned to classes can overlap.
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The task for learning required a learning algorithm. The Naive
Bayes (NB) algorithm was chosen for the classification task. SVM was
not chosen because we consider it more useful for high-dimensional
data. In this case the classifier had to determine class relevance us-
ing a limited amount of attributes and use a relative small number
of data examples for training. Hence, we considered Naive Bayes a
more useful algorithm for the relevance learning task. In Section 6.5
we compare results of three different algorithms, including NB, for
the classification task using the available CoPI data set.

Multi-label Classification Task

Our approach for the classification task was to split the multi-label
classification task into multiple binary relevance classifiers without
directly using the label correlations. A method often applied to a
multi-label classification task is to transform it into multiple binary
relevance classification tasks, such that the binary models can be used
to learn and predict the relevance of each label. The set L = {1, . . . R}
was a set of R possible responder roles. A label set (i.e. label rel-
evances for a particular instance), was represented by an L-vector
y = {y1, . . . yR} = {0, 1}R where yj = 1 if the j label is relevant (other-
wise yj = 0), such as depicted in Figure 26. Thus, when a relevance
label was present at a data instance, the instance was classified as
relevant for its Binary Relevance Classifier (BRC), and otherwise as
irrelevant. Thus, when no relevance labels were assigned to a data
instance, for all BRCs this instance was classified as irrelevant.

Figure 26: BR classifier for each class label of the multi-label classification
task

A drawback of the multiple binary relevance classification tasks
is that it fails to take into account label correlations directly dur-
ing the classification process (see e.g. Godbole and Sarawagi [2004],
Tsoumakas and Katakis [2007] and Read et al. [2008]), although there
are several methods that overcome this limitation (see e.g. Cheng
and Hüllermeier [2009]) and Godbole and Sarawagi [2004]). When
the system learns the relevance relation for all crisis responders in
one model, the importance of attributes for a specific type of actor
may no longer be very strong. It is plausible to assume that certain
attributes weigh more (i.e. are more important) than others for differ-
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ent types of actors within the crisis response domain. Splitting them
up would undo this differential weighting.

An alternative paradigm to multiple BRCs is the label combination
or label powerset method (LC). LC transforms a multi-label problem
into a single-label (multi-class) problem by treating all label combina-
tions as atomic labels (i.e. each label set becomes a single class-label
within a single-label problem). Thus, the set of single-class-labels rep-
resents all distinct label subsets in the original multi-label represen-
tation. The disadvantages of LC include its worst case computational
complexity and tendency to overfit the training data, although this
problem has been largely overcome by more recent methods (see e.g.
Tsoumakas and Katakis [2007] and Read et al. [2008]).

The learning algorithm

A consequence of splitting up the classifier model per role was that
the learning task was divided into multiple learning tasks; thus, in-
stead of modelling one probability distribution P(Y|X), with this method
we did so for ‖R‖ labels, one for each role. This means we had ‖R‖
BRCs with a NB learning algorithm trying to model a relevant/irrel-
evant probability distribution model.

Equation 6 shows the probability distribution P(y = 1|X) to be
learned for relevant data instances and P(y = 0)|X) for irrelevant
data instances. This probability distribution was modeled for each
role, and the input attribute space X = {x1, . . . , x7}. R = {1, · · · ,R}
was the label set which corresponds to the different roles (e.g. OvD-
G, OvD-B and MKB). Each responder a has a role a ← ri. Training
instances per Pri(Y|X) were constructed for all responders with role
ri.

In Equation 6 we show the variables for the probability distribu-
tion to be learned for the relevance class (y=1). The attribute values
of X were computed as follows. First the role of the sender and ad-
dressee were determined. Second, the similarity between the task de-
scriptions of the sender and target responder, and addressee and tar-
get responder was decided. Third, the distances between the location
of the sender and target locationt were determined, as well as the
addressee and target. Fourth, the similarity between the message con-
tent of the communication example I and the task description taskt
of the target responder t was determined. Fifth, a role label was de-
termined based on the content of the message.



6.3 the copi data 103

P
(
Y|x1, x2 . . . , x7

)

x0 = Isenderrole

x1 = Iaddresseerole

x2 = sim(tasksender, taskt)

x3 = sim(taskaddresee, taskt)

x4 = distance(locsender, loct)

x5 = distance(locadressee, loct
x6 = sim(I, taskt)

x7 = msglabel(I)

(6)

6.3 the copi data

Important for our learning system was to work with realistic data.
The raw data from which we need to extract the input attributes for
the learning task had to be collected from realistic crisis response
and management situations. Waiting for a real disaster to happen in
order to start the collection of data was not feasible. More feasible
was to collect data during crisis response exercises. Afterwards, these
exercises were evaluated by experts, which provided additional infor-
mation about the crisis response and management operation. During
the evaluation the experts were able to provide relevance labels to the
raw data examples.

A few times per year the multi-disciplinary disaster management
services of the region Twente organise an operational disaster man-
agement exercise based on a realistic disaster management scenario.
The aim is to train and analyse the actions and decisions of emergency
response actors responsible for operational command, the officer-in-
charge of each discipline. These particular exercises are called ’com-
mand at incident area’ exercises (in Dutch ’Commando Plaats Inci-
dent’ [CoPI]).

Preliminary to the start of the exercise, the actors get briefed with
what happened and the current status. From there they have to figure
out what is happening by communicating and sharing information
with other first responders. The story-line of the exercise describes a
large train accident near the city-centre of Almelo in the Netherlands.
A passenger train collided with a truck at a railroad crossing adjacent
to a large construction side. The collision caused the train to derail
and fall into a large construction pit. Rumours about the presence
of affiliates of the terrorists, who are being prosecuted in the inter-
national court in the city centre of Almelo for their involvement in
the bombings of Madrid in 2004, imply that the accident might have
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been caused by terrorists. Emergency responders dispatched to the
incident location are informed to be extra cautious.

The type and number of actors involved within such a disaster man-
agement exercise are listed in Table 20. Actually, two exercises were
held simultaneously with two separate groups of officers-in-charge.
Most of the other actors were played by the trainers. Trainees used
communication devices to exchange information with units or cen-
tralists and direct what kinds of actions need to be taken. Standard
to CoPI level management is that officers meet each other every 30

minutes in the CoPI-container located at the simulated disaster area
to discuss the situation and share information. The total duration of
an CoPI exercise is about one and a half hours.

To collect realistic raw data about the involved responders, we reg-
istered their communications and activities. To register the voice data
we attached microphones to the outfits of the officers-in-charge. In
this way we could register all mobile-phone (i.e. porto-phone) traffic
per channel and face-to-face communications of the officers-in-charge.
Besides these registrations, the communications of all actors with the
centralist operators were automatically recorded by the centralist con-
trol room. Data collection for the hour-and-a-half exercise resulted in
approximately 6 gigabytes of audio data for each session.

Role (Abbrev.) Amount Description

OvD-B 1 Officer-in-charge firefighters

OvD-P 1 Officer-in-charge police

OvD-G 1 Officer-in-charge GHOR (i.e. medical services)

H-OvD 1 Head officer-in-charge

OL 1 Operational leader of Regional Operational Team

Fire commanders 4 Commanders of firefighter unit

GHOR 3 Ambulance medics

Police unit > 8 Police officers

MK-B 1 Centralist operator firefighters

MK-P 1 Centralist operator police

MK-G 1 Centralist operator medical services

Table 20: Involved CoPI roles of emergency response actors

The audio recordings were converted manually. The speech utter-
ances of the responders were transcribed, and the metadata of the
communications, such as the sender and the addressee(s), were added
to the data of communication examples. This resulted in approxi-
mately 1800 communication exchanges per exercise. Subsequently,
these communication exchanges (i.e. transcribed speech utterances)
were grouped into larger message segments. In Chapter 5 we ad-
dressed the automatic segmentation technique to group communica-
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tion exchanges to larger information message segments. This resulted
in one CoPI set of 282 segments and another of 254 segments.

Next to the communication examples, we also needed to add to the
data the task and locations of all responders, as described in Table 18,
at the moment that the information was communicated. Based on the
registration of their activities and the scenario script, we were able
to reconstruct them. To include the tasks of the actors, we manually
constructed task lists of general task descriptions per responder role
that were involved in the CoPI scenario.

The source of task descriptions for our data examples are the nu-
merous crisis response manuals, such as Leest et al. [2000], Tilman
[2004], IJsseldijk [2007], Kenniscentrum Risico- en Crisisbeheersing
[2007], Brandweer Nederland [2013], Veiligheidsregio Amsterdam -
Amstelland [2008] and Heiloo [2005, 2006]. Such manuals describe
many of the tasks and responsibilities of each role. Most of them are
available online or were provided for us to use by professionals in a
Dutch safety region. In Table 21 a subset of the tasks of the fire com-
mander and firefighter officer-on-duty roles are shown. We selected
the task description of the activity of the responder at the moment of
the communication and added this to the data example.

ROLE TASK DESCRIPTION

Unit
com-
mander

Reconnaissance (search and rescue): perform initial exploration of dis-
aster area. Assess the danger level and coordinate the rescuing and
securing of any casualty, if possible.

Execute repressive plan for mitigation of disaster situation.

Evacuate/withdraw unit from the danger zone to a more safe area.

Secure any casualties of the accident.

Stabilise any vehicles as a safety measurement for the team.

Complex rescue plan, set up an initial workplan based on the results
of the detailed reconnaissance operation. Work out an approach for
securing casualties that requires heavy rescue tools and techniques.

Officer
on duty

Coordinate the firefighter emergency response operation in the field.

Collect up-to-date information about the situation at the disaster area,
and statements about security risks.

Asses safety of work situation for responders on the basis of statements
of responders in the field.

Coordinate operation with OvD-G, consult the OvD-G for acquiring
better situational awareness of the situation.

Table 21: Role-task list example (firefighters)

Locations of involved actors could not be recorded during the CoPI
exercises. To include responder locations to the data, we chose to
trace the responders’ geographical locations using a map of the dis-
aster area, thereby, dividing the area into 20 locations where actors
were located most of the time during the exercise. Based on the com-
munications of actors and a map given in the scenario script, we ap-
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proximated their locations during the scenario. Knowledge of the dis-
tances between the locations was recorded in a distance matrix (see
Appendix B.1). When distance values for responder locations needed
to be computed, the distance matrix was consulted.

6.4 expert relevance labelling task

Two emergency-response experts, who also took part in the CoPI ex-
ercises, participated in our relevance labelling task of the data. The
domain experts were presented with messages from the interlocu-
tors (i.e. dialogue messages) sent during the CoPI exercise and were
asked to label each item with a selection of the available relevance la-
bels (i.e. responder roles). In total the labelling task encompassed 282

examples for CoPI-A and 254 for CoPI-B. Each data set was assigned
to an expert, who only labelled that particular set.

Figure 27: Expert labelling tool

In Figure 27 the tool used by the experts for the data labelling task
is shown. On the far left, the data set item index is given. To the in-
dex’s right, the window with the transcribed communication content
(i.e. segmented message) is given. On the right side of the tool are the
relevance label categories. Each communication example presented to
the experts has two or more dialogue interlocutors: a sender and one
or more addressees. During labelling categories associated with in-
terlocutors (those actors participating in the dialogue) were disabled.
The expert could then choose only from categories associated with
responders not taking part in the conversation.

Multiple responders, such as fire-unit commanders and police of-
ficers, are usually involved with multiple units, depending on the
size of the emergency situation. Individually, these responders do not
provide many communication examples to the data. Their operations
also span the disaster area. Labelling each individual responder at
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a certain location was an undertaking omitted for this labelling task.
For a general solution, it should be possible for the expert to add a
relevance label for each individual responder’s role and location.

For the relevance labelling task, the firefighters, police officers, and
medics lowest in the hierarchy were grouped to reduce the amount
of role categories, which limited the relevance label categories for
those roles to three categories. Since we still wanted to have some
differentiation, we did not want to group them to one location, and
thus divided the categories into three important locations at the dis-
aster area. Relevance label categories for these responder roles were
divided into ’at the head’, ’at the tail’, or at ’truck-loader vehicle’ (in
Dutch, ’dieplader’) location of the disaster area.

Table 22 gives the frequency of the relevance labels for each CoPI,
as labelled by the experts. For CoPI-A, 164 of the 282 communication
examples were labelled with relevance labels for actor roles other than
the interlocutors. For CoPI-B, this number was 136 of 252 communi-
cation examples. Table 22 shows that the relevance label distribution
between CoPI-A and CoPI-B are different. CoPI-A has for many rel-
evance label categories frequencies that are twice or four times the
amount of labels for CoPI-B. We can observe that in CoPI-A appar-
ently much of the communicated information was not sent to the
units located at the head of the incident, for whom it was considered
relevant by the expert that performed the labelling task.

Label category CoPi-A CoPI-B

BV head 81 24

BV tail 39 22

BV truck loader 36 22

GHOR head 52 10

GHOR tail 17 10

GHOR truck loader 25 10

Police head 32 18

Police tail 14 13

Police truck loader 15 15

ROT 37 31

H-OvD 56 44

OvD-B 27 14

OvD-P 59 67

OvD-G 48 22

OvD-Prorail 47 26

MK-B 40 20

MK-G 37 31

MK-P 33 78

Table 22: Frequency of relevance labels per set
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Further analysis of the labelled CoPI data gives insight in the rele-
vance labelling decisions of the experts. We can get insight into which
relevance label is frequently related to sender or addressee. To visu-
alise this relevance data, we created a matrix of each labelled CoPI
data, putting the sender actors on the x-axis against the addressee ac-
tors on the y-axis. The related relevance labels and their frequencies
are the (x,y) values. The matrix is shown for CoPI-A in Figure 28 and
for CoPI-B in Figure 29.

Some observations drawn from the matrices are as follows: from
the matrix of CoPI-A we observe that when the H-OvD actor is the
sender actor this implies that the information is considered irrelevant
for any other actor. When the sender actor is a control room oper-
ator of one of the disciplines that communicates to its own officer
in charge (OvD) then this information is considered relevant for the
control room operators of the other disciplines, as well as the OvD’s
within those disciplines. We also observed that when an actor with
GHOR role (e.g. Driver 54 in CoPI-A) is the addressee, this implies,
according to the expert, that the information is only relevant for the
GHOR discipline (in this case the others with the officer-in-charge
role of the medical services [OvD-G] and medical services centralist
operator [MK-GHOR]). Also, when the OvD-B is the sender and OvD-
G is the addressee actor, then this factor is almost always irrelevant
for other actors, with one exception of relevance for a fire unit. From
the CoPI-B matrix we observe the reverse regarding the H-OvD actor.
In CoPI-B when H-OvD is the addressee actor, this implicates that
the information is considered irrelevant for any other actor. The same
applies to OvD-Prorail. When OvD-P is the addressee and OvD-G is
the sender actor, according to the experts, the information is irrele-
vant for any other actor. In addition, when the addressees are from
the medical discipline (i.e. OvD-G, MK-G or GHOR), this implies that
information is not directly relevant for police units.

6.5 the relevance classification task

Training the classifier models on the labelled CoPI data involves sev-
eral steps: (1) converting the raw CoPI data to training instances
based on the method as described in Section 6.2, (2) choosing an ade-
quate learning algorithm, and (3) building models based on the given
training data. In the CoPI scenario there were 12 different roles. The
different roles are shown in Table 23. Each instance presented to the
classifier may have multiple assigned role labels; these role assign-
ments are transformed into 12 distinct binary (role) classifier models
with a relevance/irrelevance class. The actual CoPI data transforma-
tion and learning process is done with our TAID tool (see Figure 15

in Chapter 3).
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Figure 28: Matrix sender vs. addressee CoPI A
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Figure 29: Matrix sender vs. addressee CoPI B
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The transformation of the raw CoPI data instances to the training
instances of the classifier models yielded positive (i.e. relevant) in-
stances and negative (i.e. irrelevant) instances. In Table 23 the num-
ber of positive and negative instances per classifier model is shown.
There are two observations to make from these instances: (1) the total
number of instances for BV, GHOR, and Police BRCs have three to
four times the amount of instances than for other BRCs; and, (2) the
proportion of positive and negative instances are skewed toward one
class. The former observation originates from our choice to bring the
different units who have the same role together under one classifier.
For the fire BV role this choice meant that for each raw data item, we
obtained four training instances: one for each actor that has BV as role.
The latter observation results directly from the relevance of communi-
cations. Since most communications are irrelevant for other actors, we
saw this irrelevance reflected in the proportion of negative and pos-
itive instances per classifier model. The phenomenon of imbalanced
classes can be problem for a learning algorithm. This is a common
characteristic of many real-world classification problems [Sun, 2006].
From the CoPI data this resulted in a largely over-represented (i.e.
majority) irrelevance class.

The consequence of the imbalanced classes for construction and
evaluation of our classifiers was that many test instances were classi-
fied as irrelevant, since that is the best thing to do in order to acquire
high accuracy. For example, when using a generative Naive Bayes
algorithm for learning P(Y) and P(X|Y), the imbalance negatively ef-
fects performance for predicting the relevance class [Mitchell, 2005].
The prior distribution P(Y) heavily prefers (i.e. has high probability
for) the irrelevance class. The higher the degree of class imbalance,
the more the complexity of the concept being learned, and the smaller
the training set, the greater the effect class imbalances has on the per-
formance of the classifiers [Japkowicz and Stephen, 2002].

The class imbalance problem can be dealt with at the data or al-
gorithm level [Chawla et al., 2004]. At the data level the solution in-
cludes different data re-sampling methods. Class balance by necessity
is limited either to replicating the minority class or removing some
of the majority class. The former does not add information, and the
latter actually removes information.

An option to evaluate classifiers with imbalanced classes is to use
the Receiver Operating Characteristic (ROC) curve. An attractive prop-
erty of ROC curves is that they are insensitive to changes in class
distribution [Fawcett, 2006]. In a ROC-curve the true positive ratio
(TP/ T ) (i.e. those instances that are relevant and classified as such) is
set against the false positive ratio (FP/ N) (i.e. those instances wrongly
classified as being relevant). For a classifier this gives a ROC-point
(a.k.a. a cut-off point), which shows how well a classifier does in dis-
criminating positive instances from negative ones. When varying the
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frole CoPI-A (+) CoPI-A (-) CoPI-B (+) CoPI-B (-)

BV 122 980 83 948

GHOR 34 226 7 232

Police 61 812 46 775

ROT 39 254 31 244

H-OvD 58 215 44 227

OvD-B 27 144 14 150

OvD-P 42 186 61 173

OvD-G 49 163 22 168

OvD-Prorail 49 233 26 242

MK-B 45 217 20 228

MK-G 38 208 31 205

MK-P 34 191 21 170

Table 23: Number of positive and negative class instances per classifier

decision threshold, we get varying ROC points, which together make
the ROC curve. If we make the decision threshold high, we will not
mistakenly determine that certain instances are relevant, but we will
miss some of the instances that actually are relevant. If we make the
threshold low, we will correctly identify all (or almost all) of the rele-
vant instances, but will also mistakenly determine relevance for more
instances that are not relevant. The more the curve lays in the upper
left corner, the better its discriminating power to decide between rele-
vant and irrelevant instances. In other words, the classifier is capable
of adequately assessing whether a random instance is relevant or not.

ROC-curve analysis also allows comparison of classifiers. The Area
Under Curve (AUC) presents a classifier’s capacity to adequately sep-
arate positive and negative instances. The area under a ROC curve
quantifies the overall ability of the classifier model to discriminate
between those messages that are relevant and those that are not. A
classifier no better at identifying true positives (i.e. the relevant mes-
sages) than the flip of a coin has an area of 0.50. A perfect classifier is
one that has zero false positives and zero false negatives and has an
area of 1.00.

Different learning algorithms can be applied to our supervised
learning task, such as Support Vector Machines (SVMs), Naive Bayes
(NB), Decision trees (DS), or Logistic Regression (LR). To test which
one would perform best, we evaluated them on our CoPI data. In
Table 24 the test results are shown. SVMs are omitted from this test,
since we consider them better suited to a high-dimensional attribute
space, such as in our previous classification task of classifying the
message tokens of a dialogue to a role label. Evaluation is done per
CoPI set and per role (i.e. classifier model frole).
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The three different classifier algorithms: J48 (decision-tree algorithm),
Naive Bayes (NB), and Logistic Regression (LR) were compared by
calculating the AUC, a more accurate performance indicator [Bradley,
1997]. For NB a threshold can be used for relevance or irrelevance. A
low threshold might result in more false positives, while a higher
threshold in more false negatives. We determined a decision thresh-
old for relevance at 0.50. The learning algorithm implementations
and AUC were computed using algorithms available in the Weka tool
[Witten and Frank, 2011].

ROC - Area Under Curve

frole vs. algorithm CoPI-A CoPI-B

J48 NB LR J48 NB LR

OvD-B 0.60 0.77 0.80 0.45 0.62 0.62

OvD-P 0.48 0.61 0.72 0.91 0.73 0.79

OvD-G 0.72 0.66 0.58 0.76 0.76 0.74

H-OvD 0.48 0.62 0.67 0.47 0.62 0.65

ProRail 0.49 0.70 0.64 0.45 0.76 0.70

ROT 0.48 0.72 0.76 0.48 0.70 0.59

Fire Commanders 0.91 0.88 0.88 0.95 0.89 0.94

GHOR 0.46 0.78 0.76 0.35 0.60 0.78

Police unit 0.68 0.73 0.86 0.62 0.83 0.90

MK_B 0.47 0.78 0.80 0.50 0.75 0.42

MK_P 0.46 0.68 0.63 0.48 0.89 0.70

MK_G 0.48 0.61 0.59 0.48 0.67 0.62

Avg. 0.56 0.71 0.72 0.57 0.71 0.67

Table 24: Area Under ROC (AUC) values

The AUC results in Table 24 show that Naive Bayes or Logistic
Regression gave better results than J48 algorithm. The J48 decision
tree algorithm generates AUC values often below 0.50. Basically, the
algorithm is not able to identify any relevant instances and classi-
fies all test instances as negative. NB performs consistently for both
CoPI sets. LR performs well on CoPI-A and slightly less so on CoPI-
B. Based on the AUC results over CoPI-A and CoPI-B, we saw that
NB and LR perform comparably, but that J48 is not useful to detect
relevant instances.

NB is a learning algorithm with a stronger bias, but lower variance,
than the LR algorithm. If this bias is appropriate, given the actual
data, NB will be preferred. Otherwise, LR is preferred for the learning
task [Mitchell, 2005]. Both algorithms are identical for a Gaussian
distribution as the number of training examples approaches infinity.
The conditional independence assumption of NB also reduces much
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parameter computation, making NB one of the more computationally
efficient algorithms.

Given the amount of data instances and selected attributes for learn-
ing with which we were working, we chose the Naive Bayes (NB)
learning algorithm for training the binary relevance classifiers. The
choice for this algorithm was based on the ability of NB to learn well
on a task in which training instances are scarce [Mitchell, 2005]. In
addition, NB scored well on the task, as the AUC results in Table 24

show.

6.6 experiments

The goal was to evaluate the performance of the generic relevance
classifier model on the collected CoPI data. With the experiments,
we investigated how well the relevance classifier would perform on
test data and how well learned patterns of one CoPI would predict
relevance for another CoPI. The labelled CoPI data were used for both
the training and testing of the relevance classifier model.

For the classification task, we built twelve Binary Relevance Clas-
sifiers (BRCs), one for each role. For each BRC we evaluated perfor-
mance. In Section 6.7 we show the results for different experiments
conducted on the given CoPI data.

6.6.1 Evaluating Methodology

To gain insight into the effect of the attributes of the classifier on
learning generic relevance, we evaluated them individually. The per-
formance of the individual attributes of the classifier are evaluated
using a single-attribute evaluator method called ChiSquaredAttribu-
teEval, an attribute evaluation method from the Weka tool [Witten
and Frank, 2011]. This method evaluates the value of an attribute
by computing the chi-squared statistic with respect to the class. The
attributes are ranked according to their evaluation results for each
classifier model using a ranker search method.

Recall, precision and accuracy, and F1 were used as evaluation mea-
surements to measure performance of the binary classifiers. A reason-
able recall value (above 50%) and high precision (above 80%) for the
relevance class was what we hoped to detect for each BRC.

The performance of the generic relevance classifier was evaluated
as follows:

1. 10-fold cross-validation to evaluate performance. This done per
CoPI set and on both CoPI sets together.

2. use CoPI-A as training set and CoPI-B as test set

The relevance learning task dealt with imbalanced classes, which
might have yielded misleading performance conclusions. Our strat-
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egy to solve the class imbalance problem in our data was to oversam-
ple the minority classes. This solution adjusted the positive training
instances (i.e. relevant instances) for each model by randomly repli-
cating the positive ones to the same size of the negative instances.

6.7 results

The individual contribution of attributes to class relevance and overall
performance of the generic learned relevance classifier was estimated
for the CoPI data.

6.7.1 Individual attribute contribution

In Table 25 we show the results of the chi-squared (χ2) attribute eval-
uation method, ranking the attributes per role (i.e. classifier model)
based on CoPI-A data. In Table 26 we do the same for CoPI-B. At-
tributes that do not contribute (threshold value is 0) were discarded.

The results in Table 25 and 26 show that the attribute Information-
RelevantFor was top ranked for 10 out of 12 classifiers in CoPI-A and
7 out of 12 for CoPI-B. For these CoPI data sets this attribute was the
most prominent one linked to the class of relevance instances. Informa-
tionRelevantFor is a nominal attribute derived from the prior message
content classification step (see Section 6.2.4), where message content
was classified to an addressee role. The label assigned to the message
content is a good indicator.

The role of the sender or addressee responder might already say
something about information relevance for another responder. In Sec-
tion 6.4 we observed that the relation between a sender and addressee
is a valid indicator of relevance or irrelevance for other actors.

The values from Table 25 and Table 26 confirm that knowing who
is sending whom information is already an important indicator of rel-
evance for others. For instance, in Table 25 the addressee and sender
role were evaluated as the most important attributes for the control
room operator of the police (MK-P). This mostly related to the in-
formation being exchanged by the OvD-P and individual police offi-
cers. Information sent by a police unit, where the OvD-P is not the
addressee of that information, is also often relevant for the officerin-
charge police (OvD-P). This phenomenon is limited to the individ-
ual topology of the organisation. The crossover of relevant informa-
tion between organisations is usually only relevant for the officers in
charge, because they share the information between disciplines. In
particular, the officer in charge of the fire brigade (OvD-B), requires
information about many multi-discipline activities, whereas the other
responders in the operational organisation can focus more on the ac-
tivities of their own discipline.
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The addressee and sender role attributes were ranked second and
third for officers in charge, such as the OvD-P and OvD-B, with the
exception of the OvD-G, fowr which it was ranked fourth place with
a slightly lower value than attribute TaskSenderTargetSimilarity, and
ranked second and third for responders with the role ROT, GHOR,
and MK_G. In Table 26 the addressee and sender role attributes are
evaluated most important for the learned model of the officer-in-
charge GHOR (OvD-G), and as shown in Table 25, similarly ranked
second and third for OvD-P, H-OvD, and ROT.

The distance attribute for classifiers ROT, MK-B, MK-GHOR, and
MK-P distance attributes were discarded, because these actors have
a fixed location during the crisis response scenario, usually far from
the location that the operational activities take place. The attribute dis-
tanceToSender measured the distance between target actor and sender
actor, and the attribute distanceToAddressee measured the distance be-
tween the target actor and addressee actor. Both scored relatively low
in this evaluation compared to the other attributes. In the case of the
OvD-P classifier in Table 25, these two attributes did not contribute
at all. For BV, GHOR, and Police the classifier models were ranked
lowest. In Table 26 we see again that for classifiers BV, GHOR, and
Police the distance attributes are ranked lowest. In Table 26, only for
OvD-B (chi-square: 23.82) and OvD-Prorail (chi-square: 26.48) did the
distanceToSender attribute have some contribution to evidence of rele-
vance class. The minor influence of the distance attribute was caused
by the low number of differentiations in responder locations.

The similarity of a target (not part of the original communication)
actor’s task with the task of the sender or addressee of the commu-
nicated information may indicate relevance of information for that
target actor when task descriptions resemble. In Table 25 we see that
TaskSenderSimilarity was ranked third for BRC of the OvD-G. In Table
26 it was in fourth place for OvD-G. The task description of OvD-G
was a relatively close match with the task description of the sender
actor in order to determine relevance for OvD-G. The same can be
said for the OvD-Prorail, Police, and GHOR classifiers. The attribute
TaskAddresseeSimilarity, seen in Table 25 had a slight contribution for
OvD-B, OvD-P, and OvD-Prorail classifiers, where it was ranked at
the bottom of the list. For OvD-G and H-OvD classifiers, the attribute
had no contribution at all. And, for BV, GHOR and Police it scored
better, ranked as third and fourth. This indicates that the task descrip-
tions of BV, GHOR, and Police match well with the task description
of addressee in order to determine relevance. In Table 26 TaskSender-
Similarity is ranked highest for OvD-Prorail. In addition, it scored
well for BV, GHOR, and Police classifiers, where it yielded a second,
third, and solid sixth place. The same was true for the same classi-
fiers in the case of the TaskAddresseeSimilarity attribute. In addition,
for OvD-Prorail it ranked high, at third place.
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Table 25: Chi-square attribute evaluation - CoPI-A
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Table 26: Chi-square attribute evaluation - CoPI-B
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The final attribute was TaskTargetSegmentSimilarity which measured
the degree of matching content between the message and task of a tar-
get actor. As shown in Table 25, it was ranked highest for Police and
second for BV and MK-B. For GHOR, it had a weak contribution com-
pared to the other attributes with a chi-square value of 14.47. Table
26 illustrates that the contribution of this attribute was ranked high-
est for BV, GHOR, Police, and OvD-Prorail. In addition, it ranked
2nd for OvD-B, MK-G, and MK-B. The high score of this attribute for
many classifiers meant that the match between their task descriptions
and the content of distributed messages designated relevance for the
communicated information for this target role classifier.

6.7.2 Ten-fold cross-validation per CoPI set

Performance of the 12 classifiers was evaluated using 10-fold cross-
validation. This means that from each CoPI data set, we averaged
results over 10 runs of each test to measure classifier performance,
where we took per run a random selection of 10% of the data as test
instances and the rest as training instances.

In Figure 30 the results for cross-validation on CoPI-A data are
shown, and in Figure 31 for CoPI-B. On the x-axis are the different
roles (i.e. BRC for each role) and the performance of these classifiers
is given on the y-axis with a value varying between 0 and 1. For
each BRC per role we give accuracy, precision, recall, and F1 for the
relevant and irrelevant class (class value y = 1 means relevant and y =
0 stands for irrelevant). In Appendix A.1 the detailed results for this
evaluation are given.

Figure 30: Cross-validation CoPI-A
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Figure 31: Cross-validation CoPI-B

In Figure 30 the average results on accuracy, recall, and precision
over all classifier models for CoPI-A was 0.73. For recall, the average
was 0.76 for the relevant class (y = 1) versus 0.70 for the irrelevant
class (y = 0). Precision had an average over all classifier models that
was 0.72 for the relevant class (y = 1) and 0.74 for the irrelevant class
(y = 0). Individual classifier performance showed that the OvD-B and
the BV (fire commanders) classifiers scored best with a F1 of 0.83 and
0.85, respectively. The F1 scores of the other classifiers varied between
0.60 and 0.78.

The classifier results in Figure 31 for CoPI-B data show an average
of 0.82 for accuracy, precision, and recall. The overall classifier aver-
age was also 0.82 for recall and precision for the relevant class (y = 1)
and irrelevant class (y = 0). Individual classifier performance showed
that the Police (police officers), MK-P (Centralist operator Police), and
BV (fire commanders) classifiers scored the best with a F1 of 0.88 for
both Police and MK-P, and a F1 of 0.93 for BV.

6.7.3 Ten-fold cross-validation on both CoPI sets

For performance evaluation, instead using of each CoPI set separately,
we used both CoPI sets together as one set. In Figure 32 the results
of this set for 10-fold cross-validation are given. These results give
an indication about how capable the learned classifier models were
at predicting relevance on the data of another CoPI situation. In Ap-
pendix A.1 the detailed results for this evaluation are given.

Figure 32 shows that the F1 value of all classifiers varied between
0.65 and 0.86. The average accuracy, recall, and precision for all classi-
fiers was 0.74. When we compare these results to the individual CoPI
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Figure 32: Cross-validation CoPI A + B

results of Figure 30 and Figure 31, we see that the scores for the classi-
fiers are slightly lower. However, generally the classifiers in Figure 32

give a balanced picture. The classifier outlier is still the BV classifier
with a F1 of 0.86.

6.7.4 Train one CoPI set, Test other CoPI set

We evaluate performance using one CoPI set for training and the
other for testing. This also gives an indication of how capable the
learned classifier models are at predicting relevance on the data of
another CoPI situation. Figure 33 shows the performance of the clas-
sifiers on accuracy and F1 for the relevant and irrelevant class. First,
we used CoPI-A for training and CoPI-B for testing. In Figure 34

CoPI-B is used for training and CoPI-A for testing.
Training the classifier models with CoPI-A and testing them with

CoPI-B gave an average accuracy of 0.65 for all classifier models. On
average, the F1 for the relevant class was 0.26 and 0.77 for the irrel-
evant class. Recall values were on average 0.66 and 0.57. The large
difference in F1 values was the result of a low average for precision
of the relevant class, 0.18.

The classifiers for GHOR, BV, Police, and MK-P scored the highest
on accuracy. Classifiers BV, OvD-Prorail and MK-G had the highest
recall values. For OvD-ProRail, the values for recall are 0.70 for the
irrelevant class and 0.73 for the relevant class. BV had recall values of
0.81 for the irrelevant class and 0.87 for the relevant class. MK-G had
recall values of 0.68 for irrelevant class and 0.77 for the relevant class.
Precision for the irrelevant class was very high (on average 0.92), but
for the relevant class very low (on average 0.18). The classifier of OvD-



122 a generic relevance prediction model : construction and evaluation

P scored the highest on precision for the relevant class, with a value
of 0.39.

Figure 33: Training model with CoPI-A and test with CoPI-B

Figure 34: Training model with CoPI-B and test with CoPI-A

The results in Figure 34 show an average accuracy of 0.70. Accu-
racy was highest for BV (0.86), GHOR (0.82), and Police (0.82). The
classifiers MK-P, OvD-P, and BV scored best on recall for the relevant
class with values of 0.68 for MK-P and 0.60 for both BV and OvD-
P. On average the F1 score was 0.31 for the relevant class and 0.80
for the irrelevant class. The large difference in F1 values was mainly
due to low averages for precision and recall of the relevant class, 0.25
and 0.48, respectively. In Appendix A.2 the detailed results for this
evaluation are given.
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6.8 conclusion and discussion

This chapter presented a method to build a generic relevance predic-
tion model for crisis response. With this method we abstracted from
location-specific relevance assessments to enable a relevance assess-
ment approach for multiple types of crisis response situations. This
approach focussed on similarities in situational work context (i.e. cur-
rent task and distance) between the emergency responders that share
information and the other responders within the organisation (i.e.
communication network). Our premise was that the degree to which
information is relevant for another emergency responder depends on
how much a responder’s current work context coincides with that of
the responders exchanging the information.

The results of our generic relevance prediction model are promis-
ing. They show we have a reasonable method for building reasonable
relevance classifiers for crisis response. Although the data sets used
are limited to the CoPI scenario, we are confident that our relevance
assessment method will work in other crisis response situations.

Average accuracy measurements based on 10-fold cross-validation
gave 73% for one set, 82% for the other, and 74% for both combined
in one set. Average recall for predicting the relevant class (i.e. y = 1)
for both sets was 76% and 82% while precision scores were 72% and
82%. The reason for the high scores was extracting test and train-
ing instances from the same data set, one CoPI scenario. However,
the combined (CoPI-A + CoPI-B) data set also gave very reasonable
scores. For example, values of 71% for average recall and 75% for
average precision when predicting the relevant class.

When we used one CoPI data set for training and the other as test
set, the results were lower, namely, an average accuracy of 68% in one
train/test combination, and the other 72%. Recall for all BRCs scored
reasonably well (above 50%) and for some BRCs high (±80%). How-
ever, precision was for most classifiers very low. The average precision
for predicting the relevant class was 18% in one combination and 25%
in the other. There are two likely explanations for this discrepancy.
First, the distribution of the relevance instances performed by expert
labelling per CoPI was different, and labelling of the data instances
on relevance was done differently by the experts, creating noisy data.
In Section 6.4 the expert relevance labelling task showed that the label
frequencies of CoPI-A were two or four times the amount of CoPI-B.
In addition, there was a discrepancy in labelling relevance by the ex-
perts for some of the actors. Second, the performance results were dif-
ficult to interpret because they were affected by the positive instances
of the test set, which are disproportionally small to the amount of neg-
ative instances. The class imbalance effect, earlier discussed in Section
6.5, was also a factor. This affected precision because the number of
false positives (i.e. mistakenly classified as relevant) were much larger
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than the number of possible true positives (i.e. real relevant messages
and classified as such).

Analysis of the individual classifier attributes shows that the In-
formationRelevantFor attribute (i.e. role label based on message con-
tent classification step) was evaluated as the top ranked attribute for
most classifier models. This result means that for most classifiers this
attribute provides highest contribution to the evidence for class rele-
vance. Similarity between a task description of a target responder and
the message content (TaskTargetSegementSimilarity) was another at-
tribute that scored high, especially for the classifier models of BV,
GHOR, and Police. The reason for this was that their task descrip-
tions were less general and coincided with words in the message be-
ing communicated. When more communication data becomes avail-
able, it will remain a question whether this will still be the case. The
content of the messages might then be less influential. Furthermore,
sender and addressee role attributes also ranked highly with many
BRCs, especially for classifiers pertaining to the OvD role.

For future data collection we propose to incorporate automatic
location specifications. Nowadays, locations of people are relatively
simple to detect and store with devices that include GPS. Further-
more, GPS information can be incorporated with a map, for example,
Google maps. Combining locations and geographical knowledge of
the area makes more detailed information available. For example, the
distance between two responders can be the length of a straight line
between their locations. However, in practice this almost never the
case. Measuring the distance between two locations with a straight
line is not often the most accurate solution. For example, two respon-
ders may be approximately 50 meters from each other, but the actual
distance travelled for one to get to the other’s location may be 400

meters. To acquire the most accurate distance between two responder
locations, knowledge about the area that the locations are in is nec-
essary. The most ideal situation would be a geographical system that
incorporates knowledge about the area when calculating the distance
between two locations on a map. Often the accurate distance between
location A and B is not a direct line, but a more circuitous one. Cur-
rently, for the TAID system we use a distance matrix of stored dis-
tances between locations of responders during a particular scenario,
which was manually constructed with knowledge about the accurate
distance between the locations on a map. The contribution of the dis-
tance attributes will probably improve the results for the relevance
class when more accurate location data becomes available.

Two domain experts provided knowledge about the relevance of
the communicated information for other responders by labelling each
of the data examples of one CoPI set. Based on the assigned labels
we saw different labelling choices from these experts. In the future
this task should involve more experts to have unambiguous labelling
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choices. Increasing the number of experts that label data enables la-
belling agreement techniques and improves correct relevance labels,
reducing noise in the data. Labelling is labour-intensive and time
consuming. Therefore, more automatic labelling techniques should
be considered. To make labelling simpler and clearer for the experts,
more situational awareness about the scenario is advisable. This more
acute expert situational awareness could be achieved, for example, by
scenario visualisation with simulation tools, such as virtual reality
disaster management simulations. This should aid the experts in sce-
nario reconstruction to better determine relevance labels.

A multi-label classification task is needed to learn a model for mul-
tiple class labels. Instead of one model that learns relevance for all
labels, we chose to transform the multi-label classification task into
twelve binary relevance classifiers (BRCs) (i.e. |classes| = 2), one for
each role label. This incorporates differences in attribute weight (i.e.
importance) for each responder role, which would otherwise proba-
bly get lost in one single classifier model. We could have built one
classifier per sender-addressee tuple. However, to proceed with this
option we would need much more data.

The number of data instances for training was relatively small ( ±
200 - 2000) compared to thousands of instances used to train classi-
fiers in other real world classification tasks (see e.g. Sanderson [1994]).
The scarceness of the data might harm the learning task’s ability to
learn and perform well on unseen instances. One remedy is, of course,
to collect much more data. Using more data may also shift the impor-
tance of some attributes. Our evaluation of different learning algo-
rithms shows that the NB classifier scores, on average, best on the
given CoPI data. The main reason NB scores well is the scarceness
of the data instances. Mitchell [2005] showed that NB outperforms
other algorithms when data is scarce. Logistic Regression (LR) has
shown to perform better on larger amounts of data. When more com-
munication data is available, LR is the preferred algorithm for the
classification models.

Looking more closely at the prediction model, we see further op-
tions for improvements. For instance, the matching of message con-
tent and task descriptions or mutual tasks is for most classifiers poor.
The degree of relevance between words of task descriptions and words
in the message does not always match up when using broad conver-
sational text and general task descriptions. Task descriptions are of-
ten very general descriptions, where on the other hand the message
content is often very specific to the situation at hand. This makes
the classifier vulnerable to mistakes, even if on a semantic level the
contents match. To compensate for the lack of matching terms be-
tween task and message, additional knowledge could be used, such
as a system like WordNet1, which enables reasoning and detecting

1 WordNet is a large lexical database of English, see http://wordnet.princeton.edu/
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of the semantic similarities of terms that are related, but are, for
example, written differently (i.e. synonyms). Or a domain ontology
could be constructed to encompass much of the domain semantics
and relate them to different terms. However, this would require ad-
ditional knowledge to be integrated and maintained. A better and
less maintenance-intensive approach is to solve this problem using
many more data examples. This approach is considered easier than
constructing and maintaining domain knowledge representations.

We chose to draw samples of the relevant data instances of the clas-
sifiers to match the number of irrelevant instances (i.e. adjusted imbal-
ance on the data level) in order to reduce the effect of class imbalance.
Other options, at the algorithmic level, include adjusting the cost of
classes to counter imbalance, adjusting decision threshold, applying
one-class (i.e. recognition) learning instead of binary-class discrimi-
nation. Evaluation by classification accuracy also assumes that a false
positive error is equivalent to a false negative error. In the real world
this is rarely the case, because classifications lead to actions, which
have consequences, for example, not detecting the relevance of a mes-
sage (i.e. false negative). Taking different costs into account for false
negatives and false positives aids the algorithm in trying to minimize
the cost during class prediction.

The cost-sensitive learning approach was not used, because we did
not know the exact cost proportion for misclassification errors. The
amount of false negatives should be minimal, because otherwise the
use of the classifier is minimal; nothing changes and everything is still
distributed as normal. However, the number of false positives might
have a negative effect on the information load of receivers. This is not
something the classifier takes into account, but should be dealt with
after the classification step.

In the next chapter we discuss the process of implementing TAID
into real crisis response scenarios. The aim of such implementation
was to examine the effect of TAID’s relevance predictions on the
course of actions actually taken in crisis response.
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A M O D E L F O R S I M U L AT I N G C R I S I S R E S P O N S E
A N D M A N A G E M E N T

Applying the TAID system to a crisis response and management setting for
analysing the effects in practice is a costly undertaking. A suitable alterna-
tive was using simulated reality.

This chapter will discuss the setup of a multi-agent based simulation
(MABS) model as a mean to model and simulate crisis response scenarios.
The simulation was used to evaluate the TAID relevance distributions on
crisis response. We present the structure of the simulation model and show
the embedding of TAID into the simulation.

7.1 introduction

Our objective was to evaluate the effect of the TAID system on the
quality of crisis response. To evaluate this in a real crisis response
setting is a costly undertaking, therefore we turned to the alternative
of simulated crisis response and management. These types of simu-
lation environments were, however, not available off-the-shelf. Also,
when we would build a simulation model, we needed to take into ac-
count two important issues: ’Which part of the scenario are we going
to model?’ and ’What do we include in the model and what do we
leave out?’. In the case of the first question, we needed to determine
what part of the scenario was the most interesting to model, since of-
ten parts of a scenario are not interesting to model in detail because
nothing happens. The latter question required us to determine what
the useful building blocks are to be included in the simulation in
order to evaluate TAIDs effect on crisis response.

Our approach to measure the effects of the TAID system in simu-
lated crisis response scenarios required the use of a simulation en-
vironment in which we explicitly were able to model specific be-
haviours of individuals that interact with each other and their envi-
ronment, and were we could analyse their emergent behaviour. Multi-
Agent Based Simulation (MABS) is a concept of Multi-Agent Systems
(MAS) that enables the construction of models with the appropriate
level of granularity. MASs are able to model individual behaviour
of domain actors with software agents and show the emergent be-
haviour based on interactions of the agents with other agents and
the environment.Jennings and Wooldridge [1995] describe MASs ex-
tensively. This type of micro simulation is most appropriate for mod-
elling domains that are characterised with a high degree of locali-
sation and distribution and dominated by discrete decision [Parunak

129
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et al., 1998]. Crisis response is such a domain that consists of multiple
distributed emergency responders who act based on what informa-
tion they have, and the events that occur in their environment. Thus,
to simulate the behaviour of the collaborating emergency responders
this type of simulation was required.

Simulated crisis response for training purposes has made its break-
through last decade when 3D-based game technology provided a
high-physical-fidelity of the graphics. This technology led to the de-
velopment of man-machine interaction systems for crisis response sit-
uations. Examples of these multi-agent based systems for realistic
training purposes are, for example, the commercially available envi-
ronments of ISEE by E-semble [2004] and RescueSim by VSTEP [2014].
Beside these realistic training experiences, realistic games were devel-
oped, such as Emergency-4 by [Sixteen tons entertainment, 2009]. For
these simulation environments high physical fidelity is particular im-
portant [Hays and Singer., 1989]. All these environments could have
been used to evaluate TAID. This would, however, require an embed-
ding of TAID in those environments.

For our experiments we needed an environment that provided de-
tailed modelling of agent activities and communications (i.e. dialogue
exchanges of crisis responders) and the modelling of ’relevance’ of in-
formation for an agent (i.e. a crisis responder), including the expected
effects (i.e. agent behaviour) of acquiring such information. The sim-
ulation part must provide insight in the execution and duration of
agent activities, agent decisions and communications during the un-
rolling of the scenario. Brahms is a software tool that meets these
modelling and simulation requirements [Sierhuis, 2001].

In this chapter we describe the Brahms system and why, with some
slight modifications, this is a valid choice to model and simulate the
effects. The setup of a generic Brahms model for crisis response and
management is described, which was used to implement a crisis re-
sponse scenario, and we show how the TAID system was embedded
in the Brahms simulation environment. In Section 7.2 we introduce
Brahms and its building blocks to model a man-machine interaction
system and simulate, and in Section 7.3 we describe how to setup
a generic model for crisis response and management scenarios that
can also interact with the TAID system. The embedding of the TAID
system in Brahms is described separately in Section 7.3.6.

7.2 brahms

Brahms is a multi-agent modelling and simulation environment for
interaction between people and systems. It consists of a set of soft-
ware tools, developed by the Ames Research Centre of NASA in the
late nineties, to build and simulate multi-agent models of human and
machine behaviour.
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The Brahms tool has been developed in the context of the Mars
Exploration Rover mission operations, as well as other areas of space
exploration, including the International Space Station, a Mars habitat
and surface exploration vehicles. A Brahms model reveals circum-
stantial, interactional influences on how work actually gets done, es-
pecially how people involve each other in their work [Sierhuis et al.,
2009]. This helps also in understanding how tasks are executed and
how the information flow proceeds between people and machines.

To couple human activity with external systems, there is an exten-
sive Java application interface (JAPI) allowing the developer to inte-
grate Brahms agents with external software applications, real-time
devices, networks, etc, and develop agents completely in Java.

The Brahms language is a pure agent-oriented language. Brahms
consists of a multi-agent, rule-based, activity programming language,
which has similarities to belief-desire-and-intention architectures as
described by [Bratman, 1987]) and other agent-oriented languages
(see e.g. Jo and Arnold [2002], Hindriks et al. [1999]), but is based on
a theory of work practice and situated cognition [Brown et al., 2000].
This theory claims that: ’Every human thought and action is adapted to the
environment, that is, situated, because what people perceive, how they
conceive of their activity, and what they physically do develop together’.
[Clancey, 1997].

For Brahms to simulate emergency response it required to model
and simulate the dynamics of the emergency setting, the emergency
responders, communication, and tasks while abstracting the key prop-
erties of emergency response from the complex detail of the emer-
gency itself (i.e. detailed models of fire dynamics). A simulation envi-
ronment simulating emergency response and management as a func-
tion of information exchange must include the elements on which
information is exchanged through communication. The elements that
should be incorporated are divided into five categories, namely ge-
ography, objects, organisation, actors and tasks. Advisory Committee
ICT Coordination in Disaster Management [2005] in the Netherlands,
identified these categories as the main categories on which informa-
tion is exchanged during emergency management.

The Brahms modelling and simulation tool has not been explic-
itly applied to the domain of crisis response and management. A
first setup for a template model for crisis response and management
based on Brahms structures was built and analysed by Bruinsma and
de Hoog [2006]. They concluded also that Brahms was a valid tool to
simulate the work practice of crisis response and management with
all the potential of exploring its dynamics. Based on a set of require-
ments that minimally should be met for simulation of crisis response
and management (Bruinsma [2010], Chapter 3 Section 3.2), they con-
firm that Brahms is capable of creating a flexible, dynamic simulation
of crisis response and management that focusses on the aspects that
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significantly differentiate crisis response from normal emergency re-
sponse: workflow complexity, communication and information. By
describing these reoccurring aspects in detail, and simplifying others,
the simulations’ applicability to other disaster types increases signifi-
cantly.

In the next two subsections, we introduce the Brahms tool and its
general structures to model an agent-based simulation.

7.2.1 Composer Tool

The Brahms tool incorporates multiple design views, such as a view
for agents, conceptual/physical objects and geography (see Figure
35). A Brahms model consist of a hierarchical structure that can both
describe the common characteristics as well as the differences be-
tween agents, objects and locations in an efficient manner, similar
to object-oriented programming languages. The characteristics or ac-
tivities defined in the highest defined group in the hierarchy apply to
all subgroups it branches into. In other words, agents that belong to
subclasses inherit the properties from the parent class.

Modelling crisis response scenarios introduces many responder ac-
tors of different disciplines. Many of them share characteristics or
show the same sort of behaviour. Modelling this behaviour for each
agent separately is inefficient. The shared behaviour should be de-
fined once at a higher level in the model hierarchy and specific agent
behaviour or characteristics should be defined at the agent-level. The
benefits of using the hierarchical approach in Brahms was that dur-
ing modelling it provided simple and quick means to apply changes
to the model, affecting all subgroups. It further resolved the problem
of having to define all characteristics for a new group when it was
added to the organisational structure.

Figure 36 shows the taxonomy of the hierarchically structured mod-
elling formalism in Brahms, consisting of agents, objects, beliefs and
facts, activities, and geography. In the simulation environment these
concepts interact on the basis of beliefs agents hold (i.e. the represen-
tation of information).

Activities (primitive or composite) and workframes are used to rep-
resent tasks and sequences of tasks performed by an agent. Just as in
normal life, people engage in activities based on beliefs that they have
about the world. When someone feels hungry (belief), this person will
probably start eating (activity) shortly afterwards. In emergency sit-
uations, hunger is replaced by information about the emergency or
disaster, triggering tasks or a sequences of tasks and protocols. Indi-
vidual differences caused by the presence or absence of information,
which could be incorrect, can thus have an effect on the tasks that
are performed by the agent. Objects in Brahms can also be modelled
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Figure 35: Brahms Tool

to express behaviour. For example, a Brahms object can be used to
model a fire, that in time grows in size.

Communications in Brahms are modelled using the communicate
activity. With this type of activity an agent can send information (i.e.
beliefs) to other agents. For our TAID system these type of commu-
nications are at a too high level of abstraction. TAID expects natural
language text as input (e.g. ’We have encountered a middle size fire at
the church’), not a belief like CurrentEmergency.FireLocation(’church’) =
’middle’. Therefore we slightly modified the modelling of the commu-
nications (i.e. dialogues) between Brahms agents to include natural
language text as input the TAID system. In Section 7.3.3 we describe
this dialogue modelling approach.

Beliefs and facts are representations of subjective and objective rep-
resentations of the world. Facts are pieces of information that are
not private to the owner of the information and can be ’seen’ by ev-
eryone, who is in the same location as the agent or the object. An
example of a fact is organisational membership of a particular agent.
This can be communicated by an agent wearing a particular uniform,
without actually actively communicating it. Beliefs form the "inner
thoughts" of agents and objects, which can only be extracted by inter-
acting with them. Agents and objects can have beliefs about anything
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Figure 36: Taxonomy for groups, agents, beliefs and activities

in the world, and these beliefs can be inconsistent with the facts in the
world. An agent, for example, can possess the belief that the colour
of the car that caused a particular accident is red (e.g. Car.colour =
red ), while in fact its colour is grey (i.e. fact of the object). The beliefs
an agent has are the trigger for the activities within a workframe. Per-
ceptions of world facts or communications can lead to changes of an
agent’s beliefs.

The geography part of the Brahms model represents the spatial re-
lation between agents and objects. It is used to model the locations
(i.e. areas) where agents and objects can be situated and move around
in (e.g. a country, an office, or a car). Geographical relations between
locations are expressed using the time it takes to move from one loca-
tion to another. The relative distance can be defined by, for example,
the mode of transport or obstacles on the road and can differ for all
the agents or objects. Defining paths is also possible in the Geogra-
phy model of Brahms. A path represents a route that can be taken by
an agent or object to travel from one area to another. For the path is
specified how long it takes to travel from one area to the other. A ge-
ographical model requires to be build once and can be easily reused
for different scenarios. Level of detail can be changed easily.

7.2.2 Simulation

To simulate a scenario in Brahms we need to run the model which
triggers the execution of the initial behaviour (i.e. agent belief set)
of the agents and objects part of the model. From that point on the
actions of the agents and objects are guided by the events and their
acquired or deduced information. If multiple workframes are trig-
gered for execution because all conditions are met, then priorities of
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workframes are evaluated to determine which one will execute first.
To visualise the behaviour (i.e. activities and communications) of the
agents and objects during the simulation run timeline bars are used.

Figure 37: Timeline of simulated agent behaviour

Figure 37 shows an example of an excerpt of the behaviour of two
Brahms agents for a certain time period. The simulation output gives
information about:

• the name of the agent or object

• the (composite) activities

• the sharing of information (beliefs) using communication activ-

ities ( )

• the geographical location of the agents

• the agents’ thoughts ( )

A full description of the Brahms language and functions is de-
scribed in [Sierhuis, 2001] or at iSolutions (2014).

In the next section we show how we modelled a crisis response and
management scenario with Brahms including the dialogue modifica-
tions necessary for the interaction between Brahms agents and the
TAID system.
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7.3 a simulation model for crisis response

To simulate crisis response scenarios with a Brahms model required
some modelling effort. Modelling had to focus on those parts of
the process relevant to what we wanted to evaluate during simula-
tion. Useful building blocks to be included in the simulation model
in order to evaluate TAIDs interactions on crisis response, were the
communications by the emergency response actors in the scenario
and their execution of tasks. Information communicated by TAID to
Brahms agents may effect the sharing of information between Brahms
agents and the execution of their tasks. These time effects are made
visible with changes in time when agents have certain information
and the point in time they start and finish tasks.

To make the TAID system a fully working part within the simu-
lation, we had to align the exchange of information between TAID
and the Brahms agents. The basic communication between agents in
Brahms is through beliefs and the input to the TAID system must
be natural language text. To align these two types of communication,
we had to expand the Brahms model with natural language text com-
munications. Natural language text communications of a response
scenario was matched with communicated beliefs. This immediately
brought forward a modelling issue, namely how to model natural
language for communications between agents, which has not been
observed yet.

By introducing the TAID system into the simulated CoPI scenario
we needed to take into account ’what-if’ scenarios. These ’what-if’ sce-
narios are alternative paths (i.e. other decisions/activities) a Brahms
agent can take when it is (suddenly) confronted with a different situ-
ation. These relevance distributions might cause agents to take other
decisions and trigger other behaviour, which may affect the course
of the activities and communications and subsequently the crisis re-
sponse mitigation process. For the construction of the simulation
model this means that several possible scenarios must be included.

Brahms did not include of-the-shelf models for simulating crisis
response and management. A Brahms emergency response organisa-
tional template as part of an Adaptive Workflow Simulation (AWS),
constructed by Bruinsma [2010], provided some structural elements
for building crisis response and management scenarios. This template
consists of basic reoccurring elements that are similar between emer-
gency responses and relate to:

• The emergency itself

• The emergency response organisation

• The roles that are commonly performed by these organisations

• The concrete objects that are used during emergency response.
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• The geography areas in which the emergency unfolds

The template was limited to a framework definition of the Dutch mul-
tidisciplinary crisis response and management organisation, and com-
mon objects used by this organisation in crisis response. The structure
of the crisis response organisation part of the Brahms AWS template
elements, was used in our built Brahms emergency response scenario
model. The template had no further implementations of agents or any
general or specific behaviour for instances of these groups or classes.
Individual agents and all possible behaviours were added by us to the
model. Objects and groups of objects (classes) represented all objects
that could be used by the responders during the mitigation process
(e.g. fire trucks and stretchers) but also all objects that are located in
the disaster environment that may hinder the mitigation (e.g. obsta-
cles and fires). The template consisted of objects that could be used
once and objects that could be used repeatedly throughout the simu-
lation. Geographical locations and distances between locations were
modelled specifically for the scenario.

To implement an emergency response disaster scenario, we returned
to our CoPI data (see Section 6.3). These CoPI exercises are well doc-
umented emergency response scenarios with a relatively high num-
ber of communications and the communication data is also labelled
on relevance by domain experts. The story-line of the CoPI exercise
provides many details for setting up the scenario in Brahms. How-
ever, instead of simulating the whole one-and-a-half hour exercise in
detail, we focussed on those parts of the simulation that are impor-
tant to the TAID effect analysis, such as the execution of operational
tasks and communications between response actors. The events of
the CoPI scenario were implemented in the Brahms model including
some alternative scenarios. Tasks and workflow information of the
emergency response actors were selected from emergency response
manuals that describe protocols and tasks of the multi-disciplinary
response actors in detail for a certain type of emergency.

In the next sections we describe the elements we used to build
the Brahms model for simulating crisis response including our exten-
sions.

7.3.1 Organisation and Role Structure

Based on the involved emergency response actors in the CoPI sce-
nario we implemented 16 distinct emergency responders as Brahms
agents. These responders were the largest contributors to the data reg-
istrations in the CoPI exercises. Besides emergency response actors,
the CoPI scenario required some ’dummy’ Brahms agents (i.e. ’ex-
tras’) that fulfill the role of casualty. In Table 27 the different Brahms
scenario agents are listed.
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Function/Role Name Discipline

Ambulance medic
Driver_54_agt GHOR

Driver_55_agt GHOR

Driver_56_agt GHOR

Dispatcher
MS_Dispathcher_1_agt GHOR

FD_Dispathcher_1_agt Firebrigade

PD_Dispathcher_1_agt Police

Officer on duty
MS_Officer_On_Duty_1_agt GHOR

FD_Officer_On_Duty_1_agt Firebrigade

PD_Officer_On_Duty_1_agt Police
Head officer-on-duty FD_Almelo_HeadOfficerOnDuty_1_agt Firebrigade
Operational leader OperationLeader_agt Firebrigade
Attack squad FD_111_agt Firebrigade
unit commander FD_110_agt Firebrigade

Police officer
PD_1102_agt Police officer

PD_4201_agt Police officer
Officer-on-duty railway Prorail_OfficerOnDuty_agt Rail company
Victim of the accident CurrentEmergency_victim_[nr]_agt Civilian

Table 27: The Brahms scenario agents used in the simulation

The Brahms scenario agents were part of a crisis response organi-
sational structure. This structure was a hierarchy model of the crisis
response organisation. With this structure the differences in responsi-
bilities and activities of agents could be separated and common char-
acteristics shared. Figure 38 shows our used organisational hierarchy
in Brahms. The top-level node in the implementation of the hierarchy
model of a Brahms emergency response organisation is SimBaseGroup.
This group has the highest abstraction level. Under this group the Or-
ganisation_grp was defined. Here, the organisational structure of the
emergency response organisation unfolds. Namely, in this Organisa-
tion_grp we had defined the group of the Dutch crisis response and
management organisation, which included the monodisciplinary or-
ganisations, such as the police, medical services and fire department.

The groups defined in Organisation_grp branch further into increas-
ing levels of specificity. Figure 39 illustrates the relation of a firefigher
unit as part of the regional fire brigade. Under the FD_110_grp (i.e.
the lowest level of group abstraction in this case) the individual fire-
fighter agents were added. These agents inherit the properties from
the higher level groups they belong to. The FD_110_grp consisted
of six agents that were named according to their role and unit. The
agents inherit all initial beliefs when added to the group FD_110_grp
(see Figure 40). By specifying most of the agents’ properties and prop-
erty values at the organisational and role levels, an agent could sim-
ply be modelled by placing it in a combination of groups (organisa-
tion, and/or role).
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Figure 38: Response organisation Figure 39: Fire unit organisation

Emergency response actors needed to have knowledge about the
communication identities of other agents within their organisation.
For example, the number 110 refers to the agent performing the role
of unit commander in unit 110, numbers 111 and 112 refer to the
agents performing the role of attack squad firefighter in unit 110,
numbers 113 and 114 refer to the firefighter agents performing the
role of water squad in unit 110; finally, number 119 refers to the
agent, who has the role of driver and pump operator in unit 110.
The unit number and the role number, unfortunately, do not hold in-
formation about which emergency responder actually is represented
by that number. The only information that is available is that unit 110

represents the first unit and consists of agents that have certain roles.
An agent does not know which actual person is linked to a specific
unit or a specific role, making it hard to make reference to specific
emergency responders. Knowledge about the IDs of other agents en-
ables to setup communication with another agent with a particular
role.

In general, one can state that organisations consist of people who
perform tasks related to the role they have within the organisation.
Roles, in this respect, structure the tasks that are performed, and can
lead to role exclusive knowledge about, for example, procedures and
goals. However, roles in the crisis response organisation are short
lived, given the dynamic character of the emergency response organ-
isation. For example, the first medical responder part of an ambu-
lance unit arrives at the scene of a large accident. He or she then gets
assigned the MS Leader Casualty Collection Point role because of the
severity of the accident. The agent’s belief about its role changes due
to the change in group association (see Figure 41), which also means
that the agent’s responsibilities and activities change.

Besides the emergency response actors we used Brahms agents as
’extras’ that took on the role of casualty. Some of the emergency re-
sponse actors in the scenario interacted with these ’extras’, for ex-
ample, a medic that had to assess the condition of the casualty for
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Figure 40: Property inheritance

Figure 41: Roles

further medical treatment. These ’extras’ have been modelled with
some physical characteristics (e.g. injury level). Based on this phys-
ical state a medical service agent could determine their health state
and prioritize the medical aid.

Other characteristics of emergency response actors can be included
in the model as well, depending on what is needed for a scenario.
For example, psychological characteristics could be included to mon-
itor elements that cannot be observed directly during emergencies or
emergency response exercises, such as workload and communication
load. For our evaluation purpose of analysing the effect of TAID on
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Brahms activity Task description

assessSituationVictims Getting insight into the casualty situation of T1 T2

T3 (triage) marked victims at the disaster area.

Table 28: Task description

crisis response these characteristics were not necessary to include in
the model.

7.3.2 Tasks and Workflow

Important to the analyses of the effects of the TAID relevance distri-
butions were the tasks the agents had to perform to finish the disaster
scenario, and how the flow of these tasks was defined (i.e. workflow
properties). Information provided by TAID to the response agents,
might cause an agent to execute another task, and possibly change
the outcome of the scenario. For building the simulation model this
meant that the information that triggers the execution of tasks of
agents had to be modelled including the priority of tasks with regard
to the other tasks that might be triggered.

Based on the ’subjective’ agent beliefs or world facts an agent re-
ceives at a particular moment in time, its corresponding behaviour
(i.e. workframes and/or thoughtframes) will be activated. Conditions
of workframes or thoughtframes might trigger other behaviour (i.e. a
state change). An agent expresses this by executing other tasks. For all
agents in the scenario we modelled their behaviour based on a finite-
state machine (FSM) model to create an overview of their possible be-
haviours during the simulation, and then implemented the behaviour
and triggering conditions per agent in the simulation model.

For each role, we defined the tasks and workflow properties (i.e.
priority and duration). Part of the behaviour of the agents was de-
fined in the group General Activities. Other more specific behaviour
was implemented at the Brahms agent level. Some tasks required a
fixed amount of time others were variable and will take as long as
certain conditions are met. Tasks in Brahms have an unique ID that
is used later on to retrieve task descriptions, for example, in Table 28

we show the description of the task assessSituationVictims. For each
agent we described their (possible) tasks during the scenario, which
are listed in Appendix B.2.

For each role in the emergency response model, we defined their
general tasks as (primitive or composite) activities in a group. A prim-
itive activity of an Brahms agent with a firefighter role, is for example
extinguishing fire. A composite activity is a sequence of primitive ac-
tivities, like the task medical assistance of an Ambulance Medic, which
consist of the primitive activity labeling victims and giving medical aid.
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In Figure 42 the implemented hierarchy of the general activity groups,
for each role, are shown.

Figure 42: General activities Figure 43: Activities per role

Each General activity group consists of primitive and composite ac-
tivities that trigger behaviour of agents when preconditions of their
workframes are met. If multiple workframes trigger simultaneously
then the priority attribute is checked to determine the workframe ex-
ecution sequence. In Figure 43 the group General Activities FD Unit
Commander grp is shown with the different modelled primitive and
composite activities for the role FD Unit Commander. For example, this
agent has an activity called reconnaissance, which he executes when
the preconditions of the related work frame are met. Beside these
general activities defined in these groups, each individual Agent can
still have his own specific behaviour (i.e. non-general role related ac-
tivities) which are defined at the agent level.

In practice emergency responders react to the current state, which
can change their workflow due to new information being provided to
them in the form of situational cues or as a result of communication
with other responders. By doing this, they restructure and combine
parts from different workflows that are described in action plans. The
actual workflow thus emerges through improvisation. In this struc-
ture a task is triggered when its enabling conditions are met and
when that task has the highest priority compared to other triggered
tasks. When another task receives a higher priority during execution
of the initial task, the initial task is interrupted. When executed, the
outcomes of a task can influence the parameters of the preconditions
of other tasks, with the consequence of triggering tasks or blocking
triggering of other tasks.

The rationale behind the workflow planner is that when a person
knows that he or she has a task on the ’to-do list’, he or she knows
the priority of that task. Hence, this person will not perform any other
task at that moment, the task on the ’to-do list’ is removed from the
’to-do list’ and is performed. Which task the agent in the simulation
removes from the ’to-do list’ is based on the priority of that task and
the first-come first-served principle. The workflow planner repeats
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the activity until there are no more tasks on the ’to-do list’. For a task
to interrupt an activity that is performed it has to be a task that is on
the ’to-do list’ and have a higher priority than the task that is being
performed. The workframe that is added to the workflow planner is
an activity that monitors the activities in the ’to-do list’ and activates
emerging tasks that have a higher priority than the task that currently
is performed, causing the higher priority task to interrupt the task
being executed.

For a realistic emergency response simulation we needed the work-
flow planner to simulate adaptive workflow for all of the involved
emergency response actors. To create an on the fly workflow, infor-
mation about the active tasks, the triggered tasks and task priority of
these tasks provide the minimally needed information. These task at-
tributes provide the workflow planner with the information needed
to construct the task structure and workflow. Active tasks are the
tasks that are currently performed. With the exception of the inter-
rupt workflow type, this binds only to one specific activity. This is
the actual task that is being performed by the agent. Triggered tasks
represent the task of which the enabling conditions are met, but that
are waiting to be performed. This could be seen as a stack or the ’to-
do list’ of an agent. Finally, task priority refers to the urgency the task
execution has. For each task of an agent, the mentioned task attributes
were defined.

In Appendix B.3 we show the Brahms workframe code pertaining
to the workflow which is defined at a high-level in the organisational
structure. These workframes determine the highest priority task (Fig-
ure 68), initiate the highest priority task (Figure 69) and determine
if the current task should be interrupted for another more important
task (Figure 70). These workflow planning activities cover the needed
workflow for the scenario agents that is necessary for our dynamic
crisis response scenario.

7.3.3 Communication

Communication, the sharing of information, is a key aspect of our
simulation model for emergency response. In Brahms, communica-
tion consists of requests and transfers of beliefs. Beliefs in turn are
used as conditions for actions. Since TAID works on natural language
text instead of structured beliefs, we had to expand Brahms with nat-
ural language text communication, so that in addition to beliefs also
the natural language of the information is transferred and could be
used to the TAID system for relevance assessments, respectively for-
warding beliefs to other Brahms agents.

Previously in Chapter 2, we discussed the different means used to
communicate with each other during the managing of an emergency
situation. The way in which information is communicated between
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actors is important for the distribution. At the operational level in-
formation is commonly communicated via mobilephone channels or
through face-to-face communication. These channels are limited to a
certain group of actors of a discipline. In the emergency response sim-
ulation, we only modelled explicit communications, excluding any
information being inadvertently picked up by actors from a conver-
sation (i.e. the cocktail party effect [Smith, 2012]) by responders that
might happen in real world situations.

To incorporate natural language text in the simulation model we
focussed on modelling the spoken dialogues between responders. In
Brahms information sharing can be modelled with communication ac-
tivities. With communication activities agents can send each other be-
liefs (i.e. semantic chunks of information). When Agent FD-111 wants
to communicate to another agent his location it, for example, sends
the belief FD-111.location = Violierstraat. The addressee agent receives
this information and updates its belief set.

To incorporate dialogues we needed to model sequences of commu-
nicates and dialogue turns between two agents. Each dialogue turn
consisted of a group of beliefs that related to the actual natural lan-
guage text of what has been said. At each dialogue turn, we then
communicated the beliefs to the other interlocutor and included the
corresponding natural language text as a communication copy that is
sent to the TAID system.

To implement the dialogue structures in our model, we created di-
alogue groups in model hierarchy. In Figure 44 our added dialogue
groups to the model hierarchy are shown. These groups relate to par-
ticular roles. When allocated to such a group an agent is able to initi-
ate a dialogue or will be allocated to a dialogue by another agent.

Figure 44: Dialogue activities

Each dialogue activity group consist of dialogues (constructed as
composite activities) with separate dialogue turns that are triggered
when preconditions of the workframes are met. In Figure 45 the
group Dialogue Activities FDUnit Commander grp is shown with the
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different modelled communication activities for the role FD Unit Com-
mander. Each activity of the composite activity basically represents the
Brahms agent’s turn in a dialogue with another agent. Both agents
were participating in an ’active’ (i.e. triggered) dialogue and have
their part of the dialogue modelled separately. What is said by one
agent, causes beliefs to be send to the other agent, which in turn
triggers a communication activity in the ’active’ dialogue at the other
agent. The advantage of modelling the information exchange in Brahms
in this way, is that the exchange of dialogue information is delineated.
It reduces a lot of effort in modelling dialogue exchanges. Especially,
when there are a lot of them.

Figure 45: Dialogue activities per role

Dialogues between responders need to be modelled for each sce-
nario separately because we modelled them as predefined exchanges
of beliefs between two Brahms agents. An agent can, based on the
situated context, initiate such a dialogue and both dialogue partici-
pants are required to finish the exchange of the information, making
the agents unavailable for other activities at that moment. In Figure
46 we present the formal construction of such a dialogue in our simu-
lation model. The structure follows a nested communication activity
construction, in which the information within a dialogue turn is com-
municated to the other agent, and the sender enters an activity at a
deeper level and requires to wait on the reply of the other. This nested
sequence goes on until the End Of Dialogue belief is detected by the
dialogue agents, which recursively ends all entered activities of the
dialogue.

The order of processing is as follows: when agent A’s dialogue
workframe (Workframe A) preconditions are met, it will trigger the
corresponding communication activity, interrupting any current ac-
tivity of the Agent. The communication activity (communicate A)
sends beliefs about the dialogue to the addressee (Agent B) and subse-
quently enters the composite activity process_WaitAndReply_A (Ad-
dressee). The addressee, in turn, receives these beliefs which triggers
his dialogue workframe (Workframe B). The addressee then also re-
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turns beliefs (communicate B) and also enters (process WaitAndReply_B
(Sender)). Then, again, the conditions of Agent A’s workframe in the
composite activity (process WaitAndReply_A (Addressee)) are met and
he communicates the next set of beliefs and so on. This process con-
tinues until the endOfDialogue belief is sent, which ends all nested
dialogue activities of each Agent. Hereafter, the dialogue agents in
principle return to their interrupted task or they change to another
task they require to perform at that moment.

Figure 46: Formal dialogue event

In Figure 47 and Figure 48 a part of the code is given of a dialogue
turn between the medical service agents MS officer-on-duty and MS
dispatcher_1_agt. This code is a snippet of the whole sequence of turns
in a particular dialogue. Figure 47 shows the workframe (wf response
to answer BBBB) part of a composite activity that is active until the
endOfDialogue belief is detected. Figure 48 shows the code for the
reply of information.

The workframe’s conditions are triggered based on the incoming
communication (Bystander_cob.sourceArea(’for info can move to’) = ’De
Koppel’) and (previousMessage_obj.content(’SitRap’) = ’clear’) and currentE-
mergency_cob.victims(’T1 being transported to hospital’) = 1) of the other
dialogue participant. The workframe then concludes the necessary
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information that is needed for the reply. The last two conclude state-
ments about conclude((current.communicationReference(’addressee’)= MS
Dispatcher_1_agt) and conclude((current.communicationReference(’5I’) =
13) are necessary information as input to the TAID system. This
relates to the translation between Brahms beliefs and natural lan-
guage text needed by the TAID Distributor. The next Section will
discuss this in more detail. The communication activity C_4() is then
called by the workframe and the beliefs are communicated to MS dis-
patcher_1_agt. The comments above the communication activity show
the corresponding natural language text.

During simulation run-time the agents that took part in the dia-
logue sent each other beliefs, but at the same time these beliefs were
also sent to the TAID system’s representation in the Brahms simu-
lation (called the TAIDAgent). In Figure 49 the timeline during run-
time is shown with the dialogue activity of Agent FD OfficerOnDuty 1
agt and in Figure 50 the corresponding dialogue part of the addressee
Agent FD 110 agt. The arrows correspond with the beliefs that were
exchanged.

The dialogues between the agents were defined in the Dialogue Ac-
tivities group and broken down into dialogue subgroups for each role.
For this scenario simulation we implemented 20 different dialogues
of varying size, ranging from 2 to 10 communication exchanges. To
setup the dialogues we used the communications of the CoPI train-
ing exercise. Each dialogue turn’s communication activity contained
information about the dialogue (i.e. sender, receiver, message) and
the turn (i.e. sequence ID). This information was important for the
TAIDAgent to get the corresponding natural language text of the
communicated beliefs that was implemented separately from the dia-
logues.
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Figure 47: Dialogue code communication workframe

Figure 48: Dialogue code communication activity
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Figure 49: Dialogue activity I

Figure 50: Dialogue activity II
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7.3.4 Objects

Like in the real world we require emergency responders in our sce-
nario to interact with physical objects and who reason about con-
ceptual ones. Figure 51 shows part of the used Object Model. For
example, the specific types of vehicles used in the simulation or all
the different rescue-equipment used by actors, like scaffolds, are in-
stantiated here. Figure 52 shows instantiation of flashlight objects
from the flashlight object class. It is also common to define relations
between objects in Brahms, for instance the partOf relation. In the
Agent model, we set those relations between agents and objects. For
instance, we defined a firefighter contains a flashlight object.

Figure 51: Object classes Figure 52: Flashlight equipment

Beside the physical objects, there is also a need for conceptual ob-
jects in the scenario model for reasoning. Similar to the Agent Model
and Object Model it is a hierarchy that branches into increasing levels
of specificity. In Figure 53 an example of a conceptual object is given,
that is instantiated from the conceptual object class Threat_coc. This
conceptual object CurrentThreat_cob has several attributes (e.g. type)
and relations. Using this conceptual object, an agent is able to rea-
son about the current threat and draw his own conclusion(s) (i.e. new
beliefs) from it.

While these objects or conceptual objects do not directly contribute
to the analysis of the effects of the TAID relevance distributions, they
were however important to include in the model for the realism of in-
teractions in the simulation with regard to emergency response prac-
tice.

7.3.5 Geography Model

To simulate a realistic scenario of emergency response it was also im-
portant to model the geographical environment. In our emergency
response model, we implemented a geography model which is based
on the locations in the CoPI exercise. We keep the level of abstrac-
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Figure 53: Conceptual objects

tion of the areas mostly limited to streets, crossroads, or important
scenario areas, such as the train coupes. Figure 54 shows the high-
level part of our geography model. All Brahms agents get assigned
an initial location from where they start their response activities.

Figure 54: Streets

The movements of the agents during simulation were also impor-
tant for our TAID system. Hence paths were defined between location
elements of the geography model that indicate the distance measure
between two areas. A path represents a route between two areas that
can be taken by an agent or object to travel from one area to another.
A path specifies also the time it takes an agent or object to travel from
one area to the other. In the simulation model, we specified for all
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location combinations a path distance value. In Figure 55 the paths
and distances from the street Ambstraat to other areas are shown.

Figure 55: Paths

7.3.6 Embedding TAID in Brahms

Our aim is to embed the TAID system in the simulation model in
order to analyse the effects of the relevance predictions on the be-
haviour of the agents. This requires the TAID system to have ac-
cess to all the dialogue exchanges between Brahms simulation agents
and information about up-to-date task and location information of
all Brahms agents in the simulation. First, we describe how we ad-
dressed the technical embedding of the TAID system into a Brahms
simulation. Second, we describe the communications to the TAID sys-
tem within the simulation. Third, the output of the TAID system to
the Brahms agents in the simulation is described.

7.3.6.1 TAID system as Brahms Agent

Brahms has an extensive Java application interface (JAPI) that enables
easy embedding of external software applications. Our TAID system
is also completely developed in Java and, therefore, could be easily
connected to the Brahms external interface.

Adding an ’external’ agent to the Brahms Agent View was the
first step we took. A separate instance (in our model called TAIDA-
gent) was added to the hierarchy, as shown in Figure 56. This ’exter-
nal’ agent is a reference to compiled TAIDAgent Java classes in the
Brahms Agent directory. These Java classes will link the TAIDAgent
to the functionalities of our TAID system. In other words, this TAIDA-
gent instance serves as a wrapper class around the TAID system.

The TAIDAgent has access to Brahms simulation when it extends
the AbstractExternalAgent class of Brahms. Then the JAPI methods
of the TAIDAgent are also called from the Brahms virtual machine.
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From that point on, the TAIDAgent received information of the Brahms
world state and was able to receive beliefs of other Brahms agents.

Figure 56: Added an external agent in Brahms

In Figure 57 the process of the information flow between Brahms
agents, the world state, and the TAIDAgent is shown. The TAIDAgent
interacted with the Brahms environment as follows:

(1) Receive facts about the world state. Facts that relate to tasks of
Brahms agents or their locations are used to keep track of the
task and location of an agent. This information is important for
the TAIDAgent to adequately assess relevance of communicated
information.

(2) Receive communication beliefs of ’active’ dialogues between
Brahms agents. In order to actually receive these beliefs the
TAIDAgent must be added to the list of recipients of that in-
formation. A copy of the exchanged information is then send
to the TAIDAgent that it receives through its onReceive method.
In Figure 57 this is illustrated with the dashed communication
lines as copies (D1’, D2’ and D3’) of the real communication
exchanges (D1, D2 and D3).

(3) Load the distance information between all scenario areas (which
were defined in the Brahms geography model).

The information from the Brahms agents cannot be one-on-one
passed on to the TAID system. A Brahms simulation mode simu-
lates emergency response as a function of the information that is ex-
changed. It works more on an abstract level than TAID. It situates the
emergency responders in the environment. Based on the subjective
knowledge that is stored by the actors through communication with
other actors, reasoning or interaction with objects, actions or work is
initiated. This in turn can change the attributes of the actor or ob-
jects. The TAID system, on the other hand, requires natural language
text (what is literally said), textual task descriptions and location in-
formation to calculate relative distances of all involved agents. Using
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natural language text for communications is not a common approach
for simulation environments.

7.3.6.2 Input from Brahms to TAIDAgent

Recall from Chapter 6 that the TAID System (i.e. TAIDAgent) requires
the following input:

• Sender,

• Addressee,

• Transcribed utterances acquired from CoPI data,

• Timestamp of the communication,

• Task descriptions,

• Distances between responders (based on the specified geogra-
phy model),

The input information sender, addressee, transcribed utterance and
timestamp needed to be extracted from the communication between
Brahms agents. The task and distance values were obtained through
accessing the world state, where the TAIDAgent had access to the
Brahms agents’ task and location at any given time, and updates
when changes occurred in the scenario.

In Figure 57 we give an overview of the information flow between
Brahms agents and the TAIDAgent. In the simulation the TAIDA-
gent monitored the communications between Brahms agents. If be-
liefs were communicated between Brahms agents, then the TAIDA-
gent would require a copy of this information. The problem was that
the Brahms communications did not align with the communication
information needed as input to the TAID system.

Brahms models function on very high levels of abstraction. The be-
liefs used by communicating Brahms agents are also at a much more
abstract level than communicating at the level of concrete spoken di-
alogue. In Brahms, for example, the belief CurrentEmergency_cob.type
= TrainIncident might be communicated during a dialogue. TAID will
not be able to assess relevance from beliefs, it requires natural lan-
guage text as input. This causes a mismatch between Brahms agent
communication and communication of this information to the TAIDA-
gent. Also, when a belief was sent to an addressee agent, the TAIDA-
gent knew from the belief who sent it, but not who was the addressee.
This had also to be added to the modelling of the communications.

Our approach to align the beliefs and natural language text was to
couple the corresponding natural language text to the communicated
Brahms beliefs. To do this we use additional beliefs that need to be
communicated during a communication activity of a dialogue turn.
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Figure 57: Information communicated to the TAIDAgent
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These extra beliefs specifically tell which dialogue was being com-
municated, who was sending whom information, and what was the
corresponding natural language text to each communicated belief. To
achieve this, the following two beliefs had to be added to a Brahms
dialogue turn communication activity:

• current.communicationReference("addressee") = <Agent>

• current.communicationReference("<ID> <dialogue turn>") = <nr of beliefs>

This first statement tells the TAIDAgent who is the sender and ad-
dressee of the communicated information and the second gives the
range of the number of beliefs that were communicated. The right-
hand side of the first belief (<Agent>) should be filled in with the
literal name of the addressee agent. In the second belief the dialogue
identification number must be placed, including the dialogue turn
reference (A, B . . . Z). On the righthand side of the second belief the
number of beliefs communicated must be placed.

At the input side the TAIDAgent manages the incoming beliefs of
a communication. In Figure 57 this is indicated by number (1) belief
collection. When the TAIDAgent receives beliefs it checks if the be-
lief represents a start of a dialogue (i.e. a dialogue ID). If this is the
case, then it collects and groups the consecutive sequence of received
beliefs together (based on the second belief that tells how many be-
liefs to collect for that dialogue turn). Multiple input of simultaneous
dialogues can be processed this way. In Table 29 we show a set of
beliefs, including their Brahms simulation time, that were grouped
together, because they belonged to one dialogue turn. The natural
language text associated to this communication is fetched from a sep-
arate repository based on the dialogue ID. Figure 58 shows the asso-
ciated dialogue text. The text, beliefs and other dialogue properties
(i.e sender and addressee) were put into a separate information unit
(i.e. message).

time belief

710 CasualtyCollectionPoint3_cob.currentLocation = unknown

710 CasualtyCollectionPoint2_cob.currentLocation = unknown

710 CasualtyCollectionPoint1_cob.currentLocation = unknown

Table 29: Example of associated beliefs of dialogue turn

Figure 58: Example of natural language text of a dialogue turn

After the TAIDAgent had reconstructed the Brahms dialogue seg-
ment from the received Brahms communications it added the seg-
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ment to the boundary detector (see number (2) in Figure 57). In Chap-
ter 5 we presented how this segmenter was setup. The whole pro-
cessing time for the TAIDAgent for incoming information dialogue
depended largely on the duration of the dialogue exchanges in the
scenario. The extra communication beliefs of the dialogue were dis-
carded from this point on.

In the next step, the TAIDAgent’s boundary detection mechanism
processes the information using a classifier to assess whether there is
a boundary between two succeeding dialogue turns. The mechanism
of the boundary detector in the TAIDAgent works as follows: each
dialogue turn in the Brahms model includes a set of beliefs and cor-
responding pieces of natural language text. The TAIDAgent receives
these dialogue turn beliefs and adds them to the queue of the bound-
ary detector. The boundary detector waits until there is more than
one segment on its queue to detect whether there exists a boundary
between the two dialogue segments. If not, the oldest unit is put on a
temporary stack and the latest back to the boundary queue.

When there was a boundary detected, then the oldest unit was also
put on the temporary stack, but then all segments on the temporary
stack are merged to one message. This may result in multiple nat-
ural language text representations of different dialogue turns and a
corresponding set of beliefs. The latest segment (i.e. the one after the
detected boundary) is put back on the boundary queue. If only one
segment remains for more than 7 seconds on the queue than it is
automatically passed on to the next step in the process.

7.3.6.3 Output from TAIDAgent to Brahms agents

A message (e.g. the message of merged dialogue turns shown in Fig-
ure 59) is passed on to the feature constructer of the TAID Distributor
system by putting it on a result queue. When the result queue con-
tains a message, it automatically initiates the relevance classification
process of that message. Here, the feature constructor converts (see
Figure 57), number (3)) the message, including state information (task
descriptions of involved dialogue participants) to an instance read-
able by the TAID classification method. This instance is then assessed
by the classifier (see Figure 57), number (4)) on relevance. For each

Figure 59: Merged dialogue segments to one message

agent’s current state (i.e. task description and distance value to the
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original dialogue sender and receiver) the instance was judged on rel-
evance (see Figure 57, number (5)). This means that for each Brahms
agent, not taking part in the dialogue, the classifier decided whether
the information of the message was relevant or not for that agent’s
current state. If considered relevant, the TAIDAgent forwarded the
belief set of that dialogue unit to the target Brahms agent (see Figure
57, number (6)). In Figure 30 we show a set of beliefs (i.e. correspond-
ing to the message in Figure 59)) that was sent to a Brahms agent
for which this information was considered relevant at that given time.
The targeted Brahms agent received the sequence beliefs at the same
moment in as portrayed in the Figure 30 from top to bottom.

belief set

Driver_54_agt.communicationSetUpBy("ID") = 11

Driver_54_agt.communicationSetUpBy("Driver_54_agt") = true

Driver_54_agt.communicationSetUpWith("MS_Dispatcher_agt" = true)

MS_Dispatcher_agt.communicationSetUpWith("MS_Dispatcher_agt" = true)

MS_Dispatcher_agt.communicationSetUpBy("Driver_54_agt") = true

CasualtyCollectionPoint3_cob.currentLocation = unknown

CasualtyCollectionPoint2_cob.currentLocation = unknown

CasualtyCollectionPoint1_cob.currentLocation = unknown

CasualtyCollectionPoint3_cob.currentLocation = Schoolstraat

CasualtyCollectionPoint2_cob.currentLocation = De_Koppel

CasualtyCollectionPoint1_cob.currentLocation = Louise_van_Haaftenplatsoen

Table 30: Forwarded belief set

The implementation of the built emergency response model fo-
cussed on the work and work properties of the involved actors and
their communications. The communications were modelled as dia-
logues where the belief structures were communicated, including the
corresponding natural language text for the TAID system. The im-
plementation of the TAID system as an agent in Brahms provided
selective distribution of relevant information to other agents.

7.4 conclusion and discussion

To analyse the effects of the TAID on crisis response work practice,
we turned to simulated crisis response. The Brahms software pro-
vided the necessary tools to build a simulation model for crisis re-
sponse scenarios. Although other options, such as embedding TAID
in an emergency response game environment, could have been pur-
sued, we used Brahms, which was immediately available and flexible
enough to meet our simulation requirements. Brahms provides all
the necessary building blocks to model the dynamics of emergency
response and enabled us to fully focus on the communications and ac-
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tivities of emergency responders relevant for measuring effects, with-
out the overhead and cost of using high-physical-fidelity simulation
environments.

Using the Brahms’ composer environment, we built a model for
simulating crisis response scenarios that can also incorporate the TAID
system. A hierarchical template model for the organisational and role
structure of the emergency response agents was used. To each role,
we assigned a list of tasks and workflow properties that structured
the execution of the tasks. In Brahms the communication is modelled
by structured beliefs rather than natural language. To align Brahms’
communication with the natural language text input of TAID, we
modelled specific dialogue communications in Brahms. Each mod-
elled turn in a dialogue turn contained the combination of beliefs
and the natural language text representation of those beliefs. The
TAIDAgent used the natural language text part of the communica-
tion as input and the receiving Brahms agent as the beliefs. When
relevance was determined by the TAIDAgent, it forwarded the corre-
sponding beliefs of the natural language text message to the target
Brahms agent(s). This could trigger new actions from those agents.

The proposed dialogue modelling approach enabled easy construc-
tion of dialogues between Brahms agents. Multiple dialogues could
be constructed to incorporate variations of communications in the sce-
narios, since these dialogues were only triggered when certain events
occurred. This type of dialogue modelling is also useful to use vary-
ing natural language text for dialogue discussions where the content
is the same and only how the agent says it differs. An issue with
this approach was that it is only direct usable for simulating exist-
ing communications, because otherwise the natural language text is
not available. In the Brahms simulation experiments, this issue was
solved by adding some new dialogue communications for the agents
when they diverged from the original scenario. The new natural lan-
guage text communications corresponded as much as possible to how
the emergency responder would communicate the information.

Utilizing the Brahms tool as a system for a broad range of emer-
gency response models would in our view require some additional
enhancements to the tool. We advise use of a visual editor component
as part of the Brahms composer. This component would enable the
modeller to design the complex behaviour of disaster management
work practice using a kind of finite state machine. States represent
the agent activities and the transitions between states the conditions,
which define the transition to another state. The modeller is then ca-
pable of designing much of the behaviour of the agents or objects
at a higher level and the underlying Brahms code should be gen-
erated automatically. Much of the current development overhead in
constructing these types of elaborate emergency response models is
then reduced.
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T H E I M PA C T O F TA I D I N F O R M AT I O N
D I S T R I B U T I O N S O N E M E R G E N C Y R E S P O N S E

In this chapter we apply our generic relevance learning method of the TAID
system to simulated emergency response.

A part of a disaster response scenario is simulated, in which the TAID
system is embedded. Running the simulated scenario enables us to evaluate
the effect of the relevant information distributions performed by TAID on
the activities of the simulated emergency responders and the course of the
response scenario.

8.1 introduction

In Chapter 5 we presented our method for the segmenter component
of the TAID system, which provides message segments of dialogues
between responders as input to the TAID system. In Chapter 6 we
presented a generic method for relevance classifications for crisis re-
sponse, which resulted in multiple binary classifiers for relevance de-
termination. Now we demonstrate how all these functionalities of the
TAID system will work together when applied to a simulated crisis
response scenario.

The objective of this chapter is to analyse the effects of the ’relevant’
TAID information distributions on the quality of crisis response. Do
the learned classifiers of Chapter 6 make good predictions for dis-
tributing information to other actors during the execution of a crisis
response scenario? Are there any wrong distributions and what are
the possible effects? Is TAID capable of speeding up the communica-
tions and reducing any possible damage from the disaster events? For-
warding relevant information to the agents via TAID will not mean
it will have an immediate effect on the behaviour of that agent or on
the course of the scenario. Therefore, it is interesting to know, under
which circumstances do the TAID information distributions have any
effect? To answer these questions we must apply TAID to a simulated
emergency response operation.

In Section 7.3 we showed how to build a scenario model for simu-
lating multi-disciplinary crisis response in Brahms and how to embed
the TAID system within the simulation. This setup is now used for
our simulation experiments with TAID. The events of the CoPI exer-
cise, described in Section 6.3, are used as an example to model the sce-
nario for the simulation experiments. The CoPI exercises provided us
with enough implementation details. In addition, some errors in the
information flow, that were identified afterwards, during the exercise

161
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evaluation, by the domain experts and in our own communication
analysis are included in the scenario.

Our approach for evaluating the influence of the TAID ’relevant’ in-
formation distributions is to focus on the time spent by the agents on
activities and communication of information. With the experiments
we demonstrate which effects the TAID relevant information distri-
butions can have on emergency response, give an impression of how
big that impact is, and examine how that effect seems to work.

To get precise insight into the effects of TAID, we measured the
time it took for agents to start and execute their tasks and the time
it took the agents to finish all their work in the emergency response
scenario. The first measurements indicated whether actors started ac-
tivities earlier or later than in the original scenario, the latter whether
the activity of the actor ended sooner or later. Sometimes an actor
may start an activity earlier but because of interdependence with the
task execution of another actor the task is still finished at the same
time. To analyse the time effects of TAID we run and compare two
separate simulations: with and without TAID influence.

The expected effect of the TAID approach on crisis response was
confined to specific situations. Only in a small number of cases would
there be an impact of the information distributions of TAID during
an emergency response operation. In spite of this sporadic impact of
TAID, it still can improve situational awareness and give the course
of the operational activities a big boost in the right direction, with
very low additional costs (i.e. loss of time by reading these additional
messages).

In this chapter we begin by describing our selected part of the CoPI
scenario for the simulation. In addition, some known information
flow errors that occurred in the original scenario and were modelled
also in the simulated scenario are described. Subsequently, in Section
8.5 we describe the conducted experiments. Finally, the results of the
experiments and the impact of TAID on crisis response are discussed
in Section 8.6.

8.2 scenario agents , communications , tasks and events

To measure the impact of the TAIDAgent we simulated parts of the
CoPI exercise discussed in Section 6.3). In the simulation we remained
as close as possible to the activities of responders, the real communi-
cations, and the events that occurred during the CoPI exercise. How-
ever, because we did not have all details of what happened in the
environment of the real CoPI exercise, we had to improvise some
of this information for the simulation (e.g. the number of casualties
present in the train wreckage that needed to be transported).

Modelling all details of the CoPI scenario is very time consuming
and unnecessary. Large chunks of the scenario are simply not useful
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for our analysis of the effects of TAID relevant information distribu-
tions. They can be modelled with less detail. An example is the activ-
ity of driving to the disaster location from the initial location. In that
case, simulating a vehicle with agents moving from their initial loca-
tion to a target location at the disaster sight based on a fixed amount
of time will be sufficient.

Relevant pieces of information that needed to be put into the sim-
ulation model were those parts we needed in order to measure the
effect of the TAIDAgent’s information distributions on the time vari-
ables. This reduces the behaviour modelling of the agents in Brahms
to their communication activities and their task execution. Hence, we
confined the simulation model to the available communications be-
tween responders and their main repressive activities that were being
executed (e.g. rescuing civilians or stabilising vehicles) in the scenario.
This are the key parts TAID’s information distributions may influence,
and thereby the course and duration of the scenario.

The communications between agents in the simulation model were
important input to the TAIDAgent during the simulation. These com-
munication activities were modelled in the simulation in detail with
dialogues. Since the TAIDAgent is capable of distributing beliefs to
other agents, who did not before receive this information, we had to
model new behaviour for some of the agents. These beliefs could alter
the decision-making or behaviour of the receiving agent. Alternative
behaviour (i.e. other actions/activities) for agents, based on possible
information they might receive from the TAIDAgent, was included
in the model to enable scenario variations. In the simulation we used
the exact communications registered from the CoPI exercise. For the
parts of the scenario that might deviate from the original story-line,
we modelled some dialogue communications ourselves in the spirit
of the communications registered during the CoPI exercise.

The mitigation activities of the actors modelled in the simulation
were composed of multiple smaller activities. For example, the medi-
cal agents (GHOR) at the disaster location started with coordinating
the transport of casualties to assigned casualty collection points. A
part of the work of the medical actors was to triage casualties found
at the train wreck and move them to the casualty collection points.
Their activities at the train sight encompassed triage activities with a
certain duration for each found casualty with a certain duration, carry
of the casualty to the ambulance, and transport of the casualty to the
nearest casualty collection point. Their work had finished in the sim-
ulation when all casualties were transported from the train wreck to
the casualty collection points. They then signalled to the higher chain
of command that they had finished their work. Subsequently, when
all agents executing the mitigation rescue activities were finished, the
simulation of the scenario ended.
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The task execution of each agent depended on the agent’s available
information and the priority of the activity being executed. During
the scenario the task execution for each agent was determined each
simulation second by its workflow planner, as described in Section
7.3.2. All activities in the simulation model had a predefined priority.
Some tasks had higher priorities than others because they demanded
direct action from the agent. These priorities were given by the mod-
eller. For example, the communication activities of agents in the sim-
ulation were always modelled with a higher priority than standard
activities (e.g. searching the wreckage or moving to another area).
Thus, when an agent had to communicate with another agent, the
agent overruled the activity until the communication was finished.
Then the agent returned to the activity being executing before the
communication, or started another activity because of new acquired
information.

The number of response actors in the simulation was limited to
those emergency response actors that play a prominent role in the
CoPI scenario. In the exercise the coordinating activities of the officers-
on-duty of the different disciplines (i.e. OvD-G, OvD-P, OvD-B and
OvD-ProRail), and their communication activities were central. The
other actors in the exercise who these officers interacted with played
a secondary role. Limiting the analysis of the TAID effect to only
these officer actors will not show the impact of the information distri-
butions by TAID on the workflow and the course of the scenario. The
officers on duty contribute in the simulation mainly with dialogue
communications. Therefore, we also modelled the behaviour of other
emergency responders that execute the mitigation activities.

Below we list a short description of the role, tasks, and communi-
cations of the emergency response actors in the simulation.

fd-110 Commander agent of a dispatched unit of firefighters. This
actor coordinates in the scenario the activities of his team (FD-
111 . . . FD-115) and only communicates with his team and the
officer on duty of his discipline (OvD-B).

fd-111 Part of the attack squad of a dispatched fire brigade unit. Re-
sponsible in the scenario for stabilising the train compartments
that have fallen into a pit so that casualties can be rescued or
salvaged.

ovd-b Officer on duty responsible for coordinating the activities of
the firefighter units. In the CoPI scenario this agent communi-
cates with the officers of the medical team to coordinate casualty
collection points, with the ProRail officer to arrange scaffolds
for stabilisation of a vehicle in a pit, and with the police offi-
cer for securing the disaster area and assessing the safety of the
situation for the responders involved. During a joint CoPI meet-
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ing the officers of the different disciplines share their important
information.

ovd-g Officer on duty responsible for coordinating the activities of
the medical units. In the scenario, responsible with the head
medic for determining the location for casualty collection points
and transportation of the victims to the hospitals. During a joint
CoPI meeting the officers of the different disciplines share their
important information.

md-54 Ambulance medic that is responsible for giving medical aid
to the triage victims and transporting them to designated ca-
sualty collection point. Becomes responsible in the scenario for
coordinating the ambulances at the disaster area as leader of ca-
sualty collection points and thus has to determine the locations
to which to transport the victims.

md-55 and md-56 Ambulance medic that is responsible for giving
medical aid to casualties. In the scenario, this agent executes
the triage of victims at the train compartments and transporting
them to designated casualty collection point. In the scenario this
medic of an ambulance unit is assigned an area at the train
from which multiple victims have to be labelled for triage and
transported to the known casualty collection points.

ovd-p Officer on duty responsible for coordinating the activities of
the police units. In the scenario responsible for assessing the
safety of the responders involved at the disaster area and the
disposition of the area in order to stop bystanders in entering
the disaster area. During a joint CoPI meeting the officers of the
different disciplines share their important information.

ovd-prorail Officer on duty of the Dutch Railway company who
is responsible for coordinating the railway activities. In the sce-
nario his role is limited to aiding the firefighters with specific
equipment for stabilising the vehicles in the pit.

p-4201 Policeman that upholds law and order at the disaster area.
In the scenario mainly involved in assessing the safety of the
involved responders around the disaster area, in particular with
regard to the possible presence of explosive objects near the
crash area.

h-ovd Head officer on duty responsible for the overall coordination.
In the scenario, mainly involved to share strategic information
with the operation leader (OL).

ol Operational leader responsible for the decisions at the strategic
level for operational activities of the emergency responders. Not
located at the disaster area. In the scenario mainly involved to
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obtain information for strategic decision-making. This agent’s
activities have no direct effect on the course of the scenario.

In addition to the above modelled emergency response agents, we
also added extra agents at the train compartments that played the
role of casualty of the accident. These agents did not execute any be-
haviour in the scenario and had only some health state characteristics.
These characteristics were used by the medical agents to determine
the health state as part of their triage activity. A total of 40 casualty
agents with the same health state was evenly divided over the train
compartments. Each ambulance unit (i.e. MD-55 and MD-56) there-
fore had the same amount of casualties to triage and transport to
the casualty collection points. No variations in casualty numbers at
the train or casualty characteristics were included in the simulation
model, which could affect the behaviour of the agents.

An analysis of the information distribution during the CoPI exer-
cise detected four major information flow errors between responders:

1. Not fully conveying all information about all collection points
to the ambulance medics;

2. Firefighters required scaffolds in order to stabilise the train,
but the officer-on-duty ProRail, who could quickly arrange scaf-
folds, was not aware of this until in a very late point in time;

3. There was uncertainty by the firefighters about backpacks near
the train, causing the firefighters to evacuate the scene until the
police confirmed that it was false alarm.

4. The information about the backpacks was not communicated to
ambulance medics close to the train.

In our analysis of TAID, we will also analyse whether the TAID
information distributions had any effect on solving the information
errors mentioned above.

8.3 taidagent implementation

All of the online functions of the TAID system were utilized during
the simulation. This included the boundary detection component (i.e.
segmenter); use of the method, described in Section 5.4, that merges
the natural language text information exchanged in the modelled di-
alogue turns into message segments; the binary classifier models that
each assess the relevance of the information of a message segment
for a particular role; and finally the distributor that distributes the
information assessed as relevant to agents in the simulation.

In the simulation model of the scenario, we implemented the TAIDA-
gent to monitor the dialogue communications between the scenario
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agents. The TAIDAgent used dialogue threads to process the incom-
ing information of each dialogue separately, since multiple dialogues
could be executed simultaneously in the scenario. Each dialogue in
the simulation model had its own ID that was being tracked by the
TAIDAgent until the dialogue was finished. For all incoming dialogue
information, the TAIDAgent automatically processed it into segments
with its boundary detector and then passed the segments to the at-
tribute constructor component that creates a classifier instance and
feeds it to the relevance classifier model. When a message was con-
sidered relevant for an agent, the Brahms beliefs of the message were
immediately sent to that agent in the simulation. In the simulation
model, only the current task of agents were used for assessing rele-
vance. The possible next task of an agent provided by the workflow
planner was not included in the relevance assessments of the TAIDA-
gent.

The relevance learning method, described in Section 6.2, was used
to build the generic classifier model of the TAIDAgent. In the offline
mode we trained the relevance model using the labelled data from a
CoPI exercise, see Section 6.3. Since we have two labelled sets of CoPI
data for the same crisis response scenario, we used one for build-
ing the simulation scenario and the other for training the classifier
model of the TAIDAgent. In this way, the TAIDAgent predicts rele-
vance based on data that are similar to those used for training. The
events in both CoPI’s are largely the same, but the actors share the
information in both scenarios differently. Training the TAIDAgent on
both CoPI data would mean that we would reuse part of the training
examples for testing.

8.4 circumstances that affect the impact of taid

The idea behind the TAID relevant information distributions is that
important information immediately reaches those who need it. When
actors fail to, or forget to, pass on the information, then this is picked
up by TAID. TAID is capable of transcending the organisational com-
munication links and reducing the time between the first mention
of a problem and the solving of the problem. In other words, TAID
is capable of speeding things up. Information that used to traverse
multiple linked actors is now reduced to one step, because the TAID
system sends the first mention of relevant information to all target ac-
tors at once. However, the degree to which TAID has an effect on the
activities of individual responders, and the course of the emergency
response as a whole, depends also on other factors. Certain circum-
stances, which are all to a degree important for the effect of TAID
are:

1. the number of alternative paths (i.e. connections) the informa-
tion can traverse to reach an actor;
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2. the changing environmental circumstances;

3. how actors handle the information they receive.

A side effect of the current implementation of TAID is redundant
information distribution, which can result in multiple forwarding of
the same information to the same emergency responders. In Figure
60 we illustrate this phenomenon. We see that information M com-
municated between actor A and B is determined relevant by TAID
for actor E, which is indicated with the dashed arrow from A to E,
and M ′ is the copy message of M. Subsequently, actor B communi-
cates M to actor C, who in turn communicates it to E. The step of B
communicating the information to C is also assessed as relevant for
E. Thus, in this case TAID would again provide actor E with the same
information. This can occur when actors pass information to other
actors in the organisation. In principle, having these redundant infor-
mation distributions is annoying, but they may not cause a great loss
in time ([Bruinsma, 2010]).

Figure 60: Redundant relevance predictions

A communication path is a sequence of actors by which the in-
formation traverses from a source responder to the target(s). In the
emergency response organisation, communication flows via actors
that need to keep an overview, like the control room operator. Actors
cannot communicate directly with all other actors, but their informa-
tion can reach each other actor via other actors in the organisation.
When information is missed by a responder via one communication
path, it can still reach the responder via another path. The more al-
ternative communication paths or multiple connections there are be-
tween emergency response actors, the higher the probability is that
the information will still reach the target responder. This will reduce
the effect of TAID relevance distributions, especially when the infor-
mation is passed in rapid succession. From practice we know that in-
formation can reach responders via different paths, but because of the
hierarchical structure of the organisation these paths are limited and
the time it takes to of receive information through an alternative path
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is longer because the information has to travel through more people.
Alternative routes for the information might be triggered at a much
later time than the first mention. Thus, the speed of consecutive com-
munications via alternative paths or connections is also important for
the effect of the TAID relevance distributions.

Changes to the environment reduce or increase the effect of the
relevant information distributions sent by TAID. This is a continuing
difficulty of trying to predict correctly in a chaotic system. Two issues
arise here:

a the environment matters for relevance determination;

b dynamics; information becomes relevant at a later time.

At the moment TAID limits the information from the environment
to location or distance information and task descriptions. In the fu-
ture more information about the surroundings can be included. The
dynamics of a response situation that influence when information be-
comes relevant is something of which TAID does not make much use.
For example, information about another nearby water supply might
become obsolete for a firefighter when the fire is already extinguished.
On the other hand when the fire becomes bigger and more water is
needed, the information becomes more relevant. TAID could store
this information assessed as relevant, and when someone starts with
a particular task the stored information could be retrieved. When the
workflow is known, then the information of TAID could be stored for
those tasks that will be executed shortly.

Sending the information is one aspect of having any effect, but
what the responders do with it is another. This later aspect requires
focus on the personal traits (e.g. ’years of experience’) of emergency
responders, expressed when dealing with task or information load.
The impact of these types of factors on emergency response is de-
scribed in more detail in Bruinsma [2010]. This circumstance is put
outside the scope of the experiments we describe in Section 8.5.

In the simulation some of the information distribution by the TAIDA-
gent will have an immediate impact on the activities of the emergency
response agents. The degree of this impact on individual agents de-
pends highly on the circumstances at the moment of distribution. The
influence of this variable on the activities of the agents in mitigating
the crisis situation is discussed in the results section.

8.5 experiments

We experiment by comparing NO-TAID versus TAID influence on the
simulated crisis response scenario. In each simulation we measure
the values of the time variables. These time variables relate to when
information reaches agents, when activities are started and how long
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they take to finish. We first describe the different measurements and
then the evaluation methodology. The results follow in Section 8.6.

In Section 6.7 we also measured the quality of TAIDs relevance clas-
sifier model. In that experiment we used the same CoPI data for train-
ing. Now, we examine more closely the real situation, in practice. We
use the same data to train the TAIDAgent, but let the segmenter au-
tomatically group the dialogue communications from the dialogues
of the simulated scenario into messages. The slight differences from
the former experiment in Chapter 6 are thus the used test instances:
relevant different formed messages through the use of the segmenter
and the different context information of the agents (i.e. their tasks
and locations).

8.5.1 Measurements

The experiments focussed on the effects that the TAID relevance dis-
tributions have on speeding up information distribution, workflow,
communication, and the course of the scenario. What we measured is
as follows:

I The quality of the relevance predictions;

II The time from first mention (FM) of a problem until it reaches
the target agent(s);

III The time from first mention (FM) until the problem is solved;

IV Duration of responder agent activities;

V The effect on the amount of time actors take to finish their
work in the crisis response scenario.

For point I, the relevance predictions are analysed based on accu-
racy, precision, and recall. For points II and III, the agents are faced
with an immediate problem, for example confrontation with a large
fire. To solve the problem (i.e. extinguish the fire) the agents execute
their tasks. The execution of the tasks, and hence the resolution of the
problem, can be accelerated by means of other agents, who because
of receiving information from the TAIDAgent about this problem can
act earlier. Several of these situations occur in the simulation, from
which we follow the first mention of the message. For the CoPI sce-
nario these are as follows:

M1 Agent FD-110 communicates to OvD-B about the necessity of
scaffolds for the stabilisation of the train vehicle in the pit. Tar-
get of M1 is OvD-ProRail agent, who needs the information to
deliver scaffolds to the pit. Subsequently, the scaffolds will be
used by the firefighters in the pit (i.e. FD-111 Agent) to stabilise
the vehicle and begin with saving the casualties in the pit.
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M2 Agent MKG communicates to MD-54 about the casualty collec-
tion points. Target of M2 are MD-55 and MD-56, who need the
information to quickly transport the casualties. Initially, they be-
lieve that the victims should be returned to the hospital, where
MD-55 and MD-56 left from. They are informed about the loca-
tions, but MD-56 does not know of the third casualty collection
point. Depending on the available information, they drop off
the casualties at the designated location. The quicker they can
drop off the casualties, the faster their task will be finished.

M3 FD-110 communicates to OvD-B about a backpack threat. This
information should also be available for the medics at the train
location.

M4 Agent PD-1102 communicates to OvD-P about the backpack
threat. Target of M4 is FD-110, who needs to know if the situa-
tion is safe for his men. The sooner he receives this information,
the sooner his men can restart their activities at the train wreck.

For points IV and V, we measure the time of agent activities and the
possible time reduction or time addition to the course of the scenario.

The measurements performed on the effects of the TAIDAgent’s
information distribution were limited to the primary response activ-
ities needed to finish the simulation. The duration for movement or
communication activities by agents was omitted from these time mea-
surements, because we focussed on the effect on the primary response
activities.

8.5.2 Evaluation methodology

For the quality of the relevance distributions on crisis response, we
measured precision (i.e. if the TAIDAgent makes correct relevance
decisions and does not send too much irrelevant information). For
each message segment, assessed by the TAIDAgent, we showed the
prediction of the TAIDAgent and whether it was correct. The mes-
sages that were assessed as relevant by the TAIDAgent (i.e. true pos-
itives) were compared to the messages that were sent, but appeared
to be irrelevant (i.e. false positives). This quality evaluation of the
sent messages by the TAIDAgent was done manually through analy-
sis of the message content of those messages and relating this to the
receiving agent’s current activities or location. The number of rele-
vant messages not assessed as relevant by the TAIDAgent, which are
wrongly assessed irrelevant messages (i.e. false negatives), were not
disseminated. In essence, this means that actors were deprived from
information relevant for their current work situation. In that case, the
TAIDAgent made no contribution and had no effect on the work sit-
uation of the emergency response actors.
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The number of communications can vary in the TAID/NO TAID
simulation runs. With TAID included in the simulation, the number
of communications increases because of the forwarding of informa-
tion. A smaller side-effect of TAID is that it can also decrease the num-
ber of communications. This occurs when the agents receive informa-
tion from TAID earlier and therefore do not have to initiate communi-
cations with others anymore to acquire this information. The number
of communications between the simulation runs is compared below.

In our simulation we wanted to know how long it takes for infor-
mation from the first mention until it reaches the emergency response
actor who needs to act upon it. A way to do this is to view the commu-
nication structure as a graph. The nodes of the graph represent the
actors who take action and the edges the communications between
the actors, with a probability distribution. The probability at an edge
indicates the probability that the information is communicated to the
next actor. For simplicity we assumed that all actors in our simulation
always pass the information on to the other actors.

Figure 61 shows that each edge represents the direction in which
information is passed along to other actors. Each edge has a certain
duration (δt). The value δt was calculated as is shown in Equation
7. In this equation we distinguish between two durations: 1) the time
the information needs to transfer from one actor to another (ti) and 2)
the time the information stays at some intermediate actor (actor state
time si) before it is passed along. In the equation, we add the latter
duration si to the last moment of receiving the information ti−1. The
beginning values, s0 and t0, are both zero. The path the information
follows accumulates to a total duration. In Equation 8 the formula
for the accumulating edges (i.e. duration from first mention to tar-
get actor Fn) is given. The duration of consecutive communications
was calculated with Fn, where n is the target actor who acts upon
the information. F1 is the time it takes from the first mention of the
information to the addressee actor.

Differences in the starting time of activities that the emergency re-
sponse agents execute were also measured. Information can be re-
ceived earlier by emergency responders via the TAIDAgent, but does
this also mean that corresponding tasks are executed earlier? The start
and finish time of a task are compared. We also measured changes to
the course of the scenario. Are the errors to the information flow fixed
with the TAIDAgent’s relevance distributions?

In Figure 61 we show an example of information flow along multi-
ple medical emergency response actors. The graph illustrates the first
mention of the location of the casualty collection points, which origi-
nate when the OvD-G agent communicates them to Agent MD-54 at
t0, and a few moments later the same information is passed to the
dispatcher, Agent MKG. These dialogues are indicated in the figure
with shaded ellipse forms. Agent MD-54, as leader casualty collection
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Figure 61: Communication graph

points, passes this information on to agent MD-55 and agent MD-56,
who are transporting the casualties. When agent OvD-G passes the
information also to MKG then this might lead to an alternative path
to the target agents 55 and 56, that after a certain time (e.g. seconds
or several minutes) is communicated from Agent MKG to Agent 54.

δti = (ti − (ti−1 + si−1)), i � 1 (7)

Fn =

n∑
i=1

δti i = 1, . . . n (8)

Measuring in both scenarios (i.e. TAID/NOTAID) time of informa-
tion reaching the target actors and activities of agents starting or
finishing enables us to evaluate the impact the information distri-
butions have on the collaborative emergency response and observe
under which circumstances they have an effect and which not.
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8.6 results

In this section we present the results of the experiments on the effect
of the TAIDAgent for measures I through IV from Section 8.5.1. In
total there were 32 message segments in the simulation that were
assessed by the TAIDAgent for information relevance, for each of the
15 emergency responder agents involved in the CoPI scenario.

8.6.1 Quality of the relevance predictions

Our results in Table 31 present (1) the relevant and (2) irrelevant pre-
dicted message segments assessed by the TAIDAgent. The number
of relevant predicted messages was broken down into (3) number of
messages sent correctly (i.e. true positives) and those (4) sent wrongly
(i.e. false positives). This is shown under the header ’True/False posi-
tives’. This was a manual analysis of the content of the sent messages
in relation to the relevance of this information to the receiver. The
last column in the table gives the percentage of correctly sent rele-
vant messages (3) compared to (cf.) the number of messages assessed
relevant by the TAIDAgent (1).

The results in Table 31 show that the dialogue communications
grouped by the boundary detector to messages during the simulation
run are reasonably good. The coherent topic in a dialogue between
actors was in many cases captured in the message. However, there
were some useless messages. These messages consist of only a dia-
logue ending, such as ’Thank you’ or ’we will do’. These were parts
of dialogue communications that the boundary detector component
of the TAID system treated as separate messages. The most common
cause of this type of messages was the included time limit in the
boundary detection model. When the elapsed time between two con-
secutive dialogue communication takes longer than 6 seconds, the
segmenter considered the new dialogue communication not to be-
long to the previous one. This caused the message to contain only a
dialogue ending as content. Despite the lack of any information in
the message, the relevance classifier determined these messages rele-
vant for some of the actors, probably because of the other properties
taken into account, such as the sender role. In the simulation, these
message distributions did not contribute any real information to the
target agent and are by default not relevant for them. They should be
detected and filtered out from information distribution.

The results of Table 31 show that most of the relevant predicted
messages were sent wrongly to the responder agent. For example, for
the OvD-B responder one out of 12 relevant predicted and sent mes-
sages was actually relevant. The reason for the large number of false
positives for the OvD-B was the overrepresentation of this emergency
response actor in the number of dialogue communications, since he
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Agent TAIDAgent True/False Positives %

(1) + (2) - (3) + (4) - (3) cf. (1)

OvD-B 12 20 1 11 8

OvD-G 21 11 12 9 57

OvD-P 11 21 5 6 45

OvD-ProRail 19 13 12 7 63

H-OvD 25 7 19 6 76

OL 19 13 11 8 58

MD 54 2 30 2 0 100

MD 55 3 29 1 2 67

MD 56 3 23 1 2 33

FD 110 0 0 0 0 0

FD 1102 3 29 3 0 100

MKG 5 21 1 4 20

MKP 17 14 10 7 58

Table 31: Quality relevance predictions in CoPI scenario

was one of the key players in the exercise. For other actors, the scores
are much better, such as for H-OvD, where 19 out of 25 messages
were sent correctly by the TAIDAgent.

8.6.2 First mention communication flow and problem solved

Two simulation runs: NO-TAID and TAID, are compared. The mes-
sages M1 through M4 refer to the first mention (FM) of a particular
message in the scenario as described in Section 8.5. Subsequently, we
checked when the target agent received the message in both simu-
lation runs. Ft is the elapsed simulation time from first mention to
target agent represented in seconds.

Msg NO TAID TAID

FM (sec.) Target Time (sec) Ft (sec) Time (sec) Ft (sec)

M1 1200 OVD-Prorail 1698 498 1557 357

M2 735 MD-55 873 138 873 138

735 MD-56 - - 1713 978

735 OvD-G 1618 883 1618 883

M3 1835 MD-55 - - - -

1835 MD-56 - - - -

M4 1887 FD-110 2026 191 2026 191

Table 32: Time from ’first mention’ to target agent
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In Table 32 the time results are given. For message M1, the Ft for
the OvD-Prorail shows a reduction of 141 simulation seconds com-
pared to the NO-TAID simulation run. For Message M2 we saw no
effect of the relevance distributions for agent MD-55 and OvD-G: the
Ft values are the same in both runs. Agent MD-56 was not notified
about the information in M2 in the NO-TAID run, but in the TAID-
included simulation run, this agent did not receive this information
indirectly via the OvD-G, who was presented with the information by
the TAIDAgent. Agents MD-55 and MD-56 were not notified about
M3 in either run. The message was not assessed as relevant by the
TAIDAgent for any of the agents. In case of M4 the time results also
showed no differences.

Message NO TAID TAID

FM (sec.) Agent PS (sec) PS (sec)

M1 1200 OvD-Prorail 1698 1650

1200 FD-111 2452 2452

M2 735 MD-55 7751 7751

735 MD-56 7136 6626

M3 1835 MD-55 - -

1835 MD-56 - -

M4 1887 FD-110 2182 2182

Table 33: Time from ’first mention’ to problem solved

In Table 33 the results from first mention to task/problem solved
are shown. For agent OvD-Prorail we see that acquiring the infor-
mation earlier enabled the agent to deliver the scaffolds 48 seconds
quicker to the pit. For FD-111 this would mean that stabilisation of
the train wreck and beginning the rescue of the casualties in the pit
could start earlier. However, in the scenario the effect of having the
scaffolds earlier at the pit was diminished by the evacuation activ-
ity of the firefighters from the pit area because of a possible threat
of explosives near the train wreck. When the firefighters returned to
stabilise the train wreck, the time advantage was gone. The time for
solving this problem was the same in both simulations runs.

An additional effect of the TAID influence in the simulation run
was that the communication between OVD-ProRail and OvD-B was
shorter than in the NO-TAID run, because of the previously available
information from the TAIDAgent. Instead of 22 seconds, the dialogue
took only 10 seconds.

Comparing the results for M2, we observed an improvement in
solving the problem for agent MD-56, because of the information dis-
tribution done by the TAIDAgent. The message sent from MK-G to
MD-54 about the casualty collection points was sent by the TAIDA-
gent to Agent OvD-G, who in turn, forwarded it to MD-55 and MD-
56. In the scenario this lead to a reduction of 510 seconds compared to
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the NO-TAID run. The reason for this was that the MD-56 had access
to information, not available to him earlier, about another and closer
casualty collection point. The activity of transporting casualties to
this new location speed up transportation compared to the NO-TAID
simulation run.

In Table 32 we saw that the information of M3 was not distributed
to MD-55 and MD-56 by the TAIDAgent. Consequently, they were not
informed and did not execute the evacuation activity. Therefore, no
results could be calculated. For the information of M4 we saw in Table
32 that there was no time gain for FD-110. The ’no threat’ information
of PD-1102 was not sent immediately to FD-110, but followed the
standard communication links. Therefore, the problem of the ending
the evacuation and restarting response activities was the same in both
simulation runs.

8.6.3 Activity durations

Next, we compare the start and finish time of activities in both simu-
lation runs for the involved agents. The TAID relevance distributions
can lead to earlier execution of a task, which may affect the duration
of the whole emergency response scenario. For each agent, we give
a short activity description and the simulation time of the start and
end of a sequence of agent activities during the scenario.

OvD-ProRail - activity start/end time

NO TAID TAID

Task Start (sec) End (sec) Start (sec) End (sec)

Support dispatch 860 1665 860 1557

1788 9001 1688 9001

Arrange equipment for stabi-
lization

1665 1788 1557 1688

Table 34: OvD-ProRail: NO-TAID vs. TAIDAgent influence

FD-111 - activity start/end time

NO TAID TAID

Task Start (sec) End (sec) Start (sec) End (sec)

Repress emergency 900 990 900 990

Stabilize vehicle 990 1593 990 1587

Stabilize vehicle with scaffolds - - 1587 1593

2152 2452 2152 2448

Evacuate 1593 2032 1593 2032

salvage T4 victims 2452 3852 2448 3848

Table 35: FD-111: NO-TAID vs. TAIDAgent influence
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The results in Table 34 show that the TAIDAgent’s relevance distri-
butions have an effect on the OvD-ProRail agent. The task to arrange
scaffolds started earlier, than in the simulation without the TAIDA-
gent. Apparently, receiving information about the scaffolds (a dis-
cussion between firefighters FD-110 and OvD-B) triggered the OvD-
ProRail to start this activity in an earlier stage than in the standard
scenario. Consequently, the OvD-ProRail agent arranged the scaffolds
and dropped them off at the Pit location at a much earlier point in
time. The firefighters, who were stabilizing the train in order to rescue
people, could do this sooner with the help of the scaffolds.

In Table 35 the activity times of FD-111 are given. However, the re-
duction in stabilisation and confinement of casualties is not visible in
the activity times of FD-111. The reason for this is a coincidence of a
temporarily evacuation activity of the fire fighters at the pit among
which FD-111. If there was no need for evacuating, then the effect of
a quicker delivery of scaffolds would also have reduced the time of
the firefighters at the pit location to finish their activities. Without the
intervention of the evacuation activity the stabilisation activity would
have ended 140 seconds earlier. Because the standard stabilisation ac-
tivity was already quite a while underway, this reduction was relative
small, but could have been larger when those fire fighters at the pit
had access to the scaffolds when they started with stabilising.

FD-110 - activity start/end time

NO TAID TAID

Task Start (sec) End (sec) Start (sec) End (sec)

Complex rescue 900 960 900 960

1171 1526 1171 1526

2352 3885 2352 3881

Reconnaissance 961 1170 961 1170

Evacuate 1588 2181 1588 2181

Work draft setup 1527 1588 1527 1588

2182 2202 2182 2202

Work draft meeting 2203 2352 2203 2352

Table 36: FD-110: NO-TAID vs. TAIDAgent influence

In Table 36 there are no differences observed in the activities of
agent FD-110. In Table 37 of OvD-B we see some slight time dif-
ferences. One effect in the TAID simulation run was because of the
shorter dialogue discussion with OvD-ProRail.

In Table 38 we observed that the CoPI meeting activity takes longer
in the TAIDiincluded run compared to the NO-TAID run. This is due
to the additional information the OvD-G receives about the casualty
collection points from the TAIDAgent, and which subsequently OVD-
G communicates to MD-55 and MD-56.
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OvD-B - activity start/end time

NO TAID TAID

Task Start (sec) End (sec) Start (sec) End (sec)

Coordinate the fd response in
the field

1110 1170 1110 1170

1876 2202 1874 2202

2473 3888 2473 3888

CoPI meeting 1227 1643 1227 1643

Asses safety situation 1665 1845 1663 1843

Setup work draft 1846 1875 1844 1873

Start work draft meeting 2202 2472 2202 2472

Table 37: OvD-B: NO-TAID vs. TAIDAgent influence

OvD-G - activity start/end time

NO TAID TAID

Task Start (sec) End (sec) Start (sec) End (sec)

Coordinate the medical re-
sponse in the field

910 970 910 970

1210 1227 1210 1227

1713 7757 1721 7757

CoPI meeting 1227 1527 1227 1535

Situation sketch 970 1180 970 1180

Table 38: OvD-G: NO-TAID vs. TAIDAgent influence

OvD-P - activity start/end time

NO TAID TAID

Task Start (sec) End (sec) Start (sec) End (sec)

Coordinate the police response
in the field

410 470 410 470

1030 1227 1030 1227

1557 9001 1557 9001

CoPI meeting 1227 1557 1227 1557

Assess safety situation 470 1000 470 1000

Table 39: OvD-P: NO-TAID vs. TAIDAgent influence

In Table 39 of OvD-P, Table 40 of agent PD-1102, and Table 41 there
are no differences recorded in the activities times.

The last three tables are of the medical response agents. For Agents
MD-54 and MD-55 there were no differences in activities. However,
MD-56 in Table 44 shows that information distribution by the TAIDA-
gent affected the transport activity of casualties to the casualty collec-
tion point. MD-56 finished the task at simulation time 6596 compared
to 7136 and thus reduced the task time by 540 seconds.
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PD-1102 - activity start/end time

NO TAID TAID

Task Start (sec) End (sec) Start (sec) End (sec)

Uphold law and order 410 1732 410 1732

2322 9001 2322 9001

Screen the area for safe work en-
vironment

1797 1887 1797 1887

Investigate unknown objects 2022 2262 2022 2262

Table 40: PD-1102: NO-TAID vs. TAIDAgent influence

MK-G - activity start/end time

NO TAID TAID

Task Start (sec) End (sec) Start (sec) End (sec)

Support medical dispatch 0 60 0 60

359 1527 359 1527

1717 7760 1717 7760

Plan hospital transport 60 240 60 240

Register status messages 328 358 328 358

Register injured nest locations 1527 1557 1527 1557

Table 41: MK-G: NO-TAID vs. TAIDAgent influence

MD-54 - activity start/end time

NO TAID TAID

Task Start (sec) End (sec) Start (sec) End (sec)

Supervise ambulances at the
disaster location

310 389 310 389

1617 7754 1617 7754

Situation sketch 389 1617 389 1617

Table 42: MD-54: NO-TAID vs. TAIDAgent influence

MD-55 - activity start/end time

NO TAID TAID

Task Start (sec) End (sec) Start (sec) End (sec)

Assisting the leader collection
points

510 570 510 570

7671 7751 7671 7751

Allocate casualty section 5701 600 571 600

Triage casualties and provide
aid in allocated section

601 1069 601 1069

Transport casualties to casualty
collection points

1070 7670 1070 7670

Table 43: MD-55: NO-TAID vs. TAIDAgent influence
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MD-56 - activity start/end time

NO TAID TAID

Task Start (sec) End (sec) Start (sec) End (sec)

Assisting the leader collection
points

510 569 510 569

7070 7136 6531 6596

Allocate casualty section 570 600 570 600

Triage casualties and provide
aid in allocated section

601 1069 601 1069

Transport casualties to casualty
collection points

1069 7070 1069 6530

Table 44: MD-56: NO-TAID vs. TAIDAgent influence

Effects of TAIDAgent

Message sooner at target agent δ t (sec)

M1 - 141

M2 - 978

M3 0

M4 0

Actor activity time benefit δ t (sec)

OvD-ProRail - 108

FD-111 - 5

FD-110 0

OvD-G + 8

OvD-B - 2

OVD-P 0

MKG 0

MD-54 0

MD-55 0

MD-56 - 540

PD-1102 0

Table 45: Overview of effects TAIDAgent

In Table 45 we give all the time differences of the TAIDAgent com-
pared to the standard scenario. We observed mainly local time reduc-
tions for agents receiving information sooner or starting or finishing
their task sooner. OvD-ProRail and MD-56 are the outliers who fin-
ished their tasks much sooner, with 141 and respectively 540 saved
seconds. The other agents used approximately the same amount of
time in both simulation runs to finish their tasks. The table shows that
the speed up of the information reaching the target agents was mini-
mal, with just a few of seconds time reduction. Only OvD-ProRail got
the information much sooner, with 108 seconds saved. The resulting
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speed up for FD-111 was unfortunately diminished because of the
evacuation task, which had a higher priority.

Unfortunately, the TAIDAgent was not able to solve all four ma-
jor information flow errors in the scenario. For example, information
about the backpack threat was not detected as relevant for the med-
ical service agents. Although it was ultimately a false alarm, these
actors were still exposed to a risky situation because of the lack of
this information. On the other hand, TAID did not hamper their task
execution as it did with the firefighters that were aware of the threat.
The stabilisation with scaffolds and information about the casualty
collection points got corrected thanks to the TAIDAgent.

8.7 conclusion & discussion

We conclude from our simulation experiment that TAID has a small
positive impact on the operational activities of the emergency re-
sponse agents, with very low additional costs (i.e. loss of time for
reading extra messages). The TAIDAgent was able to detect and effi-
ciently forward relevant messages to other agents not taking part in
the dialogue discussions. In this way, it facilitated better situational
awareness for some agents, resulting in more effective and efficient
operational activities. In addition, TAID mitigated the impact of some
of the major information flow errors present in the original scenario.

We observed that TAID reduces the time from the first mention of
the information to the agent(s) who need to act upon this information.
Normally, this is done via intermediate actors (e.g. centralists), before
the relevant information reaches the actor who needs to act upon it. A
drawback of this is approach is that it takes longer to reach emergency
responders and that relay of the information may be hampered if an
intermediate actor forgets or does not know who to pass the informa-
tion to. TAID is able to transcend the organisational communication
hierarchy and thereby provide faster access to the information for the
target actor. This effect of TAID will be stronger when there are more
intermediate actors through which the information normally flows.
However, if actors are linked to multiple other actors for communi-
cating, and information flows via these multiple intermediate actors,
the probability of missing information will be reduced; thus, so will
the impact of the messages sent by TAIDAgent.

The total duration of the response scenario was the same in both
simulation runs. The time reduction by TAID was achieved at the
level of task execution for some individual agents (in particular, the
ones performing physical labour). For example, the 48 second faster
delivery of scaffold information to the OvD-ProRail brought the scaf-
folds earlier to the firefighters at the pit, who could then more quickly
stabilise the vehicle. Another example is the transportation task of
agent MD-56, who was able to receive extra information about the
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casualty collection points, so was able to finish the transportation
of casualties in better time. Unfortunately these local effects did not
shorten the overall duration of the scenario because the agents still
had to wait on others.

Although the number of messages sent by the TAIDAgent that
caused an impact on the course of actions of responders were minor,
they did gave some insight into the degree of the effect in specific
circumstances. When information of TAID is received by a responder
agent at the beginning of a task’s execution, the information will have
the most impact, since it improves the agent’s situational awareness
and task execution. Otherwise, time is lost pursuing less effective mit-
igation activities. The effect of TAID on the activities of responders
will be the strongest in the beginning of a scenario, at which time
actors are deciding on the course of action.

We observed that faster access to information does not mean that
the agent immediately acts upon this change in information. It is up
to the agent (i.e. emergency responder) what to do with the infor-
mation. For example, when the OvD-ProRail agent in the scenario
delivers the scaffolds at an earlier time to the firefighters in the pit,
one would expect a faster stabilisation of the vehicle. However, before
the firefighter agents can act on the available scaffold information,
their task execution is overruled, because of another activity with a
higher priority. This largely cancels the effect of the TAID. On the
other hand, when information sent by the TAIDAgent has high prior-
ity (e.g. evacuation message), it may have an immediate effect on the
activity execution of responders.

The simulation experiment also showed that the quality of the mes-
sages provided by the TAIDAgent vary. This aspect of TAID will need
improvement in the future. A dialogue ending, such as ’thank you’ is
often considered a separate message. These messages contain no in-
formation and should be filtered out. From the amount of messages
forwarded by the TAIDAgent to other agents, only a small part were
actually relevant at the sending moment (i.e. false positives) for the re-
ceiver. Or, messages relevant for an agent were missed by the TAIDA-
gent (i.e. false negatives). The latter, of course, has no impact on the
course of actions compared to the NO-TAID simulation. To utilize
the full impact of TAID, these numbers of false negatives should be
further reduced.
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C O N C L U S I O N

In this chapter we summarize our research findings in relation to the posed
questions in Chapter 1 and give some final points of discussion.

9.1 answers to research questions

Before we answer the main question posed in this dissertation, which
asked how an information system can distribute relevant informa-
tion to support an efficient and effective information flow in crisis
response, we answer the sub-questions.

1 What kind of requirements does an information system need to dissem-
inate relevant information from the information flow to others in the
crisis response organisation?

In Section 2.6 we identified several important characteristics for the
design of an information system for crisis response that is capable of
automatically supporting the distribution of relevant information to
other responders in the organisation. These system requirements are
as follows:

1. Monitor the communications in crisis response;

2. Use multiple types of information;

3. Use responder roles to assess information;

4. ’Push’ information to users to minimize seeking time;

5. Disseminate comprehensible information;

6. Enable a free flow of information to responders;

7. Assess the relevance of information for others not part of the
communication, and adapt this to the situational information of
responders.

Based on these requirements we proposed the design of a trainable
information distribution system, we call Task-Adaptive Information
Distribution (TAID). How these requirements are put together in the
system framework was addressed in the answer to the next question.

2 What kind of system architecture is required?

187
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In chapter 3 we showed TAIDs framework and how the compo-
nents of the system interact with each other. TAIDs main functions
are divided in two phases: the offline training phase and the on-
line assessment and distribution phase. In the latter phase, we need
real-time information about current task and location information of
responders. Simulation of the work practice is able to provide this.
Therefore, we included in the TAID framework an adaptive workflow
simulator. However, other options, such as responder task feedback
via a mobile handheld device or use of other dedicated systems (e.g.
GPS for automatic location detection), are also viable to provide this
type of input information to the relevance assessment process. Train-
ing the system will be the part that will take the most effort. However,
when integrated in training simulations, such system training is not
only much cheaper, but will also give more insight in the distribution
process itself during crisis response.

3 Is applying relevance learning to communications from crisis response
a feasible task?

We answered this question in Chapter 4. We conducted a pilot
study for relevance learning from crisis response data. The pilot study
results in Section 4.5 showed that, based on a small set of recon-
structed communication data from one type of emergency response
situation, predicting the addressee of a communicated message is pos-
sible. Although the pilot study results are certainly not optimal, they
are promising and give insight into further steps. This study showed
the necessity of abstracting from the location-specific attributes in or-
der to use the relevance classifier in multiple types of crisis response
situations. In addition, since the communications (i.e. utterances in
a dialogue turn) were short and not very informative, this investiga-
tion put us on the path of grouping communications together into a
larger message. This grouping decreased the number of data exam-
ples, but increased attribute evidence for the classification task. The
latter aspect is dealt with in the answer to the next sub-question.

4a How can we group the dialogue communications into comprehensible
message segments?

To answer this sub-question, we viewed it as a boundary detection
problem. Our approach is described in Chapter 5, which details how
we built a segmenter component for TAID using a machine learning
approach. By classifying boundary markers derived from the tran-
scribed communications of real emergency response training exer-
cises, we trained a decision tree classifier to detect message bound-
aries automatically. Communications in between detected boundaries
are grouped to one message. The decision tree model showed that
the attribute that indicates a shift in interlocutors (i.e. when one or
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both dialogue participants change to another person), is the most dis-
criminative when detecting a boundary. The easiest boundaries are
detected at the end of a dialogue between two responders, which of-
ten coincides with the end of a topic. The chosen method is not the
most optimal, because when it detects a large message segment, it is
often followed by a message segment that is too small. For example,
dialogue endings, such as ’thank you’ or ’okay’, are often considered
separate messages. This separation can lead to TAID distributing un-
informative messages to other actors. On our data the method per-
formed well enough.

4b What is the effect of these messages on the performance of the learning
task?

To answer this question we compared the most ideal segments (i.e.
’gold standard’) in the data against the detected segments found with
our trained boundary recogniser. The performance of the relevance
classification task using the detected message segments by the seg-
menter does not deteriorate much in performance compared to the
set with the ’ideal’ message segments.

5 How do we build a model that generalizes to a variety of crisis response
situations?

We answered this question in Chapter 6. The results of the classifica-
tion task for generic relevance predictions on crisis response data are
promising. Domain experts added relevance labels to our transcribed
communication data of two large crisis response exercises. To make
the relevance predictions applicable to different crisis response sit-
uations, the model abstracts from location-specific information. The
multi-label classification task was transformed into multiple binary
relevance classifiers. The Naive Bayes learning algorithm scored best
in terms of predictive performance on the available data sets. The
generic prediction model trained on one set and tested on the other
showed that some of the Binary Relevance Classifiers are accurate in
predicting multiple relevant messages. Important to the task is that
information about peoples tasks and locations can be acquired dur-
ing relevance assessments. Otherwise, the model will be too limited
and performance will be lower.

6a How to measure TAIDs relevant information distributions in simu-
lated crisis response?

Evaluation of the TAID system’s relevant information distributions
in crisis response practice was not feasible. Therefore, a simulated
crisis response solution was chosen. In Chapter 7 we answered the
above question. Brahms provided the necessary building blocks to
model the dynamics of emergency response and enabled us to fully
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focus on the communications and activities of crisis responders rele-
vant for measuring the effects of TAID’s information distribution. A
model for simulating crisis response scenarios was built, into which
TAID’s functionalities were embedded. To accomplish interaction be-
tween TAID and the agents in the simulated scenario, a modification
to the communication modelling in Brahms was necessary because in
Brahms the communication is modelled by structured beliefs rather
than natural language. To align Brahms’ communication with the nat-
ural language text input of TAID, we modelled specific dialogue com-
munications in Brahms. Each modelled turn in a dialogue turn con-
tains the combination of beliefs and the natural language text repre-
sentation of those beliefs. The TAIDAgent uses the natural language
text part of the communication as input and the receiving Brahms
agent uses the beliefs. When relevance is determined by the TAIDA-
gent, it forwards the corresponding beliefs of the natural language
text message to the target agent(s) in the simulation. This can trigger
new actions for those agents, which in turn can cause the scenario to
head in another direction.

6b What is the effect of TAID’s relevant information distributions on cri-
sis response?

To answer this question we drew on the answer to Question 6a in or-
der to simulate a crisis response scenario and evaluated the effects of
TAID’s relevant information distributions on the course of the mod-
elled scenario. In Chapter 8 we answered the present sub-question.
Using TAID reduces the time it takes for information to reach a tar-
get actor and exercises a small positive impact on the operational
activities in specific crisis response situations, at very low costs (i.e.
loss of time for reading extra messages). The extra received messages
from TAID improves the situational awareness of responders, making
their decision-making and task execution more effective and efficient.

The degree of impact of TAID’s relevant information distributions
depends on the specific circumstances under which actors are act-
ing. In case of high priority information, the impact on the actions
of the responder are immediately visible. New actions are triggered
that overrule current ones. The moment in which an agent receives
the message is important for the effect on activities. In some cases,
like the scaffold stabilisation by firefighters in the scenario, the ef-
fect on the responder activity is postponed until another higher pri-
ority activity finished. This reduces the potential impact of the sent
information. Sending the information at the right time influences the
efficiency of the mitigation activities. Otherwise time is being lost
pursuing less effective mitigation activities. This also depends on the
moment the information is picked up by TAID. When responders
are linked to higher numbers of other responders and information
spreads via these multiple intermediate people, the probability of
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missing information will reduce, and thus also the effect of the mes-
sages sent by TAID.

Having answered the sub-questions we return to the main ques-
tion:

How do we create an information system that distributes relevant in-
formation to efficiently and effectively support the information flow in
crisis response?

As implied by the answers to the sub-questions, we learned that
a design of such an information system for crisis response should
incorporate roles as a key consideration and enable a free flow of
relevant information in the organisation. The system should be setup
flexibly to view organisations as non-hierarchical and be adaptable
enough to run as an application on most modern communication
systems. TAID performs best in situations that involve many agencies
and responders at many different locations. The system is intended
to support situational awareness and optimize the information flow
using a selective push (i.e. ’narrow’ casting) of relevant information.
This keeps the information-seeking time of responders to a minimum.

The key functionality of the system is to determine the relevance of
information. To do so, the system must be taught to assess relevance.
To build a model for relevance assessments, a supervised (multi-label)
classification task was considered. This task used example data of
communications from the domain and knowledge about situational
information of the emergency responders to build a relevance model.
This situational (i.e. context) information about responders (i.e. their
task and location) appeared a very important ingredient to the classi-
fication task, because it aided the classifier model in adapting to the
responders’ current information needs. It provided also the means
to construct variables for the model that abstracted from location-
specific information in order to better generalize to a variety of disas-
ter situations. The degree to which information is relevant for another
emergency responder depends on how much a responder’s current
work context coincides with that of the responders exchanging the
information. Without this contextual information the relevance classi-
fication task is too limited and its performance too low.

The machine learning approach also appeared applicable to the
task of grouping several dialogue communications used as data ex-
amples into larger coherent message segments. These larger messages
usually contain more class evidence and are more comprehensible
when sent to others. A coarse model was built based on domain
data. The model assesses boundaries in the flow of dialogue com-
munications relatively well based on changes at the meta-level of the
communication, as well as cues in the transcribed speech to indicate
boundary presence. It performs reasonable well in recognizing the
right message segments.
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To reduce the complexity of relevance learning in one model, we
transformed the multi-label classification task into twelve binary rel-
evance classifiers (BRCs), one for each role label. These models then
incorporate the differences in attribute weight (i.e. importance) for
each responder role. In one single classifier model for all roles, this
weight would probably get lost. The BRCs built with the Naive Bayes
(NB) algorithm show promising results for the machine learning tasks
we defined. Different learning algorithms were evaluated for the BRC
models. The NB classifier scored, on average, best on the given CoPI
data. The main reason NB scores well is because of the scarceness of
the data instances. Mitchell [2005] showed that NB outperforms other
algorithms when data is scarce. When more communication data is
available, a shift to Logistic Regression is required, since it has shown
to perform better on larger amounts of data.

A simulation model of crisis response was build to measure the
effect of TAID’s relevance predictions on crisis responders. With this
model we could measure time variables of communications and ac-
tivities of simulated responders. The simulation experiment showed
that TAID is capable of providing a small positive effect on the oper-
ational activities of the agents, with little costs. It also mitigated the
impact of some of the major information flow errors present in the
original scenario

The quality of TAID’s predictions was not optimal: irrelevant mes-
sages were still sent by TAID and relevant ones discarded. Despite
the fact that this was the case, TAID was able to detect and eficiently
forward several relevant messages to other agents not taking part in
the dialogue discussions. In this way, it was responsible for raised sit-
uational awareness for some agents in the scenario, who decided to
take other actions than in the original scenario. This resulted in more
effective and efficient operational activities. Consequently, TAID led
in some parts of the scenario to less damage and risk and less severe
injuries for those involved.

Even if TAID provides superb communications, there is no guaran-
tee that no mistakes will be made. The real impact of the distributed
messages by TAID depends on how responders deal with the new
information. The decision making process of responders plays an im-
portant role in the impact of the extra information sent by TAID. High
priority messages usually have an immediate effect on task execution,
and the sooner in the mitigation process the message is received, the
higher the impact on the course of actions it will have.

9.2 discussion

Due to the recent increase in usage by consumers and business profes-
sionals of mobile communication devices (i.e. smart phones, tablets,
etc.) many software applications have been developed for these de-
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vices to support users with, for example, recommendations on their
tastes for various topics (e.g. clothes, restaurants, tourist attractions,
etc.). The developed communication technology of TAID is also appli-
cable on these devices, since they provide access to communications
and provide situational information about the user.

TAID distinguishes itself from these existing applications because
of its focus on making a group of collaborating users (i.e. network of
people) more effective, rather than the individual. Therefore its tech-
nology is also suitable for social network applications like Facebook
or LinkedIn. These applications know where other people from an in-
dividual’s network are and what they are doing. Thus, relevant com-
munications between two persons in this social network could easily
be disseminated to others that are dealing with a similar situation.

At the beginning of this research project, the logging and analysing
of communication data from crisis response situations was done oc-
casionally, usually only during large-scale training exercises, or infor-
mation was stored for analysis after a real disaster situation, with the
purpose of improving the communication protocols between emer-
gency responders. Now, almost a decade later, the world of data col-
lection and analysis has changed. It has become much cheaper to col-
lect, store, and analyse large quantities of data. Also, the contempo-
rary use multi-media communication devices and the proliferation of
sensors have increased the number of data sources from which infor-
mation can be extracted, for example the monitoring of mobile phone
signals or extraction of data from social media sites. These changes
have manifested in the latest trend in data technology, called Big Data
(see e.g. Lohr [2012] and Agrawal et al. [2011] for an introduction).

Big Data focusses on methods, techniques and tools to process very
large amounts of data, preferably in real-time, to get insight into and
obtain relevant information for a particular purpose. Data in this set-
ting, are characterised by their volume, variety, and velocity. This data
has become so complex that it becomes difficult to process using
database management tools or traditional data processing applica-
tions. Processing large amounts of data in real-time is relevant for
crisis response and management. Besides the logged data of respon-
der communications, the data of social networks could, for example,
be used during a crisis situation for acquiring additional information.
The characteristics of Big Data also hold for data and information
that flows in crisis response situations. The conducted research in
this dissertation ties in well with this new Big Data trend. Fast access
to very large quantities of information in combination with the infor-
mation relevance learning skills of TAID strengthens this developed
technique and will increase the support of the information supply
during crisis response and management.

The experiments in this dissertation for the segmenter and the
generic relevance classifier were performed on transcribed recordings
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of communication data from small-scale emergency response situa-
tions and two large-scale CoPI exercises. Therefore the conclusions
are limited to the data collected from these crisis response scenarios.
The CoPI data used to train the relevance classifier model was about
the same crisis response situation as the test data. Thus, although
the data sets are not from different types of disaster situations, they
will also hold for other crisis response scenarios. Trained on data from
multiple different crisis response scenarios, the generic relevance clas-
sifier will yield the same or even better quality of relevant information
distributions (i.e. less false positives and false negatives).

The dark side of TAID is the possibility of disseminating false in-
formation. It can send information mentioned by a responder upon
which other responders immediately act, but is inaccurate. Because
TAID determines relevance of information for someone in a real world
context, it requires taking many factors into account. Since TAID is
not able to consider all of these factors, unpredictable behaviour from
the system is possible. The information distributed by the current
TAID system will therefore not always be accurate. It will be neces-
sary for emergency responders to verify the information distributed
by the TAID system when the receiver has doubts about the content.
Also, to avoid any panic, responders should keep verifying informa-
tion with all parts of organisation.

The current trade-off for including the TAID information distribu-
tions in emergency response operations will mean taking into account
a number of (additional) irrelevant messages (i.e. false positives) be-
ing sent with the benefit of obtaining a few extra relevant ones or
messages that would be received regardless, only much faster than
normal with TAID. Receiving extra messages requires additional time
to process them. The costs of the communications are not only in
the communication process itself: a responder must also think about
what to do with the information. An advantage of the hierarchical ap-
proach of the crisis response organisation is that when a subordinate
reports something to his superior, this person becomes responsible
for channelling this information further, and the subordinate does
not have to question himself about whom else the information might
be relevant for. Because TAID transcends any type of communication
structure, it is able to more quickly bring the information to the right
person, making distributed group communication in dynamic envi-
ronments more effective, especially for superiors that forget or miss
channelling the information further to others.

9.3 future work

The effect of the TAID system was evaluated on simulated crisis
response. Unfortunately, evaluation in practice was not an option
within the scope of this research. Therefore, a next step is to inves-
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tigate the effect of TAID in a realistic emergency response (training)
setting. Then the real effect of TAID’s relevant information distribu-
tions can be measured and give insight into how emergency respon-
ders deal with the information they receive. To conduct these kinds of
experiments, some extra steps will need to be taken, such as coupling
the TAID system with an existing communication system to monitor
the communications, and investigating how to implement the real-
time task and distance information of responders as input to TAID,
and how to distribute the information to the mobile devices used by
emergency responders. A preliminary step to applying our proposed
approach to real crisis response is to integrate it in virtual reality
training environments. This type of environment is increasingly used
by the emergency response domain. The costs of implementing TAID
in such an environment are low, and they enable those in the domain
to get acquainted with TAID’s behaviour in crisis response.

Interesting to investigate next would be the effect TAID has when
it anticipates the future information needs of responders. Because in-
formation is not always immediately relevant for some responder, it
could become relevant at a later time in the response operation. To
support this the TAID system should include the ability to keep a
history of shared information and determine over time if the infor-
mation is relevant at that moment. This should also include a priority
value, since the older the information, the less important it will be.

How the relevant message segments sent by TAID are best repre-
sented at the receiver side is something that was under-examined in
this dissertation. The implementation of this depends largely on the
device the receiver uses. Important, then, are the device constraints
applicable to represent the information. Actors in the field might be
using different kinds of devices on which this information must be
represented (e.g. head-mounted displays, handheld devices, or audio
devices). It would be interesting to investigate how the information
of TAID can be best shown to the receiving actor.

Another interesting direction for future research with regard to
the relevance classification task is the better incorporation of domain
knowledge. One option is to improve the similarity measurements
that match message content or task descriptions based on the occur-
rences of the same words. More semantic linking of words occurring
in the message and in the task descriptions could improve the rel-
evance assessments by the relevance classifier. Also, the relevance
assessments of TAID currently focus on textual information or text
converted from speech data. However, relevance of information in an-
other format, for example, images, could also be used by the TAID
system. Based on features extracted from an image, taken at the in-
cident scene, TAID could learn to classify images for team members
for whom they are determined relevant. The decision process of re-
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sponders would then not only be supported by language, but also
visuals.
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A
A P P E N D I X A

a.1 detailed results crossvalidation

Figure 62: Crossvalidation CoPI A

Figure 63: Crossvalidation CoPI B

Figure 64: Crossvalidation CoPI A + B
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a.2 detailed results train vs . test set

Figure 65: CoPI A vs. B

Figure 66: CoPI B vs. A



B
A P P E N D I X B

b.1 distance matrix copi scenario

Figure 67: Distance matrix CoPI scenario (1:1000 meter)
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b.2 the operational tasks of the emergency responders

Medical services

Role Tasks Descr.

Officer on
duty

Determine the route to the accident location.

Get informed by the medical service centralist about current state of events.

Inform the centralist operator medical services with with a situation report about
the current state of events.

Acquire insight into the casualty situation pertaining to the T1, T2 and T3 traiged
casualties.

Coordinate in collaboration with the firefighters the first aid, care at the casualty
collection points, and transport of casualties.

Evaluate geographical information pertaining to transportation of the injured and
secure routes.

Determine installation sites for ambulances around the accident area.

Determine secure routes for ambulances to transport casualties to and from the acci-
dent area.

Arrange additional ambulances for transportation of casualties.

Share operational information during the CopI in an efficient manner with the other
agencies involved and coordinate the actions to achieve the operational objectives.
In addition inform, advise, and propose actions to the higher command adequately,
taking into account the effect of the accident on the surrounding environment.

Leader
casualty
collection
points

Write down the arrival of ambulances giving assistance at the affect area.

Write down the casualty collection point locations for coordination of casualties.

Write down the casualty numbers and the areas where they are concentrated.

Write down the sequence of departure of the ambulances at the accident site.

Get informed by the medical service centralist about current state of events.

Determine valid locations for casualty collection points and how to secure routes for
ambulance transports to those locations.

Determine the urgency class.

Write down the urgency class.

Supervise the ambulance arrival and drive off at the installation site near to the
accident location, and keep an up-to-date overview of all present ambulances at the
installation site

Set up a situation report of the situation pertaining to the medical services involved.

Table 46: Medical services operational tasks
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Medical services (continued)

Role Tasks Descr.

Medical
aid (ambu-
lance)

Determine route to accident location.

Get informed by the medical service centralist about current state of events.

Assist the leader casualty collection points with coordinating the transport of casu-
alties from and to the collection points.

Traige (i.e. labelling of casualties) based on the degree of their injuries.

Transport casualties to the collection points as well as to hospitals in the region.

Centralist
operator

Write down received information about the accident.

Follow the developments of the accident

Register status messages for medical responders.

Register the number of casualties marked for traiged.

Register the operational actions being taken about casualty collection points, shelter,
and additional medical equipment.

Inform other medical service actors involved with the current state of events.

Table 47: Medical services operational tasks (continued)

Firefighters

Role Tasks Descr.

Commander
firefighter
unit

Determine route to accident location.

Explore the area surrounding the fire truck for casualties with a reconnaissance
operation.

Analyse information gathered during reconnaissance of accident area.

Gather the team members of the fire truck unit.

Instruct team members with plan of attack.

Discuss the reconnaissance results in detail.

Set up an initial workplan based on the results of the detailed reconnaissance opera-
tion.

Coordinate the rescuing and securing of casualties for which heavy equipment and
rescue techniques are necessary.

Firefighter

Determine route to accident location.

Rescue any casualty of the accident.

Salvage the deceased casualties from the accident area.

Stabilise vehicles to reduce safety risk of firefighters or other responders involved in
the mitigation operation.

Stabilise vehicles to reduce safety risk of firefighters or other responders involved in
the mitigation operation with the use of scaffolds.

Mitigate the dangerous situation at the accident area in which rescuing people and
animals comes first.

Table 48: Operational tasks firefighters
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Firefighters (continued)

Role Tasks Descr.

Officer on
duty

Collect information and statements from different agencies about safety risks at ac-
cident area.

Analyse safety risks at the accident area based on statements and gathered informa-
tion.

Arrange meeting with commanders of firefighter units to discuss the state of events.

Coordinate all activities pertaining to the disaster response and management of the
firefighter discipline.

Investigate any possible threat for the emergency responders involved in mitigation
activities and the bystanders.

Set up an initial workplan based on the results of the detailed reconnaissance opera-
tion.

Coordinate the securing of casualties for which heavy equipment and rescue tech-
niques are necessary.

Arrange additional fire truck units to mitigate the accident situation.

Share operational information during the CopI in an efficient manner with the other
agencies involved and coordinate the actions to achieve the operational objectives.
In addition inform, advise, and propose actions to the higher command adequately,
taking into account the effect of the accident on the surrounding environment.

Centralist
operator
firefighters

Write down received information about the accident.

Follow the developments of the accident

Register status messages for firefighter responders.

Register the number of casualties marked for traiged.

Register the operational actions being taken by firefighter units on securing casual-
ties, other affected areas at the site, and additional rescue equipment.

Inform other firefighters involved with the current state of events.

Table 49: Operational tasks firefighters (continued)

Strategic command

Role Tasks Descr.

Head of-
ficer on
duty

Direct the operational activities and dispatch of emergency response agencies in the
field.

Set up a situation report for a analysis of the whole response operation.

Gather operational information during the CopI in an efficient manner with the
involved agencies and coordinate the actions to achieve the operational objectives.
In addition inform, advise, and propose strategic actions to the operational leader
adequately, taking into account the effect of the accident on the surrounding envi-
ronment.

Operational
leader

Responsible for an efficient and effective coordination of all operational activities in
the whole emergency response area.

Table 50: Operational tasks strategic operational command
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Police

Role Tasks Descr.

Officer on
duty

Determine route to accident location.

Uphold order and enforce law in the disaster affected area and .

Coordinate in collaboration with the medical services the first aid, care at the casu-
alty collection points, and transport of casualties.

Evaluate geographical information to set up secure routes for medical transporta-
tion.

Set up an evacuation plan to respond to a situation that responders face a deathly
situation and have to save themselves.

Coordinate the securing of routes to and from the accident area.

Arrange additional police personnel and means.

Share operational information during the CopI in an efficient manner with the other
agencies involved and coordinate the actions to achieve the operational objectives.
In addition inform, advise, and propose actions to the higher command adequately,
taking into account the effect of the accident on the surrounding environment.

Centralist
operator
police

Write down received information about the accident.

Follow the developments of the accident.

Register status messages for police responders.

Register the operational actions being taken about law enforcement and equipment
for securing the area.

Inform other police involved with the current state of events.

Coordinate the response and stand-by of police units dispatched to disaster area.

Police
officer

Determine route to accident location.

Secure a part of the area and keep bystanders away from the affected area.

Assess threatening situations at the affect area for those working there to mitigate
the disaster.

Table 51: Operational tasks police

Railway services

Role Tasks Descr.

Officer on
duty

Determine route to accident location.

Support the dispatched responders to work in a safe environment.

Determine the necessary means (i.e. equipment) to stabilise train parts.

Arrange scaffolds to enable free casualties from their difficult situation.

Table 52: Operational tasks Railway services
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b.3 brahms workframes pertaining to the workflow ex-
ecution

Figure 68: Determine highest priority task [based on Bruinsma [2010]]

Figure 69: Initiate highest priority task
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Figure 70: Task planning interrupts





S U M M A RY

Efficient communication during crisis response situations is a major
challenge for involved emergency responders. Disaster studies show
that missing information and information overload are important fac-
tors that determine the course of crisis response. It is essential for
emergency responders to acquire all information critical to their task
execution in time, especially at the beginning of a crisis response
situation. Lack of relevant information or too much irrelevant infor-
mation hampers the emergency responders’ decision-making process,
workflow and situational awareness.

Crisis response aims to optimise information distribution by engag-
ing in intense training exercises, focussing on familiarity with emer-
gencies, multidisciplinary activities, and resources. In large crisis re-
sponse operations, an information manager is added to the opera-
tional command. This person is responsible for collecting and dis-
tributing all information relevant for the common operational picture
and for keeping an up-to-date view of the crisis. Despite these efforts
to better centralize relevant information during crisis response, a gap
still exists between the information supply and information needs of
responders.

Our contribution to bridge the information gap is a software sys-
tem that monitors communication and may send information to emer-
gency responders that were not addressed in the initial communica-
tion. The system, Task-Adaptive Information Distribution (TAID) is
capable of disseminating information in a timely manner and adapt-
ing itself to the fast-changing information needs in a crisis response
environment. The TAID system was trained with practical examples
for which information relevance is known. Relevance of information
was assessed on the basis of workflow information, such as emer-
gency responder task (i.e. task descriptions assigned to roles of emer-
gency responders) and location at a given time. This type of informa-
tion is provided to TAID by auxiliary information systems (e.g. GPS).

To assess relevance, TAID uses a built relevance model for crisis
response using methods from machine learning. In TAID this was set
up as a classification task in which input information and knowledge
about (ir)relevance of information was used. Machine learning meth-
ods are capable of solving these types of complex tasks by coming up
with their own program (i.e. model) based on examples provided to
them. The alternative to machine learning would be to program (i.e.
model and build) such a system directly by hand. Such a hand-crafted
approach is rather complex and time-consuming, since it takes much
effort to define and maintain all relevance rules for crisis response.
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The input for the classification task was communication between
emergency responders and the situational information of all respon-
ders (i.e. task description and distances to other responders). The out-
put is a decision pertaining to (ir)relevance of the information for
each responder, who did not take part in the initial communication.
We investigated the feasibility of our machine learning method to
assess relevance of information in crisis response. Important generic
attributes for assessing the relevance of information were identified
and used to build a relevance model, for example the contextual in-
formation of responders in relation to what has been communicated.

A vast amount of the information used as input for the learning
method consisted of spoken dialogues converted to text. This meant
the text messages used to assess as relevant were relatively short.
Therefore, we investigated whether message segments could be auto-
matically detected from the flow of dialogue communication, which
in turn would yield larger and more comprehensible text messages.
For the detection task we again used methods form machine learning
to build a model. This model was trained with examples that indi-
cated at which location in the flow of dialogue communication were
the transitions from one segment to another. These detected segments
improved the classification task for relevance and yielded more com-
prehensible messages to forward. All models were built based on data
from emergency response practice and were technically evaluated.

We also investigated which effects the relevant information distri-
butions of TAID could have on emergency response. Since evaluation
in a real crisis response setting was not possible, we modelled in
Brahms a crisis response scenario based on a real exercise, and em-
bedded the TAID system in the simulation model. Brahms proved
to be an appropriate environment to model and simulate crisis re-
sponse work practice. Based on the simulation-experiments we could
measure the TAID-effect on crisis response and give an impression of
how big their impact is, and a sense of how TAID’s effect seems to
play out. Our analysis of these effects focus on the time spent by
the emergency responders on executing tasks and communicating
information. The technical evaluation results of the built relevance
models are promising, and the simulation experiments show that the
expected effect of the TAID system on crisis response is restricted
to specific situations. Only a small number of cases within the used
scenario show clear impact of the information distributions of TAID.
In spite of this sporadic impact of TAID, it results in a consistent
improvement in the situational awareness of emergency responders,
who have more access to relevant information than before. In a num-
ber of cases the intervening of TAID reduced the duration of the crisis
with very low additional costs, which results from time taken due to
reading additional messages.



S A M E N VAT T I N G

Het efficiënt communiceren bij de bestrijding van rampsituaties vormt
een grote uitdaging voor betrokken hulpverleners. Studies naar de
aanpak van hulpverleningsdiensten tijdens rampen laten zien, dat het
ontbreken van informatie en het ontvangen van teveel informatie be-
langrijke factoren zijn, die invloed hebben op het verloop van de be-
strijding van de ramp. Het is essentieel voor hulpverleningsdiensten
om taakrelevante informatie tijdig te ontvangen, zeker bij de aanvang
van een ramp. Een tekort aan relevante informatie of een teveel aan
irrelevante informatie ondermijnt het beslissingsproces van hulpver-
leners, hun taakuitvoering en belemmert het overzicht op de situatie.

Hulpverleners binnen het domein van de rampenbestrijding streven
ernaar de informatieverspreiding te optimaliseren. Zij ontvangen in-
tensieve trainingen, zodat zij bekend raken met uiteenlopende ramp-
situaties en multidisciplinaire activiteiten en aanwezige hulpmidde-
len binnen deze rampsituaties. Bij grote incidenten wordt in het op-
erationele commando van een rampenbestrijdingsorganisatie gebruik
gemaakt van een informatiemanager. Deze persoon is verantwoordelijk
voor het verzamelen en verspreiden van relevante informatie en hij
heeft als doel het in kaart brengen van een gemeenschappelijk oper-
ationeel overzicht. Daarnaast is hij degene die continu op de hoogte
is van de laatste ontwikkelingen in de rampsituatie. Ondanks inspan-
ningen om informatie efficiënter te verspreiden tijdens rampsituaties,
bestaat er nog steeds een forse discrepantie tussen de daadwerkelijke
informatievoorziening en de informatiebehoeften van hulpverleners.

Onze bijdrage aan het overbruggen van deze informatie-gap bestaat
uit een software systeem, dat de communicatie tussen hulpverlen-
ers monitort en mogelijk informatie hieruit doorstuurt naar hulpver-
leners, die niet waren opgenomen in de oorspronkelijke informatie-
uitwisseling. Het systeem, TAID dat staat voor Taak-Adaptieve Infor-
matie Distributie, voldoet aan de eisen voor tijdige informatievoorzien-
ing en kan zich aanpassen aan de dynamiek bij crisis en rampsituaties.
Het systeem wordt getraind aan de hand van voorbeelden uit de prak-
tijk waarbij de relevantie voor andere hulpverleners bekend is. Op
basis hiervan wordt vastgesteld voor wie welke informatie op welk
moment relevant is. Relevantie van de informatie is daarbij afhanke-
lijk van workflow informatie, zoals de taakomschrijving en locatie
van de hulpverlener op een bepaald moment. Hierbij maakt TAID
gebruik gemaakt van taakomschrijvingen toegewezen aan rollen van
hulpverleners bij crisis en rampbestrijdingssituaties. Deze informatie
wordt aangeleverd aan TAID door andere informatiesystemen (bijv.
GPS).
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Het bepalen van relevantie van informatie wordt in het TAID sys-
teem gerepresenteerd als een classificatietaak. Onderdeel van de clas-
sificatietaak is het leren van een model, die de (ir)relevantie van de
gecommuniceerde informatie kan aangeven. Voor het bouwen van
het relevantiemodel maakten we gebruik van leeralgoritmen uit het
gebied van machine learning. Deze leeralgoritmen zijn in staat om
complexe taken op te lossen door het automatisch bouwen van een
model op basis van voorbeelden. Het alternatief voor deze aanpak
bestaat eruit de taak op te lossen door het handmatig construeren
van het model op basis van regels, die de relevantie van communi-
catie tussen hulpverleners aangeven. Een dergelijke aanpak is echter
zeer gecompliceerd en tijdrovend.

De input voor de classificatietaak betrof de communicatie tussen
twee hulpverleners en de contextuele situatie van alle hulpverlen-
ers (d.w.z. taakomschrijving en afstand tot elkaar). De output betreft
de beslissing met betrekking tot de (ir)relevantie van de informatie
voor iedere hulpverlener, die niet betrokken was in de oorspronkelijk
communicatie. In dit proefschrift hebben we de haalbaarheid onder-
zocht van het gebruik van een machineleermethode, die (ir)relevante
informatie uit communicatiestromen tussen hulpverleners in ramp-
situaties automatisch kan herkennen. Belangrijke gegevens voor het
bepalen van relevantie werden geïdentificeerd en gebruikt voor het
bouwen van het relevantiemodel, zoals bijvoorbeeld het relateren van
contextuele informatie van hulpverleners met de informatie die werd
gecommuniceerd.

Een aanzienlijk deel van de informatie, die werd gebruikt als in-
put voor de leermethode bestond uit gesproken dialogen. Hierdoor
waren de berichten die op relevantie werden beoordeeld relatief kort.
We hebben daarom onderzocht of we segmenten uit de dialogen kon-
den herkennen die grotere en meer begrijpelijke berichten zou oplev-
eren. Voor deze detectie-taak maakten we tevens gebruik van een leer-
methode uit machine learning learning voor het automatisch bouwen
van een model, dat werd getraind aan de hand van voorbeelden die
aangaven waar in de stroom van dialoogcommunicaties zich samen-
hangende segmenten bevinden. Deze segmenten bleken vervolgens
bij te dragen in het ontdekken van relevante informatie voor de clas-
sificatietaak en gaven de hulpverleners meer samenhangende infor-
matie. Alle gebouwde modellen in TAID zijn gebaseerd op waarhei-
dsgetrouwe gegevens ontleend aan communicatie gedurende daad-
werkelijke of nagespeelde crisis en rampsituaties en zijn technisch
geëvalueerd.

We onderzochten verder welke effecten de distributies van relevant
geachte informatie, uitgevoerd door het TAID systeem, zouden kun-
nen hebben op de hulpverlening tijdens een crisis of rampsituatie.
Doordat evaluatie in een reële setting niet mogelijk was, hebben we
een stuk rampenbestrijdingsscenario gemodelleerd in Brahms op ba-
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sis van een daadwerkelijke rampoefening. Brahms is een geschikte
tool voor het modelleren simuleren van de werk praktijk. Op ba-
sis van de simulatie-experimenten konden we het TAID-effect meten
en een impressie geven van de mogelijke grootte van de impact en
schatten we in hoe dit effect doorwerkt. De analyse van deze ef-
fecten richtte zich op het meten van de tijd die hulpverleners ge-
bruikten om hun taken uit te voeren en informatie uit te wisselen
met andere hulpverleners. De resultaten van TAID’s technische eval-
uatie betreffende de gebouwde classificatiemodellen voor het herken-
nen van relevante informatie bleken veelbelovend. Vervolgens lieten
de simulatie-experimenten zien, dat het verwachte effect van de in-
formatiedistributie van het TAID-systeem binnen het gebruikte sce-
nario beperkt bleef tot specifieke situaties. In deze situaties leidde
de interventie van TAID tot een consistente verbetering van de infor-
matievoorziening en het gemeenschappelijk operationeel overzicht,
doordat betrokken hulpverleners de beschikking hadden over meer
relevante informatie dan voorheen. Daarnaast resulteerde de extra
informatie gestuurd door het TAID-systeem in een beperkt aantal sit-
uaties in de tijdsreductie van de operationele taakuitvoering. Het ont-
vangen van extra berichten van TAID kan in sommige gevallen dus
leiden tot een effectieve crisis- of rampenbestrijding.
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