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Összefoglalás (Summary in Hungarian)

169

vii

Chapter 1
Introduction
This thesis consists of a series of studies to better understand how cooperation and coordination
can emerge in strategic situations where this does not arise naturally or happen automatically. In
practice cooperation and coordination are often difficult to achieve when there is no facilitating
institution that fosters outcomes that are more beneficial to all parties. Theoretically the problem
is that either socially better outcomes are not supported in equilibrium (in social dilemmas
for example), or there are simply too many equilibria and players do not know which one
to coordinate on (in coordination problems for example). This thesis consists of three core
chapters, each of them investigating a different strategic situation. Chapter 2 studies a social
dilemma, that is, a pure cooperation problem. Chapter 3 investigates an oligopolistic market,
where cooperation is present again (in the form of collusion), but also coordination plays a
prominent role. Finally, Chapter 4 moves to a pure coordination game by studying a teamproduction setting.
All three chapters offer an institution to achieve outcomes that are beneficial for the parties
involved (though not necessarily for society, see Chapter 3). A common element in all three
chapters is endogeneity. In the first two chapters players can endogenously decide about weakening their own position. By doing so they might be able to show their cooperative intentions
in the game to other players. If we remove the endogeneity of this decision, and assume that
agents are exogenously sorted to play the game under circumstances they could have otherwise
1

chosen, we remove an important possibility to signal such cooperative intentions. In Chapter
2 players can endogenously make themselves vulnerable (punishable), and thereby signal their
cooperativeness to others. In Chapter 3 firms are able to endogenously share information about
their own past production, giving a unilateral informational advantage to competitors. The intuition in both chapters is that if players are endogenously vulnerable, they credibly signal their
intentions for cooperation as defection or competitive behavior would not be a logically consistent follow-up choice after having voluntarily decided to weaken one’s own position (if one is
going to defect or behave competitively anyway, it does not make much sense to weaken one’s
position beforehand). This is not necessarily the case when players are exogenously imposed to
be vulnerable during the game.
Finally, endogeneity in Chapter 4 is of a different nature. Here players cannot weaken their
own position to achieve coordination on better outcomes. Instead, we consider endogenous
group-formation: a manager can endogenously decide about replacing workers in her team.
By doing so, she might be able to efficiently enhance team-production, as she has a tool to
discipline workers if they do not meet the standard set by the manager. Here, even though the
manager cannot communicate with the workers, she is able to show them the output she expects
by replacing under-performing workers. Note, however, that here we do not study a natural
exogenous institution: we do not exogenously impose a firing strategy on managers (which
would be the equivalent of exogenously imposed vulnerability). Managers either have the firing
possibility, or it is limited, but these firing possibilities do not depend on workers’ behavior.
Theoretically, the mechanism in Chapter 2 supports cooperation in equilibrium even though
the underlying game the players play (the prisoner’s dilemma) does not. The second and third
institutions (information sharing and exclusion) do not give clear-cut predictions about what
should happen during the game as either multiple equilibria still exist (Chapter 4), or the mechanism does not have an impact on standard theory (Chapter 3). However, it has already been
shown that people are not necessarily rational and their behavior does not always follow standard theory. Thus, even though these institutions would not necessarily enhance cooperation or
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coordination in theory, in practice they may very well do. To test their effect we use laboratory
experiments in all three chapters.
Laboratory experiments are more and more widespread in economics to test theoretical
predictions regarding people’s behavior and reaction to certain changes in a controlled environment. They are sometimes judged as too artificial or having low external validity. However, lab
experiments certainly offer a great tool to disentangle different effects of possible influencing
factors, and to test different policies, for example. In a laboratory experiment the researcher
is able to maintain full control over treatment variations, as randomization between sessions
and treatments ensures that no underlying unobservables drive the results. Furthermore, we can
implement policies or institutions in the lab that would be problematic to experiment with in
real life (either because of impossibility of implementing e.g. different information structures,
as in Chapter 3, or simply because of lack of cooperating firms). That is why experiments in industrial organizations can also give insights into how different policies affect market outcomes.
The most frequent critique against experiments in IO is their external validity, whether firms can
be represented by subjects, or not. However, firms are also managed by individuals (or teams),
and some studies already showed that there are no substantial behavioral differences between
the usual subject pool (undergraduate students) and professionals.1

Thesis outline
In Chapter 2 we design a mechanism to increase cooperation in a two-player prisoner’s dilemma
game. Players can choose their own possible punishment level prior to the prisoner’s dilemma.
After the prisoner’s dilemma they might be punished by this level if the partner decides to
punish. By voluntarily choosing high punishment levels, players can signal their willingness for
cooperation and that there thus will be no need for punishment. In the “Gradual” version of the
mechanism, players may condition their incremental enhancements of their own vulnerability
1

Fréchette (2011) gives an overview about experimental papers comparing professionals and usual subject
pools. Most papers in his review find no difference in behavior. Fréchette (forthcoming) also reviews other types
of subject pools (e.g. children, elderly people).
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on the other’s choices. In the “Leap” version of the mechanism, they unconditionally choose
their vulnerability. Theoretically both mechanisms support cooperation, though there is a larger
set of cooperative equilibria under the Gradual mechanism.
The experiment confirms the theoretical predictions. After an initial learning phase subjects
start using the mechanism, and a higher level of cooperation is achieved when either of the
mechanisms is implemented compared to the Baseline prisoner’s dilemma where the mechanism is absent. In agreement with the theory, subjects choose higher possible punishment levels
in Gradual than in Leap resulting in higher mutual cooperation as well. Furthermore, endogeneity is important in this setting: if we exogenously impose the same possible punishment levels
that subjects voluntarily choose in other sessions, cooperation and efficiency falls. The intuition
here is that in that case a high possible punishment level not necessarily indicates a willingness
to cooperate.
In Chapter 3 we investigate how different types of information (aggregate vs. individual)
and information structures (no information, full information, endogenous information) affect
market outcomes in an oligopoly. We consider a Cournot oligopoly with homogenous goods
where firms decide about their production in a market consisting of three firms. The main
starting point is that competition authorities consider the exchange of disaggregated production
data highly anticompetitive, as cartels are more sustainable when individual data is available.
The reason is that individual production data enhances cooperation and coordination among
firms. They can easily see whether other members have broken a tacit cartel agreement, and as
the defector is identifiable, they can also punish him. However, previous laboratory experiments
have shown that it need not be the case that more disaggregated information about competitors
lead to more collusion (see e.g. Huck et al., 1999 and 2000 and Offerman et al., 2002). Yet these
experiments lack an important characteristic of information structure, namely that information
sharing is a firm’s own decision. We introduce this possibility; in our experiment subjects
can decide about sharing their past production decisions. The voluntary nature of information
sharing may enhance the possibility of cooperation (i.e. collusion) among firms, as sharing low
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production levels might indicate an intention for collusion.
The experiment in Chapter 3 reveals no significant difference in average total outputs across
information types and information structures. However, we observe (insignificantly) more attempts for collusion when individual information is available, especially when it is made available endogenously. We find that subjects use voluntary sharing to show their intentions to cooperate. Those who share information, produce significantly less than those who do not share
information, irrespective of the type of information they can share (aggregate vs. individual).
If individual information was shared voluntarily, firms tried to collude more often, but not with
aggregate data. This shows that the voluntary nature of information sharing may be important
in some markets but also that it does not automatically lead to collusion.
In Chapter 4 we focus on a pure coordination problem and investigate whether team-production with weakest-link characteristics can be increased by exclusion from the team. In contrast
to previous ostracism studies with weakest-link or public good games (see e.g. Croson et al.,
2015 and Maier-Rigaud et al., 2010) exclusion does not take place automatically or by voting
within the group. Instead, we move closer to real production settings and place a manager
above a group of 6 members who benefits from team-production without exerting effort herself. The manager has the possibility to monitor her workers’ performance (either perfectly
or imperfectly) and in some cases to replace some of her workers in her team. Workers in
the weakest-link game choose an effort level which determines their productivity (via a noisy
component in case of imperfect monitoring). Team output equals the minimum of the productivities. The manager can observe all productivity levels and, if applicable, she can decide about
replacing some of her workers. With this experiment we explore whether the manager’s stick
is efficient to increase team-production, even under imperfect monitoring, and whether after removing the stick workers are still able to maintain high effort levels. To address these questions
we introduce different contract types besides the different information structures (noisy vs. perfect monitoring). The manager can either fire in every round, or can never fire, or workers start
with a probation phase of 5 rounds, after which they cannot be fired any more.

5

The experimental results show that the fear of exclusion has a profound effect on team
performance even if workers are imperfectly monitored; the most flexible contract induces the
highest team-output while the one with no firing possibilities leads to the lowest production.
However, once the fear is eliminated for some workers, because some of the workers get promoted to a permanent position after their probation phase, effort levels steadily decrease. This
latter result is in line with the “Peter principle” (Lazear, 2004) that also originates from the
observation that workers’ performance reduces after being promoted.
Chapter 5 summarizes the thesis and the main findings.

6

Chapter 2
Fostering cooperation through the
enhancement of own vulnerability

2.1

Introduction

In situations where private interests are at odds with the collective interest, the possibility to
punish has proven to be an effective tool to support cooperation. In small groups, contributors
are often willing to pay a small cost to punish free riders. This process helps to make free riders
behave in agreement with the collective interest (see for instance Yamagishi, 1986; Ostrom
et al., 1992; Fehr and Gächter, 2000; 2002). In practice, the possibility to punish free riders
will often be limited though, because people are protected by property rights. For instance, a
neighbor who refrains from contributing to the local public good can presumably be disciplined
by damaging his car, but the person who inflicts the damage has to face the possibility that she
will be prosecuted in court.
Here we examine a simple version of the conflict between public and private interest. We
This chapter is based on Kopányi-Peuker et al. (2015). Financial support of the Research Priority Area Behavioral Economics of the University of Amsterdam is gratefully acknowledged. We are grateful to Jos Theelen
for programming the experiment.
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consider a prisoner’s dilemma in which cooperation cannot be contracted and in which the possibility to punish may only endogenously become available. That is, players can only be punished if they voluntarily make themselves vulnerable in the first place, by giving the partner the
possibility to punish them. They may do so to signal that they are interested in pursuing mutual
cooperation. If the other is willing to punish a free rider at a small cost, then the player’s signal
to conditionally cooperate becomes credible. Theoretically and in an experiment, we investigate
whether and how the possibility of enhancing one’s own vulnerability may foster cooperation
in the prisoner’s dilemma. In particular, we want to know whether: (i) people voluntarily make
themselves vulnerable if they have the possibility to do so, (ii) whether cooperation is enhanced
when players have made themselves vulnerable and (iii) whether it matters if the trust-building
process occurs gradually or in one single step.
The trust-building process that we have in mind corresponds to how strangers are reported
to build friendships. In his “Moralia”, Plutarch already described how a reciprocal exchange of
secrets may lead to a relationship in which there is a fear of loss of trust (Gambetta, 2009, p.
66; Plutarch, 1992). Strangers who have exchanged secrets before they interact in a prisoner’s
dilemma may refrain from free riding if they fear that this will trigger the other to publicly
disclose the secret. More recent psychological research shows that feelings of intimacy develop
in a dynamic process in which a person discloses personal information, thoughts and secrets and
the partner responds in a likewise manner (Altman, 1973; Rotenberg, 1986; Dindia and Allen,
1992; Laurenceau et al., 1998). An important (but possibly unintended) by-product of such
feelings may be that people have learned to trust each other when they subsequently interact in
a prisoner’s dilemma.1 Interestingly, Derlega et al. (1976) report that reciprocal self-disclosure
is especially observed among strangers, as hypothesized by Altman (1973). Once relationships
have been established and friends have learned to trust each other, other arguments may take
1

Gossip may also serve as a form of self-disclosure that promotes trust through the enhancement of vulnerability. If a worker communicates damaging information about a superior to a colleague, he faces the risk that the
colleague reveals this to the superior. If instead the colleague reciprocates with another negative story, a bond may
be formed which may help the workers to solve free rider incentives in the work place. See Sommerfeld et al.
(2007) for a discussion of other functions of gossip.
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over. For instance, in long term relations the behavior of friends may be disciplined by repeated
game considerations.
Economic applications of this process include the formation of cartels and bribery operations. That both sides may benefit from voluntarily enhanced vulnerability was well understood
in the Dutch Construction Cartel uncovered in a parliamentary inquiry in 2002 (VARA/Zembla,
2009). It was revealed that representatives of Dutch construction companies slowly but surely
built good relationships with civil servants of the Ministry of Transport. Gradually civil servants
were buttered up by the companies, starting small with a good bottle of wine or a fancy dinner.
If the civil servant took the bait, the gifts increased, from a refurbished home garden to the
building of a fireplace or dormer windows. Sometimes the civil servant could even be seduced
to a visit to the exclusive brothel Yab Yum, or was treated on golf trips abroad travelling with
the company’s private Jet. After the civil servant had opened up to blackmail, the construction
company knew that it could easily follow up by suspicious overruns on projects supervised by
the civil servant. That the relationship was risky was proven in the aftermath. In total 1300
construction companies were fined for a total of 306 million euro and paid an additional 100
million euro in settlements.2
In this chapter, we model the trust-building process in a stylized three stage game. In the
first stage, the two players voluntarily decide upon the extent to which they make themselves
vulnerable for punishment. In the second stage, after having been informed of each other’s own
possible punishment level, the two partners decide whether or not to cooperate in a prisoner’s
dilemma. Based on the observed outcome, each player decides in the third stage whether or not
2

Other applications of the mechanisms studied in this chapter include the use of hostages and trust-building
among criminals. Since Roman times, hostages have been exchanged to enforce truces and treaties. In some
cases hostages were voluntarily exchanged (Schelling, 1960, p. 135-137; Lee, 1991; Herrmann and Palmieri,
2005). Posting a hostage does not bind an agent to a specific action, but creates a stick that the partner can use
later on. The use of the hostage cannot be contracted either, so the partner can punish after any action of the
agent. Williamson (1983) discusses how the exchange of hostages can be used to support trade in contractual
relations hampered by holdup threats; he argues that “... the use of hostages to support exchange is widespread and
economically important” (p. 537). Gambetta (2009) describes some examples where trust-building mechanisms
are used to support criminal activities. For instance, mafia bosses have been reported to bring their wives to
potentially explosive dinners to signal their own willingness not to start a shooting. Pedophiles are often asked to
share compromising photos before they get access to a child-pornography website.
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to punish the partner at a small cost. If a player decides to punish, the partner loses an amount
equal to her own possible punishment level chosen in the first stage.
We consider two different trust-building mechanisms. In the “Gradual” variant, players
may build trust in small steps, while observing the partner’s willingness to go along in this
process. This variant has the advantage that a player can condition the own possible punishment
level on the partner’s possible punishment level. It agrees with the empirical observation that
trust is often formed in small incremental steps. The possibility of “starting small” can be
advantageous, as has been shown by Andreoni and Samuelson (2006) for a repeated prisoner’s
dilemma and by Weber (2006) in a team production game with Pareto ranked equilibria.3
In the “Leap” variant, players decide whether or not to take a leap in the dark by simultaneously choosing an own possible punishment level without the possibility of conditioning it
on the partner’s level. This variant may correspond to situations where players do not have the
time to build trust in small steps, or where it is too costly to engage in a slow gradual process.
Theoretically, considering equilibrium refinements, the Gradual treatment may support higher
levels of vulnerability and cooperation than the Leap treatment.
We first provide a theoretical analysis of the two trust-building mechanisms. We show
that in either mechanism mutual defection as well as mutual cooperation can be supported in
equilibrium. The cooperative equilibrium is selected in a process of iterated elimination of
weakly dominated strategies in the Gradual mechanism. Such a process does not have a bite
in the Leap mechanism though. Further, when weakly dominated strategies are eliminated
iteratively, players choose higher own punishment levels in the Gradual variant than they would
ever do in the Leap variant. In essence, the possibility to condition one’s own vulnerability on
the partner’s vulnerability allows players to turn themselves into unconditional cooperators in
the Gradual variant, provided that the partner does the same. Theoretically, such high levels of
3

The mechanism behind the result in those papers is quite different though. In Andreoni and Samuelson (2006),
players differ in their taste for cooperation when they participate in a twice-played prisoner’s dilemma. If the
stakes are larger in the second stage game, players have a larger willingness to invest in the first stage to achieve
cooperation in the second. In Weber (2006), coordination on the efficient equilibrium is facilitated if teams start
small and new members observe the history of the team before they enter.
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trust cannot be reached in the Leap variant.
We test the performance of the mechanisms in an experiment where in each round subjects
are rematched with a different partner in their matching group. In a Control treatment where
players do not have the possibility to make themselves vulnerable, cooperation is not sustained.
In the treatments with a trust-building mechanism, after some initial aversion a significant fraction of the subjects actively employs the mechanism to achieve cooperative outcomes. The
two trust-building treatments do not differ in the extent to which subjects use the mechanism.
Instead, conditional on the mechanism being used, subjects choose higher own possible punishment levels in the Gradual variant than in the Leap variant. These higher own possible
punishment levels subsequently map into a higher frequency of cooperative outcomes in the
Gradual variant. At the same time, by helping to align the players’ vulnerability levels, the
Gradual variant diminishes the occurrence of miscoordination outcomes in which one player
cooperates and the other defects.4
In the second half of the experiment, cooperative outcomes are regularly observed with a
mechanism but almost never in the Control treatment. After subjects have gained experience
with the environment and the mechanism, subjects cooperate in only 4.3% of the cases in the
Control treatment, while they cooperate in 26.5% of the cases in the Leap variant and in 36.3%
of the cases in the Gradual variant. The Gradual mechanism performs well, even when it is
put in the perspective of studies in which the punishment possibility was introduced exogenously. For instance, in Fehr and Gächter’s (2000) strangers treatment, subjects’ contributions
increased from 18.5% to 57.5% when subjects were exogenously allowed to punish. So in absolute terms the effect of introducing the possibility to punish is somewhat bigger in Fehr and
Gächter (2000), but not in relative terms.
To assess the importance of the signaling aspect of the mechanism, we include two treat4

Our results complement the findings of Potters and Suetens (2009) who find more cooperation when actions
exhibit strategic complementarities than when they display strategic substitutes. Both our Leap and Gradual mechanisms are examples of interactions with strategic complementarities. Our research shows that within the class of
games with strategic complementarities, cooperative behavior may result more easily if players have the possibility
to reciprocate in small steps.
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ments in which the own punishment levels are exogenously assigned. In these treatments, our
subjects are assigned exactly the same own punishment levels as the ones voluntarily chosen
by our subjects in Gradual and Leap. A comparison of these treatments highlights the importance of the signaling aspect of the mechanism. When own punishment levels are exogenously
assigned, cooperation levels are close to the Control treatment and overall performance is even
worse than in the Control treatment because subjects regularly choose ineffective punishments.
The remainder of the chapter is organized as follows. Section 2.2 discusses related literature.
Section 2.3 presents the game and the theoretical analysis. In Section 2.4, we provide the
experimental design and procedures. Section 2.5 presents the experimental results and Section
2.6 concludes.

2.2

Related literature

Our study contributes to several strands of literature. One strand considers how agents may
achieve cooperation if they can write binding contracts. In the spirit of the work of Coase
(1960), Varian (1994) proposes a simple two-stage compensation scheme that implements the
efficient outcome as a subgame perfect equilibrium in a wide class of games. In a prisoner’s
dilemma, the mechanism amounts to the following. In the first stage, each player announces a
non-negative amount that he will pay to the partner provided that the partner cooperates in the
second stage. In the second stage, the players participate in a prisoner’s dilemma. An announcement made in the first stage is binding, so if the partner cooperates the contract is automatically
carried out. An important difference between the compensation scheme and the vulnerability
mechanism of this chapter is that in the latter approach there is no formal agreement that will
automatically lead to punishment in case of contract breach.
In an experiment, Andreoni and Varian (1999) show that the compensation mechanism performs fairly well. When the mechanism is introduced in the second part of the experiment,
cooperation levels go up from 25.8% to 50.5%. So the data provide support for the mechanism,
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even though the mechanism does not completely weed out defection.
Charness et al. (2007) provide a more demanding test of the compensation mechanism. They
extend Andreoni and Varian’s experimental results in two ways. First, they consider variants of
the prisoner’s dilemma in which there is a substantial range of transfers that support cooperation
in a subgame perfect equilibrium (in the prisoner’s dilemma of Andreoni and Varian, there was
essentially a unique subgame perfect equilibrium). Second, in their variants of the prisoner’s
dilemma subjects face a coordination game in the second stage of the experiment; both (C,C)
and (D,D) can be supported as equilibria of the second subgame (in contrast, in Andreoni and
Varian subjects have a dominant strategy to cooperate provided that sufficient transfers in the
first stage are made). The compensation mechanism even performs well in this harsher environment. Charness et al. find cooperation rates in the range of 43-68% when transfer payments are
permitted compared to 11-18% in the control without the compensation scheme.
In a more complicated emissions trading game, Hamaguchi et al. (2003) investigate a punishment version of Varian’s compensation scheme and find less support for the mechanism.
In their game, there are many Nash equilibria, which may have inhibited coordination on the
subgame perfect equilibrium. Chen and Gazzale (2004) show that supermodularity can be an
important factor in the performance of a generalized version of the compensation scheme; they
find that supermodular games converge significantly better than games far below the threshold
of supermodularity.5 Falkinger (1996) introduces a related mechanism in which players are
subsidized or taxed in accordance with how their contribution to the public good deviates from
the mean contribution. In contrast to the mechanism studied in this chapter, taxes and subsidies
in Falkinger’s approach are implemented by the government. In an experiment, Falkinger et al.
(2000) confirm the potential of the mechanism to support cooperation in public good games.
Probably closest to us in terms of mechanism are Iossa and Spagnolo (2011). In a theoretical
contribution, they discuss a contractual clause that may help players to achieve cooperation in
a non-verifiable task. Prior to the interaction, players sign a contract that allows them to punish
5

In supermodular games, each player’s marginal utility of increasing his action rises with increases in the other
player’s action (so that roughly players actions are ”strategic complements”).
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each other to a certain extent at their own discretion. The punishment is without value to the
punisher but harms the partner at whom it is aimed.6 The main difference between their and
our approach lies in how the first stage is modeled. In their paper, players have the possibility
to write a binding contract in the first stage, so that they can agree on a mutually beneficial
arrangement without strategic uncertainty. In contrast, in our non-cooperative approach, players
have to deal with the danger that their choice to enhance the own vulnerability is not matched by
the partner.7 Among other things, this implies that in our approach non-use of the mechanism
in combination with mutual defection cannot be excluded in equilibrium.
We contribute to this literature in two ways. First, an attractive feature of the mechanism
that we study is that it does not require the possibility to write binding contracts. Second, we
show that it may matter a lot for the outcome if players have the possibility to build trust in
many small steps. Our conjecture is that this finding will generalize to Varian’s compensation
scheme, and that higher levels of cooperation may be achieved if the first, contract writing stage
proceeds gradually.
Our research also contributes to a somewhat more remote strand of literature that studies
how subjects choose among existing institutions that do or do not allow for punishment. In
the public good game of Gürerk et al. (2006), subjects can choose between a sanction-free
institution and a sanctioning institution in which punishments and rewards are allowed. After
an initial phase in which a small majority prefers the community without sanctioning, subjects
massively migrate to the community in which sanctions are allowed and where high levels of
cooperation are sustained throughout the experiment. In a follow-up experiment, Gürerk et al.
6

The contractual clause studied by Iossa and Spagnolo (2011) thus has the flavor of a hostage (cf. Schelling,
1960). Contractual hostages to facilitate trade were first studied theoretically in the economics literature by
Williamson (1983). Inspired by his work, a small literature emerged in sociology that investigates so-called
“hostage games”. In essence, the hostage here is a contract that specifies a punishment that is automatically
administered to the poster of the hostage if he acts opportunistically in the subsequent social dilemma. Raub and
Keren (1993) show that posting of such hostages in a stage prior to a prisoners’ dilemma may enhance cooperation.
Likewise, Snijders and Buskens (2001) find that the postage of hostages may also help achieving cooperation in
the trust game. Raub (2009) surveys the relevant sociological literature.
7
This danger is even present in the Gradual mechanism: in contrast to Iossa and Spagnolo (2011), subjects
cannot cooperatively choose their vulnerability. If an agent chooses a low vulnerability level, he cannot go back
and adjust his level anymore when he observes his partner choosing a higher level.
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(2009) show that the sanctioning institution remains equally successful if punishments but no
rewards are allowed, and they find that initial self-selection in the sanctioning institution is a
key-factor explaining its success.
Kosfeld et al. (2009) study a similar mechanism to solve a social dilemma as we do, except that they assign an important role to a central authority that has the role of administering
sanctions. In their three stage game, players first decide whether or not to participate in the organization. Non-members of the organization can free ride on the members of the organization. In
the second stage, players are informed of the number of participants in the organization and the
organization is only actually formed if all members agree. In the third stage, all players decide
about their contribution decision and members of the organization are automatically punished
if they do not contribute their full endowment to the public good. In the experiment, the grand
organization is usually formed in which everybody participates. This result is in line with the
notion that social preferences matter and is inconsistent with standard theory that predicts the
formation of incomplete organizations.
In the public good game studied by Sutter et al. (2010), subjects vote to play in a standard
Voluntary Contribution Mechanism (VCM), a VCM that allows for rewards and a VCM that
allows for punishments. When rewards and punishments are sufficiently effective, subjects
prefer the VCM with rewards, even though the VCM with punishments is more effective. Sutter
et al. find that endogenously chosen institutions trigger higher cooperation levels than if the
same institution is implemented exogenously.
These studies share the feature that once an institution is voluntarily implemented, its effectiveness is exogenously determined (by the experimenter).8 In contrast, in our study subjects
themselves determine how effective a punishment by the partner will be.9
8

Sutter et al. (2010) discuss more studies in which players choose between existing institutions. In a recent
contribution, Ramalingam et al. (2014) take an individualistic approach to institution formation by letting subjects
unilaterally decide first whether they want to have the right to punish others in a subsequent public goods game. In
their experiment the punishment technology is exogenously fixed.
9
Taking quite a different approach Rtischev (2011) theoretically studies vulnerability from an evolutionary
perspective and finds that (under certain assortative matching conditions) it can evolve as strategic trait that fosters
cooperation.
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2.3
2.3.1

The model and its predictions
Structure of the game

In this section we present a simple model on which our experiment is based. The model consists
of a two-player game with three stages. In the first stage players unilaterally determine the level
of possible punishment they might receive themselves later on in the game. We consider two
different ways in which these possible punishments can be chosen. In the Gradual mechanism,
players’ own possible punishment levels are gradually increased by an automatic process as in
an (Japanese style) English auction while players can observe whether the other player is still
in the process. Players choose at which possible punishment level to drop out. At any level
where one of the players decides to drop out first, the process stops for a short time to allow
the other player to immediately drop out as well at the same own punishment level. (Of course
the other player need not do so and may also choose to drop out later.) Under this mechanism,
players can thus reciprocate small pieces of vulnerability step by step. In contrast, in the Leap
mechanism both players simultaneously submit one final possible punishment level, just as in a
sealed bid auction. Here a player thus takes a leap in the dark when choosing to make himself
vulnerable.
After the first stage is completed, the resulting possible punishment levels – denoted x1 ,x2 ≥
0 – are revealed to both players. Players subsequently play the following prisoner’s dilemma
game in the second stage:
C
D

C
D
c, c s, t
t, s d, d

Table 2.1: Payoff matrix of the prisoner’s dilemma
where t > c > d > s > 0.10 Moreover, to facilitate the exposition of the equilibrium analysis,
we also assume that t − c ≤ d − s.
10

In our notation, c gives the payoffs when both players cooperate and d when both defect. Parameter t gives
the ‘temptation’ payoff to defect when the other cooperates, while s reflects the ‘sucker’ payoff when a player is
the only one cooperating.
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Having observed the behavior in the previous two stages players decide in the third stage
whether they want to punish their partner or not. Punishment leads to a fixed cost of p > 0 for
the punisher, which is assumed to be a small amount (p < d). Players can only punish their
partner with the possible punishment level the partner determined herself in the first stage. Note
that the received punishment is independent of the second stage action of the players (that is, a
cooperator can also be punished with the chosen possible punishment level). This models the
situation where no binding contracts are available for the agents to enforce cooperative behavior.
Here, we focus on symmetric prisoner’s dilemma games for simplicity. However, our results
can readily be extended to asymmetric prisoner’s dilemma games, as we will explain below.

2.3.2

Equilibrium predictions

We simplify the equilibrium analysis by analyzing the model in reduced form. In particular,
we assume that players use the following punishment strategy: cooperators are never punished,
while defectors are punished with probability one after outcome C − D and with probability
β > 0 after outcome D − D. It is also assumed that players punish only if the partner’s
punishment level is strictly higher than zero, i.e. players are unwilling to pay the punishment
cost p if punishment does not cause any harm.11 Given assumed punishment behavior, players
maximize their own payoffs.12
Our ad hoc assumptions regarding punishment behavior are well in line with existing experimental evidence. People tend to punish (much) more if they cooperated but were betrayed,
than if they both defected. Furthermore, people usually do not punish others who were nice to
them and cooperated.13 Models of other regarding preferences, like e.g. Rabin (1993), Levine
11

The results do not change substantially if we assume that agents do not punish if xi < p. In that case players
are indifferent between any punishment level xi < p in equilibria in which they would choose xi = 0 with the
current assumptions.
12
If we do not add these assumptions, and assume completely rational players, the theoretical results are very
simple: players never punish, thus they choose to defect in the second stage. The first stage decision is irrelevant
in this case then, since punishment never occurs.
13
These types of behavior have already been observed in other public good game experiments; see e.g Fehr and
Gächter (2000) or Sefton et al. (2007). Experimental evidence also suggest that there is a small minority who also
punish well-behaving players. However, we do not consider this possibility in our theoretical model since majority
of the people do not behave like this.
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(1998), Fehr and Schmidt (1999)14 and Bolton and Ockenfels (2000), may provide a behavioral
justification for our reduced form approach.15
Based on the assumed punishment behavior, we can collapse the second and the third stage
into the following simultaneous move game: Here I{xi >0} denotes the indicator function, equal

C
D

C
c, c
t − x1 , s − p · I{x1 >0}

D
s − p · I{x2 >0} , t − x2
d − β(x1 + p · I{x2 >0} ), d − β(x2 + p · I{x1 >0} )

Table 2.2: Expected payoff of the whole game given possible punishment levels
to one if xi > 0 and zero otherwise.
We first consider equilibrium behavior in the above collapsed (second stage) game. Let
δi (xi , xj ) = P r ( i chooses D | (xi , xj )) denote the probability with which player i defects,
given possible punishment levels (xi , xj ) chosen in the first stage. The following lemma characterizes players’ equilibrium strategies in the second stage. All proofs are relegated to Appendix
2.A.1.
Lemma 2.3.1. If the other player j has chosen xj > 0 in the first stage, the equilibrium strategy
of player i (with i 6= j) in the second stage is as follows:
(i) If xi < t − c ≡ x, then player i will be a defector, that is, δi∗ (xi , xj ) = 1 for all xj > 0;
(ii) If x ≤ xi ≤

d−s+(1−β)p
β

≡ x, then player i will be a conditional cooperator; that is,

player i prefers to cooperate if the other player cooperates and prefers to defect if the
other player defects;
(iii) If xi > x, then player i will be an unconditional cooperator, that is, δi∗ (xi , xj ) = 0 for all
xj > 0.
14

See Appendix 2.A.3 for an analysis of the inequity aversion model.
Alternatively, a more direct approach as in Andreoni and Samuelson (2006) could be taken. Studying a
prisoner’s dilemma setting, they make direct assumptions on players’ preferences for taking a given action (either
cooperate or defect) that rationalize the common findings observed in experiments: viz. that people sometimes
prefer to cooperate themselves, but differ in the strength of this preference, and value cooperation more when the
other player cooperates as well.
15
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If the other player j has chosen xj = 0 in the first stage, then for player i the same strategies
hold with x =

d−s
.
β

Lemma 2.3.1 shows that when a player chooses either a very low or a very high punishment
level, he has a dominant strategy in the subsequent second stage game. For punishment levels
in between x and x the player becomes a conditional cooperator, and prefers to coordinate to
match the other player’s choice.16
If there is at least one player with a dominant strategy, a unique equilibrium in the (collapsed) second stage subgame results. Only if both players turn out to be conditional cooperators, multiple equilibria exist: D − D, C − C, and a mixed one. In that case the two players
potentially face a coordination problem. Note, however, that it is unlikely that players will end
up in D − D, given that they could have done so more cheaply by choosing xi = 0 (and thus
becoming a defector) in the first stage. They would then arrive at the same outcome but save
at least βx in terms of expected punishments. As it appears, besides D-D also mixing cannot
occur on the equilibrium path. The intuition here runs as follows. The mixed equilibrium of the
second stage subgame yields a player less than outcome C − C. A best response to the other
player being a conditional cooperator is, therefore, to become an unconditional cooperator oneself by choosing a possible punishment above x. In that case coordination on C − C is secured
and the mixed equilibrium is avoided.
Lemma 2.3.1 presents the cutoff values x and x for symmetric prisoner’s dilemmas. For
asymmetric prisoner’s dilemmas these cutoff levels will differ between the two players. Yet
the underlying mechanism that players move from being a defector to conditional cooperator to
unconditional cooperator when they increase their own x remains exactly the same.
The following proposition translates the above intuitions to the equilibria of the entire game.
Proposition 2.3.2. In both versions of the mechanism there are multiple subgame-perfect equilibrium outcomes:
16

Lemma 2.3.1 assumes that if player i is exactly on the border (i.e. xi = x or xi = x), he behaves like a
conditional cooperator. Obviously, ties between the three cases could have been broken differently, leading to
essentially the same results.
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(i) xi = 0, and δi∗ (0, 0) = 1 for i = 1, 2;
(ii) x ≤ x∗i ≤ x, and δi∗ (x∗i , x∗j ) = 0 for i = 1, 2 (and i 6= j);
In the Gradual mechanism two additional sets of equilibrium outcomes exist:
(iii) x ≤ x∗i ≤ x and x∗j > x, and δi∗ (x∗i , x∗j ) = 0 for i = 1, 2 (and i 6= j);
(iv) x∗i > x, and δi∗ (x∗i , x∗j ) = 0 for i = 1, 2 (and i 6= j).
The proposition only specifies the behavior on the equilibrium path; off path behavior is
characterized in Appendix 2.A.1. Note that there are infinitely many equilibria for both mechanisms. Yet the Gradual mechanism allows a larger set of equilibria, as it also includes equilibria
in which either one or both of the players turn themselves into an unconditional cooperator in
the first stage (cf. Proposition 2.3.2 (iii) and (iv)). This cannot occur in the Leap mechanism,
because the best response to the other player choosing x∗−i > x is to choose xi = 0 oneself.
However, in the Gradual mechanism it may happen, since players can simultaneously increase
their own possible punishment levels in small steps (and cannot go back). They thus can secure that they become an unconditional cooperator only if the other player becomes at least a
conditional cooperator at the same time. This ensures that outcome C − C is reached.
With multiple equilibria, the question of interest becomes in which equilibrium players
will ultimately end up: either in the non-cooperative equilibrium of part (i), or in one of the
cooperative equilibria of parts (ii) through (iv) of Proposition 2.3.2. Regarding the latter, in
the cooperative equilibria of part (ii) the indeterminacy of the cutoff level for x∗i to end up
in the C − C outcome is caused by the fact that if both players are conditional cooperators,
multiple equilibria exist in the second stage subgame (as discussed above). Even though on the
equilibrium path the players should always end up in the C − C equilibrium, off the equilibrium
path they may coordinate on one of the other second stage equilibria. Depending on this off path
behavior, the equilibrium cutoff for x∗i is higher or lower.17
17

The indeterminacy in parts (iii) and (iv) of Proposition 2.3.2 results from the fact that if both players always
cooperate, punishments are never carried out. In that case players are indifferent between all possible punishment
levels (within the given ranges). As a result, in e.g. part (iv) any x∗i above x can be supported in equilibrium.
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In the Gradual mechanism players can increase their own punishment level step by step
while observing whether the other player follows suit. One would therefore expect that coordination on the cooperative outcome should be easier. By using a forward induction like argument
that refines the set of equilibria, the following proposition shows that this is indeed the case.
Proposition 2.3.3. In the Gradual mechanism, only the equilibria described in part (iv) of
Proposition 2.3.2 survive the iterated elimination of weakly dominated strategies.
The intuition here is that in the Gradual mechanism players can profitably use a ‘wait and
see’ strategy. Instead of jumping out first, a player can simply wait and see what the other player
does. If the other player immediately drops out at zero, it is best to immediately follow suit.
Otherwise, the players use the mechanism to achieve the cooperative outcome. In the proof of
Proposition 2.3.3 it is shown that dropping out first below x is (iteratively) weakly dominated.
Equilibria in which both players stay in until at least x are thus more focal.
For the Leap mechanism we cannot reduce the set of equilibria by eliminating weakly dominated strategies.18 The reason is that there, unlike in the Gradual case, players cannot condition
their own punishment level on the punishment level of their partner. They may therefore remain
trapped in skeptical beliefs that the other will choose x−i = 0, because there is nothing the
other player can do to disprove such skepticism. To illustrate, suppose that although player i
would like to choose a possible punishment level that makes him a conditional cooperator if the
partner does so as well, he prefers to choose zero if his partner chooses zero. Skeptical beliefs
then induce player i to choose a punishment level of zero, followed by defection in the second
stage. If the other player thinks the same, players are stuck in the non-cooperative equilibrium
even though both prefer a cooperative one. In contrast, in the Gradual mechanism players can
freely disprove their partner’s skeptical beliefs, simply by waiting and not dropping out first at
18

Ben-Porath and Dekel’s (1992) result is very similar to ours, but obtained for other settings. They show that
if players have the possibility to simultaneously burn money before playing a coordination game, the “worse”
equlibrium cannot be eliminated by iterated elimination of weakly dominated strategies. Unlike their setup, in our
model players do not literally burn money to show their intention for cooperation. Moreover, the strategic nature
of our second stage game depends on the possible punishment levels chosen in the first stage: for low possible
punishment levels it corresponds to a prisoner’s dilemma, while for e.g. in between possible punishment levels it
becomes like a coordination game.
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zero.
To sum up, in the Leap mechanism players face strategic uncertainty, as there appears to
be no compelling argument that makes coordination on one of the cooperative equilibria focal.
Rational players will coordinate on cooperation in the Gradual case, because outcomes that
correspond to other equilibria make use of strategies that do not survive the iterated elimination
of weakly dominated strategies. Players can safely choose higher possible punishment levels
in the Gradual mechanism than in the Leap mechanism. The Gradual mechanism is therefore
predicted to perform better in fostering cooperation.19
To conclude this section we briefly illustrate how models of other regarding preferences can
rationalize the assumed punishment behavior.20 Take for instance the inequity aversion model
developed by Fehr and Schmidt (1999). This model predicts that players who sufficiently dislike
being behind, punish the defector after outcome C − D because this reduces inequality.21 At the
same time, the defector will typically prefer not to punish, as this decreases his own payoff. If
both players choose the same action in the prisoner’s dilemma, multiple punishment equilibria
may exist. The intuition is that, depending on the choices made in the first two stages, players
may want to mimic the other’s punishment behavior. They may then either coordinate on an
equilibrium in which both punish, or another one in which they do not. After joint cooperation
(outcome C − C) no punishment serves arguably as focal point; there is simply no compelling
reason why players should punish. Yet after outcome D − D it is much less clear what the
focal punishment equilibrium is. One could either argue that punishment is appropriate given
that the other defected, or make the case that punishment is superfluous because both players
19

The same general prediction holds when we assume instead that the incentive to defect is stronger if the
other player cooperates than when the other player defects (t − c > d − s). In Appendix 2.A.2 we provide the
full equilibrium characterization for that case and show that coordination on a cooparative outcome then can be
sustained as equilibrium outcome in the Leap mechanism only if β is sufficiently low. In contrast, equilibrium
cooperation can still occur under the Gradual mechanism for all values of β.
20
The results are qualitatively the same as either in the main text or in Appendix 2.A.2 if the assumption about
punishment behavior is more general, viz. the likelihood of getting punishment in D − D is higher than for
cooperators in C − D. However, if cooperators are more likely to be punished in C − D than defectors in
D − D, then players cannot turn themselves into an unconditional cooperator. Outcome C − C is still supported
in equilibrium, but an equivalent of Proposition 2.3.3 does not hold anymore.
21
For the formal analysis see Appendix 2.A.3.
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did so. Our β parameter reflects this indeterminacy and can capture the average behavior of
inequity averse players in practice. With Fehr-Schmidt style preferences, Lemma 2.3.1 and
Proposition 2.3.2 remain qualitatively valid, except that the thresholds x and x will then depend
also on the inequity aversion parameters of the players involved, and on the other player’s
chosen possible punishment level. Types (i.e. being a defector or (un)conditional cooperator)
are not independent anymore, and they can also change if the partner chooses a different possible
punishment level.

2.4

Experimental design and procedures

The experiment was conducted in the CREED-laboratory at the University of Amsterdam. In
total, 240 subjects participated in 10 sessions (in 5 different treatments). None of the subjects
participated in more than one session. Subjects were mainly undergraduate students from various fields (e.g. economics, business, psychology, law). At the start of the computerized experiment, subjects received the instructions on their screen. Subjects read the instructions at their
own pace and had to successfully answer some control questions testing their understanding
before they could proceed with the experiment. The instructions for one of the treatments are
included in Appendix 2.B. Because the games are not simple (except for the Control treatment),
we used meaningful labels like punishment levels, cooperation and defection in the instructions
of all treatments.
Subjects received a starting capital of 500 points at the beginning of the experiment, and
they could earn additional points by their decisions. At the end of the experiment, their points
were converted into real money; the conversion rate was such that 100 points corresponded to 1
euro. In an experiment that lasted between 1 to 2 hours, subjects earned on average 18.7 euros
(with a minimum of 11.2 euro, and maximum of 29.6 euro).
There were 24 subjects in each session. In each of the 50 rounds, subjects were randomly
rematched in pairs within their matching group of 8 subjects. Subjects were informed that
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they would never meet twice in a row with the same other subject. We organized two sessions
for each of the five treatments. Thus, for each treatment we collected data of 6 independent
matching groups.
We varied the trust-building mechanism between treatments. In the Control treatment, there
was no mechanism, and the game consisted of only one stage in which the two subjects that
formed a pair in a round played a prisoner’s dilemma. Both subjects simultaneously chose
between Cooperate (C) and Defect (D). At the end of the round, subjects were informed of
each other’s choices and received a payoff corresponding to the action pair. The payoffs in the
prisoner’s dilemma are listed in Table 2.3.
C
D
C 55; 55 5; 70
D 70; 5 25; 25
Table 2.3: Payoffs in the prisoner’s dilemma in the experiment
Two treatments allowed for trust-building as in the model of Section 2.3. In each of these
treatments, each round had a three-stage structure. In the first stage, subjects determined their
own possible punishment levels. After the first stage, subjects were informed about their partner’s possible punishment level. In the second stage, subjects played the prisoner’s dilemma
game listed in Table 2.3. At the end of this stage, they were informed about their partner’s
action in the prisoner’s dilemma. In the third stage, subjects decided whether they wanted to
punish their partner or not. The possibility to punish the partner was not limited to cases where
the partner defected. This is in agreement with the fact that in the situations that motivate this
study players cannot write a binding contract and therefore have to face the possibility of being
punished even if they cooperate. If a subject decided to punish, the partner received a deduction
in points equal to his own possible punishment level of the first stage. At the same time, the
subject who decided to punish incurred a cost of 4 points. Notice that a cooperator who punishes a defector still earns 1 point (naturally, subjects’ eagerness to punish may become smaller
the larger the costs of punishing, especially if it results in negative payoffs). After the third
stage, punishment decisions of the own pair and earnings were revealed to the subjects. In each
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round, a subject’s earnings was equal to the payoff in the prisoner’s dilemma game, possibly
diminished by the received punishment and/or the punishment cost (if punishment was received
and/or given).
The two trust-building treatments differed in the way in which trust could be built in the
first stage. In treatment “Gradual”, an automatized clock slowly raised the possible punishment
levels, and subjects could stop the clock at the desired integer own possible punishment level.
If one subject in a pair submitted a punishment level, the partner was immediately informed
about this. In order to give the second subject the chance to submit the same punishment level
as the first one, the clock was stopped for 4 seconds after the first subject had stopped. Without
this feature, it would have been practically impossible to submit the same punishment level. It
may have made the outcome to choose the same punishment level more focal, though. The clock
only stopped for a given pair, not for everybody in the experiment. If the second subject decided
not to stop at the same level, the automatized clock continued to rise until the second subject
was satisfied and stopped the clock. To guarantee that 50 rounds could be run in a reasonable
time frame, we imposed a maximum possible punishment level of 50 in this stage. When the
clock reached this amount, subjects who still remained in the process automatically dropped out
of the mechanism, and their possible punishment level was set equal to this maximum amount.
Subjects were aware of this procedure. Without being stopped, the clock reached 50 in about
30 seconds including 4 seconds at 0 (otherwise it was virtually impossible to submit zero).
In the first stage of treatment “Leap”, subjects essentially had to make a leap in the dark and
choose an own possible punishment level without having any information about the partner’s
own possible punishment level. Subjects simultaneously chose the own possible punishment
level, a single integer number of at least zero and at most the maximum possible punishment
level of 50. In the other stages, there were no further differences between Gradual and Leap.
With the parameters used in the experiment, players can turn themselves into a conditional
cooperator if they choose an own possible punishment level of at least 15. The upper bound
of the conditional cooperator range depends on β, and is strictly decreasing in it. This upper
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bound is at least d − s = 20, and it goes to +∞ as β goes to 0. Above this threshold, players
turn themselves into unconditional cooperators.
Additionally we also had treatments to control for the effect of the mere possible punishment
levels; “ExGradual” and “ExLeap”. These treatments were run after getting the data for the
treatments with the mechanism. We mimic the Gradual and Leap treatment by having the exact
same matching as in the previous treatments. The only difference is that we drop the first stage
of the game, and assign subjects exogenously a possible punishment level. We match each
person with a subject from the previous experiment, and assign his or her possible punishment
level sequence. By doing so we have the exact same possible punishment level pairs as in the
Gradual and Leap treatments, but we rule out the signaling aspect of the game. This affects the
theoretical predictions. In these treatments, the D − D outcome is an equilibrium outcome if
both players are assigned an own punishment level that makes them a conditional cooperator.
In all five treatments, a social history screen with the 10 most recent completed rounds
was always visible. In treatments with punishment possibility, this screen contained the possible punishment levels, the actions, and the punishment decisions of each pair in the subject’s
matching group. The observations were ordered on the basis of the own possible punishment
level of the first player in a pair.22 Appendix 2.B provides an example of how a social history
screen may look like. We decided to provide this social history screen because the game is complex and we wanted to facilitate better understanding and speed up learning. Furthermore, the
history screen helps coordinating on a particular equilibrium in the game. Subjects can observe
how fellow participants behave, but they could never identify who they are matched with. In the
social history screen of the control treatment we provided information about the actions of the
pairs in a matching group. Notice that the social history screen adds a partners design element
to the environment and that it may encourage subjects to play cooperatively. Subjects were not
identifiable in the history screen though, which in our view is essential in a partners design.
22

If player 1’s own punishment levels were the same across pairs, the ordering was determined by the own
possible punishment level of the player 2; if these numbers were also the same, then they were sorted on the basis
of the cooperation decisions. It was randomly determined who in a pair was listed as player 1 and who was listed
as player 2.
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Figure 2.1: Cooperation rate over time

2.5

Results

In Section 2.5.1 we present cooperation and punishment decisions. We start with the question
how the achieved outcomes in the prisoner’s dilemma vary with the treatments. Then we analyze
how individuals behave in the three stages of the treatments that use one of the mechanisms to
build trust. First we deal with the extent to which subjects make themselves vulnerable in stage
1. Then we show how the possible punishment levels of stage 1 map into decisions in the
prisoner’s dilemma in stage 2. Finally we discuss how actual punishment behavior in stage 3
depends on the behavior of stage 2. In Section 2.5.2 we zoom in on the dynamics in our data
and we provide an explanation of the results. In Section 2.5.3 we take a closer look at why the
mechanism works to increase cooperation by analyzing the exogenous treatments.

2.5.1

Cooperation and punishment

We start with the question whether the mechanism works as predicted. That is, do subjects
cooperate more often when a mechanism is used and if so, is Gradual more successful than
Leap in achieving this goal? Figure 2.1 displays the cooperation rates over time in the three
treatments. In agreement with our conjecture that we employed an environment in which it is
hard to sustain cooperation, the cooperation levels fall dramatically in the Control treatment. In
the second half of the experiment, cooperation rate is around 4%. Interestingly, in the Gradual
27

Treatment
Panel A. Cooperation rate
Control
Gradual
Leap
Control vs. Gradual
Control vs. Leap
Gradual vs. Leap
Panel B. C-C outcome
Control
Gradual
Leap
Control vs. Gradual
Control vs. Leap
Gradual vs. Leap
Panel C. C-D outcome
Control
Gradual
Leap
Control vs. Gradual
Control vs. Leap
Gradual vs. Leap
Panel D. D-D outcome
Control
Gradual
Leap
Control vs. Gradual
Control vs. Leap
Gradual vs. Leap

First half
(rounds 1-25)

Second half
(rounds 26-50)

13.67% (11.01)
24.67% (13.30)
24.50% (17.24)
0.15
0.17
0.69

4.25% (6.21)
36.25% (32.80)
26.50% (27.20)
0.09*
0.04**
0.63

3.16% (4.71)
13.50% (11.52)
13.67% (17.39)
0.04**
0.09*
0.63

0.50% (1.22)
33.67% (32.73)
18.67% (26.45)
0.01**
0.05**
0.26

21.00% (13.54)
22.33% (9.05)
21.67% (8.21)
0.81
0.94
0.87

7.50% (10.19)
5.17% (5.34)
15.67% (11.55)
0.57
0.11
0.06*

75.83% (17.66)
64.17% (16.19)
64.67% (18.05)
0.17
0.30
0.87

92.00% (11.30)
61.17% (33.09)
65.67% (29.09)
0.12
0.04**
0.75

Notes: **: significant at 5% level, *: significant at 10% level
according to a ranksum test with n = 6. Standard deviations
of matching group averages are in %-points in brackets. The
proportions of the given outcome and the p-values for tests for
differences across treatments are displayed in the first and the
second half of each panel, respectively.

Table 2.4: Percentage of cooperation and outcomes
treatment cooperation levels also fall rapidly in the beginning of the experiment. Apparently it
takes time before the mechanisms become effective. After round 25 the cooperation rate grows
to approximately 26.5% in Leap and 36.25% in Gradual, while it falls short of 4% in Control.
Table 2.4 presents the cooperation rates, and also the proportions of C − C, C − D and
D − D outcomes and shows to what extent the differences between treatments are statistically
meaningful. For the non-parametric test results reported in this thesis, we employ a prudent
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testing procedure in which we use average statistics per matching group as data points. Panel
A of the table focuses on a comparison of the cooperation rates between treatments. The main
message here is that the differences between each of the treatments that use a trust-building
mechanism and the Control treatment are significant in the second half of the experiment, while
the difference between Gradual and Leap is never significant. The latter result is caused by
the fact that not all matching groups in Gradual actively exploit the possibilities offered by the
mechanism. The difference between Gradual and Leap lies more in the extent to which the
mechanism is used if it is used. We come back to this in Section 2.5.2.
Although the increased cooperation rates already show that the mechanism is successful to
foster cooperation, it is also important to examine how the mechanism leads to an increase in
ending up in the cooperative outcome. To answer this question, panels B through D of Table
2.4 presents the proportion of the C − C, C − D and D − D outcomes. From panel B it can be
seen that subjects ended up in the C − C outcome significantly more often in both treatments
with the mechanism compared to the Control treatment, both in the first and in the second half
of the experiment, while again, the difference between the Gradual and Leap treatment is never
significant. Panel C presents the comparison of the proportions of C − D outcomes. These
diminish over time in the three treatments. In the first half of the experiment, C − D outcomes
are observed approximately equally often in the three treatments, and all pairwise differences
between treatments are not significant. In the second half of the experiment, the rate of C − D
outcomes drops substantially in Gradual and Control, but much less so in Leap. Remember that
Gradual offers better opportunities than Leap to prevent C − D outcomes, because in the former
subjects may use the first stage to coordinate their possible punishment levels. In agreement
with this intuition, subjects appear to be more successful in preventing C − D outcomes in
Gradual than in Leap. As a result, (weakly) significantly less C − D outcomes are observed in
Gradual than in Leap in the second half of the experiment. Regarding the D − D outcomes,
we can see that they are constant over time in the treatments with the mechanism, but increase
over time in the Baseline treatment. Here the only statistically significant difference between
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Figure 2.2: Evolution of average own possible punishment levels for each mechanism
treatments is that in the second half of the experiment subjects ended up significantly less often
in D − D in the Leap treatment than in the Baseline treatment.
We now turn to an analysis of individual behavior in the three stages of Gradual and Leap.
We first deal with the extent to which subjects are willing to make themselves vulnerable in
stage 1. Figure 2.2 illustrates how average own possible punishment levels change over time
for each mechanism. Average possible punishment levels increase as time passes for both treatments. However, this increase is larger in Gradual than in Leap. Figure 2.1 and Figure 2.2
together suggest that subjects first try to achieve mutual cooperation without making use of the
mechanism. Then when they find out in approximately round 10 that this does not work very
well, they start using the mechanism which gradually enhances cooperation levels.
In the remainder of this section, we focus on the second half of the data. The reason is
that we want to compare the treatments in the phase of the experiment in which subjects have
learned about the potential usefulness of the mechanism in the game that they are playing. In
Section 2.5.2 we come back to the data of the whole experiment when we describe the dynamics
in the data. Figure 2.3 shows the distribution of possible punishment level pairs and how often
subjects cooperate for given combinations of possible punishment levels. The size of the circle
indicates how often a pair of possible punishments is observed in a treatment. The darkness
of a circle corresponds to the extent to which subjects cooperate for a combination of the own
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Figure 2.3: Cooperation probability for a given punishment level pair in the Gradual (left panel)
and in the Leap treatments (right panel)
Notes: We define 11 categories for the 50 possible punishment levels. The first category equals the singleton set
{0}, because many subjects choose that level. The other 10 categories cover the range from 1 to 50 with equal
category length (that is, [1;5], [6;10], and so on). Each possible punishment level in each pair is assigned to a
category, and pairs are plotted according to these categories. The figure is based on rounds 26-50. The darkness
of a circle shows the likelihood of cooperation for a combination of the own and the partner’s possible punishment
level; the darker the circle is, the more likely it is that subjects choose to cooperate. The size of the circle is
proportional to the frequency of a pair of possible punishments.

and the partner’s possible punishment level; the darker the circle is, the more likely it is that
subjects choose to cooperate. The distributions of punishment level pairs differ substantially
across treatments. As expected, possible punishment levels are much closer to each other in
Gradual than in Leap; note that pairs of possible punishment levels are mainly along the diagonal in Gradual. There, subjects rarely choose a higher possible punishment level after they have
been informed of their partner’s possible punishment level. In Leap, subjects do not have the
possibility to condition their possible punishment level on the level chosen by the partner, thus
these levels correlate less. Overall, the correlation between the players’ possible punishment
levels equals 0.89 in Gradual and 0.35 in Leap.
The figure also shows that in both Gradual and Leap a substantial proportion of pairs of
subjects coordinate on low levels of possible punishment (especially on 0). Another interesting
feature of the figure is that both distributions have, besides the origin, a second but different
spike. In Gradual, subjects often choose a very high possible punishment level in the interval
[46;50], while in Leap, many pairs manage to coordinate on a possible punishment level in
[16;20]. The locations of these alternative spikes are in agreement with the theory presented in
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Section 2.3. If we condition on cases where the minimum possible punishment level of a pair
is at least 15 (the theoretical threshold above which cooperation becomes possible), the average
punishment level in Gradual (39.5) is almost twice as large as in Leap (20.6). The difference
is significant according to a Mann-Whitney test (p=0.03). Thus, when pairs of subjects aim
for cooperation, they choose substantially higher possible punishment levels in Gradual than in
Leap.
Now we consider how the chosen possible punishment levels affect actions in the prisoner’s
dilemma. The following pattern emerges from Figure 2.3. Only when their own possible punishment level surpasses 15, subjects seriously consider to cooperate. In the quadrant where both
players’ own punishment levels exceed 15, subjects gradually cooperate more often when their
own punishment level increases as well as when the other’s own punishment level increases.
The former result is in line with the notion that very high own possible punishment levels turn
a player into an unconditional cooperator. The latter result agrees with the possibility that if a
player chooses an own punishment level in the conditional cooperator range while the partner
has become an unconditional cooperator, the player can become more confident that cooperation is the better choice. Interestingly, even in the quadrant where a player’s own punishment
level exceeds 15 while the partner’s level falls short of 15, players tend to cooperate when they
choose very high own punishment levels. This result supports the idea that with unilateral very
high own punishment levels, players face the danger of becoming an unconditional cooperator
who can be exploited by the partner. This danger can be observed in Leap, but not in Gradual where own punishment levels are very much aligned. In Leap subjects not only cooperate
more often (compared to the case when both players are defectors) when they are unconditional cooperators facing a defector, but also when they are defectors and face an unconditional
cooperator.23
23

These observations are supported by a fixed effect logit regression with individuals in the Leap treatment as
panels, where we restrict our attention to the second half of the data and the subsample where subjects either have
a low possible punishment level below 15, or a high one of at least 40. We regressed the cooperation decision on
a dummy which is 1 when the own possible punishment is high and the other’s is low, and on a dummy indicating
the own possible punishment is low and the other’s is high. The regression result shows that in both cases subjects
cooperate significantly more often compared to the baseline case when they both have low punishment levels.
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Own
action
Cooperate

Defect

Treatment
Gradual
Leap
p-value
Gradual
Leap
p-value

Partner’s action
Cooperate
Defect
0.06 (404) 0.93 (29)
0.02 (220) 0.88 (78)
0.62
0.13
0.37 (30) 0.14 (316)
0.13 (88) 0.13 (472)
0.45
0.52

p
0.04**
0.07*
0.89
0.35

Notes: **: significant at 5% level, *: significant at 10% level.
Percentage of given punishment in the second half of the experiment (excluding cases with partner’s punishment level equal
to zero) with the number of cases in parentheses. The p-value
shows the test results of testing for the differences across treatments based on the Mann-Whitney test, whereas Wilcoxon p
compares behavior within a treatment.

Table 2.5: Punishment behavior
Figure 2.3 shows that the pattern of cooperating more after higher punishment levels is
present under both treatments. However, it is not that clear whether subjects react in the same
way to the same punishment level pairs (which theoretically would support cooperation) in the
treatments, or whether the mechanism in the first stage matters. To examine this we restrict our
attention to specific possible punishment level pairs which are observed under both cases: (i)
where both punishment levels are low, i.e. at most 5, and (ii) where both punishment levels
are intermediate, i.e. 15 ≤ xi ≤ 25. A fixed effect logit regression on the second half of the
data reveals that subjects cooperate significantly more often when both punishment levels are
in the intermediate region compared to when they are in the low region. Furthermore, there
is no significant treatment difference in the cooperation likelihood in the higher punishment
level region, even though the differences in levels are sizable. In the Gradual treatment subjects
cooperate in 55% of the cases after such punishment level pair, whereas in Leap they cooperate
in 34% of the cases.24
Next we discuss the question which choices in the prisoner’s dilemma actually trigger pun24

More precisely, we ran a fixed effect logit regression with individuals as panels on the second half of the data.
We only used the observations in the low and intermediate punishment regions and regressed cooperation on a
dummy indicating that both punishment levels are in the intermediate region rather than in the low region, and
the interaction between this dummy and a Gradual treatment dummy. The regression confirms that having higher
punishment levels significantly increases cooperation, yet the interaction term is insignificant.
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ishments. The data are roughly in line with the assumptions of the theoretical model. For a
start, own punishment levels of 0 rarely trigger punishments (< 1% of the cases). Conditional
on strictly positive own punishment levels, Table 2.5 presents for each treatment how often
subjects punish after a combination of actions in the prisoner’s dilemma. Subjects primarily
choose to punish after they cooperated while the partner did not. These punishment frequencies
are close to our theoretical assumption that the cooperator punishes with probability 1 if the
other defects. In either treatment, cooperating subjects punish significantly more often when
the partner defects than when the partner cooperates. Furthermore, defectors punish cooperators with the same likelihood as they punish defectors. If we combine all cases where the partner
cooperates, subjects punish in only 8% of the cases in Gradual and in 5% of the cases in Leap.
Although these numbers do not exceed zero to a large extent, they may have diminished the
attractiveness of the mechanism. In Gradual, a punishment rate of 8% after an own punishment
level of 50 approaches 20% of the gains from C − C relative to the D − D outcome. The fact
that cooperators sometimes do get punished by defectors might be explained by beliefs about
punishment behavior. Defectors might punish because they fear punishment themselves. When
both subjects defect, punishments occur, but only in a minority of the cases. Pooling the data
of the two treatments, this occurs in approximately 13% of the cases. The frequency of punishment after D − D increases to approximately 20% if we condition on cases where a subjects’
own punishment level is larger than 15.
Roughly the same punishment pattern emerges in the two treatments where punishments
are allowed. In both cases, subjects most often punish if they cooperate and the partner defects,
while they least often punish in cases where both cooperate. For none of the four possible action
combinations in the prisoner’s dilemma, the actual punishment probability differs significantly
across treatments. Figure 2.4 shows how the partner’s possible punishment level influences
punishment decisions after a given outcome in the prisoner’s dilemma. The figure illustrates
that the exact level of the partner’s possible punishment does not matter much for the subjects’
punishments. The exception is the extent to which subjects punish after the D − D outcome
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Figure 2.4: Punishment probabilities in the Gradual (left panel) and in the Leap treatments
(right panel)
Notes: The 11 categories for the 50 possible punishment levels are the same as in Figure 2.3, but here we exclude
possible punishment levels of 0. The figure is based on rounds 26-50. For each outcome of the prisoners dilemma
we plot the frequency of given punishment as a function of the partner’s possible punishment level. The size of the
marker is proportional to the number of observations for each case.

in the Gradual treatment. Here, subjects are more inclined to punish when the partner’s own
punishment level increases.
The mechanism yields an efficiency gain if it stimulates cooperation. This efficiency gain
may be offset when players actually choose to punish. Ex ante it is not clear which of the two
forces dominates. Figure 2.5 shows efficiency over time. Here we calculate the round earnings for each pair including received and given punishments, and divide it by 110 which is the
maximum they can get by cooperation. In the first part of the experiment there is basically no
difference in efficiency between the treatments. In the second half of the experiment there is
an upward trend in efficiency in the treatments that use the mechanism, in particular in Gradual. Table 2.6 shows that the gains in efficiency compared to the Control treatment are not
significant.
So far the following picture emerges from our data in Gradual and Leap. In both treatments,
subjects either refrain from making themselves vulnerable or they make themselves vulnerable to the extent that they have at least become a conditional cooperator. If they refrain from
making themselves vulnerable, subjects primarily choose to defect. On the other hand, if they
do make themselves vulnerable, they tend to do this to a substantially larger extent in Grad-
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Figure 2.5: Efficiency over time

Treatment
Control
Gradual
Leap
Control vs. Gradual
Control vs. Leap
Gradual vs. Leap

First half
(rounds 1-25)
51.95% (5.41)
54.28% (6.35)
52.67% (9.88)
0.42
0.52
0.26

Second half
(rounds 26-50)
47.43% (2.93)
60.05% (16.41)
53.64% (15.39)
0.11
0.75
0.26

Notes: Test results are based on ranksum tests with
n = 6. Efficiency and the p-values of tests for differences across treatments are displayed in the upper and
the lower panel of the table, respectively. Standard deviations of matching group averages are in %-points in
brackets.

Table 2.6: Efficiency
ual than in Leap. The process of mutually monitoring allows subjects to coordinate on high
own punishment levels in Gradual. The higher the own possible punishment level is (given
that it is already at least 15), the larger the probability of cooperation is. In addition, subjects’
cooperation decisions respond positively to the other’s possible punishment level. Finally, we
do not observe systematic differences in the treatments in how combinations of choices in the
prisoner’s dilemma map into actual punishments. Therefore, the main difference between the
treatments is that subjects make themselves vulnerable to a larger extent in Gradual if they aim
for cooperation. This feature of our data is in line with the theoretical analysis. Theoretically,
mutual high own possible punishment levels can be supported in Gradual by a process of iter-
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atively eliminating weakly dominated strategies. Such a process is impossible in Leap, where
the best that subjects can do is to turn themselves into conditional cooperators. From this perspective, it makes a lot of sense that subjects choose higher own possible punishment levels in
Gradual than in Leap.

2.5.2

Dynamics in the data and explanation of main result

In this section we take a closer look at the dynamics in our data. In the previous section, it
was shown that the positive effect of the trust-building mechanisms primarily emerges in the
second half of the experiment. Even then, it is not the case that all subjects switch to using the
mechanisms. To get a sharper view on how and why play evolves as it does, we classify each
subject as user or non-user. We do this on the basis of a subject’s behavior in the preceding
10 rounds.25 In Leap, we say that a subject is a user if the own possible punishment levels
are 15 or higher in more than five of the preceding 10 rounds. We employ 15 as a threshold
because theoretically from this level players credibly signal that they are interested in achieving
the cooperative outcome. In Gradual, the characterization is not as simple, because subjects
who want to use the mechanism may revert to a low own possible punishment level after they
find out that the partner chooses a low level. However, also in Gradual there are certain types
of behavior that unambiguously characterize a user or a non-user. If a subject chooses an own
possible punishment level of 15 or higher, the subject behaves as a user. If a subject chooses
the own possible punishment level earlier than the partner, while the possible punishment level
has not yet reached 15, the subject behaves as a non-user. Only when a subject submits a
punishment level below 15 after the partner decided on the own punishment level, we cannot
use the case to classify the subject because we do not know if the subject had been willing to
stay in until 15 or higher if the partner had done the same. When classifying a subject on the
basis of the preceding 10 rounds, we simply ignore the latter cases and say that a subject is a
25

It follows from this choice that we cannot characterize subjects in the first 10 rounds, but only from the 11th
one onwards.

37

Relative frequency
0.7
Gradual
Leap

0.65
0.6
0.55
0.5
0.45
0.4
0.35
0.3
0.25
0.2

15

20

25

30
35
Rounds

40

45

50

Figure 2.6: Frequency of users of the mechanism
user if and only if the subject behaves as a user in more than 50% of the remaining cases.26
Note that our procedure allows for the possibility that a subject’s type changes over time.
Figure 2.6 illustrates how the relative frequency of types evolves over time in the two treatments where the mechanism can be used. The horizontal line corresponds to 50% of the subjects. In Gradual the number of users increases considerably over time (starting from 23% of
users), and after round 37 there are more users than non-users. In contrast, in Leap the number
of users starts at a higher level and increases less steeply. In either treatment the frequency of
users seems to converge to a small majority of the subjects.
A trust-building mechanism is only useful if other subjects in a matching group employ it
as well.27 In each round, we classify a matching group of 8 subjects as a user group if it has at
least 4 users in the given round. In Leap, there are 4 user groups in more than 60% of the rounds
26

Consider the following example: in the last ten rounds a subject submits 4 times a possible punishment level
higher than 15, 6 times a level below 15, from which he submitted three times first and three times second in his
pair. In this case the subject is classified as a user. If a subject’s behavior does not identify his type in any of the
10 preceding rounds (which happens when he always chooses a possible punishment level below 15 in response to
the partner dropping out), we keep the type assigned in the previous round.
27
Note that our history screen allows subjects to learn quicker about this complex game and about the behavior
of the subjects in their matching group. In a simple analysis we checked whether this is indeed the case. We
calculated for each round the relative frequency of peers who chose at least 15 in the most recent 10 rounds. Then
we calculated the difference between average earnings of peers who chose at least 15 and of those who chose at
most 14. The correlation between choosing own punishment levels of at least 15 in a given round and the relative
frequency of peers choosing also at least 15 in the history screen equals 0.62 for Gradual and 0.57 for Leap (all
data). The correlation between choosing at least 15 and the difference in earnings after high and low punishment
levels is also positive: 0.39 in Gradual and 0.45 in Leap. This suggests that the history screen makes it easier for
subjects to coordinate.
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Figure 2.7: Proportion of C − C outcomes in the matching groups in the Gradual (left panel)
and in the Leap treatments (right panel)
(in the remaining rounds there are 3 user and 3 non-user matching groups). In contrast, there
are 4 or 5 non-user matching groups till round 25 in the Gradual treatment, and there are almost
always 3 user and 3 non-user groups in the second half of the experiment.28 This shows that the
better performance of Gradual does not result from an increase in the proportion of subjects or
the proportion of groups that actually adopt the mechanism.
Instead, it appears that user groups in Gradual are more successful than user groups in Leap.
Figure 2.7 shows the evolution of the percentage of cooperative C − C outcomes over time for
each treatment, separately for user and non-user groups. Unsurprisingly, user matching groups
end up more often in the C − C outcome than non-user groups in either treatment. Furthermore, there is no big difference between the efficiency of non-user groups across treatments.
Remarkable is the substantial difference between user groups across treatments. In the second
half of the experiment, the frequency of C − C outcomes per user group is approximately twice
as high in Gradual.
A plausible explanation is suggested by the observation that users choose higher possible
punishment levels in Gradual than in Leap.29

Higher possible punishment levels above 15

28
In both treatments most matching groups are stable, either consistently using the mechanism or consistently
not using it. In Leap 3 groups are stable users, 2 groups are stable non-users and the remaining group is a user
group in rounds 11 and 21-44 (and a non-user group elsewhere). In Gradual there are three stable non-user groups
(one of them switching to user only in the very last round), one stable user group, one group switching from
non-user to user in round 22 and a final group that switches more often.
29
It is not the case that groups are more homogeneous in Gradual. We do not observe systematic differences in
the treatments in how often a homogeneous group of at least 6 users formed.
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Figure 2.8: Average earnings for the own possible punishment levels in the Gradual (left panel)
and in the Leap treatments (right panel)
Notes: Earnings include received and given punishment costs. The data is smoothed by using weighted moving
averages where the weights are the number of observations for the given own possible punishment level. The
horizontal line is at the earnings after the D − D outcome without punishment (i.e. at 25).

enhance the likelihood of cooperation. This explains our finding that the Gradual mechanism is
more efficient in facilitating coordination on the cooperative outcome.
Finally we shed some more light on the question of why subjects in Gradual choose higher
own possible punishment levels and on the question of why not everybody in a treatment uses
the mechanism. For the second half of the experiment, Figure 2.8 shows how subjects’ earnings
depend on their own possible punishment level. The figure displays per treatment the average
earnings as function of the own possible punishment levels, as well as the standard deviations
around these averages.
In Gradual average earnings remain approximately constant until the possible punishment
level of 15 which represents the theoretical threshold for cooperation to occur. From this level,
average earnings steadily increase with the own punishment level. The picture is quite different
for Leap; there subjects’ earnings are already maximized for intermediate own punishment
levels in the range of 15-25. So given the strategic uncertainty that subjects face, they are well
advised to choose lower own possible punishment levels in Leap than in Gradual, just like they
do.
In both treatments, the standard deviations around the averages increase with the possible
punishment levels. In Leap, subjects face a clear trade-off; if they want to maximize expected
40

payoff, they have to use the mechanism and choose intermediate own punishment levels. With
this behavior they face higher risk than when they completely refrain from using the trustbuilding mechanism and set the own possible punishment level equal to 0. This may explain
why not all subjects in the Leap treatment switch to using the mechanism. Possibly some risk
averse subjects settle for lower expected earnings with lower risk by refraining from using the
mechanism.
At first sight, risk aversion might also be a candidate to explain that not all subjects use
the mechanism in Gradual. Also here, the very high possible punishment level that maximizes
expected earnings corresponds to higher variance. However, this ignores the possibility that
subjects may use the Gradual mechanism almost without risk. When they exactly match the own
punishment level selected by the other subject, they face little risk. The occasional punishments
that cooperators receive should only deter pathologically risk averse players from using the
mechanism. Instead, the problem seems to be that subjects of some groups never become aware
of how they may exploit the mechanism to their advantage. Some groups continue to completely
consist of non-users from the start, and remain trapped in the non-cooperative equilibrium.
Notice that if others do not use the Gradual mechanism, the essentially riskless strategy of
matching the other’s own punishment level has no effect on how the game is played.

2.5.3

The importance of signaling the intention to cooperate

The previous analysis shows that subjects can successfully achieve cooperation when they have
the possibility to make themselves vulnerable. However, it is not clear whether the result is
driven by the signaling aspect of the decision to make oneself vulnerable, or by the mere presence of high possible punishment levels. That is, one explanation behind the success of the
mechanism is that it allows subjects to build trust by signaling their intention to cooperate. The
other explanation is that high possible punishment levels by themselves are sufficient for the
occurrence of cooperation. We use the results of two additional treatments labeled “exGradual”
and “exLeap”to disentangle these two possibilities.
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Figure 2.9: Cooperation probability for a given punishment level pair in the exGradual (left
panel) and in the exLeap treatments (right panel)
Notes: The 11 categories for the 50 possible punishment levels are the same as for Figure 2.3. The darkness of
a circle shows the likelihood of cooperation for a combination of the own and the partner’s possible punishment
level; the darker the circle is, the more likely it is that subjects choose to cooperate. The size of the circle shows
the frequency of a pair of possible punishments.

Figure 2.9 depicts the cooperation probabilities after a given possible punishment level in
these extra treatments. If we compare this figure with Figure 2.3, we can observe that cooperation is substantially less likely with the exogenous punishment levels than in the treatments
when subjects can endogenously choose their own vulnerability. Table 2.7 shows the cooperation rates and efficiency levels in all five treatments. The table confirms that when the possible punishment levels are exogenously assigned, cooperation rates drop substantially in both
mechanisms. In fact, with exogenous assignment, cooperation levels are closer to the Control
treatment than to the treatments where subjects actually decide on the extent to which they make
themselves vulnerable. The picture is even more dramatic for the efficiency levels. With exogenously assigned possible punishment levels, efficiency levels drop even below the benchmark
of the Control treatment. The table also reports the extent to which the differences between
treatments are significant. Differences tend to be significant for the efficiency levels but not for
the cooperation levels. However, random effects panel logit regressions reveal that cooperation
is significantly higher in the endogenous treatments compared to the exogenous treatments.30
30

We ran the regressions separately for the Gradual and the Leap treatments, with individuals as panels and
focusing on the second half of the data. The dependent variable is a dummy for choosing C, the independent
variables are a dummy for endogenous treatment and the subjects own possible punishment level. Under each
mechanism, both the possible punishment level and the dummy for endogenous treatment have a significantly
positive effect on the probability to cooperate.

42

Treatment
Panel A. Cooperation rate
Control
Gradual
Leap
ExGradual
ExLeap
Control vs. ExGradual
Control vs. ExLeap
Gradual vs. ExGradual
Leap vs. ExLeap
ExGradual vs. ExLeap
Panel B. Efficiency
Control
Gradual
Leap
ExGradual
ExLeap
Control vs. ExGradual
Control vs. ExLeap
Gradual vs. ExGradual
Leap vs. ExLeap
ExGradual vs. ExLeap

First half
(rounds 1-25)

Second half
(rounds 26-50)

13.67% (11.01)
24.67% (13.30)
24.50% (17.24)
10.50% (4.70)
10.00% (8.79)
0.81
0.57
0.04**
0.08*
0.47

4.25% (6.21)
36.25% (32.80)
26.50% (27.20)
13.33% (18.33)
7.75% (12.16)
0.57
0.62
0.23
0.11
0.94

51.95% (5.41)
54.28% (6.35)
52.67% (9.88)
45.41% (7.74)
43.68% (4.66)
0.11
0.03**
0.08*
0.03**
0.42

47.43% (2.93)
60.05% (16.41)
53.64% (15.39)
44.21% (11.25)
43.76% (5.96)
0.05*
0.05*
0.04**
0.11
0.75

Notes: **: significant at 5% level, *: significant at 10% level according to a ranksum test with n = 6. Cooperation rate and efficiency and the p-values for tests for differences across treatments
are displayed in the upper and the lower half of each panel, respectively. Standard deviations of matching group averages are
in %-points in brackets. For ease of comparison we repeat cooperation rates and efficiency for the Control, Gradual and Leap
treatments.

Table 2.7: Cooperation and efficiency in the extra treatments
Table 2.8 compares the punishment levels across treatments. For each of the four possible
outcomes of the prisoner’s dilemma, average punishment behavior is quite similar in the exogenous and endogenous treatments. The minor differences in punishment behavior after a given
outcome are not significant. Nevertheless, subjects end up less often in C − C and more often
in D − D in the exogenous treatments compared to the endogenous ones. Overall, this results
in more punishment and lower efficiency (see Table 2.7) in the exogenous treatments.
Summarizing, the treatments with exogenous punishment possibilities not only perform
worse compared to the endogenous treatments, but also compared to the Control treatment.
Cooperation is not significantly different in the exogenous treatments compared to Control, but
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Own
action

Cooperate

Defect

Treatment
Gradual
ExGradual
Leap
ExLeap
Gr vs ExGr
L vs ExL
ExGr vs ExL
Gradual
ExGradual
Leap
ExLeap
Gr vs ExGr
L vs ExL
ExGr vs ExL

Partner’s action
Cooperate
Defect
0.06 (404) 0.93 (29)
0.01 (110) 0.90 (49)
0.02 (220) 0.88 (78)
0 (34)
0.44 (43)
0.42
0.12
0.28
0.06*
0.48
0.09*
0.37 (30) 0.14 (316)
0.31 (49) 0.17 (571)
0.13 (88) 0.13 (472)
0.16 (55) 0.15 (726)
0.91
0.52
0.63
0.52
1.00
0.87

p
0.04**
0.18
0.07*
0.32

0.89
0.40
0.35
0.92

Notes: **: significant at 5% level, *: significant at 10% level.
Percentage of given punishment in the second half of the experiment (excluding cases with partner’s punishment level equal
to zero) with the number of cases in parentheses. The p-values
show the test results of comparing treatments based on a MannWhitney test, whereas Wilcoxon p compares behavior within a
treatment. For ease of comparison we repeat punishment frequencies for the Gradual and Leap treatments.

Table 2.8: Punishment behavior in the exogenous treatments
subjects lose by ineffective punishment. Our mechanism is successful because subjects can endogenously choose their vulnerability. The possibility to signal an intention to cooperate thus
appears to be essential.

2.6

Conclusion

A common finding in the psychology literature is that strangers often build relationships by the
reciprocal disclosure of secrets. This process has consistently been shown to enhance feelings
of intimacy. In this chapter, we investigate the possibility that cooperation is fostered through a
process of enhancing one’s own vulnerability. By doing so, a player signals to his partner that
he aims for cooperation, and provided that the partner is willing to punish an uncooperative act,
the signal becomes credible. We consider the case that people can build trust conditionally in
small incremental steps as well as the one in which this has to be done in a single unconditional
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leap of faith. Theoretically, cooperation can be supported in both cases. At the same time, a
simple argument based on the iterated elimination of weakly dominated strategies suggests that
higher levels of own vulnerability will be observed in the case where players can gradually build
trust.
In the experiment we observe that, after some initial aversion, players start using the possibility of building trust through the enhancement of own vulnerability. In the second half of
the experiment they do this to a similar extent in either variant of the trust-building process.
Subjects coordinate substantially more often on the cooperative outcome with a trust-building
mechanism than in the Control where this is not allowed or in treatments where the first, trustbuilding stage is removed. So the trust-building mechanism works, albeit not perfectly. In this
sense, its performance is comparable to other mechanisms such as Varian’s (1994) compensation scheme. It appears to be essential for the success of the mechanism that subjects can
voluntarily signal an intention to cooperate. When vulnerability is assigned exogenously, the
mechanism ceases to be effective.
In agreement with theory, we observe higher vulnerability levels when players can build
trust gradually than when they have to do this in one leap. In the experiment, subjects’ willingness to cooperate increases steadily with the own punishment level once the threshold level
needed for cooperation is reached. Thus, when subjects make use of the mechanism, higher mutual cooperation levels are achieved when trust is built gradually. At the same time, the Gradual
variant helps reducing the number of miscoordination outcomes where one partner cooperates
and the other defects. These findings shed new light on why a slow, gradual process of building
trust may be preferable.
At first sight, the act of enhancing one’s vulnerability may seem puzzling. Our research reveals an important strategic aspect of this phenomenon. Agents who enhance their vulnerability
may pursue mutual cooperation more successfully. Whether or not this phenomenon benefits
society depends on the application. When it is used to allow strangers to become friends who
successfully solve social dilemmas, the mechanism will be beneficial. When it is employed to
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support illegal cartel activities, its effect will be beneficial for the parties involved but harmful
to society. In the latter case, the acts to enhance vulnerability may serve as a wake-up call to
the authorities that the relevant parties are intending to engage in illegal activities.

Appendix 2.A
2.A.1

Proofs and extensions

Proofs

Proof of lemma 2.3.1:
(i) If xi < x and xj > 0, we have that both c < t − xi and s − p < d − β(xi + p), from
which it follows that player i is better off by defecting, no matter what player j does.
(ii) If x ≤ xi ≤ x and xj > 0, it holds that c ≥ t − xi and s − p ≤ d − β(xi + p). Player i
then prefers to choose the same action as the other player does.
Case (iii) and the proof for xj = 0 go analogously.



Proof of proposition 2.3.2:
We consider the two versions of the mechanism separately.
(a) Leap mechanism. We first show that there is no equilibrium in which 0 < xi < x or
xi > x. If 0 < xi < x, choosing D is a dominant strategy for player i. Realizing this, the other
player j will choose D when xj ≤ x and C when xj > x. Player i is then punished for his
defection with at least probability β > 0. He is therefore better off if he chooses xi = 0 (and
subsequently defect); this would not alter the other player’s choice between C and D (which is
still governed by xj R x), but avoids costly punishment. In case xi > x player i will always
cooperate, for all values of xj ≥ 0 (cf. Lemma 2.3.1). The best reply of the other player j is
then to choose xj = 0 and defect. But against this strategy of player j it is not a best response
for player i to choose xi > x and C; he can earn more by choosing xi = 0 and defect as well.
Two possibilities therefore remain: xi = 0 and x ≤ xi ≤ x. Suppose first that xi = 0.
Player i then defects for sure in the second stage.(cf. Lemma 2.3.1). Player j therefore obtains
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s by choosing C and d − βxj by choosing D. Since d > s, she can get the most if she chooses
xj = 0 and D as well. Therefore, x1 = x2 = 0 followed by D − D constitutes an equilibrium.
(Off the equilibrium path behavior is governed by Lemma 2.3.1. A unilateral deviation of player
i does not affect j 0 s behavior. With j being a defector, i0 s response is fully determined by the
lemma.)
Next suppose that x ≤ xi ≤ x. From the above this necessarily requires that x ≤ xj ≤
x as well (note that against xj = 0, choosing x ≤ xi ≤ x is not a best response). Both
players are thus conditional cooperators. The (collapsed) second stage subgame then allows
three equilibria: C−C, D−D, and a mixed equilibrium. The cooperative outcome C−C strictly
Pareto dominates the other two. Suppose that players coordinate on the mixed equilibrium. Then
by deviating to xi > x and making herself an unconditional cooperator (while player j remains
a conditional cooperator), player i can secure outcome C −C. Therefore, the mixed equilibrium
of the second stage subgame cannot occur on the equilibrium path of the entire game. For the
same reason this also applies to outcome D − D. (Note that, besides xi > x, then also xi = 0
would be a profitable deviation.) We thus obtain an equilibrium in which x ≤ x∗1 , x∗2 ≤ x
followed by C − C. Off the path behavior is such that after any (x1 , x2 ) 6= (x∗1 , x∗2 ) with
x ≤ x1 , x2 ≤ x, both players choose D. This supports that players choose exactly (x∗1 , x∗2 ) in
the conditional cooperator range. Off path behavior outside the conditional cooperator range is
again governed by Lemma 2.3.1.
(b) Gradual mechanism. Also in this case there is no equilibrium in which 0 < xi < x.
To see this, from Lemma 2.3.1 it follows that player i defects after choosing such punishment
level. The other player j can then only achieve max{s − p, d − β(xj + p)}. For xj < x it holds
that max{s − p, d − β(xj + p)} = d − β(xj + p), which is decreasing in xj . Player j’s best
response is thus to drop out immediately after player i (such that xj = xi ) and defect as well.
Choosing 0 < xi < x thus yields player i a payoff equal to d − β(xi + p) < d, strictly less than
choosing zero would do.
Two possibilities therefore remain: xi = 0 and xi ≥ x. If xi = 0 the same reasoning as
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for the Leap mechanism applies; choosing xi = 0 and then defecting is a best response against
itself. In case xi ≥ x for i = 1, 2, each player is either a conditional or an unconditional cooperator. With two conditional cooperators three equilibria exist in the second stage subgame.
But the same reasoning as for the Leap mechanism implies that only C − C can occur on the
equilibrium path of the entire game. If at least one of the players is an unconditional cooperator,
this is immediate, as then the second stage subgame has only C − C as equilibrium outcome.
Hence x∗i ≥ x and δi (x∗i , x∗j ) = 0 (for i = 1, 2) are also equilibrium outcomes. Off path behavior is again such that after any (x1 , x2 ) 6= (x∗1 , x∗2 ) both players choose D. The proposition
divides this range into equilibria where both players are conditional cooperators (part (ii)), one
is a conditional cooperator and the other one an unconditional cooperator (part (iii)), and equilibria in which both players are unconditional cooperators (part (iv)).



Proof of proposition 2.3.3:
We proceed in three steps:
(i) Any strategy leading to dropping out first (strictly) between 0 and x is (iteratively) weakly
dominated.
To show this, suppose player i drops out first somewhere between 0 and x. In this case
playing C in the ensuing second stage game is strictly dominated for player i. Realizing that
player i will defect for sure, player j earns the most by dropping out immediately after player
i and defect as well. All other responses of player j are therefore (iteratively) weakly dominated. Dropping out first between 0 and x thus leads to outcome D − D and punishment with
probability β > 0. Dropping out immediately at zero and playing D then yields player i always
weakly more.
(ii) Any strategy leading to dropping out between x and x is (iteratively) weakly dominated.
First, suppose that player j drops out below x. Then player i cannot do better than dropping
out immediately as well (see (i) above). Next suppose that player j drops out first somewhere
between x and x. Then he turns himself into a conditional cooperator. If player i also drops out
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before x, she becomes a conditional cooperator as well. The second stage subgame then allows
three equilibria (C − C, D − D and a mixed one) and the maximum payoff that player i can
attain equals c. If instead of dropping out in the conditional cooperator range, player i chooses
a possible punishment level above x, she turns herself into an unconditional cooperator, as
choosing D in the second stage game is then strictly dominated for her. Realizing this, player
j will choose C in response (because choosing D is strictly dominated for player i). Staying in
the mechanism until at least x thus yields player i a payoff of c for sure and thus weakly more
than dropping out in the conditional cooperator range. A similar argument applies regarding
dropping out first between x and x; staying in until at least x is weakly better as this leads to
outcome C − C (and payoff c) for sure.
(iii) Any strategy leading to dropping out first at zero is (iteratively) weakly dominated.
If player i drops out first at zero, she has a dominant strategy to play D in the second stage
game. Realizing this, player j earns the most by dropping out immediately after player i and
defect as well (i.e. all other responses of player j are (iteratively) weakly dominated). Dropping
out first at zero thus yields a payoff equal to d. Next suppose player i does not drop out first at
zero. If the other player does so, player i’s best response is to do so as well and outcome D − D
results. This gives player i the same payoffs as dropping out first. If the other player does not
drop out at zero, from (i) and (ii) above it is then weakly dominated for both players to drop out
before x. Therefore, both will choose a possible punishment level above x and outcome C − C
results. This gives both players a payoff equal to c > d.
From (i) through (iii) it follows that dropping out first below x is weakly dominated.

2.A.2



The case with alternative incentives to defect

For expositional reasons we focused in the main text on the case where the incentive to defect
is weaker if the other cooperates than if the other defects, i.e. where t − c ≤ d − s. In
this appendix we show that qualitatively the same predictions are obtained for the opposite case
where t −c > d−s. Also then the gradual mechanism is predicted to perform better in fostering

49

cooperation.
We first present the equivalent of Lemma 2.3.1 for the general case in which no assumptions
are made on how t − c compares to d − s.
Lemma 2.A.1. If the other player j has chosen xj > 0 in the first stage, the equilibrium strategy
of player i (with i 6= j) in the second stage is as follows:
o
n
≡ x0 , then player i will be a defector, that is, δi∗ (xi , xj ) =
(i) If xi < min t − c, d−s+(1−β)p
β
1 for all xj > 0;
n
o
(ii) If x0 ≤ xi ≤ max t − c, d−s+(1−β)p
≡ x0 , then:
β
d−s+(1−β)p
,
β

(a) if t − c ≤

player i will be a conditional cooperator; that is, player i

prefers to cooperate if the other player cooperates and prefers to defect if the other
player defects;
(b) if t − c >

d−s+(1−β)p
,
β

player i will be a reverse cooperator; that is, player i prefers

to cooperate if the other player defects and prefers to defect if the other player
cooperates;
(iii) If xi > x0 , then player i will be an unconditional cooperator, that is, δi∗ (xi , xj ) = 0 for
all xj > 0.
If the other player j has chosen xj = 0 in the first stage, then for player i the same strategies
n
o
n
o
d−s
d−s
0
0
hold with x = min t − c, β and x = max t − c, β .
Proof of Lemma 2.A.1:
Cases (i), (iia) and (iii) are analogous to cases (i), (ii) and (iii) in Lemma 2.3.1. For the
remaining case (iib), note that xi ≤ t − c implies that player i prefers to choose D if the other
chooses C while

d−s+(1−β)p
β

≤ xi implies that i prefers C if the other chooses D.



A first observation is that the analysis in the main text remains valid as long as part (iib)
of Lemma 2.A.1 does not apply. The new part (iib) opens up the possibility that a player turns
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himself into a “reverse cooperator” if he chooses a punishment level in the intermediate range.
A reverse cooperator prefers to do the exact opposite of what the other player does.
In the remainder we focus on the case not covered by the main text where t−c >
This corresponds to β >

d−s+p 31
.
t−c+p

d−s+(1−β)p
.
β

Players may then turn themselves into reverse cooperators. It

can be easily seen that under the Leap mechanism they will never do so. This follows because
the best response to the other player being a reverse cooperator is to choose xi = 0 oneself
(yielding the maximum payoff of t). This induces the other player to choose xj = 0 as well.
Hence no equilibria with reverse cooperators exist.
Things are different under the Gradual mechanism. Here equilibria in which both players
are reverse cooperators do exist. The intuition runs as follows. If both players are reverse
cooperators, the (collapsed) second stage subgame has three equilibria: C − D, D − C and a
mixed strategy equilibrium. Coordinating on one of the pure equilibria C − D or D − C cannot
occur on the equilibrium path of the entire game, as the player supposed to cooperate earns only
s − p and would have been better off dropping out immediately at zero and defect, yielding d.
Yet coordinating on the mixed equilibrium can occur. This holds because, unlike for the case in
which the other player is a conditional cooperator (case (iia)), if the other is a reverse cooperator
there is no incentive to become an unconditional cooperator oneself. This would namely lead
to the disadvantageous C − D outcome. Therefore, mixing is possible on the equilibrium path
of the entire game (only) if expected payoffs exceed d, the minimum payoff a player can secure
himself by dropping out immediately at zero. Earning at least d requires that in the mixed
equilibrium, the other player j defects with sufficiently low probability. As

∂δj
∂xi

< 0, this in turn

requires that player i himself chooses a high enough punishment level xi ≥ x
b. Threshold x
b is
determined such that player i at least earns d in equilibrium. The following proposition makes
the above intuitive predictions precise.
Proposition 2.A.2. For all β > β ∗ ≡

d−s+p
t−c+p

there is a unique subgame-perfect equilibrium

outcome in the Leap mechanism:
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For the case t−c > d−s considered in this appendix, there always exist values of β such that

For β ≤

d−s+p
t−c+p

the propositions presented in the main text apply.
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d−s+p
t−c+p

< β ≤ 1.

(i) x∗i = 0, and δi∗ (0, 0) = 1 for i = 1, 2;
In the Gradual mechanism two additional sets of equilibrium outcomes exist:
(ii) x
b≡

(t−d)(d−s+p)−βp(c−d)
(d−s+p)+β(c−d)

and δi∗ (x∗i , x∗j ) =

≤ x∗i ≤ t − c = x0 ,

(t−x∗j )−c
∗
(t−xj )−c+(s−p)−[d−β(p+x∗j )]

for i = 1, 2 (and i 6= j);

(iii) x∗i > x0 , and δi∗ (x∗i , x∗j ) = 0 for i = 1, 2 (and i 6= j).

Proof of Proposition 2.A.2:
(a) Leap mechanism. From the proof of Proposition 2.3.2 it follows that there are no equilibria in which 0 < xi < x0 or xi > x0 (just replace x by x0 and x by x0 in the proof of Proposition
2.3.2) and that x1 = x2 = 0 followed by mutual defection can be supported as equilibrium. It
remains to be shown that if β > β ∗ , no equilibria with x0 ≤ xi ≤ x0 exist. For β > β ∗ this range
equals

d−s+(1−β)p
β

≤ xi ≤ t − c. In that case player i is a reverse cooperator. The best response

of the other player j is then xj = 0, yielding her the maximum possible payoff of t. But against
xj = 0, choosing

d−s+(1−β)p
β

≤ xi ≤ t − c is not a best response, as choosing xi = 0 would

yield player i more.
(b) Gradual mechanism. Again it follows from the proof of Proposition 2.3.2 that there are
no equilibria in which 0 < xi < x0 and that x1 = x2 = 0 followed by mutual defection can be
supported as equilibrium. So consider the case in which xi ≥ x0 for i = 1, 2. Each player is then
either a reverse or an unconditional cooperator. With two reverse cooperators three equilibria
exist in the second stage subgame: C − D, D − C and a mixed one. On the equilibrium path of
the entire game C − D and D − C cannot occur; the player supposed to cooperate would then
earn s − p, less than the amount d the player could at least get by dropping out immediately at
xi = 0. The mixed equilibrium may potentially occur though, because it can yield both players
more than d.
In the mixed equilibrium the mixing probability δi of player i should make the other player
j indifferent between C and D, i.e.: (1 − δi ) · c + δi · (s − p) = (1 − δi ) · (t − xj ) + δi ·
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(d − βp − βxj ). Rewriting this yields the expression for δi∗ (x∗i , x∗j ) in part (ii) of the proposition. Differentiating we obtain that

∂δi∗
∂xj

< 0 for β > β ∗ . A necessary condition for mixing to

occur on the equilibrium path is that players at least earn d. The expected payoff of player j can
be calculated from (1 − δi∗ ) · c + δi∗ · (s − p). For this to exceed d it must hold that δi∗ ≤
Plugging in the expression for δi∗ and rewriting yields that x∗j ≥

(t−d)(d−s+p)−βp(c−d)
(d−s+p)+β(c−d)

c−d
.
c−s+p

≡x
b is re-

quired (it holds that x0 ≤ x
b ≤ x∗i , x∗j ≤ x0 and subsequent mixing, off path
b ≤ x0 ). To support x
behavior is governed by Lemma 2.A.1 for deviations outside [x0 , x0 ]. After deviations xi 6= x∗i
within [x0 , x0 ], the for player i disadvantageous pure equilibrium follows (i.e. player i choosing
C, the other player D).
One reverse cooperator together with an unconditional cooperator would lead to the D − C
outcome, which cannot happen on the equilibrium path (as the cooperating player gets less than
d). Two unconditional cooperators can be supported on the equilibrium path by assuming that in
the reverse cooperator range [x0 , x0 ] players coordinate on the mixed equilibrium of the second
stage subgame. Expected payoffs in this mixed equilibrium are below c, so neither player has


an incentive to deviate in that range.

The equilibria of parts (i) and (iii) of Proposition 2.A.2 are as before, with only defectors
and unconditional cooperators respectively. In the equilibria of part (ii) both players have turned
themselves into reverse cooperators in the first stage. They subsequently use mixed strategies in
the second stage subgame, with the probability of coordinating on C − C (equal to (1 − δ1∗ )(1 −
δ2∗ )) increasing in the punishment levels chosen in the first stage.
Overall we conclude that when the incentive to defect is stronger if the other player cooperates then when the other defects, coordination on a cooparative outcome can only be sustained in
the Leap mechanism if β is sufficiently low (i.e. β ≤ β ∗ is needed). In contrast, under the Gradual mechanism cooperation continues to be an equilibrium outcome for all values of β ∈ (0, 1].
The Gradual mechanism is therefore predicted to perform better also when t − c > d − s. Note
though that the case for cooperation under the Gradual mechanism then also becomes less focal,
as an equivalent of Proposition 2.3.3 does not hold for β > β ∗ .
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2.A.3

Inequity aversion

In this Appendix we report the equilibrium analysis of our three stage game for inequity averse
preferences in the spirit of Fehr and Schmidt (1999). For ease of exposition we assume that
players dislike being behind, but do not dislike being ahead. Furthermore, we also assume
that players are homogeneous. All players’ preferences are thus given by Ui (yi , yj ) = yi −
α max{yj − yi , 0}, where yi and yj denote the monetary payoffs players get and α > 0 a
parameter measuring a player’s level of inferiority aversion.
For these preferences we show the following results. With moderate levels of inequity aversion (i.e. α taking an intermediate value) the same types of equilibria exist as in the main analysis. Lemma 2.3.1 and Proposition 2.3.2 in the main text then remain qualitatively valid, with the
thresholds separating the different cases now also depending on the level of inequity aversion
α. For low levels of inequity aversion the two mechanisms do not differ in their equilibrium
predictions. Another important implication is that players’ types become interdependent. With
inequity averse preferences a player becomes an unconditional cooperator only if he himself
chooses a high possible punishment level and the other player chooses a possible punishment
level that is neither very high nor very low.32
The formal derivation of the subgame-perfect equilibria itself is straightforward but tedious
and – apart from the main results just summarized – not particularly insightful. We start solving the game backwards as before. Unlike the analysis in Section 2.3.2, however, here we do
not make a priori assumptions about punishment behavior of the players and therefore start
the equilibrium analysis with the third punishment stage. Lemma 2.A.3 gives players’ equilibrium punishment behavior. Here N and P denote giving no punishment and punishment,
respectively.
32

The intuition here is that, if the other player j chooses a high xj , he will also punish when he defects and
player i cooperates, i.e. after outcome C − D, in order to counterbalance the punishment done by the cooperating
player i. By choosing C in response to D player i then cannot avoid punishment, so he is better off choosing D.
Similarly, if xj is very low, player i is never willing to punish, because the decrease in the other player’s payoffs
(xj ) does not outweigh the costs of punishment (p). If player i is not willing to punish, neither is player j when a
symmetric outcome in the prisoner’s dilemma is reached. After outcome D − D players thus never punish, making
D a best response to the other choosing D. Overall, therefore, if xj of the other player is either very low or very
high, player i can be a conditional cooperator at most.
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Lemma 2.A.3. Suppose that in the first stage players choose possible punishment levels xi and
xj , respectively. Then depending on the outcome of the second stage prisoner’s dilemma, the
equilibrium outcomes in the third stage are as follows:
(i) After outcomes C − C and D − D:
(a) If min {xi , xj } <

1
α


+ 1 p ≡ p(α) : N − N

(b) If min {xi , xj } ≥ p(α) : N − N , P − P , mixed equilibrium
(ii) After outcomes C − D, with xC the possible punishment level of the cooperator and xD

p
:
of the defector, and α ≡ s−t
xD < p(α)
xC < p(α)

N −N

xC ≥ p(α)

N −N

p(α) ≤ xD ≤ t − s + p(α)
α<α:N −N

xD > t − s + p(α)
α<α:N −N

α≥α:P −N
α<α:N −N

α≥α:P −N
α < α : N − N,
P − P, mixed
α≥α:P −P

α≥α:P −N

Notes: The first letter refers to the punishment decision of the cooperator (N or P ), and the second
letter refers to the defector’s decision (N or P ).

Table 2.9: Equilibria after C − D for the different possible punishment levels

Proof of Lemma 2.A.3:
(i) Table 2.10 shows players’ utility for given combinations of punishment choices after
outcome C−C. From c > c−p−α max{p−xj , 0} it immediately follows that if the other player
does not punish, it is a best response not to punish as well. Thus N −N is always an equilibrium.
Choosing N in response to P is a best response for player i whenever −α max{xi − p, 0} >
−p − α max{xi − xj , 0}. (Throughout the analysis ties are broken arbitrarily.) This inequality
is equivalent to min{x1 , x2 } < p(α). Hence for min{x1 , x2 } < p(α) players have a dominant
strategy not to punish. In case min{x1 , x2 } ≥ p(α), choosing P is a best response against
P . The punishment subgame then has three Nash equilibria: N − N , P − P , and a mixed
strategy equilibrium. In the latter players punish with probability β(xi , xj ) ≡
The reasoning for outcome D − D is similar, just replace c by d in Table 2.10.
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p
.
α(min{xi ,xj }−p)

N
N

c, c

P

c − p − α max{p − x2 , 0}
c − x2 − α max{x2 − p, 0}

P
c − x1 − α max{x1 − p, 0},
c − p − α max{p − x1 , 0}
c − x1 − p − α max{x1 − x2 , 0},
c − x2 − p − α max{x2 − x1 , 0}

Table 2.10: Players’ utility in the punishment stage after outcome C − C
(ii) Table 2.11 shows players’ utility for given combinations of punishment choices after
outcome C − D. Here without loss of generality we assume that (row) player 1 cooperates and
(column) player 2 defects.

N
P

N
s − α(t − s),
t

P
s − x1 − α max{t − p − s + x1 , 0},
t − p − α max{s − x1 − t + p, 0}

s − p − α max{t − x2 − s + p, 0}
t − x2 − α max{s − p − t + x2 , 0}

s − p − x1 − α max{t − x2 − s + x1 , 0},
t − p − x2 − α max{s − x1 − t + x2 , 0}

Table 2.11: Players’ utility in the punishment stage after outcome C − D
First consider the defecting player 2. He always prefers to choose N in response to N . If
the other, cooperating player 1 chooses P, choosing N is a best response for player 2 whenever
−α max{s−p−t+x2 , 0} ≥ −p−α max{s−x1 −t+x2 , 0}. This condition is certainly satisfied
when −α (s − p − t + x2 ) ≥ −p, i.e. for x2 ≤ t − s + p(α). Similarly so, the condition is
certainly satisfied whenever −α (x2 − p) > −p−α (x2 − x1 ). This reduces to x1 < p(α). So, if
x1 < p(α) or x2 ≤ t−s+p(α), the defecting player 2 necessarily chooses N . For these cases the
cooperating player 1 prefers to choose N as well if −α(t − s) < −p − α max{t − x2 − s + p, 0}.

p
This condition holds whenever either α < s−t
≡ α or α ≥ α and x2 < p(α). This yields
all cases in Table 2.9 except for the bottom right cell. For that case, player’s 2 best response to
P is to punish as well. If α ≥ α player 1 has a dominant strategy to punish and only P − P
is possible. Otherwise, player 1 prefers to match player 2’s choice and three types of equilibria
result (N − N, P − P, and a mixed equilibrium).



To better understand the lemma, suppose that player 1 is behind in monetary payoffs. By
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spending p on punishment he can reduce inequality by x2 − p (assuming that player 1 is still
behind after punishment). Player 1 is only willing to do so if the monetary costs of punishment
p fall short of the benefits α (x2 − p) , viz. if x2 ≥ p(α). Intuitively, punishment should be
sufficiently effective for player 1 to be willing to carry it out. Note that p(α) is decreasing in α,
with p(α) → ∞ for α → 0 and p(α) → p for α → ∞. Selfish players are never willing to
punish, while very inequity averse players are willing to punish if the monetary harm imposed
is larger than the costs borne.
Lemma 2.A.3 reveals that there may exist multiple equilibria in the punishment stage. To
facilitate the equilibrium analysis of the entire game, we make assumptions such that we can
focus on one outcome in these cases. First, after C − C there are multiple equilibria if the
possible punishment levels are sufficiently high. Because there is no compelling reason to
punish after cooperation, however, equilibrium N − N serves as obvious focal point. In the
ensuing analysis we therefore assume that players coordinate on the equilibrium in which they
never punish after outcome C − C. Second, the situation after outcome D − D is less clear.
Since the other player defected, each player has reasons to punish the other for not cooperating.
At the same time, each player defected himself as well and thus behaved equally “badly” as
the other player did. Therefore, both N − N and P − P , together with the mixed equilibrium,
seem plausible; there is no focal point among the three equilibria.33 To simplify the equilibrium
analysis while still being able to capture the difference between the three different cases, we
assume that players punish with probability β ∈ [0, 1] after the D − D outcome if there are
multiple equilibria in the punishment stage.34
Third, we assume that α ≥ α, i.e. that players sufficiently dislike being behind. This
In the mixed strategy equilibrium players punish with probability β(xi , xj ) ≡ α(min{xpi ,xj }−p) . Note that
β(xi , xj ) = β(xj , xi ), so also the mixed strategy equilibrium is fully symmetric in the players’ punishment
strategies.
34
This approach seems more ‘reduced form’ than it actually is. By setting β equal to one of the three equilibrium
values in the analysis below (i.e., either β = 0, β = 1 or β = β(xi , xj )), a true subgame perfect equilibrium of the
overall game results. For instance, for β = β(xi , xj ) the expression for X(xi , xj ) in Lemma 2.A.5 below reduces
d−s+(1+β(xi ,xj )α)p+α max{(t−xj −s+p,0}
to X(xi , xj ) ≡
for p(α) ≤ xj ≤ (t − s) + p(α) and X(xi , xj ) ≡ ∞
β(xi ,xj )(1+α)
elsewhere. For this X(xi , xj ) Lemma 2.A.5 then immediately applies for equilibria in which the mixed strategy
punishment equilibrium always follows after D − D.
33

57

simplifies the equilibrium analysis in two ways: (i) after outcome C − D then always a single
punishment equilibrium exists, even when the defector chose a very high possible punishment
˙ and (ii) it ensures that the cooperator always punishes after outcome
level xD > t − s + p(α),
C −D, if punishment is sufficiently effective (i.e., xD ≥ p(α)). Given that p is small and t−s is
the largest payoff difference in the prisoner’s dilemma, assuming α ≥ α seems very plausible.
For the parameters in the experiment it reduces to α > 0.06. Finally, we assume that α cannot
be too large as well, i.e. α ≤

1
.
β

This assumption ensures that if after outcome C − D the

defecting player punishes as well (just like the cooperating player), a player always prefers to
choose D in response to D. Intuitively this makes sense: if punishment cannot be avoided by
choosing C, it is better to defect as well.
Assumption 2.A.4 summarizes the above assumptions.

Assumption 2.A.4. In the following we assume that:
(i) after outcome C − C, if min {xi , xj } ≥ p(α) ≡

1
α


+ 1 p players coordinate on equilib-

rium N − N ;
(ii) after outcome D − D, if min {xi , xj } ≥ p(α) players punish with probability β ∈ [0, 1];
(iii) α ≥ α ≡

p
t−s



;

(iv) α ≤ β1 .
Using these assumptions, Lemma 2.A.5 below describes how players behave in the stage
two prisoner’s dilemma game as a function of the possible punishment levels. This lemma is
the equivalent of Lemma 2.3.1 in the main text and the more general Lemma 2.A.1 in Appendix
2.A.2.35
35

To see the correspondence, note that: (i) p(α) would vanish in Lemma 2.A.5 if punishment were automatic
(as in the main text) rather than given by equilibrium behavior (as described in Lemma 2.A.3), and (ii) for α = 0
we have X(xi , xj ) = d−s+(1−β)p
. Under (i) and (ii) we obtain x00 = x0 and x00 = x0 and Lemma 2.A.5 reduces
β
to Lemma 2.A.1 in Appendix 2.A.2.
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Lemma 2.A.5. Suppose players behave in the third stage according to Lemma 2.A.3 and also
suppose that the conditions of Assumption 2.A.4 hold. If the other player j has chosen xj in the
first stage, the equilibrium strategy of player i (with i 6= j) in the second stage is as follows:
(i) If xi < max {p(α), min {t − c, X(xi , xj )}} ≡ x00 , then player i will be a defector, that
is, δi∗ (xi , xj ) = 1 for all xj ≥ 0;
(ii) If x00 ≤ xi ≤ max {p(α), t − c, X(xi , xj )} ≡ x00 , then:
(a) if t − c ≤ X(xi , xj ), player i will be a conditional cooperator; that is, player i
prefers to cooperate if the other player cooperates and prefers to defect if the other
player defects;
(b) if t − c > X(xi , xj ), player i will be a reverse cooperator; that is, player i prefers
to cooperate if the other player defects and prefers to defect if the other player
cooperates;
(iii) If xi > x00 , then player i will be an unconditional cooperator, that is, δi∗ (xi , xj ) = 0 for
all xj > 0.
Here X(xi , xj ) ≡

d−s+(1−β)(1+βα)p−β 2 α max{xi −xj ,0}+α max{(t−xj −s+p,0}
β+(1−β)βα

for p(α) ≤ xj ≤

(t − s) + p(α) and X(xi , xj ) ≡ ∞ for xj < p(α) or xj > (t − s) + p(α).
Proof of Lemma 2.A.5:
We first show that if xi < p(α), player i has a dominant strategy to defect. Let xi < p(α).
Then from Lemma 2.A.3 we have that N − N follows after D − D. For player i choosing
D is thus a best response against D (as choosing C would lead to a lower monetary payoff
and possibly disutility from disadvantageous inequality). After outcome D − C (with player i
choosing D), we again have from Lemma 2.A.3 that N − N follows (cf. xD < p(α) in Table
2.9). Given no punishment, choosing D is indeed a best response for player i against C.
Next consider the case xi ≥ p(α). Here four different situations have to be considered. First,
suppose xj < p(α). W.l.o.g., let x1 ≥ p(α) and x2 < p(α). Table 2.12 then reflects the players’
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utility in the merged second and third stage. It immediately follows that player 1 always prefers
to choose D against D. If player 2 chooses C, player 1 prefers D iff t − x1 − α max{s − p −
t + x1 , 0} ≥ c. The l.h.s. is strictly decreasing in x1 and equals c for x1 = t − c. Hence, for
x1 < t − c player 1 is a defector, for x1 ≥ t − c a conditional cooperator.
C
c, c

D
s − α (t − s) , t

t − x1 − α max{s − p − t + x1 , 0},
s − p − α max{t − x1 − s + p, 0}

d, d

C
D

Table 2.12: Players’ utility in the PD-game, with x1 ≥ p(α) and x2 < p(α)
Second, suppose p(α) ≤ xi , xj ≤ (t − s) + p(α). Collapsing the third and second stage,
Table 2.13 reflects the payoffs for this case. Again player 1 prefers to choose D against C iff
x1 ≤ t − c. If player 2 chooses D, player 1 prefers D whenever d − s + (1 − β)(1 + βα)p +
α max {(t − x2 − s + p, 0} ≥ (β + (1 − β)βα) x1 + β 2 α max {x1 − x2 , 0}), i.e. whenever
x1 ≤ X(x1 , x2 ).
C
C

D

D
s − p − α max{t − x2 − s + p, 0},
t − x2 − α max{s − p − t + x2 , 0}

c,c

t − x1 − α max{s − p − t + x1 , 0}, d − β(x1 + p) − (1 − β) βα (x1 − p)
−β 2 α max {x1 − x2 , 0}),
s − p − α max{t − x1 − s + p, 0} d − β(x2 + p) − (1 − β) βα (x2 − p)
−β 2 α max {x2 − x1 , 0})

Table 2.13: Players’ utility in the PD-game, with p(α) ≤ x1 , x2 ≤ (t − s) + p(α)
Third, if xi > (t − s) + p(α) and p(α) ≤ xj ≤ (t − s) + p(α), payoffs are as in Table 2.13,
with the single exception that after outcome D − C the defecting player i gets t − xi − p −
α max{s − xj − t + xi , 0} instead of t − xi − α max{s − p − t + xi , 0}, because the defector now
also punishes. For xi ≥ t − c − p (and thus for all xi > (t − s) + p(α)) player i then prefers C
against C; player i is thus either a conditional or an unconditional cooperator. The former case
applies if xi ≤ X(xi , xj ), the latter if xi > X(xi , xj ).
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Finally, let xi > p(α) and xj > (t − s) + p(α). In that case, after outcome C − D also
the defecting player punishes. Choosing C in response to D thus yields player i a payoff of
s−xi −p−α max{t−xj −s+xi , 0}, while choosing D gives d−β(xi +p)−(1 − β) βα (xi − p)−
β 2 α max {xi − xj , 0}). Therefore D is preferred whenever d − s + α max{t − xj − s + xi , 0} −
β 2 α max {xi − xj , 0}) ≥ (1 − β) (βα − 1) xi − (1 − β) (βα + 1) p. The l.h.s. is necessarily
positive. A sufficient condition for the r.h.s. to be negative is α ≤

1
β

(cf. Assumption 2.A.4).

Taken all cases together it follows that, whenever xi < p(α), or when xi ≥ p(α) and
xi < min {t − c, X(xi , xj )}, player i is a defector. This gives part (i) of the lemma. If xi > p(α)
and xi > min {t − c, X(xi , xj )} , player i prefers to choose C against C (if xi > t − c) or C
against D (if xi > X(xi , xj )), or both. Parts (iia), (iib) and (iii) give the three possible cases. 
Lemma 2.A.5 has the same structure as Lemma 2.3.1 in the main text. Yet, there are two
important differences. First, with inequity averse preferences players may turn themselves into
reverse cooperators for some parameter constellations (even when t−c ≤ d−s). Reverse cooperators prefer to do the exact opposite of what the other player does in the prisoner’s dilemma.
In Appendix 2.A.2 we already discussed that this does not affect our qualitative predictions.
Second, and more importantly, types are no longer independent. In particular, the threshold
for player i to turn himself into an unconditional cooperator not only depends on his own possible punishment level xi , but also on the possible punishment level of the other player xj . In fact,
if xj < p(α) or xj > (t − s) + p(α), then X(xi , xj ) ≡ ∞ and xi < x00 necessarily. In that case
player i can only either be a defector (for xi ≤ max {p(α), t − c}) or a conditional cooperator
(for xi > max {p(α), t − c}). The intuition here is that for xj < p(α), player i is never willing
to punish player j. Realizing this, player j does not punish as well after outcome D − D. Given
no punishment after D − D, players strictly prefer D over C in response to D and thus cannot
turn themselves into an unconditional cooperator. In a similar vein, in case xj > (t − s) + p(α),
player j punishes player i if he himself is the single defector (i.e. after outcome C − D, with i
choosing C). Player j does so to reduce inequality, because he is punished himself by player i.
For player i it is then not a best response to choose C in response to D, hence i cannot become
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an unconditional cooperator.
The possibility of reverse cooperators may only occur for high values of α. To avoid distinguishing many cases we focus on intermediate levels of inferiority aversion for which this
cannot happen. (Moreover, the intuition behind the reverse cooperator case has already been
discussed in Appendix 2.A.2.) Also the type interdependency may potentially lead to many
different cases, as mixed strategy equilibria in the prisoner’s dilemma game when both players
are conditional cooperators cannot immediately be ruled out.36 We therefore simply assume that
players do not coordinate on the mixed equilibrium if both of them happen to be conditional
cooperators. We thus make the following additional assumptions:37

Assumption 2.A.6. In the following we assume that:
(i) α ≤



(d−s)−(t−c)+p
t−c−p



;

(ii) If, for the chosen possible punishment levels xi (for i = 1, 2) multiple equilibria exist in
the second stage prisoner’s dilemma, players do not coordinate on the mixed equilibrium,
but either on C − C or D − D.
Part (i) of Assumption 2.A.6 ensures that case (iib) in Lemma 2.A.5 cannot occur.38 Using
Lemma 2.A.5 we can finally establish the equivalent of Proposition 2.3.2.
Proposition 2.A.7. Suppose Assumptions 2.A.4 and 2.A.6 hold. In both versions of the mechanism there are multiple subgame-perfect equilibrium outcomes:
(a) if t − c ≥ p(α) ≡

1
α


+ 1 p:

36

If xi > (t − s) + p(α) for i = 1, 2 both players are conditional cooperators and cannot turn themselves into
unconditional cooperators by choosing a different possible punishment level (taking the punishment level of the
other as given).
37
Part (i) of Assumption 2.A.6 is not automatically satisfied
given ourassumption
(iv) in Assumption 2.A.4, nor
n
o
(d−s)−(t−c)+p
1
,β
vice versa. Effectively we thus assume α ≤ α ≡ min
t−c−p
38
This follows from observing that for xi < t − c and xj > p(α) it holds that X(xi , xj ) ≥
2
d−s+(1−β)(1+βα)p−β 2 α(t−c−p(α))
)p
. The latter exceeds t − c whenever α ≤ d−s−β(t−c)+(1−β+β
. The r.h.s. is
β+(1−β)βα
β(t−c−p)
decreasing in β and equals

(d−s)−(t−c)+p
t−c−p

for β = 1.
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(i) x∗i < p(α), δi∗ (x∗i , x∗j ) = 1 for i = 1, 2 (and i 6= j) without punishment;39
(ii) t − c ≤ x∗i ≤

d−s+(1−β)(1+βα)p+β 2 α(t−c)+α(c−s+p)
β(1+α)

≡ xF S , δi∗ (x∗i , x∗j ) = 0 for i = 1, 2

(and i 6= j) without punishment;
In the Gradual mechanism two additional sets of equilibrium outcomes exist:
(iii) t − c ≤ x∗i ≤ xF S and x∗j > xF S , δi∗ (x∗i , x∗j ) = 0 for i = 1, 2 (and i 6= j) without
punishment;
(iv) x∗i > xF S , δi∗ (x∗i , x∗j ) = 0 for i = 1, 2 (and i 6= j) without punishment.
(b) if t − c < p(α) :
(i) x∗i < p(α), δi∗ (x∗i , x∗j ) = 1 for i = 1, 2 (and i 6= j) without punishment;
(ii) x∗i ≥ p(α), δi∗ (x∗i , x∗j ) = 0 for i = 1, 2 (and i 6= j) without punishment.
Proof of Proposition 2.A.7:
We consider the two versions of the mechanism separately.
(I) Leap mechanism. We first show that x∗i < p(α) with δi∗ (x∗i , x∗j ) = 1 for i = 1, 2 (and
i 6= j) without punishment always constitutes an equilibrium. Suppose x∗i < p(α) for i = 1, 2.
From Lemma 2.A.5 it follows that both players are defectors while from Lemma 2.A.3 it follows
that players do not punish after D − D (given min {xi , xj } < p(α)). Both players thus obtain d.
Choosing another possible punishment level does not change the other player’s type (the other
player remains a defector) and thus cannot yield more than d. Choosing xi < p(α) is therefore
a best response against the other player choosing xj < p(α). This gives parts (a-i) and (b-i) for
the Leap mechanism.
(In fact, note that xi ≥ p(α) is a best response to xj < p(α) as well; in that case we
have X(xi , xj ) = ∞ and thus any xi would be a best response. But for xi ≥ p(α) the other
player j may want to deviate from xj < p(α). If xi ∈ [max {p(α), t − c} , (t − s) + p(α)],
In fact, here the set of equilibria is actually larger. The necessary requirement is that x∗i < p(α) for at least
one of the two players, see the proof of the proposition for a full characterization. All these equilibria result in
outcome D − D without punishment.
39
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player j could profitably deviate to a high value of xj such that xj ≥ X(xj , xi ) is satisfied
and j becomes an unconditional cooperator. This would lead to a payoff of c for both. If
xi > (t − s) + p(α) player j cannot turn himself into an unconditional cooperator. A profitable
deviation for player j then exists only if, by deviating, player j turns the other player i into
an unconditional cooperator and becomes a conditional cooperator himself. This requires for
deviation x0j that x0j ≤ p(α)+(t−s) and xi ≥ X(xi , x0j ). This in turn requires that xi β (1 + α) ≥

d − s + (1 − β) (1 + βα) p + β 2 αx0j + α max (t − x0j − s + p, 0 . The r.h.s. is smallest for
h
i
2 α(t−s)
no profitable
x0j = t − s + p. Therefore, for xi ∈ (t − s) + p(α), d−s+(1−β+βα)p+β
β(1+α)
deviation exists. Hence the complete set of equilibria equals: x∗i < p(α) and x∗j < t − c or
i
h
2 α(t−s)
for i = 1, 2 (and i 6= j) without punishment.
x∗j ∈ (t − s) + p(α), d−s+(1−β+βα)p+β
β(1+α)
All these equilibria are essentially equivalent in that they result in outcome D − D without
punishment. For ease of presentation, we do no list all these equilibria in the formulation of the
proposition.)
Next consider equilibria in which cooperation occurs with positive probability on the equilibrium path. From Lemma 2.A.5 this necessarily requires xi ≥ p(α) for i = 1, 2. From
Assumption 2.A.4 we have that players coordinate on N − N after C − C, punish with probability β after D − D, while after C − D the cooperator certainly punishes. For player i to prefer
C against C it must hold that xi ≥ max {p(α), t − c}. The former is needed for player j to be
willing to carry out punishment, the latter for this punishment to be sufficiently strong to deter
player i from choosing D against C if this leads to punishment.
Suppose therefore that xi ≥ max {p(α), t − c} for i = 1, 2. Given Lemma 2.A.5 and Assumption 2.A.6 players are then either conditional or unconditional cooperators. In equilibrium
they will necessarily coordinate on the C − C outcome afterwards (note that by Assumption
2.A.6 we have excluded coordination on the mixed equilibrium). This holds because, if not,
one of the players could profitably deviate to x = 0. Both players therefore necessarily earn c
on the equilibrium path. A possible deviation from one player might not only change the type
of that player, but also the other player’s type. Note, however, that a deviation by player i never
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changes player j into a defector. (Recall that by Assumption 2.A.6 we have t − c ≤ X(xi , xj ).)
A profitable deviation by player i can only occur if it induces outcome D − C with positive
probability. This yields player i at most t − xi and thus requires that x0i ≤ t − c to be potentially profitable. Now for player j to be willing to choose C in response to D it is required
that xj > X(xj , x0i ) and thus x0i ≥ p(α) necessarily. For t − c < p(α) the two conditions
x0i ≤ t − c and x0i ≥ p(α) cannot hold at the same time, thus a profitable deviation does not
exist. Both players choosing xi ≥ max {p(α), t − c} = p(α) and coordinating on C − C thus
constitutes an equilibrium. This gives part (b-ii) for the Leap mechanism. Next consider the
case where t − c ≥ p(α). For x0i ≤ t − c (and xj ≥ max {p(α), t − c}) it holds that X(xj , xi ) =
d−s+(1−β)(1+βα)p−β 2 α(xj −xi )+α(t−xi −s+p)
.
β+(1−β)βα

The r.h.s. is weakly decreasing in xi . For xi = t−c the

inequality xj > X(xj , xi ) can be rewritten as xj >

d−s+(1−β)(1+βα)p+β 2 α(t−c)+α(c−s+p)
β(1+α)

≡ xF S .

So, if xj exceeds this threshold, player i can profitably deviate to x0i ≤ t − c. If both players
choose a possible punishment level between t − c and xF S , then they do not have an incentive
to deviate from these levels, and they are (un)conditional cooperators. This gives part (a-ii) of
the proposition.
(II) Gradual mechanism. Parts (a-i) and (b-i) immediately follow from the reasoning under
the Leap mechanism. Note that also here the necessary requirement is that x∗i < p(α) for at least
one of the two players; the other possible punishment level can be arbitrarily. Intuitively, if one
of the players jumps out before p(α), outcome D − D without punisnment results independent
of what the other player does and the possible punishment level at which the other player jumps
out is immaterial.
Suppose xi ≥ max {p(α), t − c}.for i = 1, 2. Then both players are either conditional or
unconditional cooperators. By assumption 2.A.6 they do not coordinate on the mixed equilibrium, but either on C − C or on D − D. On the equilibrium path they necessarily coordinate on
C −C, for otherwise a deviation to x = 0 would be profitable. The reasoning above for the Leap
mechanism shows that if t − c < p(α) no profitable deviation exists that exploits a (potentially)
unconditional cooperator. This gives part (b-ii) for the Gradual mechanism. If t − c ≥ p(α) an
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unconditional cooperator can be exploited by a defector. In that case, since players cannot go
back player j is willing to turn himself into an unconditional cooperator only if the other player
i at least becomes a conditional cooperator, i.e. for xi ≥ t − c. This yields the three remaining


cases (a-ii) through (a-iv).

As discussed in the main text, the Gradual mechanism in general allows for a larger set of
equilibria, as players may turn themselves into unconditional cooperators on the equilibrium
path. They might be willing to do so once they know that the other player is sufficiently coming
along and makes himself vulnerable too (such that he is at least a conditional cooperator).
Being an unconditional cooperator cannot occur in the Leap mechanism, as there they would
be exploited by the other player by becoming a defector and choose xi = 0. Equilibria with
unconditional cooperators thus make the difference between the two mechanisms.
Part (a) of Proposition 2.A.7 resembles Proposition 2.3.2 in the main text. For t − c ≥ p(α)
the set of equilibria is strictly larger under the Gradual mechanism; in the equilibria of parts
(a-iii) and (a-iv) at least one of the players turns himself into an unconditional cooperator by
choosing a high possible punishment level. This case applies when α is sufficiently high: α ≥
p
.
t−c−p

Taking all assumptions on α into account, for the parameters used in the experiment

part (a) of the proposition applies for

4
11

≤α≤

9
.
11

Players should thus be at least moderately

inferiority averse.
Part (b) of the proposition shows that, if t − c < p(α) (i.e. α <

4
),
11

the two versions of

the mechanism actually allow the same set of equilibria. The intuition here runs as follows.
Suppose player i chooses a high punishment level such that, in principle, he could be an unconditional cooperator. Player j could go along such that players in the end coordinate on the
C − C outcome, yielding both of them c. Alternatively, player j could try to exploit player i
by choosing a low punishment level and subsequently defect, with the aim of ending up in the
C − D outcome. Given that player j is punished after C − D, he obtains (at most) t − xj in
monetary terms. Such intended exploitation is thus profitable only if t − xj ≥ c, i.e. when
xj ≤ t − c. But for these possible punishment levels it holds that xj < p(α), and thus that the
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other player i cannot be an unconditional cooperator. In short, deviations that might potentially
be profitable for player j change the type of the other player i (from unconditional to conditional
cooperator), making the deviation unprofitable.
Overall, the analysis in this Appendix shows that with inequity averse players the same
type of equilibria exist as in the main analysis; Lemma 2.3.1 and Proposition 2.3.2 remain
qualitatively valid when players are moderately inequity averse. For low levels of inequity
aversion the two mechanisms do not differ in their equilibrium predictions. Another noteworthy
feature of the inequity aversion model is that types become interdependent; whether a player
becomes an unconditional cooperator not only depends on he himself choosing a high possible
punishment level, but also on whether the possible punishment level of the other player is not
extreme (i.e. neither very low nor very high).

Appendix 2.B

Instructions

In this appendix, we present the instructions for the Gradual case, subjects read on the screen at
the beginning of the experiment.

INSTRUCTIONS PAGE 1

Welcome to this experiment on decision-making. Please read the following instructions carefully. When everyone has finished reading the instructions and before the experiment starts, you
will receive a handout with a summary of the instructions. During the experiment you will be
asked to make a number of decisions. Your decisions and the decisions of other participants will
determine how much money you earn. At the start of the experiment you will receive a starting
capital of 500 points. In addition you will earn money with your decisions. The experiment
consists of 50 rounds. In each round, your earnings will be denoted in points. Your earnings
in the experiment will be equal to the sum of the starting capital and your earnings in the 50
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rounds. At the end of the experiment, your earnings in points will be transferred into money.
For each 100 points you earn, you will receive 1 euro. Your earnings will be privately paid to
you in cash.
In each of the 50 rounds of the experiment all participants are coupled in pairs. In each round
you are randomly assigned to a new partner.
In each round, you and your partner will play a game in which you can choose between two
options (Cooperate and Defect). Your earnings for this game will be determined by your and
your partner’s choice. After observing the choices in the game, the players choose whether or
not to punish their partner. However, before the game each player decides how much punishment he or she can get at maximum. This number is referred to as ‘the possible punishment
level’. Both players are informed of the possible punishment levels in the own pair before they
play the game.

INSTRUCTIONS PAGE 2

SEQUENCE OF EVENTS IN A ROUND
In the first phase of each round, you can determine how high punishment you might get later.
You choose a possible punishment level that is at least 0 and at most 50. In the experiment,
a computerized clock raises the punishment level step-by-step starting from zero. If the clock
shows the punishment level you would like to choose, you have to press the SUBMIT button,
and this will be your possible punishment level later on in this round. At the same time your
partner has the same procedure to decide about his or her possible punishment level. If either
player presses the SUBMIT button, the other player is automatically and immediately informed
about it. However, this phase does not end here, the other player has to press the SUBMIT button too. If a player does not press the SUBMIT button before the clock reaches the maximum
level of 50, then the player’s possible punishment level will be 50 in this round.
Notice that at the start of the second phase you and your partner are informed about each other’s
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possible punishment levels. Then you will play a game where you and your partner have to
choose between Cooperation and Defection. When you make your decision, you will not know
your partner’s decision (and neither does your partner know your decision). The earnings from
this game will be determined as follows (where the first number in a cell determines your payoff, and the second your partner’s payoff):

In words, this means the following:
If both of you choose C, you and your partner will each earn 55 points.
If you choose C and your partner chooses D, you will earn 5 points and your partner earns 70
points.
If you choose D and your partner chooses C, you will earn 70 points and your partner earns 5
points.
If both of you choose D, you and your partner will each earn 25 points.
After both of you have decided, your choices will be revealed. In the third phase, you can decide
whether you want to punish your partner. The punishment costs you 4 points. If you decide to
punish, your partner gets a point deduction of the amount he or she determined him or herself
in the first phase. If you decide not to punish, your partner does not get a point deduction,
and you do not have to bear the punishment costs. At the same time, your partner also decides
whether he or she wants to punish you. If he or she decides to punish you, he or she also bears
a punishment cost of 4 points, and you get a point deduction of the amount you determined in
the first phase. If he or she decides not to punish, you do not get a point deduction, and your
partner does not have to bear the punishment costs.
After that the round is finished.

69

INSTRUCTIONS PAGE 3

ROUND EARNINGS
In each round, you can gain or lose points. Your earnings will consist of your payoff from the
game minus the punishment you get from the other player minus the punishment costs if you
punish your partner.
Note that your decision in the first phase (when you determine your punishment level) does
not have a direct and immediate effect on your payoff. You get a point deduction only if your
partner decides to punish you after observing your choice.

MATCHING PROCEDURE
In each round, you will be randomly matched to another participant. You will never learn with
whom you are matched. The random matching scheme is chosen such that you will never be
coupled to the same partner in two subsequent rounds.

INFORMATION
When you decide whether to cooperate or defect in the second phase, you know the possible
punishment level your partner has chosen in the first phase. At the end of each round you will
learn whether you received punishment or not. You will also be informed about the number of
points you have earned in that round.

HISTORY OVERVIEW
The lower part of the screen provides an overview of the results of rounds already completed.
If less than 10 rounds have been completed, this history overview contains results of all completed rounds. In case more than 10 rounds have already been completed, the history overview
is restricted to the 10 most recent rounds.
The history overview contains the results of your group. The history overview contains your
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choices together with the choices of 7 other participants with whom you interact in the experiment. Sometimes your choices are listed as player 1’s choices, sometimes as player 2’s choices.
Below you see an example of the history overview. The first column contains the possible punishment level of player 1 of a pair, whereas the second column shows the possible punishment
level of player 2 of a pair. These punishment levels were determined in the first phase. The third
column shows whether player 1 chose to cooperate or not. Column 4 shows whether player 2
chose to cooperate or not. Column 5 indicates whether player 1 received a punishment or not
(yes: punishment, no: no punishment). Column 6 indicates whether player 2 received a punishment or not (yes: punishment, no: no punishment).

The past observations in the history screen have been ordered first by the punishment level of
player 1. If these numbers are the same across pairs, these observations have been ordered by
player 2’s punishment level. If these numbers are also the same, then they are sorted on cooperation.
On the next screen you will be requested to answer some control questions. Please answer these
questions now.
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Chapter 3
Endogenous information disclosure in
experimental oligopolies

3.1

Introduction

Information sharing about prices or production levels can be efficiency enhancing. When firms
can observe prices or production levels of their competitors, then they know all the relevant variables that affect their demand and therefore they may learn uncertain demand conditions better.
In contrast, when not all the information that affects demand is available, firms can only work
with a misspecified model and this can lead to a welfare loss (see Bischi et al. (2004) for example). However, information sharing may have anti-competitive effects as well. Competition
authorities are concerned that information sharing can facilitate collusion: when firms observe
past prices or quantities, then it is possible to identify the firm(s) that broke a cartel agreement,
which makes cartels more sustainable.1 Therefore competition authorities raise concerns about
This chapter is based on a joint work with Dávid Kopányi. Financial support of the Research Priority Area
Behavioral Economics of the University of Amsterdam is gratefully acknowledged.
1
See Stigler (1964) and Green and Porter (1984) for corresponding theoretical models. Kühn and Vives (1995)
give a good overview of further theoretical results in Section 8.2.
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the dissemination of firm-specific data typically but not about aggregate values. For example
in the Fatty Acids case the European Commission found the information exchange among the
three largest firms in the market anticompetitive as it involved the exchange of individual information. In contrast, the exchange of aggregate information through the trade association of the
industry was not objected.2
This research contributes to the debate on how the publication of aggregate or individual
data affects competitiveness. We conduct a laboratory experiment in which we vary the information available to subjects about their competitors’ past actions. We complement the existing
experimental literature on this question by taking into account an important characteristic of
markets, namely that sharing information is often a firm’s own decision, therefore the information structure is endogenous. This endogeneity has two important features. First, the amount of
information the firms may have about their competitors’ choices lies between the two extreme
cases of not having any information and having full information. This difference in the amount
of information may influence the firms’ choices.3 Second, the choice of sharing information
gives an important tool to firms: the possibility for showing their intentions. Sharing information gives a unilateral informational advantage to the competitors. Therefore, if a firm wants
to collude and voluntarily shares its low production choice, then its competitors can interpret
the information sharing decision as an additional sign for willingness to collude. When, however, the information structure is exogenously given, firms automatically receive information,
removing important strategic considerations behind information sharing. Thus, using exogenous information structures may lead to biased conclusions about the effect of information
about competitors: the voluntary nature of information sharing may enhance the possibility of
collusion between firms. Therefore in this chapter we analyze how endogenous information
sharing affects the market outcome. In particular, we address the following questions. Does the
2

For more details about regulation and further examples see Kühn and Vives (1995), Section 8.3 in Buccirossi
(2008) and OECD (2010). More information about the Fatty Acids case can be found in Kühn and Vives (1995).
3
This is observed in Dufwenberg and Gneezy (2002), for example. The authors vary the amount of information
subjects receive in a first-price sealed-bid auction and they find that the outcome is more collusive when subjects
are informed about all the bids (compared to the cases when they do not get any information about others’ bids or
when only the winning bid is announced).
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market outcome become more collusive as firms receive more detailed information about their
competitors? Does it matter for the market outcome whether information sharing is compulsory
or voluntary? Do firms use information sharing to show their intentions? Can it be desirable to
make information sharing compulsory for firms (in order to reduce the possibility to show their
intentions)?
In the experiment we use the same market structure as Offerman et al. (2002). We consider
the market for a homogeneous good where three firms compete in quantities. We have a 2 × 3
design where we vary 1. the type of information subjects receive in one dimension (between
subjects), and 2. the information structure in the other dimension (within subjects). Each session consists of three parts with different information structure. In the first two parts subjects
either receive information about the other subjects’ quantities or not, while in part 3 information
sharing is voluntary, that is subjects not only decide about quantity but also about showing it to
the others. In the other treatment-dimension we vary the kind of information subjects receive
(whenever they receive information); they are either informed about aggregate production levels
or about individual quantities, but never about profits.
The experimental results reveal no significant differences in the average total production
across information type and structure. We observe more attempts for collusion under individual
information though. This effect is even stronger under voluntary information sharing. This
supports the view of competition authorities that firm-specific data has anti-competitive effects,
justifying the concerns about disseminating individual data. Our results confirm that subjects
use information sharing to show their intentions to collude. The average individual production is
significantly lower when subjects share information compared to when they decide not to share
information. Furthermore, when subjects decide not to share information, production levels are
significantly higher than when information is not available by default. The results show that the
voluntary nature of information sharing can be important but it does not automatically lead to
collusion on all markets.
The effect of different information about competitors’ actions has already been analyzed in
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the experimental literature.4 Experimental results show that the view of competition authorities
is not necessarily valid. Huck et al. (1999) conduct an experiment on a homogeneous Cournot
market with four firms. One dimension of their experimental design is the amount of information subjects receive about their competitors: they either receive no information or they are
informed about the quantity choice of their competitors as well as the corresponding profits.
The results show that more information about competitors leads to a more competitive market
outcome.
Huck et al. (2000) analyze the effect of data aggregation on the market outcome. They consider the market of a differentiated good where firms compete either in prices or in quantities.
Subjects are informed either about the aggregate action of other firms or they receive detailed
information about firm-specific prices or quantities as well as about profits. The authors find
that providing disaggregated information about actions and profits yields a more competitive
outcome in case of quantity competition whereas there is no significant difference in competitiveness when firms compete in prices.
Offerman et al. (2002) consider a homogeneous Cournot oligopoly with three firms and they
vary the available information about competitors. In treatment Q subjects receive information
about aggregate production only, while they are informed about individual production levels as
well in treatment Qq. Finally, individual profits are reported too in treatment Qqπ. The results
show that subjects produce less when they receive additional information about firm-specific
production levels, moreover, there is evidence for collusion in some cases. On the other hand,
the market tends to be more competitive when profit information becomes available but there is
evidence for collusive behavior as well.5
Our research differs from the previous studies in important aspects. Most importantly, we
impose an endogenous information structure in which subjects can decide whether they want
4

Potters and Suetens (2013) give an overview about recent experimental oligopolies. In Section 3.3 they review
studies about feedback, information and learning in oligopolies.
5
Gomez-Martinez et al. (2015) investigate the effect of data aggregation under direct communiation. They find
the opposite effect than without communication: the market is more collusive when subjects receive firm-specific
quantity and profit information.
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to share information with others or not. This gives the possibility for subjects to show their
intentions to cooperate and this, as our results show, may have important consequences for the
market outcome.6 Second, we do not give information about profits. The reason for this is that
in practice information sharing is implemented by trade associations and they typically collect
information about prices or quantities but not about profits. From price or quantity information
it is not necessarily possible to draw conclusion about profits since firms may not know the
production technology of their competitors or the agreement they have with suppliers. Not
providing profit information explains the difference between our conclusions and those of Huck
et al. (1999, 2000): They do not investigate the case when subjects receive information about
quantities or prices only. Our results are in line with those of Offerman et al. (2002). We
do not observe a significant difference between total production under aggregate and individual
information either and we also find more attempts for collusion when subjects receive individual
information.
There is another branch of the literature on information sharing in oligopolies, which is
related to our research. In this other branch firms face either demand or cost uncertainty, they
receive an individual signal about some unknown parameter and they may share their signal
with each other. For theoretical studies see Novshek and Sonnenschein (1982), Vives (1984)
and Gal-Or (1985) (and Kühn and Vives (1995) for an overview of the theoretical results).
Raith (1996) develops a general model that incorporates different market structures and sources
of uncertainty.7 Note that information sharing concerns different types of uncertainty in the
two branches of the literature. In the branch that this chapter belongs to, firms are assumed to
know the market characteristics and they learn about the behavior of their competitors through
information sharing. In contrast, the demand or cost structure is not fully known in the other
6

Note that Bigoni (2010) also imposes endogenous information structure by letting subjects decide about what
information to see from the past. She finds that subjects most often acquire firm-specific data. Their behavior is
led by best-response dynamics and imitating the best firm.
7
Experimental studies in this area include for example Cason (1994) and Ackert et al. (2000). Cason and Mason
(1999) also compare exogenous and endogenous information structures, but they find little or no evidence that
subjects use the available information differently based on the source of information (whether it was exogenously
or endogenously shared).
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branch and information sharing helps firms learning the true market characteristics.8 In Section
3.6 we discuss how the two branches of the literature can be connected.
Furthermore, our research also contributes to oligopoly experiments with indirect communication. One type of indirect communication is to allow subjects to pre-announce intended
prices at the communication stage. However, these prices are not binding. Even though this
announcement is just cheap talk, it has a positive, but only temporary effect on collusion (see
e.g. Cason, 1995 or Holt and Davis, 1990). This chapter differs from this literature in the sense
that our subjects are only allowed to truthfully communicate past actions with their competitors.
They can only show their intentions by sharing their past behavior.
Finally, by letting subjects intentionally share or withhold information, we also contribute
to another branch of the literature about how intentionality matters in different games. Previous
results show that people perceive the same outcome differently based on the intentions behind
the outcome (whether the decision maker is a human or a non-human, or whether the decision
maker has interests in one outcome over the other). For experiments about the perception of
different intentions, see Blount (1995), Offerman (2002), Falk et al. (2008). These papers
find that players punish others to a bigger extent if they were hurt by the partner intentionally
compared to the case when the disadvantageous outcome is caused by nature, and the partner
did not have a decision.9
The chapter is organized as follows. The market game and the importance of endogenous
information structure are discussed in Section 3.2. We present the experimental design in Section 3.3. Section 3.4 summarizes our hypotheses, then we report the experimental results in
Section 3.5. Section 3.6 concludes.
8

Moreover, Mailath (1989) and Jin (1994) point out another important difference between the two branches.
While firms cannot affect their signal about the environment, they can strategically choose their price or production
level to alter the beliefs of their competitors about market conditions.
9
Similarly, Charness (2004) and Falk and Kosfeld (2006) show that intentions matter as well in labor market
and principal-agent settings. Chapter 2 also provides experimental support for the importance of voluntary choice.
We show that giving the possibility to the partner to punish induces cooperation in a prisoner’s dilemma when
punishment is offered voluntarily but not when it is exogenously available.
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N
C
W

qi
81
56.25
100

Q
243
168.75
300

P(Q)
18
22.5
15

πi
729
843.75
500

Table 3.1: Quantities, market price and profits in the benchmark outcomes. N: Nash equilibrium, C:
collusion, W: Walrasian equilibrium.

3.2
3.2.1

The market environment
Market structure

We use the same market structure as Offerman et al. (2002). We consider the market for a
homogeneous good that is produced by 3 firms. Firms compete in quantities and the inverse
demand function is given by
P (Q) = 45 −
where Q =

3
P

p
3Q,

qi is the total production of the three firms. Firms face the same cost function,

i=1

the production costs of each firm i are given by
3

Ci (qi ) = qi2 ,

where qi is the production level of firm i. The number of firms, the inverse demand and the cost
functions are common knowledge.
We consider this setup for the following reasons. First, we need at least 3 firms on the market
in order to have a difference between information about aggregate and individual production
levels from the perspective of a given firm. However, Huck et al. (2004) do not observe any
collusion when there are more than 3 firms on a Cournot market. Therefore we choose to have
3 firms so that collusion would be feasible in the experiment. We use a nonlinear setup as the
Cournot adjustment process (i.e. naive best-response dynamics) does not converge under linear
demand and cost conditions for more than 2 firms (see Theocharis, 1960). Finally, the setup
also facilitates comparisons with Offerman et al. (2002).
There are three benchmark outcomes for this market: the Nash equilibrium (N), collusion
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(C) and the Walrasian equilibrium (W). Table 3.1 summarizes the individual and total quantities,
the market price and the individual profits in these outcomes.10 If we consider a situation where
perfectly rational firms compete on the market for a finite and known number of periods (as
in the experiment), then the repeated play of the Nash equilibrium of the stage game is the
unique subgame-perfect equilibrium of the repeated game no matter what information structure
we impose (whether firms exogenously receive aggregate / individual data or they themselves
can choose about sharing information). There is, however, ample empirical evidence that the
assumption of perfect rationality and the standard equilibrium prediction does not necessarily
describe actual behavior well.11 Subjects can use different heuristics in their decision-making
by e.g. imitating others’ behavior. These decisions rules may require different types or pieces
of information, and might lead to different outcomes.12 Moreover, the market outcome may not
only depend on the type of information but also on the way the information is made available.
In the next section we elaborate on how the voluntary nature of information provision can affect
the market outcome.

3.2.2

The importance of voluntary choice

In this section we discuss the consequences of having an endogenous information structure and
we offer behavioral motivations behind information sharing decisions. The voluntary nature of
information sharing can affect the market outcome for two reasons. First, endogenous choice
can lead to a richer information structure. When firms can decide whether they want to share
information with their competitors, then there are more possible information structures than
having no information at all or having full information about competitors’ choices. This difference in the amount of available information may influence the firms’ choices, as observed by
10

See Offerman et al. (2002) for the general formulas.
See Conlisk (1996) for an overview of such results. Furthermore, for example Andreoni and Miller (1993)
discuss rational cooperation in prisoner’s dilemma settings.
12
Vega-Redondo (1997) proposes a rule where firms imitate the action of the firm that made the highest profit in
the previous round. If all firms use this rule, quantities converge to the Walrasian outcome. Offerman et al. (2002)
propose an alternative rule where firms imitate the action of a so-called exemplary firm. This firm is the one whose
action would have resulted in the highest total profit if each firm had chosen the same action. This imitation rule
leads to the collusive outcome if everybody applies it.
11
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Dufwenberg and Gneezy (2002), for example.
Second, firms can show their intentions by their choice of sharing information. Sharing
information gives a unilateral informational advantage to the competitors as they receive information even if they do not share their own actions with the firm. The rationale for sharing
information is that firms may expect to influence the behavior of their competitors in a favorable way. If a firm tries to collude with its competitors, then it chooses a low production level.
It has an incentive to show this low production level to its competitors because otherwise the
competitors would not know that the firm wants to collude. If a firm chooses a high production
level, then it may take two approaches. It might want to show that it is tough and it will be tough
in the future as well so that its competitors would adjust their choices to his by choosing a low
output (i.e., the firm tries to act as a Stackelberg leader). Of course, the competitors could also
respond by choosing a high production level in order to punish the firm. Thus, the firm may not
want to reveal a high production level as it might take more time for its competitors to realize
that the firm does not want to cooperate, therefore the firm may get a high profit in multiple periods. Which of the two approaches the firm takes depends on its beliefs about the competitors’
reactions and on the competitors’ actual reactions. It is not likely that the competitors would
simply adjust to a high output so we expect that firms would rather hide a high output choice.
Showing intentions with information sharing choices can influence the market outcome in
the following way. Firms might have different propensities towards collusion. On markets
where many firms are willing to collude, these firms may show their intentions by choosing and
revealing a low production level. This voluntary choice may induce other firms to join them
as they can interpret the information sharing decision as an additional sign for willingness to
collude. On the other hand, on markets where many firms are unwilling to collude, most firms
will not share information with competitors. The competitors can conclude that many firms do
not want to collude and therefore they would give up their attempts for establishing collusion.
This shows that firms that are willing to collude may not be able to induce others to collude
therefore voluntary information sharing does not enhance collusion in such markets.
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To summarize, voluntary information sharing does not necessarily lead to collusion. It depends on the firms’ intentions (or willingness to collude) whether collusion can be reached. If
most of the firms are willing to collude, then information sharing may enhance collusion. But
if firms are not willing to collude, then information sharing cannot establish collusion. Thus,
voluntary information sharing may be important in some markets but not in others. In order to
investigate how the market outcome depends on the type of available information and whether
information sharing decisions indeed affect the market outcome, we conduct a laboratory experiment. In the next section we discuss the experimental design we use.

3.3

Experimental design and procedures

The experiment was conducted in the CREED laboratory of the University of Amsterdam in
June 2014. In total, 180 subjects participated in 14 sessions. None of the subjects participated
more than once. Participants were mainly undergraduate students from different fields. Each
session lasted about 2 hours, and participants earned on average 25.5 euros (with a maximum
of 30 euros and a minimum of 21.3 euros). Earnings were paid privately in cash at the end
of the experiment. The experiment was computerized, and programmed in PHP. Participants
read the instructions at their own pace from the computer screens, and questions were answered
privately. After reading the instructions subjects had to answer control questions in order to
ensure they understood the situation they faced in the experiment.
Each session consisted of 3 parts. In each part 3 participants formed a market. This market
composition was fixed for the whole part but it changed between different parts: subjects were
rematched in their matching group of 6. Subjects were informed that there are 3 parts and that
they will not play in the exact same market again but we did not inform them about the size of
the matching group. Each part consisted of 30 rounds. The number of rounds was known to
the participants. During the experiment, subjects earned points in each part. At the beginning
of each part they received a starting capital of 6000 points. At the end of the experiment one
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part was randomly chosen by rolling a die, and all participants’ earnings from that part were
converted to euros. Participants received 1 euro for each 1100 points they earned in the given
part.
In every round subjects had to decide simultaneously how much to produce. They could
choose integer production levels between 40 and 125. The parts differed only in the information participants received about other firms’ production decisions. The demand and cost
structure was the same through the whole experiment, as given in Section 3.2 and this was commonly known. In parts 1 and 2, either no information about others’ production was provided
(NI), or aggregate / individual production details were provided (that is, subjects received full
information - FI). The order of these two parts varied across sessions to control for the possible
order effects. In part 3 parallel to the production choice, subjects also decided whether to share
information about their production with the other two subjects in their group (this part is the
voluntary sharing part - VS). Sharing information was costless. If they shared information, the
other two firms on the market received information about this firm’s production regardless of
their own information sharing decision.13 Subjects received feedback after each round. This
feedback contained their own production, the market price, their own revenue, cost and profit.
Additionally, they received information about other firms’ production in the full information
part, and in VS if applicable.
Our within-subject treatment variation was the different information structure described previously: NI, FI and VS. The between-subject treatment variation concerned the type of information subjects received about others’ production: Aggregate information (A) versus Individual
information (I). In case of Aggregate information, subjects were informed about the sum of
the others’ production and they could not recover individual production levels from this information. In VS, subjects could observe how many other subjects shared information in their
market and the aggregate output of the others who shared information.14 In case of Individual
13

That is, we applied a non-exclusionary disclosure rule. See Vives (1990) for a discussion about the effect of
different disclosure rules on information sharing incentives.
14
Here we model how trade associations work who collect information and give them back in aggregated form
to the firms.
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Aggregate
Individual

No information (NI)
A-NI
I-NI

Full information (FI)
A-FI
I-FI

Voluntary sharing (VS)
A-VS
I-VS

# of matching groups
16
14

Table 3.2: Overview of the treatments with the number of matching groups
information, individual production levels were shown by firm ID (which was fixed for a given
part) and subjects could identify which firm produced a given amount. In VS, firms could see
which firms shared information, and the exact production level of those firms who shared. The
treatments are summarized in Table 3.2.15 Subjects were informed about the kind of information they would receive and about the decision(s) they need to make in the different parts at the
beginning of the experiment.16
During the decision making, subjects could use a profit calculator which was built in the
screen. Here subjects could enter a hypothetical own production and a hypothetical total production of others, and the calculator gave the corresponding price and own profit. Participants
could use the profit calculator as often as they wanted to.
In each part, a history screen was always available for every subject. This screen contained
information about past production in their own market. In case of NI subjects could see their
own production, price and profit for every round. In case of FI they additionally saw either the
total output (in case of Aggregate information) or the production levels of the other two subjects
by firm ID (in case of Individual information). In part 3, the additional information was their
own information sharing decision and either the number of other firms who shared information
and their total production (in case of Aggregate information), or the individual production of the
other firms by firm ID, showing “n.a.” if a firm did not share information (in case of Individual
information). An example of the history screen for part 3 and instructions for the Individual
treatments (having NI as part 1) can be found in Appendix 3.A.
15

Due to low show up, we have fewer observations in the Individual treatments.
We decided to use a within subjects design for the information structures because part 3 with voluntary information sharing is more complex than the parts with no information or full information. Therefore we wanted
subjects to get experience about the market with as well as without receiving information about others’ choices.
That is also the reason why we give the instructions for all three parts at the beginning. We wanted subjects to know
what they need to decide about in VS in order to facilitate making a sensible decision there. This also explains
why we always have voluntary information sharing in part 3 and only vary the order of the other two parts.
16
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NI
FI
VS—0
VS—1
VS—2

Observation
Aggregate
Individual
qi , pi , πi
qi , pi , πi
qi , pi , πi , Q
qi , pi , πi , qj , qk
qi , pi , πi
qi , pi , πi
qi , pi , πi , qj
qi , pi , πi , qj
qi , pi , πi , qj + qk qi , pi , πi , qj , qk

Inference
Aggregate
Individual
Q
Q
−
Q, πj , πk
Q
Q
qk , Q, πj , πk
qk , Q, πj , πk
−
Q, πj , πk

Notes: The observation column contains information subjects receive as feedback. The inference column contains what they can calculate. Here VS—x
means that under VS x other firms share information.

Table 3.3: Overview of the information in different treatments

3.4

Hypotheses

Subjects receive different kinds of information about each other’s choices across treatments and
parts and this may affect their behavior. In this section we discuss how subjects may behave
under the different information structures and we summarize our hypotheses.
First of all note that even though subjects do not get full information in most of the treatments, they could infer some additional information. Table 3.3 gives an overview about the
available information under different treatments, and different number of other firms sharing
information in VS. Even though the aggregate production can always be calculated using the
demand function (or at least inferred from the P − Q plot in the instructions) and thus subjects
could play the best response in principle, we do not expect them to perform such calculations.17
When aggregate production is directly observable, it becomes easier to find the best response, which drives the outcome towards the Nash equilibrium. Thus we expect production
levels to be distributed around the Nash equilibrium quantity in A-FI. Subjects might also try
to collude as they can monitor their competitors to some extent. When individual information
is available, we expect to observe more collusion (no matter whether the information is exogenously or endogenously given). This is in line with competition authorities’ argument that firms
can monitor each other’s behavior better. Moreover, as Offerman et al. (2002) show, the “imitate
the exemplary firm”18 rule leads to the collusive outcome and subjects have enough information
17

The use of the profit calculator suggests that they indeed did not calculate others’ output and the best response
to it. Subjects used the profit calculator approximately twice in every 5 rounds on average, and they took into
account information about competitors only in 50% of the cases when it was available.
18
The exemplary firm is the one whose action would have resulted in the highest total profit if each firm had
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to use this rule. This consideration is formulated in our first hypothesis.
Hypothesis 3.4.1. The effect of data aggregation
For a fixed information structure, average total production is not higher under individual information than under aggregate information: Q̄I,IS ≤ Q̄A,IS (where IS ∈ {N I, F I, V S}), with
strict inequality for IS = F I, V S.
When the information structure becomes endogenous, subjects can show their willingness
(or non-willingness) to collude. As we have argued in Section 3.2.2, this is due to the fact that
sharing information unilaterally gives an informational advantage to the competitors but it is
not directly beneficial for the firm that shares information. The rationale of sharing information
is that subjects may induce their competitors to share their production level as well. Once
cooperation is established in terms of information sharing, subjects might be able to collude
in production levels easier. Similarly, when subjects decide not to share information with each
other, this might suggest that they do not want to cooperate and then it is hard to imagine that
they would collude in their production choices. Thus, we expect a difference in the behavior
of subjects that share information and those who do not share information. This difference will
also result in differences in the market outcome.
First of all, as information sharing decisions may convey information about subjects’ intentions, we expect to observe more attempts for collusion, and consequently lower average
production, under voluntary information sharing after subjects share information than under
full information. The reason for this is that there might be subjects who would not collude by
default but they cooperate with their competitors after receiving information from them. A similar reasoning holds when subjects decide not to share information with each other. If a subject
would be willing to cooperate with his competitors but he is on a market where others decide not
to share their production choice, then the subject in question may more easily give up attempts
for cooperation compared to the case when information about production levels is not available
by default. This leads to higher average total production under voluntary sharing after subjects
chosen the same action.
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do not share information with each other than under no information. Finally, as subjects may
show their willingness to cooperate by sharing information, we expect to observe lower average
production level under voluntary sharing after subjects share information with each other compared to the case when they do not share information. We formulate these conjectures in our
second hypothesis.
Hypothesis 3.4.2. The effect of voluntary sharing
For given data type, subjects can show their intentions by sharing / not sharing information
resulting in a more collusive / more competitive market outcome:
• Q̄D,V S|share ≤ Q̄D,F I
• Q̄D,V S|no share ≥ Q̄D,N I
• Q̄D,V S|share ≤ Q̄D,V S|no share (where D ∈ {A, I})19

In the next section we investigate whether the experimental results confirm our hypotheses.

3.5

Results

In this section we report the experimental findings. First we checked whether the different order
of the parts with No information and Full information had an effect on subjects’ behavior.20 Our
findings show that there is no order effect in the data. Subjects behaved in the same way when
they were facing the part with No information first as when they were facing the part with
19

For calculating Q̄V S|no share , we consider the total production on markets where at most 1 subject shares
information in the given round and we calculate the average of these total productions over markets and rounds.
Similarly, for calculating Q̄V S|share , we consider the total production on markets where at least 2 subjects share
information in the given round and we calculate the average of these total productions over markets and rounds.
20
To do so, we tested with the Mann-Whitney ranksum test whether subjects behaved differently in VS if they
faced No information or Full information first. We did not find significant differences in individual productions, in
total outputs and in the information sharing decisions. The test was performed on matching group level, and all pvalues are at least 0.529. We also compared individual production levels and total outputs for parts No information
and Full information in case they were played first vs. second. Here we did not find any significant difference
either. These tests were also performed on matching group level, and p-values are between 0.302 and 0.796. We
also plotted the average production over time, and the plots are very similar to each other.
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Figure 3.1: Average total output over time in the Aggregate and in the Individual treatments

Treatment
Aggregate
Individual
Agg. vs. Ind.

NI
234.12 (27.28)
231.59 (27.67)
0.59

FI
232.43 (29.35)
232.46 (31.31)
0.43

VS
235.38 (21.91)
230.97 (31.25)
0.20

NI vs. FI
1.00
0.83

NI vs. VS
0.68
0.98

FI vs. VS
0.76
0.59

Notes: The numbers in brackets are standard deviations of the output. p-values are according to two-sided
ranksum test with nA = 16 and nI = 14 for the between-subject differences, and Wilcoxon-test for the
within-subject differences.

Table 3.4: Average total output, and corresponding test results
Full information first. Thus we can merge our data for given information type and information
setting, and analyze them together.
The remainder of this section is organized as follows. In Section 3.5.1 we analyze the
effect of data aggregation on total output. In Section 3.5.2 we focus on the effect of voluntary
information sharing on the subjects’ production choice and on total output. Finally, in Section
3.5.3 we investigate how groups coordinate under different information structures.

3.5.1

Effect of data aggregation

Figure 3.1 shows the average output over time for each treatment. We can see that production
levels do not converge to the Nash equilibrium output, therefore the equilibrium prediction of
the model with fully rational agents does not describe subjects’ behavior well. There are no substantial differences in total outputs across treatments. The average output seems to be slightly
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Figure 3.2: Frequencies of total output in the Aggregate and in the Individual treatments. For each Q,
the plots show the percentage of outcomes that lie in the ±7 neighborhood of a given Q.

lower under Individual information, however these differences are not significant. Furthermore,
we can observe an end-game effect after round 27. The output before that is quite stable, markets quickly settle down around a certain output level. Non-parametric tests (presented in Table
3.4) also confirm the similarities; there are no significant differences in output levels across
treatments. Our results do not support Hypothesis 3.4.1 that Individual information results in
lower output than Aggregate information.
Although we cannot find any significant difference in average total productions between
treatments, Figure 3.2 suggests that there might be differences across treatments with respect
to the distribution of total output. Under both Individual treatments where information is available for the subjects, collusion is observed a bit more often, and the output is more dispersed
compared to the corresponding Aggregate treatments. Furthermore, under A-VS aggregate
production is close to the Nash-output in the vast majority of the cases. The parts with Full
information can be compared to the Q and Qq treatments in Offerman et al. (2002). Their distribution in treatment Q is very similar to ours in A-FI. The shape of the distributions in their
Qq and our I-FI is also similar but we observe a smaller peak close to the collusive outcome. In
our experiment, subjects try to collude more often in the case of Voluntary sharing.
The figure also shows that the total output was hardly ever around the Walrasian outcome
89

Treatment
Aggregate
Individual

No info
30.73%
20.36%

Full info
25.94%
25.71%

VS
35.21%
22.50%

Table 3.5: Percentage of outcomes in the ±7 neighborhood of the Nash equilibrium quantity QN (i.e.
[236,250])

of QW = 300. Attempts for collusion were observed a bit more often, especially in the case of
VS in the Individual treatment. However, the collusive outcome was hardly ever reached. The
peak in case of I-VS is around 180. We will return to this issue in Section 3.5.2.
Table 3.5 summarizes how often the total output was in the neighborhood of the Nash outcome. As expected, the Nash outcome was always reached less often in the Individual treatments than in the Aggregate treatments, however the differences are only (weakly) significant in
VS.21 Finally, the neighborhood of the collusive outcome (i.e. Q ∈ [160, 176]) is reached more
often in the Individual treatments than in the Aggregate treatments, though these differences
are not significant either in any of the information structures.22 These results are well in line
with those of Offerman et al. (2002), except that we observe a significant difference between
A-VS and I-VS compared to A-FI vs. I-FI considering the Nash outcome. Our findings can be
summarized as follows.
Result 3.5.1. Average production levels are not significantly different across treatments. However, significantly fewer observations are around the Nash outcome in I-VS than in A-VS.

3.5.2

Consequences of information sharing on output decisions

Now we focus on voluntary information sharing, and investigate how the endogeneity of the information structure affects production choice. First we only focus on VS, and then we compare
the production choices across all information structures.
Figure 3.3a presents the average frequency of information sharing in the Aggregate and
21

Using the ranksum test with nA = 16, nI = 14, we obtain the following p-values: pN I = 0.32, pF I = 0.72,
and pV S = 0.05∗ .
22
It can also be seen from Figure 3.2 that the fraction of collusive outcome is not substantial. They vary from
about 0.2% (in A-VS) to 3.9% (in I-FI).
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Figure 3.3: Average frequency of information sharing over time and the frequency of markets with
different information structure

in the Individual treatments. As we can see from the graph, subjects share information more
often in the Individual treatment than in the Aggregate treatment, with an average information
sharing of 60.2% in the Aggregate and 67.8% in the Individual case. However, these values
are not significantly different from each other using the ranksum test on matching group levels
(p = 0.38). As we can see, a substantial fraction of subjects share information during the
experiment resulting in a richer information structure in the markets (see Figure 3.3b): about
half of the observations differ from the cases no information (i.e. 0 firms sharing information)
and full information (i.e. all 3 firms sharing information). The figure shows that full information
occurs the most often, and no information the least often for both Aggregate and Individual
information.23
The different information structures correspond to different productions as well. Ex ante we
expected that those who want to collude choose a low production level and they share it while
those who would not collude choose a high production level and they do not share it. Figure 3.4
shows the fraction of sharing decisions as a function of the chosen production levels (the size
of the markers indicates the frequency of that given observation). The figure shows that there is
23

The pattern is the same when we display only the second half of the data which suggests that markets do
not converge to any of the extreme cases with no or full information. In fact, some markets converge to one of
the extreme information structures over time, but firms on most markets keep changing their information sharing
decisions.

91

Infosharing
1
Aggregate
Individual

0.9
0.8
0.7
0.6
0.5
0.4
0.3
0.2
0.1

40
−
46 45
−
51 50
−
56 55
−
61 60
−
66 65
−
71 70
−
76 75
−
81 80
−
86 85
−
91 90
96 −9
10 −1 5
1 0
10 −1 0
6 0
11 −1 5
1 1
11 −1 0
6 1
12 −1 5
1− 20
12
5

0

Production level

Figure 3.4: Information sharing as the function of the production level
Notes: We define 17 categories for the different production levels. Each category covers a range of 5 units of
production (except the first one). The size of the markers is proportional to the frequency of production in that
particular range.

a clear negative correlation between the information sharing decision and the production level,
supporting our conjectures. Although correlation does not mean causation, it is reasonable to
assume that production decisions have an effect on information sharing decisions since profits
depend on production levels but not on information sharing decisions. Fixed effect panel logit
regressions with information sharing as dependent variable confirm this negative correlation.
The result, presented in the first column of Table 3.6, shows that the own production has a
significantly negative effect on the likelihood of sharing information. Information sharing decision in the previous round has a significant and positive effect on present information sharing
decision. If subjects previously shared information, they are more likely to share information
again. Additionally, if at least one firm shared information in the previous round, subjects are
significantly more likely to share information.
If we decompose the production decisions in VS based on the information sharing decisions,
we find that subjects indeed choose different production levels when they voluntarily decide to
share information than when they intentionally decide not to share it. Those who share information choose significantly lower production levels than those who do not share information.24
24

In the Aggregate treatment the average production based on matching group averages are 76.48 in case of
sharing, and 81.93 in case of non-sharing, whereas in the Individual treatment these numbers are 74.74 vs. 84.53.
The differences are significant at 1% level (both p-values are 0.00).
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Dependent variable:
own production
1st lag of infosharing
1st lag of 1 other firm sharing
1st lag of 2 other firms sharing
constant
Number of panels
Number of observations per panel
-Loglikelihood
F-statistics

Information sharing
-0.06 (0.00)***
1.45 (0.10)***
0.69 (0.15)***
1.52 (0.20)***
122
29
1097.80
-

Individual production
-3.10 (0.48)***
-2.54 (0.53)***
-2.86 (0.66)***
82.07 (0.54)***
180
29
24.10***

Notes: ***: significant at the 1% level, **: significant at the 5% level. Std errors
are in parentheses after the coefficients. The first column corresponds to a fixed
effect logit model, the second column to a fixed effect regression. Panels are the
individuals. Infosharing is 1 if the subject shares information in the given round, 0
otherwise. 1 (2) other firm(s) sharing is 1 if there is exactly 1 (2) other firm sharing
information in the given round, 0 otherwise.

Table 3.6: Regression results for information sharing decisions and production choices in VS
This result confirms our expectation, that subjects self-select to sharing / not sharing information
if they have an intention to collude / not to collude (compete) with the others.25 Furthermore,
others’ information sharing decision also has a significantly negative effect on the production
in VS which shows that subjects interpret others’ information sharing decision as a signal for
collusion as well. To control for the correlation between the own information sharing decision
and production choice, we run a fixed effect panel regression with individuals as panels on the
production choice as dependent variable and (own and others’) information sharing decisions
in the previous round as independent variables. The results, presented in the second column
of Table 3.6, show that after others share information subjects significantly reduce their production. Although these results are well in line with our hypothesis about the market outcome,
we cannot accept or reject them yet since groups are heterogeneous with respect to information
sharing behavior (as we can see from Figure 3.3b), therefore we cannot draw conclusions about
group behavior based on individual behavior only.
To analyze the market outcome, we categorized groups as sharing group if there were 2
25

The intention for collusion is also present in the first round. If we decompose individual production in the
exogenous parts based on the first round information sharing decision, we also find a negative relationship between
production levels and the first information sharing decision under Individual information. We can see that those
subjects who shared information in the first round of VS produced significantly less on average in the 30 rounds
of both exogenous parts (p = 0.02 for I-NI, and p = 0.10∗ in I-FI). This also supports that subjects intend to show
their willingness for collusion by sharing information.
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Treatment
Aggregate
Individual
Agg. vs. Ind.

NI
234.12
231.59
0.59

FI
232.43
232.46
0.43

VS|n
241.62
244.87
0.60

VS|s
232.97
226.39
0.34

VS|s vs. VS|n
0.03**
0.01**

NI vs. VS|n
0.04**
0.06*

FI vs. VS|s
1.00
0.30

Notes: **: significant at 5% level, *: significant at 10% level according to two-sided ranksum test
with nA = 16 and nI = 14 (and nI-VS|n = 13) for the between-subject differences, and Wilcoxontest for the within-subject differences. The averages in the table are based on the matching group
averages. For ease of exposition we repeat averages from Table 3.4.

Table 3.7: Average total productions
or 3 firms sharing information in a given round and as non-sharing group otherwise.26 Table
3.7 shows the average total output for the treatments, and the corresponding test results. We
decomposed the production in VS for sharing and non-sharing groups based on the previously
mentioned definition of groups.27 We can see from the table that our results from the individual
production still hold in this case (though the p-values are a bit higher for the sign-rank tests).
Interestingly, there is no significant difference between markets with exogenously and endogenously provided information (FI vs. VS—s), but the market is significantly more competitive
when subjects intentionally decide to withhold their information compared to the case when no
information is supplied by default (NI vs. VS—n).28 This suggests that subjects intentionally
hide their intention to compete when they are able to do so.29
Since we have seen that sharing groups choose significantly lower production than non26

Note that with this definition a group might be a sharing group in some rounds while non-sharing in other
rounds.
27
The trend is similar if we not only define sharing and non-sharing groups, but decompose the output into four
different groups based on the number of firms sharing information. Under both Aggregate and Individual data
the output decreases as the number of sharing firms increases (except for the Aggregate case where the output
increases between 0 and 1 sharing firm). However, the differences between output levels with n and n + 1 sharing
firms is only (weakly) significant under Aggregate treatment between 1 and 2 sharing firms, and under Individual
treatment with 0 and 1 sharing firm.
28
We not only find that voluntary information sharing makes markets more collusive if information is shared,
but we also find that sharing groups make significantly higher total profit than non-sharing groups under both
information types (p < 0.04). However, this result does not hold for individuals, we do not find significant
differences in individual profits for sharing and non-sharing individuals. This shows that sharing information can
be harmful if others do not follow.
29
An alternative approach would be to decompose the production in VS by being a sharing or a non-sharing
group in the preceding round. By doing so, we can measure the effect of information sharing on future production.
In this case the qualitative results are the same, but we do not have significant differences any more between
sharing and non-sharing groups, and between NI and VS—n. This suggests that it is not enough that subjects share
information once, but they need to maintain the information flow in order to maintain lower production.
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sharing groups in VS, we investigated whether sharing groups can explain the small peak close
to the collusive outcome in the Individual treatment in Figure 3.2. The analysis shows that there
were 4 sharing groups which shared information most of the times with each other (30, 29, 25
and 21 times out of 30), and chose low production levels (with an average total production below 200). Mainly the production of these four groups led to the smaller peak near the collusive
outcome. Even though these groups were very successful in collusion, they only constitute less
than one third of all the experimental markets. Thus, allowing firms to decide about sharing
firm-specific data can indeed result in collusion, but because firms are heterogeneous with respect to information sharing, collusion may not always be observed. The effect of voluntary
information sharing can be summarized as follows:
Result 3.5.2. Subjects show their intentions with information sharing: they produce significantly less when they share information voluntarily compared to the case when they decide not
to share information. Furthermore, if they decide not to share information, the market is significantly more competitive than if information is not available by default. However, when firms
have information, the way information is received (exogenously vs. voluntarily shared) does
not significantly influence the market outcome.

3.5.3

Coordination

Although in terms of the market outcome it does not matter how the total production is distributed among the three firms, we further analyze what causes the difference in the distributions of total output by investigating whether firm-specific information or endogenous information structure helps firms coordinate on a given outcome. To do so, we define coordinating and
non-coordinating groups by the following rule: a group is coordinating in a given round if the
maximal absolute difference between the individual production levels is at most 7. Using this
definition, Figure 3.5 shows the average share of coordinating groups over time in the different parts and treatments. Interestingly there is no substantial difference between parts in the
Aggregate treatment, so more information does not seem to help coordination to a great extent
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Figure 3.5: Average share of coordinating groups over time in the Aggregate and in the Individual
treatments

there.30 In contrast, more information clearly helps in the Individual treatment, irrespective
of whether information is given exogenously or endogenously. Groups manage to coordinate
more often under I-FI and I-VS than under I-NI, and non-parametric tests (presented in Table
3.8) confirm that these differences are significant. Furthermore, under Aggregate information
Voluntary sharing (weakly) significantly helps coordination compared to both NI and FI case.
Comparing the different information types, we can see that as we move from NI to FI, coordination decreased under Aggregate info but it increased under Individual info, making the two
treatments (A-FI and I-FI) significantly different from each other. Also under VS groups coordinate significantly more often under Individual information than under Aggregate information.
Thus Individual information helps coordination more than Aggregate information.
Considering the effect of endogenous information structure, we can see a positive correlation between being a coordinating group in a given round and being a sharing group in the
preceding round (the correlation coefficient is 0.12 in A-VS, and 0.36 in I-VS). Information
sharing should help coordination. This is confirmed by the fact that coordinating groups share
information more often in the preceding round than non-coordinating groups: in I-VS in 91.64%
of the cases the group was a sharing group in the preceding round if they were a coordinating
30

Note however, that more information provided in the Aggregate treatments does not necessarily leads to more
effective information since total output can always be inferred based on the demand function and price.
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Treatment
Aggregate
Individual
Agg. vs. Ind.
Treatment
Aggregate
Individual

NI vs. FI
0.35
0.00***

NI
17.71%
10.24%
0.37

NI vs. VS
0.08*
0.00***

FI
10.62%
37.14%
0.00***
FI vs. VS
0.00***
0.57

VS
24.69%
37.38%
0.03**

VS|n
18.58%
9.87%
0.38

VS|s vs. VS|n
0.21
0.00***

VS|s
25.91%
48.49%
0.00***

VS|n vs. NI
0.59
0.97

VS|s vs. FI
0.01***
0.06*

Notes: ***: significant at 1%-level, **: significant at 5%-level, *: significant at 10%-level
according to two-sided ranksum test with nA = 16 and nI = 14 (and nI-VS|n = 12) for the
between-subject differences, and Wilcoxon-test for the within-subject differences. The averages
in the table are based on the matching group averages. To calculate coordination for sharing
and non-sharing groups in a given round, we assign (non-)sharing types based on the previous
round’s information sharing decision.

Table 3.8: Average share of coordinating groups across treatments, and corresponding test results
group in a given round, whereas this percentage is only 58.28% for the non-coordinating groups.
In A-VS this difference is not that substantial: 65.67% vs. 60.00% for coordinating and noncoordinating groups. This is not surprising since sharing information in the Aggregate treatment
does not reveal individual productions, thus it does not facilitate coordination to the same extent. These results are also presented in Table 3.8 in a somewhat different format (by giving
the amount of coordination for sharing and non-sharing groups). The test-results also confirm
that in I-VS sharing groups coordinate significantly more often, whereas in A-VS we cannot
establish such result. Furthermore, we find that coordination is higher if subjects voluntarily
share information compared to FI, and coordination is the same when they do not share or they
cannot share information with each other.
So far we have focused on the amount of coordination. Next we analyze the production
levels of groups that coordinated in a given round. Figure 3.6 presents the distributions of total
production for the coordinating groups. These distributions look very different across information type. In the Aggregate treatments, all three distributions are similar, they are all centered
around the Nash outcome. If we compare them to the total distributions in Figure 3.2, we can
see that the total output is less dispersed here, coordinating groups reach an outcome around the
Nash equilibrium even more often than the whole population. Moving to the Individual treat-
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Figure 3.6: Frequencies of total output for the coordinating groups in the Aggregate and in the Individual
treatments. For each Q the plots show the percentage of outcomes that lie in the ±7 neighborhood of a
given Q.

ments, we can see that the total output is much more dispersed, and they look different across
information structure (both compared to the Aggregate treatments and compared to the total
distribution in Figure 3.2). Whereas there is a relatively high peak around the Nash outcome
under I-FI, there are two equally high peaks under I-VS, one near the Nash outcome and another
one close to the collusive outcome (around Q = 180). If information sharing is not voluntary,
the mode is still around the Nash outcome, as we had it with the whole population. Comparing
the frequencies of Nash and collusive outcome between treatments we find significantly more
observations around the collusive outcome in I-VS than in A-VS (p = 0.06), other comparisons
are not significant.31 Our analysis leads to the following result.
Result 3.5.3. The voluntary nature of information sharing improves coordination in case of
Aggregate information but not with Individual information where the presence of information
is already enough to foster coordination. Furthermore, sharing groups in VS coordinate significantly better than groups under FI. Finally, coordinating markets still tend to reach the Nash
outcome under Aggregate information, whereas there are more observations for collusive be31

The procedure here is the same as before. We took the percentage of outcomes in the ±7 neighborhood of
the Nash and the collusive quantity, and compared those. We have also checked whether the average output for
coordinators is different across treatments, but we did not find any significant differences across treatments.
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havior under Individual information.
To summarize our results, we have found that in average terms there are no significant
differences in total outputs across information structure and the type of information. However,
if we decompose VS decisions, we can see that subjects indeed show their intentions with
information sharing. Those who share information choose significantly lower production levels
than those who do not share information. Additionally, those who do not share information
choose even higher production levels than in the No information case when information sharing
was prohibited. So in average terms markets are neither more collusive nor more competitive if
more information is available irrespective of the type of information, but there are more attempts
for collusion when individual information is shared voluntarily.

3.6

Conclusion

This chapter stresses that the voluntary nature of sharing information with competitors might
have important consequences for the market outcome. The reason for this is that firms can
show their willingness to collude by sharing information unilaterally, thus voluntary information
sharing might serve as a device to enhance collusion.
We conducted a laboratory experiment in which subjects acted as firms in the market of a
homogeneous good. Three subjects formed a market, where they were competing in quantities. When subjects received feedback about their competitors’ actions, we varied the type of
information they received. Subjects could observe either the total output of their competitors
(Aggregate information) or the production level of the firms separately (Individual information). Moreover, in one part of the experiment subjects could choose whether they want to
share information with others or not, making the information structure endogenous. This kind
of endogeneity has not been taken into account in previous works analyzing the effect of data
aggregation on market competitiveness.
Our results show that both the voluntary nature of information sharing and the level of data

99

aggregation can have important consequences for the market outcome. Subjects produce significantly less when they decide to share information with their competitors compared to the case
when they intentionally withhold this information. This confirms that subjects use information
sharing as a device to show their intentions. When subjects decide not to share information,
they produce significantly more compared to the situation when information sharing is not possible and subjects receive no information about competitors. On the other hand, there is no
significant difference between average productions when subjects decide to share information
and when information is available by default. Voluntary information sharing helps coordination
as well compared to the case when subjects automatically get Aggregate information about their
competitors’ action: individual production levels tend to be closer to each other. However, coordination does not improve between Full information and Voluntary information sharing in case
of Individual information. Concerning further effects of Aggregate and Individual information,
our results show that the market outcome does not become significantly less competitive under
Individual information but we could observe more attempts for collusion in the Individual treatments. This is in line with the view of competition authorities regarding the anti-competitive
nature of individual information. So publication of aggregate data does not lead to higher level
of collusion though it does not increase competitiveness either. Publication of individual data
is a bit less innocuous, especially if firms voluntarily decide whether to share the information.
Of course this depends on the composition of the market: the more collusive types are in the
market, the more likely collusion is if firms can decide to share information. Thus, allowing
firms to decide about sharing individual data might not be desirable.
In the chapter we focused on information sharing about actions with known demand. However, it would be interesting to combine this branch of the literature with the other branch where
information sharing concerns sharing signals about unknown demand or cost conditions. This
is of particular interest as both sources of uncertainty (market characteristics vs. strategic uncertainty) can be relevant on real markets. One possibility is to assume that firms do not know the
demand function, for example, and they learn both demand conditions and their competitors’
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behavior from market observations. When firms do not know the demand function and they
cannot observe the actions of their competitors when learning about demand conditions, then
they may reach a substantially different outcome than under known demand structure (see e.g.
Brousseau and Kirman, 1992 and Anufriev et al., 2013). This might result in a welfare loss and
this possible loss should be taken into account for analyzing the effects of information on the
market outcome. Huck et al. (1999) investigate the effect of receiving additional information
about market conditions and they find that more information about the market leads to less competitive outcomes. As we have seen, the voluntary nature of information sharing has important
consequences for the market outcome, therefore it would be interesting to extend our current
design with unknown demand conditions.

Appendix 3.A

Instructions

This section contains the instructions for the Individual treatment with No information first. The
other instructions are similar.

PAGE 1

Welcome to this experiment on decision making. Please read the following instructions carefully. If you have any questions, please raise your hand, and we will come to your table to
answer your question in private. The experiment will consist of three parts. Each part consists
of 30 rounds. Your overall earnings will be equal to your total earnings in one randomly chosen
part. At the end of the experiment we will publicly roll a die to determine which part will be
paid out. If the result of the roll is 1 or 2, then part 1 will be paid. If the result is 3 or 4, part 2
will be paid. If the result is 5 or 6, part 3 will be paid.

When everyone has finished reading the instructions and before the experiment starts, you will
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receive a handout with a summary of these instructions. At the start of each part, you will receive a starting capital of 6000 points. You will not have to pay back this starting capital. In
addition, you will earn points in every round based on your decisions in combination with the
decisions of other participants. At the end of the experiment, your earnings in points will be
transferred into money. Each 100 points will be exchanged for 0.091 eurocent. This means that
for each 1100 points you earn, you will receive 1 euro. Your earnings will be privately paid to
you in cash.

In this experiment, you will be randomly assigned to a “market” consisting of 3 firms denoted
by firm A, firm B and firm C. During each part your market will not change, you will play
with the same two other participants, and your role will be fixed to be one of the three abovementioned firms. However, after each part of the experiment the composition of your market
will change, and you will never be part of the exact same market again.

In the experiment you run one of the firms. You are interacting on the market with 2 other
firms run by other participants. In every round you need to decide how much you want to produce. The price at which you sell the products depends on your production choice and on the
production choice of the two other firms. Your earnings in each round will be equal to your
profit from the production (which equals to your revenue minus your costs).

PAGE 2

MARKET CHARACTERISTICS

In the experiment the market is characterized by the same structure in all three parts. In each part
you need to decide how much you want to produce. You can choose any integer production level
between (and including) 40 and 125 units. The price will depend on your production choice and
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on the production choice of the two other firms. The higher the total production (your production plus the production of the other firms) is, the lower the price is. The price is determined by
√ p
the total production, according to the following formula: price = 45− 3∗ (total production).
The following graph illustrates how the price depends on the total production:
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The price is the same for all firms in your market. Your total revenue is determined by the price
and your own production in the following way: revenue = price * own production.

Production is costly. Your production cost depends on your own production choice only: cost
p
= (own production)* (own production). The more you produce, the higher your production
cost is. The production costs of the other firms depend on their own production level in the
same way. The following graph illustrates how your total cost depends on your production:
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Your profit in a given round is given by the revenue minus production cost:
p
√ p
Profit = (45− 3∗ (total production))∗(own production)−(own production)∗ (own production)

DECISIONS IN EACH ROUND

PART 1

At the beginning of each round you choose your production, without knowing how much the
other firms produce. After all three firms made their production choice, the price and the payoffs are determined. At the end of each round you are informed about your production choice,
the price and your payoff (revenue, cost and profit) in the round.

PART 2

At the beginning of each round you choose your production, without knowing how much the
other firms produce. After all three firms made their production choice, the price and the payoffs are determined. At the end of each round you are informed about your production choice,
the price and your payoff (revenue, cost and profit) in the round. Additionally, all three firms
are informed about the individual production levels of the other firms.

PART 3

At the beginning of each round you need to decide whether you want to inform the other firms
about your production choice. They will receive this information only at the end of the round,
after they made their own decision about informing others and production choice. Informing
other firms is free, and both of your partners will receive the same information. Furthermore,
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you also choose your production, without knowing how much the other firms produce, and
whether they decided to share information. After all three firms made their choices, the price
and the payoffs are determined. At the end of each round you are informed about your production choice, the price and your payoff (revenue, cost and profit) in the round. Additionally, all
three firms are also informed about the individual production levels of those firms that decided
to inform others about their production choice.

PAGE 3

PROFIT CALCULATOR

When you are making your decision about production choice, you will see on the left-hand
side of the screen a profit calculator. Here you can enter hypothetical production levels about
your own production and the other two firms’ total production, and you can calculate your profit
with these production details. You can use the profit calculator as often as you want.

HISTORY OVERVIEW

On the lower part of the screen, a history screen will be provided. There, you can see the
production details in your market for each round in the given part. One row contains information about one round. The history screen updates after every round. The observations are sorted
descending by round, so you can find the most recent round always at the top. The history
screen clears after every part.

The history screen is different in every part. In each part you will see your own production,
the market price and your own profit. In addition, in part 2 you will see the individual production levels of the other firms by firm ID. In part 3, you will also see your information sharing
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decision, the individual production levels of those firms who shared. If a firm does not share
information in certain rounds, you will see “n.a.” for that firm in the table. Below you can find
an example for the history screen in part 3.

On the next screens you will be requested to answer some control questions. Please answer
these questions now.
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Chapter 4
Team production benefits from a
permanent fear of exclusion

4.1

Introduction

In practice many team-production processes have weakest link characteristics. Examples include the construction of a new building, an operation performed by a surgical team and the
preparation of an airplane for take-off. In the latter case, the plane cannot take off before the
baggage is loaded, the catering has replenished the pantry, the crew has arrived, all passengers
are seated and the plane is refueled and checked. The slowest component of these will determine
when the plane is ready to take off. The teams engaging in a task with weakest-link aspects are
usually quite successful in real life. Buildings rarely collapse, patients who are operated usually
do not die and most planes are ready for take-off according to schedule. This picture contrasts
sharply with the results from minimum-effort games that are used to model team production
with weakest link characteristics in the laboratory. In the experiments, team-production typiThis chapter is based on a joint work with Theo Offerman and Randolph Sloof. Financial support from NWO
is gratefully acknowledged.
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cally fails unless the team consists of very few members.1
In this chapter, we design a series of experiments to pursue two goals. First, we test if the
fear of exclusion can account for (part of) the difference in team performance in the laboratory
and the field.2 In contrast to the minimum-effort experiments where the fear of exclusion is
absent, team members in the field face the fear of being fired if their performance slackens.
Thus, we address a key hypothesis formulated by Alchian and Demsetz (1972) who argue that
an important reason for why firms need managers is that efficient team production is facilitated if
someone specializes in monitoring workers and excludes those whose performance falls behind
(see also Jensen and Meckling, 1976). Second, we investigate if the fear of exclusion needs to be
permanently maintained in labor relations. In some contracts workers are effectively protected
from firing after they have survived a probation phase. The fear of exclusion may encourage
workers to perform well in their probation phase. In fact, it may even facilitate coordination on
the efficient equilibrium in the minimum-effort game. An open question that we address is if
workers continue to perform well after the probation phase has ended.
In agreement with the labor applications that motivate our research, we include a manager
in the minimum-effort game. The manager monitors a team of six workers and benefits from the
production in the same way as workers do, but she does not participate herself in the production
process. Instead, the manager has the possibility to replace some workers in her team (with the
fired workers becoming unemployed). In the experiments we vary two aspects of the game: (i)
the extent to which workers are protected by contracts, that is, they can be fired every round,
never, or they can only be fired during their probation phase, and (ii) how well the manager
is informed of the workers’ performance. Regarding the latter variable, workers’ effort levels
are either perturbed by noise, or not. This allows us to explore the robustness of the results.
1

Van Huyck et al. (1990) first studied the minimum-effort game and showed that high effort levels were only
sustainable with a fixed group of 2, but not with random pairs, and neither with groups of 14-16 members. Subsequent research confirmed these earlier findings and showed that groups converged to the worst equilibrium unless
they consisted of only 2 or 3 members (e.g. Knez and Camerer, 1994; Chaudhuri et al., 2001; Weber, 2006).
Devetag and Ortmann (2007) provide a survey.
2
Obviously, other (complementary) explanations for this difference may exist as well, including strong social
norms and peer pressure. In this chapter we focus on the fear of exclusion.
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If noise is involved in the production process, managers cannot trace back the exact effort
workers exert in order to have a high output. This feature may weaken a potential positive
effect of the possibility to exclude team members. For instance, with noise there is a danger
that managers judge workers too quickly, and do not sufficiently account for the possibility
that a worker is affected by bad luck.3 More generally, Alchian and Demsetz (1972, p. 786)
conjecture that “...the cost of managing team inputs increases if the productivity of a team
member is difficult to correlate with his behavior.” Our treatment variation in noise allows us to
explore the similar notion that the value-added of having a monitoring manager decreases when
monitoring information becomes less precise.
In the experiments, we find strong and significant support for the hypothesis that the fear of
exclusion efficiently encourages workers to perform well. When managers have perfect discretion, workers tend to anticipate from the start that they cannot afford to slacken. This contrasts
strongly to the case where workers are protected by long-term contracts. There, workers’ performance gradually deteriorates over the experiment. Interestingly, the result carries over to the
case where workers’ productivity is affected by good or bad luck. Also here, workers perform
much better when the manager has the power to discipline workers. When firing is allowed,
managers need to use their stick. The mere threat of being fired is not enough for workers to
behave well.
Our results for the probation treatments suggest that the fear of exclusion needs to be a
permanent fixture in the labor market. Workers start with high effort levels in their probation
phase. Once some of the workers become permanently employed and cannot be fired any longer,
the team’s performance deteriorates. Especially novice permanent workers substantially reduce
their effort upon becoming permanent, a finding similar in spirit to the Peter principle (cf.
Lazear, 2004). Overall, workers do not perform significantly better when they receive probation
contracts than when they are completely protected by long-term contracts.4
3

In the context of a financial asset market, Gneezy and Potters (1997) find that agents perform worse when they
are offered the possibility to evaluate their portfolio continuously.
4
Ichino and Riphahn (2005) provide empirical field evidence about the effect of probation on worker behavior.
They measure absenteeism in a large Italian bank both during and after probation, and find significantly higher
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Our research contributes to three stands of literature. First of all, some studies investigated
other ways to improve efficiency in the minimum-effort game. Weber (2006) let small groups
play the minimum effort game, and then added new group members. If they were aware of
the group’s previous performance, new-comers often adhered to the norm already existing in
the smaller group. More recently Salmon and Weber (2011) investigated how adding lowerperforming members to a high-performing group affects performance. Without restrictions on
entering the high-performing group, high performance could not be maintained after growth.
However, if restrictions were introduced (e.g. only one person could enter in a round), efficiency
was preserved in larger groups, too.
Secondly, some studies investigated the possibility of exclusion from a team or endogenous
group formation in public good games (rather than minimum effort games). Cinyabuguma et al.
(2005) and Maier-Rigaud et al. (2010) started with a larger group and allowed group members
to vote to exclude their fellow group members for the remainder of the given part (or for a
subsequent game as in Masclet, 2003). Charness and Yang (2010), Ahn et al. (2008) and Page
et al. (2005) had smaller groups and let them endogenously decide about group-formation, viz.
by forced or voluntary exit and mergers in the first two, and by ranking others in the latter. Both
mechanisms helped group members to contribute higher amounts than in the baseline treatment
where no decision could be made about group members. Güth et al. (2007) introduced a leader
who could exclude players from the public good game. In contrast to our setting, this leader
was a group member who contributed before the others did. Güth et al. showed that leaders
increase contributions in the public good game, especially when they were endowed with the
power to exclude.
A third line of studies investigated the possibility of exclusion or endogenous group formation in the minimum-effort game. In the design of Croson et al. (2015), exclusion occurred
automatically, and the player(s) contributing the least was (were) excluded from the teamabsence rates once workers are fully protected. To interpret their data they rely on a standard principal − single
agent framework in which workers (ceteris paribus) benefit from exerting less effort. In our team production
setting, workers benefit from higher output and coordinating their effort, so even if the fear of exclusion is lifted
they may in principle still want to exert the same amount of effort.
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production. Simple exclusion did not significantly raise contributions, but when exclusion was
paired with redistribution of the excluded players’ contribution, contributions significantly increased compared to the baseline treatment. Riedl et al. (2011) studied coordination in large
groups in a weakest-link network game. In their experiment subjects chose with whom they
wanted to interact. An interaction only took place with mutual consent. The more people a
subject interacted with, the higher the potential benefits were but also the higher the strategic
uncertainty. Riedl et al. show that endogenous group formation helps players to coordinate
more efficiently.
To the best of our knowledge, we are the first to investigate the fear for a manager’s power
to fire in a labor market context. Another novel feature of this chapter is that we investigate
if the disciplining effect of the fear of exclusion is eroded when managers observe workers’
performance only imperfectly. Most importantly, perhaps, none of the previous experimental
studies addresses the question what happens if the danger of exclusion disappears when workers
have survived the probation phase.
The remainder of the chapter is organized as follows. Section 4.2 introduces our game.
Section 4.3 describes the experimental design. Section 4.4 presents the experimental results,
and Section 4.5 concludes.

4.2

The game

We consider a team-production setting with 6 team members (workers) who play the same
game repeatedly. Workers simultaneously choose an effort level (ei - integer between 1 and 9),
which determines their productivity (pi ). If there is no noise in the game, workers’ productivity
equals their chosen effort level. With noise, productivities are the perturbed effort choices. For
each worker, there is an independent random noise term which together with the effort choice
determines his productivity: pi = ei +εi . Productivities are always in the ±2 range of the chosen
effort (and between 1 and 9). If the chosen effort level ei is between 3 and 7, the productivity
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is symmetric around ei ; pi equals the chosen effort with 50% probability, the chosen effort
±1 both with 22.5% probability and the chosen effort ±2 with 2.5% probability each. Since
productivities cannot be higher than 9 or lower than 1, on the edges the probability distribution
is not symmetric around the chosen effort level. The probability mass which would fall outside
the feasible range is shifted to the nearest possible productivity (so either to 1 or to 9).5
The minimum of the individual productivities determines the output of the firm, with the
restriction that output is never higher than 7. We imposed this restriction to allow workers to
reach the highest possible output with probability 1 even in the noise case (that is, if everybody
chooses an effort level of 9).6 The production function is thus given by:

Q = min{p1 , ..., p6 , 7}

Effort is costly for the workers with marginal costs equal to 10. Naturally, workers also
benefit from higher output. In particular, a worker’s payoff from the production process is the
following:
πi = 20 · Q − 10 · ei + 50
Besides the workers, there is a manager who also benefits from production. The manager
does not choose an effort level, but benefits from the output in the same way as workers do
without bearing the costs of effort. In some of our treatments, the manager can decide to replace
at most 3 workers by unemployed people. If she decides doing so, she bears a firing cost per
fired worker. The manager’s payoff is given by:

πm = 20 · Q + 50 − 20 · nf
5

For example: if the chosen effort level is 2, then the productivity is 1 with 25% probability, 2 with 50%, 3 with
22.5%, and 4 with 2.5%.
6
Note that noise can cause severe decrease in output. If everybody chooses the same effort level, then the
chance that the output will be two units lower than the effort levels is almost 15% (since the probability of at least
1 worker having a noise term equal to -2 is 1 − (1 − 0.025)6 ≈ 0.141). The output will be one unit lower with
68.1% probability.
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Treatment
FS
NS
FL
NL
FP
NP
FM
NM

Noise
no
yes
no
yes
no
yes
no
yes

Firing
every round
every round
not possible
not possible
during probation
during probation
every 3rd round
every 3rd round

# of subjects per group
10
10
7
7
10
10
10
10

# of groups
6
6
6
6
6
6
6
6

Table 4.1: Overview of the treatments
where nf is the number of fired workers. In some instances, the manager’s firing ability is
limited. If the manager cannot fire any worker, nf = 0 automatically in the payoff function
above.
Unemployed people do not participate in the production process: they neither choose an
effort level, nor benefit from production. Instead, they receive an unemployment benefit of 30
and are inactive. They can only get hired if the manager decides to fire somebody. If a worker
is fired, he becomes unemployed.
We consider three types of contract in the above-mentioned team-production game. Under
Spot contract, managers can replace workers in every round. Under Longterm contract, workers
are protected by contracts and the manager cannot replace anybody. Under Probation contract,
workers are on probation in the first 5 rounds of their working phase, and they can be fired
only during these rounds. After that the manager cannot fire them any more. We consider two
production processes: one with Noise and the other without noise (Full information). This leads
to six different treatments: FS, NS, FL, NL, FP and NP, where F (N) stands for Full information
(Noise), and S, L, P stands for Spot, Longterm, Probation, respectively. An overview of the
treatments is presented in Table 4.1.7
Managers are better informed than other labor market participants. When workers have
chosen their effort levels, managers observe both the team’s output and the individual productivities. However, other subjects can only observe the output of the team. Thus, in treatments
7
Besides these 6 treatments, we considered also two treatments with a Medium contract length. In these treatments, managers can only fire in every third round. This contract is discussed in Appendix 4.B.
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where the manager can fire workers, she can condition her choice on workers’ productivity
levels. Note that without noise, productivities simply equal the chosen effort levels.
Next, we informally discuss the equilibria of our game. We do not intend to provide a comprehensive equilibrium analysis; the upshot of the discussion will be that, given the multiplicity
of equilibria, standard game theoretic arguments provide little guidance which treatment effects
to expect.
First consider the single round weakest link (stage) game without a manager. With Full
information all effort profiles in which workers choose the same effort level but not higher
than 7 can be supported as (symmetric) Nash equilibrium, as in a standard minimum-effort
game. Equilibrium refinements may potentially restrict this set of (symmetric) equilibria. Such
refinements are often based on (Pareto) efficiency and risk considerations. The equilibrium in
which every worker chooses 7 is payoff dominant, but also contains much strategic uncertainty.
Harsanyi and Selten (1988)’s notion of risk dominance cannot be readily generalized to games
with more than two players. However, as argued by Goeree and Holt (2005), the related concept
of maximizing the “potential” of the game (cf. Monderer and Shapley, 1996) can be applied
and selects the secure equilibrium in which all workers choose minimum effort. This is in line
with the empirical observation that in experiments with larger groups (of 5 and above), workers
rapidly converge to the worst possible equilibrium. When noise is introduced in the stage game,
only the secure Nash equilibrium remains.8
In our experiment subjects play the stage game repeatedly with an indefinite end. Still
ignoring the manager for the moment, under Full information then again any symmetric effort
profile with effort levels below 8 constitutes an equilibrium. Under Noise all symmetric effort
profiles except effort levels 2 and 3 can be supported for a sufficiently high discount factor /
continuation probability δ using trigger like strategies, where workers revert to minimum effort
forever after any detectable deviation (see Appendix 4.A.2 for a calculation of the corresponding
8

This can be shown by calculating the expected loss and gain from deviating to a lower effort level. From any
level exceeding 1, this results in an increase in expected profit. On the other hand, unilaterally deviating to a higher
level when others choose 1 deteriorates expected payoffs. The calculations are presented in Appendix 4.A.1.
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threshold discount factors). The intuition here is that for effort levels of 2 and 3 downward
deviations cannot be identified from bad luck, so a trigger strategy that only punishes clear cut
deviations does not exist.
We finally consider equilibria in which the manager plays an active role. The manager has
an interest to keep up high output and thus that the workers coordinate on a high effort level.
She may naturally pursue this with a threshold strategy and fire workers whose productivity levels fall below the threshold. As discussed in Appendix 4.A.3, any threshold Q∗ above minimum
effort can be supported as equilibrium under Full information. Firing then does not occur on
the equilibrium path. The picture is different when the manager observes the effort levels of the
workers imperfectly. With Noise, firing may even occur on an equilibrium path supporting high
effort. The occasional firing of unlucky workers may serve the purpose of clearly communicating the manager’s intolerance of slacking performance.9 Yet again multiple thresholds can be
supported.
Due to the multiplicity of equilibria standard theory does not make clear cut predictions
about the impact of our treatment variations. However, our experimental design allows us to
explore some qualitative arguments. With full information and the power to exclude, the manager’s stick may help to reduce the strategic uncertainty and allow workers to coordinate on
the efficient equilibrium. One thus would expect that, under Full information, Spot contracting
works better in sustaining high team output than Longterm contracting does (where the threat
of exclusion is absent). With Full information there will be no need to fire after workers have
learned to anticipate the manager’s threshold (firing) strategy. The question is if the manager’s
stick remains equally powerful if she observes effort levels imperfectly. She then may need to
continue firing workers every now and then, to avoid that slackening workers can pass themselves off as hard workers just being unlucky. At the same time, workers may be demotivated
if the manager does not appropriately take the imprecision into account and fires workers too
often. In addition, our experimental design allows us to investigate if workers are disciplined
9

Similar results are reported in the cartel literature (see Green and Porter, 1984) where cartels may punish their
members in case of bad luck.
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after they are fired. That is, if they get a new chance to work, do they enhance their effort
compared to before they were fired?
A further important question is if workers continue to perform well after the manager has
given up her stick. Under Probation, workers can potentially learn to choose high effort levels,
which they might be able to maintain once their probation phase is over. The manager’s firing
strategy may endogenously create overlapping generations in the group, with some workers still
on probation whereas others cannot be fired any more. Those who are on probation might then
work hard in order to avoid firing, which can trigger permanent workers also to work hard.
Probation may then not only serve to motivate the worker in question, but also indirectly his
permanent team mates.

4.3

Experimental design and procedures

The experiment was conducted in the CREED lab at the University of Amsterdam. In total,
444 subjects participated in overall 20 sessions. We collected data for 6 independent groups
for each treatment. Every subject participated in at most one session. Participants were mainly
undergraduate students from different fields (e.g. economics, law, psychology). The average
session lasted about 75-90 minutes, and subjects earned on average 20.5 euros. During the
experiment, subjects earned points which were converted to euros at the end of the experiment.
Participants received 1 eurocent for each 1.6 points. Earnings were paid privately in cash at the
end of the experiment. The experiment was computerized, and programmed in php. Instructions
were given on computer screens, and subjects’ questions were answered privately.
At the start of the experiment, subjects were assigned to a group that consisted of 10, or in
the Longterm treatments, 7 people. In an average session, two or three groups were formed at
the same time. Subjects did not know which other subjects were assigned to their group, but
they knew that the group remained constant throughout the experiment. In the first part of the
experiment, subjects were informed that the advantageous role of the manager was assigned
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on the basis of how well they performed in the secretary problem (Seale and Rapoport, 1997).
Subjects had to hire a “secretary” out of the 25 possible (imaginary) applicants. Each applicant
had an integer quality independently drawn from U[0,420]. Subjects did not know the range
of qualities, and once they rejected an applicant, they could not reconsider this decision. If
a subject chose to reject the first 24 applicants, he had to hire the last one. In each group,
the subject who hired the best applicant became the manager and kept this role throughout the
whole experiment.10
In the second part of the experiment subjects played the modified minimum-effort game
presented in Section 4.2. They were informed that there would be at least 25, and at most 40
rounds of the game. In practice they played 30 rounds of the game.
In each session only one of the eight treatments discussed in the previous section was played
(see Table 4.1). Because in the Longterm treatments firing was impossible we did not have
unemployed subjects there. We decided to keep the managers in the Longterm treatments.
They were inactive but otherwise earned a payoff in the same way as in the treatments where
firing was allowed. We kept the manager to make the treatments with and without firing more
similar.
During the experiment, each worker had a fixed worker ID while employed and their productivities was communicated to the manager by these IDs. Then, if the manager was allowed
to fire workers, the manager decided who to replace by using this worker ID. Once a worker
was fired, he lost his ID. When he was rehired, he got a new ID which might have been different
from the old one. By doing so, each worker could have a fresh start after being rehired. Furthermore, managers could not decide who to hire from the unemployed subject pool. To those
who started the experiment in the role of being unemployed we paid a bonus by a lottery. With
50% probability the subject received an additional bonus of 120 points over the unemployment
benefit (in all initial unemployment rounds). We decided to implement this bonus to remove the
manager’s incentive to fire just to make sure everybody got the opportunity to work.
10

We only used the secretary problem to assign the role of manager on the basis of performance. In the data
analysis we ignore these data and we focus on the main game of the experiment.
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Figure 4.1: Average effort over time under full information (left panel) and under noise (right
panel)
In each treatment a history screen was continuously available for every subject. This screen
contained information about past production in the own labor market. For each previous round,
managers could observe workers’ productivities, the output, and their own firing decision.
Workers’ productivities were displayed by different colors in the history screen to make the
history better tractable. Workers and unemployed subjects could see their own productivity
level, the output, and the manager’s firing decision. Examples of the history screen and instructions for the second part for the Spot contract treatment with Noise (NS) can be found in
Appendix 4.C.

4.4

Results

In Section 4.4.1 we focus on worker behavior by comparing effort decisions across treatments. In Section 4.4.2 we study managers’ firing decisions and how these drive workers’
effort choices. Finally, Section 4.4.3 deals with efficiency. All non-parametric tests (unless
otherwise stated) are carried out at the matching group level, with two-sided ranksum tests for
treatment differences, and Wilcoxon signed-rank tests for differences over time.
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Treatment
FS
NS
FL
NL
FP
NP
FS vs. FL
FS vs. FP
FL vs. FP
NS vs. NL
NS vs. NP
NL vs. NP

First half
(rounds 1-15)
6.71
6.49
4.04
3.69
5.32
5.83
0.04**
0.26
0.23
0.01**
0.23
0.02**

Second half
(rounds 16-30)
7.01
7.19
3.03
2.02
3.72
3.93
0.01***
0.10*
0.69
0.00***
0.01***
0.15

First vs. second half
0.03**
0.03**
0.05**
0.03**
0.09*
0.05**

Notes: ***: significant at 1% level, **: significant at 5% level according to two-sided ranksum test with n = 6 for the treatment differences,
and Wilcoxon-test for the differences over time.

Table 4.2: Average effort level

4.4.1

Effort decisions

Figure 4.1 shows the average effort levels over time for the different treatments. In the Longterm
treatments, the average effort decreases over time just like in previous experiments with a standard minimum-effort game. The possibility to fire offered in the Spot treatments profoundly
improves the team performance. With Spot contracts, average effort increases over time, and
is substantially higher than in the Longterm contracts. The Probation contract increases effort
level a bit compared to the Longterm contract, but to a much lesser extent than the Spot contract.
Table 4.2 reports the extent to which the treatments differ systematically. Effort in the
Spot contracts is always significantly higher than in the Longterm contracts. The Spot contract
also significantly outperforms the Probation contract in the second half of the experiment. Effort levels in the Probation contracts are not significantly different from the effort levels in the
Longterm contract (except for the Noise case in the first half of the experiment).11
There are differences not only in average effort choices across treatments, but also in the
extent to which very high effort levels of 8 or 9 are chosen. In the second part of the FS
11

For a given contract type, the difference in effort choice across Full information and Noise is never significant
(p > 0.30 for all cases).
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treatment, in 1% of the cases subjects choose an effort level of 8, and they never choose 9. In
contrast, these numbers are 36% and 2% in NS, respectively. Note however, that in case of
Noise, the most efficient equilibrium in the one-shot game is that all workers choose an effort
level of 8. Thus, in this treatment a substantial fraction of workers coordinates on the most
efficient equilibrium. The difference in the percentage of subjects choosing the effort level 8 in
FS and NS is significant at the 1% level (p=0.006). Additionally, subjects choose significantly
less often 8 (4%) and 9 (0.2%) under NP than under NS in the second half of the experiment
(p=0.01 and p=0.06, respectively). There are no further differences in choosing these high effort
levels between the other treatments.
We also compared first round effort levels across different contract types, keeping the production process fixed. With ranksum tests on individuals we found that the first round effort
levels in the NL treatment are significantly lower than those in the NS treatment (p = 0.00).
There are no further differences across treatments. These findings show that, with imperfect
monitoring, workers are already affected in the first period by the threat of firing under Spot
contract, whereas under the other contracts they only start to react on firing if it indeed happens
in their group.12
During the production process, effort levels translate into productivities and output realizes.
In the experiment, output has about the same trend as effort levels have (see also Figure 4.2 in
the next section for the time-trend in the Spot and Probation treatments). In the second half of
the experiment, output is significantly higher at the 1%-level in the Spot treatments than in the
Longterm and Probation treatments (between the latter two there is no significant difference).
Thus always having the firing possibility not only increased workers’ effort levels, but also the
production of the team.
To sum up, effort levels are significantly higher if workers face the threat of being fired.
However, once the threat of being fired ceases under the Probation contract, workers’ per12

Figure 4.1 suggests that even though the trend is the same in the Probation and the Longterm treatments,
subjects behaved differently in the first 5-8 rounds across these treatments. Workers under a Probation contract
tried to avoid being fired resulting in an upward sloping part in the effort line. However, these differences are not
significant under either information structure if we consider the first 5-8 rounds.
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Figure 4.2: Firing decisions, effort and output over time in the different treatments
Notes: The left axis presents the output and effort levels while the right axis shows the frequency of firing. Here
we only consider whether firing happens in a round, not the exact number of workers who got fired. In case of
Probation the frequency of firing is measured over those cases when firing was still possible, that is, there were
still workers on probation.

formance deteriorates and their efforts are not significantly higher than under the Longterm
contract.

4.4.2

Firing: causes and consequences

In the experiment, managers regularly fire bad-performing workers if they have the power to
do so. Figure 4.2 shows the firing decisions for the Spot and Probation contracts over time.
Output and effort levels are measured on the left axis, while the frequency of firing in a given
round is measured on the right axis. The figure shows that firing decisions differ substantially
between treatments. All managers in FS fire at least one worker in the early rounds. This results
in a steadily increasing average effort level and output, which diminishes the need to fire. After
round 10 hardly any firing occurs. Overall managers fire in 21% of all the possibilities.
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Figure 4.3: Firing decisions as a function of the effort
Notes: The size of the markers is proportional to the number of observations in each case. Under Probation the
frequency of firing is measured over those cases when firing was still possible for that given effort level.

In treatment NS, even though early outputs are not at the maximum, managers initially make
less use of the opportunity to fire. This results in a less steep increase in the effort choices and
output. Nevertheless, over all rounds firing occurs somewhat more frequently when there is
noise in the productivity levels: in 32% of all possibilities a worker is fired. In both treatments
firing decreases significantly from the first half to the second half (pF S = 0.03, pN S = 0.05).
In the second half of the experiment, managers in treatment FS fire significantly less often than
managers in treatment NS (p = 0.02). This finding is in line with the intuition that occasional
firing is needed with imperfect monitoring, even when worker behavior has more or less stabilized.
Managers are far less effective in using the firing tool under the Probation contract than
under the Spot contract. As will be discussed in more detail below, team performance especially
deteriorates if some workers get a permanent status. In FP, managers fire in 57% of the actual
firing possibilities (i.e. when there are still workers on probation). However, by giving workers
permanent status managers lose about 50% of the firing possibilities. These firing possibilities
are reduced to a lesser extent in NP (27%) where managers keep their workers on probation
more often. Here, managers fire at approximately the same rate as in FP (58%) if they have the
possibility to do so. In both treatments firing decreases from the first to the second half of the
experiment.
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We next investigate the factors that make a manager decide to fire a worker. Not surprisingly
effort levels are highly correlated with the firing decision. Figure 4.3 shows how effort levels
relate to the probability of firing in the different treatments. The higher the effort level is, the
less likely it becomes that the worker is fired. Most managers fire workers with the lowest productivity in the team. In treatment FS, only 2 managers make one “mistake” by firing someone
with a high effort level when the output is low. In treatment NS, only 1 manager makes the
same mistake once. Managers’ strategies under Spot contracting are broadly consistent with a
threshold strategy, which means that they only fire if the output is below some threshold. In the
Full information case the average threshold level is between 5 and 6, while in the Noise case the
threshold is between 4 and 5.13 So managers tend to fire in FS when the output is below 6 and
in NS when it is below 5. The difference in managers’ threshold levels is significant between
the two treatments (p=0.025). Thus, managers are more lenient when workers’ productivities
are distorted by noise. They then take into account that workers’ productivities might be driven
downwards by bad luck. Managers’ threshold levels appear to be quite stable over time.
The case is not that simple under the Probation contract, because there sometimes managers simply do not have the possibility to fire the worst performing worker (in total 30 and 27
workers out of 54 got permanent status in FP and NP, respectively). Moreover, they may want
to fire well performing workers just to avoid that they become permanent and cannot be fired
anymore. Some managers indeed follow this strategy of keeping at least part of their workforce
purposefully on probation.14 The behavior of the other managers is broadly consistent with a
threshold strategy, in which either a fixed threshold is used as under the Spot contract, or a “dynamic” one that starts as a fixed threshold but is adapted downwards to the productivity level of
the worst-performing permanent worker once there are permanent workers in place who exert
less effort than the original fixed threshold. A potential rationale for the latter strategy is that,
13

We determined the threshold levels by checking the number of mistakes managers make if they fire according
to a given threshold level. A manager’s threshold is defined as the level that produces the fewest mistakes.
14
Under Full information there is one manager who successfully keeps everybody on probation. Under Noise,
there are two managers keeping an eye on workers’ probation phase. A third manager has 5 permanent workers
already in round 8 and keeps firing the remaining worker (however this is not efficient).
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Dependent variable: Effort
round

Longterm
-0.05 (0.00)***

Spot
0.01 (0.00)***

Probation
-0.02 (0.00)***

lagged output

0.74 (0.03)***

0.36 (0.02)***

0.50 (0.02)***

0.01 (0.16)

0.36 (0.08)***

0.78 (0.17)***

-

0.39 (0.06)***

0.66 (0.12)***

firing in previous round*noise

-

-0.13 (0.06)**

-0.44 (0.15)***

newly hired

-

-0.01 (0.06)

-0.27 (0.10)***

being permanent

-

-

-1.26 (0.12)***

permanent co-worker in group

-

-

0.04 (0.11)

2.17 (0.16)***

4.19 (0.12)***

3.40 (0.19)***

72
29

108
19.3

104
12.5

noise
firing in previous round

constant
Number of panels
Avg # of observations per panel

Notes: ***: significant at the 1% level, and **: significant at the 5% level. Std errors
are in parentheses after the coefficients. Panels are the individuals. Due to firing, the
sample is unbalanced. Under Probation we exclude observations where firing is not
possible anymore.

Table 4.3: Regression results for individual effort as dependent variable
if permanent workers are largely unaffected by firing of others and constitute the weakest link,
costly firing of those still on probation serves little purpose.
We next turn to the question of how firing drives workers’ effort choices. Table 4.3 presents
the results of random effects panel regressions with individual effort levels as the dependent
variable. We study each of the three contracts in a separate regression. The Longterm contract,
under which firing is not possible, is included as benchmark. Independent variables here are a
time trend ‘round’, team output in the previous round, and a dummy indicating whether monitoring is noisy or not (1: Noise, 0: Full information). In line with Figure 4.1 we observe that
effort levels significantly decrease over time. Moreover, we do not find differences in effort
levels under Full information and Noise.
In the regression for the Spot contract we include some additional independent variables:
a dummy indicating whether there was any firing in the previous round, the interaction of this
dummy with the noise dummy, and a dummy equal to one only if the worker is newly hired
in that particular round. Again in line with Figure 4.1 effort levels now significantly increase
over time. The explanatory variable of particular interest is “firing in the previous round”.
The dismissal of another worker appears to have a significantly positive effect on a worker’s
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effort choice. The interaction term reveals that this effect is significantly smaller for Noise than
for Full information. As noted in Section 4.2, with noise firing may occur on an equilibrium
path supporting high effort. The significantly negative interaction term is thus in line with the
intuition that, when monitoring is imperfect and low productivity can also be due to bad luck,
occasionally firing may be needed just to avoid that workers slacken off. Furthermore, we find
that newly hired workers do not choose different effort levels than those already in the team.
This suggests that firing has a true disciplining effect on the current work force and that the
increase in average effort is not mainly due to sorting (i.e. above average workers entering and
replacing low performers in the team). Finally, we observe that workers choose significantly
higher effort levels when there is noise in the productivity levels than when there is not (this
also holds true for the Probation contracts, see Table 4.3). Workers thus try to compensate the
effect of noise in their productivity by choosing higher effort levels.
The final column in Table 4.3 concerns the Probation contracts. Here we include two additional dummies: one indicating whether or not the worker is permanent himself, and another
one indicating whether there is at least one permanent co-worker in the group. Being a permanent worker oneself significantly decreases effort levels, while having a permanent co-worker
in the group does not significantly changes effort levels. The effect of being permanent oneself
is a much stronger force. Under Probation contract newly hired workers choose significantly
lower effort levels than those already in the team. This might be the case because of the overall
decrease in effort levels. The finding is again in line with a true disciplinary effect of firing,
rather than sorting.
The regression results for the probation contract suggest there is a ‘structural break’ directly
after a worker gets tenure. Indeed, workers who survive their probation phase immediately
reduce their effort level on average by 1.1 units in FP and by 1.8 units in NP in the first round
after being permanent compared to the last round of probation. This decrease is significant at
the 5%-level for both Full information and Noise. The decrease in the now permanent workers’
effort levels also induces a smaller decrease in effort levels of workers still on probation. The
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Figure 4.4: Effort decisions when getting promoted
Notes: At time 0 some workers get promoted to a permanent status. The upper figures correspond to cases when
the promoted workers get permanent status as first in their group (with 17 observations in FP, and 14 observations
in NP), whereas the lower figures correspond to the case when there are already permanent workers in the group
when workers are promoted (with 13 observations in both FP and NP). The lines are average efforts based on a
strict partition of the six team members.

latter choose on average higher effort levels than permanent workers to avoid firing. These
observations are illustrated in Figure 4.4. The figure consists of four panels; the two panels
on the left belong to the Full information case, while the two on the right correspond to the
Noise case. In each panel, time 0 on the horizontal axis refers to the last round in which a given
worker works under probation. This worker is granted permanent status (‘promoted’) at the end
of that round, so from time 1 onwards this worker is permanent. The two upper panels focus
on the case where the worker in question is the first one to get permanent status. Each panel
depicts both the average effort level of the now permanent worker and of all the other, non-
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permanent workers.15 The two bottom panels consider the situation where there are already
other permanent workers around at time 0. These panels include a third line for the whole 4
rounds with the average effort level of these other permanent workers. All figures display a
strict partition of the 6 workers of the team per round.
Subjects’ changed behavior after having received permanent status as displayed in Figure
4.4, together with the manager’s strategy of whom to promote, suggests a potential reason why
the probation contract does not work well. Managers typically give permanent status to those
who choose above average effort during probation, i.e. those who appear to be exemplary
workers. These effort choices are likely to be driven by two motives: (i) an incentive not to get
fired and (ii) an incentive to match the expected minimum of the other team mates (as choosing
a higher effort level does not increase monetary pay in the given round). Consider the first
worker to get permanent status. Given the manager’s strategy to promote (presumably) hard
workers, this is likely one with an above average motive not to get fired (or an above average,
perhaps inflated belief of what it takes to get promoted). After obtaining permanent status the
firing incentive vanishes for him and only the matching incentive remains. Immediately after
being the first to receive promotion, subjects thus should reduce their effort more (or increase
less) than those still on probation. This “regression to the mean” is what we observe. The first
workers to get permanent status are indeed those who have higher than average effort in the
round just before. Yet due to their larger reduction in effort, they turn from exemplary workers
into slackers; i.e. those who receive permanent status first immediately become the weakest
link. This resembles Lazear’s (2004) explanation for the “Peter principle”, i.e. the empirical
observation that individuals perform worse after being promoted.16 Once there is a permanent
worker in the team, the next one to get promoted has an incentive to follow suit after getting
15

Note that new permanent workers can also arrive to the group in round 2 or 3 if they get promoted just one
or two rounds later than the worker in question. This happens relatively rarely (so the averages for ‘permanent’
in Figure 4.4a and 4.4b are based on a few observations), and in FP only in groups where the group managed to
maintain high effort levels.
16
To paraphrase Lazear (2004, p. S146) by replacing his notion of ability with work motivation: “Individuals
who are promoted are promoted in part because they are likely to have high permanent work morale [ability], but
also because the transitory component of their motivation [ability] is high.”
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Treatment
FS (6)
NS (6)
FP (4)
NP (5)

Before firing
0.74
0.79
0.91
0.97

After rehiring
0.98
0.96
1.06
1.04

After-Before
0.24
0.17
0.15
0.07

p-value for differences
0.03**
0.03**
0.14
0.14

Notes: **: significant at 5% level according to two-sided Wilcoxon-test for the differences over time. The numbers in the brackets represent the number of observations in
that given treatment. Averages are based on matching group averages.

Table 4.4: Average relative effort before firing and after rehiring
permanent status and copy the work morale of the other permanent people in place. The lower
panels in Figure 4.4 nicely illustrate this.
Finally, we take a quick look at the behavior of rehired workers. For each worker we calculated their relative effort compared to the other group members in each round right before
firing and in the first round after rehiring. Table 4.4 shows these average relative efforts based
on matching group averages. Non-parametric tests reveal that in both Spot treatments workers significantly increase their relative effort level after rehiring, whereas there is no significant
difference between relative efforts before firing and after rehiring under the Probation contract.
This is another illustration that in the Probation treatments managers are much less effective
with firing than in the Spot treatments.

4.4.3

Efficiency

In Section 4.4.1 we have observed that teams managed to perform better in terms of effort levels
in the Spot treatments than in the Probation or Longterm treatments. Here we investigate if this
result extends to efficiency. Do managers use their power efficiently under Spot contracts? Or
do they spend too much on firing? Is efficiency harmed because workers choose different effort
levels? To answer these questions we calculate the relative efficiency of the groups, including
actual firing costs of the managers.
The appropriate benchmark to gauge welfare depends on the production process. In case of
Full information, we calculate the total earnings of the 6 workers and the manager if all workers

128

Efficiency
1

Efficiency
1

0.9

0.9

0.8

0.8

0.7

0.7

0.6

0.6

0.5

0.5

0.4

0.4

0.3
0.2
0.1
0

0.3
FS
FP
FL
5

0.2
0.1
10

15
Rounds

20

25

0

30

NS
NP
NL
5

10

15
Rounds

20

25

30

Figure 4.5: Relative efficiency over time under Full information (left panel) and under Noise
(right panel)
choose 7 and the manager does not fire. This leaves the team with total earnings of 910. In case
of Noise, we calculate the expected payoffs. It can be shown that the expected payoffs for the
workers are the highest if everybody chooses 8 (see Table 4.9 in Appendix 4.A.2). In this case
the expected welfare is 830.27. To calculate the teams’ relative efficiency, we divide the actual
group earnings by these benchmark levels.
Figure 4.5 presents these relative efficiency levels over time per treatment. The figure shows
that relative efficiency is higher in the Spot treatments, and in fact, it is almost always 1 for FS
after round 12. Furthermore, efficiency is increasing in the first half of the experiment for the
Spot treatments, but is stable in the Longterm and Probation treatments. In these treatments
teams only earn about 50-60% of the possible highest earnings. This stability seems to contradict the development of effort levels over time (Figure 4.1). Note however, that it is not
necessarily the case that efficiency declines as effort levels decline, because workers start to
coordinate better (on a lower effort level) and there is much less wasted effort.
Table 4.5 presents the average efficiency levels (with and without the manager) for the first
and the second half of the experiment, as well as the comparison between treatments. The Spot
contract yields significantly higher efficiency levels than the Longterm and Probation contracts
do for each production process in the second half of the experiment. Furthermore, the Probation
contract is significantly more efficient than the Longterm contract in the first half of the exper-
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Treatment
FS
NS
FL
NL
FP
NP
FS vs. FL
FS vs. FP
FL vs. FP
NS vs. NL
NS vs. NP
NL vs. NP
FS vs. NS
FL vs. NL
FP vs. NP

First half
(rounds 1-15)
0.85 (0.86)
0.76 (0.75)
0.57 (0.57)
0.54 (0.54)
0.65 (0.66)
0.66 (0.66)
0.05* (0.05*)
0.26 (0.34)
0.63 (0.52)
0.02** (0.01**)
0.20 (0.23)
0.05** (0.04**)
0.20 (0.08*)
1.00 (0.87)
0.75 (0.43)

Second half
(rounds 16-30)
0.998 (0.999)
0.90 (0.88)
0.59 (0.60)
0.50 (0.52)
0.66 (0.68)
0.59 (0.60)
0.03** (0.02**)
0.03** (0.02**)
0.75 (0.75)
0.00*** (0.00***)
0.01*** (0.01***)
0.42 (0.34)
0.00*** (0.00***)
1.00 (0.87)
0.42 (1.00)

First vs. second half
0.03** (0.03**)
0.03** (0.04**)
0.25 (0.12)
0.35 (0.92)
0.92 (0.60)
0.17 (0.12)

Notes: ***: significant at 1% level, **: significant at 5% level, *: significant at 10% level according to two-sided ranksum test with n = 6 for the
treatment differences, and Wilcoxon-test for the differences over time. The
numbers in parentheses represent average relative efficiency for workers
only (thus ignoring the manager) and their test results.

Table 4.5: Average relative efficiency
iment under Noise. This is due to the fact that in the former workers are still on probation in
the beginning and they want to avoid firing. The same pattern can also be observed in the Full
information case, but there efficiency starts to decline earlier under the Probation contract. As
a result, there are no significant differences between the Longterm and Probation contracts.17
Comparing the Full information and the Noise case, we observe that efficiency is the same
for the Longterm and Probation contracts, but is higher in FS than in NS in the second half of
the experiment. To disentangle the effect of bad luck and workers’ behavior, we calculate the
‘hypothetical’ relative efficiency for the Noise case in which we have taken out the effect of
noise. That is, we calculate the output as if it had resulted from workers’ effort levels, not from
their productivities. The hypothetical efficiency of treatment NS in the second half is 0.997,
which is not significantly different from the actual efficiency in FS.
If we exclude the manager’s surplus from the efficiency measure, almost the same picture
17

The difference between Probation and Longterm is still not significant under Full Information if we consider
only the first 5 rounds (p = 0.63).
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emerges (see Table 4.5). That is, workers are harmed by noise in their productivity. More
importantly, keeping the production process fixed, they gain a lot from Spot contracts. The
possibility to always fire thus not only benefits managers, but also the workers themselves.

4.5

Conclusion

In this paper we investigated the role of the fear of exclusion in team production with weakestlink characteristics. In an experimental labor market, we varied the extent to which managers
were allowed to fire workers and the quality of the information they had about workers’ performance.
Our design allowed us to address two main themes. First, we identified the profound role
that the fear of exclusion may have in the labor market. When the manager was perfectly
informed about workers’ performance and had the discretion to fire workers in every single
round, workers were disciplined swiftly and teams performed efficiently. In stark contrast, when
workers were completely protected from being fired, their performance gradually deteriorated
and overall performance was substantially worse. Interestingly, the role of the fear of exclusion
did not diminish when managers had only imperfect information of the workers’ performance.
Second, our research allows us to address how important it is to maintain the fear of exclusion. Can managers afford (i.e. without harming team performance) to abandon the possibility
to fire workers after the workers have been disciplined, as regularly happens in practice when
workers receive a permanent position after they have successfully passed a probation phase?
Our results show that the team’s performance tends to steadily deteriorate after some of its members have been assigned a permanent contract. Especially these members immediately reduce
their effort upon getting a permanent status, an observation similar in spirit to the well-known
Peter principle. We think that our results highlight an important drawback of probation contracts. Note however, that probation contracts might as well have positive effects. For instance,
if we consider tasks with intrinsic motivation as well (as in academia), probation contracts can
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Effort
9
8
7
6
5
4
3
2
1

7
1
0.859
0.178
0.000
0.000
-

6
0.141
0.681
0.178
0.000
0.000
-

5
0.141
0.681
0.178
0.000
0.000
-

Output
4
0.141
0.681
0.178
0.000
0.000
-

3
0.141
0.681
0.178
0.000
0.000

2
0.141
0.681
0.178
0.000

1
0.141
0.822
0.999

Notes: The probabilities are rounded to three digits. The most left
numbers in each row from effort 5 downwards are 2.441E-10. The
one next to it is 2.441E-4.

Table 4.6: Probability density of output if everybody chooses the same effort
help select those people who intrinsically work hard. For those individuals the drop of the fear
of exclusion might not have so profound effect on productivity.

Appendix 4.A
4.A.1

Equilibria

Stage game with noise

In this appendix we derive the symmetric (pure strategy) equilibrium of the one-shot game
in the Noise case. With just a single round there is no role for the manager, so we focus on
worker behavior only. During the analysis we will use the following notation: Pe (q|ei ) is the
probability that output q occurs if everybody else chooses an effort e and player i chooses ei .
qei |e is the output when player i chooses an effort level ei and everybody else chooses e. Player
i’s expected payoff of choosing the same effort level (e) as the others is 20Eqe|e − 10e + 50. If
he deviates to a lower effort level ei , his expected payoff is 20Eqei |e − 10ei + 50. The gain is
10(e − ei ), while the loss equals 20(Eqe|e − Eqei |e ). It is worth to deviate if the gain is higher
than the loss: 10(e − ei ) > 20(Eqe|e − Eqei |e ).
First consider deviations to an effort level one unit lower than everybody else. In this case
the gain is exactly the effort cost, 10. To determine the expected losses we will make use of

132

Effort
7
0.975
0.661
0.059
0.000
-

9
8
7
6
5
4
3
2

6
0.025
0.314
0.601
0.059
0.000
-

5
0.025
0.314
0.601
0.059
0.000
-

Output
4
0.025
0.314
0.601
0.059
0.000
-

3
0.025
0.314
0.601
0.059
0.000

2
0.025
0.314
0.601
0.059

1
0.025
0.339
0.941

Notes: The probabilities are rounded to three digits. The most
left numbers in each row from effort 6 downwards are 2.441E-5.

Table 4.7: Probability density of output if one player chooses an effort level one lower than the
others
9
0.5

8
4.46

Others’ effort level
7
6
5
4
6.84 6.84 6.84 6.84

3
6.34

2
2.38

Table 4.8: Expected loss from deviating to one unit below the others
two tables that list the probabilities of the different output levels for given effort choices. Table
4.6 shows the probability density of output if everybody chooses the same effort.18 Table 4.7
shows the probability density of output if all but one worker choose the same effort level and
the remaining worker an effort level one unit below the others.19 Using these two tables, we
calculate expected losses from deviating to a lower effort level. Table 4.8 presents these losses.20
From Table 4.8 we observe that the expected loss of deviating one unit downwards always
fall short of 7 and thus deviating is always beneficial, because the gain equals 10 in reduced
effort costs. Thus, the only candidate for a symmetric equilibrium is where everybody chooses
minimum effort. Now suppose that everybody chooses an effort level of 1 and one worker
18

To illustrate where the numbers in the table come from, consider an effort level in the middle, e.g. e = 5. Let
p be the probability of a noise equal ±1 (p = 0.225) and q be the probability of ±2 (q = 0.025). If everybody
chooses 5, then P5 (3|5) = 1 − (1 − q)6 , P5 (4|5) = (1 − q)6 − (1 − p − q)6 , P5 (5|5) = (1 − p − q)6 − (p + q)6 ,
P5 (6|5) = (p + q)6 − q 6 and P5 (7|5) = q 6 . The calculations are similar for effort levels 4 and 3. For effort levels
above 5 and below 3, the probability mass that would fall outside the range of 1-7 is shifted to either 1 (for effort
1 and 2), or to 7 (for effort 6, 7, 8, 9).
19
The calculations here are similar to the previous ones. Just to illustrate, consider e.g. the case where all but one
chooses 6 and the remaining worker chooses 5. In this case P6 (3|5) = q, P6 (4|5) = 1 − (1 − q)5 ∗ (1 − p − q) − q,
P6 (5|5) = (1 − q)5 ∗ (1 − p − q) − (p + q) ∗ (1 − p − q)5 , P6 (6|5) = (p + q) ∗ (1 − p − q)5 − q ∗ (p + q)5 and
P6 (7|5) = q ∗ (p + q)5 .
20
The calculations in this table are also straightforward. As an illustration, we present the loss from deviation
from 6 to 5: loss6,5 = 20 · (P6 (7|6) · 7 + P6 (6|6) · 6 + P6 (5|6) · 5 + P6 (4|6) · 4−P6 (7|5) · 7 − P6 (6|5) · 6 −
P6 (5|5) · 5 − P6 (4|5) · 4 − P6 (3|5) · 3) = 6.84.
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considers an upward deviation. In this case he loses 10 in increased effort costs, but gains by
the increase in the expected output. Note however, that it is not possible to increase output above
3 by unilateral deviation. Deviations to effort levels of 6 and above are therefore dominated by
deviating to 5. Furthermore note that even though the deviator increases the probability of
higher output, this increase is very small. If everybody else chooses 1, the probability of an
output equal to 3 cannot be higher than q 5 = 9E-9 and the probability of an output equal to 2
cannot be higher than (p+q)5 −q 5 = 9.77E-4. Therefore, the maximum expected output, which
happens when the deviator chooses an effort level of at least 5, is 3 · q 5 + 2 · ((p + q)5 − q 5 ) + 1 ·
(1−(p+q)5 ) = 1.00098. The expected output if everybody chooses 1 equals 1.00024. Thus the
increase in expected output (and the expected gain) is not substantial compared to the increased
costs from the deviation. This means that deviating to a higher effort level is not beneficial for
the workers. Hence the only symmetric equilibrium of this game is when all workers choose an
effort level equal to 1.

4.A.2

Repeated game

In this section we show that both under Full information and under Noise almost any symmetric
effort profile can be supported as equilibrium in the infinitely repeated game for high enough
discount factor (even without the manager).
First note that under Full information all symmetric effort profiles with e ≤ 7 are equilibrium profiles. Thus, adhering to a strategy to always play the same effort level (below 8) while
everybody else does the same is a Nash equilibrium, regardless of the discount factor.21
Now let us turn to the Noise case. It is again trivial that if everybody always chooses
an effort level of 1, then this is an equilibrium (because it is just an infinite repetition of the
Nash equilibrium of the stage game). It can be shown that effort levels higher than 3 can also
be sustained in the infinitely repeated game with a trigger strategy which punishes deviation
forever. In particular, we consider trigger strategies in which players always choose the same
21

Note that since workers never observe effort levels, there is no equilibrium in which they would choose effort
levels 8 and 9. These effort levels are always dominated by 7 as the output can be 7 at most.
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e
e−1
e−2
δ∗

9
50
59.5
64.5
0.905

8
57.181
58.905
49.94
0.824

7
50.746
53.78
48.36
0.749

Effort levels (e)
6
5
40.746 30.746
43.803 33.823
39.024 29.024
0.799
0.856

4
20.746
23.842
19.524
0.92

3
10.746
14.372
14.524
-

2
3.564
11.187
-

Table 4.9: Expected payoff of given effort levels for one round, and the threshold discount factor
under Noise
effort level e, but if an output inconsistent with this effort level is observed, then they switch
to effort level 1 forever after. In Table 4.9 we summarize, for all effort levels from 2 to 9, the
expected payoff of choosing the same effort level as the others, and of one and two units below.
Note that always choosing effort level 1 gives an expected payoff of 10.005 in one round (here
we exclude the constant 50). The probability that players enter the punishment phase depends
on the effort level of the deviator (except for the case of effort levels 2 and 3). If the deviator
chooses an effort level one unit below the others, this probability is 0.025. However, if he
chooses an effort level two units below the others, it equals 0.25. The lower effort he chooses,
the higher the chance of punishment is. It can be shown that the expected payoff of the deviation
is decreasing as the effort level of the deviator decreases.22
Table 4.9 also contains the threshold discount factors for each effort level. If players have
a higher discount factor than the threshold, the given effort level is sustainable in equilibrium
with the above-mentioned trigger strategy.23
For our parameters there is no discount factor for which effort levels 2 and 3 are sustainable
in equilibrium. In these cases there are no strategies in which only deviation can be punished,
but players might also be punished in case of bad luck. Since the expected payoff of playing
1 forever is not much worse (in fact it is better than playing 2 forever) than the original effort
levels, punishment is not harsh and it cannot deter players from deviation.
22
The only exception here are effort levels 9 and 3, where the best deviation for one round is effort levels 7 and
1, respectively.
23
To calculate these threshold levels, we use the classical game theoretic approach and calculate the discounted
sum of expected payoffs from adhering to the strategy and from the best deviation. Then we require that adhering
is better for the worker than deviating from the strategy.
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4.A.3

Firing using threshold strategy

We finally consider equilibria in which the manager plays an active role. Suppose the manager
chooses a threshold level Q∗ and fires workers who have a productivity lower than this threshold
level. For simplicity we assume in our analysis that there is no restriction on the number of
workers being fired in a round and that workers are not re-hired back later, but they become
unemployed forever after being fired. Furthermore, we assume that workers choose minimum
effort as soon as a deviation has occurred (e.g. if output is inconsistent with the threshold
but the manager did not fire, or a worker deviates from the equilibrium effort level such that
the resulting output is incompatible with equilibrium behavior), and that managers do not fire
anymore (all workers including newly hired ones use the same strategy).
Under Full information, any threshold 2 ≤ Q∗ ≤ 9 can be supported as equilibrium threshold. To see this, suppose the manager uses threshold Q∗ . From the discussion in Appendix
4.A.2 it immediately follows that all workers choosing the same effort level e∗ weakly above
Q∗ is an equilibrium. For effort levels 8 and 9 a sufficiently high discount factor is required.24
With all workers choosing e∗ using a threshold weakly below that is a best response for the
manager. If she would deviate to a strictly higher threshold, she would have to fire all workers
and (given the workers’ trigger strategies) from the next round onwards the minimum effort
outcome would always result.
Given the assumed trigger strategies, firing does not occur in (a symmetric pure strategy)
equilibrium. Suppose all workers choose the same effort level e < Q∗ and are fired at the end
of the round on the supposed equilibrium path. In that round the manager then earns 20e − 120,
as she has to bear 120 in firing costs. With Q ≤ 7 this equals 20 at most. Hence on the
supposed equilibrium path the manager would earn 20 per round at most. Not firing anybody
gives strictly more in the current round (as the manager saves on firing costs) and yields 20 in
each subsequent round where all workers choose minimum effort. Deviating thus yields strictly
24

First note that 8 and 9 can only be supported in equilibrium if the threshold is equal to the effort level. Players
can always beneficially deviate if the threshold is strictly below 8 or 9 as choosing 7 or 8 does not change the
output, but gives an instant benefit of the effort cost. If Q∗ = 8, then e∗ = 8 is supported in equilibrium if δ ≥ 91 .
For Q∗ = 9 and e∗ = 9 we need that workers’ discount factor is at least 92 .
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more and firing is not an equilibrium response.
Under Noise, even if workers choose an effort higher than the threshold, they might be
fired due to bad luck. Note, however, that choosing an effort level 2 units higher than Q∗
(with the threshold below 8 in this case) will ensure staying in the game for the next round.
After a deviation workers will then either be immediately fired, turn to minimum effort from
the subsequent round onwards or, if the luck component compensates appropriately for the
deviation such that it goes undetected, continue with equilibrium behavior. The punishment is
thus more severe than without the manager (as being unemployed yields strictly less than the
minimum effort), implying that effort levels can be sustained in equilibrium for lower discount
factors than we have in Table 4.9. In this case, the manager’s strategy is also optimal (since she
does not need to fire), so for high enough discount factors e∗ ≥ Q∗ + 2 can be supported in
equilibrium.
Similar to the Full information case, no equilibrium exists in which all workers are fired
for sure at the end of the round (i.e. in which the manager employs threshold Q∗ while the
workers coordinate on an effort level e < Q∗ − 2). Yet other equilibria exist in which workers
are fired occasionally on the equilibrium path. To illustrate, suppose workers coordinate on an
effort level e in the Q∗ − 2 to Q∗ + 2 range. In that case there are two possible deviations
workers might consider. Deviating downwards will give them an instant benefit of reduced
effort costs, but increases the chance of being immediately fired (note that if the manager does
not deviate from her strategy, workers never enter the punishment phase because a possible
deviation from a worker is either undetected or punished by the manager with firing). Deviating
upwards decreases the round earnings, but also decreases the probability of being terminated
from the team. It depends on the exact value of Q∗ and the workers’ common effort level e
which deviation is the best one, and then on the discount factor whether this optimal deviation
is attractive. If not and the chosen effort level is optimal for the workers, than we subsequently
need to verify whether the manager behaves optimally with firing in equilibrium. This again
depends on the exact value of Q∗ and common effort level e. Note, however, that the lower
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the chosen effort is compared to Q∗ , the more likely the manager has to fire, and the more
beneficial a deviation to no firing becomes. By calculating the expected payoff of firing and no
firing, we can also determine the discount factor for the manager with which firing is sustainable
in equilibrium.25
Under Full information the same equilibria emerge under the Probation contract. Under
Noise, the equilibria change because we need to take into account the likelihood that a worker
becomes permanent. If everybody becomes a permanent worker, then we essentially are in the
situation where there is no manager. Thus, the set of equilibria under the Probation constract is
larger compared to the Longterm case, but smaller than in the Spot contract case.

Appendix 4.B

Results for the Medium contract

The opposite results we find for the Longterm and Spot contracts confirm our conjecture that the
possibility of firing can enhance team-production and efficiency substantially. A natural question to ask is how workers perform in an environment that is in between these two extremes. In
real life, contracts vary from full commitment (our Longterm case) to no commitment (our Spot
variant), and there are intermediate cases where workers are partially protected by contracts.
Either contracts are for a shorter term, or they can be renegotiated (see e.g. Salanié, 1997, p.
To illustrate this, consider Q∗ = 5 (as in NS) and e∗ = 6, and workers’ behavior. If everybody chooses 6,
then each worker is fired with probability q = 0.025. First of all note, that the two best deviations can only be
deviating either to 5 or to 7 (see Table 4.9 for lower deviations and the explanation in Section 4.A.1 for higher
deviations). Adhering to effort level 6 when everybody plays the equlibrium strategy is better than deviating to 5
when δworker ≥ 0.189. Furthermore, deviating to 7 is not beneficial, when δworker ≤ 0.866. The intuition behind
this is that by choosing 7, a worker can avoid firing for sure. So a very patient worker is better off by 7 as the
instant loss is not that substantial compared to the loss from being fired (Eπ6|6 = 90.746, Eπ7|6 = 82.264 and
u = 30). Thus if 0.189 ≤ δworker ≤ 0.866, then workers do not want to deviate from e∗ = 6. Considering the
manager, she never wants to fire if all productivities are at least Q∗ , as it is costly, and the workers would punish
her. Firing a worker with pi ≥ Q∗ if there exists a worker with pj < Q∗ is costly again, and does not change
anything (so it is not a beneficial deviation). The only possible deviation is to fire nobody when she sees pi = 4
(firing some but not all workers with pi = 4 is costly, and results in entering the punishment phase). If the manager
adheres to the firing strategy, she needs to fire 6 workers in the worst case scenario, and afterwards workers still
choose effort level 6, and the manager needs to fire in expectations 6 ∗ q = 0.15 workers per round. By deviating
to no firing, she can save the firing cost, but she enters the punishment phase. Firing is supported in equlibrium if
δmanager ≥ 0.607 To summarize, Q∗ = 5 and e∗ = 6 are supported in equilibrium if 0.189 ≤ δworker ≤ 0.866 and
δmanager ≥ 0.607. Firing occurs in each round with probability 0.141, and the manager fires 0.15 workers per round
in expectations.
25
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Figure 4.6: Average effort level over time for the Full information (left panel) and the Noise
case (right panel)
162-163). Even if contracts are for the very short term, it may be too costly for managers to
seriously consider the possibility of firing every day. The Probation contract discussed in the
main text represents one realistic in between case. In this appendix we look at an alternative
intermediate situation where the manager can fire only every third round (labeled ‘Medium’
contract).
Compared to Spot, the Medium contract has more limited firing possibilities, yet it shares
the important feature that workers are never fully secure. A priori one would thus expect that
the Medium contract performs more similar to the Spot contract and will be more efficient than
the Probation contract (where firing possibilities are limited in another way). In fact, one might
even conjecture that the Medium contract could improve on the Spot contract in case monitoring
is imprecise. With Noise managers might judge workers too quickly under the Spot contract
and take insufficient account of the effect of bad luck.26 Attribution error (Reeder and Spores,
1983) can further aggravate this problem. In a labor market, a manager makes an attribution
error if she downplays the possibility that a worker’s bad performance may be caused by bad
luck. By observing workers for more rounds before having the possibility to fire, the manager
has better information about the worker when she decides about dismissing him.
The results of the Medium treatments are closest to the ones we obtained for the Spot con26

Abreu et al. (1991) examined theoretically the effect of different interval lengths to act in games with imperfect
monitoring. Bigoni et al. (2011) found experimental evidence that in a 2x2 Cournot game, collusion is harmed with
high or low flexibility but not with intermediate flexibility.
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Figure 4.7: Average efficiency level over time for the Full information (left panel) and the Noise
case (right panel)
tracts. Figure 4.6 presents the average effort levels of the Medium contract over time, together
with the benchmarks provided by the other treatments. For both Full information and Noise, the
Spot contract outperforms the Medium contract, though this difference is only significant under
Noise. Furthermore, the Medium contract significantly outperforms the Longterm contract and
it is insignificantly better than Probation.27
A very similar picture emerges for the comparison of efficiency levels. Figure 4.7 presents
the efficiency levels of all four contract types over time, separately for the treatments with
Full information and the treatments with Noise. Efficiency levels of the Medium contracts
are in between those of Spot and Longterm contracts in each case. Again efficiency levels of
the Medium contract are closer to the levels of the Spot contract than of the Longterm (and
under Full information the Probation) contract, but the patterns is not as dramatic as for effort.
Table 4.10 presents the average effort and efficiency levels together with the test results for the
comparisons across treatments.
In sum, the Medium contract is also an efficient device to increase team-production in this
game. Workers choose considerably higher effort levels than in case of no firing possibilities.
Yet we find little evidence that reduced firing possibilities may even help the manager to overcome a potential bias to fire too quickly; the Spot contract still outperforms the Medium contract
27

This result might be due to the following: in FP, there is a huge variation in effort levels across matching
groups. Two groups maintained average effort levels around 7, whereas three groups had an average around 1, and
the remaining group was in between.
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Treatment
Panel A: Effort level
FM
NM
FS
NS
FL
NL
FP
NP
FS vs. FM
FM vs. FL
FM vs. FP
NS vs. NM
NM vs. NL
NM vs. NP
FM vs. NM
Panel B: Efficiency level
FM
NM
FS
NS
FL
NL
FP
NP
FS vs. FM
FM vs. FL
FM vs. FL
NS vs. NM
NM vs. NL
NM vs. NP
FM vs. NM

First half
(rounds 1-15)

Second half
(rounds 16-30)

First vs. second half

6.32
5.68
6.71
6.49
4.04
3.69
5.32
5.83
0.34
0.05*
0.34
0.08*
0.03**
0.63
0.15

6.66
5.34
7.01
7.19
3.03
2.02
3.72
3.93
0.10
0.02**
0.20
0.02**
0.01**
0.20
0.15

0.05**
0.75
0.03**
0.03**
0.05**
0.03**
0.09*
0.05**

0.77
0.66
0.85
0.76
0.57
0.54
0.65
0.66
0.63
0.11
0.42
0.08*
0.04**
0.75
0.15

0.90
0.68
0.998
0.90
0.59
0.50
0.66
0.59
0.14
0.04**
0.11
0.05*
0.05*
0.52
0.02**

0.05**
0.46
0.03**
0.03**
0.25
0.35
0.92
0.17

Notes: **: significant at 5% level, *: significant at 10% level according to twosided ranksum test with n = 6 for the treatment differences and Wilcoxon-test for
the differences over time. For ease of comparison we repeat the effort levels and
efficiency for the other contract types.

Table 4.10: Average effort and efficiency level for the Medium contract
in terms of team production and efficiency.

Appendix 4.C

Instructions

In this section, we present the instructions for the second part of the experiment for the most
difficult treatment, treatment NS. The other instructions are similar.
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INSTRUCTIONS PAGE 1

In part 2, you again will earn points, which will be transferred into money according to the
same exchange rate of part 1: each 160 points will be exchanged for 1 euro. When everyone
has finished reading the instructions of part 2 and before the experiment starts, you will receive
a handout with a summary of these instructions. At the start of part 2, you will receive a starting
capital of 600 points. You will not have to pay back this starting capital. In addition, you will
earn points based on your decisions in combination with the decisions of the other participants
in your labor market.

Part 2 consists of at least 25 rounds and at most 40 rounds. Your labor market of 10 participants will not change during the experiment. Each labor market contains 1 manager, 6 workers
and 3 unemployed participants. The manager is the participant who earned the highest payoff
in part 1; this person will keep this role during the entire experiment. At the start of the experiment, the other participants will learn whether they are a worker or unemployed. Initially, these
roles are randomly assigned.

SUMMARY

In each round, the manager and the workers form a firm. Each worker has to choose an effort
level which determines his or her productivity. The productivities of the six workers together
determine the output of the firm. In every round, the manager can decide whether to fire any
of the workers. Workers who are fired become unemployed and are automatically replaced by
unemployed people. Thus, unemployed participants may become workers, and vice versa. In
each round the earnings of the workers and the manager are determined by the effort levels and
the output, whereas the unemployed are passive and receive an unemployment benefit. It is
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important that all participants read and understand the instructions for ALL roles (not only the
part pertaining to the own role).

INSTRUCTIONS PAGE 2

WORKERS

At the beginning of each round, workers choose an effort level without knowing what the other
workers choose. The effort level can be any integer from 1 to 9 (that is, 1, 2, 3, ... 9). A worker’s
productivity depends on effort and on chance. Productivity always lies within two units of the
effort level chosen. It is most likely that productivity equals effort, and a one unit deviation is
more likely than a deviation of two units. The following table gives the probability of a given
productivity after a given effort level:

For example, if the chosen effort level is 4, then there is 2.5% chance that the worker’s productivity is 2, 22.5% chance that it is 3, 50% chance that it is 4, 22.5% chance that it is 5, and 2.5%
chance that it is 6.

In short, a worker’s productivity cannot be lower than the chosen effort-2, and cannot be higher
than the chosen effort+2. Moreover, productivity always lies between 1 and 9.

The output of the firm equals the minimum of the productivities of all workers. However,
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the output will never be higher than 7.

Workers benefit from output in the following way: for each level of output, a worker receives
20 points. For example, if one worker’s productivity equals 3 while the other productivities are
higher, the output will be 3, and each worker will receive 3*20=60 points. However, if all productivities are at least 8, the output of the firm will still be 7 and each worker receives 7*20=140
points.

Effort is costly for the workers. The higher the chosen effort level is, the more costly it is.
For each level of effort the worker will incur a cost of 10 points.

Besides the output benefits and effort costs, workers also receive 50 points in every round.

In total, the payoff of the worker is determined by the output of the firm and the chosen effort level in the following way:
Payoff worker = 50 + 20 * output - 10 * chosen effort
MANAGER

In every round, the manager observes each worker’s productivity. The manager does not choose
an effort level. Instead, in every round, the manager can decide whether he or she wants to fire at
most 3 workers. Workers that are fired are automatically replaced by unemployed participants.
Firing workers is costly for the manager. For each worker fired, the manager incurs a cost of
20. If the manager fires someone, that worker becomes unemployed from the next round, and
is automatically replaced by an unemployed person. The manager cannot choose which unemployed person is hired.

The manager benefits from the output of the firm in the same way as the workers do, and
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he / she also receives an additional fixed amount of 50 points in every round. The manager does
not pay an effort cost. Instead, he or she may incur firing costs if he or she decides to fire any
worker(s). In total, the manager’s payoff is given by:
Payoff manager = 50 + 20 * output - 20 * number of fired worker
UNEMPLOYED

Unemployed participants have the possibility to observe the process in the firm. That is, they
can observe the firm’s output and the firing decisions of the manager. Only when an unemployed participant is hired, he or she will start making decisions, like the other workers in the
firm. If a worker becomes unemployed, there is a possibility that he or she is hired again in a
later round. Whether unemployed participants are hired is completely decided by the manager.

Unemployed participants receive an unemployment benefit.
Payoff unemployed person = 30
Unemployed participants receive an additional payoff if they have never been fired before. That
is, the participants who start the experiment as unemployed will receive this additional payoff
in every round until they are hired. The additional payoff is determined by a lottery. With probability 50%, the unemployed person receives an additional 120 points. With probability 50%,
the unemployed person gets no additional points for the lottery. This additional payoff comes
on top of the unemployment benefit of 30 points.

INSTRUCTIONS PAGE 3

OUTPUT AND PAYOFFS

For the workers, the highest possible payoff results if all workers have a productivity level
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of 7. In this case, each worker earns a payoff equal to 50 + 20*7 - 10*chosen effort. Notice
that if other workers have high productivity levels of 7, it may not be in the best interest of the
worker to choose a low effort level of 1, because then the firm’s output will be diminished. With
such an effort level, her or his productivity level is most likely to be 1, which would result in a
total payoff of only 50 + 20*1 - 10*1 = 60.

Notice, however, that if other workers have a low productivity level of for instance 1, the worker
cannot unilaterally enhance output by choosing a high effort level. (Remember, output is determined by the minimum of the productivity levels). In this case the worker’s payoff in the round
will be highest if he or she chooses an effort level of 1.

Because the manager does not have a cost for exerting effort, the manager is always better
off if the effort levels of the workers and the output are high.

INFORMATION

After all workers have chosen their effort level, everybody in the labor market is informed about
the output and only the manager is informed about the productivity of each individual worker.
After that the manager decides whether he or she wants to fire at most 3 workers. Everybody in
the labor market is informed of the manager’s decision.

Each worker has an ID (an integer from 1 to 6) which is fixed during the time span he or
she is employed. However, if the worker is fired, the newly hired worker gets his or her ID.
Since worker ID’s are fixed only for the spell of employment, it can happen that a worker gets a
different ID when he or she is rehired. A worker loses his or her ID as soon as he or she is fired.
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HISTORY OVERVIEW

On the lower part of the screen, a history screen will be provided. This history screen is different for the different roles. Managers can see the individual productivities by worker ID, firm
output, and his / her own firing decision (how many workers and who gets fired, if applicable)
in his / her labor market for each round. Workers and unemployed participants can only see
their own effort level if they happen to be employed in that round (so not that of other workers),
firm output and the manager’s firing decision (how many workers and who gets fired, if applicable) in their labor market for each round. One row contains information about one round.
The history screen updates twice in a round: after the workers’ decision and after the manager’s
decision.

In the history screen for the manager, workers’ productivities are denoted by three different colors. In green, you can see the productivities of the recent (active) workers in the firm. The two
shades of blue denote the productivities of fired workers. Each worker’s productivities across
rounds are denoted by the same color as long as he or she is employed. The color changes, if
the worker with that ID is fired.

Below you find examples of the history screens. The observations are sorted descending by
round, so you can find the most recent round always at the top.

History screen for the manager:
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History screen for workers and unemployed:

On the next screens you will be requested to answer some control questions. Please answer
these questions now.
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Chapter 5
Summary
This thesis, titled “Endogeneity Matters: Essays on Cooperation and Coordination” has investigated how cooperation and coordination can be increased in strategic situations where this does
not arise naturally. Each of the core chapters studies a different game in which it is difficult for
the parties involved to achieve beneficial outcomes without facilitating institutions. Common
elements in all chapters are: (i) the use of laboratory experiments, and (ii) that the institutions
offered allow players to endogenously decide about factors that are relevant in the situation at
hand. In particular, we experimentally explore the impact of punishment possibilities in a pure
social dilemma, the role of information sharing in a market experiment where firms may have
an incentive to coordinate and collude, and the effect of endogenous group composition in a
team-production setting where coordination is key.
In Chapter 2 we investigate whether making oneself vulnerable facilitates cooperation in
a prisoner’s dilemma game. Here we study a three-stage game in which subjects are able to
choose their own vulnerability level (i.e. the punishment they might receive after the prisoner’s
dilemma) in the first stage. In the second stage they play a two-person prisoner’s dilemma, and
in the third stage they can decide whether to punish the partner at a small cost. If they decide
to punish, the partner receives a punishment equal to the level of her own vulnerability chosen
in the first stage. The intuition here is that by choosing high own possible punishment levels,
players can signal their intention for cooperation.
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The experimental results show that, in agreement with the theory, subjects make themselves
vulnerable and cooperate more often if they have higher possible punishment levels compared
to the Baseline case where punishment possibilities are absent. Furthermore, our exogenous
treatments − in which we remove the first stage, and exogenously impose punishment levels −
reveal that intentionality is important. Subjects cooperate less often in the exogenous treatments.
Furthermore, they also punish more often resulting in a lower efficiency.
In Chapter 3 we run a market experiment to see how different information structures and
different information types affect production in a Cournot oligopoly. Here we not only consider
exogenous information structures, where firms (subjects) either received feedback only on their
own performance in the market, or also about the competitors’ choices (either in aggregate or in
individual form), but we also introduce an endogenous information structure. Subjects are free
to decide whether they want to share information about their own past production with other
firms. Because voluntary information sharing gives a unilateral informational advantage to the
competitors, making oneself vulnerable in this way can indicate an intention for collusion.
Our results reveal no significant differences in average total output across information types
and structures. However, we do observe less Nash equlibrium outcomes, and more collusion
when individual information is available to the subjects. Furthermore, we find evidence for
showing intentions for collusion under voluntary sharing. Subjects tend to share more often
low production levels, and hide high production levels. Markets where subjects voluntarily
share information are significantly more collusive compared to markets where subjects intentionally withhold information. In fact, the latter markets are even more competitive compared
to the exogenous treatment where information is absent by design. Thus, voluntary sharing of
individual data can have important consequences for market output, even though it cannot be
seen from average total outputs.
Finally, Chapter 4 investigates whether the fear of exclusion increases team-production in a
weakest-link setting. Moreover, it also studies whether this fear has to be maintained to keep
effort levels high. In this chapter we add a manager to the standard minimum-effort game who
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monitors and (if possible) replaces workers. The manager’s and workers’ interests are aligned;
the higher the workers’ (common) effort levels are, the more beneficial it is for both the team
and the manager. The experiment shows that the manager is able to discipline workers if she
has an efficient tool to do so, even under noisy monitoring. If she can replace workers in every
round, workers learn how to avoid being fired, and choose high effort levels. In contrast, when
the manager can only observe, but cannot fire, workers quickly converge to the lowest possible
effort levels. Finally, if workers can be fired only during their probation phase, they exert high
effort level under probation. Yet they immediately reduce effort once they receive a permanent
status and cannot be fired any more. The intuition behind this result is that especially workers
with above average productivity during probation are promoted. These are the workers who
most likely have both a strong motivation to match the other workers’ effort levels and a strong
motivation to avoid being fired. After being promoted the fear of exclusion vanishes and only
the matching motive remains. Thus, they reduce their effort level. This reduction has a spillover
effect on others as well, resulting in a steadily decreasing output against which the manager has
no efficient tool to fight.
To sum up, in this thesis we have shown that endogeneity matters. People are able to cooperate more easily if they have a tool to credibly show their intentions (as in Chapter 2 and 3).
Furthermore, coordination is much easier when someone sets a norm and shows the team the
desirable action (as in Chapter 4).
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Fehr, E. and Gächter, S. (2002). Altruistic punishment in humans. Nature, 415(6868):137–140.
Fehr, E. and Schmidt, K. (1999). A Theory of Fairness, Competition, and Cooperation. Quarterly Journal of Economics, 114(3):817–868.
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Samenvatting (Summary in Dutch)
Dit proefschrift, getiteld “Endogeniteit maakt uit: Essays over samenwerking en cordinatie” onderzoekt hoe samenwerking en coördinatie kan worden bevorderd in strategische situaties waar
dit niet vanzelfsprekend is. Ieder kernhoofdstuk bestudeert een karakteristieke strategische situatie waarin het voor de betrokken partijen moeilijk is om een gunstige uitkomst te bereiken zonder een institutie of instrument die dit vergemakkelijkt. Gemeenschappelijke elementen in alle
hoofdstukken zijn: (i) het gebruik van laboratorium experimenten, en (ii) de instituties die de
deelnemende subjecten worden aangereikt geven hen de mogelijkheid zelfstandig te beslissen
over factoren die relevant in de specifieke situatie die bekeken wordt. Meer specifiek, we toetsen
op experimentele wijze wat de invloed is van zelfverkozen strafmogelijkheden op samenwerking in een sociaal dilemma (waar eigen belang prevaleert boven samenwerking), we bekijken de
rol van het delen van strategisch relevante informatie in een markt-experiment waarin ondernemingen een mogelijke prikkel hebben om samen te spannen, en we bestuderen wat het effect is
van het kunnen uitsluiten van teamleden op de productiviteit van en de coördinatie binnen een
team.
In Hoofdstuk 2 onderzoeken we of samenwerking in het bekende ‘gevangenen-dilemma’
spel vergemakkelijkt kan worden als spelers zichzelf expliciet kwetsbaar kunnen opstellen.
Daartoe beschouwen we een spel met drie fasen waarin in de eerste fase de deelnemers hun
eigen kwetsbaarheid-niveau kunnen kiezen, d.w.z. de straf die zij mogelijkerwijs zouden kunnen ontvangen na afronding van het gevangenen-dilemma. In de tweede fase spelen ze dan
het gevangenen-dilemma, waarna ze in de derde fase kunnen beslissen de partner al dan niet te
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straffen voor de gemaakte keuze in het gevangenen-dilemma. Het straffen zelf brengt geringe
kosten met zich mee voor degene die tot straffen besluit. De opgelegde straf is gelijk aan het
door de bestrafte partner zelfstandig verkozen eigen kwetsbaarheid-niveau. Het idee achter dit
mechanisme is dat spelers, door een hoge eigen kwetsbaarheid te kiezen, hun voornemen tot
samenwerken geloofwaardig kenbaar kunnen maken.
De experimenten laten zien dat, in overeenstemming met de theorie, deelnemers zich inderdaad kwetsbaar opstellen en vaker samenwerken als ze een hoger kwetsbaarheid-niveau hebben
gekozen in vergelijking met het standaard gevangenen-dilemma waar de mogelijkheid tot straffen niet bestaat. Bovendien laten de exogene condities waarin de eerste fase is vervangen door
een exogeen opgelegd kwetsbaarheid-niveau zien dat het zelfstandig kunnen beslissen over het
eigen kwetsbaarheid-niveau erg belangrijk is. Wanneer dit gewoonweg wordt opgelegd werken
de deelnemers veel minder vaak samen. Daarnaast straffen ze ook nog vaker, waardoor iedereen
uiteindelijk nog slechter af is.
In Hoofdstuk 3 ontwerpen we een markt-experiment om te zien hoe verschillende informatiestructuren en verschillende vormen van informatie invloed hebben op de productie-omvang
in een Cournot oligopolie-spel. Hier bekijken we niet alleen situaties met een exogeen opgelegde
informatiestructuur - waarin deelnemers feedback ontvangen over ofwel alleen hun eigen marktprestaties, of ook over de keuzes van hun concurrenten (in individuele dan wel geaggregeerde
vorm) - maar ook situaties waarin de informatiestructuur door de deelnemers zelf bepaald wordt.
Meer specifiek, deelnemers zijn vrij om te beslissen of ze informatie over hun eigen productieverleden met andere bedrijven willen delen of juist niet. Het vrijwillig prijsgeven van deze
informatie geeft de concurrentie een in potentie belangrijk informatievoordeel. Door zich op
deze wijze bewust kwetsbaar op te stellen, kunnen bedrijven dus proberen hun voornemen tot
samenwerking (of in deze context beter gezegd, samenspanning) kenbaar te maken.
De resultaten laten geen significante verschillen zien tussen de gemiddelde marktproductie
onder de verschillende informatiestructuren en de verschillende vormen van informatie. Echter,
wanneer de deelnemers over informatie omtrent individuele concurrenten beschikken, zien we
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minder Nash evenwicht uitkomsten (zeg competitieve uitkomsten) en meer samenspanning.
Daarnaast vinden we ook bewijs voor het idee dat het delen van informatie een manier is om
intenties tot samenspanning kenbaar te maken: in geval de eigen productie-informatie vrijwillig
wordt gedeeld hebben de deelnemers de neiging om vaker een laag productieniveau te kiezen,
terwijl juist een hoog productieniveau wordt gekozen in geval deze informatie bewust wordt
achtergehouden. Markten waarin deelnemers vrijwillig concurrentiegevoelige informatie delen
zijn dus minder concurrerend (met een lagere productie en een hogere prijs) dan markten waarin
de proefpersonen opzettelijk deze informatie achterhouden. Deze bevindingen worden versterkt
door vergelijking met de exogene condities; markten waarin informatie bewust wordt achtergehouden zijn nog meer concurrerend dan de experimentele markten waar het delen van informatie
simpelweg niet mogelijk is. Al met al laat het experiment zien dat het vrijwillig uitwisselen van
individuele, concurrentie-gevoelige gegevens belangrijke gevolgen voor de marktuitkomst en
dus de consumentenprijs kan hebben, hoewel dit niet direct zichtbaar wordt als alleen naar het
gemiddelde van alle markten wordt gekeken.
Hoofdstuk 4, tenslotte, onderzoekt of de angst voor verwijdering uit het team de teamproductiviteit kan verhogen. Daarnaast wordt ingegaan op de vraag of deze angst continu moet
worden gehandhaafd om het inspanningsniveau hoog te houden. De strategische situatie die in
dit hoofdstuk bekeken wordt betreft het zogenoemde minimale-inspanning of zwakste-schakel
spel: de teamproductiviteit wordt hier volledig bepaald door het minst producerende lid binnen
het team. Aan dit standaard spel voegen we een manager als teamleider toe die de teamleden
kan monitoren en (indien mogelijk) kan vervangen door nieuwe teamleden. De belangen van de
manager en de teamleden komen overeen, omdat iedereen meer verdient wanneer de teamproductiviteit hoger is. De resultaten van het experiment laten zien dat de manager de teamleden
kan helpen om op een hoog inspanningsniveau te coördineren alleen als zij een efficiënt instrument daartoe tot haar beschikking heeft in de vorm van uitsluiting, zelfs wanneer zij de
productiviteit van individuele teamleden niet perfect kan waarnemen. In het bijzonder, wanneer
de manager teamleden in principe elke ronde kan vervangen door anderen, leren de teamleden
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snel hoe ze verwijdering uit het team kunnen voorkomen door een hoog inspanningsniveau te
kiezen. Maar wanneer de manager alleen de teamleden kan observeren en niet handelend kan
optreden door teamleden te ontslaan, dan spannen de teamleden zich al heel snel veel minder in
en is de teamproductie binnen de kortste keren minimaal.
Een tweede belangrijke bevinding in dit hoofdstuk is dat de angst tot uitsluiting permanent moet blijven bestaan. Wanneer werknemers alleen kunnen worden ontslagen tijdens hun
proeftijd, spannen ze zich tijdens die proeftijd erg in. Maar zodra de proeftijd over is en ze
verzekerd zijn van een vast contract (en dus niet meer kunnen worden ontslagen), gaat de inspanning onmiddellijk omlaag. De intutieve gedachte achter deze bevinding is als volgt. Vooral
werknemers die zich tijdens de proeftijd bovengemiddeld inspannen zullen de proeftijd succesvol doorlopen en een vast contract krijgen. Dit zijn dus naar alle waarschijnlijkheid werknemers die op twee type drijfveren bovengemiddeld hoog scoren: ze zijn sterk gedreven om uitsluiting te voorkomen en ze worden bovengemiddeld gedreven om de teamproductie hoog te
houden (omdat ze daar ook zelf financieel belang bij hebben). Met het verkrijgen van een vast
contract valt de eerste motivatie weg en blijft alleen de tweede drijfveer over. Hierdoor zullen ze
zich gelijk minder inspannen. Dit leidt vervolgens weer tot een spill-over effect, omdat het voor
de andere teamleden dan ook aantrekkelijk wordt om zich minder in te spannen; de uiteindelijke teamproductie wordt immers door de zwakste schakel bepaald. Als deze negatieve spiraal
eenmaal is ingezet en de manager ook niet meer alle teamleden kan uitsluiten, heeft zij geen
probaat middel meer tegen de gestage achteruitgang in teamprestaties.
Samenvattend, dit proefschrift heeft aangetoond dat endogeniteit, d.w.z. de mogelijkheid
zelfstandig te kunnen beslissen over relevante aspecten, een belangrijke rol kan spelen om
samenwerking en coördinatie te bevorderen. Mensen komen makkelijker tot samenwerking
wanneer ze een hulpmiddel hebben om hun intenties tot samenwerking geloofwaardig kenbaar
te maken (zoals in Hoofdstuk 2 en 3). Bovendien is onderlinge afstemming binnen een team
veel gemakkelijker als iemand een norm stelt ten aanzien van het gewenste inspanningsniveau
en deze ook actief kan afdwingen (zoals in Hoofdstuk 4).
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Összefoglalás (Summary in Hungarian)
Ez a disszertáció azt vizsgálta, hogyan lehet az emberek közötti kooperációt és a koordinációt
növelni bizonyos élethelyzetekben, melyekben az együttműködés nem természetes. A fő fejezetek különböző játékokat elemeznek, melyekben nehéz előnyös kimenetelt elérni, ha nincs
jelen egy ezt megkönnyı́tő intézmény. A fejezetekben közös, hogy (i) laboratóriumi kı́sérletet
használunk, illetve (ii) az alkalmazott intézmények lehetőséget adnak a játékosoknak arra,
hogy maguk döntsenek az adott körülmények között fontosnak számı́tó tényezőkről. Pontosabban, kı́sérlettel vizsgáljuk a büntethetőség hatását egy egyszerű társadalmi dilemmában, az információ megosztás szerepét egy piaci kı́sérletben, ahol a cégek jobban járnak, ha összejátszanak, illetve az endogén csoportalakı́tás hatását egy olyan termelésnél, ahol a koordináció kulcsszerepet játszik.
A második fejezetben azt vizsgáljuk, hogy növelhető-e a kooperáció egy fogolydilemmában,
ha a felek önmagukat sebezhetővé tehetik. Egy három-lépéses játékot vizsgálunk, melyben
először a saját sebezhetőségüket határozzák meg a játékosok (azaz hogy mekkora büntetést
kaphatnak a fogolydilemma után). Ezután egy kétszemélyes fogolydilemmát játszanak egymással, végül pedig eldöntik, hogy megbüntetik-e a partnert egy alacsony költségért cserébe. Ha a
büntetés mellett döntenek, a partner a saját maga által az első lépésben meghatározott összegű
büntetést kapja. A mechanizmus mögötti intuı́ció az, hogy magas lehetséges büntetés választásával jelezhetjük partnerünknek, hogy kooperálni szeretnénk.
A kı́sérleti eredmények alátámasztják az elméletet: a játékosok önkéntesen sebezhetővé
teszik magukat, és gyakrabban kooperálnak magas büntetés mellett, mint az alap játékban,
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ahol eltávolı́tottuk a teljes büntetési lehetőséget, és csak a fogolydilemmát játsszák a játékosok.
Továbbá az exogén változatok (ahol a lehetséges büntetés mértéke adva van a játékosok számára,
és csak a fogolydilemmában döntenek, illetve arról, hogy büntetik-e a partnert) felfedik, hogy a
szándékosság fontos szerepet játszik. A játékosok kevesebbszer kooperálnak az exogén változatokban, illetve sokkal többször büntetnek, ami alacsonyabb kifizetést eredményez.
A harmadik fejezetben egy piaci kı́sérletet mutatunk be, hogy megvizsgáljuk, hogyan befolyásolja a termelést Cournot oligopólium esetén, ha különböző információs struktúrákat, illetve különböző tı́pusú adatokat alkalmazunk. Kutatásunkban nemcsak exogén információs
struktúrákat használunk, melyekben a cégek (alanyok) vagy csak a saját teljesı́tményükről kapnak visszajelzést, vagy kapnak információt a versenytársak döntéseiről is (aggregált, vagy egyéni
formában), hanem endogén információs struktúrát is bevezetünk. Vagyis a játékosok szabadon
eldönthetik, hogy meg akarják-e osztani a termelt mennyiséget a versenytársaikkal. Mivel
az önkéntes megosztás információs előnybe juttatja a versenytársakat (azaz a játékosok sebezhetővé teszik magukat ezáltal), alacsony termelés megosztása jelezheti nekik az esetleges
kollúzı́v szándékot.
Ha csupán az átlagos össztermelést tekintjük, kı́sérletünkben a különböző információs struktúrák és adattı́pusok használata nem vezet szignifikáns különbségre. Viszont kevesebb Nashegyensúlyi kimenetelt és gyakoribb kollúziót figyelhetünk meg, amikor az egyéni adatok elérhetők a játékosok számára. Továbbá az eredmények alátámasztják, hogy alacsony termelés megosztásával jelezni lehet a kollúzı́v szándékot: önkéntes megosztás esetén nagyobb eséllyel
osztanak meg az alanyok alacsonyabb termelést és rejtenek el magasabbat. Azok a piacok,
ahol a játékosok önkéntesen információt osztanak meg egymással szignifikánsan kollúzı́vabbak
azoknál, ahol a játékosok szándékosan visszatartják az információt a termelt mennyiségről. Sőt,
ezek a piacok még kompetitı́vebbek azon piacokhoz képest, ahol az információ exogén módon
nincs jelen. Tehát az egyéni információ önkéntes megosztásának komoly következményei lehetnek a piaci termelésre nézve, még ha ez nem is tükröződik az átlagos össztermelésben.
Végezetül a negyedik fejezetben azt vizsgáljuk, hogy az elbocsátástól való félelem növeli-e
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a teljesı́tményt olyan csoporttermelés esetén, ahol a leggyengébb tag termelése határozza meg a
termelt mennyiséget, és vajon ezt a félelmet folyamatosan fent kell-e tartani, hogy a munkások
magas erőfeszı́tést gyakoroljanak. A termelési játékba bevezetünk egy menedzsert, akinek
lehetősége van felügyelni (és egyes esetekben lecserélni) a dolgozókat. A menedzsernek és
a munkásoknak egyaránt az a jó, ha a munkások magas erőfeszı́tést gyakorolnak, ugyanis akkor
mind a menedzser és a munkások is magasabb kifizetésre tesznek szert. A kı́sérlet eredményei
szerint a menedzser sikeresen fegyelmezi a munkásokat, ha megfelelő eszköz van a kezében
még akkor is, ha zajos szignált kap a munkások erőfeszı́téséről. Ha a menedzser minden körben
lecserélheti a dolgozókat, akkor a munkások megtanulják, hogyan kerülhetik ezt el, és magas
erőfeszı́tést választanak. Ezzel ellentétben, ha a menedzser csak felügyeli a dolgozókat, de
nem bocsáthatja el őket, akkor a munkások gyorsan az elérhető legalacsonyabb erőfeszı́téshez
konvergálnak. Végül, ha a munkásokat csak próbaidő alatt bocsáthatja el a menedzser, akkor
keményen dolgoznak ebben az időszakban, de azonnal csökkentik az erőfeszı́tésüket, amint
megkapták a végleges szerződést. Az eredmény mögötti intuı́ció a következő: általában a
próbaidő alatt átlag felett teljesı́tő dolgozókat véglegesı́tik először, akiknek az előléptetés után
már nem kell tartani az elbocsátástól. Ezután ők már csak ugyanannyi erőfeszı́tést akarnak
kifejteni, mint a többi munkás, ezért csökkentik az erőfeszı́tést. Azonban ez a csökkentés
továbbgyűrűzik a többi munkásra is, ami az erőfeszı́tések folyamatos csökkenésében nyilvánul
meg, és ez ellen a menedzser már semmit sem tud tenni.
Összefoglalva, ez a disszertáció megmutatja, hogy a játék struktúrájának endogén megválasztása fontos szerepet játszhat. A játékosok könnyebben kooperálnak, ha van olyan eszköz a
kezükben, amivel hitelesen ki tudják mutatni a kooperálási szándékukat (ahogyan a második és
a harmadik fejezetben). Továbbá a koordináció is sokkal egyszerűbb, ha valaki meghatározza a
normát, és megmutatja a csoportnak a kı́vánatos erőfeszı́tést (ahogyan a negyedik fejezetben).
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