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Abstract
Serendipitous encounters in news recommender systems offer users both pleasant surprises and opportunities to
engage with a wider range of news content. Existing research has focused predominantly on algorithmic strategies
for promoting serendipity, yet little is known about how users perceive and respond to such elements. This study
shifts the focus from algorithmic performance to user experience, introducing a “surprise box” feature as an
interface affordance for serendipitous news exploration. We conducted an online experiment (𝑁 = 118) comparing
user feedback between a random news recommender and a personalized, similarity-based recommender system.
Quantitative results indicated that users exposed to the personalized recommender were more likely to interact
with the “surprise box”, suggesting their willingness to opt out of monotonous news feeds and seek serendipitous
content. Qualitative feedback further revealed user awareness of the lack of diversity in the personalized feed;
both groups, however, appreciated such an interface affordance for serendipity encounters. Our findings highlight
that news users are not passive recipients but active agents seeking diverse content and showcase the effectiveness
of interface affordances for promoting serendipitous engagement in the context of news recommendations.

Keywords
human-centered approaches, innovative user interfaces, news recommender systems, user experiments, serendip-
ity, diversity

1. Introduction

News consumption plays a crucial role in democratic participation by keeping citizens informed
from diverse perspectives [1]. In today’s information-rich digital environment where news users
face content overload, news recommender systems help by offering relevant content aligned with
news users’ interests [2, 3]. Despite the benefits, personalized recommendations raise concerns. They
may limit users’ exposure to diverse perspectives, resulting in content monotony, user boredom, and
reduced engagement [4]. More crucially, homogeneous recommendations pose the risks of reinforcing
users’ existing attitudes [5], limiting exposure to dissenting opinions [6], and contributing to political
polarization [7], ultimately jeopardizing democracy.

To address these concerns, serendipity, broadly defined as unexpected yet valuable discoveries [2, 3, 8],
offers a potential countermeasure against such undesirable feedback loops [9]. While most empirical
studies on serendipity have explored domains such as books [10], movies [11], or television programs
[12], its application in news recommender systems remains underexplored [13]. This gap is particularly
relevant from a democratic perspective, as serendipitous encounters can enhance exposure diversity
[14], allowing users to encounter news beyond their usual preferences [13]. In this paper, we understand
serendipity as a user experience [15], one that not only alleviates the boredom caused by repetitive
recommendations but also introduces delightful surprises, contributing to a more positive and diverse
news experience overall [16, 17].
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The common approach to fostering serendipity is content-based, with one line of research focusing on
algorithmic strategies, such as collaborative filtering [18] or similarity-based content approaches [19],
and another line engaged with user evaluation, typically by asking users to rate content on dimensions
like novelty and unexpectedness. However, integrating serendipitous recommendations into a user’s
content feed does not guarantee engagement [20]. This highlights the importance of understanding
serendipity not just as an algorithmic output, but as a user experience shaped through interaction with
recommender systems [15]. Such a user-centric and context-based perspective encourages interface
affordances that organically facilitate serendipitous engagement [9, 15], such as easy access [21], strategic
placement [22], visual cues [23, 3], and content presentation (e.g., snippets or images) [13, 24, 6].

In response to this call, we introduce the “surprise box”, an intuitive interface affordance designed
for serendipitous news encounters. Inspired by the blind box marketing strategy, where the content
remains unknown until opened [25], this feature aims to replicate the experience of building curiosity
that culminates in a moment of delight upon discovery [26]. Its implementation combines both content,
which is generated randomly, and presentation, which aligns with the affordance principles outlined by
Smets et al. [15], featuring global navigation, central placement, and visual cues, all of which serve as
an invitation for users to seek serendipity.

This “surprise box” thus provides an opportunity to investigate how users respond to (interface)
designs for serendipity within a personalized news environment. Although content-based approaches
have made progress in promoting serendipity algorithmically, much less is known about user feed-
back when presented with an interface affordance for serendipity. This brings us back to the central
theoretical question: Will users actively break free from feedback loops of increasingly-similar content
recommendations when given the opportunity to do so? Personalized recommenders tend to reinforce
previous preferences, but users are not necessarily passive recipients. When recommendations become
increasingly homogeneous and boring, users may seek more diverse content, especially when an intu-
itive pathway to serendipity is provided, such as the “surprise box”. To examine this, we conducted
a longitudinal user study using a live news app and tested the following hypothesis: News users who
engage with a highly personalized recommender interact with the “surprise box” more than those using a
random news recommender.

To complement objective behavioral data, we also collected subjective user experience data through
closed- and open-ended questions. This dual approach addresses a methodological gap in serendipity
research, where validated instruments for measuring user experiences remain scarce [15], and behavioral
records alone may not fully capture user perceptions [27]. Together, this study offers a user-centered
perspective on designing more democratic and engaging news recommender systems.

2. Method

2.1. Design

Following open science practice, we pre-registered this experiment1 and obtained ethical approval
from the university (2020-PCJ-12660). After that, we conducted a longitudinal online user study on our
customized news application (for a screenshot, see Figure 1), which ran online from November 24th in
2023 until January 10th in 2024. For reproducibility, code and data are available on GitHub.2

We adopted a between-subjects design with two groups differing in whether the news feed was
generated by random recommendation or personalized recommendation. The app was built using
Python’s Flask framework based on an existing news app originally developed by Loecherbach and
Trilling [28]. It offered a selection of regularly updated articles from 11 live sources that broadly related
to news, including news websites, magazines, blogs, and a cooking website, covering a wide range of
topics such as politics, sports, lifestyle, etc. During our experiment, we obtained in total 44,743 unique

1Note that a). the current paper is only part of the pre-registered study; b). compared to the pre-registration, we paraphrased
the research question and hypothesis in the section above for better clarity, but the direction of our expectation remains the
same. Materials can be found on OSF: https://osf.io/2rtb4/?view_only=b7d34b148824436cacbdb9aaba104a05.

2App: https://github.com/ccs-amsterdam/3bij3. Data and analysis: https://github.com/zzzilinlin/exp_surprise_box.

https://osf.io/2rtb4/?view_only=b7d34b148824436cacbdb9aaba104a05
https://github.com/ccs-amsterdam/3bij3
https://github.com/zzzilinlin/exp_surprise_box


articles from 9 sources through RSS feeds, APIs, and web scrapers to formed our news pool (RTL 43.10%,
nu.nl 26.43%, NOS 17.30%, Tweakers 3.80%, Libelle 3.62%, Flair 3.25%, GeenStijl 2.27%, and StukRoodVlees
0.16%, OneMoreThing 0.08%). Among them, 13,013 items were selected by the algorithms and presented
to the users. This version of the app also had other features, namely the “surprise box”, item ratings,
reading/sharing nudges, and a profile page for tracking the progress of completion, contributing to a
fun environment for news [29].

Figure 1: Screenshot of the news app in the personalized condition, with the “surprise box” in the middle.

For the purpose of this experiment, the app was set up with two conditions: random and personalized.
In the random group, participants encountered nine randomly selected news articles each time they
refreshed the page. The central article was concealed within the “surprise box”. In contrast, in the
personalized condition (see Figure 1 for the news page following a series of sports-related clicks), the
remaining eight news articles displayed randomly on each page were personalized recommendations
based on the participant’s previous clicks. The “surprise box” in the center still contained a randomly
selected news piece. In both conditions, the content and presentation of the “surprise box” remained
constant, while its surrounding context varied systematically (i.e., random versus personalized).

The personalized recommendations were generated by calculating the soft cosine similarity of the
word embeddings between the articles previously clicked by the participant and the newly arriving
articles, a common approach used in the industry. For this task, we used the Amsterdam Embedding



Model (AEM), a domain-specific word embedding model trained on Dutch news content.3 This design
was intentionally kept simple, as our goal was not to optimize personalized algorithms, but to isolate
the effect of an interface affordance within a realistic yet controlled environment.

2.2. Procedure

Participants used the app throughout the entire experiment, including for news engagements as well
as completing the pre- and post-surveys. First, after reading about the study and giving consent,
participants were asked to answer a short survey before creating an account to use the app. They were
then expected to actively engage with the app for at least five days in two weeks,4 such as reading and
sharing news. They were also asked to rate the news-ness and relevance of the items that they have
clicked on. Participants earned one point for each login, share, and feedback given on news items,
with a daily cap of 15 points. To complete the experiment and receive a 10 euro shopping voucher,
participants needed to accumulate a minimum of 70 points. The final step was to fill out a post-usage
questionnaire where they also answered a few open-ended questions about the app.

2.3. Participants

After a pilot test with a student sample, we worked with a panel company and aimed to achieve a
representative sample of the Dutch population for the experiment. In total, 𝑁 = 257 participants signed
up and registered an account. After excluding 3 outliers,5 225 actually engaged with the app (i.e., clicked
and rated at least one article). Of these, 104 participants used the app for more than seven days (as
pre-registered), and 118 for more than five days. To balance adherence to our pre-registration with
statistical power, we included the 118 users.

We conducted attrition analyses comparing included (𝑁 = 118) and excluded (𝑁 = 107) users using
𝑡-tests and 𝜒2-tests. No significant differences were found in experimental condition, age, gender,
education, news interest, political interest, or political efficacy. The only significant difference was
political orientation: excluded users leaned more right-wing (left = 21, neutral = 13, right = 73) compared
to included users (left = 48, neutral = 18, right = 52).

Among the 118 included completes, 45.76% were female, with an average age of 48.97 (𝑆𝐷 = 15.16),
and 47.17% held an academic degree beyond the bachelor’s level. They were in general rather interested
in news (𝑀 = 2.20, 𝑆𝐷 = 0.96; on a 7-point scale from −3 not at all interested to 3 very much interested).
Together, they clicked on 7,826 items and rated 5,173 items.

2.4. Key variables

2.4.1. Recommendation

Participants were randomly assigned to the random condition (𝑁 = 61) or the personalized condition (𝑁
= 57). These two conditions differed in how the news items were recommended, except for the “surprise
box” item that was randomly chosen for everyone in both conditions.

2.4.2. User engagement

The “surprise box” was the central item on the news page. We measured user engagement with the
“surprise box” as the ratio of “surprise box” clicks to total item clicks (𝑀 = 0.14, 𝑆𝐷 = 0.15, on a scale
from 0, no engagement with the “surprise box” at all, to 1, only engage with the “surprise box”).

3https://github.com/annekroon/amsterdam-embedding-model
4We pre-registered “at least seven days” as the minimum duration. Due to the lower than expected number of participants
that met this criterion, we reduced it to “at least five days” for a slightly larger sample size. In the end, we also kept our app
online for more than a month for a few participants who took longer to complete the study.

5All three participants had cheated the panel company’s system.



2.4.3. User perception

On a scale from 0 to 5 that allows half-point increments (e.g., 3.5), participants were asked to rate the
news-ness (𝑀 = 3.02, 𝑆𝐷 = 1.57) and the relevance (𝑀 = 2.66, 𝑆𝐷 = 1.57) of all the items that they have
clicked on.6 News-ness was measured to capture news users’ diverging perceptions of what constitutes
“news” [30], while relevance, a key concept in recommender systems research, was measured to account
for the possibility that content may be perceived as news yet still lack contextual or personal relevance.
We measured them by asking participants to rate the extent to which they think the item is “news” and
relevant, both of which are widely accepted measures in communication science studies. Participants
were also asked to rate perceived diversity (𝑀 = 1.19, 𝑆𝐷 = 1.73) in the news content they saw on the
app in the post-usage questionnaire.

3. Results

3.1. Quantitative findings

We used different regression models to perform randomization checks, manipulation checks, and to
test if being in different conditions leads to different levels of user engagement with the “surprise
box”. First, our randomization checks confirmed that there were no significant differences between the
two experimental groups in all individual characteristics measured, including age, gender, education,
interest in news, political orientation, political interest, and political efficacy. Then, to check whether
our manipulation worked, we used user ratings of perceived diversity in the news content they saw
on the app. The users in the random condition gave diversity scores 1.36 points higher (on a six-point
scale) than those in the personalized recommendation condition (𝑆𝐸 = 0.33, 𝑝 < 0.001), confirming that
our manipulation was successful.

Next, we examined how users responded to a consistently homogeneous news feed based on their
previous clicks. As shown in Figure 2, users exposed to such strong similarity-based personalization
had, on average, a 11 percentage point higher rate of user engagement compared to those in the random
condition (𝑆𝐸 = 0.02, 𝑝 < 0.001); in other words, they clicked more frequently on the “surprise box”.
Exploratory analyses indicated that this effect remained robust when controlling for users’ individual
characteristics, such as demographics, news interest, and political traits. These findings supported our
hypothesis that interacting with a highly personalized news recommender increases users’ engagement
with serendipitous interface design.

3.2. Qualitative findings

To further understand how users perceived the recommender systems and the serendipitous element,
we analyzed the open-ended questions at the end of the study. When asked what they liked about the
app, many users in the random recommender group highlighted the variety of news content in terms of
topics, types, and sources. They also appreciated the “surprise box” feature, either simply the fact that
there was this “surprising” button, the content hidden behind it (which they found surprising and fun7),
or the surprising experience itself. For example, one user (ID186, a 24-year-old male with a bachelor’s
degree) described that “it was exciting to see what content you might get”. In contrast, only a few users
in the personalized recommender group commented on the diversity of the news. They did, however,
also appreciate the “surprise box” and gave more detailed explanations. Some users, similar to the
other group, noted their curiosity about what the “surprise” content might be (e.g., ID108, a 50-year-old
man with a bachelor’s degree; ID285, a 49-year-old woman with a high school degree, etc.), while
others complemented the content behind the “surprise box”: “still of good quality and depth” (ID156, a
43-year-old woman with a bachelor’s degree), indeed “unexpected” (ID84, a 34-year-old woman with

6These two scores showed a high correlation (𝑟 = 0.79, 𝑝 < 0.001). As two similar yet distinct concepts, they could be used for
robustness checks in different models.

7Even though for this group all items, including those behind the “surprise box”, were randomly curated and presentation was
the only difference.



Figure 2: Predicted values of user engagement with the “surprise box” in different conditions, with the gray
dots representing the actual observations, the red star-shape points representing the predicted group means,
and the red bars showing the 95% confidence intervals around the predicted means.

a master’s/above degree), or just liking “different surprising article every time” (ID373, a 30-year-old
woman with a high school degree). Promisingly, one user stressed that it allowed her to be exposed to
news she “would not normally read” (ID340, a 37-year-old woman with a bachelor’s degree).

Group differences were more apparent when users discussed their dislikes and suggestions for future
improvements. Those in the random condition were generally positive. A fair number of them indicated
that there was nothing they disliked and nothing that needed to be changed. A few suggestions were
made about the content curation: One user (ID162) preferred to be able to set preferences in advance,
and another (ID331) suggested introducing “more personalization”. In contrast, almost all users in the
personalized recommender group complained about the lack of diversity in their news feed, for instance,
“lots of the same type of articles, day after day” (ID161), “a bit monotonous” (ID236), “too repetitive, too
much of one topic” (ID260). Some users gave specific examples, such as “too many weather articles”
(ID360) and “mainly focused on woke, LGBTQ+, and cooking”(ID349). Many users in this group later
explicitly suggested “more diversity” as a desired improvement for the future.

3.3. Exploratory findings

We have established that the “surprise box”, a combination of both presentation and content, was an
effective interface affordance for serendipity. We then further wondered if the presentation itself would
influence one’s perception of content (i.e., the random news item), for example, the perceived news-ness
and relevance of the content.

For this exploratory investigation, we only selected data from the random condition, where having an
item in a “surprise box” meant merely concealing the content, instead of a different way of algorithmic
curation. Multi-level models were used to explore what contributed to users’ news perception, focusing
on whether an itemwas presented through the “surprise box”. We controlled for content/textual features,



namely Formality and Factuality.8 To measure these two textual features, we used two fine-tuned
BERTje models from Lin et al. [31] to classify each sentence within a news article as either formal or
factual, then calculated the percentage of formal sentences and the percentage of factual sentences
for each article. In the multi-level models, we also took into account individual variability by adding
random effects for both the intercept and the slope associated with textual features for different users.

As shown in Table 1, news items hidden behind the “surprise box” were consistently rated lower
news-ness scores and deemed less relevant, compared to items presented normally. This factor was
statistically significant in all models (𝑝 < 0.001).

Table 1
Multi-level models predicting news perception

Dependent variables

News-ness Relevance

(1) (2) (3) (4)

Formality 1.59∗∗∗ 0.82∗∗∗
(0.16) (0.13)

Factuality 1.44∗∗∗ 0.60∗∗
(0.21) (0.20)

Surprise box −0.46∗∗∗ −0.44∗∗∗ −0.61∗∗∗ −0.59∗∗∗
(0.08) (0.08) (0.09) (0.09)

Constant 1.97∗∗∗ 2.01∗∗∗ 2.25∗∗∗ 2.40∗∗∗
(0.17) (0.21) (0.15) (0.21)

Observations 2,813 2,789 2,813 2,789
Log Likelihood -4,467.39 -4,518.06 -4,703.26 -4,689.00
Akaike Inf. Crit. 8,948.79 9,050.11 9,420.53 9,392.00
Bayesian Inf. Crit. 8,990.38 9,091.64 9,462.12 9,433.53

Note: ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001

4. Discussion and conclusion

First, this study contributes to serendipity research by designing and empirically testing an interface
affordance, namely the “surprise box”, which reflects the feature repository proposed by Smets et al. [15].
Echoing findings from previous research on interface design for serendipity [13, 32, 6], our results show
that interface elements are well received by users and can effectively foster serendipitous engagement.
This finding extends the theoretical understanding of serendipity from a purely system-centric output
to a co-constructed user experience, shaped through interaction with design features [15]. Future
research is encouraged to explore other interface affordances or combine them with non-random
recommendation strategies [33], while also considering how interface design might influence content
perception, as suggested by our exploratory analysis.

Second, this study adds to the literature on news recommender systems by highlighting the active
role of users. Drawing on both qualitative and quantitative insights, we conclude that news users have
a strong preference for diversity, are sensitive to content homogeneity, and actively seek serendipitous
content when intuitive affordances are available. Rather than reinforcing concerns about the risks of
news recommendations [e.g., 34, 35], we demonstrated a promising way toward diversity from the
user’s perspective.

8These two scores were significantly correlated and therefore added separately in different models for robustness checks.



Methodologically, our longitudinal online user study using a customized app with live-scraped news
allowed us to observe real-life user behavior while maintaining experimental control over the platform.
By combining objective observational data with subjective user experience data, we present a user-
centric approach for studying serendipity in news recommender systems [27]. A key recommendation
for longitudinal online user studies of this kind is to carefully balance internal validity with ecological
validity.

This study also has several limitations. First, the retention rate was relatively low, and we had to
exclude a considerable number of users from the analysis. Our analysis showed that the only significant
difference between excluded and included users was political orientation, with excluded participants
tending to lean more conservative. However, we do not believe this substantially biased our findings
for three main reasons: a). political orientation was not a significant predictor in any model in the
analysis; b). the groups were balanced on related variables such as political interest and efficacy; and c).
the core finding aligned with our theoretical framework of content monotony and user engagement,
not political attitudes. That said, we encourage future user studies to anticipate potential issues with
low retention and to implement strategies to improve participation, such as offering higher rewards or
improving the app’s aesthetic appeal.

Second, we conceptually operationalized the “surprise box” as a combination of both presentation
and content, which introduced some interpretive ambiguity. This overlap complicated our ability to
disentangle the effects of each component and was the reason we relied only on data from the random
condition in the exploratory analysis. Nevertheless, the current setup still treated the “surprise box”
as a distinct interface affordance present in both conditions, allowing us to interpret users’ general
preference for opting out of a feedback loop of increasingly similar content. To strengthen internal
validity, a logical next step would be to adopt a factorial design that separates presentation from content.
Future studies could also explore additional variations, such as changes in visual appearance or levels
of content diversity. Alternatively, serendipitous affordances could also be tested in non-experimental
settings.

Third, our personalization implementation was relatively simple, relying on soft cosine similarity
of word embeddings. While this approach serves as a reproducible and interpretable baseline for
studying user interactionwith serendipitous interfaces, future research could incorporate more advanced
personalization algorithms to improve generalizability and better reflect the real-world recommender
systems. In practice, many news organizations use content-based personalization as just one part
of their news offerings, often combining it with popularity-driven recommendations [36] or strong
editorial control that allows manual selection or overriding of the top recommendations [37]. Taken
together, this suggests two complementary directions for future work: one focusing on simplified
designs to better establish causality and disentangle different mechanisms; and one that, in contrast,
aiming for greater realism in the design to avoid overestimating real-world effects.

Despite its limitations, this study is an important starting point for exploring how interface affordances
can promote serendipitous encounters in news recommender systems. It demonstrates that user-
centered design can offer a promising path toward more democratic and engaging news environments.
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