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Functional and structural connectivity 
underlying reinforcement learning in young 
and older adults

AbSTRACT

Aims of this thesis

Reinforcement learning is the use of previous action outcomes to adjust our expectations, improve our 
behavior and maximize reward. Previous research has outlined a reinforcement learning network in 
the brain centering on the striatum and frontal cortex. However, it is still unknown how the brain areas 
in this network communicate the necessity and implementation of behavioral adjustments. Therefore, 
the first aim of the present thesis was to investigate the structural and functional brain connectivity 
underlying successful reinforcement learning. Yet, both learning behavior and brain integrity decline 
with age, even in healthy aging. Age-related changes are apparent in many characteristics of the 
learning network, including structural integrity and connectivity, but also functionality. Moreover, the 
effects of aging on cognition and the brain demonstrate large inter-individual variability. Therefore, 
the second aim of this thesis was to examine how age-related changes in the functional and structural 
connectivity supporting reinforcement learning, and the individual differences therein, are related to 
changes in learning behavior.

Oscillatory brain dynamics underlying reinforcement learning

An important question in the current research was how the occurrence of an undesirable outcome 
as signaled by medial frontal cortex (MFC) and the striatum is communicated to other brain areas, 
and how this results in behavioral adaptation. Changes in oscillatory activity within brain regions, 
and synchrony of oscillations between brain regions, may be important reflections of the underlying 
mechanisms of functional connectivity. In Chapter 2 we measured EEG during a time estimation task 
to investigate coordinated oscillatory activity in frontal cortex. Participants learned when they had 
to press a button using the feedback they received after each response. Consistent with previous 
findings, theta-band activity (4-8 Hz) was stronger after negative feedback over medial frontal scalp 
sites, whereas beta-band activity (18-24 Hz) was stronger after positive feedback at this same location. 
Crucially, increases in theta-band power after negative feedback predicted subsequent response ac-
curacy, and increases in beta-band power predicted learning accuracy regardless of feedback valence. 
Finally, theta-band inter-site phase synchrony (a millisecond-resolution measure of functional con-
nectivity) increased between right lateral prefrontal, medial frontal, and sensorimotor sites after nega-
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tive feedback. These findings suggested that differences in theta-band oscillations underlie learning 
from errors, and guide the adjustment of motor plans and their communication to other brain areas. 
Increases in beta-band oscillations, in contrast, appear to signal the need to continue the current 
situation.

In Chapter 3 we continued this line of investigation, focusing more specifically on how feedback 
evaluation in the learning network interacts with stimulus representations in task-relevant visual corti-
cal areas. We recorded MEG while participants performed a probabilistic reinforcement learning task 
in which they learned the correct stimulus-response associations by trial-and-error. Stimuli consisted 
of colored faces. In separate blocks, either the color or the face was informative for learning. We 
used a spatial filtering technique (beamforming) to estimate task-relevant oscillations at the source 
level. Low (12-20 Hz) and high (20-30 Hz) beta-band power in occipital, parietal, and temporal clusters 
differentiated between color and face information. Delta-band (2-4 Hz) and theta-band (4-8 Hz) power 
in multiple frontal clusters were sensitive to feedback valence. Crucially, single-trial power correlations 
in three pairs of frontal and posterior clusters showed that post-feedback interactions between the 
frontal learning network and posterior stimulus-processing areas differed depending on the specific 
combination of feedback valence and the stimulus feature that had to be attended. These findings 
suggested that the learning network instructs posterior cortical areas to adjust stimulus-specific 
processing after negative feedback, and to maintain the current association after positive feedback.

Thus, the results in Chapters 2 and 3 together demonstrated the importance of frontal low-
frequency oscillations, especially in the theta band, for signaling the need for behavioral adjustment. 
Additionally, they suggested that inter-site synchronization in oscillatory dynamics may be the under-
lying mechanism for communication between the frontal learning network and other task-relevant 
brain areas, such as motor cortex and visual cortical areas, to implement this adjustment and optimize 
future behavior.

Changes in reinforcement learning and brain connectivity with age

Reinforcement learning decreases with age: in deterministic and especially probabilistic learning 
situations older adults (age 65 and older) tend to demonstrate lower learning speeds and accuracy 
levels. However, because older adults are known to be biased towards positive information (‘positivity 
effect’), learning from positive feedback may be less impaired than learning from negative outcomes. 
In Chapter 4, we investigated the influence of feedback valence on reinforcement learning in young 
and older adults using deterministic learning tasks, to more systematically study how the effect of 
feedback valence interacted with feedback magnitude, learning of stimulus-response (S-R) versus 
stimulus-outcome (S-O) associations, and individual working-memory capacity. In most experiments 
in this chapter, older adults indeed benefited more from positive than negative feedback. However, 
this effect was only present when, in addition to feedback valence, feedback magnitude was also 
manipulated and older adults could focus on gaining large amounts. Positivity effects were most pro-
nounced for S-O learning, whereas only S-R learning correlated with working-memory capacity in both 
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age groups. This difference provided support for the notion that age-related changes in the influence 
of feedback valence on reinforcement learning are highly task-dependent.

Besides a decrease in learning behavior, aging induces a decline in the functional networks that 
are critical for reinforcement learning. Continuing the work from Chapters 2 and 3, in Chapter 5 we 
investigated how the oscillatory brain dynamics supporting reinforcement learning change with age. 
We recorded EEG while young and older adults performed a probabilistic learning task. In young 
adults, theta-band (4-8 Hz) oscillatory power over medial frontal and anterior frontal cortex predicted 
learning after errors. Theta-band learning-predictive signals over medial frontal but not over anterior 
frontal cortex decreased with increasing age. This age-related decrease in task-relevant medial frontal 
theta power may have been related to the more general decrease in medial frontal theta power we 
observed during rest. Thus, aging specifically seemed to affect error processing and error-based learn-
ing over MFC, possibly reflecting decreased functionality of the underlying anterior cingulate cortex 
and surrounding cortex.

Finally, aging also affects the integrity of the white-matter fiber bundles connecting the fronto-
striatal learning network. In Chapter 6, we showed that frontostriatal tract strength in young adults, 
as assessed non-invasively with diffusion-weighted MRI, positively predicted individual differences in 
probabilistic reinforcement learning only when learning was difficult (70% valid feedback). In older 
adults, in contrast, learning under both easy (90% valid feedback) and difficult conditions was pre-
dicted by tract strength in the same frontostriatal network. Furthermore, network-level analyses 
showed a double dissociation between the task-relevant networks in young and older adults, suggest-
ing that older adults relied on different frontostriatal networks than young adults to obtain the same 
task performance, including additional tracts between the striatum and anterior and lateral prefrontal 
cortex. These results highlighted the importance of successful information integration across striatal 
and frontal regions during reinforcement learning, especially in a context with variable outcomes.

Thus, the results described in the second part of this thesis indicated that although age-related 
changes in learning behavior were strongly task-dependent, older adults learned better from posi-
tive than negative feedback when they could focus on acquiring large gains. At the same time, older 
adults showed a decrease in medial frontal oscillatory processing of negative feedback for learning. 
Interestingly, older adults demonstrated intact learning-related theta-band oscillations over anterior 
prefrontal cortex (Chapter 5), and stronger correlations between learning behavior and white-matter 
tracts connecting the striatum and anterior and lateral prefrontal cortex than young adults (Chapter 
6). Thus, both functional and structural results suggested that the cortical networks that support 
reinforcement learning shifted in older adults, possibly as compensation for declines in the central 
reinforcement learning network.

Conclusions

Together, the results reported in this thesis demonstrate the importance of integration of information 
in the brain to achieve successful reinforcement learning behavior, between multiple frontal brain 
areas involved in feedback evaluation and implementation, between frontal and striatal parts of the 
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reinforcement learning network, and between the reinforcement learning network and other task-
relevant brain areas. Although processing in and connectivity between central parts of the learning 
network decrease with aging, older adults seem to be able to compensate by utilizing connections 
with other task-appropriate brain areas. Depending on mental and physical health, intelligence and 
working memory, and task demands, this can even allow older adults to still reach the same perfor-
mance level as their younger counterparts. Thus, rather than solely being inevitable or destructive, 
aging can be a period of great flexibility, adjustments, and learning of new behavior.
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1Any act which in a given situation produces satisfaction becomes associated with that situation, so 
that when the situation recurs the act is more likely than before to recur also. Conversely, any act which 
in a given situation produces discomfort becomes dissociated from that situation, so that when the 
situation recurs the act is less likely than before to recur (Thorndike, 1905: p. 203).

In everyday life, humans are faced with an almost constant sequence of decisions between differ-
ent possible courses of action. For example, we have to decide between having cereals or bread for 
breakfast, which means of transportation to use to get to work, and whether it would be wise to bring 
an umbrella. We are not consciously aware of every decision and some decisions are so automatized 
that they do not require any consideration anymore, but for many decisions our brain still compares 
multiple courses of actions before executing what seems to be the most optimal behavior (Rangel, 
Camerer, & Montague, 2008). For example, when you are out of milk, eating cereals may be less 
attractive, and when it is warm and sunny, you may prefer the bike over the tram.

How does our brain know what the most optimal course of action is in a certain situation? In 
many instances, we have never been taught what the best decision would be. Instead, we base our 
decision on our previous experiences: we have learned what the most optimal action is by trial-and-
error. Indeed, this is what Thorndike refers to when describing the ‘Law of Effect’ (Thorndike, 1905, 
1911): when an action that we try leads to a pleasant outcome, we will be more likely to choose that 
action again, whereas when it leads to an unpleasant outcome, we may avoid it the next time. For 
example, you only know that you do not like cereals without milk, because you have tried and disliked 
dry cereals before (or can estimate what that would feel like based on similar experiences).

The use of previous action outcomes to adjust our expectations, improve behavior, and optimize 
reward is called reinforcement learning. In the research presented in this thesis, I investigated how 
functional and structural connectivity patterns in the brain are related to behavioral reinforcement 
learning success, and how age-related changes in these brain networks are associated with changes 
in learning behavior. In three of the presented studies, I investigated the oscillatory brain dynamics 
as measured with electroencephalography (EEG) or magnetoencephalography (MEG) as a proxy of 
functional connectivity in the brain. In the current chapter, I will therefore first introduce the concept 
of reinforcement learning and its underlying brain networks in more detail, subsequently describe 
age-related changes in brain and behavior, and finally explain the relevance and measurement of oscil-
latory brain dynamics. This chapter ends with the aim and an overview of the outline of this thesis.

REINFORCEMENT LEARNING IN bEhAVIOR

Decision making can be conceptualized as consisting of five basic processes (Rangel, Camerer, & 
Montague, 2008). First, the complete decision situation has to be represented: which current external 
sensations and internal states have to be taken into account and what would be feasible actions? Sec-
ond, every possible action is valued based on the expected outcome, and third, one action is selected. 
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Note that although these first three processes are presented sequentially here, some of them may co-
occur both temporally and in brain location. After the action is executed, the subsequent outcome is 
evaluated: to what extent is the outcome rewarding, and how much does it deviate from the expected 
outcome? Finally, this evaluation is used for learning: the updating of the representation, valuation, 
and action-selection processes for the next time the same or a similar situation is encountered.

Thus, reinforcement learning is focused on improving behavior and its outcomes. To be able to 
learn from our experiences, we need to associate a stimulus or situation with the chosen action and 
subsequent result. Moreover, we need to recognize that the actual result differs from our expectation 
to update this expectation and adjust our behavior. Originating in computational models of reinforce-
ment learning, the difference between our expectation and the actual outcome is often called the 
‘prediction error’ (Rescorla & Wagner, 1972). Whereas at the start of learning this prediction error 
results from the evaluation of the outcome of a decision, once the correct associations have been 
learned we do not always require feedback anymore to tell us whether we chose the best action. 
Rather, we can already evaluate the success of our choice immediately after our decision (this shift 
forward in time of the prediction error is formalized in the Temporal Difference model, Sutton & Barto, 
1998; for a brief yet thorough overview of the history of reinforcement learning research and models 
see Silvetti & Verguts, 2012).

However, the relations between a situation or stimulus, the relevant actions, and the likely 
outcomes are not always as straightforward as when you are choosing your breakfast. A decision may 
be the first in a longer sequence of choices, of which each step depends on the previous action and 
outcome. An action may be followed by a specific outcome on some, but not all occasions, either 
because it depends on certain decision variables or because of pure coincidence. Therefore, two learn-
ing systems have been suggested to support reinforcement learning: model-free or habitual learning 
and model-based or goal-directed learning (Daw, Niv, & Dayan, 2005; Dickinson, 1985; Gläscher, Daw, 
Dayan, & O’Doherty, 2010). Model-free or habitual learning is thought to rely on weights that are at-
tached to every decision option, which are in- or decreased every time an action is chosen depending 
on the degree to which the outcome is rewarding. Thus, this is a bottom-up way of learning. Model-
based or goal-directed learning is assumed to consist of building a higher-level model of the task or 
decision structure, including not only the current decision but also possible subsequent decisions, 
long-term consequences, risks, etcetera, allowing a focus on a more distant goal. Prediction errors in 
model-based learning are usually called state prediction errors, because they are thought to signal 
that (part of) the predicted model is incorrect. Note that both model-free and model-based learning 
are variants of instrumental learning, as there is an action required to acquire a reward in both types 
of learning (in contrast to Pavlovian learning, where learning is based on the co-occurrence of events 
but not influenced by the learner’s behavior). In many situations, people use a combination of both 
model-free and model-based learning to guide their actions.

In research environments, reinforcement learning is mostly studied with computer tasks in which 
the participant has to learn the most optimal action(s) through trial-and-error (Figure 1.1; see also, for 
example, Frank, Seeberger, & O’Reilly, 2004; Haruno & Kawato, 2006a; Holroyd & Coles, 2002; Miltner, 
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1Braun, & Coles, 1997). Participants are presented with one stimulus or a set of related stimuli, and a 
limited number of possible actions (usually different button presses). After choosing one of the pos-
sible actions, the participant is presented with feedback, which informs him or her about the outcome 
of the chosen action. Feedback is often binary (correct/incorrect), but can also provide information on 
how behavior should be adjusted (e.g., press faster/slower) or on how large the reward or punishment 
is (e.g., +10 points, −€0.25). Because the different stimuli re-appear multiple times in the task, the 
feedback can and should be used to learn the correct associations between stimuli and responses. In 
real-life, however, the outcomes of our actions are not always fully predictable. To imitate this in lab 
tests, and to make learning more difficult, feedback is often probabilistic rather than deterministic. 
Probabilistic feedback implies that on a small percentage of trials participants choose the correct ac-
tion but still receive negative feedback, or choose an incorrect action but receive positive feedback. 
Probabilistic reinforcement learning tasks were used in the research described in Chapters 3, 5, and 6 
of the current thesis.

Another distinction that is relevant in the context of the current research, is between learning 
stimulus-response-outcome (S-R-O) associations versus direct stimulus-outcome (S-O) associations. 
When learning direct S-O associations, it is the stimulus itself that determines whether the outcome 
will be rewarding or not (e.g., cereals may be more rewarding than bread, regardless of how you 
acquire the cereals). In S-R-O learning the action that is chosen rather than the stimulus determines 
whether the outcome will be rewarding (e.g., when you spend your money on a lottery ticket you 
may win a prize, whereas if you donate the money to charity you will not). Learning of S-R-O and 
direct S-O associations can be supported by both model-based and model-free learning mechanisms. 
Importantly, both S-R-O and S-O learning (as described here) are variants of instrumental (rather than 

Stimulus Feedback

a b

Response

Trial 1

Trial 2

Trial X

Figure 1.1 – Example of a computer task used to investigate reinforcement learning. (a) Sequence of events in an 
example trial. The combination of the stimulus and the selected response determines whether the subject receives 
positive or negative feedback. (b) Feedback is used to adapt behavior through trial-and-error. On Trial 1, pressing 
the left button when the apple stimulus is presented, results in negative feedback. This implies that when the apple 
is presented again (Trial X), the participant has to press the right button to receive positive feedback.
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Pavlovian) learning, as learning depends on the learner’s behavior. However, S-O learning may addi-
tionally be supported by Pavlovian processes. In most chapters in this thesis I have investigated S-R-O 
learning, but the research described in Chapter 4 was specifically focused on the behavioral difference 
between S-O and S-R-O learning.

REINFORCEMENT LEARNING IN ThE bRAIN

Two sets of brain areas are thought to be underlying reinforcement learning behavior: the striatum 
and the frontal cortex (for reviews see, e.g., Maia, 2009; Rushworth, Noonan, Boorman, Walton, & 
Behrens, 2011). The striatal parts of this system have mainly been related to bottom-up, model-free 
learning, whereas the frontal parts are especially important for high-level, model-based learning (Daw 
et al., 2005; Frank & Claus, 2006; Gläscher et al., 2010). The striatum is the main input center of the 
basal ganglia and consists of the nucleus accumbens, the caudate nucleus and the putamen (Figure 
1.2a). It has an important role in the valuation and evaluation of stimuli and outcomes to guide cur-
rent and future behavior (Liljeholm & O’Doherty, 2012). The striatum receives phasic inputs from the 
dopaminergic midbrain nuclei, which signal the subjective prediction error: the difference between 
the subjective values of the expected and actual outcomes (Glimcher, 2011; Schultz, 2013). These do-
paminergic signals are thought to be used by the striatum (in corporation with other parts of the basal 
ganglia) to strengthen the relevant association and weaken irrelevant associations (Frank et al., 2004; 
Frank, 2005). Striatal activation is also seen in relation to increased motivational or physical stimulus 
salience (Metereau & Dreher, 2013; Zink, Pagnoni, Chappelow, Martin-Skurski, & Berns, 2006), but 
whether these salience signals are also based on dopaminergic activity is less clear.

Important parts of the frontal cortex for learning are the medial frontal cortex (MFC, usually 
considered to comprise the pre-supplementary motor area, pre-SMA, and anterior cingulate cortex, 
ACC), orbitofrontal cortex (OFC), dorsolateral prefrontal cortex (dlPFC), and anterior prefrontal or 
frontopolar cortex (aPFC; Figure 1.2b). MFC monitors ongoing actions and outcomes to adaptively 
adjust behavior (Ridderinkhof, Ullsperger, Crone, & Nieuwenhuis, 2004; Ullsperger, Fischer, Nigbur, & 
Endrass, 2014): Areas in MFC signal both response errors and negative performance outcomes. It is 
likely one of the core structures to signal the need for behavioral adjustment (Amiez, Hadj-Bouziane, 
& Petrides, 2012; Hester, Barre, Murphy, Silk, & Mattingley, 2008). Activation in MFC is thought to be 
especially important for action-based learning, in contrast to OFC, which is thought to be involved in 
value-based learning (Botvinick, 2007; Rushworth, Behrens, Rudebeck, & Walton, 2007). Indeed, OFC 
plays an important role in computing the values of different choice alternatives, which are used for 
outcome prediction to support learning (Amiez et al., 2012; Elliott, 2000; Frank & Claus, 2006; Stott & 
Redish, 2014). Computations in OFC seem to be especially important when the values that have to be 
computed and integrated depend on the decision context, to support learning in more uncertain or 
complex environments (Jones et al., 2012; McDannald, Lucantonio, Burke, Niv, & Schoenbaum, 2011; 
Walton, Chau, & Kennerley, 2015).
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1

DlPFC is another important area for more complex, model-based learning, as it has been dem-
onstrated to signal state predicti on errors (Gläscher, Hampton, & O’Doherty, 2009; O’Doherty, Lee, 
& McNamee, 2015). More generally, dlPFC appears to operate on a higher level to adjust decision-
making strategies to changing contexts and demands (Lee & Seo, 2007). Indeed, larger acti vity in 
lateral PFC is seen when informati on needs to be integrated over a longer period of ti me to achieve a 
higher-level goal (McClure, Laibson, Loewenstein, & Cohen, 2004; Tanaka et al., 2004, 2006) and with 
lower predictabiliti es of rewards (Huett el, Song, & McCarthy, 2005; Koch et al., 2008; Satt erthwaite 
et al., 2007). DlPFC is also a core structure to support working memory (Cohen et al., 1997; Curti s & 
D’Esposito, 2003; Rypma, Prabhakaran, Desmond, Glover, & Gabrieli, 1999), the maintenance and ma-
nipulati on of new and already-stored informati on for short periods of ti me. Indeed, individual working 
memory capacity has been demonstrated to correlate with learning success (Collins & Frank, 2012). 
APFC is likely involved in what may be considered the most high-level aspects of learning behavior. It 
has been demonstrated to support the balance between explorati on and exploitati on and to track the 
values of unchosen response alternati ves (Boorman, Behrens, & Rushworth, 2011; Boorman, Behrens, 
Woolrich, & Rushworth, 2009; Cavanagh, Figueroa, Cohen, & Frank, 2012; Daw, O’Doherty, Dayan, 
Seymour, & Dolan, 2006). Additi onally, aPFC may functi on as the arbitrator deciding whether the 

Putamen
Caudate
nucleus

Nucleus
accumbens

STRIATUM

FRONTAL CORTEX

Nucleus
accumbens

Caudate 
nucleus

Putamen

Orbitofrontal
cortex

Medial frontal
cortexMedial frontal

cortex
Dorsolateral
prefrontal cortex

Dorsolateral
prefrontal cortex

a

b

Caudate
nucleus

Anterior 
prefrontal
cortex

Figure 1.2 – Network of brain areas underlying reinforcement learning behavior. Important parts of the reinforce-
ment learning network in the brain are (a) the striatum, consisti ng of the caudate nucleus, nucleus accumbens, and 
putamen, and (b) frontal corti cal areas, including medial frontal cortex, orbitofrontal cortex, dorsolateral prefrontal 
cortex, and anterior prefrontal cortex.
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model-free or model-based system is favored to carry out a decision (Daw et al., 2005; Lee, Shimojo, 
& O’Doherty, 2014).

The striatum and frontal cortex are heavily connected, both structurally and functionally (Di Mar-
tino et al., 2008; Haber & Knutson, 2010). The connections between these two groups of structures 
are organized in a looping manner, with loops travelling from ventral to dorsal sides of both regions 
(Figure 1.3; Haber & Knutson, 2010; Haruno & Kawato, 2006b): Ventral parts of the striatum are con-
nected mainly with ventral parts of the frontal cortex, and more dorsal parts of the striatum with 
dorsal cortical areas. In line with the separate functions described above, these loops are thought to 
support different aspects of learning and the learning of different kinds of associations as they go from 
ventral to dorsal (de Wit et al., 2012; Haber & Knutson, 2010; Haruno & Kawato, 2006b; Liljeholm & 
O’Doherty, 2012): The most ventral parts, the ventral striatum and OFC, are important for valuation 
and value-based learning. The more central parts, caudate nucleus, MFC, and dlPFC, are important 
for action-based learning and signaling and shaping the required adjustments. Finally, at the dorsal 
end, (pre)motor cortex and putamen support habit learning and the implementation and execution of 
selected responses. Besides the looping connections between striatum and frontal cortex, there are 
also horizontal connections at each level, connecting the different loops and allowing the integration 
of reward-related information with action selection (Haber & Knutson, 2010).

a b

Figure 1.3 – Organization of connections between the striatum and frontal cortex. (a) The striatum and frontal corti-
cal areas are thought to be organized in a looping manner, with loops travelling from ventral to dorsal sides of both 
regions. (b) The loops also support different kinds of learning, with value-based learning at the ventral end, action-
based learning in the center, and habit learning at the dorsal end. With learning, associations shift from ventral to 
dorsal loops (figure adapted from Haber & Knutson, 2010).
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1ChANGES IN REINFORCEMENT LEARNING wITh AGING

Age-related changes in reinforcement learning behavior

Aging induces significant changes in both behavior and the brain. Although older adults are still very 
capable of reinforcement learning, learning success declines with age, even in healthy aging (see, 
e.g., Bellebaum, Kobza, Thiele, & Daum, 2011; Eppinger, Herbert, & Kray, 2010; Hämmerer, Li, Müller, 
& Lindenberger, 2011; Mell et al., 2005; Pietschmann, Simon, Endrass, & Kathmann, 2008; Weiler, 
Bellebaum, & Daum, 2008): Older adults do not reach the same level of accuracy as young adults (at 
least not within the number of experiences provided by the task), they need more trials to reach a 
predefined criterion of learning, they make more errors, and their reaction times are slower.

Interestingly, not all studies show differences in reinforcement learning success between young 
and older adults. In some studies learning accuracy is comparable in the two groups (Bellebaum, 
Rustemeier, & Daum, 2012; Fera et al., 2005; Kolev, Falkenstein, & Yordanova, 2005; Pietschmann, En-
drass, Czerwon, & Kathmann, 2011), or the exclusion of participants that do not learn at all equalizes 
performance between age groups (Bellebaum et al., 2011; Simon, Howard, & Howard, 2010; Weiler et 
al., 2008). However, even when accuracy is equal between age groups, reaction times remain slower in 
older than young adults. Indeed, older adults are generally known to more strongly prioritize accuracy 
over response speed compared to young adults (Smith & Brewer, 1995; Starns & Ratcliff, 2010).

Relatedly, the extent to which learning decreases with age seems to depend on a variety of task 
characteristics (Eppinger, Hämmerer, & Li, 2011; Hämmerer & Eppinger, 2012). These characteristics 
comprise both the kind of behavior that has to be learned or adjusted, and the kind of information 
that is provided as feedback. For example, learning accuracy in older adults differs depending on 
whether learning is observational or active (Bellebaum et al., 2012; Schmitt-Eliassen, Ferstl, Wiesner, 
Deuschl, & Witt, 2007; Schott et al., 2007), whether feedback is probabilistic or not (Eppinger, Kray, 
Mock, & Mecklinger, 2008), whether previous choices have to be taken into account (Worthy, Gorlick, 
Pacheco, Schnyer, & Maddox, 2011; Worthy & Maddox, 2012), and whether participants have to rely 
on model-based or model-free learning (Eppinger, Walter, Heekeren, & Li, 2013).

The fact that age effects on learning vary with task and feedback characteristics reflects a more 
fundamental property of aging: the effects of aging on cognition and the brain generally demonstrate 
large inter-individual variability (Rapp & Amaral, 1992). In addition to individual differences in cognitive 
and brain systems even before the onset of age-related changes, individuals differ in which specific 
cognitive processes and brain systems are affected at which stage of aging and at which pace (see, e.g., 
Raz, Ghisletta, Rodrigue, Kennedy, & Lindenberger, 2010; Wilson et al., 2002). Finally, individuals may 
compensate for the changes in their behavior and brain with age, either through strategy adjustments 
(Lemaire, 2010), shifts in perspective taking and determining priorities (Reed & Carstensen, 2012), or 
compensation through the use of other brain areas and cognitive processes (Park & Reuter-Lorenz, 
2009; Reuter-Lorenz & Cappell, 2008). The research described in Chapter 4 and especially Chapter 6 in 
the current thesis capitalized on the individual differences in older adults.
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Age-related changes in the brain networks underlying reinforcement learning

Aging is associated with anatomical and functional declines in the brain. With age, gray-matter volume 
decreases and white-matter connectivity becomes weaker (Burzynska et al., 2010; Giorgio et al., 2010; 
Raz et al., 2005). The integrity of the frontal cortex seems to be especially affected, both in terms of 
gray (Bennett, Madden, Vaidya, Howard, & Howard Jr., 2010; Salat et al., 2009) and white matter (Kal-
pouzos et al., 2009; Raz et al., 2010). Additionally, age-related declines in DA are prominent. Normal 
aging causes a decrease in dopamine binding throughout the whole brain and especially in the basal 
ganglia, declining from late adulthood onwards with about 7% per decade (Bäckman, Lindenberger, Li, 
& Nyberg, 2010; Bäckman, Nyberg, Lindenberger, Li, & Farde, 2006; Reeves, Bench, & Howard, 2002). 
Thus, age-related changes in brain structure and functionality are particularly pronounced in the areas 
and systems that are thought to support reinforcement learning. These structural changes in the brain 
with age seem to affect large-scale functional brain connectivity (Andrews-Hanna et al., 2007). Ad-
ditionally, relations between age-related changes in the brain and behavior have been demonstrated 
for a multitude of cognitive functions (Bennett, Motes, Rao, & Rypma, 2012; Grieve, Williams, Paul, 
Clark, & Gordon, 2007; Kennedy & Raz, 2009; Zimmerman et al., 2006). How age-related changes in 
brain connectivity are related to changes in reinforcement-learning behavior has been the topic of the 
research described in Chapters 5 and 6.

INVESTIGATING FUNCTIONAL AND STRUCTURAL bRAIN CONNECTIVITY

As outlined in the previous sections, the current literature identifies a number of brain areas that are 
important for successful reinforcement learning, which are strongly interconnected. However, only 
when these brain areas are able to communicate successfully, appropriate behavioral adjustments 
can be achieved. Successful communication and integration of information between brain areas 
depends on the quality of their structural and functional connections. Structural connectivity refers to 
the presence and density of physical, white-matter connections between the neuronal ensembles in 
the separate brain areas. Functional connectivity refers to the quality of the exchange of information 
between brain areas, often thought of as the use of these connections. Indeed, the quality of both 
structural and functional brain connections has been related to the quality of cognitive and behavioral 
processes (Kanai & Rees, 2011; Sauseng & Klimesch, 2008). In the next sections, two measures of 
functional and structural connectivity that have been used in the current thesis will be explained in 
more detail: oscillatory synchrony (functional connectivity) and white-matter tract strength (structural 
connectivity).

Oscillatory network communication

Oscillations are rhythmic fluctuations in the excitability of neurons (Buzsáki & Draguhn, 2004; Wang, 
2010). When activity in a population of neurons fluctuates coherently, the changes in the field 
potential can be measured outside the skull with electroencephalography (EEG, Chapters 2 and 4) 
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1or magnetoencephalography (MEG, Chapter 3) as oscillations (Buzsáki, Anastassiou, & Koch, 2012). 
Whereas EEG measures the summed electrical fields of populations of neurons, MEG measures the 
magnetic fields that are induced by these electrical fields.

Oscillations can be described with three defining characteristics: their frequency, power, and 
phase. The frequency of an oscillation is the number of cycles (repetitions of a peak and a trough) per 
unit of time, usually expressed in the number of cycles per second with unit Hertz (Hz). The power of 
an oscillations refers to the amplitude of the peaks and troughs, which can be conceptualized as the 
activation magnitude in the underlying brain regions. The phase of an oscillation is the instantaneous 
angle, or the point in the oscillatory cycle at a specific moment in time. Thus, phase indicates the state 
of a neural network within the fluctuation of excitation and inhibition that the oscillation consists of.

Phase information can be used to compute two separate measures: local phase coherence and 
inter-site phase synchrony. Local phase coherence is thought to occur when over trials the oscillations 
measured at one specific electrode or sensor demonstrate the same phase at the same time point after 
an internal or external event. Inter-site phase synchrony is the consistency over trials in the phase dif-
ference between oscillations measured at different locations over the brain at same time point after an 
event. Thus, two brain areas are thought to be phase synchronous when oscillations from both brain 
regions with the same frequency demonstrate a consistent phase relation (note that phase synchrony 
can also be computed over time rather than trials, but this method was not used in the current thesis).

A more in-depth introduction into the neurobiology, measurement, analysis, and interpretation 
of brain oscillations as measured with EEG and MEG and their importance for understanding cognition 
is provided in the Appendix. Oscillatory dynamics underlying reinforcement learning were assessed in 
the research described in Chapters 2, 3, and 5 of the current thesis.

Structural white-matter connectivity

Neurons in the brain are connected through their axons (output) and dendrites (input). Because the 
axons are surrounded by myelin they look white compared to the darker color of the (groups) of cell 
bodies that they connect, both in the real brain and on magnetic resonance imaging (MRI) scans. 
Extracting the diffusion tensors of diffusion-weighted MRI scans (diffusion-tensor imaging (DTI) or 
diffusion-weighted imaging (DWI)) allows the quantification of the extent to which hydrogen mol-
ecules in the brain are restricted in their free movement by the presence of white matter (anisotropy). 
The fractional anisotropy (FA) value can be computed to quantify the density of the white matter 
present in each voxel of the brain. Diffusion information can also be used to infer with probabilistic 
tractography how specific, continuous white-matter connections connect different voxels and brain 
areas, and what the integrity of these connections is. Correlating these tract values with a cognitive 
or behavioral measure allows the investigation of the specific tracts that likely support success on this 
measure. Structural white-matter connectivity was assessed with diffusion-weighted MRI scans and 
probabilistic tractography in the research described in Chapter 6 of the current thesis.
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AIMS AND OUTLINE OF ThE PRESENT ThESIS

Although the previous sections demonstrate that substantial knowledge exists about the brain network 
that is involved in reinforcement learning, what remains unknown is how this network communicates 
the need for behavioral adjustment and the implementation of these adjustments. Therefore, the 
first aim of the present dissertation was to investigate the structural and functional brain connectivity 
underlying successful reinforcement learning: when medial frontal cortex and the striatum signal an 
unwanted outcome, how is this communicated to other brain areas and how is behavior adjusted for 
the next encounter of the same situation?

Oscillatory brain dynamics seem to be a likely mechanism to support this communication. Gener-
ally, oscillations in the theta band (4-8 Hz) have been indicated to be more prominent after negative 
compared to positive performance feedback (Cavanagh, Frank, Klein, & Allen, 2010; Christie & Tata, 
2009; Marco-Pallarés et al., 2008), and synchrony in theta-band oscillations between brain areas has 
been observed in situations in which increased behavioral control is required, such as after response 
errors and after negative feedback (Cavanagh, Cohen, & Allen, 2009; Cavanagh et al., 2010; Cohen, van 
Gaal, Ridderinkhof, & Lamme, 2009). Therefore, in the studies in the first part of this thesis, Chapters 
2 and 3, we focused on the functional, oscillatory connectivity underlying feedback processing and 
behavioral adjustment, and this investigation was continued in the research described in Chapter 5.

More specifically, in Chapter 2 we examined how the brain signals and implements the need for 
behavioral adjustment after feedback reception. We measured EEG while participants performed a 
time-estimation task, in which they were required to learn after which time interval they had to press 
a button. We focused on how differences in theta- and beta-band oscillatory dynamics at electrodes 
over medial frontal cortex and other frontal, task-relevant brain areas were related to trial-to-trial 
behavioral adaptations. Additionally, we investigated theta-band oscillatory phase synchrony between 
those electrodes.

In Chapter 3, we investigated how the need for behavioral adjustments as signaled by frontal 
cortex affects processing in other task-relevant brain areas, such as lower-level stimulus processing 
areas. To this end, participants performed a task in which they had to learn the correct mappings 
between different stimuli and two response buttons using trial-and-error, either based on the face 
or the color information in the stimulus. We now acquired MEG rather than EEG scans during task 
performance to be able to spatially separate processing of these two types of information. We used a 
spatial filter (beamforming) to reconstruct likely sources of feedback-related oscillatory dynamics and 
investigate how they interacted with task-relevant stimulus-processing areas.

Aging has been demonstrated to affect many aspects of the brain network supporting reinforcement 
learning. However, the evidence directly relating these changes in the integrity of this network to 
reinforcement learning success remains scant. Therefore, the second aim of this thesis was to examine 
how age-related changes in the functional and structural connectivity supporting reinforcement learn-
ing, and the individual differences therein, are related to changes in reinforcement learning behavior. 
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1Thus, in the second part of this thesis the focus shifts to changes in reinforcement learning with 
healthy aging.

In Chapter 4 we first focused on outlining changes in learning behavior with age. A core feature of 
performance feedback is its valence: whether the outcome is rewarding or punishing for the receiver. 
In this chapter we investigated age-related changes in learning from positive versus negative feedback, 
and how these effects depended on feedback magnitude, on whether S-R(-O) or S-O associations had 
to be learned, and on individual working memory capacity.

Chapter 5 is strongly related to chapters 2 and 3, but now we focused on age-related changes in 
the oscillatory dynamics underlying feedback processing and implementation. Young and older adults 
again performed a task in which they had to learn the correct associations between multiple stimuli 
and two response buttons by trial-and-error while we measured EEG. In addition to task-related oscil-
latory dynamics, in this chapter we also measured resting-state EEG. This allowed us to investigate 
whether age-related changes in feedback processing were task-specific, or whether they reflected 
more general changes in oscillatory brain dynamics with age.

Finally, in Chapter 6 we focused on structural rather than functional connectivity. Here, we inves-
tigated how the integrity of the structural connections between striatum and frontal cortex are related 
to individual and age-related differences in reinforcement learning success. To this end, we applied 
probabilistic tractography to diffusion-weighted MRI scans and related individual tract-strength values 
to probabilistic learning success under easy and difficult learning conditions.

Chapter 7 presents the Conclusions and Discussion, integrating the results from the different 
empirical chapters. In this chapter I have evaluated how the combined set of findings adds to our 
knowledge about brain dynamics underlying successful reinforcement learning and age-related 
changes therein.

Note that the studies reported in chapters 2, 4, 5, and 6 and the material in the Appendix have 
been published or have been submitted for publication. Because these chapters and appendix are 
incorporated in the current thesis in their final or submitted form, there may be slight differences in 
the used terminology, and there will be some overlap in the background information that is provided.
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AbSTRACT

Frontal oscillatory dynamics in the theta (4-8 Hz) and beta (20-30 Hz) frequency bands have been 
implicated in cognitive control processes. Here we investigated the changes in coordinated activity 
within and between frontal brain areas during feedback-based response learning. In a time-estimation 
task, participants learned to press a button after specific, randomly selected time intervals (300-2000 
ms) using the feedback after each button press (correct, too fast, too slow). Consistent with previ-
ous findings, theta-band activity over medial frontal scalp sites (presumably reflecting medial frontal 
cortex activity) was stronger after negative feedback, whereas beta-band activity was stronger after 
positive feedback. Theta-band power predicted learning only after negative feedback, and beta-band 
power predicted learning after positive and negative feedback. Further, negative feedback increased 
theta-band inter-site phase synchrony (a millisecond-resolution measure of functional connectivity) 
among right lateral prefrontal, medial frontal, and sensorimotor sites. These results demonstrate the 
importance of frontal theta- and beta-band oscillations and inter-site communication in the realization 
of reinforcement learning.
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INTRODUCTION

Medial frontal cortex (MFC) monitors ongoing actions and their outcomes to adjust behavior adap-
tively (Ridderinkhof, Ullsperger, Crone, & Nieuwenhuis, 2004). More specifically, MFC activity has been 
related to conflict monitoring (Botvinick, Cohen, & Carter, 2004), cost-benefit analyses (Kennerley, 
Walton, Behrens, Buckley, & Rushworth, 2006; Rushworth, Behrens, Rudebeck, & Walton, 2007), and 
the evaluation of outcome history and modification of action values and selection (Gehring & Wil-
loughby, 2002; Holroyd & Coles, 2002; Nieuwenhuis, Holroyd, Mol, & Coles, 2004). Although often 
considered separate and conflicting, these different functions may be part of a general action optimi-
zation learning function (Botvinick, 2007). When an action or outcome is suboptimal and MFC signals 
a need for adjustment, this also appears to lead to an increase in cognitive control, possibly via the 
additional recruitment of lateral prefrontal cortex (PFC) (Kerns, 2006; Kerns et al., 2004; Ridderinkhof 
et al., 2004). Lateral PFC is assumed to adjust higher level decision-making strategies to changing 
contexts and demands, and to integrate information over time (Lee & Seo, 2007; McClure, Laibson, 
Loewenstein, & Cohen, 2004; Tanaka et al., 2006).

Although the general knowledge about the roles of MFC and lateral PFC in action-outcome 
learning or feedback-based learning seems considerable, the question remains how these areas com-
municate the necessity and implementation of cognitive control and behavioral adjustment. Changes 
in oscillatory activity within brain regions, and synchrony of oscillations between brain regions, may 
be important measures of underlying mechanisms (Akam & Kullmann, 2010; Fries, 2005; Gregoriou, 
Gotts, Zhou, & Desimone, 2009; Wang, Spencer, Fellous, & Sejnowski, 2010; Womelsdorf et al., 2007). 
Several characteristics of brain oscillations constitute differing and valuable sources of information 
about the dynamics within and between brain areas: (1) Oscillatory power (amplitude) represents the 
activation magnitude in a brain area, (2) Inter-trial phase coherence signifies the timing of oscillations 
within a brain area over trials, and (3) Inter-site phase synchrony is the similarity in timing of oscilla-
tions in different brain areas.

Studies into the role of brain oscillations in conflict and reward situations demonstrate the rel-
evance of oscillations in the theta band (4-8 Hz) for processing errors and losses. MFC theta power 
and inter-trial phase coherence increase more after errors or negative performance feedback than 
after successful trials or positive feedback (Cavanagh, Cohen, & Allen, 2009; Cavanagh, Frank, Klein, 
& Allen, 2010; Christie & Tata, 2009; Cohen, Elger, & Ranganath, 2007; Cohen, 2011a; Cohen, Rid-
derinkhof, Haupt, Elger, & Fell, 2008; Luu & Tucker, 2001; Luu, Tucker, & Makeig, 2004; Marco-Pallarés 
et al., 2008; Marco-Pallarés et al., 2009; Trujillo & Allen, 2007). Lateral PFC theta power also increases 
after errors compared to successful trials (Cavanagh et al., 2009, 2010; Luu et al., 2004). Moreover, 
theta-band inter-site phase synchrony between MFC and lateral PFC increases after errors (Cavanagh 
et al., 2009, 2010), suggesting increased communication between these areas. Frontal oscillatory 
theta-band activity also predicts post-error slowing and post-correct speeding (Cavanagh et al., 2009, 
2010), and model-derived prediction errors (Cavanagh et al., 2010). Thus, when feedback implies an 
unfavorable outcome and a possible need to adjust behavior, theta-band oscillations in the frontal 
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network appear to be involved in communicating that message and implementing both task-specific 
and task-general adjustments.

Whereas theta-band oscillations are involved in processing negative feedback, positive feed-
back can induce an increase in higher beta or lower gamma power (20-30 Hz) (Cohen et al., 2007; 
Marco-Pallarés et al., 2008; Marco-Pallarés et al., 2009). This beta-band activity is often but not always 
observed, whereas the theta-band oscillations elicited by negative feedback are more consistently 
observed. The increase in beta-band activity appears to be induced specifically when positive feed-
back contains valuable information for the subject, for example a monetary win (Marco-Pallarés et al., 
2008; Marco-Pallarés et al., 2009) or a correct response in a learning situation (Cohen et al., 2007). 
This is in line with the recent suggestion by Engel and Fries that beta-band oscillations signal the 
tendency to maintain ‘the status quo’ (Engel & Fries, 2010), such that increases in beta-band activity 
promote the existing motor or cognitive set through endogenous top-down influence.

If MFC and PFC oscillations are indeed underlying action-outcome learning, they should be re-
lated not only to alterations of attention and predictions, but also to subsequent behavioral changes. 
Only a small number of studies investigated the influence of activations in MFC and lateral PFC on 
next-trial performance (Cavanagh et al., 2010; Chase, Swainson, Durham, Benham, & Cools, 2011; 
Cohen & Ranganath, 2007; Hester, Barre, Murphy, Silk, & Mattingley, 2008; Philiastides, Biele, Vavat-
zanidis, Kazzer, & Heekeren, 2010; Yasuda, Sato, Miyawaki, Kumano, & Kuboki, 2004). Although most 
of these studies suggest that the level of MFC activity scales with the prediction error and predicts 
behavioral adjustment, a direct link between frontal oscillations and behavioral learning has not yet 
been reported.

Therefore, in the current study we investigated how oscillatory dynamics in the theta- and beta-
bands over MFC and lateral PFC (measured through surface EEG) were related to response learning 
and behavioral adjustment. Consistent with the observation that the level of MFC hemodynamic activ-
ity after errors is larger when the next trial is successful compared to when the next trial is another 
error (Hester et al., 2008), we hypothesized that larger increases in both MFC theta-band power and 
inter-trial phase coherence after errors would also predict learning. Moreover, we expected larger 
increases in lateral PFC theta-band power and inter-trial phase coherence, and in theta-band oscil-
latory inter-site phase synchrony between MFC and lateral PFC after errors as an implementation of 
cognitive control (Cavanagh et al., 2009, 2010). Because beta-band power was hypothesized to signal 
the importance of the continuation of the current situation, we expected increases in beta power to 
predict learning from positive feedback.

Results from EEG and MEG source-imaging studies suggest that the theta-band oscillations mea-
sured at medial frontal scalp sites might originate from MFC (i.e., anterior cingulate or supplemental 
motor area) (Christie & Tata, 2009; Cohen, 2011a; Keil, Weisz, Paul-Jordanov, & Wienbruch, 2010; Luu 
& Tucker, 2001; Luu et al., 2004). This is confirmed by intracranial measurements from the human MFC 
(Cohen et al., 2008; Wang, Ulbert, Schomer, Marinkovic, & Halgren, 2005).

In the current study, participants performed a time-estimation task in which they had to use 
feedback to learn the correct time delay after which to press a button. This enabled us to study 
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learning between consecutive trials. Besides MFC and lateral PFC we added the contralateral cortical 
motor system as an area of interest because it implements the selected action and may be involved 
in processing feedback signals (Cohen & Ranganath, 2007). Motor control over the hand muscles 
induces changes in beta- and gamma-band oscillations (15-80 Hz) within the sensorimotor system 
and in cortico-muscular coupling (Kilner, Baker, Salenius, Hari, & Lemon, 2000; Mima & Hallett, 1999; 
Schoffelen, Oostenveld, & Fries, 2005). Cortico-muscular coupling with frontal brain areas varies with 
the required kind of control (Babiloni et al., 2008). Therefore, we explored whether cortico-muscular 
inter-site phase synchrony might also reflect feedback learning. For comparability with previous stud-
ies, the feedback-related negativity (FRN) was also analyzed, an event-related potential (ERP) elicited 
by valenced performance feedback (Holroyd & Coles, 2002; Miltner, Braun, & Coles, 1997).

METhODS AND MATERIALS

Subjects

Twenty-four right-handed first-year psychology students at the University of Amsterdam (11 male; 
mean age 21.7 years, range 18-29) participated in this experiment for course credits. They gave in-
formed consent before participation. All procedures were executed in compliance with relevant laws 
and institutional guidelines and approved by the local ethics committee.

Task

Participants performed a reinforcement-learning task (Figure 2.1a), in which they had to learn when 
to press a button with the right thumb. The computer randomly selected a target reaction time (RT) 
between 300 and 2000 ms. Participants were instructed to learn to press the button at this target 
time by trial-and-error using feedback. A dot was presented until the response was made (max. 2500 
ms). 500 ms after the button press, feedback was presented for 1000 ms. A varying inter-trial interval 
of 700-1200 ms separated trials. Responses in a 400 ms window surrounding the target time (±200 
ms) were taken as correct. When a new target time was selected, this window decreased by 5% if 
participants were correct more than 70% of the last 15 trials, and increased by 5% if they were incor-
rect more than 70% of the last 15 trials.

Feedback consisted of a smiley face (correct), an upward arrow (speed up), or a downward arrow 
(slow down), and the number of points gained or lost. On correct trials, participants were rewarded 
two points. This amount increased one point per consecutive correct trial, with a maximum of six 
points. On incorrect trials participants lost one point. If participants did not respond while the dot was 
on screen a message was presented that no response was detected.

Two counters determined when a new target time was selected. A “success” counter increased 
on every correct trial and decreased on every incorrect trial, but never went below zero. An “error” 
counter increased on incorrect trials if the “success” counter was at zero, and decreased on correct 
trials if its value was larger than two. If one of the counters reached five, a new target time was 
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selected. Eff ecti vely, this meant that parti cipants had to be either correct or incorrect at least fi ve 
ti mes for a new target ti me to be selected. During the task subjects were not noti fi ed when the target 
ti me changed. New target ti mes were selected at random with the excepti on that consecuti ve target 
windows could not overlap. We refer to a series of trials with the same target ti me as a “block.” We 
categorized blocks as learned or non-learned depending on whether the “success” or “error” counter 
reached fi ve.

The task consisted of 600 trials. Figure 2.1b displays behavior from one subject on the fi rst 100 tri-
als to illustrate the dynamics of the task. Self-paced rest breaks were given between target ti mes and 
at least 50 trials apart. Parti cipants performed 50 trials of training. The enti re experiment, including 
ti me to set up, lasted approximately 2 h.

Behavioral analyses and experimental conditi ons

The last trial of each block was excluded because feedback on the following trial was based on a new 
target ti me. Diff erences in average RT adjustments aft er each possible feedback (positi ve, speed up or 
slow down) were tested with a 1-way ANOVA using SPSS 15.0 soft ware. To confi rm that learning only 
took place in the blocks that were classifi ed as learned blocks, for each block we separated the trials 
into four bins according to the order of presentati on (fi rst quarter of trials in fi rst bin, second quarter 
of trials in second bin, etc.). For each bin we computed the diff erence between the average RT of the 
trials in the bin and the target window (zero if the RT was within the window). The average diff erence 
scores per bin were subjected to a 4 (Bin: 1–4) × 2 (Learning: yes, no) repeated-measures ANOVA. 
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Because we expected participants to need some time (and thus, trials) to learn a new target time, 
we predicted that the difference between average RTs and target window in the learned blocks but 
not in the non-learned blocks would decrease over time (bins). Only trials from learned blocks were 
included in ERP and oscillation analyses. These trials were separated into four conditions: incorrect 
trials followed by incorrect trials, incorrect trials followed by correct trials, correct trials followed by 
incorrect trials, and correct trials followed by correct trials.

Signal recording and processing

Electrophysiological data were recorded with a sampling rate of 2048 Hz from 64 scalp electrodes 
(EEG), 2 ocular electrodes (VEOG), 2 electrodes on the right abductor pollicis brevis (EMG) and 2 refer-
ence electrodes on the earlobes, using a BioSemi ActiveTwo system. Data were preprocessed with 
the EEGLAB toolbox (Delorme & Makeig, 2004) in Matlab (The MathWorks, Natick, MA). Data were 
downsampled to 512 Hz and a 1.0 Hz high-pass filter was applied. All data were re-referenced to the 
average of the earlobe electrodes. Cue-locked epochs of −1500 ms pre-cue until 4200 ms post-cue 
were extracted (epoch end at least 1200 ms after feedback onset). Baseline correction was applied 
by aligning the time series to the average amplitude in a −400 to −200 ms pre-cue interval. Trials with 
movement or other artifacts in the EEG signal were manually removed. After independent component 
analysis, blink and noise components were manually selected and removed. The resulting data were 
converted to current source density (CSD; Kayser & Tenke, 2006) to increase spatial selectivity and 
minimize volume conduction. CSD acts as a spatial high-pass filter, significantly improves topographical 
localization of surface EEG (Srinivasan, Winter, Ding, & Nunez, 2007), and is appropriate for inter-site 
phase synchronization analyses (Cavanagh et al., 2009). Nonetheless, it does not solve the inverse 
problem or allow us to unambiguously determine the origin of the topographical dynamics. After 
exclusion of non-learned blocks and trials with blinks or artifacts, the number of trials (SD) per condi-
tion was 68.38 (19.24) for incorrect followed by incorrect trials, 82.04 (14.87) for incorrect followed 
by correct trials, 54.88 (10.08) for correct followed by incorrect trials and 148.08 (32.78) for correct 
followed by correct trials. The smallest number of trials in any condition in any subject was 27.

Event-related potential analyses

To investigate the FRN, the data per epoch were response-locked (this also means feedback-locking, 
because the response-feedback delay was a fixed 500 ms). ERP values per condition from channel 
FCz were averaged over a 200-300 ms post-feedback window and entered into a 2 (Current success: 
correct, incorrect) X 2 (Next-trial success: correct, incorrect) repeated-measures ANOVA. The time 
window selection was based on existing literature (Holroyd & Coles, 2002; Miltner et al., 1997) and 
visual inspection of FCz ERPs. Greenhouse–Geisser corrections were applied.
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Oscillation analyses

Time-frequency decomposition
Time-frequency characteristics were extracted from the data using custom-written Matlab routines 
(Cavanagh et al., 2009; Cohen et al., 2008). To study the oscillatory dynamics of the electrophysi-
ological data, single-trial cue-locked data were convolved with a family of complex Morlet wavelets, 
defined as Gaussian-windowed complex sine waves: ei2πft * e−t2/(2*σ), where i is the complex operator, t is 
time, f is frequency, which increased from 2 to 40 Hz in 40 logarithmically spaced steps, and σ defines 
the width of each frequency band and was set to 4/(2πf). From the resulting complex signals of every 
epoch we extracted estimates of power and phase angles twice: once from the cue-locked complex 
signal and once from the response-locked complex signal. Power is defined as the modulus of the re-
sulting complex signal Z(t) (power time series: p(t) = real[z(t)]² + imag[z(t)]²). Because power decreases 
with increasing frequencies (Power Law), response-locked power was normalized with a conversion 
to decibel scale (10*log10[power/baseline], with a cue-locked −500 to −200 ms pre-cue baseline). 
Phase angle is defined as Φt = arctan(imag[z(t)]/real[z(t)]). Phase angle values were used to compute 
inter-trial phase coherence and inter-site phase synchrony. Inter-trial phase coherence represents the 
extent to which phase angles take on similar values across trials at each time/frequency point. It is 
defined as |1/n * ∑n

t=1e
iφt|, where n is the number of trials, t is trial, i is the complex operator and φ the 

phase angle at each time point. Inter-site phase synchrony represents the extent to which phase angle 
differences between electrodes are consistent over trials at each time/frequency point. It is defined as 
|1/n * ∑n

t=1e
i(φjt−φkt)|, where j and k are two electrodes. Baseline inter-trial phase coherence and inter-site 

phase synchrony (cue-locked −500 to −200 ms pre-cue condition-specific baseline) were subtracted 
from the response-locked inter-trial phase coherence and inter-site phase synchrony. Because any 
tonic differences in signal between the conditions (for example any differences caused by differing 
numbers of trials) would also influence the baselines of the different conditions, by subtracting a 
condition-specific baseline we removed tonic differences between conditions and were able to focus 
on phasic differences. Statistical analyses were performed on response-locked data. Final response-
locked epochs ranged from 500 ms pre-response (1000 ms pre-feedback) to 1500 ms post-response 
(1000 ms post-feedback).

Statistical analyses
To assess the role of theta-band oscillations in learning, statistical analyses were performed on 
theta-band power (activation magnitude) and inter-trial phase coherence (activation timing) at medial 
frontal (FCz), left lateral prefrontal (F5) and right lateral prefrontal (F6) electrodes. For both measures 
we averaged the signal per condition in the theta band (4-8 Hz). Participant- and condition-specific 
peaks were detected in a 100-500 ms post-feedback window. This peak-finding procedure allows for 
individual-specific patterns of brain activity. Average peak values from a 100 ms window (±50 ms from 
the peak) and peak latencies were entered into 2 (Current success) X 2 (Next-trial success) repeated-
measures ANOVAs.



Frontal oscillations predict feedback learning | 37

2

Based on visual inspection of the time-frequency plots of FCz we selected a band of 18-24 Hz to 
assess the role of beta power. Because sharp peaks were not observed in this frequency band, based 
on visual inspection of average beta power we entered the averaged activity from 0-300 and 300-800 
ms post-feedback windows into ANOVAs to investigate both immediate and sustained effects.

Because all responses were made with the right hand and topographical ERP maps (Figure 2.2) 
demonstrated a relatively posterior peak during the response, we selected electrode CP3 to represent 
response-related sensorimotor activity (for analyses with C3 see supplementary material). Theta-band 
inter-site phase synchrony in a 100-500 ms post-feedback window was investigated between medial 
frontal and left lateral prefrontal (FCz-F5), medial frontal and right lateral prefrontal (FCz-F6), medial 
frontal and sensorimotor (FCz-CP3), left lateral prefrontal and sensorimotor (F5-CP3), and right lateral 
prefrontal and sensorimotor electrodes (F6-CP3). Inter-site phase synchrony between CP3 and muscle 
activity was examined in a −100-300 ms peri-response window. Peaks were detected and statistics 
performed as described for theta power and inter-trial phase coherence.

incorrect correct

0 6-6
μV

incorrect - correct

Figure 2.2 – Topographical voltage maps (±50 ms around response) demonstrate a relatively posterior peak during 
the response.

RESULTS

Behavioral results: learning

Post-feedback RT adjustments differed significantly with feedback content (F(1, 23) = 832.24, p < 
0.001): A downward arrow led to an average RT increase of 360 ms (SD 68), an upward arrow to 
a decrease of 427 ms (SD 83), and after positive feedback there was a minor although significant 
increase of 22 ms (SD 25; t(23) = 4.40, p < 0.001). Of the average of 55.9 blocks (SD 6.1) more than half 
(M 35.3, SD 6.1) were learned blocks. The difference-score between RTs and target windows of the 
blocks (Figure 2.1c) demonstrated a main effect of learning (F(1,23) = 18.68, p < 0.001), a main effect 
of bin (F(1,23) = 586.97, p < 0.001), and an interaction between learning and bin (F(1,23) = 178.58, p 
< 0.001). Whereas in the non-learned blocks improvement was limited to the first bins and the target 
window was not learned consistently, in the learned blocks the difference between RTs and target 
windows approached zero over time (and thus, bins) and learning was achieved.
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Event-related potential analyses

Topographical CSD maps and condition-specific line plots (Figure 2.3) confirmed the presence of an 
FRN between 200-300 ms post-feedback, signifying an effect of current success (FCz: F(1,23) = 78.29, 
p < 0.001). There were no significant effect of next-trial success (F(1,23) = 1.73, p = 0.200) and no 
significant interaction effect (F(1,23) = 0.09, p = 0.772) in this window. In a later time window of 300-
500 ms post-feedback, there remained a significant main effect of current success (F(1,23) = 88.36, p 
< 0.001) although the direction of the effect reversed. In the later time window no effect of next-trial 
success (F(1,23) = 2.13, p = 0.158) or interaction effect (F(1,23) = 2,49, p = 0.129) were found. Thus, 
time-domain average ERPs did not predict learning.
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Figure 2.3 – Post-feedback FCz event-related potentials varied with success on the current trial. (a) Topographical 
CSD maps of the differences between correct and incorrect trials. (b) Difference between current and next correct 
and incorrect trials at FCz.

Oscillations at medial frontal scalp sites

Learning from negative feedback and activation magnitude: theta power
FCz theta power increased following feedback in all conditions, particularly between 200-500 ms 
(Figure 2.4). This increase was larger for incorrect than correct trials (F(1,23) = 39.34, p < 0.001; Figure 
2.4a), and was larger for next-correct than next-incorrect trials (F(1,23) = 5.53, p = 0.028; Figure 2.4c). 
A significant interaction effect indicated that the power increase predicted learning only on current in-
correct trials (F(1,23) = 15.76, p = 0.001). Follow-up t-tests confirmed that the increase in theta power 
predicted next-trial accuracy during current incorrect trials (t(23) = −5.20, p < 0.001) but not during 
current correct trials (t(23) = 1.38, p = 0.180). The latency of the peak of the increase in theta power 
also differentiated between current incorrect and correct trials: power peaked earlier for correct than 
incorrect trials (F(1,23) = 9.59, p = 0.005; Figure 2.4c). There was no effect of next-trial success on 
peak latency (F(1,23) = 0.34, p = 0.567) and no interaction effect (F(1,23) = 3.16, p = 0.089). Thus, 
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post-feedback FCz theta power is stronger and peaks later for current incorrect compared to correct 
trials, and predicts learning from negative feedback.

Learning from positive feedback and beta power
FCz beta power 0-300 ms post-feedback was significantly larger for next-correct trials than next-
incorrect trials (F(1,23) = 8.00, p = 0.010; Figure 2.5). There was no influence of current success in this 
time window (F(1,23) = 0.08, p = 0.780) and no interaction effect (F(1,23) = 0.02, p = 0.881). However, 
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beta power 300-800 ms post-feedback demonstrated effects of both current- and next-trial success: 
Beta power was larger for current correct than incorrect trials (F(1,23) = 13.18, p = 0.001) and larger 
for next-correct than next-incorrect trials (F(1,23) = 7.19, p = 0.013). Again no interaction effect was 
found (F(1,23) = 0.02, p = 0.887). Thus, both early and sustained post-feedback beta power were 
predictive of next-trial accuracy, but current success only affected the sustained increase.

Activation timing: theta inter-trial phase coherence
Theta-band inter-trial phase coherence at FCz was observed after feedback (Figure 2.6), and was larger 
on incorrect than correct trials (F(1,23) = 12.72, p < 0.001; Figure 2.6a). There was a main effect of 
next-trial success such that inter-trial phase coherence was larger for next-correct than next-incorrect 
trials (F(1,23) = 13.42, p = 0.001; Figure 2.6c), but no interaction with current success (F(1,23) = 0.23, 
p = 0.640) as observed for power. The latency of theta inter-trial phase coherence differed between 
current correct and incorrect trials as well: the increase peaked later for incorrect than correct trials 
(F(1,23) = 25.67, p < 0.001). The latency did not predict next-trial behavior (F(1,23) = 0.61, p = 0.445) 
and the interaction between current and next-trial success was only at trend level (F(1,23) = 2.98, p = 
0.098). Thus, theta inter-trial phase coherence was larger and peaked later for current incorrect than 
correct trials, and a larger increase in inter-trial phase coherence predicted learning.

In summary, FCz theta-band oscillations reflected current valence and predicted behavioral 
adjustments based on negative feedback. Beta-band oscillations were more pronounced after positive 
feedback and predicted learning as well.
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ence (4-8 Hz) 100-500 ms post-feedback on incorrect and correct trials. (c) Average post-feedback FCz theta-band 
inter-trial phase coherence (4-8 Hz) for current and next incorrect and correct trials.
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Oscillations at lateral prefrontal scalp sites

Feedback processing and prefrontal theta power
Theta power at electrodes F5 and F6 increased after feedback (Figure 2.7). Theta power at F6 (right 
side of the head) was significantly larger for incorrect than correct trials (F(1,23) = 6.09, p = 0.021; 
Figure 2.7a) but did not predict next-trial performance (Next trial: F(1,23) = 1.63, p = 0.214; Current 
trial * Next trial: F(1,23) = 0.70, p = 0.413). The latency of the increase in theta power at F6 did not 
demonstrate significant main effects of current success (F(1,23) = 0.77, p = 0.390) or next trial success 
(F(1,23) = 0.69, p = 0.417) and no interaction effect (F(1,23) = 2.14, p = 0.157). Although the same 
effect of current success seems visible in theta power at F5 (left side of the head; Figure 2.7b), it did 
not significantly differ across conditions (Current trial: F(1,23) = 0.91, p = 0.350; Next trial: F(1,23) = 
0.06, p = 0.817; Current trial * Next trial: F(1,23) = 0.00, p = 0.988) or latency (Current trial: F(1,23) = 
0.22, p = 0.641; Next trial: F(1,23) = 0.13, p = 0.725; Current trial * Next trial: F(1,23) = 0.05, p = 0.833).

Differences in prefrontal theta inter-trial phase coherence
Theta-band inter-trial phase coherence was observed at F5 and F6 after feedback (Figure 2.8). Inter-
trial phase coherence at F5 predicted next-trial accuracy (F(1,23) = 6.17, p = 0.021; Figure 2.8b) such 
that inter-trial phase coherence was higher on next-correct compared to next-incorrect trials. Inter-
trial phase coherence at F5 did not reflect current success (F(1,23) = 2.18, p = 0.153; Figure 2.8a) and 
the interaction between current- and next-trial success was only marginally significant (F(1,23) = 3.20, 
p = 0.087). No main effects of current success (F(1,23) = 0.93, p = 0.346) or next-trial success (F(1,23) 
= 0.30, p = 0.588) on the latency of inter-trial phase coherence at F5 were observed. There was a 
significant interaction effect between current- and next-trial success (F(1,23) = 6.54, p = 0.018).

Inter-trial phase coherence at F6 reflected current success: inter-trial phase coherence was larger 
on incorrect than correct trials (F(1,23) = 7.76, p = 0.011; Figure 2.8c). There were no significant rela-
tion with next-trial behavior (F(1,23) = 0.00, p = 0.972; Figure 2.8d) and no interaction effect (F(1,23) = 
2.43, p = 0.132). The latency of inter-trial phase coherence at F6 demonstrated a marginally significant 
effect of next-trial success (F(1,23) = 3.97, p = 0.058) with a later peak for next-correct than next-
incorrect trials. The latency did not reflect current accuracy (F(1,23) = 0.30, p = 0.590) and there was 
no interaction effect (F(1,23) = 0.08, p = 0.778).

In summary, theta-band oscillatory activity at electrode F6 only responded strongly to current 
valence. Oscillations in the same band at F5 seemed more related to next-trial success, but the effects 
in this area were less coherent.

Communication between areas: theta-band inter-site phase synchrony

Increasing control after errors: inter-site phase synchrony
Theta-band inter-site phase synchrony increased significantly for current incorrect compared to cor-
rect trials between FCz and F6 (F(1,23) = 4.75, p = 0.040; Figure 2.9a), between F6 and CP3 (F(1,23) = 
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13.18, p = 0.001; Figure 2.9b), and between FCz and CP3, although the latter effect was only marginally 
significant (F(1,23) = 3.08, p = 0.093; Figure 2.9c). No significant differences in inter-site phase synchro-
nization were observed between FCz and F5 (F(1,23) = 1.48, p = 0.236) or between F5 and CP3 (F(1,23) 
= 0.16, p = 0.694). None of the connections between brain areas predicted behavior on the next trial 
and there were no effects on the latency of the inter-site phase synchrony. This overall pattern of 
results was similar when using C3 (see supplementary material). Thus, a larger increase in oscillatory 
inter-site phase synchrony after current incorrect trials was seen only in a network of medial frontal, 
right lateral prefrontal and left sensorimotor sites.

A single cortical generator projecting to multiple scalp sites could inflate inter-site phase syn-
chrony between separate electrodes. If the synchrony dynamics between separate electrodes were 
caused by a single generator, the absolute difference in phase angle between the signals measured 
at the separate locations should be either zero (electrodes measure same side of the dipole), or π 
(electrodes measure opposite sides of the dipole). Therefore, we also computed the absolute phase 
angle differences between FCz and F6, between FCz and CP3, and between F6 and CP3 at the time 
and frequency of the participant- and electrode pair-specific peaks in theta-band inter-site phase 
synchrony in a 100-500 ms post-feedback window. T-tests confirmed that the phase angle difference 
between FCz and F6 was not zero (t(23) = 19.49, p < 0.001) or π (t(23) = −4.63, p < 0.001), the phase 
angle difference between FCz and CP3 was not zero (t(23) = 7.45, p < 0.001 ) or π (t(23) = −6.28, p < 
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Figure 2.7 – Lateral prefrontal theta power (4-8 Hz) increased after feedback at electrodes (a) F6 and (b) F5.
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0.001), and the phase angle difference between F6 and CP3 was not zero (t(23) = 11.60, p < 0.001) or 
π (t(23) = −6.64, p < 0.001).

Moreover, we also investigated the peak frequencies of power at the separate electrodes and 
inter-site phase synchrony between the electrodes. Peak frequencies over time in the theta range of 
power at FCz, power at F6, and inter-site phase synchrony between FCz and F6 are presented in Figure 
2.10. Visual inspection clearly demonstrates that the peak frequency of the inter-site phase synchrony 
between the electrodes differs from the peak frequencies of the oscillatory power at the separate 
electrodes. The fact that the phase angles deviate from zero and π, the differences in peak frequencies 
between the separate sites and inter-site phase synchrony, and the differences in learning-related 
effects between the separate sites and inter-site phase synchrony, together strongly suggest that inter-
site phase synchrony is the result of functional connectivity between separate brain areas rather than 
a single generator.
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Average post-feedback theta-band inter-trial phase coherence (4-8 Hz) at F5 and F6 for current and next incorrect 
and correct trials.
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Response adjustment: inter-site phase synchrony between brain and muscle
During the response, theta inter-site phase synchrony between CP3 and the right thumb muscle in-
creased, and was stronger for correct trials than incorrect trials (F(1,23) = 19.77, p < 0.001; Figure 2.11). 
When using C3 this effect was numerically in the same direction though not statistically significant (see 
supplementary material). There was no influence of next-trial accuracy on the inter-site phase synchrony 
between CP3 and muscle (F(1,23) = 1.20, p = 0.285) and no interaction effect (F(1,23) = 0.11, p = 0.740).

In summary, theta-band inter-site phase synchrony between medial frontal, right lateral prefron-
tal and sensorimotor sites was larger after current incorrect trials, whereas inter-site phase synchrony 
between sensorimotor sites and muscle was larger during current correct trials.

FCz - F6

F6 - CP3

a

b

PS

PS

FCz - CP3c

PS

Time (ms)

Fr
eq

ue
nc

y 
(H

z)

incorrect correct
33
24
18
13

9
7
5
4
3
2

200 400 600 800 1000FB-200 200 400 600 800 1000FB-200

Time (ms)

Fr
eq

ue
nc

y 
(H

z)

incorrect correct
33
24
18
13

9
7
5
4
3
2

200 400 600 800 1000FB-200 200 400 600 800 1000FB-200

Time (ms)

Fr
eq

ue
nc

y 
(H

z)

incorrect correct
33
24
18
13

9
7
5
4
3
2

200 400 600 800 1000FB-200 200 400 600 800 1000FB-200

-0.1 0.10

-0.1 0.10

-0.1 0.10

Figure 2.9 – Theta-band inter-site phase synchrony (4-8 Hz) was larger for incorrect than correct trials between (a) 
FCz and F6, (b) F6 and CP3, and (c) FCz and CP3.



Frontal oscillations predict feedback learning | 45

2

Low-level processing of feedback in visual cortex

Positive feedback (face) and negative feedback (arrow) pictures differed in their visual features. We 
therefore analyzed the effect of current feedback on theta power, theta inter-trial phase coherence 
and early (peak) beta power over low-level visual areas (time windows and peak/averaging procedures 
as described for frontal areas, electrodes Oz, O1, O2, PO7, PO8). Theta-band power (F(1,23) = 6.39, p 
= 0.019) and inter-trial phase coherence (F(1,23) = 9.63, p = 0.005) were only significantly larger after 
positive than negative feedback at electrode O2. However, the direction of these effects was contrary 
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to the eff ects of feedback valence on theta-band oscillati ons over frontal scalp locati ons. Moreover, 
because feedback signals in diff erent modaliti es induce similar medial frontal ERPs (Miltner et al., 1997), 
diff erences in low-level feedback features do not seem to aff ect higher-level processing of the feedback 
content. Therefore, we ignored the eff ects of feedback diff erences on low-level visual processing.

DISCUSSION

In the current study we examined the role of medial frontal and lateral prefrontal theta (4-8 Hz) and 
beta (18-24 Hz) band oscillati ons in feedback learning. We demonstrated that MFC oscillati ons were 
systemati cally related to the success of post-feedback acti on adjustments. As hypothesized, theta- 
and beta-band oscillati ons over medial frontal scalp sites, respecti vely, refl ected current negati ve 
and positi ve feedback valence. Theta-band oscillati ons predicted learning from negati ve feedback, 
whereas beta-band oscillati ons predicted learning from positi ve and negati ve feedback. Moreover, 
negati ve feedback induced an increase in theta-band oscillati ons in a larger network consisti ng of right 
lateral prefrontal, sensorimotor and medial frontal sites, suggesti ng that more brain regions are re-
cruited when behavioral adjustments are required (see Figure 2.12 for schemati c overview of results).

Theta-band oscillati ons in medial frontal cortex

Our fi nding that theta-band acti vity over medial frontal sites increased more aft er negati ve than aft er 
positi ve feedback is in line with previous reports on theta-band oscillati ons in this area. MFC theta-
band oscillati ons are larger aft er errors compared to correct responses in confl ict tasks (Cavanagh et 
al., 2009; Cohen, 2011a; Cohen et al., 2008; Luu et al., 2004; Trujillo & Allen, 2007) and reinforcement 
learning (Cavanagh et al., 2010), and aft er losses compared to wins in gambling tasks (Cohen et al., 
2007; Marco-Pallarés et al., 2008; Marco-Pallarés et al., 2009). Increases in theta-band oscillati ons 
have also been proposed as underlying mechanism of the error-related negati vity (ERN; Luu et al., 
2004; Trujillo & Allen, 2007), an ERP over MFC aft er an erroneous response that may share similar 
neurobiological features with the FRN (Holroyd & Coles, 2002). Thus, increases in theta-band acti vity 
seem to be an important mechanism for the signaling of undesirable outcomes and a possible need 
to adjust behavior.

ba cResponse: theta Feedback: theta Feedback: beta

Effect of:
current success
next success
interaction current 
and next success

Figure 2.12 – Schemati c representati on of eff ects (a) in the theta band (4-8 Hz) during the response, (b) in the theta 
band (4-8 Hz) aft er the feedback, and (c) in the beta band (18-24 Hz) aft er the feedback.
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In the current study, theta-band activity over medial frontal sites not only signaled whether 
an adjustment was needed, but predicted the success of the behavioral adjustment as well. To our 
knowledge this is the first report of a direct relationship between medial frontal theta-band oscil-
lations and learning success, providing a possible neural mechanism for the adjustment process. 
The likelihood of MFC being involved in the evaluation of outcome history and the modification of 
action values and selection has widely been recognized (Botvinick, 2007; Gehring & Willoughby, 2002; 
Holroyd & Coles, 2002; Nieuwenhuis et al., 2004; Ridderinkhof et al., 2004). The importance of MFC 
for action-outcome learning is supported by single cell recordings in monkey MFC. For example, MFC 
neurons seem to represent both desired outcomes and the responses to acquire them (Luk & Wallis, 
2009; Matsumoto, Suzuki, & Tanaka, 2003). Activity of MFC neurons also differentiates to-be-learned 
from already-learned responses (Matsumoto, Matsumoto, Abe, & Tanaka, 2007; Quilodran, Rothé, & 
Procyk, 2008). Finally, monkeys with MFC lesions are unable to take into account a longer history of 
actions and outcomes in reinforcement-guided action selection, despite intact immediate behavioral 
adaptation (Kennerley et al., 2006; Rudebeck et al., 2008).

Imaging studies in humans also support the notion that MFC is an important node in the rein-
forcement learning network. MFC activity represents the prediction error necessary to compute the 
appropriate adjustment (Behrens, Woolrich, Walton, & Rushworth, 2007; Bellebaum & Daum, 2008; 
Brown & Braver, 2005; Chase et al., 2011; Cohen, 2007; Holroyd & Coles, 2008; Jessup, Busemeyer, 
& Brown, 2010; Philiastides et al., 2010). Furthermore, the sizes of the ERN and FRN not only rep-
resent the prediction error, but in some cases also predict subsequent behavioral change (Cohen & 
Ranganath, 2007; Philiastides et al., 2010; Yasuda, Sato, Miyawaki, Kumano, & Kuboki, 2004). When 
feedback is used to correct an error, MFC hemodynamic activity is increased compared to when the 
error is not corrected (Hester et al., 2008), and individual differences in MFC activation after errors are 
correlated with learning success. Hence, studies in both monkeys and humans imply that MFC activity 
is directly relevant for the ability to use feedback for learning.

The only study that investigated the role of frontal theta-band oscillations in learning (Cavanagh 
et al., 2010) reported correlations of medial frontal theta-band oscillations with post-error slowing but 
not with behavioral accuracy. However, MFC activity has been related to response-outcome learning, 
whereas stimulus-outcome learning is commonly attributed to PFC or orbitofrontal cortex (Lee & Seo, 
2007; Rudebeck et al., 2008; Rushworth et al., 2007). In the current study the response rather than 
the stimulus was informative and determined the outcome of the action. Moreover, the design of 
the current task allowed subjects to use the acquired information for immediate behavioral adjust-
ment. Therefore, accuracy may have relied more on processes in MFC in the current task than in other 
(probabilistic) learning tasks such as the one used by Cavanagh and colleagues, where the stimulus 
contains reward information and learned stimulus-outcome associations have to be kept in mind for 
a longer period of time.
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Influence of theta-band oscillations in other brain areas and motor output

We also found larger increases in theta activity over lateral prefrontal scalp sites and in theta-band 
inter-site phase synchrony between medial frontal, lateral prefrontal and sensorimotor sites after 
negative compared to positive feedback. The increases in lateral prefrontal theta-band activity and in 
inter-site phase synchrony between lateral prefrontal and medial frontal sites mirror the effects after 
errors that have been reported in a flankers task (Cavanagh et al., 2009) and probabilistic learning task 
(Cavanagh et al., 2010), and seem to signal the need to increase cognitive control. Because we found 
no learning-predictive differences in inter-site phase synchronization, this synchrony may be more 
important for signaling that behavior must be adjusted, whereas the actual adjustment of behavior 
may be carried out by other mechanisms.

The increase in inter-site phase synchrony between medial frontal and lateral prefrontal sites on 
the one hand and sensorimotor sites on the other hand has not been reported before. In the current 
paradigm the representation of the correct action needs to be established and updated to optimize 
behavior. Because the amount of inter-site phase synchrony between medial frontal and sensorimotor 
sites did not predict learning whereas medial frontal theta activity did, we suggest that differences 
in theta oscillations in MFC (and maybe also subcortical areas) shape motor plans to improve selec-
tion on the next encounter. The increase in theta-band inter-site phase synchrony with sensorimotor 
cortex may then be part of the communication of the adjusted action plan for the next trial (Cohen 
& Ranganath, 2007), but whether the adjustment is effective and successful depends critically on the 
input from MFC to the motor system.

Oscillatory communication between areas is more effective at specific phase relationships be-
tween areas, when input arrives at an optimal phase of the receiving neurons (Gregoriou et al., 2009; 
Sauseng & Klimesch, 2008; Womelsdorf et al., 2007). Different patterns of MFC theta-band oscillations 
can represent different action-reward associations (Womelsdorf, Johnston, Vinck, & Everling, 2010) 
and theta-band inter-site phase synchrony in networks of relevant brain areas changes flexibly with 
task demands (Mizuhara & Yamaguchi, 2007). The fact that not only medial frontal theta power but 
also inter-trial phase coherence predicted learning, suggests that coherence in the phase of the oscil-
lations strengthens specific connections and determines the effectiveness of the output of MFC to 
other areas.

Inter-site phase synchrony between sensorimotor sites and thumb muscles increased more dur-
ing a correct than an incorrect response. Interestingly, this difference in inter-site phase synchrony also 
resided in the theta frequency band rather than the beta or gamma band. The fact that the differences 
were found in the theta band corroborates the idea that oscillations in this specific frequency band 
increase effective communication via a chain of phase-dependent synchronies between successive 
brain areas from PFC to the motor system and finally to the muscle.

Beta-band oscillations and learning from positive feedback

Positive feedback induced a larger increase in beta-band oscillations than negative feedback. This is in 
accordance with the increase in beta-band oscillations after positive outcomes that has been reported 
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in gambling tasks (Marco-Pallarés et al., 2008; Marco-Pallarés et al., 2009) and probabilistic reinforce-
ment learning (Cohen, 2007). Because beta-band oscillations were sensitive to both the magnitude 
and the probability of gain, Marco-Pallarés and colleagues (2008) suggest that oscillations in the beta 
range may be a neural marker of reward that originates from ventromedial orbitofrontal cortex rather 
than MFC. A possible role of beta-band oscillations might be the synchronization of neural populations 
over long distances to couple frontal and striatal structures involved in reward processing.

In the current study beta-band activity was not only responsive to positive feedback but func-
tioned as a learning signal as well. In line with the idea of beta-band oscillations signaling the tendency 
to maintain ‘the status quo’ (Engel & Fries, 2010), the increase in beta-band oscillations after positive 
feedback in our study can function as a mechanism to strengthen the current response set in favor 
of other options, thereby influencing future behavior. This explanation seems even more plausible 
because the current task required subjects to make the same movement at the same time on the next 
trial, which may have engaged top-down endogenous control.

Conclusion

We found learning-related increases in both theta and beta frequency bands over medial frontal 
sites. We suggest that differences in theta-band oscillations are underlying learning from errors, and 
guide the adjustment of motor plans and their communication to other brain areas such as the motor 
system. The increase in control via the synchronization of oscillations in a chain of brain areas to an 
underlying theta rhythm seems to continue even into the response muscle. Increases in beta-band 
oscillations appear to signal the necessity of the continuation of the status quo in reward and motor 
networks after positive feedback.
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SUPPLEMENTARY MATERIAL

Motivation and methods

Although we found the largest response-related activation at electrode CP3, C3 is commonly used to 
measure motor cortex. Therefore, we investigated theta-band inter-site phase synchrony (4-8 Hz) in a 
100-500 ms post-feedback window between medial frontal and motor (FCz-C3), left lateral prefrontal 
and motor (F5-C3), and right lateral prefrontal and motor electrodes (F6-C3) as well. Theta-band 
inter-site phase synchrony between C3 and muscle activity was also examined in a −100-300 ms peri-
response window. All statistics were performed as described for the analyses with CP3.

Results

Theta-band inter-site phase synchrony increased significantly for incorrect compared to correct trials 
between FCz and C3 (F(1,23) = 7.92, p = 0.010; Supplementary figure 2.S1a), and between F6 and C3, 
although this effect was only marginally significant (F(1,23) = 3.75, p = 0.065; Supplementary figure 
2.S1b), but not between F5 and C3 (F(1,23) = 0.06, p = 0.802; Supplementary figure 2.S1c). An interac-
tion effect between current and next success on theta-band inter-site phase synchrony between F5 
and C3 indicated that only the inter-site phase synchrony increase on incorrect but not on correct trials 
was predictive of learning (F(1,23) = 6.21, p = 0.020; Supplementary figure 2.S1d). Follow-up t-tests 
confirmed that the increase in inter-site phase synchrony for incorrect trials (t(23) = −2.51, p = 0.019) 
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Supplementary figure 2.S1 – Theta-band inter-site phase synchrony (4-8 Hz) was larger on incorrect than correct 
trials between (a) FCz and C3, and (b) F6 and C3, but not between (c) F5 and C3. (d) Average post-feedback theta-
band inter-site phase synchrony (4-8 Hz) between F5 and C3 for current and next incorrect and correct trials.
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but not for correct trials (t(23) = 1.33, p = 0.197) was predictive of next trial accuracy. There were no 
other effects of next trial success and no effects on the latency of the inter-trial phase synchrony.

Although inter-trial phase synchrony between C3 and thumb muscle during the response nu-
merically increased more for correct (average peak synchrony 0.144) than incorrect trials (average 
peak synchrony 0.138; Supplementary figure 2.S2), there was no significant effect of current success 
(F(1,23) = 0.28, p = 0.603) or next success (F(1,23) = 0.02, p = 0.894), and no interaction effect (F(1,23) 
= 0.04, p = 0.850).

In summary, the pattern of cortical inter-site phase synchrony between medial frontal, right lateral 
prefrontal and motor sites (C3) was similar to the pattern reported with the sensorimotor electrode 
(CP3), but cortico-muscular coupling between sensorimotor sites and muscle was more robust than 
between motor sites and muscle.
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Supplementary figure 2.S2 – Theta-band inter-site phase synchrony (4-8 Hz) between C3 and muscle activity (EMG) 
was numerically but not significantly larger for correct than incorrect trials.
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AbSTRACT

Reinforcement learning (RL) in humans is subserved by a network of striatal and frontal brain areas. 
The electrophysiological signatures of feedback evaluation are increasingly well understood, but 
how those signatures relate to the use of feedback to guide subsequent behavior remains unclear. 
One mechanism for post-feedback behavioral optimization is the modulation of sensory processing. 
We used MEG and source localization to test the hypothesis that feedback induces changes in the 
interactions between oscillatory dynamics in the learning network and task-relevant stimulus process-
ing areas. Participants performed a probabilistic RL task in which they learned associations between 
colored faces and responses by trial-and-error using feedback. Delta-band (2-4 Hz) and theta-band 
(4-8 Hz) power in multiple frontal regions were sensitive to feedback valence, and low and high beta-
band power (12-20 and 20-30 Hz) in occipital, parietal, and temporal regions differentiated between 
color and face information. Crucially, single-trial power coupling in frontal-posterior networks coded 
an interaction between feedback valence and the relevant stimulus characteristic (color versus iden-
tity). These results suggest that long-range oscillatory coupling supports post-feedback updating of 
stimulus-related processing, which in turn helps enable us to optimize behavior.
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INTRODUCTION

During reinforcement learning (RL), experienced associations between stimuli (or situations), actions, 
and outcomes guide behavioural adaptation. Optimal performance requires stimuli to become associ-
ated with the action that yields the best outcome. Whereas outcome evaluation in the brain has been 
extensively documented (see, e.g., Garrison, Erdeniz, & Done, 2013; Lee, Seo, & Jung, 2012; Maia, 
2009), how this affects the processing of, and association between, stimuli and actions has received 
less empirical investigation. In the current study we investigated how feedback evaluation interacts 
with stimulus representations to optimize stimulus processing for future behavior.

Previous studies have outlined a reward learning circuit consisting of midbrain dopaminergic 
structures, the striatum, orbitofrontal cortex (OFC), and medial frontal cortex (MFC), which is regulated 
by structures such as (dorso)lateral prefrontal cortex (dlPFC; for reviews see, e.g., Haber & Knutson, 
2010; Maia, 2009; Rushworth, Noonan, Boorman, Walton, & Behrens, 2011). Stimulus representations, 
and stimulus-action associations, are most likely stored and (re)activated in task-relevant cortical areas 
(Nyberg et al., 2001; Nyberg, Habib, McIntosh, & Tulving, 2000; Rösler, Heil, & Hennighausen, 2007; 
Slotnick, 2009). Thus, behavioral improvement requires cooperation between the learning circuit and 
other task-relevant brain areas. Indeed, fMRI research has demonstrated that perception-related ac-
tivity in visual areas is adjusted with learning (Luft, Meeson, Welchman, & Kourtzi, 2015). Additionally, 
functional connectivity between the striatum and task-specific visual areas increases during rewards 
(Schiffer, Muller, Yeung, & Waszak, 2014), and functional connectivity between the striatum, frontal 
cortex, motor cortex and visual processing areas changes over the course of learning (den Ouden, 
Daunizeau, Roiser, Friston, & Stephan, 2010; Horga et al., 2015).

An important question remains how this modulation of stimulus representations is realized. 
Changes in oscillatory activity within brain regions, and synchronous fluctuations in oscillatory activ-
ity in spatially distinct brain regions, may provide underlying mechanisms (Akam & Kullmann, 2010; 
Fries, 2005; Gregoriou, Gotts, Zhou, & Desimone, 2009; Wang, Spencer, Fellous, & Sejnowski, 2010; 
Womelsdorf et al., 2007). Frontal theta-band oscillations (4-8 Hz) support the processing of negative 
feedback and implementation of behavioral adjustments (Cohen, Wilmes, & van de Vijver, 2011), 
whereas frontal beta-band oscillations (15-30 Hz) may signal behaviourally relevant rewards (Marco-
Pallarés, Münte, & Rodríguez-Fornells, 2015). Additionally, inter-site theta-band connectivity between 
MFC, lPFC, and motor cortex is higher after negative than positive feedback (Cavanagh, Frank, Klein, 
& Allen, 2010; Luft, Nolte, & Bhattacharya, 2013; van de Vijver, Ridderinkhof, & Cohen, 2011). Oscil-
latory coupling between frontal and posterior cortical areas increases more after errors than correct 
responses during cognitive control tasks (Cohen, van Gaal, Ridderinkhof, & Lamme, 2009; Cohen & 
van Gaal, 2013; van Driel, Ridderinkhof, & Cohen, 2012) and working memory tasks (Cashdollar et al., 
2009; Palva, Monto, Kulashekhar, & Palva, 2010; Sauseng, Klimesch, Schabus, & Doppelmayr, 2005). 
Thus, oscillations play a role in feedback evaluation, and provide an important mechanism for long-
range communication between frontal and posterior cortical areas when adjustments in behavior or 
information maintenance are required.
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We therefore hypothesized that feedback induces changes in the interactions between oscilla-
tory dynamics in the frontal learning circuit and task-relevant stimulus processing areas. To investigate 
whether feedback specifically influenced task-relevant visual brain areas, we designed a RL task with 
colored faces as stimuli. The colors were informative to learn the correct responses in half of the blocks, 
and the face identities in the other half. Because the visual stimuli were identical in both situations, 
differences in brain activity and connectivity could be explained only by the associations that were 
learned, and, thus, the visual feature that was attended. We expected a double dissociation, such that 
post-feedback connectivity between the learning network and color-processing areas would increase 
when color stimuli were informative for learning, whereas post-feedback connectivity between this 
network and face-processing areas would increase when face stimuli were informative. We measured 
MEG while participants performed the learning task, and estimated the sources of oscillatory brain 
dynamics using beamforming techniques. This allowed us to separately investigate face- and color-
processing areas, and their interactions with the learning network.

MATERIALS AND METhODS

Participants

13 young adults from the University of Amsterdam campus (4 male, 1 left-handed), ranging in age 
from 18-30 years (M 22.2, SD 3.51), participated in three sessions on separate days: (1) a behavioral 
session to practice the RL task, (2) an MEG session at the VU University Medical Center during which 
they performed the learning task and a localizer task, and (3) an MRI session at the Spinoza Center for 
Neuroimaging to acquire structural T1 and DTI scans. The participants underwent telephone screening 
according to standard MEG and MRI exclusion criteria from the centers where the scans were ac-
quired. Participants received a financial compensation of €42.50. Task performance was not rewarded. 
All procedures were completed in compliance with relevant laws and institutional guidelines and were 
approved by the local ethics committees (VU Medical Ethical committee for MEG session, UvA psychol-
ogy Ethics Committee for behavioral and MRI sessions).

Tasks and behavior

Probabilistic learning task
Participants performed a probabilistic RL task in which they learned the correct associations between 
six stimuli and two response buttons by trial-and-error (Figure 3.1a). On each trial, a stimulus was 
presented until the participant pressed a button (maximum 1200 ms). After a delay of 500 ms, feed-
back was displayed for 400 ms. An inter-trial interval of 1500 ms separated successive trials. Stimuli 
consisted of six neutral faces of young males (Ebner, 2008), which were colored red, blue, green, 
yellow, purple, or orange (Figure 3.1b). Per block, participants were instructed to learn either the 
associations between the faces and the response buttons, or between the colors and the response 
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butt ons. Thus, although the sti muli were identi cal in the color and face blocks, the type of associati ons 
that were learned diff ered. We will refer to this as the color and face dimensions, respecti vely.

In each block, all six sti muli (in the relevant dimension) were presented 12 ti mes. Per six trials, 
all sti muli were presented once in random order. With this procedure we prevented sti mulus repeti -
ti ons from being presented too far apart. All sti muli in the relevant dimension were combined with 
all opti ons on the other dimension twice per block, once in each half. Thus, in a face block, each face 
was presented in each color twice. Per block, three sti muli were mapped to the left , and three to the 
right response butt on. Parti cipants were informed that each block featured new mappings between 
sti muli and responses. Parti cipants performed eight face and eight color blocks in alternati ng order. 
The dimension of the fi rst block was counterbalanced over parti cipants.

Feedback consisted of a smiley or a frowny face as positi ve or negati ve feedback, respecti vely, or 
the words ‘too late’ if no response was recorded during sti mulus presentati on. Parti cipants received 
invalid feedback on 20% of the trials (negati ve feedback aft er a correct response or positi ve feedback 
aft er an incorrect response). In the MEG session, responses were given with the index fi ngers on 
two MEG-compati ble butt on boxes. Before the learning task, parti cipants adjusted the luminance of 
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all colors on all faces, making them subjectively equiluminant. In the practice session, participants 
received instructions and practiced the task until their average accuracy was at least 60% for both 
stimulus dimensions. Every participant performed at least two blocks per stimulus dimension.

Localizer task
During the MEG session, the learning task was preceded by a 1-back task, which was included to local-
ize time-space-frequency clusters that differentiated between face and color information. The stimuli 
consisted of six grey-scaled faces, six grey-scaled houses, six colored patches, and six isoluminant gray 
patches. The faces and colors were the same as in the learning task, but whereas these features 
were combined in the learning task stimuli, here they were presented separately. Participants had to 
indicate whether each stimulus did or did not match the previous one by pressing a button with their 
right index or middle finger, respectively (mappings were counterbalanced over participants). Stimuli 
were presented for 1500 ms regardless of the response time. If no response was detected during 
stimulus presentation, the words ‘too late’ were presented for 400 ms. An inter-trial interval of 1500 
ms separated the trials. All stimuli were presented five times in quasi-randomized order including 20% 
stimulus repetitions.

Behavioral analyses
To verify that participants learned the correct associations, we compared accuracy (defined as per-
centage correct) averaged over blocks, stimuli, and trials for the face and color dimensions separately 
against chance level performance (50%) using t-tests. To investigate whether participants continued 
learning over stimulus presentations and whether learning differed between the face and color di-
mensions, accuracy and reactions times (RTs) were averaged over stimuli and blocks and entered into 
separate ANOVAs with the factors Bin (trials 1-3, 4-6, 7-9, 10-12) and Stimulus dimension (Face, Color). 
Greenhouse-Geisser corrections were applied when appropriate, but uncorrected degrees of freedom 
are reported.

MRI data acquisition and preprocessing

Magnetic resonance imaging data were acquired on a Philips 3T scanner with a 32-channel array head 
coil. An anatomical T1-weighted image (220 slices of 240 x 240 voxels, voxel size 1 x 1 x 1 mm, TR = 
8.219 s, TE = 3.79 s) was obtained to create the head model for the beamformer analysis (see below). 
Diffusion-weighted data and fMRI data recorded during two localizer tasks were also obtained but 
are not discussed in the current report. The T1 scans were converted to a box-shaped image in mrilab 
(Elekta Neuromag Oy, version 1.7.25), and coregistered with the MEG data using the digital surface 
points recorded before the MEG scan (see below). To this end, we applied surface matching software 
developed by one of the authors (AH), which results in an estimated co-registration accuracy of ap-
proximately 4 mm (Whalen, Maclin, Fabiani, & Gratton, 2008). For one participant MRI scans could 
not be acquired. Instead we identified which of the T1 scans of the other participants best fitted the 
outline of this participant’s scalp (as recovered from the digital surface points) and used this T1 scan. 
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For group-level analyses, all T1 scans were normalized to the MNI standard brain with SPM8 (http://
www.fil.ion.ucl.ac.uk/spm/software/spm8/).

MEG data acquisition and sensor-level analysis

Data acquisition and preprocessing for sensor-level analyses
MEG data were recorded with a 306-channel whole-head MEG system (Elekta Neuromag, Oy, Helsinki, 
Finland) in a magnetically shielded room (Vacuumschmelze, Hanau, Germany) while participants were 
in a supine position. This system consists of 102 triple-sensor detector units, each containing two 
(orthogonal) planar gradiometers and a magnetometer. The head position relative to the sensors 
was recorded continuously using four head-localization coils. Before entering the scanner, the head-
localization coil positions and the outline of the participant’s scalp (~500 points) were digitized with 
a 3D digitizer (3SpaceFastTrack, Polhemus, Colchester, VT). MEG data were recorded at 1250 Hz. An 
antialiasing filter of 410 Hz and a high-pass filter of 0.1 Hz were applied online.

Other internal and external noise and artefacts were removed offline with the temporal exten-
sion of Signal Space Separation (tSSS) in MaxFilter (Elekta Neuromag Oy, version 2.2.10; Taulu & 
Simola, 2006; Taulu & Hari, 2009), using a subspace correlation limit of 0.9 and a sliding window of 10 
seconds. For sensor-level analyses, tSSS included a transformation of all data to the head position of 
the participant with the most optimal position in the scanner (based on visual inspection), to equalize 
sensor locations across participants. Malfunctioning channels were identified by visual inspection, and 
excluded and recalculated with tSSS (M 5.23, SD 2.39 channels).

All subsequent processing steps for sensor-level analyses of the learning task data were per-
formed in Matlab (The Mathworks, Natick, MA) using EEGLAB functions (Delorme & Makeig, 2004). 
After the data were converted to EEGLAB format, they were filtered with a 0.5 Hz high-pass and a 
350 Hz low-pass two-way least-squares FIR filter, downsampled to 625 Hz, epoched from −1.5 to 
4.0 seconds around stimulus onset, and baseline corrected using a −400 to −200 ms pre-stimulus 
baseline. Epochs containing artifacts were manually selected and removed (M 7.27%, SD 4.20% of 
trials, range 1.66–17.36%). The last epoch of each block was excluded because some recordings ended 
prematurely. After independent component analysis (ICA), components containing blinks were manu-
ally selected and removed. This procedure was performed separately for the magnetometers and the 
two sets of gradiometers, to acquire the most specific blink components (M 1.15, SD 0.37, range 0-2 
components).

Reinforcement learning task trial selection
Only trials in which participants received valid feedback were included. Trials were sorted into four 
conditions: ‘face positive’ (face stimulus, positive feedback; FP), ‘face negative’ (FN), ‘color positive’ 
(CP), and ‘color negative’ (CN). Large differences in trial counts between conditions can influence 
the estimation of oscillatory power and connectivity (Cohen, 2014a). Therefore, we determined the 
number of trials in the condition with the lowest trial count. If the trial count in any other condition 
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exceeded this number by more than 20 trials, trials were randomly selected from that condition until 
this threshold was reached. The final trial count was on average 106.2 (SD 25.4), 95.1 (29.3), 106.2 
(25.4), and 93.4 (23.7) for the FP, FN, CP, and CN conditions, respectively. The smallest number of trials 
in any participant in any condition was 42.

Sensor-level analyses and statistics
Custom-written Matlab routines were used to extract time-frequency dynamics from the signals of 
the two separate sets of gradiometers. First, stimulus-locked epochs were convolved with a family of 
complex Morlet wavelets, defined as Gaussian-windowed complex sine waves: ei2πft e−t2/2σ2

, where i is 
the complex operator, t is time, f is frequency, which increased from 1 to 50 Hz in 40 logarithmically 
spaced steps, and σ defines the width of each frequency band. This parameter was set to s/(2πf ), 
with s increasing from 3 to 8 cycles over the 40 frequencies. This is in line with procedures used in 
comparable studies (see, e.g., Cavanagh, Zambrano-Vazquez, & Allen, 2012; Luft et al., 2013; van de 
Vijver et al., 2011), but allows a higher temporal resolution at lower frequencies and a more stable 
estimation at higher frequencies (Busch, Dubois, & VanRullen, 2009; Cohen, 2014a). Next, per epoch 
we separately extracted stimulus-locked and feedback-locked estimates of power from the resulting 
complex signal (power time series: p(t) = real[Z(t)]² + imag[Z(t)]²). Finally, per sensor, the feedback-
locked power values from the two gradiometers were summed and converted to a decibel (dB) scale 
(10*log10[power/baseline]), using a stimulus-locked −500 to −200 ms pre-stimulus baseline.

In EEG studies of similar RL processes, theta-band oscillations over MFC peaked between 200-
500 ms after feedback presentation (see, e.g., Cavanagh et al., 2010; van de Vijver et al., 2011). We 
therefore focused our sensor-level analyses on this time window. Because oscillatory brain dynamics 
can manifest at different scalp locations in MEG compared to EEG research (Ahlfors, Han, Belliveau, & 
Hämäläinen, 2010), we selected sensors based on the topography of condition-average post-feedback 
theta power. At these sensors (two medial frontal sensors and two lateral frontal sensor clusters, see 
Results section), we compared average power in a window of 4-8 Hz and 200-500 ms post-feedback 
with ANOVAs including the factors Feedback valence (positive, negative feedback) and Stimulus di-
mension (Face, Color).

MEG data analysis: source-level

Preprocessing for source-level analyses
We excluded the previously identified malfunctioning channels from the data and removed artifacts 
and noise with tSSS using the same settings as for the sensor-level analyses, but without transforming 
to a standard head position.

All subsequent preprocessing steps for source-level analyses were performed in Matlab, using 
Fieldtrip functions (Oostenveld, Fries, Maris, & Schoffelen, 2011). After the data were converted to 
Fieldtrip format, preprocessing included the application of a 0.5-350 Hz band-pass two-way Butter-
worth filter, downsampling to 625 Hz, the creation of −1.5 to 4.0 second stimulus-locked epochs, and 
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baseline correction using a −400 to −200 ms pre-stimulus baseline. The same trials were removed as 
for the sensor-level analyses. Note that for the source-level analyses we did not remove eye blinks, 
as beamforming (see below), particularly in combination with tSSS (Hillebrand, Fazio, de Munck, & 
van Dijk, 2013), already reduces artefacts (e.g. Adjamian et al., 2009, but see Hipp & Siegel, 2015). 
Moreover, removing all trials containing post-feedback blinks would have resulted in severely reduced 
trial counts in the negative feedback conditions in multiple participants.

The same preprocessing was applied to the localizer data for the source-level analyses, but 
stimulus-locked epochs now ranged from −1.5 to 3.0 seconds. On average, 5.45% of trials (SD 4.89%, 
range 0 - 15.83%) were removed. The final trial count was on average 28.5 (SD 1.3), 28.2 (2.0), 28.7 
(1.3), and 28.0 (2.2) for the face, house, color, and gray conditions, respectively. The smallest number 
of trials in any participant in the face and color conditions was 26 (the other conditions were not 
included in subsequent analyses).

LCMV beamforming to reconstruct source-level power
We applied a linear constrained minimum variance (LCMV) beamformer to estimate the spatial 
distribution of the electrical brain sources underlying the measured magnetic fields. All steps were 
performed using the Fieldtrip toolbox (Oostenveld et al., 2011). For each participant, we first esti-
mated the forward model, the projection of all source voxels onto all sensors (now including both 
magnetometers and gradiometers). Specifically, we constructed a semi-realistic single-shell head 
model (according to Nolte, 2003) based on the individual’s T1 scan, which was divided into 5x5x5 mm 
voxels (M 11371.1, SD 982.3, range 10302-13089 voxels) to estimate the lead fields from each voxel 
to every sensor.

Based on the measured data, the beamformer uses the forward model to estimate the relative 
contribution or weight of every source voxel to the measured signal at every sensor and reconstructs 
the signal at each voxel using these weights. We repeatedly applied this beamformer from −800 to 
1000 ms around the stimulus (localizer) or feedback (learning task) in 50 ms steps and for seven fre-
quency bands: delta (2-4 Hz), theta (4-8 Hz), alpha (8-12 Hz), low beta (12-20 Hz), high beta (20-30 Hz), 
low gamma (30-50 Hz), and high gamma (50-80 Hz), to acquire a full time-frequency representation. 
The data were band-pass filtered with the filtfilt Matlab function to obtain frequency band-specific 
signals. The temporal window included in each estimation step decreased in width with increasing 
frequency, from 400 ms for the delta band, 300 ms for the theta, alpha, and beta bands, to 200 ms for 
the gamma bands. Per voxel, only the most prominent of the three estimated weights (orientations) 
was selected for signal reconstruction. The regularization parameter lambda (of the ft_sourceanalysis 
Fieldtrip function) was set to 1% to correct for the reduction in rank of the covariance matrix caused 
by tSSS.

For both tasks, we also estimated baseline power in a pre-stimulus window. This window also 
decreased in width with increasing frequency, but always ended −100 ms pre-stimulus. To increase 
signal to noise, the beamformer weights were computed on the combined baseline and task data, and 
then used to extract baseline and task-relevant power separately. This implied that the baseline was 
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recomputed in combination with each time-frequency window of the task data. Finally, reconstructed 
power in each time-frequency window was converted to dB scale (10*log10[power/baseline]). This 
correction not only allows a more specific focus on post-feedback dynamics, but also helps to avoid a 
depth bias due to non-uniform projection of white noise. Power values were normalized to MNI space 
with the Matlab toolbox Nutmeg (Dalal et al., 2004).

To determine task-relevant clusters of voxels (see below) we ran four separate beamformers for 
the face and color trials in the localizer task and the trials featuring positive and negative feedback 
in the learning task (see Figure 3.2 for a schematic representation of the analysis pipeline). We also 
examined the use of one common set of weights per comparison. To this end, we computed the 
weights using the combined data from the two conditions in a comparison (faces and colors, or 
positive and negative feedback) and only computed the activation per voxel for the two conditions 
separately. This procedure did not qualitatively change the resulting clusters, although the spatial 
extent of the significant difference between conditions tended to be larger with common than with 
condition-specific weights.

Source-level statistics to determine task-relevant clusters
To define task-relevant clusters, we established which clusters of voxels differentiated significantly 
between face and color stimuli in the localizer task, and which clusters of voxels differentiated signifi-
cantly between positive and negative feedback in the learning task (Figure 3.2a). Note that although 
we used the same learning-task data to subsequently test our hypothesis, the current contrast focused 
on the main effect of feedback valence whereas the hypothesis predicted an interaction between 
feedback valence and stimulus dimension.
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Figure 3.2 – Sequence of events in source-level analyses. (a) To extract clusters of voxels that were specifically 
sensitive to face or color information, we compared activation during face versus color stimuli in the localizer task. 
To extract clusters of voxels that were specifically sensitive to positive or negative feedback, we compared activa-
tion during positive versus negative feedback in the learning task. ROIs were defined as clusters of 50 contiguous 
voxels around the voxel with the peak difference between conditions. (b) Per ROI, post-feedback activation in four 
conditions was compared with an ANOVA with factors Feedback valence (current feedback) and Stimulus dimension 
(face or color informative for learning). (c) Per frontal-posterior ROI pair, activation was correlated over trials for 
each condition and again compared with an ANOVA with factors Feedback valence and Stimulus dimension (BF = 
beamformer, ROI = region of interest).
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We first applied a mask (based on the FSL Harvard-Oxford atlas, http://fsl.fmrib.ox.ac.uk/fsl/
fslwiki/) to exclude voxels in the ventricles. We only examined beamformer results from 0-1000 ms 
post-stimulus (localizer) or post-feedback (learning task) to decrease the number of statistical com-
parisons. For both tasks and for each time-frequency window we applied a three-step procedure to 
find clusters of voxels showing significant power differences with regard to the comparison of interest 
(similar to Cohen & Ridderinkhof, 2013).

First, we selected voxels demonstrating a significant power change during task performance, 
using permutation testing. In each of 1000 iterations, condition-average power values per voxel were 
multiplied by −1 for a randomly chosen number of participants and t-values were computed (aver-
age baseline-corrected dB-values against zero). The highest t-values per iteration were entered into 
a distribution against which we tested the t-values of the real data. Next, within the task-sensitive 
voxels, we examined task-relevant comparisons (color-face, positive-negative feedback), again with 
permutation testing. In each of 1000 iterations, condition-difference power values per voxel were mul-
tiplied by −1 for a randomly chosen number of participants, and t-values were computed (condition 
difference against zero). Per voxel, all t-values were combined into a distribution of t-values against 
which we tested the real condition-difference t-value. Per iteration, we also stored the voxel count 
of the largest significant cluster. Finally, these cluster sizes were used to generate a null distribution 
for maximum-statistic cluster-based correction for multiple comparisons (Maris & Oostenveld, 2007).

For all three steps, only voxels or clusters that exceeded the 95th percentile of the permutation-
based distribution were considered significant (p < 0.05). To correct for the fact that we ran separate 
beamformers for multiple time-frequency windows, we applied two additional thresholds: we only 
included voxels that adhered to a threshold of p < 0.005 (to correct for the seven frequency bands) and 
showed significant differences over four consecutive time windows (to correct for the multiple time 
windows). Based on our hypothesis, we only selected frontal clusters that were sensitive to feedback 
valence, and posterior clusters that were sensitive to the stimulus dimension for further analyses. 
Although all clusters are reported in Table 3.1 and Table 3.2, only clusters that were included in further 
analyses are displayed in Figure 3.4 and Figure 3.5.

Test of modulation of post-feedback adjustment by stimulus dimension
Because the whole-brain comparisons resulted in very large clusters (ranging from 106 to 15014 voxels 
in the selected clusters, see Tables 3.1 and 3.2), we first selected smaller, more spatially confined re-
gions of interest (ROIs). Per cluster we selected the voxel with the highest t-value and the 49 spatially 
closest voxels (based on the Euclidean distance) that also showed significant differences, resulting in 
50-voxel ROIs (6.25 cm³). Large clusters with multiple, spatially separate peaks could result in multiple 
ROIs. Importantly, we did not investigate connectivity (see below) between ROIs originating from the 
same cluster, which could show artificially high correlations.

To investigate the interaction between feedback valence and stimulus-type specific processing, 
we ran beamformers on the learning task data for the four conditions of interest, FP, FN, CP, and CN 
(Figure 3.2b). We now ran the beamformers only for two time windows, 100-500 and 500-900 ms after 
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feedback presentation (combined with a 400 ms baseline window), to focus on post-feedback pro-
cesses and avoid the temporal smoothing introduced by the initial, more exploratory sliding-window 
approach. These windows were based on previous demonstrations of learning-related differences in 
post-feedback theta-band power between 200-500 ms and in beta-band power between 500-800 ms 
(van de Vijver et al., 2011). The window size was increased to 400 ms to also allow accurate estimation 
of delta-band power. (Note that we used time-domain, not frequency-domain, covariance matrices, 
so the time window used to compute power does not constrain the frequency resolution.) We used 
the estimated beamformer weights and filtered data per condition to reconstruct baseline and post-
feedback power in each voxel of each ROI for every trial. Finally, we averaged these power values over 
voxels per ROI.

To study the effects of feedback valence and stimulus dimension on local power (Figure 3.2b), 
per frontal and posterior ROI we averaged power over trials and performed a dB conversion. Per ROI 
and time window, we compared dB-corrected power in the four learning conditions in the frequency 
band of interest (the frequency band in which the cluster was significant in the whole-brain analysis) 
in separate ANOVAs with factors Feedback valence (positive, negative) and Stimulus dimension (color, 
face). Thus, per ROI we performed two ANOVAs for the two separate time windows.

To investigate whether frontal feedback evaluation was related to posterior stimulus process-
ing, we investigated the similarity of trial-to-trial power fluctuations in pairs of distant ROIs (Figure 
3.2c; similar to, for example, Bruns, Eckhorn, Jokeit, & Ebner, 2000; Mazaheri & Nieuwenhuis, 2009). 
Such power-power correlations allow the assessment of the similarity in oscillatory signals with dif-
ferent frequencies. Per ROI, we performed frequency-, time window-, and condition-specific baseline 
subtractions for every trial. This correction ensured that correlations could not be driven by general, 
large-scale trial-to-trial power fluctuations. We chose not to apply a dB conversion per trial because 
such a non-linear correction can unintentionally enlarge the influence of single trials with extreme 
power values. Next, for every frontal-posterior ROI pair, condition, and time window, trial-to-trial 
power fluctuations in the frequency band of interest were rank-correlated and Fisher’s Z transformed. 
Finally, for each ROI pair we examined whether correlations differed significantly between the condi-
tions of interest: per pair and time window we entered the correlations into in separate ANOVAs with 
factors Feedback valence (positive, negative) and Stimulus dimension (color, face). Thus, per ROI pair 
we performed two ANOVAs for the two time windows. For all ANOVAs, we only report effects that are 
significant at a threshold of α=0.005 (1 likely false positive per 200 tests).

RESULTS

Behavior

Participants learned the correct associations: average accuracy was significantly higher than chance in 
both the face identity (t(12) = 13.276, p < 0.001) and the color blocks (t(12) = 15.541, p < 0.001) (Figure 
3.1c). Additionally, accuracy increased over trial bins (F(3,10) = 101.761, p < 0.001). This increase was 
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Next, we examined two more lateral frontal sensor clusters that also demonstrated increased 
condition-average theta power (see Figure 3.3a). Per cluster, we averaged the data over sensors. At 
these clusters, post-feedback theta power was significantly larger after negative compared to positive 
feedback (left: F(1,12) = 6.857, p = 0.022, right: F(1,12) = 12.268, p = 0.004; Figure 3.3b and 3.3c). Ad-
ditionally, theta power was larger for the color compared to the face dimension at the right (F(1,12) = 
6.126, p = 0.028), but not at the left cluster (F(1,12) = 0.221, p = 0.647) (not shown). Feedback valence 
and stimulus dimension did not interact at either cluster (p-values > 0.5). Thus, we replicated the effect 
of feedback valence on theta power at lateral rather than medial frontal sensors.

Task-relevant source-level power differences

Localizer task
Four clusters of voxels demonstrated significant differences between face and color stimuli during the 
localizer task (Table 3.1, clusters 1-4). Delta-band power was larger for face than for color stimuli in a 
frontal cluster located anterior to the motor cortex, demonstrating the largest difference approximately 
550 ms post-stimulus (not shown). Three posterior clusters showed larger power decreases for face 
compared to color stimuli. An extensive cluster in the low beta band comprised large parts of occipital 
and parietal cortex (Figure 3.4a), and a smaller cluster in the high beta band overlapped with this clus-
ter in occipital cortex (Figure 3.4b). A second high beta-band cluster was located in the cerebellum (not 
shown). All three posterior clusters demonstrated the largest effect around 700-750 ms post-stimulus.

We selected the two posterior beta-band clusters centering on occipital cortex for further 
analyses and created ROIs per cluster around each separate peak. This resulted in three low-beta band 
ROIs in left lateral occipital cortex (peak voxel x=−35, y=−71, z=−7 mm), right lateral occipital cortex 
(40,−81,−7), and right precuneus (25,−71,43; Figure 3.4d), and two high-beta band ROIs in left medial 
occipital cortex (−35,−76,−7) and right medial occipital cortex (20,−91,3; Figure 3.4e).

At p < 0.05 uncorrected, we also found a cluster at the posterior side of the right inferior temporal 
cortex that demonstrated a larger high-beta band power decrease compared to baseline for colors 
compared to faces (Table 3.1 cluster 5, Figure 3.4c). Because no posterior color-specific clusters sur-
vived thresholding, we included this cluster in subsequent analyses and created a ROI around its peak 
voxel (x=55, y=−31, z=−17 mm; Figure 3.4f).

Reinforcement learning task
Three clusters demonstrated significant effects of feedback valence in the learning task (Table 3.2, 
clusters 1-3). Power was larger after negative than positive feedback in a delta-band cluster covering a 
large part of frontal cortex, thalamus, and temporo-occipital areas (Figure 3.5a), peaking 450 ms after 
feedback. Similarly, power was larger after negative feedback in a theta-band cluster located medially 
in anterior prefrontal cortex (aPFC), with the largest effect 300 ms after feedback (Figure 3.5b). Finally, 
power decreased more after negative than positive feedback in a posterior alpha-band cluster located 
mainly in occipital cortex (not shown). This cluster already differentiated between positive and nega-
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ti ve feedback before feedback presentati on (outside our analysis window). This suggests that when 
parti cipants knew whether their response was correct, they adjusted their visual att enti on according 
to the expected feedback.

We now only selected the frontal delta- and theta-band clusters for further analysis. Within the 
large delta-band cluster we selected two ROIs: one in anterior cingulate cortex (ACC; peak voxel x=20, 
y=59, z=8 mm) and one in right aPFC (−10,24,18; Figure 3.5d). The delta cluster contained more frontal 
peaks, but they all showed a maximal power diff erence before 200 ms post-feedback. The aPFC theta-
band cluster contained only one peak resulti ng in one ROI (0,59,−2; Figure 3.5e).

At p < 0.05 uncorrected, we found another large theta-band power cluster in the pre-supple-
mentary motor area (pre-SMA; Table 3.2 cluster 4, Figure 3.5c). Because post-feedback theta-band 
diff erences at this locati on are considered a core feature of feedback processing (Cohen et al., 2011), 
we included this cluster for further analyses and selected a ROI around its peak voxel (x=25, y=19, z=48 
mm; Figure 3.5f).
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Figure 3.4 – Clusters of source-level voxels showing a signifi cant diff erence between face and color sti muli in the 
localizer task. (a) Low beta power showed a larger decrease for face compared to color sti muli in a cluster compris-
ing left  and right occipital cortex and extending into right parietal cortex. (b) A similar larger decrease for faces 
compared to colors was seen in high beta power in a largely overlapping occipital cluster. (c) High beta power 
decreased more aft er colors compared to faces in right inferior and medial temporal cortex at p < 0.05 uncorrected. 
(d) Three ROIs in the low beta band were selected, in left  and right occipital cortex and right parietal cortex. (e) 
Two ROIs were selected in the high beta band in bilateral occipital cortex. (f) One high beta-band ROI was selected 
within the temporal cluster. Brain images are displayed according to neurological conventi on (x-, y-, z-coordinates 
in mm; uncorr = uncorrected).
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Eff ects of feedback valence and sti mulus dimension on local oscillatory power

We fi rst investi gated the eff ects of feedback valence and sti mulus dimension on local post-feedback 
power per ROI. Low beta-band power in the precuneus ROI decreased more aft er negati ve than aft er 
positi ve feedback between 100-500 ms post-feedback (negati ve −0.89 dB, positi ve −0.46 dB; F(1,12) 
= 12.989, p = 0.004). There were no other eff ects of feedback valence in the posterior ROIs (all p-
values > 0.1), nor were there eff ects of sti mulus dimension (all p-values > 0.17) or interacti on eff ects 
of feedback valence and sti mulus dimension (all p-values > 0.1). Because the sti muli were no longer 
visible in the investi gated ti me windows, the absence of an eff ect of sti mulus dimension cannot be 
interpreted as a direct disconfi rmati on of the eff ect of sti mulus type that we found in the localizer 
task. These results do suggest, however, that local post-feedback adjustments to specifi c sti mulus 
representati ons are not refl ected in oscillatory power in the same frequency bands and brain areas as 
the initi al processing of these sti muli.

In the frontal ROIs, delta power was larger aft er negati ve compared to positi ve feedback in the 
ACC ROI in the early (100-500 ms; F(1,12) = 13.049, p = 0.004) and late (500-900 ms) post-feedback 
ti me windows (F(1,12) = 24.113, p < 0.001). Although the delta and theta clusters in aPFC were based 
on a valence contrast, the eff ect of valence in the current ANOVAs did not survive the correcti on for 
multi ple tests (delta power early window F(1,12) = 8.938, p = 0.011, late window F(1,12) = 7.800, 
p = 0.016; theta power early window F(1,12) = 9.357, p = 0.010, late window F(1,12) = 4.796, p = 
0.049). This diff erence between the initi al valence contrast and the current tests may be due to the 
diff erent stati sti cal approach, but the current selecti on of predefi ned ROIs and ti me windows may also 
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Figure 3.5 – Clusters of source-level voxels showing a signifi cant diff erence between positi ve and negati ve feedback 
in the learning task. (a) Delta power was larger aft er negati ve compared to positi ve feedback in a large network 
comprising frontal, temporal, and parietal regions. (b) Theta power was larger aft er negati ve compared to positi ve 
feedback in anterior prefrontal cortex (aPFC). (c) Theta power was larger aft er negati ve compared to positi ve feed-
back in pre-supplementary motor cortex (pre-SMA) at p < 0.05 uncorrected. (d) Two delta-band ROIs were selected, 
in right aPFC and left  anterior cingulate cortex / corpus callosum. (e) One theta-band ROI was selected within the 
aPFC cluster. (f) One theta-band ROI was selected within the pre-SMA cluster. Brain images are displayed according 
to neurological conventi on (x-, y-, z-coordinates in mm; uncorr = uncorrected, fb  = feedback).
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have decreased the effect compared to the initial, fully data-driven contrast. There was no effect of 
feedback valence on theta power in the pre-SMA ROI either in the early (F(1,12) = 1.743, p = 0.211) or 
the late time window (F(1,12) = 0.503, p = 0.492). There were no main effects of stimulus dimension 
in any of the frontal ROIs (all p-values > 0.18), and no significant interaction effects between feedback 
valence and stimulus dimension (all p-values > 0.01).

Learning-related synchronous fluctuations in power at distant locations

Finally, we investigated the effects of feedback valence and stimulus dimension on power-power 
correlations between pairs of frontal and posterior ROIs. We found significant interactions between 
feedback valence and stimulus dimension on the correlations in three ROI pairs, all between 500-900 
ms post-feedback: between ACC delta power and precuneus low-beta power (F(1,12) = 16.498, p = 
0.002), between aPFC theta power and left occipital high-beta power (F(1,12) = 13.418, p = 0.003), and 
between aPFC theta power and right temporal high-beta power (F(1,12) = 16.244, p = 0.002).

Follow-up t-tests indicated that the directions of the interaction effects differed between the ROI 
pairs. ACC-precuneus correlations were significantly higher after negative feedback on color trials than 
face trials (t(12) = 2.499, = 0.028; Figure 3.6a), whereas there was no difference after positive feedback 
(t(12) = −1.813, p = 0.095). In contrast, aPFC-left occipital power correlations were significantly more 
negative after negative feedback on color trials compared to face trials (t(12) = −2.355, p = 0.036; 
Figure 3.6b), whereas there was no difference after positive feedback (t(12) = 1.713, p = 0.112). Finally, 
aPFC-temporal power correlations were significantly higher after positive feedback on color trials 
compared to face trials (t(12) = 3.108, p = 0.009; Figure 3.6c), whereas there was no difference after 
negative feedback (t(12) = −0.731, p = 0.479).

There were no effects of stimulus dimension (all p-values > 0.039) or feedback valence (all p-values 
> 0.065) on power correlations in any frontal-posterior ROI pair, and no other significant interaction 
effects (all p-values > 0.03). Together, the current results suggest that local power dynamics mainly 
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Figure 3.6 – Power correlations between frontal and posterior ROIs differed with feedback valence and stimulus di-
mension, between 500-900 ms post-feedback. (a) Correlations between delta power in the anterior cingulate cortex 
and low beta power in the precuneus were larger after negative feedback on color compared to face trials. (b) Cor-
relations between theta power in anterior prefrontal cortex (aPFC) and high beta power in left occipital cortex were 
more negative after negative feedback on color trials compared to face trials. (c) Correlations between theta power 
in aPFC and high beta power in right temporal cortex were higher after positive feedback on color trials compared 
to face trials. Error bars represent the SEM (ACC = anterior cingulate cortex, aPFC = anterior prefrontal cortex, left 
occipital = left occipital cortex, right temporal = right temporal cortex; * significant at α < 0.05 in post-hoc t-test).
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dissociated between feedback processing (frontal delta/theta) and stimulus processing (posterior 
beta), while interregional power-correlation patterns showed specific interactions between the type 
of stimulus information and the feedback received.

DISCUSSION

We investigated whether oscillation-based connectivity between the frontal RL network and posterior 
stimulus-processing areas reflected post-feedback adjustments in stimulus representations. Theta-
band power was larger after negative than positive feedback at medial and especially lateral frontal 
sensors, and delta and theta power also increased more after negative feedback in multiple frontal 
source-level clusters. Crucially, the effect of feedback valence on power-power correlations between 
frontal and visual cortical areas depended on the relevant stimulus characteristic. These effects were 
present after feedback presentation, when the stimuli were not displayed. This suggests that the 
frontal learning network and task-relevant visual areas take part in post-feedback oscillation-based 
interactions to optimize future behavior.

Feedback valence affects frontal delta- and theta-band dynamics

The current effect of feedback valence on sensor-level theta power replicates previous EEG results 
(see, e.g., Cavanagh et al., 2010; Cohen, Elger, & Ranganath, 2007; Mas-Herrero & Marco-Pallarés, 
2014; van de Vijver et al., 2011). However, whereas theta power peaks at midfrontal electrodes in 
EEG studies, the current effect was maximal at lateral frontal sensors. This difference between EEG 
and MEG results may be explained by differences in the sensitivity profiles of the two systems for 
sources oriented radially versus tangentially with respect to the skull (Ahlfors et al., 2010; Hillebrand 
& Barnes, 2002). Indeed, an MEG study on post-feedback oscillations in a non-learning situation also 
demonstrated theta-power increases at lateral frontal sensors (Doñamayor, Schoenfeld, & Münte, 
2012). A recent study combining fMRI and EEG suggested that the source of learning-related theta 
power resides in pre-SMA (Frank et al., 2015). We also found a pre-SMA theta-band cluster sensitive 
to feedback valence, supporting the similarity between the current theta-power effects and previous 
EEG findings. However, our pre-SMA cluster did not survive multiple comparisons correction, possibly 
because the underlying dipoles are suboptimally oriented for MEG measurements.

A more anterior theta-band cluster also demonstrated larger power after negative feedback, in 
line with EEG research showing that aPFC theta power reflects feedback valence and predicts sub-
sequent behavioral success (van de Vijver, Cohen, & Ridderinkhof, 2014). aPFC theta power has also 
been related to decision uncertainty and individual differences in exploration (Cavanagh, Figueroa, 
Cohen, & Frank, 2012), in line with the supposed role of aPFC in exploration and tracking unchosen 
decision options (Boorman, Behrens, & Rushworth, 2011; Boorman, Behrens, Woolrich, & Rushworth, 
2009; Daw, O’Doherty, Dayan, Seymour, & Dolan, 2006). It is important to note, however, that we did 
not explicitly remove eye blinks for the source-level analyses, although the tSSS and beamforming 



72 | Chapter 3

procedures likely removed most of this artifact (Adjamian et al., 2009; Hillebrand et al., 2013; but see 
Hipp & Siegel, 2015).

Finally, whole-brain comparisons between negative and positive feedback also yielded a large 
delta-band cluster, comprising multiple frontal, temporal and occipital peaks. Posterior learning-
related changes in delta-band power may be related to the P300 (Bernat, Nelson, & Baskin-Sommers, 
2015; Cavanagh, 2015). This post-feedback potential is thought to reflect the functional significance of 
feedback and the necessary allocation of mental resources (Wu & Zhou, 2009). Less in known about 
frontal post-feedback delta power, although two studies reported increased delta-band power after 
response errors (Kolev, Beste, Falkenstein, & Yordanova, 2009; Kolev, Falkenstein, & Yordanova, 2005). 
More generally, delta-band oscillations may reflect the processing of motivationally salient and emo-
tional stimuli, and may be negatively related to dopamine releases in the reward network (Knyazev, 
2012). This would be in line with increased delta power after negative feedback.

Posterior beta-band oscillations vary with stimulus characteristics

Beta power decreased in multiple posterior clusters depending on the stimulus characteristics in the 
localizer task. Decreases in alpha- and beta-power are often seen during stimulus presentation (Don-
ner & Siegel, 2011), and may reflect changes in attentional processing (Bauer et al., 2012; Worden, 
Foxe, Wang, & Simpson, 2000). Larger power decreases reflect a stronger need to direct attention 
towards a stimulus, in line with the current larger beta-power decrease for the more complex face 
stimuli.

Beta power differences peaked between 550-750 ms after stimulus presentation. The absence 
of earlier differences suggests that the initial processing of color and face stimuli largely overlapped 
in brain location and frequency. Whereas posterior beta-band oscillations have been related to visual 
attention, processing of low-level visual features is thought to be reflected in gamma-band oscillations 
(Donner & Siegel, 2011). In line with the absence of early differences, the whole-brain comparison 
of face and color stimuli did not yield any gamma-band clusters. Thus, our procedure to localize 
task-relevant visual areas by contrasting face and color stimuli likely limited the results: areas that 
overlapped between the two types of stimuli could not be detected.

Frontal-posterior connectivity differs depending on feedback valence and stimulus 
dimension

Post-feedback correlations in three frontal-posterior ROI pairs differed depending on a combination of 
stimulus dimension and feedback valence. Thus, connectivity differences were not related to stimulus 
perception, but were likely aimed at combining stimulus, response, and feedback information to ad-
just future stimulus processing. However, instead of the hypothesized double dissociation, we found 
generally stronger learning-related connectivity for color compared to face stimuli. This difference 
cannot be attributed to condition differences in learning accuracy or local power. Although reaction 
times differed between stimulus dimensions, this likely reflected the larger perceptual complexity of 
the face dimension rather than a difference in learning.
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Yet, increases in attention are thought to coincide with decreases in alpha and beta power (Bauer 
et al., 2012; Donner & Siegel, 2011; Worden et al., 2000), in line with the localizer results. Thus, a 
negative correlation between frontal low-frequency power and posterior beta power likely implies a 
simultaneous processing increase, whereas a positive correlation indicates an opposite response. The 
current results therefore suggests that after negative feedback (and for color specifically), connectiv-
ity between ACC and precuneus decreased, whereas connectivity between aPFC and occipital cortex 
increased. After positive feedback, connectivity decreased between aPFC and temporal cortex.

The last two results seem to support the role of aPFC in tracking behavioral alternatives and 
switching to an explorative strategy (Cavanagh, Figueroa et al., 2012; Daw et al., 2006): after negative 
feedback the alternative option must be considered, whereas after positive feedback the current as-
sociation can be strengthened. Indeed, connectivity between aPFC and posterior, task-relevant brain 
areas changes when switching to a different response alternative (Boorman et al., 2009) or being 
instructed to attend a different stimulus dimension (Sakai & Passingham, 2006). Thus, we speculate 
that aPFC instructs posterior regions which stimulus-response association (rule) should be adjusted or 
implemented for future behavior.

Limitations of the current results

The interaction effects in frontal-posterior connectivity were fairly modest, which is not uncommon 
in measures of long-range oscillatory connectivity (see, for example, Nigbur, Cohen, Ridderinkhof, & 
Stürmer, 2012; van de Vijver et al., 2011). Several factors may have contributed to this. First, more 
general trial-to-trial fluctuations in synchronization may have benefitted learning but could have been 
removed during baseline subtraction. Second, task-relevant brain areas that did not differentiate 
between color and face stimuli were not included. Third, our sample included 13 participants, and 
thus subtle effects may have been under-powered. Finally, our hypothesis-driven approach involved 
only a small number of ROIs and frequencies.

Additionally, because frontal and posterior ROIs differed in frequency band, we assessed connec-
tivity with power-power correlations. This measure reflects the similarity in (the modulation of) power 
over trials, where correlated modulations are thought to reflect related processes. However, this con-
nectivity measure does not provide information on whether the connection is direct, on the direction 
of the information flow, or on the underlying physiological mechanism. Future research should further 
investigate the nature of these relations, examining, for example, cross-frequency phase-amplitude 
coupling (Canolty & Knight, 2010) or cross-frequency directionality (Jiang, Bahramisharif, van Gerven, 
& Jensen, 2015).

Finally, like any measurement system of brain activity, MEG does not allow the investigation of 
all relevant brain regions. Although the striatum is very important for RL, the non-parallel orientation 
of the neurons in its structures prevents much of their signal from reaching the scalp and the MEG 
sensors. Thus, although we demonstrated variability in oscillation-based connectivity between PFC 
and visual areas, how they interact with the striatum remains to be determined.
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Conclusions

Learning and adjusting stimulus-action associations requires large-scale integration of information 
across multiple sensory, motor, and frontal areas. We provided evidence that neural oscillations 
and oscillatory coupling are signatures of this mechanism. Adjustments in connectivity may alter 
subsequent processing of the same stimulus, possibly by changing the balance between exploration 
and exploitation. Future studies should examine whether such adjustments are also reflected in the 
connectivity between stimulus- and response-processing areas.
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AbSTRACT

Feedback-based learning declines with age. Because older adults are generally biased towards positive 
information (‘positivity effect’), learning from positive feedback may be less impaired than learning 
from negative outcomes. The literature documents mixed results, due possibly to variability between 
studies in task design. In the current series of studies we investigated the influence of feedback va-
lence on reinforcement learning in young and older adults. We used non-probabilistic learning tasks, 
to more systematically study the effects of feedback magnitude, learning of stimulus-response versus 
stimulus-outcome associations, and working-memory capacity. In most experiments, older adults 
benefitted more from positive than negative feedback, but only with large feedback magnitudes. Posi-
tivity effects were pronounced for stimulus-outcome learning, whereas stimulus-response learning 
correlated with working-memory capacity in both age groups. These results underline the context-
dependence of positivity effects in learning, and suggest that older adults focus on high gains when 
these are informative for behavior.
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GENERAL INTRODUCTION

The ability to learn from performance feedback declines with age (see, e.g., Chasseigne et al., 2004; 
Eppinger, Herbert, & Kray, 2010; Hämmerer, Li, Müller, & Lindenberger, 2011; Mell et al., 2005; Pi-
etschmann, Simon, Endrass, & Kathmann, 2008; Simon, Howard, & Howard, 2010; Weiler, Bellebaum, 
& Daum, 2008). However, the extent of this decline strongly depends on feedback and task details (Ep-
pinger, Hämmerer, & Li, 2011; Hämmerer & Eppinger, 2012), such as whether feedback is deterministic 
or probabilistic (Eppinger, Kray, Mock, & Mecklinger, 2008; van de Vijver, Cohen, & Ridderinkhof, 
2014), whether previous choices have to be taken into account (Worthy, Gorlick, Pacheco, Schnyer, 
& Maddox, 2011), and whether learning is active or observational (Bellebaum, Rustemeier, & Daum, 
2012; Schmitt-Eliassen, Ferstl, Wiesner, Deuschl, & Witt, 2007; Schott et al., 2007).

A key feature of performance feedback is its valence. With age, people generally demonstrate 
an increased processing bias towards positive over negative information, the so-called ‘positivity ef-
fect’ (Reed & Carstensen, 2012). However, research into age-related changes in learning from positive 
versus negative feedback has yielded mixed results: Older adults indeed learned better from positive 
than from negative feedback in an observational, but not in an active, learning context (Bellebaum et 
al., 2012; Simon et al., 2010). Instead, in an active learning context the oldest part of a group of older 
adults learned better from negative feedback (Frank & Kong, 2008). Relatedly, among individuals with 
a bias towards learning from negative feedback, this bias was stronger in older compared to young in-
dividuals (Eppinger & Kray, 2011). Finally, the increase in switching to the alternative response in older 
adults compared to young adults was larger after positive than negative feedback, suggesting that 
positive feedback affected future choices less than negative feedback in the older adults (Hämmerer 
et al., 2011). Based on these results, two recent review papers on age-related changes in learning and 
decision-making concluded that, depending on the task context, older adults may be biased towards 
negative rather than positive feedback (Eppinger et al., 2011; Hämmerer & Eppinger, 2012).

However, the task details of the learning tasks applied in these studies raise several issues that may 
hamper the expression of the positivity effect in feedback learning among older adults. Firstly, all of 
these studies (Bellebaum et al., 2012; Eppinger & Kray, 2011; Frank & Kong, 2008; Hämmerer et al., 2011; 
Simon et al., 2010) used probabilistic learning tasks. Yet, older adults are known to be more impaired at 
probabilistic than deterministic learning (Eppinger et al., 2008; van de Vijver et al., 2014). In probabilistic 
learning tasks, invalid feedback is presented in a minority of trials: the participant performs the cor-
rect response but receives negative feedback, or performs the incorrect response but receives positive 
feedback. This implies that the participant has to integrate the outcomes of multiple trials featuring the 
same stimulus to identify the optimal response for that stimulus. This additional level of difficulty in 
probabilistic learning tasks may influence the weighting and use of positive versus negative feedback by 
older adults to guide their behavioral adjustments. Indeed, the positivity effect has been demonstrated 
to decrease or disappear in tasks imposing high processing demands (Reed, Chan, & Mikels, 2014).

Secondly, four of the discussed learning studies (Bellebaum et al., 2012; Frank & Kong, 2008; 
Hämmerer et al., 2011; Simon et al., 2010) applied versions of the Probabilistic selection task (Frank, 
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Seeberger, & O’Reilly, 2004). In this task, participants are presented with a pair of stimuli that are 
shown on the left and the right sides of the screen, and are asked to select the stimulus that signals the 
highest reward by pressing a key on the corresponding side. Thus, the stimulus location and response 
button are always spatially compatible: to select the left stimulus, the left button has to be pressed, 
and to select the right stimulus, the right button has to be pressed. This introduces spatial stimulus-
response (S-R) compatibility, which has been proposed to lead to ‘more automatic’ responding (Craft 
& Simon, 1970; Eimer, Hommel, & Prinz, 1995), possibly because a Pavlovian approach towards the 
rewarded stimulus influences behavior, in addition to instrumental learning performance. This implies 
that it is impossible to disentangle whether differences in learning from positive versus negative 
feedback should be attributed to Pavlovian or instrumental learning processes.

Finally, almost all of the discussed studies (Bellebaum et al., 2012; Eppinger & Kray, 2011; Frank 
& Kong, 2008; Simon et al., 2010) only analyzed learning performance in a final test phase, ignoring 
possible valence-related differences during the initial learning process.

In the current project, we investigated age-related changes during learning from positive versus 
negative feedback using deterministic learning tasks, in two studies. In deterministic learning tasks, 
performance feedback is always valid and outcomes do not need to be combined over multiple trials. 
Thus, by using deterministic learning tasks we circumvented the extra difficulty and possible confounds 
presented by tasks that apply a probabilistic feedback schedule. In line with the positivity effect, we 
expected older adults to focus more on positive than negative performance feedback during the initial 
learning process, and, thus, to learn the optimal responses faster when receiving positive feedback.

In the first study in this project, we used two instrumental discrimination learning tasks in which a 
single stimulus was presented in each trial and participants had to learn the correct stimulus-response 
associations by trial-and-error. Because we presented one stimulus per trial in the center of the 
screen, the correct button was spatially unrelated to the location of the stimulus. With this design we 
therefore avoided possible contributions of Pavlovian approach towards rewarded stimuli and avoid-
ance of punished stimuli (due to spatial S-R compatibility), focusing solely on instrumental learning 
processes. In the second study in this project, we directly compared the influence of feedback valence 
on learning in: (1) a task in which in each trial a single stimulus was presented and participants had to 
learn for each stimulus which of two responses led to the optimal outcome (S-R association learning, 
similar to the first study, see also, for example, Haruno & Kawato, 2006; Holroyd & Coles, 2002), and 
(2) a task in which in each trial two stimuli were presented simultaneously and participants had to 
learn which stimulus led to the optimal outcome (stimulus-outcome (S-O) association learning, similar 
to the Probabilistic selection task of Frank et al., 2004). Because responding towards rewarded stimuli 
should be more automatic in an S-O learning environment, we hypothesized that older adults would 
show a stronger bias towards rewarded stimulus-response associations in the S-O compared to the 
S-R learning environment.

Another key feature of feedback that we explored in the current studies is its magnitude. The 
valence and magnitude of an outcome are two important determinants of the value attached to the 
stimulus or response associated with that outcome (Galvan et al., 2005; Smith et al., 2009). Whereas 
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valence is positive or negative, magnitude is thought to contribute to the salience of an outcome (re-
gardless of whether it is positive or negative), and thereby its attentional capture (Anderson, Laurent, 
& Yantis, 2011; Kahnt, Park, Haynes, & Tobler, 2014; Störmer, Eppinger, & Li, 2014). Indeed, stimuli 
associated with larger reward magnitudes were selected faster during decision making (Galvan et al., 
2005). Moreover, reward magnitude has been shown to be positively related to learning success in 
both young and older adults (Weiler et al., 2008), although, again, in a probabilistic learning environ-
ment.

Thus, in both of our studies we additionally investigated whether learning from positive versus 
negative feedback was influenced differently by feedback magnitude in young and older adults. In line 
with the findings of Weiler and colleagues (2008), we hypothesized that both young and older adults 
would learn better from large compared to small outcome magnitudes. Additionally, we expected that 
in older adults, the focus on positive feedback would be even stronger if this positive outcome had a 
larger magnitude.

STudy 1

Introduction

In this first study, participants performed two deterministic, instrumental learning tasks, in which a 
single stimulus was presented in each trial that had to be paired with a left or right button press. In the 
first task, only feedback valence was manipulated. In one condition, we applied the feedback schedule 
that is commonly used in research into age-related differences in reinforcement learning, pairing a 
correct response with positive feedback and an incorrect response with negative feedback. However, 
because this schedule does not allow the separate investigation of the contributions of positive and 
negative reinforcement to learning, we introduced two conditions also comprising neutral feedback. 
More specifically, in one condition a correct response led to positive feedback but an incorrect one to 
neutral feedback, whereas in the other condition an incorrect response led to negative feedback but 
a correct response to neutral feedback. In line with our hypothesis that older adults mainly focus on 
positive feedback, we predicted that they would perform better in the conditions where they could 
receive positive feedback than in the condition where only negative or neutral feedback could be 
received.

A similar approach has been applied in two studies by Eppinger and colleagues (Eppinger et al., 
2010; Eppinger, Schuck, Nystrom, & Cohen, 2013): In a deterministic learning situation participants 
had to select the best response for each (single) stimulus based on positive versus neutral or nega-
tive versus neutral feedback. In their first study, the authors found no learning differences between 
positive and negative feedback, although stimuli associated with positive feedback were remembered 
better in a later memory test (Eppinger et al., 2010). In their second study, the authors showed that 
older adults only performed worse than young adults in the positive but not in the negative condition 
(Eppinger, Schuck et al., 2013). However, in this study the feedback followed the response after an 
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interval of 3.5-7.5 seconds. Thus, the stimulus-response combination had to be kept online for mul-
tiple seconds. This likely added an additional level of difficulty to the task for the older adults, possibly 
altering the impact of positive versus negative feedback after this interval. In the current study, stimuli 
and responses will therefore be followed shortly by the appropriate feedback.

Whereas our first task resembles the initial study by Eppinger et al. (2010), in the second task we 
additionally manipulated feedback magnitude. In this task, the choices of participants led to either 
small or large gains or losses of points. More specifically, we now presented positive and negative 
feedback in separate blocks. Per block, the outcomes that could be earned were again divided into 
three conditions. In one condition, one button led to a small win/loss and the other button to neutral 
feedback. In a second condition, one button led to a large win/loss and the other button, again, to 
neutral feedback. In a third condition, the two buttons led to a small and a large win/loss, respectively. 
In line with previous results, we expected both young and older adults to demonstrate better learning 
in the conditions where large amounts of points could be gained or lost than the condition where only 
a small or neutral amount of points could be gained or lost. Moreover, for older adults we predicted 
that this effect would be stronger for large wins than large losses.

Performance on instrumental reinforcement-learning tasks can be guided either by knowledge 
of the association between each stimulus and the corresponding correct response, regardless of 
the exact outcome associated with this response, or by more high-level knowledge of the specific 
stimulus-response-outcome relations (Daw, Niv, & Dayan, 2005; de Wit & Dickinson, 2009; Dickinson, 
1985). To explore whether young and older adults differed in their learning strategy in the current 
study, we also examined post-learning knowledge of S-R and S-O associations. To assess this, after 
each block participants made forced-choice decisions to indicate per stimulus which button repre-
sented the correct response (S-R association) and which two outcomes could be acquired when that 
stimulus was presented (S-O associations).

Material and Methods

Participants
20 young adults ranging in age from 19–31 years (M 21.9, SD 2.7; 10 female; 1 left-handed) and 18 
older adults ranging from 68–88 years (M 75.0, SD 5.2; 10 female, 2 left-handed) participated in 
this experiment. Older adults were selected from Seniorlab, a database of older adults interested 
in participating in psychological research. Participants did not suffer from diagnosed psychiatric or 
neurological disorders and were not on medication with possible psychotropic effects. Older adults 
showed no signs of mild cognitive impairment or dementia (Cognitive Screening Test, Deelman et al., 
1989). Participants did not receive financial or other compensation for their participation, although 
older adults received a small present from Seniorlab. All participants were tested with a laptop, either 
at home or in a similarly comfortable and quiet environment. All procedures were executed in compli-
ance with relevant laws and institutional guidelines and were approved by the local ethics committee.
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Tasks

Task 1.1: The influence of feedback valence on learning
In this task participants were asked to gain as many points as possible (starting with zero points), by 
learning which of two responses (keyboard buttons ‘Z’ and ‘/’) led to the optimal outcome for each 
pictorial stimulus using trial-and-error (Figure 4.1a). Participants were presented with six stimuli per 
block. Crucially, within each block the six stimuli were organized into three conditions: two stimuli in 
the ‘mixed’ condition, two stimuli in the ‘positive’ condition, and two stimuli in the ‘negative’ condition 
(Figure 4.1b). In the mixed condition, the optimal button press was rewarded with one point while the 
suboptimal button press was punished with the subtraction of one point. In the positive condition the 
optimal response was still rewarded with one point, but the suboptimal response yielded zero points. 
Similarly, in the negative condition the suboptimal response was still punished with the subtraction 
of one point, but the optimal response yielded zero points. For the two stimuli within each condition, 
the left button press was the optimal response for one stimulus, and the right button press for the 
other stimulus.

Participants performed one practice block to familiarize them with the task and make sure they 
understood the instructions (not included in the analyses), followed by four task blocks. We presented 
participants with four blocks to acquire a more stable measurement of learning characteristics. It is 
important to note, however, that although all practice and task blocks featured six new stimuli, the 
distribution of those six stimuli into the three valence conditions was identical in all blocks (two stimuli 
in the mixed, two in the positive and two in the negative condition). Per block, each of the six different 
stimuli was presented 15 times. Every six trials, all stimuli were presented in random order. Stimuli 
were white-on-black line drawings from the Snodgrass picture set (Snodgrass & Vanderwart, 1980) of 
concrete objects such as fruits, tools, and vehicles. Stimuli were randomly distributed over blocks and 
conditions for each participant. Feedback consisted of the number of points that was gained or lost, 
or the words ‘too late’ if the participant failed to respond within the response window (1500 ms). Task 
performance did not result in any kind of bonus for the subject.

Before each block, the six stimuli included in that block were shown for familiarization. After 
each block, we examined the explicit knowledge of S-R and S-O mappings. To this end, all the stimuli 
from that block were presented consecutively. Per stimulus, the participants first had to indicate what 
the corresponding optimal button was by pressing the left or right response button (S-R mapping). 
Subsequently, they had to select with button presses which two outcomes out of the three possible 
outcomes (+1, 0, −1) could be received when that stimulus was presented (S-O mappings; using key-
board buttons ‘1’, ‘2’, and ‘3’). Note that because participants always had to select two out of the three 
possible options, for both the suboptimal and the optimal outcomes random choice would still lead to 
the correct selection in 66.7% of the possible combinations.
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Task 1.2: The influence of feedback valence and feedback magnitude on learning
The second task was highly similar to the first, but in this task we also manipulated feedback magnitude. 
To this end, we created separate blocks with positive or negative feedback (Figure 4.1c). Within each 
block, the six stimuli were divided into three feedback magnitude conditions, featuring two stimuli in 
the ‘small’, two in the ‘large’, and two in the ‘mixed’ condition. Thus, unlike Task 1.1, feedback valence 
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Figure 4.1 – Overview of the tasks and stimulus:response-outcome associations in Study 1. (a) Sequence of events 
in an example trial of Tasks 1.1 and 1.2. (b) Stimulus:response-outcome associations in Task 1.1 varied within blocks 
with feedback valence (positive, negative, mixed). (c). Stimulus:response-outcome associations in Task 1.2 varied 
between blocks with feedback valence (positive, negative), and within blocks with feedback magnitude (small, 
large, mixed; max = maximum, ms = milliseconds, ITI = inter-trial interval, Stim = stimulus, L = left button press, R = 
right button press).
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was now manipulated between blocks, while feedback magnitude was now manipulated within blocks. 
Again, every six trials, all stimuli were presented in random order. In the positive blocks, the optimal 
response in the small condition yielded one point and the suboptimal response zero points. In the 
large condition, the optimal response yielded ten points and the suboptimal response zero points. In 
the mixed condition, the optimal response was rewarded with ten points and the suboptimal response 
with one point. In the negative blocks, the optimal and suboptimal responses led to zero and minus 
one points in the small condition, zero and minus ten points in the large condition, and minus one 
and minus ten points in the mixed condition, respectively. Again, within each condition the left button 
press was the optimal response for one stimulus, and the right button press for the other stimulus.

Participants performed one positive and one negative practice block. In the real task, three posi-
tive and three negative blocks were alternated. Again, multiple blocks were presented to acquire a 
more stable measurement of learning characteristics, but the feedback magnitude conditions were 
identical for all positive and all negative blocks, respectively. Whether the first block was positive or 
negative was counterbalanced over participants. Participants were not informed beforehand whether 
a block would feature positive or negative feedback. New stimuli were presented in each block, which 
were not included in Task 1.1. All other task details were the same as in Task 1.1. All participants first 
performed Task 1.1 and then Task 1.2.

Behavioral analyses
Per task, participants that responded too late in more than 10% of the trials were discarded from the 
analyses. In Task 1.1 this led to the exclusion of 1 young and 3 older adults, in Task 1.2 no participants 
met this criterion. Importantly, not excluding any participants for Task 1.1 (and, thus, equalizing the 
samples for the two tasks) did not change the pattern of results for this task. The average percentages 
of missed trials in the remaining young participants were 0.67% (SD 0.88%) in Task 1.1 and 0.39% (SD 
0.44%) in Task 1.2, and in the remaining older participants they were 3.81% (SD 2.89%) in Task 1.1 and 
3.18% (SD 2.31%) in Task 1.2. Accuracy was defined as the percentage correct in trials in which par-
ticipants responded within the response window. As described in the previous section, we examined 
explicit knowledge of S-R and S-O contingencies after each block. S-R association scores were defined 
as the percentages of correctly identified optimal responses, whereas S-O association scores were the 
percentages of correctly identified outcomes, separated for optimal and suboptimal outcomes.

To investigate the effect of feedback valence on learning performance in young and older adults 
in Task 1.1, accuracy scores collapsed over blocks were entered into a mixed-effects ANOVA with fac-
tors Bin (trial repetitions 1-3, 4-6, 7-9, 10-12, 13-15), Feedback valence (positive, negative, mixed), and 
Age (young, old). Thus, for each Feedback valence condition, each bin contained 2 stimuli * 4 blocks 
* 3 repetitions = 24 measurements. Post-hoc knowledge of S-R associations in Task 1.1 was assessed 
by entering scores collapsed over blocks into a mixed-effects ANOVA with factors Feedback valence 
and Age, and knowledge of S-O associations by entering scores collapsed over blocks into a mixed-
effects ANOVA with factors Feedback valence, Outcome (optimal, suboptimal), and Age. To investigate 
effects of feedback valence and feedback magnitude on learning performance in young and older 
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adults in Task 1.2, accuracy scores collapsed over blocks per valence condition were entered into a 
mixed-effects ANOVA with factors Bin, Feedback valence (positive, negative), Feedback magnitude 
(small, large, mixed), and Age. Thus, for each unique combination of Feedback valence and Feedback 
magnitude conditions, each bin contained 2 stimuli * 3 blocks * 3 repetitions = 18 measurements. For 
Task 1.2, we added the factor Feedback magnitude to the ANOVAs testing S-R and S-O knowledge.

Greenhouse-Geisser corrections were applied when required, although uncorrected degrees 
of freedom are reported. Of all ANOVAs, only the highest-order interaction(s) with the variables of 
interest will be reported in the text. For all results of the ANOVAs, including effect sizes, we refer the 
reader to Supplementary table 4.S1–4.S4. The factor Bin was mainly introduced to investigate whether 
participants improved in performance over trials and, thus, gradually learned the correct responses. 
We therefore only report significant main effects of Bin in the text, and significant interaction effects 
including the factor Bin, if this was the highest-order interaction and the same interaction without 
Bin was not significant (and the interaction with Bin therefore provides additional information). This 
implies that for almost all reported effects results were pooled over bins and the actual number of 
measurements per condition was much higher than the numbers described in the previous paragraph. 
Finally, the analyses that we performed for learning accuracy were also performed for reaction times. 
These analyses and their results are presented in the Supplementary Material and Methods, the 
Supplementary Results, and in Supplementary table 4.S5 and 4.S6.

Results

Task 1.1: The influence of feedback valence on learning

Accuracy
Participants learned the correct choices: accuracy increased over trial bins (Figure 4.2a; F(4,29) = 
54.532, p < 0.001). Learning performance differed with feedback valence (F(2,31) = 4.770, p = 0.018): 
Participants performed better in the mixed than in the positive and negative conditions (F(1,32) = 
14.330, p = 0.001), but performance did not differ between positive and negative feedback conditions 
(F < 1). Older adults performed worse than young adults (F(1,32) = 13.982, p = 0.001), but age did not 
significantly interact with feedback valence (F < 1).

Stimulus-response and stimulus-outcome associations
Older adults learned the correct S-R associations worse than young adults (Figure 4.2b, F(1,31) = 
17.808, p < 0.001), although both age groups performed above chance (young: t(18) = 11.866, p < 
0.001; old: t(13) = 3.145, p = 0.008). There was no effect of feedback valence (F(2,30) = 2.528, p = 0.088) 
nor an interaction effect between age and feedback valence (F < 1) on S-R association knowledge.

Both age groups generally learned the relations between stimuli and outcomes above chance 
level (Figure 4.2c; young: t(18) = 11.120, p < 0.001; old: t(13) = 3.177, p = 0.007). An interaction effect 
of age, feedback valence and outcome (F(2,30) = 3.859, p = 0.026) indicated that although older adults 
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learned the suboptimal outcomes in the negative condition worse than young adults (t(18.122) = 
3.212, p = 0.005), they learned all the optimal outcomes and the suboptimal outcomes in the positive 
and the mixed conditions equally well as young adults (p-values > 0.14).

Summary results Task 1.1
Accuracy was lower in older adults than in young adults. Both age groups performed best in the mixed 
feedback condition, whereas accuracy did not differ between the positive and negative conditions. 
Finally, the inferior performance of older participants was reflected in their explicit knowledge of S-R 
contingencies, although they learned most S-O contingencies equally well as young adults.

Task 1.2: The influence of feedback valence and feedback magnitude on learning

Accuracy
In Task 1.2 accuracy also increased over trial bins (Figure 4.3a; F(4,33) = 90.983, p < 0.001). Similar to 
Task 1.1, learning performance was worse in older than in young adults (F(1,36) = 37.899, p < 0.001). 
In Task 1.2 feedback valence significantly interacted with age (F(1,36) = 4.742, p = 0.036): accuracy was 
higher for positive than negative feedback in older adults (t(17) = 2.141, p = 0.047) but not in young 
adults (t(19) = −0.110, p = 0.913). Note, however, that the absence of a valence effect in young adults 
could reflect a ceiling effect and should be interpreted with caution. Performance of the two groups 
was differently affected by feedback magnitude (F(2,35) = 11.652, p < 0.001). Both age groups learned 
better from large than from small magnitudes (young: t(19) = −2.806, p = 0.011, old: t(17) = −4.962, p 
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Figure 4.2 – Behavioral performance of young and older adults for different feedback valence conditions in Task 1.1. 
(a) Average accuracy over stimuli and blocks per stimulus repetition bin as the percentage of correct responses. (b) 
Average correctly remembered stimulus-response (S-R) associations over blocks. (c) Average correctly remembered 
stimulus-outcome (S-O) associations over blocks presented separately for the optimal and suboptimal outcomes. 
Error bars are 1 standard error of the mean (SEM), black dashed lines represent chance level performance (P = posi-
tive, N = negative, M = mixed, S-R = stimulus-response, S-O = stimulus-outcome).
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< 0.001). Additionally, older adults also learned better from mixed than from small magnitudes (t(17) 
= −4.590, p < 0.001), and young adults also learned better from large than from mixed magnitudes 
(t(19) = −2.764, p = 0.012).

Stimulus-response and stimulus-outcome associations
Post-learning tests indicated that again S-R associations were learned worse by older than young 
adults (F(1,36) = 30.927, p < 0.001), but both age groups performed above chance (Figure 4.3b; young: 
t(19) = 12.130, p < 0.001; older: t(17) = 3.322, p = 0.004). An interaction of feedback valence and 
magnitude (F(2,35) = 4.492, p = 0.020) showed that S-R associations were learned better for positive 
than negative feedback when feedback was large (t(37) = −3.144, p = 0.003), but did not differ when 
feedback was small or mixed (small: t(37) = −0.565, p = 0.576, mixed: t(37) = 0.433, p = 0.668).

Knowledge of S-O associations did not deviate from chance level in either age group (p’s > 0.6), 
and there were no significant effects of age, feedback magnitude, or feedback valence, or significant 
interaction effects (Figure 4.3c).

Summary results Task 1.2
In Task 1.2, older adults again demonstrated lower accuracy scores than young adults. In this task, 
unlike in Task 1.1, older adults did perform better in the context of positive compared to negative 
feedback. Whereas both age groups performed better with large compared to small feedback mag-
nitudes, only older adults also performed better for mixed compared to small feedback magnitudes. 
Participants were also better able to reproduce S-R associations with positive compared to negative 
feedback when feedback was large or mixed. Young and older adults did not differ in their knowledge 
of S-O associations.

discussion

In line with our hypothesis older adults performed better with positive compared to negative feed-
back, but only when feedback magnitude was manipulated in Task 1.2. The absence of a valence 
effect in the young participants could be due to a ceiling effect, as their level of accuracy was generally 
high. Additionally, performance of both age groups increased as feedback magnitudes (or differences 
between magnitudes) increased. The comparable behavior of older adults in the large and mixed 
conditions in Task 1.2 (the two conditions where large magnitudes were involved) seems to indicate 
that especially this age group was guided by the largest amounts of points that could be gained or lost.

Thus, the results of Study 1 were in line with the positivity effect, when outcome magnitudes were 
also manipulated. The positivity effect reflects a stronger preference for positive compared to negative 
information in both attention and memory in older compared to young adults (Reed & Carstensen, 
2012). This effect is hypothesized to result from a shift in motivational priorities across the life span 
depending on life expectancy. As the time that is left for an individual becomes more restricted, the 
focus is thought to shift to current emotional satisfaction instead of more future-oriented exploration. 
A processing shift towards positive information would adhere to that focus.
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The current appearance of the positivity effect in older adults when feedback magnitudes were 
also manipulated may be related to an age-related decline in the correct implementation of unex-
pected feedback. Although the processing of rewards and punishments seems to remain relatively 
preserved with age (Cox, Aizenstein, & Fiez, 2008; Samanez-Larkin et al., 2007; Samanez-Larkin, Wor-
thy, Mata, McClure, & Knutson, 2014; Schott et al., 2007), the computation and implementation of 
prediction errors (PEs, differences between expected and actual outcomes) shows a stronger decline. 
A combination of direct evidence from computational modeling of the PE and indirect evidence from 
neuroimaging measures related to the PE suggests that this decline is seen not only after negative 
(Bellebaum, Kobza, Thiele, & Daum, 2011; Nieuwenhuis et al., 2002; van de Vijver et al., 2014) but 
probably also after positive feedback (Eppinger, Schuck et al., 2013; Mell et al., 2009; Samanez-Larkin 
et al., 2014), and may depend on age-related decreases in dopaminergic transmission in the midbrain 
and nucleus accumbens (Chowdhury et al., 2013). Thus, PE signals may become less differentiable 
in older adults, thereby impairing their ability to use feedback for behavioral adjustment. This may 
explain why older adults in the current study only started to demonstrate a preference for positive 
outcomes when the difference in magnitudes between these outcomes increased their salience.

Alternatively, the effect of valence in Task 1.2 but not Task 1.1 may have been due to the block-
wise presentation of positive and negative feedback in Task 1.2. This presentation schedule implies 
that per block, participants were either in a loss aversion or gain approach situation. The current 
results seem to suggest that older adults learn better in a gain approach than a loss aversion context. 
However, presenting positive and negative feedback in separate blocks may also have made the task 
less ambiguous, allowing older adults to focus better on the most salient stimuli and outcomes. The 
fact that older adults ignored the condition with the lowest outcomes in both positive and negative 
blocks in Task 1.2 seems to support the latter interpretation.

In Task 1.1, participants did not show a difference in accuracy between positive and negative 
feedback, in line with the results of Eppinger and colleagues when using a comparable task (Eppinger 
et al., 2010). However, participants did perform better in the mixed feedback condition. This condition 
effect may have partially been due to the unambiguity of both the suboptimal (−1) and optimal (+1) 
outcomes in this condition. In the other two conditions, an outcome of zero points could be either 
optimal (in the negative condition) or suboptimal (in the positive condition) and an extra trial was 
always required to test the alternative button. Yet, performance of older adults in a similar task did 
not improve when neutral feedback was colored and therefore unambiguous (Herbert, Eppinger, & 
Kray, 2011). However, to understand the influence of feedback valence on learning, the comparison 
between positive and negative feedback conditions is most crucial. In our second study, we therefore 
excluded the mixed condition.
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STudy 2

Introduction

In the previous study, participants always had to select the optimal response on the basis of the 
stimulus identity and corresponding outcome (S-R association). However, as mentioned in the General 
introduction, many studies investigating the effect of feedback valence on learning in healthy aging 
have used a design in which participants had to select the stimulus that was associated with the 
optimal outcome regardless of the specific spatial (left/right) response (S-O association; Bellebaum 
et al., 2012; Frank & Kong, 2008; Hämmerer et al., 2011; Simon et al., 2010; but see Eppinger et al., 
2010; Eppinger, Schuck et al. 2013), possibly introducing biases due to the spatial stimulus-response 
compatibility. In this second study, we adapted our design to directly investigate whether learning 
from valenced performance feedback differs between tasks that focus on S-R associations and tasks 
that require S-O knowledge. Participants (new groups of young and older adults) therefore performed 
two tasks, one similar to the tasks in the first study (Task 2.1), and a second one in which a pair of 
stimuli rather than a single stimulus was presented in each trial (Task 2.2). In each pair, one of the 
stimuli was related to the optimal outcome, the other one to the suboptimal outcome. The stimuli in 
each pair randomly switched sides in half of the trials. Thus, in this task participants could not rely on 
S-R associations, but had to learn which stimulus was associated with the best outcome.

Based on the results of our first study, we hypothesized that participants would learn better with 
large compared to small performance outcomes. Moreover, we expected that older adults would learn 
better from positive than negative feedback when feedback magnitude was large. Because responding 
is thought to be more automatized in an S-O learning context, we expected this interaction effect in 
older adults to be stronger in the S-O (Task 2.2) than the S-R learning task (Task 2.1). Finally, in the 
first study explicit knowledge of S-R associations seemed to decrease with age, whereas knowledge 
of most S-O associations was equal between age groups. Here, we therefore expected learning of S-R 
associations (Task 2.1) to decline more with age than learning of S-O associations (Task 2.2).

Besides the exclusion of the mixed condition, three other improvements were made to the study 
and task designs: In the first study, all participants were presented with the two tasks in the same 
order, so we cannot rule out that feedback valence effects in the second task were influenced by 
the experiences of participants in the first task. Therefore, task order was now counterbalanced over 
participants. Additionally, we provided participants with more time to make their response, to ensure 
that older adults did not underperform because of time pressure. Moreover, the brief delay between 
response and feedback was removed, to allow for the most direct association between stimulus, 
response, and feedback.
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Material and Methods

Participants
In this second experiment, a new group of 28 young and 28 older participants was tested. Because 
the data of 7 young and 3 older adults were lost due to computer failure, the data of 21 young adults 
ranging in age from 18–26 years (M 22.0, SD 2.8; 13 female; 4 left-handed) and 25 older adults ranging 
from 69–84 years (M 73.4, SD 4.1; 15 female; 2 left-handed) were included. All inclusion criteria and 
study procedures were the same as in Study 1, but in this study participants earned a small monetary 
reward based on their task performance: every 50 points a participant earned was worth € 0.25. This 
resulted in payments between € 2.50 and € 8.50.

Tasks

Task 2.1: The influence of feedback valence and magnitude on stimulus-response learning
In this first task of Study 2, participants were asked to gain as many points as possible (starting with 
zero points), by learning the optimal of two responses for each of eight pictorial stimuli using trial-and-
error (Figure 4.4a). To investigate the influence of both feedback valence and feedback magnitude on 
learning, these eight stimuli were organized into four conditions, featuring two stimuli per condition 
(Figure 4.4b). In the ‘small positive’ condition the optimal response was rewarded with one point, and 
in the ‘large positive’ condition the optimal response was rewarded with ten points. In both positive 
conditions the suboptimal response yielded zero points. In the ‘small negative’ condition the subop-
timal response was punished with a subtraction of one point, and in the ‘large negative’ condition 
this response was punished with a subtraction of ten points. In both negative conditions the optimal 
response yielded zero points. Again, within each condition, the left button press was the optimal 
response for one stimulus, and the right button press for the other stimulus.

Participants performed one block with 30 repetitions of all eight stimuli. Stimulus order was 
randomized per 16 trials in which all stimuli were presented twice. The same stimulus could never be 
presented consecutively. 30 second breaks interrupted the task after the 10th and 20th presentations. 
Again, stimuli were concrete white-on-black line drawings from the Snodgrass picture set (Snodgrass 
& Vanderwart, 1980). Over participants, stimuli were counterbalanced over tasks (Tasks 2.1 and 2.2) 
and conditions. Feedback indicated the number of points associated with the chosen response, or ‘too 
late’ if participants did not respond while the stimulus was presented (2000 ms). Participants received 
extensive instructions and performed a practice block with 4 (non-task) stimuli that were repeated 
30 times. In the practice block, feedback was a green V or red X for correct and incorrect choices, 
respectively.

Before the practice and real block, the stimuli included in that block were shown for familiar-
ization. After the real block, participants were again tested on their knowledge of S-O associations. 
However, we wanted to be able to compare these test scores directly between tasks, and the test as 
used in Study 1 could not be used for Task 2.2 (see next section: in Task 2.2 there was no one correct 
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Figure 4.4 – Overview of the tasks and stimulus:response-outcome associations in Study 2. (a) Sequence of events 
in an example trial of Task 2.1. (b) Stimulus:response-outcome associations in Task 2.1 varied with feedback valence 
(positive, negative) and feedback magnitude (small, large). Specific stimulus:response associations determined the 
outcome that was received. (c) Sequence of events in an example trial of Task 2.2. (d) Stimulus:outcome associa-
tions in Task 2.2 varied with feedback valence (positive, negative) and feedback magnitude (small, large). The spe-
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stimulus, L = left button press, R = right button press).
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button per stimulus, and single stimuli were only associated with one possible outcome). Therefore, 
we used a different test design, which was focused more on implicit knowledge of S-O associations. In 
each trial, combinations of two stimuli were presented above one another. To investigate knowledge 
of S-O associations, participants were required to indicate for each combination with a button press 
with which of the two stimuli they could have earned the most or lost the least points (different 
buttons were used than the response buttons in the task). Every stimulus was paired with all other 
stimuli except the one from the same condition, so there were six different kinds of choices: large 
positive-small positive (Pp), large positive-small negative (nP), large positive-large negative (PN), small 
positive-small negative (pn), small positive-large negative (pN), and small negative-large negative 
(nN). Because there were two stimuli in each condition, and all combinations were presented twice, 
participants made 48 choices in total. There was no response deadline in this part.

Task 2.2: The influence of feedback valence and magnitude on stimulus-outcome learning
The design of the second task was the same as that of the first task, but in each trial a pair of stimuli 
rather than a single stimulus was presented (Figure 4.4c). Participants were asked to gain as many 
points as possible (starting with zero points), by learning the optimal stimulus in each of eight pairs 
of pictorial stimuli using trial-and-error. One of the stimuli could be selected by pressing the spatially 
corresponding button (left button to select left stimulus, right button to select right stimulus). The 
stimuli in each pair were randomly assigned to the left and right side of the screen in each trial, with 
the restriction that they were both presented on each side in 50% of the trials. Importantly, when 
the stimuli switched sides, the participant still had to press the spatially corresponding button: for 
example, if the optimal stimulus switched from the left to the right side of the screen, the participant 
now had to press the right button. Thus, the button that had to be pressed was always spatially com-
patible with the presentation side of the optimal stimulus.

One of the stimuli was related to the optimal outcome, the other one to the suboptimal outcome 
(Figure 4.4d). More specifically, in the ‘small positive’ condition the optimal stimulus signaled a reward 
of one point, and in the ‘large positive’ condition the optimal stimulus signaled a reward of ten points. 
In both positive conditions, the suboptimal stimulus was associated with zero points. In the ‘small 
negative’ condition the suboptimal stimulus signaled a loss of one point, and in the ‘large negative’ 
condition the suboptimal stimulus signaled a loss of ten points. In both negative conditions the opti-
mal response yielded zero points. Thus, for every stimulus set, one of the stimuli was associated with 
zero points, and the other stimulus with a non-zero value (−10 / −1 / +1 / +10). After the task, only 
the stimuli that were associated with a non-zero value were included in the phase where stimulus-
outcome relations were tested. The order of Tasks 2.1 and 2.2 was counterbalanced over participants.

Tests of intelligence and working memory
Participants performed two tests to investigate the comparability of young and older participants in intel-
ligence and working memory (WM). Fluid intelligence was measured with Raven’s Coloured Progressive 
Matrices (Raven, Raven, & Court, 2003). Only sets A and B were used, so the total test consisted of 24 
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items. WM was measured with the Operation Span task (O-SPAN, Turner & Engle, 1989), in which partici-
pants have to remember sets of words of various set lengths, while performing mathematical operations. 
One older adult did not finish the O-SPAN, so WM scores of only 24 older adults are included. In line with 
the literature on cognitive aging (see, for example, Bugg, Zook, DeLosh, Davalos, & Davis, 2006; Hedden 
& Gabrieli, 2004; Sander, Lindenberger, & Werkle-Bergner, 2012), older adults demonstrated lower WM 
capacities (young: M 71.57, SD 13.26; older M 49.04, SD 15.08; t(43) = 5.287, p < 0.001) and lower fluid 
intelligence scores (young: M 22.86, SD 1.15; older: M 20.72, SD 3.27; t(30.806) = 3.048, p = 0.005) than 
young adults. However, the spread of intelligence scores in young adults was very narrow and many per-
formed at ceiling in the current task, so intelligence scores in this group should be interpreted with caution.

Data analysis
No participants missed more than 10% of trials in either task, so no participants were excluded based 
on this criterion. The average percentages of missed trials in the young participants were 0.44% (SD 
0.57%) in Task 2.1 and 0.44% (SD 0.43%) in Task 2.2, and in the older participants they were 1.55% (SD 
1.43%) in Task 2.1 and 1.41% (SD 1.43%) in Task 2.2. Again, accuracy was defined as the percentage 
correct choices in trials in which the participant answered within the response window. The influence 
of task (and, thus, learning type), feedback valence, and feedback magnitude on accuracy was as-
sessed with a mixed-effects ANOVA with factors Task (2.1, 2.2), Bin (trial repetitions 1-6, 7-12, 13-18, 
19-24, and 25-30), Feedback valence (positive, negative), Feedback magnitude (small, large), and Age 
(young, old). Thus, for each unique combination of Feedback valence and Feedback magnitude condi-
tions in either task, each bin contained 2 stimuli * 6 repetitions = 12 measurements. Learning of S-O 
relations as measured with the forced choices was quantified as the number of choices for the stimuli 
in each condition, and was assessed with a mixed-effects ANOVA with factors Task, Feedback valence, 
Feedback Magnitude, and Age. However, the forced choices after Task 2 were incorrectly registered for 
1 young and 8 older adults, which were excluded from this analysis.

Again, Greenhouse-Geisser corrections were applied when required, although uncorrected de-
grees of freedom are reported. Of all ANOVAs, only the highest-order interaction(s) with the variables 
of interest will be reported. Again, for almost all reported effects results were pooled over bins and the 
actual number of measurements per condition was much higher than was described in the previous 
paragraph. For all results of the ANOVAs, including effect sizes, we refer the reader to Supplementary 
table 4.S7 and 4.S8. Again, the analyses that we performed for learning accuracy were also performed 
for reaction times. These analyses and their results are presented in the Supplementary Material and 
Methods, the Supplementary Results, and in Supplementary table 4.S9.
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Results

Performance in Tasks 2.1 and 2.2

Accuracy
Participants generally learned the correct choices: accuracy increased over trial bins (see Figure 4.5a 
and 4.5b; F(4,41) = 204.215, p < 0.001). Performance was higher in Task 2.2 than Task 2.1 (F(1,44) = 
29.630, p < 0.001). The influence of feedback magnitude and feedback valence varied over tasks and 
bins (4-way interaction, F(4,41) = 2.798, p = 0.048). Post-hoc ANOVAs per task with factors Feedback 
magnitude, Feedback valence, and Bin showed a 3-way interaction in Task 2.1 (F(4,42) = 3.322, p = 
0.018), and an interaction of Feedback valence and Feedback magnitude in Task 2.2 (F(1,45) = 10.711, p 
= 0.002). Subsequent t-tests demonstrated a dissociation in learning patterns between tasks: whereas 
learning was better in Task 2.1 with small negative compared to small positive feedback (in bins 3 and 
4; bin 3: t(45) = −2.611, p = 0.012; bin 4: t(45) = −2.747, p = 0.009), learning was better in Task 2.2 with 
large positive compared to large negative feedback (t(45) = 3.295, p = 0.002).

Older adults learned the correct choices worse than young adults did (F(1,44) = 43.186, p < 0.001). 
Age interacted with feedback magnitude (F(1,44) = 7.891, p = 0.007): the impact of large compared to 
small feedback on performance was larger in older than in young adults (t-test comparing age groups 
on difference scores between large and small: t(44) = −2.809, p = 0.007). However, given the high 
accuracy scores in young adults it is not unlikely that the smaller influence of large feedback on their 
performance is caused by a ceiling effect.

Knowledge of stimulus-outcome relations in forced choices
Participants were able to differentiate stimuli based on the associated outcome: their choices varied 
with feedback valence and magnitude (Figure 4.5c and 4.5d; F(1,35) = 288.710, p < 0.001). The effects 
of feedback valence and feedback magnitude differed between Tasks 2.1 and 2.2 (valence: F(1,35) = 
6.665, p = 0.014; magnitude: F(1,35) = 4.932, p = 0.033): The difference in the number of choices for 
stimuli associated with positive versus negative feedback was larger in Task 2.2 than in Task 2.1 (Task 
2.1: M 12.68, SD 4.38; Task 2.2: M 14.49, SD 2.92). The difference in the number of choices for stimuli 
associated with large versus small feedback, was smaller in Task 2.2 than in Task 2.1 (Task 2.1: M 2.35, 
SD 3.58; Task 2.2: M 0.81, SD 2.01). With optimal performance, the number of choices for large and 
small feedback would have been equal (the large option was optimal in combinations Pn, Pp, and 
PN, the small option was optimal in combinations pN, nN, and pn), so performance was again more 
optimal in Task 2.2 than 2.1. Thus, knowledge of S-O relations was indeed better for the S-O than the 
S-R learning task. Additionally, knowledge of the difference between stimuli associated with positive 
versus negative feedback was larger in young than in older adults (F(1,35) = 10.311, p = 0.003). There 
were no higher-order interactions of valence, magnitude, and task or age.
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Summary results Study 2
S-O learning (Task 2.2) was generally better than S-R learning (Task 2.1) and identification of the stimu-
lus related to the optimal outcome in a forced-choice situation was also higher after S-O compared 
to S-R learning. Larger magnitudes were especially beneficial for accuracy in older adults. In both age 
groups S-R learning accuracy was higher with small negative compared to positive feedback, and S-O 
learning with large positive compared to negative feedback.

Relations between learning performance and working memory capacity
In the current study, young participants had higher WM scores than older participants. Moreover, 
WM load seems to have differed between Tasks 2.1 and 2.2: to make the correct choices, in Task 2.1 
the association between a specific picture and a specific outcome had to be learned (e.g., apple = 
left), whereas in Task 2.2 only the optimal stimulus had to be remembered (e.g., apple). Therefore, 
we additionally rank-correlated task performance with WM capacity to examine: (1) to what extent 
age-related differences in accuracy could be explained by differences in WM, and (2) whether the dif-
ference in accuracy between Tasks 2.1 and 2.2 may be explained by a difference in WM load. Because 
the focus of our studies was on age-related differences in learning from valenced performance feed-
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Figure 4.5 – Behavioral performance of young and older adults for different feedback valence and feedback magni-
tude conditions in Tasks 2.1 (a, c) and 2.2 (b, d). (a and b) Average accuracy over stimuli per stimulus repetition bin 
as the percentage correct responses. (c and d) Average correctly chosen stimuli related to optimal outcomes during 
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represent chance level performance (S-O = stimulus-outcome, LP = large positive, SP = small positive, SN = small 
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back, we additionally explored correlations between WM and learning from positive versus negative 
feedback separately.

WM capacity correlated with performance in Task 2.1 in young (Figure 4.6a; rs = 0.541, p = 0.011) 
and older adults (Figure 4.6b; rs = 0.544, p = 0.006), but not with performance in Task 2.2 in either 
group (p-values > 0.07). Within Task 2.1, WM correlated with learning from positive feedback in young 
adults (Figure 4.6a; rs = 0.491, p = 0.024), and with learning from negative feedback in older adults 
(Figure 4.6b; rs = 0.544, p = 0.006).

Thus, S-R learning accuracy correlated with WM capacity, and young adults had significantly 
higher WM scores than older adults. Together, these effects seem to suggest that young adults were 
better at S-R learning than older adults, but we did not find an interaction effect of age and task on 
accuracy (F(1,44) = 0.780, p = 0.382). To investigate the relation between WM and S-R versus S-O 
learning accuracy in more detail, we performed a median split on WM scores in both age groups 
(median young 0.72, median old 0.47, scores could range from 0 to 1), creating four groups: high-WM 
young adults (M 0.83, SD 0.05, 10 participants), low-WM young adults (M 0.61, SD 0.10, 11 partici-
pants), high-WM older adults (M 0.61, SD 0.10, 12 participants), and low-WM older adults (M 0.37, SD 
0.08, 12 participants). Note that WM scores were comparable between the low-WM young and the 
high-WM older adults.
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Figure 4.6 – Significant correlations between working memory capacity and stimulus-response learning perfor-
mance in young (a, b) and older adults (c, d). (a) Spearman rank correlations between working memory (WM) 
capacity and learning accuracy in Task 2.1 in young adults. (b) Spearman rank correlations between WM capacity 
and learning accuracy in the positive feedback condition of Task 2.1 in young adults. (c) Spearman rank correlations 
between WM capacity and learning accuracy in Task 2.1 in older adults. (d) Spearman rank correlations between 
WM capacity and learning accuracy in the negative feedback condition of Task 2.1 in older adults (WM = working 
memory).
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Next, we compared accuracy scores in Task 2.1 (S-R learning) and Task 2.2 (S-O learning) between 
the groups with t-tests: we expected the group with the highest WM scores to have outperformed 
all other groups in Task 2.1, and the group with the lowest WM scores to have performed worse 
than all other groups in Task 2.1. Indeed, young high-WM participants performed significantly better 
than young low-WM (t(19) = −3.042, p = 0.007), older high-WM (t(20) = 4.716, p < 0.001), and older 
low-WM participants (t(20) = 6.183, p < 0.001); and older low-WM participants performed signifi-
cantly worse than older high-WM (t(22) = −2.640, p = 0.015), young high-WM, and young low-WM 
participants (t(21) = 4.078, p = 0.001) in this task. Young low-WM and older high-WM participants, the 
groups with comparable WM scores, did not significantly differ in accuracy in Task 2.1 (t(21) = 1.830, 
p = 0.081). Such a pattern was not seen in Task 2.2: accuracy scores did not differ between young low-
WM and high-WM participants (t(19) = −0.834, p = 0.415), or between older low-WM and high-WM 
participants (t(22) = −1.535, p = 0.139). Thus, on closer examination, WM capacity was indeed related 
only to S-R learning and may explain age differences therein. The overlap in WM and accuracy scores 
between age groups may have clouded this effect in our initial ANOVAs.

discussion

In line with our predictions, participants learned more from large positive than large negative feedback 
when learning S-O associations. When learning S-R associations, however, participants learned more 
from small negative than small positive feedback, but there was no difference between large positive 
and large negative feedback. Additionally, WM capacity only correlated with S-R learning accuracy. 
Although young adults performed better than older adults, there were no age-related differences in 
the effects of feedback valence.

Thus, older adults demonstrated significantly better learning from large positive feedback during 
S-O but not during S-R learning. It is important to note, however, that the pattern of results is numeri-
cally the same for S-R and S-O learning in older adults in the current study: in both conditions accuracy 
is highest for large positive feedback. This suggests that the positivity effect may also have been pres-
ent during S-R learning here, but other task aspects such as the high WM load may have decreased 
the significance of this effect. Indeed, the positivity effect has been demonstrated to decline in tasks 
imposing high processing demands and individuals with low WM capacity (Mather & Knight, 2005; 
Reed et al., 2014). In line with this numerically consistent effect, older adults were also most accurate 
when learning from large positive feedback in Task 1.2 in Study 1, which was in fact an S-R association 
learning task.

Yet, the difference in significant valence effects between the S-R and S-O tasks in Study 2 suggests 
that the effect of feedback valence on learning accuracy depends on which kind of associations have 
to be learned, providing support for the idea that the influence of feedback valence on reinforcement 
learning is highly task dependent (Eppinger et al., 2011). Reinforcement learning is generally supported 
by a large network of frontal and striatal brain areas (for reviews, see, e.g., Maia, 2009; Rushworth, 
Noonan, Boorman, Walton, & Behrens, 2011). Instrumental (S-R) learning is thought to depend at 
least partially on learning and decision-making processes that are seeded in lateral prefrontal cortex 
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(Amiez, Hadj-Bouziane, & Petrides, 2012; Frank, Moustafa, Haughey, Curran, & Hutchison, 2007; Mor-
ris, Dezfouli, Griffiths, & Balleine, 2014). These frontal learning processes have been demonstrated to 
be highly related to WM: when WM load and the delay interval where independently manipulated in 
an instrumental (S-R) learning task, both factors explained significant parts of learning success (Collins 
& Frank, 2012). Indeed, in the current study only learning in the more difficult S-R learning task cor-
related with measures of WM capacity in both age groups.

S-O learning accuracy, on the other hand, was not related to WM scores in the current study. The 
only information that had to be remembered in the S-O learning task was the value of the different 
stimuli. This was probably less effortful to remember for the participants than the association between 
a stimulus and a specific response, which may explain why WM capacity was of less importance. 
Moreover, this type of learning is thought to rely more on the parts of the reinforcement learning net-
work that are involved in the representation of the values of stimuli (rather than actions), such as the 
nucleus accumbens and orbitofrontal cortex (Grabenhorst & Rolls, 2011; Jocham, Klein, & Ullsperger, 
2011; Ostlund & Balleine, 2007).

Thus, the current results suggest that reinforcement learning tasks that capitalize on S-R versus 
S-O learning may at least partially depend on different learning and brain systems, and may therefore 
capture different aspects of age-related changes in learning. The current, behavioral data do not allow 
us to disentangle with more specificity which cognitive or brain systems underlie which kind of learn-
ing, or how the relative importance and interaction of these systems changes with age. Our results 
suggest, however, that studies specifically designed to answer these questions with neuroimaging 
methods and/or computational modeling of learning behavior would greatly add to our understanding 
of why and how age-related changes in reinforcement learning depend on the specific task context.

The current data also cannot speak to the question whether the spatial compatibility between 
stimulus side and response side in S-O association learning indeed leads to more automatic respond-
ing or Pavlovian approach biases, because the optimal stimulus and response sides were always 
compatible in Task 2.2. A specific examination of the influence of this spatial compatibility on learning 
success and age-related changes therein is needed to quantify the extent to which this task-design 
feature affects behavior.

GENERAL DISCUSSION

The combined results of the current studies demonstrate that older adults indeed learn better from 
positive than negative feedback, in line with the positivity effect. However, in both studies this feed-
back valence effect depended on its magnitude: older adults learned better from positive compared 
to negative feedback only when feedback magnitude was also manipulated and they could focus on 
acquiring large, positive outcomes. This interaction of valence and magnitude, in combination with 
the lower WM scores of the older adults, suggests that the range of associations that can be acquired 
simultaneously is more limited in this age group, forcing them to select a subset to learn (first). Indeed, 
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in Task 1.2, older adults did not learn the responses for the stimuli with small outcomes at all, and in 
Tasks 2.1 and 2.2 there is a large difference between the learning curves of the stimuli with large and 
small outcomes.

When older adults are (possibly strategically) selecting a subset of associations to learn, they 
focus on the associations that can win them the most. These large wins would be most salient (similar 
to large losses, which are learned second-best) and may therefore also trigger the most pronounced 
PEs. Thus, this initial selection of the most rewarding associations may be explained by the reduced 
differentiability of PE signals in the aging brain (see Discussion Study 1). More generally, this may 
implicate that older adults tend to focus on the stimuli and responses that are most unambiguous and 
related to the most salient or behaviorally relevant outcomes. Such an explanation could also account 
for the variability in age-related effects in different behavioral learning studies: which feedback is most 
salient or relevant can differ between paradigms. The question whether the increase in learning of 
older adults that is seen with larger magnitudes can be mirrored when outcome salience is increased 
otherwise, for example by increasing visual saliency of some outcomes, would make for an interesting 
follow-up study.

Our results may seem to contradict two recent review papers on age-related changes in learning 
and decision-making (Eppinger et al., 2011; Hämmerer & Eppinger, 2012), which both suggested that 
older adults show a bias towards negative rather than positive feedback. However, the papers support-
ing these suggestions (Eppinger & Kray, 2011; Frank & Kong, 2008; Hämmerer et al., 2011; Simon et al., 
2010) all employed probabilistic learning tasks, in most cases Frank’s Probabilistic selection task (Frank 
& Kong, 2008; Hämmerer et al., 2011; Simon et al., 2010). As was outlined in the General Introduction, 
the probabilistic nature of these tasks, the focus on learning S-O associations (in the Probabilistic 
selection task), and the investigation of post-learning knowledge rather than condition differences 
during learning may have altered the expression of the positivity effect.

Indeed, both review papers (Eppinger et al., 2011; Hämmerer & Eppinger, 2012) suggested that 
a bias towards positive versus negative outcomes in older adults may be largely task-dependent, in 
line with our current results. Eppinger and colleagues (2011) have suggested that when outcomes are 
unrelated to subsequent behavior, older adults may focus more on positive outcomes, but when out-
comes are important for subsequent actions, negative outcomes are considered of more importance. 
However, this idea was mainly based on probabilistic learning studies in which only binary feedback 
was given. In the current tasks feedback valence and magnitude not only informed the participant 
about whether behavior was correct, but also signaled the amount of points (and, in the second study, 
money) that was won or lost. Thus, focusing on the largest outcomes rather than avoiding punish-
ments was more beneficial in the current study.

In both our studies larger feedback magnitudes were beneficial for both young and older adults, 
in line with previous results (Weiler et al., 2008). Older adults benefitted more from large feedback 
than young adults, but this effect is likely caused by a ceiling effect in young adults. Accuracy did not 
differ between positive and negative feedback in young adults in the first study, whereas it did differ 
in older adults. In the second study, however, there were no age-related differences in the effects of 
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feedback valence or the interactions with magnitude and learning type on accuracy. This may suggest 
that in the second study young adults, like older adults, were presented with too many associations to 
learn simultaneously, and applied a similar selection.

One limitation of our second study is that participants could only win, but not lose, any money. 
Additionally, in both studies participants were specifically instructed to gain as many points as pos-
sible, rather than to avoid losing any points. Thus, the question remains whether focusing on the 
positive rather than negative outcomes is something young and older adults always do, or whether 
this happened either because such a strategy would earn them the most in the current design or 
because this behavior was enhanced by task instructions.

To conclude, with age, older adults focus more on positive outcomes when these outcomes are 
large, possibly because they reflect, or are informative to learn, the most appropriate behavior or 
because they are more salient. This is in line with the positivity effect. Feedback valence effects and 
learning in general differ depending on whether S-R or S-O associations have to be learned. Because 
both kinds of tasks are used interchangeably in the reinforcement learning literature, results should 
be interpreted and compared cautiously. A direct comparison of the two kinds of learning with com-
putational modeling and brain imaging would provide important information about how subprocesses 
of S-R versus S-O learning are affected by aging. Future studies should also examine the limitations of 
the learning capacity of young adults, to test whether they demonstrate the same selection criteria as 
older adults when they are presented with too many associations to learn simultaneously.
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SUPPLEMENTARY MATERIAL

Study 1

Supplementary Material and Methods
Because task accuracy is prioritized over response speed with increasing age (Smith & Brewer, 1995; 
Starns & Ratcliff, 2010), age-related changes in reinforcement learning may manifest both in accuracy 
scores and in response speed. In addition to behavioral accuracy, we therefore also analyzed age-
related changes in the effects of feedback valence and feedback magnitude on reaction times (RTs) 
over the course of learning. To this end, RTs were included of all trials in which participants responded 
within the response window. To investigate the effect of feedback valence on response speed in young 
and older adults in Task 1.1, RTs were entered into a mixed-effects analysis of variance (ANOVA) with 
factors Bin (trial repetitions 1-3, 4-6, 7-9, 10-12, 13-15), Feedback valence (positive, negative, mixed), 
and Age (young, old). To investigate effects of feedback valence and feedback magnitude on response 
speed in young and older adults in Task 1.2, RTs were entered into a mixed-effects ANOVA with factors 
Bin, Feedback valence (positive, negative), Feedback magnitude (small, large, mixed), and Age.

Greenhouse-Geisser corrections were applied when required, although uncorrected degrees of 
freedom are reported. Of both ANOVAs, only the highest-order interaction(s) with the variables of 
interest will be reported in the text. For all results of the ANOVAs, including effect sizes, we refer 
the reader to Supplementary tables 4.S5 (Task 1.1) and 4.S6 (Task 1.2). The factor Bin was mainly 
introduced to investigate whether participants improved in performance over trials and, thus, gradu-
ally learned the correct responses. We therefore only report significant main effects of Bin in the text, 
and significant interaction effects including the factor Bin, if this was the highest-order interaction and 
the same interaction without Bin was not significant (and the interaction with Bin therefore provides 
additional information).

Supplementary Results

Task 1.1: The influence of feedback valence on response speed
As expected, participants became faster at responding over the course of the learning (Supplementary 
figure 4.S1a; F(4,29) = 4.181, p = 0.022). RTs differed with feedback valence (F(2,31) = 12.495, p < 
0.001): participants performed fastest in the mixed feedback condition (F(1,32) = 10.509, p = 0.003). 
Additionally, RTs were faster in the positive than in the negative feedback condition (F(1,32) = 14.738, 
p = 0.001). Finally, older adults responded slower than young adults (F(1,32) = 39.846, p < 0.001), but 
age did not interact with feedback valence (F < 1).

Task 1.2: The influence of feedback valence and feedback magnitude on response speed
Again, participants responded faster in later compared to earlier trial bins (Supplementary figure 4.S1b; 
F(4,33) = 6.209, p = 0.007). Feedback magnitude interacted with feedback valence (F(2,35) = 10.343, 
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p < 0.001) such that participants responded faster in the context of positive compared to negative 
feedback when feedback magnitudes were large or mixed and, thus, a large amount of points could 
be gained (large: t(37) = 3.079, p = 0.004, mixed: t(37) = 2.677, p = 0.011), but not when magnitudes 
were small (t(37) = −1.035, p = 0.307).

As in Task 1.1, older adults responded slower than young adults (F(1,36) = 45.762, p < 0.001) and 
age interacted with feedback magnitude (F(2,35) = 5.418, p = 0.006): Both young and older adults 
were faster for large than small magnitudes (young: t(19) = 3.391, p = 0.003, old: t(17) = 5.340, p < 
0.001). However, whereas older adults were also faster for mixed compared to small magnitudes (t(17) 
= 4.142, p = 0.001), young adults showed no difference in RTs between mixed and small magnitudes 
(t(19) = 1.537, p = 0.141).

Summary response speed results Tasks 1.1 and 1.2
Older adults generally performed slower than young adults in both Task 1.1 and 1.2. In Task 1.1, both 
age groups performed fastest in the mixed feedback condition, and RTs also revealed faster perfor-
mance in the context of positive compared to negative feedback. Similarly, in Task 1.2 both age groups 
responded faster for positive than negative feedback, but only when feedback magnitudes were large 
or mixed. In this task both age groups also responded generally faster for large compared to small 
feedback magnitudes, whereas only older adults also performed faster for mixed compared to small 
feedback magnitudes.
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Supplementary figure 4.S1 – Response speed of young and older adults for different feedback valence and feedback 
magnitude conditions in Study 1. (a) Average reaction times (RTs) over stimuli and blocks per stimulus repetition 
bin in Task 1.1. (b) Average reaction times (RTs) over stimuli and blocks per stimulus repetition bin in Task 1.2 (RTs 
= reaction times, ms = milliseconds).
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Study 2

Supplementary Material and Methods
Again, RTs were included of all trials in which the participant answered within the response window. 
The influence of task (and, thus, learning type), feedback valence, and feedback magnitude on response 
speed was assessed with a mixed-effects ANOVA with factors Task (2.1, 2.2), Bin (trial repetitions 1-6, 
7-12, 13-18, 19-24, and 25-30), Feedback valence (positive, negative), Feedback magnitude (small, 
large), and Age (young, old). Again, Greenhouse-Geisser corrections were applied when required, 
although uncorrected degrees of freedom are reported. Only the highest-order interaction with the 
variables of interest will be reported. For all results of the ANOVAs, including effect sizes, we refer the 
reader to Supplementary table 4.S9.
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Supplementary figure 4.S2 – Response speed of young and older adults for different feedback valence and feedback 
magnitude conditions in Study 2. (a) Average reaction times (RTs) over stimuli per stimulus repetition bin in Task 
2.1. (b) Average reaction times (RTs) over stimuli per stimulus repetition bin in Task 2.2 (RTs =reaction times, ms = 
milliseconds, LP = large positive, SP = small positive, SN = small negative, LN = large negative).
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Supplementary Results

The influence of feedback valence and feedback magnitude on response speed in Tasks 2.1 and 2.2
RTs decreased with learning (Supplementary figure 4.S2; F(4,41) = 64.834, p < 0.001). Participants 
were generally faster in Task 2.1 than Task 2.2 (F(1,44) = 21.828, p < 0.001), and older adults responded 
slower than young adults (F(1,44) = 29.317, p < 0.001). Age also interacted with task, feedback magni-
tude, feedback valence, bin, and age (5-way interaction, F(4,41) = 3.179, p = 0.015). Separate post-hoc 
ANOVAs per age group with factors Task, Feedback valence, Feedback magnitude, and Bin showed two 
sets of effects of interest.

First, the effect of feedback magnitude varied over tasks in older adults (interaction task and 
feedback magnitude, F(1,24) = 15.181, p = 0.001), and over tasks and bins in young adults (3-way 
interaction, F(4,17) = 2.595, p = 0.042). Post-hoc t-tests indicated that both young and older adults 
were faster with large compared to small magnitudes in Task 2.2 (young: all bins, p’s < 0.01; older: 
t(24) = 4.646, p < 0.001). Whereas young adults demonstrated the same speeding for large feedback 
in bins 2-5 of Task 2.1 (bin 1: t(20) = 0.309, p = 0.761; bins 2–5: p < 0.014), older adults showed no RT 
differences between large and small magnitudes in this task (t(24) = 0.325, p = 0.748).

Second, in young adults an interaction of feedback magnitude and valence (F(1,20) = 27.799, p 
< 0.001) showed that they responded faster with large positive than large negative feedback (t(20) = 
−5.887, p < 0.001). In older adults, feedback magnitude and feedback valence significantly interacted 
with bin (3-way interaction: F(4,21) = 3.860, p = 0.014). Like young adults, older adults were faster with 
large positive than large negative feedback in all bins (all p-values < 0.03). In the last bin, older adults 
were also faster with small negative compared to positive feedback (t(24) = −2.734, p = 0.012).

Thus, both young and older adults were faster with S-R (Task 2.1) compared to S-O learning (Task 
2.2). Both age groups showed faster RTs with large compared to small magnitudes during S-O learn-
ing, but only young adults were also faster with large magnitudes when learning S-R associations. 
Moreover, both age groups were generally faster with large positive than large negative feedback.
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Supplementary tables 

Supplementary table 4.S1. Significant ANOVA effects on accuracy in Task 1.1, Study 1

Effect Direction df F / t p Partial η²

* Bin 4,29 54.532 < 0.001 0.630

 Contrasts Increase with every bin All < 0.04

* Feedback valence 2,31 4.770 0.018 0.130

 Contrasts Positive = Negative 1,32 0.529 0.472

Mixed > Positive, Negative 1,32 14.330 0.001

 Bin * Feedback valence 8,25 0.920 0.501 0.028

* Age Young > Old 1,32 13.982 0.001 0.304

* Bin * Age 4,29 3.984 0.021 0.111

 T-tests Young Increase with every bin All < 0.003

 T-tests Old Bin 2 > Bin 1 14 −2.848 0.013

Bin 5 > Bin 4 14 −3.371 0.005

Bin 3 = Bin 2, Bin 4 = Bin 3 All > 0.2

FB valence * Age 2,31 0.055 0.918 0.002

Bin * FB valence * Age 8,25 1.160 0.324 0.035

* Effect in main ANOVA significant at α=0.05 (df = degrees of freedom).

Supplementary table 4.S2. Significant ANOVA effects on accuracy in Task 1.2, Study 1

Effect Direction df F / t p Partial η²

* Bin 4,33 90.983 < 0.001 0.716

 Contrasts Increase with every bin All < 0.03

* Feedback valence Positive > Negative 1,36 4.458 0.042 0.110

* Feedback magnitude 2,35 26.515 < 0.001 0.424

 Contrasts Small < Large 1,36 34.484 < 0.001

Mixed ~ Small, Large 1,36 11.678 0.002

 Bin * Feedback valence 0.301 0.806 0.008

* Bin * Feedback magnitude 8,29 4.744 < 0.001 0.116

 T-tests Bin 1 Small = Large 37 −1.071 0.291

Bins 2 – 5 Small < Large All < 0.001

Bins 1 – 5 Large = Mixed All > 0.08

Bin 1 Small = Mixed 37 −1.181 0.245

Bins 2 – 5 Small < Mixed All < 0.005

 Feedback valence * Feedback magnitude 2,35 1.441 0.243 0.038

 Bin * Feedback valence * Feedback magnitude 8,29 1.087 0.370 0.029
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* Age Young > Old 1,36 37.899 < 0.001 0.513

* Bin * Age 4,33 18.180 < 0.001 0.336

 T-tests Young Increase with every bin All < 0.05

 T-tests Old Bin 2 > Bin 1 17 −3.011 0.009

Bin 4 > Bin 3 17 −3.071 0.007

Bin 3 = Bin 2, Bin 5 = Bin 4 All > 0.3

* Feedback valence * Age 1,36 4.742 0.036 0.116

 T-test Young Positive = Negative 19 −0.110 0.913

 T-test Old Positive > Negative 17 2.141 0.047

* Feedback magnitude * Age 2,35 11.652 < 0.001 0.245

 T-tests Young Small < Large 19 −2.806 0.011

Mixed < Large 19 −2.764 0.012

Small = Mixed 19 −1.393 0.180

 T-tests Old Small < Large 17 −4.962 < 0.001

Mixed = Large 17 −0.212 0.835

Small < Mixed 17 −4.590 < 0.001

Bin * Feedback valence * Age 4,33 1.310 0.276 0.035

* Bin * Feedback magnitude * Age 8,29 5.097 < 0.001 0.124

 T-tests Bins 1, 5 Small = Large All > 0.1

 Young Bins 2 – 4 Small < Large All < 0.05

Bins 1 – 3, 5 Large = Mixed All > 0.1

Bin 4 Large > Mixed 19 2.499 0.022

Bins 1 – 5 Small = Mixed All > 0.2

 T-tests Old Bin 1 Small = Large 17 −0.144 0.888

Bins 2 – 5 Small < Large Al < 0.003

Bins 1 – 5 Large = Mixed All

Bin 1 Small = Mixed 17 −0.798 0.436

Bins 2 – 5 Small < Mixed All < 0.005

 Feedback valence * Feedback magnitude * Age 2,35 1.034 0.361 0.028

 Bin * Feedback valence * Feedback magnitude * Age 8,29 0.397 0.865 0.011

* Effect in main ANOVA significant at α=0.05 (df = degrees of freedom).

Supplementary table 4.S3. Significant ANOVA effects on S-R and S-O knowledge in Task 1.1, Study 1

Effect Direction df F / t p Partial η²

Explicit knowledge S-R associations

 Feedback valence 2,30 2.528 0.088 0.075

* Age Young > Old 1,31 17.808 < 0.001 0.365
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 Feedback valence * Age 2,30 0.401 0.671 0.013

Explicit knowledge S-O associations

* Outcome Optimal > Suboptimal 1,31 23.084 < 0.001 0.427

* Feedback valence 2,30 5.948 0.011 0.161

 Contrasts Positive = Negative 1,31 1.195 0.283

Mixed < Positive, Negative 1,31 9.323 0.005

* Outcome * Feedback valence 2,30 3.989 0.023 0.114

 T-test Negative Optimal > Suboptimal 32 −2.595 0.014

 T-test Positive Optimal = Suboptimal 32 −1.052 0.301

 T-test Mixed Optimal > Suboptimal 32 −4.441 < 0.001

* Age Young > Old 1,31 16.525 < 0.001 0.348

 Outcome * Age 1,31 0.382 0.541 0.012

* Feedback valence * Age 2,30 4.243 0.033 0.120

 T-test Negative Young > Old 31 4.379 < 0.001

 T-test Positive Young = Old 31 −0.645 0.523

 T-test Mixed Young > Old 31 2.170 0.038

* Outcome * Feedback valence * Age 2,30 3.859 0.026 0.111

 T-tests optimal Young = Old All > 0.2

 T-test Negative subopt. Young > Old 18.122 3.212 0.005

 T-test Positive subopt. Young = Old 31 −1.487 0.147

 T-test Mixed subopt. Young = Old 31 1.482 0.149

* Effect in main ANOVA significant at α=0.05 (S-R = stimulus-response, S-O = stimulus-outcome, df = degrees of freedom, 
subopt. = suboptimal).

Supplementary table 4.S4. Significant ANOVA effects on S-R and S-O knowledge in Task 1.2, Study 1

Effect Direction df F / t p Partial η²

Explicit knowledge S-R associations

Feedback valence 1,36 3.658 0.064 0.092

Feedback magnitude 2,35 1.478 0.237 0.039

* Feedback valence * Feedback magnitude 2,35 4.492 0.020 0.111

 T-test Small Positive = Negative 37 −0.565 0.576

 T-test Large Positive > Negative 37 −3.144 0.003

 T-test Mixed Positive = Negative 37 0.433 0.668

* Age Young > Old 1,36 30.927 < 0.001 0.462

 Feedback valence * Age 1,36 1.712 0.199 0.045

 Feedback magnitude * Age 2,35 2.964 0.077 0.076

 Feedback valence * Feedback magnitude * Age 2,35 1.954 0.156 0.051
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Explicit knowledge S-O associations

Outcome 1,36 0.192 0.664 0.005

Feedback valence 1,36 1.028 0.317 0.028

Feedback magnitude 2,35 2.176 0.135 0.057

Outcome * Feedback valence 1,36 0.538 0.468 0.015

Outcome * Feedback magnitude 2,35 1.250 0.293 0.034

Feedback valence * Feedback magnitude 2,35 0.064 0.939 0.002

Outcome * Feedback valence * Feedback magnitude 2,35 1.269 0.287 0.034

Age 1,36 0.001 0.970 0.000

Outcome * Age 1,36 0.354 0.556 0.010

Feedback valence * Age 1,36 0.084 0.774 0.002

Feedback magnitude * Age 2,35 0.061 0.898 0.002

Outcome * Feedback valence * Age 1,36 1.678 0.203 0.045

Outcome * Feedback magnitude * Age 2,35 1.415 0.250 0.038

Feedback valence * Feedback magnitude * Age 2,35 0.318 0.729 0.009

Outcome * Feedback valence * Feedback magnitude * Age 2,35 0.083 0.920 0.002

* Effect in main ANOVA significant at α=0.05 (S-R = stimulus-response, S-O = stimulus-outcome, df = degrees of freedom).

Supplementary table 4.S5. Significant ANOVA effects on reaction times in Task 1.1, Study 1

Effect Direction df F / t p Partial η²

* Bin 4,29 4.181 0.022 0.116

 Contrasts Bin 3 < Bin 2 1,32 7.651 0.009

Bin 5 < Bin 4 1,32 7.685 0.009

Bin 2 = Bin 1, Bin 4 = Bin 3 1,32 All > 0.4

* Feedback valence 2,31 12.495 < 0.001 0.281

 Contrasts Positive < Negative 1,32 14.738 0.001

Mixed < Positive, Negative 1,32 10.509 0.003

* Bin * Feedback valence 8,25 2.709 0.007 0.078

 T-tests Bin 1 – 2 Positive = Negative All > 0.1

Bins 3 – 5 Positive < Negative All < 0.03

Bins 1, 3 – 5 Positive = Mixed All > 0.2

Bin 2 Positive > Mixed 33 2.753 0.010

Bin 1 Negative = Mixed 33 1.264 0.215

Bins 2 – 5 Negative > Mixed All < 0.006

* Age Young > Old 1,32 39.846 < 0.001 0.555

Bin * Age 4,29 1.303 0.278 0.039

Feedback valence * Age 2,31 0.364 0.696 0.011
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Bin * Feedback valence * Age 8,25 0.859 0.552 0.026

* Effect in main ANOVA significant at α=0.05 (df = degrees of freedom).

Supplementary table 4.S6. Significant ANOVA effects on reaction times in Task 1.2, Study 1

Effect Direction df F / t p Partial η²

* Bin 4,33 6.209 0.007 0.147

 Contrasts Bin 3 < Bin 2 1,36 12.982 0.001

Bin 4 < Bin 3 1,36 12.177 0.001

Bin 2 = Bin 1, Bin 5 = Bin 4 All > 0.2

Feedback valence 1,36 3.657 0.064 0.092

* Feedback magnitude 2,35 21.091 < 0.001 0.369

 Contrasts Small > Large 1,36 42.033 < 0.001

Mixed = Small, Large 1,36 1.349 0.253

* Bin * Feedback valence 4,33 2.684 0.048 0.069

 T-test Bin 1,4,5 Positive = Negative > 0.09

 T-test Bin 2 Positive = Negative (marg.) 37 2.009 0.052

 T-test Bin 3 Positive < Negative 37 2.650 0.012

* Bin * Feedback magnitude 8,29 2.500 0.025 0.065

 T-tests Bin 1 Small = Large 37 −0.152 0.880

Bins 2 – 5 Small > Large All < 0.01

Bins 1 – 3 Large = Mixed All > 0.1

Bins 4 – 5 Large < Mixed All < 0.05

Bins 1 – 2 Small = Mixed All > 0.2

Bins 3 – 5 Small > Mixed All < 0.04

* Feedback valence * Feedback magnitude 2,35 10.343 < 0.001 0.223

 T-test Small Positive = Negative 37 −1.035 0.307

 T-test Large Positive < Negative 37 3.079 0.004

 T-test Mixed Positive < Negative 37 2.677 0.011

Bin * Feedback valence * Feedback magnitude 8,29 1.696 0.099 0.045

* Age Young < Old 1,36 45.762 < 0.001

Bin * Age 4,33 0.344 0.659 0.009

Feedback valence * Age 1,36 0.394 0.534 0.011

* Feedback magnitude * Age 2,35 5.418 0.006 0.131

 T-tests Young Small > Large 19 3.391 0.003

Large = Mixed 19 −1.367 0.188

Small = Mixed 19 1.537 0.141

 T-tests Old Small > Large 17 5.340 < 0.001
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Large = Mixed 17 −1.514 0.149

Small > Mixed 17 4.142 0.001

Bin * Feedback valence * Age 4,33 0.221 0.888 0.006

Bin * Feedback magnitude * Age 8,29 0.998 0.426 0.027

Feedback valence * Feedback magnitude * Age 2,35 0.361 0.698 0.010

Bin * Feedback valence * Feedback magnitude * Age 8,29 1.061 0.391 0.029

* Effect in main ANOVA significant at α=0.05 (df = degrees of freedom).

Supplementary table 4.S7. Significant ANOVA effects on accuracy in Tasks 2.1 & 2.2, Study 2

Effect Direction df F / t p Partial η²

* Bin 4,41 204.215 < 0.001 0.823

 Contrasts Increase with every bin All < 0.005

Feedback valence 1,44 0.205 0.653 0.005

* Feedback magnitude Small < Large 1,44 88.257 < 0.001 0.667

* Task Task 2.1 < Task 2.2 1,44 29.630 < 0.001 0.402

* Bin * Feedback valence 4,41 6.240 0.002 0.124

 T-tests Bin 1 Positive > Negative 45 2.892 0.006

Bins 2 – 5 Positive = Negative All > 0.06

* Bin * Feedback magnitude 4,41 4.787 0.005 0.098

 T-tests Small Increase with every bin All < 0.003

 T-tests Large Bin 3 > Bin 2 > Bin 1 All < 0.001

Bin 5 = Bin 4 = Bin 3 All > 0.14

Bin * Task 4,41 1.308 0.275 0.029

* Feedback valence * Feedback magnitude 1,44 13.146 0.001 0.230

 T-test Small Positive < Negative 45 −2.214 0.032

 T-test Large Positive > Negative 45 2.787 0.008

Feedback valence * Task 1,44 0.233 0.632 0.005

Feedback magnitude * Task 1,44 0.563 0.457 0.013

Bin * Feedback valence * Feedback magnitude 4,41 0.916 0.435 0.020

Bin * Feedback valence * Task 4,41 1.148 0.333 0.025

Bin * Feedback magnitude * Task 4,41 1.276 0.286 0.028

Feedback valence * Feedback magnitude * Task 1,44 0.526 0.472 0.012

* Bin * Feedback valence * Feedback magnitude * Task 4,41 2.798 0.048 0.060

 ANOVA Task 2.1

 Bin 4,42 86.440 < 0.001

 Feedback magnitude 1,45 39.907 < 0.001

 Bin * Feedback magnitude 4,42 3.941 0.015
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 Feedback valence * Feedback magnitude 1,45 6.588 0.014

 Bin * Feedback valence * Feedback magnitude 4,42 3.322 0.018

 T-tests Small Bins 1 – 2 Positive = Negative All > 0.27

Bins 3 – 4 Positive < Negative All < 0.013

Bin 5 Positive = Negative 45 −1.113 0.271

 T-tests Large Bins 1 – 5 Positive = Negative All > 0.12

 ANOVA Task 2.2

 Bin 4,42 112.296 < 0.001

 Feedback magnitude 1,45 49.348 < 0.001

 Bin * Feedback valence 4,42 5.557 0.002

 Feedback valence * Feedback magnitude 1,45 10.711 0.002

 T-test Small Positive = Negative 45 −1.669 0.102

 T-test Large Positive > Negative 45 3.295 0.002

* Age Young > Old 1,44 43.186 < 0.001 0.495

* Bin * Age 4,41 6.966 0.001 0.137

 T-tests Young Increase with every bin All < 0.05

 T-tests Old Bin 3 > Bin 2 > Bin 1 All < 0.001

Bin 4 = Bin 3 24 −1.721 0.098

Bin 5 > Bin 4 24 −2.916 0.008

Feedback valence * Age 1,44 0.055 0.815 0.001

* Feedback magnitude * Age 1,44 7.891 0.007 0.152

 T-test Large minus Small Old > Young 44 −2.809 0.007

Task * Age 1,44 0.780 0.382 0.017

Bin * Feedback valence * Age 4,41 0.820 0.461 0.018

* Bin * Feedback magnitude * Age 4,41 7.902 < 0.001 0.152

 T-tests Young Bins 1 – 4 Small < Large All < 0.003

Bin 5 Small = Large 20 −1.821 0.084

 T-tests Old Bins 1 – 5 Small < Large All < 0.001

Bin * Task * Age 4,41 2.390 0.072 0.052

Feedback valence * Feedback magnitude * Age 1,44 1.804 0.186 0.039

Feedback valence * Task * Age 1,44 2.293 0.137 0.050

Feedback magnitude * Task * Age 1,44 3.064 0.087 0.065

Bin * Feedback valence * Feedback magnitude * Age 4,41 0.383 0.766 0.009

Bin * Feedback valence * Task * Age 4,41 2.153 0.093 0.047

Bin * Feedback magnitude * Task * Age 4,41 2.117 0.102 0.046

Feedback valence * Feedback magnitude * Task * Age 1,44 0.054 0.817 0.001

Bin * Feedback magnitude * Feedback valence * Task * Age 4,41 0.290 0.815 0.007
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* Effect in main ANOVA significant at α=0.05 (df = degrees of freedom).

Supplementary table 4.S8. Significant ANOVA effects on S-O knowledge in Tasks 2.1 & 2.2, Study 2

Effect Direction df F / t p Partial η²

Knowledge S-O associations

* Feedback valence Positive > Negative 1,35 943.146 < 0.001 0.964

* Feedback magnitude Small < Large 1,35 29.644 < 0.001 0.459

* Feedback valence * Feedback magnitude 1,35 288.710 < 0.001 0.892

* Feedback valence * Task 1,35 6.665 0.014 0.160

* Feedback magnitude * Task 1,35 4.932 0.033 0.124

Feedback valence * Feedback magnitude * Task 1,35 2.797 0.103 0.074

Age 1,35 1.190 0.283 0.033

* Feedback valence * Age 1,35 10.311 0.003 0.228

 T-test Pos minus Neg Young > Old 22.922 3.057 0.006

Feedback magnitude * Age 1,35 0.091 0.764 0.003

Feedback valence * Feedback magnitude * Age 1,35 0.922 0.344 0.026

Feedback valence * Task * Age 1,35 0.717 0.403 0.020

Feedback magnitude * Task * Age 1,35 3.301 0.078 0.086

Feedback valence * Feedback magnitude * Task * Age 1,35 0.949 0.337 0.026

* Effect in main ANOVA significant at α=0.05 (S-O = stimulus-outcome, df = degrees of freedom, Pos = positive, Neg = nega-
tive). Note that the effects of Task and Task * Age are irrelevant here because the number of items per task (and, therefore, 
per group per task) is identical.

Supplementary table 4.S9. Significant ANOVA effects on reaction times in Tasks 2.1 & 2.2, Study 2

Effect Direction df F / t p Partial η²

* Bin 4,41 64.834 < 0.001 0.596

 Contrasts Bin 4 < Bin 3 < Bin 2 < Bin 1 All < 0.002

Bin 5 = Bin 4 1,44 3.826 0.057

* Feedback valence Positive < Negative 1,44 78.570 < 0.001 0.641

* Feedback magnitude Small > Large 1,44 38.798 < 0.001 0.469

* Task Task 2.1 < Task 2.2 1,44 21.828 < 0.001 0.332

* Bin * Feedback valence 4,41 7.106 < 0.001 0.139

 T-tests Bins 1 – 5 Positive < Negative All < 0.003

* Bin * Feedback magnitude 4,41 2.809 0.044 0.060

 T-tests Small Decrease with every bin All < 0.02

 T-tests Large Bin 4 < Bin 3 < Bin 2 < Bin 1 All < 0.013

Bin 5 = Bin 4 45 1.047 0.301
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Bin * Task 0.392 0.764 0.009

* Feedback valence * Feedback magnitude 1,44 68.426 < 0.001 0.609

 T-test Small Positive = Negative 45 −1.981 0.054

 T-test Large Positive < Negative 45 −10.500 < 0.001

Feedback valence * Task 1,44 1.779 0.189 0.039

* Feedback magnitude * Task 1,44 20.816 < 0.001 0.321

 T-tests Small Task 2.1 < Task 2.2 45 −4.379 < 0.001

 T-tests Large Task 2.1 = Task 2.2 45 −0.580 0.565

* Bin * Feedback valence * Feedback magnitude 4,41 4.214 0.006 0.087

 T-tests Small Bins 1 – 4 Positive = Negative All > 0.06

Bin 5 Positive < Negative 45 −2.514 0.016

 T-tests Large Bins 1 – 5 Positive < Negative All < 0.001

Bin * Feedback valence * Task 4,41 0.360 0.793 0.008

Bin * Feedback magnitude * Task 4,41 0.227 0.923 0.005

Feedback valence * Feedback magnitude * Task 1,44 2.612 0.113 0.056

Bin * Feedback valence * Feedback magnitude * Task 4,41 0.142 0.966 0.003

* Age Young < Old 1,44 29.317 < 0.001 0.400

Bin * Age 4,41 1.423 0.247 0.031

Feedback valence * Age 1,44 0.480 0.492 0.011

Feedback magnitude * Age 1,44 0.813 0.372 0.018

Task * Age 1,44 3.969 0.053 0.083

* Bin * Feedback valence * Age 4,41 3.962 0.004 0.083

 T-tests Young Bins 1 – 5 Positive < Negative All < 0.007

 T-tests Old Bin 1 Positive = Negative 24 −1.153 0.260

Bins 2 – 5 Positive < Negative All < 0.001

Bin * Feedback magnitude *Age 4,41 0.398 0.749 0.009

Bin * Task * Age 4,41 1.501 0.216 0.033

Feedback valence * Feedback magnitude *Age 1,44 0.278 0.601 0.006

Feedback valence * Task * Age 1,44 0.385 0.538 0.009

Feedback magnitude * Task * Age 1,44 3.605 0.064 0.076

Bin * Feedback valence * Feedback magnitude * Age 4,41 1.968 0.118 0.043

Bin * Feedback valence * Task * Age 4,41 0.485 0.704 0.011

* Bin * Feedback magnitude * Task * Age 4,41 3.532 0.008 0.074

 (see 5-way interaction below for specific tests)

Feedback valence * Feedback magnitude * Task * Age 1,44 1.230 0.273 0.027

* Bin * Feedback magnitude * Feedback valence * Task * Age 4.41 3.179 0.015 0.067

 ANOVA Young

 Bin 4,17 33.753 < 0.001
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 Feedback valence 1,20 24.568 < 0.001

 Feedback magnitude 1,20 27.021 < 0.001

 Feedback valence * Feedback magnitude 1,20 27.799 < 0.001

 T-test Small Positive = Negative 20 −1.157 0.261

 T-test Large Positive < Negative 20 −5.887 < 0.001

 Feedback magnitude * Task 1,20 8.306 0.009

 Bin * Feedback magnitude * Task 4,17 2.595 0.042

 T-tests Task 2.1 Bin 1 Small = Large 20 0.309 0.761

Bins 2 – 5 Small > Large All < 0.014

 T-tests Task 2.2 Bins 1 – 5 Small > Large All < 0.010

 ANOVA Old

 Bin 4,21 32.788 < 0.001

 Feedback valence 1,24 63.183 < 0.001

 Feedback magnitude 1,24 13.975 0.001

 Task 1,24 23.371 < 0.001

 Bin * Feedback valence 4,21 11.644 < 0.001

 Feedback valence * Feedback magnitude 1,24 42.137 < 0.001

 Feedback magnitude * Task 1,24 15.181 0.001

 T-test Task 2.1 Small = Large 24 0.325 0.748

 T-test Task 2.2 Small > Large 24 4.646 < 0.001

 Bin * Feedback valence * Feedback magnitude 4,21 3.860 0.014

 T-tests Small Bin 1 – 4 Positive = Negative All > 0.08

Bin 5 Positive < Negative 24 −2.734 0.012

 T-tests Large Bins 1 – 5 Positive < Negative All < 0.03

* Effect in main ANOVA significant at α=0.05 (df = degrees of freedom).
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Aging affects medial but not anterior frontal 
learning-related theta oscillations

Adapted from:

Van de Vijver, I., Cohen, M.X, & Ridderinkhof, K.R. (2014). Aging affects medial but not anterior 
frontal learning-related theta oscillations. Neurobiology of Aging, 35(3), 692-704.
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AbSTRACT

Aging induces a decline in the ties that bind anatomical networks centred on the prefrontal cortex, 
which are critical for reinforcement learning and decision making. At the neurophysiological level, 
the prefrontal cortex may engage electrophysiological oscillatory synchronization to coordinate other 
brain systems during learning. We recorded scalp EEG from 21 older (mean age: 69) and 20 younger 
(mean age: 22) healthy human adults while they learned stimulus-response mappings by trial-and-
error using feedback. In young adults, theta-band (4-8 Hz) oscillatory power over medial frontal 
and anterior frontal cortex predicted learning after errors. Older adults demonstrated a decrease in 
the theta-band learning-predictive signals over medial frontal but not anterior frontal cortex. This 
age-related decrease in task-relevant medial frontal theta power may be related to the more general 
decrease in medial frontal theta power we observed during rest. These results demonstrate a shift 
in cortical networks that support reinforcement learning in older adults, and shed new light on the 
changes in neurophysiological (oscillatory) mechanisms with neurocognitive aging.
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INTRODUCTION

With age, gray matter shrinks, and white matter fiber tracts thin. Age-related anatomical declines 
are particularly prominent in the prefrontal cortex (Bennett, Madden, Vaidya, Howard, & Howard Jr., 
2010; Giorgio et al., 2010; Raz et al., 2005). These prefrontal anatomical decrements coincide with 
decreases in functional brain activation and in memory performance and cognitive control (Kennedy 
& Raz, 2009; Velanova, Lustig, Jacoby, & Buckner, 2007; Ziegler et al., 2010), including decision-making 
and learning (for reviews see Brown & Ridderinkhof, 2009; Mohr, Li, & Heekeren, 2010). Although 
the prefrontal cortex is critical for reinforcement learning and decision making, optimal behavior 
requires communication with other brain areas. During learning, information transmission within and 
between prefrontal and other cortical systems may be subserved by electrophysiological oscillatory 
synchronization (Cohen, Wilmes, & van de Vijver, 2011; Engel, Fries, & Singer, 2001; Varela, Lachaux, 
Rodriguez, & Martinerie, 2001).

Cortical theta-band oscillations (4-8 Hz) have been linked to the evaluation and utilization of 
valenced performance feedback to guide decision making (Cohen et al., 2011). In young adults, theta-
band activity over midfrontal areas predicts learning from negative feedback (van de Vijver, Ridderink-
hof, & Cohen, 2011), and theta-band oscillatory synchrony increases between medial frontal, lateral 
prefrontal and motor cortices after errors and negative feedback (Cavanagh, Frank, Klein, & Allen, 
2010; van de Vijver et al., 2011). We have previously suggested that these changes underlie learning 
from errors and guide the adjustment and communication of motor plans, possibly by shaping the 
effectiveness of medial frontal output (van de Vijver et al., 2011).

Less is understood about how learning-related oscillations change with aging. Generally, fre-
quency band-specific power topographies become more uniformly distributed with age (Babiloni et 
al., 2004; Dustman, LaMarche, Cohn, Shearer, & Talone, 1985; Maurits, Scheeringa, van der Hoeven, 
& de Jong, 2006). Older compared to younger adults show smaller and spatially more distributed 
increases in frontal theta-band oscillations with increasing conflict and working memory load (Cum-
mins & Finnigan, 2007; Missonnier et al., 2011; Schmiedt-Fehr & Basar-Eroglu, 2011). Post-error 
medial frontal theta-band activity decreases with age (Kolev, Beste, Falkenstein, & Yordanova, 2009; 
Kolev, Falkenstein, & Yordanova, 2005). Although these results suggest that task-related oscillatory 
dynamics change with age, it remains unclear how these changes are related to decreased learning 
performance.

Thus, as an extension to our previous report on learning-related oscillatory dynamics in young 
adults (van de Vijver et al., 2011), in the current study we recorded scalp EEG from both young and 
older adults during a reinforcement-learning task, to examine: (1) how healthy aging affects learning-
related oscillatory theta-band activity over medial frontal cortex, (2) whether older adults demon-
strate learning-related theta-band oscillations in a broader task-relevant frontal cortical network, and 
(3) how these changes predict learning performance. In this conceptual follow-up, we used a different 
feedback-learning task that should, however, tap into similar cortical learning networks. Moreover, 
to examine learning-related brain dynamics we used a novel analysis approach: we investigated how 
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post-response and post-feedback oscillatory dynamics were related to behavior on the next occur-
rence of the same stimulus, rather than the immediately following trial. We hypothesized that (1) 
post-error medial frontal theta-band activity would be smaller in older than in younger adults (Kolev 
et al., 2009, 2005), (2) medial frontal post-error theta activity would be less predictive of learning in 
older adults, (3) with age, performance- and feedback-related activity would become less centered on 
medial frontal scalp areas, and more distributed to a larger network of task-relevant cortical frontal 
and motor areas. We also recorded resting-state EEG activity to examine whether task-related age 
differences in oscillatory dynamics reflect tonic differences in baseline connectivity.

MATERIALS AND METhODS

Participants

20 younger (9 male; 16 right-handed) and 21 older (9 male; 19 right-handed) adults participated in this 
study for course credits or financial compensation, with age ranges of 18 to 35 years (M 21.7, SD 4.5) 
and 67 to 73 years (M 69.0, SD 2.0), respectively. Educational level did not differ between groups (6 - 
16 years; t(38) = 0.926, p = 0.360). Young participants were recruited via the University of Amsterdam. 
Although two young participants also participated in our previous study (van de Vijver et al., 2011), the 
learning tasks differed between the two studies and no data in this paper have been published in any 
form in other papers. Older participants were selected from a database of healthy older adults will-
ing to participate in psychological research (www.seniorlab.nl). According to self-report, participants 
had no psychiatric or neurological disorders. They were informed that task performance did not have 
consequences for the received amount of credits or financial compensation. The study was executed 
in compliance with relevant laws and institutional guidelines.

Task

Participants performed a probabilistic learning task (Nieuwenhuis et al., 2002; see Figure 5.1a). On 
each trial, participants were required to press one of two buttons within 700 ms after stimulus on-
set. They were instructed to learn the correct stimulus-response mappings by trial-and-error using 
feedback. Of the six stimuli in each block, two stimuli had a feedback validity of 100%, two had a 
feedback validity of 80%, and two had a feedback validity of 50%. Thus, feedback validities were mixed 
within presentation blocks. Invalid feedback could be positive feedback after an error or negative 
feedback after a correct response. For the stimuli with 80% valid feedback, invalid feedback was 
equally distributed over the first and second half of each block. Per two stimuli in a block with the 
same feedback validity, one stimulus was mapped to the left and one to the right response button. 
Trials were presented in 9 blocks of 180 trials each. Per block, all stimuli were presented 30 times in 
random order. On average, occurrences of the same stimulus were separated by 4.84 other trials (SD 
0.03 trials). The same stimulus was presented on consecutive trials in 16.5% of trial pairs (SD 0.89%). 
New, randomly selected stimuli were presented in each block. Stimuli were concrete pictures selected 
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from the Snodgrass picture set (Snodgrass & Vanderwart, 1980). Positive feedback was a happy face, 
negative feedback a frowning face. If a participant failed to respond in time, the words “too late” were 
presented as feedback. Participants performed one block of training.

Behavioral analyses

Accuracy and reaction times (RT) were compared with mixed ANOVAs, with factors Age (young, older), 
Feedback validity (100%, 80%, 50%), and Stimulus repetition (presentations 1–10, 11–20, 21–30). 
We applied Greenhouse-Geisser corrections when required (uncorrected degrees of freedom are 
reported).

EEG recording and preprocessing

EEG data were recorded at 512 Hz using a BioSemi ActiveTwo amplifier from 64 scalp electrodes, 2 
peri-ocular electrodes, 2 reference electrodes on the earlobes, and EMG on each hand. All analyses 
were conducted in Matlab, using in-house written code and EEGLAB (Delorme and Makeig, 2004). The 
data were high-pass filtered at 0.5 Hz and re-referenced off-line to the averaged earlobe recordings. 
After baseline correction (−200 to 0 ms pre-stimulus baseline), trials with artifacts were visually identi-
fied and removed. Blink artifacts were removed using independent component analysis in EEGLAB. 
EEG data were converted to the scalp Laplacian (Kayser & Tenke, 2006) to increase spatial selectiv-
ity and minimize volume conduction. Because the Laplacian improves topographical localization of 
surface EEG signals, it allows the investigation of EEG coherence at smaller spatial scales (Srinivasan, 
Winter, Ding, & Nunez, 2007).
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Figure 5.1 – Overview of the reinforcement learning task and behavioral performance. (a) Sequence of events in an 
example trial. During the response window, participants pressed one of two response buttons. (b) Average accuracy 
over stimuli and blocks represented as the percentage correct choices per stimulus repetition. (c) Average reaction 
times over stimuli and blocks per stimulus repetition.



124 | Chapter 5

Trial selection for EEG analysis

For all feedback validities, trials containing invalid feedback or late responses were discarded from 
analysis. Thus, only trials on which valid feedback was presented were analyzed. The remaining trials 
were categorized into four conditions according to current accuracy and to accuracy on the following 
presentation of the same stimulus (to assess learning): correct-correct (i.e., a current correct response 
and a correct response on the next trial with the same stimulus), correct-incorrect, incorrect-correct 
and incorrect-incorrect. For oscillatory power analyses, all remaining trials were included. However, 
large trial count differences between conditions can influence inter-site phase synchrony results. Per 
probability, we therefore determined the number of trials in the condition with the fewest trials, and 
selected the same amount of trials from the other conditions based on their RT distributions: from 
each condition trials were selected with z-transformed RTs that matched the z-transformed RTs in 
the condition with the fewest trials most closely. If the smallest amount of trials was below 50, 50 
trials were selected from the other conditions. The extra trials were taken from the center of the 
RT-distribution (z-scores closest to zero).

The number of trials per condition changes over the course of the learning: incorrect-incorrect 
trials occur more frequently at the beginning, and correct-correct trials more at the end. To investigate 
whether our trial selection fairly represented total trial distributions over learning, we compared the 
number of trials per condition in each of three bins (trials 1–10, 11–20, and 21–30) as a percentage of 
all trials in that condition between our selection and all trials. ANOVAs demonstrated that only in the 
correct-correct condition the percentage selected trials in the first bin exceeded the percentage in all 
trials, whereas the percentage in the last bin was lower in the selection (differences < 10%).

For all planned analyses of both power and inter-site phase synchrony, trials with 80% and 100% 
valid feedback were combined to assess learning, to ensure large enough trial numbers in all condi-
tions. Trials with 50% valid feedback were excluded here, because no learning could take place with 
this feedback validity. Because participants were not informed about the specific feedback validities, 
and they never reached 100% correct performance with 100% valid feedback (see Figure 5.1b), it is 
unlikely that errors on trials with 80% and 100% feedback validity resulted from different brain mecha-
nisms. The number of trials included in the power / phase synchrony analyses was on average (SD): 
552.4 (147.8) / 107.3 (13.6) correct-correct, 110.5 (34.2) / 97.0 (23.0) correct-incorrect, 101.7 (30.6) / 
94.7 (23.7) incorrect-correct, and 89.6 (53.6) / 76.5 (35.4) incorrect-incorrect. The lowest number of 
trials in any condition in any participant was 23.

Power and inter-site phase synchrony analyses

Electrode selection
We focused our analyses on electrodes FCz (medial frontal), F5 and F6 (left and right lateral prefrontal), 
AFz (anterior frontal), and CP3 and CP4 (ipsi- and contralateral sensorimotor areas, depending on the 
response hand). FCz, F5 and F6 were selected based on existing reinforcement learning and cognitive 
control literature (Cavanagh, Cohen, & Allen, 2009; Cavanagh et al., 2010; Nigbur, Cohen, Ridderink-
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baseline]). Inter-site phase synchrony (functional connectivity between electrode pairs) at each time/
frequency point reflects the extent to which oscillation phase angle differences between electrodes 
are consistent over trials, and varies from 0 (random phase angle differences across trials) to 1 (identi-
cal phase angle differences across trials): |1/n * ∑n

t=1e
i[φjt−φkt]|, where t is trial, n is the number of trials, 

and Φj and Φk are the phase angles of electrodes j and k (van de Vijver and Cohen, in press; Lachaux 
et al., 1999). We computed stimulus- and response-locked synchrony between the medial, frontal 
and sensorimotor electrodes and subtracted an electrode pair-, condition-, and frequency-specific 
baseline (−300 to −100 ms pre-stimulus).

Statistics
For all planned analyses, statistics were computed on the combined data of trials with 80% and 100% 
feedback validities, whereas trials with 50% valid feedback were disregarded. Because theta-band 
power peaks 0-200 ms after both erroneous and correct responses (Cavanagh et al., 2009), and 200-
500 ms after positive and negative feedback (van de Vijver et al., 2011), we selected these time win-
dows for statistical tests. Average power and inter-site phase synchrony per time-frequency window 
were subjected to mixed ANOVAs, with factors Current accuracy (correct, incorrect), Next-occurrence 
accuracy (accuracy on the subsequent occurrence of the same stimulus; correct, incorrect), and Age 
(young, older). Only significant results at a threshold of α=0.0042 (0.05 / (6 electrodes * 2 time win-
dows) are reported. The same threshold was applied to subsequent, more exploratory analyses.

Resting-state activity

Resting-state activity was assessed with a two-minute rest period after the task, in which participants 
were instructed to relax and fixate a central plus sign on the screen. Three older participants insisted 
on ending the recording session after the reinforcement-learning task, so resting-state data were col-
lected from 20 young and 18 older participants. Non-overlapping two-second epochs were extracted 
and cleaned by visual inspection and independent component analysis. Because we analyzed resting-
state activity to investigate whether age differences in task-related data were task-specific, rather than 
to fully characterize the spectral patterns of resting-state EEG, we investigated resting-state power and 
inter-site phase synchrony in the same frequency bands and electrodes that were included in the in-
vestigation of task-related data. To compute power values, Fast Fourier Transforms of all epochs were 
averaged and converted to a dB scale without baseline correction (10*log10[power]). Inter-site phase 
synchrony was computed as described for the task-related data, but averaged over time points and 
without baseline correction. For both measures, the age groups were compared at every electrode or 
electrode combination with t-tests per frequency. Because this resulted in a large number of tests, α 
was set to 0.001.
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RESULTS

Task performance

Overall, older and young adults successfully learned stimulus-response mappings (see Figure 5.1b and 
Table 5.1 for statistics): accuracy rates increased over trials. Higher feedback validities resulted in better 
and faster learning. Young adults were more successful at learning than older adults, although the differ-
ence between age groups varied with feedback validity: there was no difference with 50% valid feedback 
and the (numerically) largest difference with 80% valid feedback. Young adults responded faster than 
older adults (see Figure 5.1c). Both young and older participants responded faster with 100% valid 
feedback, whereas RTs differed between 80% and 50% valid feedback only in the beginning of learning.

Table 5.1. Significant behavioral effects

Effect Direction df F / t P

Accuracy

Stimulus repetition 21-30 > 11-20 > 1-10 2,38 139.204 < 0.001

Feedback validity 100% > 80% > 50% 2,38 130.698 < 0.001

Feedback validity * Stimulus repetition Accuracy increase between all stimulus 
repetitions larger for all probability increases

4,36 71.716 < 0.001

Age Young > Older 1,39 7.198 0.011

Age * Feedback validity 2,38 8.872 0.001

 t-test 100% Young > Older 34.1 2.466 0.019

 t-test 80% Young > Older 29.6 3.668 0.001

 t-test 50% Young = Older 39 −0.527 0.601

Reaction times

Feedback validity 100% > 80%, 80% = 50% 2,38 7.915 0.001

Feedback validity * Stimulus repetition RT change from trials 1-10 to 11-20 differs 
between 80% and 50% probabilities

4,36 3.501 0.009

Age Young > Older 1,39 17.795 < 0.001

Changes in theta-band oscillatory frequency with age

Because oscillatory dynamics may slow with aging, we first identified the frequency with maximal 
power for each participant in a window of 2-8 Hz and 0-200 ms post-response, and in a window of 2-8 
Hz and 200-500 ms post-feedback. After the response, peak frequencies were indeed lower in older 
(M 4.1 Hz, SD 0.91 Hz) compared to young adults (M 5.2 Hz, SD 1.11 Hz; t(39) = 3.670, p = 0.001). After 
feedback, peak frequencies were numerically but not significantly lower in older (M 4.7 Hz, SD 1.52 Hz) 
compared to young adults (M 5.1 Hz, SD 1.94 Hz; t(39) = 0.902, p = 0.373). Because peak frequencies 
decreased with approximately 1 Hz, we used frequency bands of 4-8 Hz in young and 3-7 Hz in older 
adults to represent theta-band oscillations in all subsequent analyses.
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Post-response age differences in theta-band error-learning signals

Both age groups exhibited clear accuracy effects, as predicted from previous studies on medial frontal 
theta and learning (Cavanagh et al., 2010; Cohen, Elger, & Ranganath, 2007; van de Vijver et al., 2011). 
Theta-band power was stronger after incorrect than after correct responses at electrode FCz (0-200 
ms; see Figure 5.3a and 5.3c, and Table 5.2 for post-response statistics), and incorrect responses also 
induced larger theta power at ipsilateral sensorimotor electrodes and electrodes F5 and F6 (both 
marginally significant; Figure 5.3a and 5.3c), and larger theta phase synchrony between ipsilateral 
sensorimotor electrodes and F6 (Figure 5.3b and 5.3d). Whereas young adults showed higher post-
error theta power than older adults did at FCz (Figure 5.3c), age did not interact with current accuracy 
at other electrodes showing accuracy effects. Only post-error theta phase synchrony between AFz and 
contralateral sensorimotor electrodes was also larger in young adults. Thus, errors were signaled over 
large parts of frontal and sensorimotor cortices in both age groups.

As predicted, theta-band power at medial frontal electrode FCz not only reflected current accu-
racy, but was also stronger for next-correct than for next-incorrect occurrences (Figure 5.4a and 5.4c). 
That is, power differences predicted whether participants learned from feedback and responded 
correctly on the next occurrence of the same stimulus. Relatedly, phase synchrony between FCz and 
F5 was also larger for next-correct responses. An interaction between current and next-occurrence 
accuracy indicated that larger theta power increases at FCz after incorrect but not after correct 
responses predicted better performance on the next occurrence of the same stimulus. However, a 
three-way interaction between current accuracy, next-occurrence accuracy and age showed that only 
young adults demonstrated this learning effect after incorrect responses.

Thus, at medial frontal electrodes, young but not older adults had higher post-error theta-band 
power when an erroneous choice was corrected on the subsequent occurrence. At anterior frontal 
electrode AFz, both age groups showed learning-related differences (Figure 5.4b and 5.4d). AFz theta 
power was larger for next-correct than for next-incorrect occurrences. Moreover, AFz theta power was 
larger after incorrect responses on next-correct than on next-incorrect occurrences. At this electrode, 
post-error learning success did not interact with age. Thus, whereas post-error learning-related power 
differences over medial frontal FCz diminished with age, differences over anterior frontal AFz seemed 
unaffected.

Visual inspection of response-related power at electrode FCz (Figures 5.3 and 5.4) suggested that 
accuracy effects in theta-band power appeared later in older than in young adults. Peak searching 
procedures and a t-test confirmed that the power difference between correct and incorrect responses 
indeed peaked later in older adults (t(23.0) = −3.671, p = 0.001): the difference was maximal in young 
adults after 145.25 ms (SD 50.18) on average, but in older adults after 282.14 ms (SD 161.66). We 
therefore also explored learning-related effects on theta power at FCz and AFz using a 200-400 ms 
post-response window for the older adults. These results were highly similar, although older adults 
now also had generally lower theta power than young adults at both electrodes (see Supplementary 
material).
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older adults at the same locations. Only at electrode FCz theta power was larger for young than for older adults 
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Figure 5.4 – Age- and learning-related differences in post-response theta-band power. (a and b) Response-related 
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FCz, but it was predictive of next-occurrence accuracy in both age groups at AFz (Results averaged over 80% and 
100% feedback validity; Res = response).
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To summarize, incorrect responses were signaled by an increase in theta power over frontal and 
sensorimotor sites. These signals predicted learning (next-occurrence accuracy after errors) at medial 
frontal and anterior frontal electrodes. In contrast with medial frontal learning-related differences, 
anterior frontal post-error differences did not differ between age groups.

Table 5.2. Significant post-response effects in power and inter-site phase synchrony

Electrode(s) Effect Direction F / t P

Post-response theta power

FCz Current accuracy Incorrect > Correct 74.074 < 0.001

FCz Next-occurrence accuracy Correct > Incorrect 13.251 0.001

FCz Current * Next-occurrence accuracy 29.604 < 0.001

 t-test Current incorrect Next-correct > Next-incorrect 4.892 < 0.001

 t-test Current correct Next-correct = Next-incorrect −1.135 0.263

FCz Age * Current accuracy 19.355 < 0.001

 t-test Incorrect (df 23.4) Young > Older 2.517 0.019

 t-test Correct (df 39) Young = Older 0.098 0.922

FCz Age * Current * Next-occurrence accuracy 9.145 0.004

 t-test Young, Current incorrect (df 19) Next-correct > Next-incorrect 5.716 < 0.001

 t-test Older, Current incorrect (df 20) Next-correct = Next-incorrect 1.733 0.099

AFz Next accuracy Correct > Incorrect 10.118 0.003

AFz Current * Next-occurrence accuracy 12.647 0.001

 t-test Current incorrect Next-correct > Next-incorrect 4.081 < 0.001

 t-test Current correct Next-correct = Next-incorrect −0.138 0.891

F5 Current accuracy Incorrect > Correct 8.958 0.005

F6 Current accuracy Incorrect > Correct 8.335 0.006

Ip Current accuracy Incorrect > Correct 17.236 < 0.001

Post-response theta inter-site phase synchrony

FCz – F5 Next-occurrence accuracy Next-correct > Next-incorrect 9.113 0.004

AFz – Co Age * Current accuracy 10.345 0.003

 t-test Incorrect (df 39) Young > Older 3.576 0.001

 t-test Correct (df 39) Young = Older −0.136 0.893

F6 – Ip Current accuracy Incorrect > Correct 9.138 0.004

F6 – Co Age Older > Young 15.404 < 0.001

ANOVAs: df = 1,39; t-tests: df = 40 unless otherwise specified; Ip = sensorimotor electrodes ipsilateral to the response 
hand, Co = sensorimotor electrodes contralateral to the response hand
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Learning-related differences in theta-band oscillatory dynamics after feedback

FCz theta-band power was larger after negative than after positive feedback in young and older adults 
(200-500 ms; see Figure 5.5a and 5.5c, and Table 5.3 for post-feedback statistics). Negative compared 
to positive feedback also induced larger theta power at electrode F6 (marginally significant, Figure 
5.5a and 5.5c), and theta phase synchrony between F6 and ipsilateral sensorimotor electrodes, be-
tween AFz and ipsilateral sensorimotor electrodes, and between F5 and contralateral sensorimotor 
electrodes (Figure 5.5b and 5.5d).

Whereas response-related theta-band power at electrode FCz was larger for next-correct trials, 
feedback-related power at this location was larger for next-incorrect than for next-correct trials (Figure 
5.6a and 5.6c). Post-feedback learning-related effects were also opposite to post-response effects: 
theta power after negative feedback was now larger when participants made another error at the 
next occurrence than when the error was corrected. The same effect was found at contralateral sen-
sorimotor electrodes: larger theta power increases after negative feedback predicted incorrect rather 
than correct performance on the next occurrence (Figure 5.6b and 5.6d). Age groups did not differ in 
theta-band post-feedback dynamics.
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Figure 5.5 – Significant theta-band differences (200-500 ms; 4-8 Hz for young, 3-7 Hz for older adults) after negative 
versus positive feedback. (a and b) Time-frequency representations of negative minus positive feedback in group-
average (a) power at electrodes FCz and F6 and (b) phase synchrony between F6 and sensorimotor electrodes 
ipsilateral to the response hand, AFz and sensorimotor electrodes ipsilateral to the response hand, and F5 and 
sensorimotor electrodes contralateral to the response hand. (c and d) Group-average theta-band (c) power and (d) 
phase synchrony differences between positive and negative feedback for young and older adults at the same loca-
tions. Age groups did not differ in post-feedback effects (Results averaged over 80% and 100% feedback validity; FB 
= feedback; PS = phase synchrony; Ip = sensorimotor electrodes ipsilateral to the response hand, Co = sensorimotor 
electrodes contralateral to the response hand).



132 | Chapter 5

Table 5.3. Significant post-feedback effects in power and inter-site phase synchrony

Electrode(s) Effect Direction F / t P

Post-feedback theta power

FCz Current accuracy Incorrect > Correct 19.059 < 0.001

FCz Next-occurrence accuracy Incorrect > Correct 13.110 0.001

FCz Current * Next-occurrence accuracy 13.351 0.001

 t-test Current incorrect Next-incorrect > Next-correct −4.373 < 0.001

 t-test Current correct Next-incorrect = Next-correct −0.524 0.603

F6 Current accuracy Incorrect > Correct 8.427 0.006

Co Current * Next-occurrence accuracy 10.016 0.003

 t-test Current incorrect Next-incorrect > Next-correct −2.472 0.018

 t-test Current correct Next-incorrect = Next-correct 1.701 0.097

Post-feedback theta inter-site phase synchrony

AFz – F6 Next-occurrence accuracy Next-incorrect > Next-correct 9.468 0.004

AFz – Ip Current accuracy Incorrect > Correct 9.601 0.004

F5 – Co Current accuracy Incorrect > Correct 10.277 0.003

F6 – Ip Current accuracy Incorrect > Correct 9.891 0.003

ANOVAs: df = 1,39; t-tests: df = 40 unless otherwise specified; Ip = sensorimotor electrodes ipsilateral to the response 
hand, Co = sensorimotor electrodes contralateral to the response hand
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Figure 5.6 – Learning-related differences in post-feedback theta-band power. (a and b) Feedback-related power at 
electrode (a) FCz and (b) sensorimotor electrodes contralateral to the response hand averaged over all learning 
conditions, and averaged over participants, for young and older adults. (c and d) Feedback-related average theta-
band power (4-8 Hz for young, 3-7 Hz for older adults) at (c) FCz and (d) sensorimotor electrodes contralateral to the 
response hand for current and next correct and incorrect occurrences averaged over participants in young and older 
adults. Theta power after negative feedback predicted inaccuracy on the next occurrence at both electrodes in both 
age groups (Results averaged over 80% and 100% feedback validity; FB = feedback; Co = sensorimotor electrodes 
contralateral to the response hand).
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Thus, feedback valence affected theta-band oscillatory dynamics at FCz, lateral prefrontal and 
sensorimotor electrodes. Theta power after negative feedback was negatively predictive of next-
occurrence accuracy after errors at FCz and contralateral sensorimotor electrodes.

Correlations between post-error power, resting-state power, and behavioral accuracy

To further specify the relation between behavioral accuracy, task-relevant post-response theta-band 
power at electrodes FCz and AFz, and resting-state theta-band power at the same electrodes, we 
explored whether these measures were correlated. Per age group, we calculated Spearman correla-
tions between (1) behavioral accuracy (80% and 100% valid feedback), (2) task-relevant post-response 
theta power at FCz/AFz (difference between incorrect-correct and incorrect-incorrect trials), and (3) 
resting-state theta power at FCz/AFz. Although no correlations survived strict statistical thresholding 
(α = 0.0025, for 5 correlations * 2 electrodes * 2 age groups), two effects were significant at α = 0.01: 
behavioral accuracy with 100% valid feedback correlated with task-relevant theta power in both young 
(r = 0.56, p = 0.010) and older adults (r = 0.57, p = 0.007). Thus, absolute theta power increases after 
errors that are corrected seem related to behavioral success.

Temporal shift of learning-related differences from feedback to response

Current learning-related power differences over medial and anterior frontal cortices were largest 
after the response. Behavioral results indicate that participants mainly learned during the beginning 
of the blocks. This suggests that they applied already-learned stimulus-response contingencies on 
most trials, and accuracy was evaluated immediately after the response. Because low error counts 
prevented a direct comparison of correct and incorrect trials before and after learning, we explored 
the temporal shift in post-error power using the three feedback validities. We predicted the largest 
post-feedback difference between incorrect and correct trials with 50% valid feedback, because learn-
ing was impossible and accuracy could only be evaluated after feedback, and the largest post-response 
difference with 100% valid feedback, because learning was easiest and on most trials already-learned 
contingencies could be evaluated immediately.

To test these predictions, we compared theta-band power on incorrect trials with the differ-
ent feedback validities (100%, 80%, 50%) in separate ANOVAs per time window (post-response and 
post-feedback) and per age group. Note that this post-hoc analysis is the only analysis in which trials 
with 50% valid feedback were included, and in which trials with 80% and 100% valid feedback were 
separately analyzed. Indeed, probability influenced theta power after the response and after feedback 
(see Figure 5.7, and Table 5.4 for statistics). Planned contrasts showed that in older adults, post-
response theta power was indeed larger for 80% compared to 50% valid feedback. However, there 
was no difference between 100% and 80% valid feedback, possibly because older adults never learned 
stimulus-response relations completely, even with 100% valid feedback. As predicted, post-feedback 
theta power was indeed smaller for 100% compared to 80% valid feedback, and for 80% compared 
to 50% valid feedback. In young adults, post-response theta power was larger for 100% compared 
to 80% valid feedback, and for 80% compared to 50% valid feedback. However, after feedback theta 
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power was indeed smaller for 100% than 80% valid feedback, but also smaller for 50% than 80% valid 
feedback.
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Figure 5.7 – Power increases on incorrect trials shift from a post-feedback to a post-response time window with 
learning. Group-average theta-band power (4-8 Hz for young, 3-7 Hz for older adults) at electrode FCz is larger 
after incorrect responses with higher feedback validities, but larger after negative feedback with lower feedback 
validities. This is thought to result from faster learning with higher feedback validities, resulting in an immediate 
evaluation of response accuracy on most trials.

Table 5.4. Probability effects in post-error theta power at electrode FCz

Effect Direction df F / t P

Post-response theta power

 Probability, young adults 2,38 28.905 < 0.001

  Contrasts 100% > 80% 1,19 10.631 0.004

 80% > 50% 1,19 21.938 < 0.001

 Probability, older adults 2,40 13.427 < 0.001

  Contrasts 100% = 80% 1,20 1.566 0.225

 80% > 50% 1,20 28.766 < 0.001

Post-feedback theta power

 Probability, young adults 2,38 6.909 0.003

  Contrasts 100% > 80% 1,19 10.573 0.004

 80% < 50% 1,19 5.741 0.027

 Probability, older adults 2,40 20.902 < 0.001

  Contrasts 100% < 80% 1,20 10.915 0.004

 80% < 50% 1,20 12.441 0.002
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Pre-response recruitment of large frontal and sensorimotor network in older adults

Because power and phase synchrony seemed to peak pre-response rather than post-response at some 
electrodes, especially in older adults, we also explored theta-band dynamics in a −300-0 ms pre-re-
sponse window. There were no age differences in pre-response power, but older adults demonstrated 
higher pre-response theta-band inter-site phase synchrony than young adults did in a large network 
of brain regions (see Figure 5.8, and Table 5.5 for statistics): synchrony was larger between electrodes 
FCz and AFz, between FCz and contralateral sensorimotor electrodes (marginally significant), between 
F5 and contralateral sensorimotor electrodes, and between F6 and ipsi- and contralateral sensorimo-
tor electrodes. Thus, older adults recruited a network of frontal and sensorimotor areas before their 
response. These age differences were not related to subsequent response accuracy (on the same 
trial), so although pre-response network activation may have been generally beneficial for behavior, it 
was not directly related to learning.

Table 5.5. Significant pre-response effects in inter-site phase synchrony

Electrode(s) Effect Direction F / t P

Pre-response theta inter-site phase synchrony

FCz – Afz Age Older > Young 12.193 0.001

FCz – Co Age Older > Young 8.244 0.007

F5 – Co Age Older > Young 12.840 0.001

F6 – Ip Age Older > Young 12.881 0.001

F6 – Co Age Older > Young 36.854 < 0.001

F6 – Ip Current accuracy Incorrect > Correct 10.012 0.003

ANOVAs: df = 1,39; Ip = sensorimotor electrodes ipsilateral to the response hand, Co = sensorimotor electrodes contralat-
eral to the response hand
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Figure 5.8 – Age-related differences in brain dynamics before the response, averaged over participants per age 
group. Based on visual inspection, theta-band (4-8 Hz for young, 3-7 Hz for older adults) power and inter-site phase 
synchrony were analyzed −300-0 ms before the response. Pre-response phase synchrony was larger for older than 
young adults between FCz and AFz, FCz and F5, F5 and sensorimotor electrodes contralateral to the response hand, 
and F6 and sensorimotor electrodes ipsi- and contralateral to the response hand (Results averaged over 80% and 
100% feedback validity; Res = response; PS = phase synchrony; Ip = sensorimotor electrodes ipsilateral to the re-
sponse hand, Co = sensorimotor electrodes contralateral to the response hand).
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Age-related differences in resting-state oscillatory dynamics

To test whether age differences in task-related power and phase synchrony were attributable to gen-
eral age-related differences, we investigated power and inter-site phase synchrony during rest. Older 
adults had lower resting-state power than young adults at electrode FCz in a broad low-frequency 
range, including the theta band (Figure 5.9a). There were no other age-related differences in resting-
state power over frontal or sensorimotor scalp sites. No consistent age-related differences were found 
in theta-band phase synchrony (Figure 5.9b). Thus, task-related age differences in medial frontal theta 
power may in part reflect baseline differences. Other task-related power and synchrony differences 
seem to reflect specific task-related dynamics rather than fundamental brain differences.
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Figure 5.9 – Age-related differences in resting-state activity. (a) Group-average resting-state power at task-relevant 
electrodes. (b) Group-average resting-state inter-site phase synchrony between task-relevant electrodes. Results 
involving lateral prefrontal and/or sensorimotor electrodes are averaged across hemispheres. Stars indicate signifi-
cant age differences at α = 0.001.

DISCUSSION

In the current study, we examined age-related changes in oscillatory theta-band activity underlying 
reinforcement learning. With age, pre-response connectivity increased in a network of frontal and 
sensorimotor areas. Accuracy-related power differences after responses and feedback remained 
intact in older adults over frontal and sensorimotor areas except medial frontal cortex. In young adults 
successful performance adjustment was predicted at medial and anterior frontal electrodes. Again, 
aging selectively affected learning-related power differences over medial frontal cortex. These medial 
frontal task-related changes may be related to the decreased resting-state medial frontal theta power 
we observed with age.



Age effects on frontal learning-related oscillations | 137

5

Response accuracy is signaled in a widespread cortical network

After incorrect responses and negative feedback, theta-band power and inter-site phase synchrony 
increased in a large network of frontal and sensorimotor areas. Although most M/EEG studies focus 
on medial frontal post-error dynamics, accuracy-dependent effects have also been found over other 
frontal regions (Cavanagh et al., 2009, 2010; Nigbur et al., 2012; van de Vijver et al., 2011; Zanolie, 
Teng et al., 2008). fMRI BOLD signals increase after negative compared to positive feedback in e.g. the 
anterior cingulate cortex (ACC), pre-supplementary motor area, dorsolateral and anterior prefrontal 
cortex, basal ganglia, and various parietal areas (Delgado, Miller, Inati, & Phelps, 2005; Jimura, Konishi, 
& Miyashita, 2004; Ullsperger & von Cramon, 2003; van Duijvenvoorde, Zanolie, Rombouts, Raijmak-
ers, & Crone, 2008; Zanolie, Van Leijenhorst, Rombouts, & Crone, 2008). Thus, negative performance 
feedback (either internally or externally generated) seems to induce activation differences in a distrib-
uted network that extends beyond medial frontal cortex.

With age, post-error theta power decreased only over medial frontal cortex. This decrease is 
consistent with previous demonstrations of age-related reductions in post-error medial frontal theta-
band activity (Kolev et al., 2009, 2005), but also in medial frontal event-related components related to 
the deviation of behavioral outcomes from expectations: the error-related negativity (ERN) decreases 
in amplitude (see, e.g., Beste, Willemssen, Saft, & Falkenstein, 2009; Falkenstein, Hoormann, & Hohns-
bein, 2001; Nieuwenhuis et al., 2002), and increases in variability (Hoffmann & Falkenstein, 2011) with 
increasing age. The ERN and correct-related negativity (CRN) differentiate between incorrect and cor-
rect responses in young but less or not at all in older adults (Band & Kok, 2000; Eppinger, Kray, Mock, 
& Mecklinger, 2008; Eppinger & Kray, 2011; Kolev et al., 2005). Moreover, this differentiation does not 
increase during learning in older adults (Pietschmann, Simon, Endrass, & Kathmann, 2008). Similarly, 
the feedback-related negativity (FRN) is reduced in amplitude in older adults (see, e.g., Bellebaum, 
Kobza, Thiele, & Daum, 2011; Eppinger et al., 2008; Hämmerer, Li, Müller, & Lindenberger, 2011; 
Nieuwenhuis et al., 2002; Wild-Wall, Willemssen, & Falkenstein, 2009), shows less or no differentia-
tion between positive and negative feedback (Hämmerer et al., 2011; Mathewson, Dywan, Snyder, 
Tays, & Segalowitz, 2008; Pietschmann, Endrass, Czerwon, & Kathmann, 2011) and no variation in 
this difference with feedback probability (Eppinger et al., 2008; Nieuwenhuis et al., 2002). However, 
whereas most previous studies only analyzed age-related changes at medial frontal electrodes, the 
current results indicate that the decrease in error signaling in the older brain is limited to this medial 
frontal area, and is not observed over other frontal brain areas.

Learning-related differences over medial and anterior frontal cortex

Medial frontal theta-band power predicted learning from errors in young adults. This bears resem-
blance to our former study (van de Vijver et al., 2011), where theta power after negative feedback 
predicted learning in young adults. There we suggested that medial frontal theta dynamics underlie 
error-based learning and motor plan adjustment. However, in our previous study learned information 
had to be used on the immediately following trial, rendering it impossible to disentangle real learning-
related effects from effects that were related to general trial-to-trial adjustments in, for example, 
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attention or control. Our current results therefore extend this finding by showing that medial frontal 
theta-band dynamics predict accuracy on the next presentation of the same stimulus. This shows 
that learning-related theta power fluctuations influence stimulus-specific processing and the updating 
of relevant stimulus-response associations (and, thus, learning-related processes), rather than global 
processing characteristics (Cohen et al., 2011). Indeed, frontal theta-band increases were also found 
during working memory retention and long-term memory storage (Jensen & Tesche, 2002; Sauseng, 
Klimesch, Schabus, & Doppelmayr, 2005), processes that may be involved in the current preservation 
of stimulus-response associations over multiple trials.

Similar to the accuracy effects, medial frontal learning-related differences decreased with age, 
although the correlations between theta power after corrected errors and behavioral accuracy in 
young and older adults suggest that medial frontal theta power is still functionally relevant in both age 
groups. Whereas we have previously focused on medial, lateral prefrontal, and sensorimotor cortices 
in our investigation of oscillatory dynamics underlying reinforcement learning (van de Vijver et al., 
2011), we now also discovered learning effects over anterior frontal cortex. Moreover, these effects 
were present in both age groups. Anterior frontal response- and feedback-related EEG activity has also 
been indicated as one of the factors underlying the ERN and FRN, respectively (Potts, Martin, Kamp, 
& Donchin, 2011). The cortical area below electrode AFz likely comprises frontopolar cortex. Several 
recent studies suggest that frontopolar cortex is involved in tracking behavioral alternatives such as 
competing but previously unchosen options, and their exploration with increasing decision uncertainty 
(Boorman, Behrens, & Rushworth, 2011; Boorman, Behrens, Woolrich, & Rushworth, 2009; Cavanagh, 
Figueroa, Cohen, & Frank, 2012). Thus, the functional properties of frontopolar cortex are in line with 
the processes needed for reinforcement learning, but on a higher cognitive level. Because medial 
frontal mechanisms are deficient, older adults may depend more on additional high-level cognitive 
mechanisms as compensation.

In the current study, learning-related differences over medial and anterior frontal cortices were 
larger after the response than after the feedback, suggesting that participants applied already-learned 
stimulus-response contingencies on most trials, and evaluated accuracy already after the response. 
Comparisons of the different feedback validities confirmed that theta was larger after incorrect 
responses when learning was easier (higher probabilities), while theta was larger after negative 
feedback when learning was hardest (lower probabilities). However, we cannot exclude the possibil-
ity that the reported differences between feedback probabilities were not only due to learning, but 
also influenced by learning-unrelated brain processes. For example, the upcoming feedback is more 
predictable when the feedback probability is higher, and the participant may have more confidence 
in his or her choice.

A more direct way to test changes in post-response and post-feedback theta-band dynamics over 
the course of learning would be a direct comparison of error trials at the start and end of learning, 
for example in a comparison of bins of trials similar to our behavioral analysis. Unfortunately, the low 
number of error trials in the later part of the learning curve prevented us from doing such an analysis. 
Although even with such an analysis it may be difficult to verify whether effects are solemnly due 
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to learning (because feedback predictability and response confidence also increase over learning), a 
comparison of theta-band dynamics before and after learning would certainly add to our understand-
ing of the role of medial frontal theta.

Learning effects after feedback were opposite to the post-response effects: medial frontal and 
contralateral sensorimotor theta-band activity now predicted next-occurrence inaccuracy. Although 
these averaged post-feedback effects should comprise trials on which feedback was still crucial for 
learning, they are likely also dominated by trials on which already-learned rules were applied. Thus, 
the inaccuracy-predicting effect after feedback could represent trials on which participants persisted 
to choose incorrectly, possibly because the probabilistic feedback confused them. More thorough 
examination of such speculations should be left for future efforts.

Resting-state age differences over medial frontal cortex

Older compared to young adults showed decreased resting-state theta power over medial frontal 
cortex. Resting-state oscillations in different frequency bands together support multiple and variable 
large-scale networks (Mantini, Perrucci, Del Gratta, Romani, & Corbetta, 2007), similar to the large-
scale interactions seen during cognitive tasks. Measurements of oscillatory dynamics during rest can 
provide important information on fundamental differences in the neurophysiological functioning of 
different groups or individuals. Differences in local oscillatory dynamics or global connectivity have 
been found, for example, between healthy controls and people with ADHD (Barry, Clarke, & Johnstone, 
2003), autism (Mathewson et al., 2012; Murias, Webb, Greenson, & Dawson, 2007), and schizophrenia 
(Nikulin, Jönsson, & Brismar, 2012; Venables, Bernat, & Sponheim, 2009). With age, resting-state 
brain oscillations tend to slow down, and oscillatory power changes have been demonstrated in most 
frequency bands (Klimesch, 1999).

More specifically, our results are in line with Cummins and Finnigan (2007), who demonstrated 
age-related decreases in medial frontal theta power during rest and working memory performance. 
In both the current study and the study by Cummins and Finnigan (2007), resting-state differences in 
theta power were specific to medial frontal areas. Resting-state medial frontal theta power in older 
adults also correlates with executive functions and intelligence (Finnigan & Robertson, 2011). Thus, 
the specific valence- and learning-related theta power decreases with age in the current study may 
be related to tonic oscillatory changes in this area. Age-related decreases in grey- and white-matter 
density (Burzynska et al., 2010; Mann et al., 2011) or glucose-related metabolic activity (Pardo et al., 
2007) in the ACC, the presumed source of medial frontal theta (Asada, Fukuda, Tsunoda, Yamaguchi, 
& Tonoike, 1999; Cohen, 2011a; Onton, Delorme, & Makeig, 2005), could underlie these functional 
changes with age. Task-related power and synchrony differences over other brain areas seem to reflect 
task-specific brain dynamics rather than baseline changes with age.

Age-related changes in network connectivity during response preparation

Older adults showed increased pre-response theta-band phase synchrony relative to young adults. 
Pre-response synchrony increases were present in task-relevant networks of frontal and sensorimotor 
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areas. This increase in connectivity seems to indicate that older adults needed to recruit more areas to 
process the current stimulus and select an appropriate response. Network connectivity did not differ 
during rest, so the connectivity increases with age seem task-relevant. However, increased network 
connectivity did not interact with subsequent response accuracy. Connectivity increases may there-
fore represent a more general need for extra processing resources in older adults during cognitive 
tasks such as reinforcement learning, rather than learning-specific alterations. In line with this idea, 
a general increase in inter-site phase synchrony with age has also been reported during an auditory 
oddball task (Müller, Gruber, Klimesch, & Lindenberger, 2009).

Conclusion

Aging specifically affects error processing and error-based learning in medial frontal cortex. This may 
reflect decreased functionality of the underlying ACC and surrounding cortex, resulting in less salient 
signaling of the need for behavioral alterations. Along with other age-related brain changes that may 
affect decision making, such as decreased dopamine levels (Bäckman, Nyberg, Lindenberger, Li, & 
Farde, 2006), decreasing medial frontal theta power may be an important factor in the deterioration 
of reinforcement-learning behavior. We therefore suggest that older adults rely less on medial frontal 
and more on other cortical areas such as anterior frontal cortex to achieve optimal reinforcement 
learning behavior.
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SUPPLEMENTARY MATERIAL

Supplementary materials and methods

Because the theta-band power difference between incorrect and correct responses peaked later in 
older than in young adults, the brain dynamics underling reinforcement learning in older adults may 
be better represented by power dynamics in a later time window. We therefore compared theta power 
in older adults (3-7 Hz) in a 200-400 ms post-response window with theta power in young adults (4-8 
Hz) in a 0-200 ms post-response window. Average power values per time-frequency window per age 
group at electrodes FCz and AFz were subjected to mixed ANOVAs, with factors Current accuracy 
(correct, incorrect), Next-occurrence accuracy (correct, incorrect), and Age (young, old).

Supplementary results

Theta-band power was stronger after incorrect than after correct responses at medial frontal electrode 
FCz, and anterior frontal electrode AFz (see Supplementary table 5.S1 for statistics). Young adults still 
demonstrated more theta power than older adults did at FCz after errors, but the effect of accuracy 
was now also significant in older adults. This indicates that FCz theta power in older adults indeed dif-
ferentiates later between correct and incorrect responses. Age and current accuracy did not interact 
at AFz.

Theta power at FCz again not only reflected current accuracy, but was also stronger for next-correct 
than next-incorrect trials. An interaction between current and next-occurrence accuracy showed that 
larger increases in theta power after current incorrect but not after correct responses predicted better 
performance on the next occurrence of the same stimulus. Again, a three-way interaction between 
current accuracy, next-occurrence accuracy and age showed that this post-error learning effect was 
stronger in young than in older adults, although it was now present in both groups.

Whereas young adults demonstrated higher post-error theta power at FCz when an erroneous 
choice was corrected on the subsequent occurrence, at AFz both young and older adults demonstrated 
learning-related differences. AFz theta-band power was larger for next-correct than next-incorrect 
occurrences, and after incorrect responses when the error was corrected on the next occurrence of 
the same stimulus. At AFz learning success after errors did not interact with age.

Older adults now showed generally lower theta power than young adults at both FCz and AFz. 
Despite this general decrease in power over time, learning-related effects seem more pronounced in 
older adults in a later time window. Still, however, learning-related effects at medial frontal electrode 
FCz but not at anterior frontal electrode AFz were affected by aging.
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Supplementary table 5.S1. Significant post-response power effects in young (0-200 ms) and older (200-400 ms) 
adults

Electrode(s) Effect Direction F / t P

Post-response theta power

FCz Current accuracy Incorrect > Correct 85.656 < 0.001

FCz Next-occurrence accuracy Correct > Incorrect 13.510 0.001

FCz Current * Next-occurrence accuracy 30.949 < 0.001

 t-test Current incorrect Next-correct > Next-incorrect 5.264 < 0.001

 t-test Current correct Next-correct = Next-incorrect −1.202 0.237

FCz Age Young > Older 25.015 < 0.001

FCz Age * Current accuracy 13.046 0.001

 t-test Incorrect (df 21.6) Young > Older 5.038 < 0.001

 t-test Correct (df 24.6) Young > Older 4.169 < 0.001

FCz Age * Current * Next-occurrence accuracy 7.533 0.009

 t-test Young, Current incorrect (df 19) Next-correct > Next-incorrect 5.716 < 0.001

 t-test Older, Current incorrect (df 20) Next-correct > Next-incorrect 2.245 0.036

AFz Current accuracy Incorrect > Correct 9.328 0.004

AFz Next accuracy Correct > Incorrect 8.039 0.007

AFz Current * Next-occurrence accuracy 11.635 0.002

 t-test Current incorrect Next-correct > Next-incorrect 3.729 0.001

 t-test Current correct Next-correct = Next-incorrect −0.541 0.592

AFz Age Young > Older 11.663 0.002

ANOVAs: df = 1,39; t-tests: df = 40 unless otherwise specified; Ip = sensorimotor electrodes ipsilateral to the response 
hand, Co = sensorimotor electrodes contralateral to the response hand
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AbSTRACT

Reinforcement learning (RL) is supported by a network of striatal and frontal cortical structures that 
are connected through white-matter fiber bundles. With age, the integrity of these white-matter 
tracts declines. The role of structural frontostriatal connectivity in individual and age-related differ-
ences in RL is unclear, although local white-matter integrity has been linked to individual differences in 
RL. Here we showed that frontostriatal tract strength in young human adults (aged 18-28), as assessed 
non-invasively with diffusion-weighted MRI, positively predicted individual differences in RL when 
learning was difficult (70% valid feedback). In older adults (aged 63-87), in contrast, learning under 
both easy (90% valid feedback) and difficult conditions was predicted by tract strength in the same 
frontostriatal network. Furthermore, network-level analyses showed a double dissociation between 
the task-relevant networks in young and older adults, suggesting that older adults relied on different 
frontostriatal networks than young adults to obtain the same task performance. These results high-
light the importance of successful information integration across striatal and frontal regions during RL, 
especially with variable outcomes.
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INTRODUCTION

Reinforcement learning (RL) is the use of the outcomes of one’s own actions to improve behavior and 
increase rewards. Successful RL relies on a large brain network centered on the striatum (comprising 
nucleus accumbens, caudate nucleus, and putamen) and frontal cortical areas, including prefrontal 
areas such as orbitofrontal cortex (OFC) and lateral prefrontal cortex (lPFC), and medial frontal areas 
such as anterior cingulate cortex (ACC) and (pre)motor areas (Haber & Knutson, 2010; Maia, 2009; 
Rushworth, Noonan, Boorman, Walton, & Behrens, 2011). Learning signals in the striatum and frontal 
cortex likely support different aspects of RL: whereas striatal prediction error signals mainly support 
bottom-up, model-free learning, frontal state prediction errors are thought to guide goal-directed, 
model-based learning (Daw, Gershman, Seymour, Dayan, & Dolan, 2011; Daw, Niv, & Dayan, 2005; 
Frank, Moustafa, Haughey, Curran, & Hutchison, 2007; Gläscher, Daw, Dayan, & O’Doherty, 2010). 
Thus, behavioral optimization requires information transfer between striatum and frontal cortex to 
integrate different types of learning signals.

The striatum and frontal cortex are heavily connected through white-matter fiber bundles (Di 
Martino et al., 2008; Haber & Knutson, 2010). The integrity of structural brain connections decreases 
with age, even in healthy aging. This decline is especially prominent in striatal and frontal white-matter 
tracts (Bennett, Madden, Vaidya, Howard, & Howard Jr., 2010; Burzynska et al., 2010; Salat et al., 
2009). Meanwhile, RL behavior becomes less efficient with age, with larger decreases for probabilistic 
learning (feedback is not always in line with the given response) compared to deterministic learning 
situations (see, e.g., Eppinger, Kray, Mock, & Mecklinger, 2008; Hämmerer, Li, Müller, & Lindenberger, 
2011; Mell et al., 2005; Pietschmann, Simon, Endrass, & Kathmann, 2008; Schmitt-Eliassen, Ferstl, 
Wiesner, Deuschl, & Witt, 2007; Weiler, Bellebaum, & Daum, 2008). Studies of functional brain activa-
tion suggest that older adults use the RL network less effectively than young adults (Chowdhury et al., 
2013; Eppinger, Schuck, Nystrom, & Cohen, 2013; Fera et al., 2005; Samanez-Larkin, Worthy, Mata, 
McClure, & Knutson, 2014), and additionally employ other areas in, for example, anterior prefrontal 
cortex (aPFC), lPFC, and parietal cortex (Fera et al., 2005; Mell et al., 2009; van de Vijver, Cohen, & 
Ridderinkhof, 2014).

The strength and efficiency of structural connectivity can predict individual differences in cognitive 
capacities and behavioral characteristics, in both young and older adults (Grieve, Williams, Paul, Clark, 
& Gordon, 2007; Kanai & Rees, 2011; Ziegler et al., 2010). The age-related changes in functional brain 
activation supporting RL therefore evoke the question whether the pattern of structural frontostriatal 
connections underlying successful RL also changes with age. So far, only two studies have directly 
related white-matter characteristics to learning behavior. In a sample of young adults only, more suc-
cessful learners demonstrated lower white-matter diffusivity compared to less successful learners in 
multiple major white-matter tracts, including the corpus callosum and several more posterior tracts 
(Koch et al., 2010). Additionally, in less successful learners higher diffusivity in a large network com-
prising frontal, striatal, and parietal areas correlated negatively with the ability to decrease functional 
activation with increasing feedback predictability. With age, more successful learning was related 
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to higher fractional anisotropy (FA; a measure of local white-matter density) in the tracts connect-
ing dorsomedial thalamus and medial prefrontal cortex (mPFC), and mPFC and nucleus accumbens 
(Samanez-Larkin, Levens, Perry, Dougherty, & Knutson, 2012). However, this last study focused on 
age-related changes in a few preselected white-matter pathways. Whether the general network of 
frontostriatal tracts that supports successful learning shifts with age remains unknown.

In the current study we therefore investigated whether and how age-related changes in frontos-
triatal white-matter tracts explained RL differences in young and older adults. Based on the changes in 
functional brain activity underlying RL (Chowdhury et al., 2013; Eppinger et al., 2013; Fera et al., 2005; 
Mell et al., 2009; Samanez-Larkin et al., 2014; van de Vijver et al., 2014), we hypothesized that the 
tracts that support successful RL in young adults would become less directly related to learning suc-
cess with age, whereas learning in older adults would additionally depend on tracts between striatum 
and aPFC and lPFC.

To investigate these hypotheses, 24 young (18-28 years) and 35 older adults (63-87 years) un-
derwent diffusion-weighted MRI scanning (22 young and 22 older adults were included in group-level 
analyses; see Materials and Methods). In a separate session, they completed a probabilistic RL task 
in which they learned arbitrary stimulus-response mappings by trial-and-error. Because we were 
interested specifically in the relation between frontostriatal white-matter connections and RL, we 
applied probabilistic tractography to quantify white-matter tracts between the striatum and other 
brain areas, rather than focusing on measures of local white-matter quality (such as FA and diffusivity). 
Probabilistic tractography provides a probability distribution of the likelihood of white-matter tracts 
between the seed mask and each target voxel. For convenience, we refer to these probability values as 
‘tract strength’. Relating probabilistic tractography of structural connectivity to behavioral differences 
has already proven highly informative in studies investigating age-related changes in, for example, 
visual search (Bennett, Motes, Rao, & Rypma, 2012) and action control (Coxon, Van Impe, Wenderoth, 
& Swinnen, 2012; Harsay, Cohen, Reneman, & Ridderinkhof, 2011).

Because this is the first study investigating the relation between tract strength and RL behavior, 
and because we were interested in the general shift in the underlying brain network rather than in 
changes within specific connections, we applied an exploratory analysis approach: we first computed 
probabilistic tractography from striatal seed regions to all other brain voxels and correlated individual 
learning accuracy with white-matter tract strength at each voxel (multiple comparison testing was 
controlled by cluster-correction). Second, to quantify possible shifts in networks underlying learning, 
we combined separate clusters into more large-scale networks and statistically tested network-level 
differences between conditions and age-groups. This provided us with summary-level insights into the 
frontostriatal networks engaged in both groups as a function of RL difficulty.
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MATERIALS AND METhODS

Participants

24 young (18-28 years) and 35 older adults (63-87 years) participated in this study. A larger age-range 
was used for older adults to allow selection of participants that met our criteria (see below), but age 
did not correlate with task performance in any task condition within either group (all p-values > 0.3). 
Young adults were recruited from the University of Amsterdam campus, and older adults were se-
lected from Seniorlab (a database of older adults interested in participating in psychological research). 
Participants underwent telephone and face-to-face screening according to standard neurological and 
MRI exclusion criteria. On the second of two days of behavioral testing, participants completed the 
current task as the first task within that session (they also performed other, unrelated, tasks, the 
results of which are reported elsewhere; Cavanagh, Neville et al., 2012; de Wit et al., 2012). On a 
separate day between 8 and 143 days before the second behavioral session, participants completed 
diffusion-weighted and T1 MRI scans. Participants received course credits (2 young participants) or 
financial compensation (all other participants) for participation, and all participants additionally 
received a performance-dependent financial bonus. All procedures were executed in compliance with 
relevant laws and institutional guidelines, and the study was approved by the local ethics committee.

The data of 2 young and 1 older participant could not be processed because of MRI scan artifacts. 
Based on an independent neuroradiologist’s rating of anatomical MRI scans, three older adults were 
excluded because of potential hippocampal atrophy (assessed using Scheltens’ medial temporal lobe 
atrophy (MTA) scores; Scheltens et al., 1992), and three additional older adults were excluded because 
of severely enlarged ventricles. Finally, six older adults did not meet the criteria for successful learning 
(see Task description).

The included 22 young adults ranged in age from 18 to 28 (M 21.0, SD 2.33 years, 13 female), 
and the 22 older adults from 63 to 87 (M 72.0, SD 6.08 years, 15 female; no signs of mild cognitive 
impairment or dementia on the Cognitive Screening Test; Deelman et al., 1989). All participants were 
right-handed and had normal or corrected-to-normal vision. Participants reported no diagnosed 
neurological or psychiatric disorders. Young and older adults did not differ in verbal intelligence on the 
Nederlandse Leesvaardigheidstest voor Volwassenen (Dutch Reading test for Adults; Schmand et al., 
1991; t(42) = −0.535, p = 0.596) or in working memory on the Operation span task (O-SPAN; Turner and 
Engle, 1989; t(42) = 0.665, p = 0.510).

Task

Participants performed a probabilistic RL task in which they had to learn arbitrary stimulus-response 
relations using trial-and-error (Figure 6.1a; adjusted from Haruno and Kawato, 2006). On each trial, a 
stimulus was presented until the subject pressed one of two response buttons (max 2000 ms). After a 
delay of 500 ms, feedback was presented for 1500 ms. An inter-trial interval of 700-1200 ms separated 
feedback from the next stimulus. Three blocks of 60 trials were presented, with feedback probabilities 
of 90%, 80%, and 70%, respectively (that is, in 10/20/30% of trials, the opposite feedback was given 
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compared to the participant’s response accuracy). Block order was counterbalanced over participants. 
Per block, 4 new stimuli were each presented 15 times. 2/2 stimuli were mapped onto the left/right 
response button. Blocks were separated by self-paced breaks. Stimuli were fractals with clearly dis-
tinct colors and shapes. The different fractals were randomly assigned to the three probability blocks. 
Feedback consisted of a red (incorrect) or green (correct) square, and a loss or gain of 0.25 points. 
Participants received 15% of their earned points in euros as financial bonus. If participants responded 
outside the response window, feedback consisted of the words “too late”.

Participants received extensive instructions and performed two practice blocks with 4 non-task 
stimuli, one with 100% valid feedback and a 6000 ms response window, and another with 90% valid 
feedback and a 2000 ms response window (the same window as in the real task). The first practice 
block ended when participants made 3 consecutive correct choices for all stimuli (maximum 20 pre-
sentations per stimulus), and in the second practice block the stimuli were presented 7 times. Only 
participants that reached an average accuracy level of 60% in the 90% condition of the real task were 
included in the analyses.

Behavioral analyses

Because feedback was probabilistic (on each trial a random number determined feedback validity), 
and because participants sometimes responded late (young: M 0.08%, SD 0.20%, range 0–0.56%; old: 
M 0.76%, SD 0.76%, range 0–2.22%), experienced feedback probabilities did not exactly match the 
intended percentages. Per participant, we therefore computed the experienced probabilities (per-
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Figure 6.1 – Overview of the reinforcement learning (RL) task and behavioral performance. (a) Sequence of events 
in an example trial. Subjects selected one of two response buttons while the stimulus was presented. (b) Average 
response accuracy per stimulus repetition as the percentage correct responses in the easy and difficult learning 
conditions. (c) Reaction times (RT) per stimulus repetition averaged over responses within the response window in 
the easy and difficult learning conditions.
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centage of valid feedbacks in the trials the participant responded to), and selected the blocks with 
the highest and lowest probabilities for further analyses. Because the experienced probabilities in the 
central (80% valid feedback) condition overlapped somewhat with the experienced probabilities in 
the other two conditions, this condition was excluded from the analyses to optimize the comparison 
between probability conditions. The selection of the conditions with the highest and lowest prob-
abilities allowed us to investigate baseline learning abilities (90% valid feedback) and sensitivity to 
probabilistic feedback (70% valid feedback). Because relative task difficulty increases with decreasing 
feedback probabilities and, thus, less consistent feedback, we refer to these conditions as “easy” and 
“difficult”, respectively. The feedback probabilities in these new conditions were on average 90.9% (SD 
3.82, range 78.3-98.3) and 70.2% (SD 5.24, range 55.0-80.0), and the difference between the condi-
tions ranged from 5.0 to 38.3% over individuals. The probability difference between conditions did not 
differ between age groups (t(42) = 0.085, p = 0.932).

The probabilistic nature of feedback also implied that the experienced feedback probabilities 
varied across participants. Rank-correlations per age group and condition between experienced feed-
back probabilities and accuracy levels demonstrated that accuracy was only related to experienced 
feedback probabilities in older adults in the difficult condition (rS = 0.571, p = 0.006). To ensure that 
our results were driven by individual differences in behavior rather than by differences in experienced 
feedback probabilities within conditions, we recomputed the correlations between behavior and 
tract strength (see ‘Relations between white-matter tract strength and behavior’) while including the 
experienced probabilities as an additional covariate. This did not change the pattern of results in the 
subsequent network comparisons.

To test whether participants learned the correct stimulus-response mappings and how learning 
influenced their reaction times (RTs), we compared accuracy (percentage correct responses out of the 
total trial count) and RTs (average of all RTs within the response window) in separate mixed ANOVAs 
with factors Age (young, old), Stimulus presentation (presentations 1-5, 6-10, 11-15), and Learning 
condition (easy, difficult). We also investigated the extent to which participants altered/continued 
their responses after losses/wins (lose-switch and win-stay behavior) on the next trial featuring the 
same stimulus, as percentages of the total numbers of losses and wins. Both measures were entered 
into mixed ANOVAs with factors Age and Learning condition. Greenhouse-Geisser corrections were 
applied where appropriate (uncorrected degrees of freedom are reported for ease of interpretability). 
Finally, we investigated for both age groups the extent to which behavior was related between the 
two learning conditions: we rank-correlated accuracy between the conditions, and per condition we 
rank-correlated accuracy with win-stay and lose-switch behavior.

MRI data recording

Magnetic resonance imaging data were acquired on a Philips 3T scanner with an 8-channel array head 
coil. Diffusion-weighted data were obtained using spin-echo echo planar imaging (60 slices of 112 x 
112 voxels, voxel size 2 x 2 x 2 mm, 50 non-collinear gradient directions, TR = 9.11 s, TE = 65 ms). To 
increase sensitivity, three consecutive scans were obtained for each participant. A fourth scan was 
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added if enough ti me was available. An anatomical T1-weighted image (182 slices of 256 x 256 voxels, 
voxel size 1.2 x 0.883 x 0.883 mm, TR = 9.58 s, TE = 4.6 s) was also obtained.

MRI data processing

Preprocessing
All MRI data analyses were performed using FSL (Jenkinson, Beckmann, Behrens, Woolrich, & Smith, 
2012; Smith et al., 2004) and custom-writt en Matlab scripts (The MathWorks, Nati ck, MA). Per parti ci-
pant, DTI data of all runs were merged and eddy corrected. Brain shapes were automati cally extracted 
from DTI and T1 images with the FSL program “Betcrawler”. Extracted brains were visually inspected by 
two experimenters and adjusted and re-extracted when necessary. Finally, diff usion tensors were fi t 
at each voxel using the FSL program “dti fi t” to obtain FA values, and transformati on matrices between 
DTI space, T1 space, and standard 2mm MNI space were obtained.

Probabilisti c tractography
The diff usion parameters per voxel were sampled in DTI space with the FSL program “bedpostX”. Masks 
of bilateral nuclei accumbens, caudate nuclei and putamen were acquired from the Harvard-Oxford 
subcorti cal atlas in FSL (Figure 6.2a). All masks were automati cally registered to parti cipant-specifi c 
DTI space, thresholded at 0.8 to minimalize normalizati on-related spati al smoothing, and corrected 
for overlap between masks (Figure 6.2b1). The masks were visually compared with parti cipant-specifi c 
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Figure 6.2 – Overview of DTI tractography procedure and analysis. (a) Masks of bilateral caudate nuclei, nuclei 
accumbens, and putamen were extracted from the Harvard-Oxford standard atlas. (b1) Aft er automati cally trans-
forming all masks to subject-specifi c space, (b2) masks were manually adjusted using structural T1 images to im-
prove the fi t with the intended regions. (c) For each mask, probabilisti c tractography was ran from all voxels within 
the mask to all brain voxels, aft er which the results were merged over all voxels in the mask. (d) Per mask, we 
computed for each brain voxel the Spearman correlati on over subjects between white-matt er tract strength and 
learning accuracy (including FA values as covariate), to investi gate which white-matt er tracts were signifi cantly 
related to RL accuracy (each simulated data point corresponds to a parti cipant).
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high-resolution T1 scans (registered to DTI space) by two experimenters and manually adjusted when 
necessary (Figure 6.2b2).

Probabilities of white-matter tracts were separately estimated from each mask to all brain voxels 
with the FSL program “probtrackX”. Per seed mask, 5000 paths were drawn from each mask voxel, 
following the most likely white matter tract direction given the principal fiber directions. This analysis 
yields a map in which the value at each voxel reflects the statistical likelihood of a connection between 
this voxel and the mask, commonly referred to as the “tract strength.” The resulting probability maps 
per seed-mask voxel were automatically combined in FSL (Figure 6.2c and 6.2d), divided by the number 
of paths drawn and by the number of voxels in the mask to correct for differences in mask sizes, and 
transformed to MNI space. Thus, the final spatial resolution was 2x2x2 mm. Normalized probability 
maps were smoothed per participant with a 3D 6 mm Gaussian kernel. Results in the cerebellum and 
brainstem are not reported, because these regions were not completely in the MRI field of view for all 
participants. It is important to note that even though we performed tractography from striatal masks 
to other voxels, the results do not provide information about the direction of tracts.

Relations between white-matter tract strength and behavior

Age-related changes in frontostriatal white-matter tracts
Before relating white-matter tract strength to individual learning behavior, we first investigated gen-
eral age-related changes in white-matter tract strength: For each seed mask, we compared values per 
voxel between age groups with a t-test. To correct for multiple comparisons, only voxels with group 
differences with p-values < 0.005 were considered significant and only clusters of at least 50 contigu-
ously significant voxels (400 mm³) are reported.

Correlations between white-matter tract strength and behavior
To investigate the relation between learning and white-matter tract strength, we performed rank-
correlation analyses. Per seed mask, age group, and condition, we computed Spearman correlations 
between the individual tract strength in each voxel (normalized probability) and RL accuracy (Figure 
6.2d). Again, only correlations with p-values < 0.005 were considered significant (de Wit et al., 2012; 
van den Brink et al., 2014) and only clusters of at least 50 contiguously significant voxels (400 mm³) are 
reported. Note, however, that although tract strength correlated with behavior in these clusters, these 
findings do not necessarily indicate the terminal points of any tract. Rather, it remains possible that these 
findings indicate differences within tracts that traverse these areas. Individual FA values were included 
as covariate in all correlations to ensure that correlations were not biased by local white-matter density. 
Because of a lack of systematic differences, the final results are pooled over all six striatal seed regions.

Post-hoc analyses of age- and condition-differences in brain-behavior correlations
To examine whether patterns of correlations between learning and tract strength differed significantly 
between learning conditions and between age groups in large-scale networks of connections between 
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striatum and frontal cortex, we combined correlations into composite measures per network and 
statistically tested network-level differences between conditions and age-groups. These analyses were 
conjectured post-hoc, after having observed the outcomes of the preceding analyses, to test more 
detailed hypotheses emanating from the data patterns. The rationale for the specific directions of 
the hypotheses will be elaborated in the Results section. Specifically, we investigated (1) whether 
in the young adults the network correlating negatively with learning behavior in the easy condition 
overlapped with the network correlating positively with learning behavior in the difficult condition, (2) 
whether among older adults the network correlating positively with learning in the difficult condition 
was significantly different from the network correlating with learning in the easy condition, and (3) 
whether the network correlating positively with learning in the difficult condition in older adults was 
different from the network correlating positively with behavior in the same condition in young adults.

To answer these questions, we combined separate clusters of correlating voxels into multiple 
networks of interest based on the correlation results: an easy-negative network in young adults (con-
sisting of clusters correlating negatively with behavior in the easy condition in young adults), a difficult-
positive network in young adults, and an easy-positive network and a difficult-positive network in 
older adults. Because difficult learning correlated with clusters in PFC in both age groups whereas only 
in older adults additional correlating clusters were found in MFC, only clusters in PFC were selected for 
the difficult-positive network in older adults. For each of the three questions, we first calculated the 
amount of overlapping voxels between the two relevant networks. However, although this measure 
provides a quantitative description of the similarity between networks, it does not provide informa-
tion on whether tract strength in the voxels in a network indeed correlates with behavior in one but 
not the other condition or age group. The presence of a significant correlation between tract strength 
and behavior in only one condition or group does not necessarily imply that the correlations differ 
significantly between conditions or groups.

Therefore, per network, age group, and condition we calculated the Fisher’s Z-transform of the 
correlation coefficients per voxel:

Zsep = 0.5 ln 




1 + r 

1 − r

These values were averaged per cluster, and, subsequently, over all clusters in a network. This provided 
us with four Zsep values for each network: for young and older adults, in the easy and difficult learning 
conditions. Note that for each network the Zsep value is always significantly different from zero in the 
condition and age group that were used to define a network, because all voxels that were included to 
create the network showed a significant effect (for example, in the easy-negative network in young 
adults, the Zsep value of young adults in the easy condition is necessarily significantly below zero).

Next, to examine effects of learning condition and age, we calculated the normalized distance 
between the Z-transformed correlation values:
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where Zsep(a) and Zsep(b) are the Zsep values and na and nb are the n values of the two learning conditions 
or the two age groups, respectively. More specifically, to compare learning conditions, the difference 
(Zdiff) between easy and difficult conditions was computed separately for young and older adults, and 
to compare age groups, the difference (Zdiff) between young and older adults in the difficult condition 
was computed. Because Zdiff is normally distributed with mean 0 and variance of 1, it can be inter-
preted as a regular z-value.

However, because we defined our networks as consisting of voxels that demonstrated a significant 
correlation with behavior in one condition and age group, a statistical comparison of the correlations in 
these voxels between conditions or age groups is necessarily biased towards finding a significant differ-
ence (Kriegeskorte et al., 2009; Vul et al., 2009; but see also Lieberman et al., 2009). Therefore, for all 
three questions we investigated the differences in two networks, defined separately in both conditions 
or age groups. When there is a double dissociation between networks and conditions or groups (e.g., 
correlations in the easy-positive network are significantly higher in the easy than the difficult condition 
and correlations in the difficult-positive network are significantly higher in the difficult than the easy 
condition in the same age group), the networks supporting learning in the two conditions cannot show 
a significant amount of overlap and the effects cannot be explained (solely) by a statistical bias.

RESULTS

Influence of learning difficulty on behavioral performance

Increasing accuracy scores over stimulus presentations confirmed that participants learned the cor-
rect stimulus-response mappings (Figure 6.1b; F(2,41) = 50.599, p < 0.001). Accuracy was higher in the 
easy than in the difficult condition (F(1,42) = 27.900, p < 0.001), especially on later stimulus repetitions 
(F(2,41) = 4.454, p = 0.015). Young and older adults did not differ in accuracy (F(1,42) = 1.201, p = 
0.279), nor did age interact with condition difficulty (F(1,42) = 0.048, p = 0.827), although a marginally 
significant interaction of age and stimulus presentation indicated that learning reached asymptote 
earlier in young than in older adults (F(2,41) = 3.064, p = 0.052). This finding is consistent with a recent 
study showing that older adults can achieve the same learning performance as young adults after 
enough trial repetitions (Samanez-Larkin et al., 2014). Although lose-switch and win-stay behaviors 
were lower in the difficult compared to the easy condition (F(1,42) = 11.463, p = 0.002 and F(1,42) = 
12.340, p = 0.001), there were no effects of age or interaction effects of age and learning difficulty on 
lose-switch or win-stay behavior (all p-values > 0.2).

Previous RL studies have provided mixed findings concerning the relationship between aging and 
RL: Most studies suggest that there are age-related learning decreases when feedback is probabilistic 
(see, e.g., Eppinger et al., 2008; Hämmerer et al., 2011; Mell et al., 2005; Pietschmann et al., 2008; 
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Schmitt-Eliassen et al., 2007; Weiler, Bellebaum, & Daum, 2008), whereas other studies have found 
equivalent performance levels in young and older adults (Kolev, Falkenstein, & Yordanova, 2005; 
López-Crespo, Plaza, Fuentes, & Estévez, 2009; Samanez-Larkin et al., 2014; Worthy, Gorlick, Pacheco, 
Schnyer, & Maddox, 2011). The comparable choice performance of young and older adults in the cur-
rent task likely resulted from a combination of the exclusion of subjects with poor performance (see 
Materials and Methods), and task characteristics such as the relatively small number of stimuli per 
block and the long presentation times of stimuli and feedback, which together make learning easier. 
Importantly, the comparable performance of young and older adults in the current study ensured that 
any differences between age groups in the relation between behavior and structural connectivity was 
not attributable to performance differences between the two groups, and therefore had to be due to 
the difference in age between the groups.

To investigate the extent to which behavior in the easy and difficult conditions represented 
distinct aspects of learning, we correlated accuracy between the two learning conditions, and with 
win-stay and lose-switch behavior. In young adults, accuracy did not correlate between the easy and 
difficult conditions (rS = 0.135, p = 0.551), whereas in older adults this correlation was marginally 
significant (rS = 0.418, p = 0.053). However, these correlations did not differ significantly between age 
groups (normalized distance between the Fisher’s Z-transforms of both correlations: Z = −1.05, p = 
0.2944). In both young and older adults and in both difficulty conditions accuracy correlated positively 
with win-stay behavior (all r’s > .7, and p-values < 0.001) and negatively with lose-switch behavior (all 
r’s < −0.4 and p-values < 0.05).

Older adults responded more slowly than young adults (F(1,42) = 23.866, p < 0.001; see Figure 
6.1c). RTs decreased over trials (F(2,41) = 68.024, p < 0.001), especially in older adults (F(2,41) = 3.826, 
p = 0.035). The decrease in RTs over trials was larger in the easy than in the difficult condition (F(2,41) 
= 5.639, p = 0.007), and this effect was again larger in older than in young adults (F(2,41) = 4.566, p = 
0.017).

Age-related changes in frontostriatal connections

Tracts originating from the different striatal seed regions were in line with known connections and pre-
vious tractography findings in both age groups (Haber & Knutson, 2010; Harsay et al., 2011; Leh, Ptito, 
Chakravarty, & Strafella, 2007; Supplementary figures 6.S1 and 6.S2). Patterns of age-related differ-
ences in the distribution of tracts originating from the striatum showed high similarity for the different 
seed masks (Supplementary figure 6.S3). Focusing on frontostriatal tracts, young adults demonstrated 
higher tract strengths than older adults between the striatum and medial and lateral orbitofrontal 
cortex (mOFC, lOFC), inferior frontal gyrus, and pre-, supplementary and central motor cortex. Older 
adults demonstrated higher tract strength than young adults between the striatum and anterior frontal 
cortex, the white-matter tracts in medial and anterior frontal cortex, and frontal corpus callosum.



Frontostriatal connections predict feedback learning | 157

6

Structural pathways predicting learning performance

Tract strength in several connections between striatum and prefrontal cortex predicted learning (see 
Supplementary table 6.S1 for all easy-condition results and Supplementary table 6.S2 for all difficult-
condition results). We first describe the location of relevant clusters of tracts in a qualitative manner. 
Note that clusters that are in the same general brain area may therefore still comprise different spe-
cific voxels. In the next step, we directly tested differences in correlations in the same voxels between 
conditions and age groups.

In both age groups, easy-condition learning correlated negatively with tracts between striatum 
and lOFC (Figure 6.3a and 6.3e), whereas in young adults, difficult-condition learning was positively 
predicted by tracts between striatum and lOFC (Figure 6.3c). Easy-condition learning was also nega-
tively predicted in young adults by tracts between striatum and clusters comprising both aPFC and 
lPFC (Figure 6.3b). However, in both age groups difficult-condition learning correlated positively with 
tracts between striatum and lPFC (Figure 6.3d and 6.3g). Tracts between striatum and aPFC were 
positively predictive of learning in older adults in both learning conditions (Figure 6.3f and 6.3g), and 
mPFC tracts also positively predicted difficult-condition learning in this age group (Figure 6.3g).

A similar pattern is seen in the connections between striatum and medial frontal cortex (MFC). In 
young adults, learning in the easy condition was also positively predicted by tracts between striatum 
and MFC (Figure 6.4a), whereas easy-condition learning was negatively predicted by tracts between 
striatum and MFC in older adults (Figure 6.4b). In older adults, difficult-condition learning was posi-
tively predicted by tracts between striatum and right MFC, but negatively by tracts between striatum 
and left MFC (Figure 6.4c).

Network shifts with increasing learning difficulty

The results thus far suggest that frontostriatal connectivity became more important when RL was 
more difficult: In young adults, correlations with tract strength in lOFC, lPFC, and aPFC connections 
shifted from negative to positive, and in older adults, the extent of task-relevant frontal connections 
seemed to increase. To further investigate these ideas, we combined the prefrontal clusters from 
the correlation analyses per age group and condition. First, we examined the amount of overlap 
in the significant voxels between the easy-negative and difficult-positive networks in young adults, 
and between the easy-positive and difficult-positive networks in older adults. None of the 752 
(unique) voxels in the easy-negative network in young adults overlapped with any of the 357 voxels 
in the difficult-positive network in this age group. Of the 408 voxels in the easy-positive network 
in older adults, 19 voxels were also part of the 1435 voxels in the difficult-positive network in this 
age group. This suggests that distinct networks were involved in the two learning conditions in both 
age groups.

To statistically quantify whether the networks predicting learning indeed shifted with condition, 
we tested within each network whether the correlations between tract strength and behavior dif-
fered significantly between learning conditions. More specifically, in this step we directly compared 
correlations in the same clusters of voxels between conditions, to quantify whether the correlations 
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Figure 6.3 – Signifi cant correlati ons in young and older adults between accuracy in the easy and diffi  cult learning 
conditi ons and white-matt er tract strength between striatum and PFC. In young adults, learning in the easy condi-
ti on correlated negati vely with tract strength between (a) striatum and lOFC, and (b) striatum and clusters compris-
ing lPFC and aPFC, whereas learning in the diffi  cult conditi on correlated positi vely with tract strength between (c) 
striatum and lOFC, and (d) striatum and lPFC. In older adults, learning in the easy conditi on correlated (e) negati vely 
with tract strength between striatum and lOFC, but (f) positi vely with tract strength between striatum and aPFC. (g) 
Learning in the diffi  cult conditi on correlated positi vely with tracts between striatum and a wide range of prefrontal 
brain areas, including mPFC, aPFC, and lPFC, in older adults. Results from all striatal masks are combined in the 
plots. Blue patches represent negati ve correlati ons, red patches represent positi ve correlati ons. Scatt erplots rep-
resent voxels with peak correlati ons, with behavioral accuracy on the x-axis and tract strength on the y-axis (both 
rank transformed, FA values not included as covariate). Images are shown in radiological conventi on, X, Y, and Z 
coordinates indicate the locati on of the displayed slice in the brain in mm (lOFC = lateral orbitofrontal cortex, lPFC 
= lateral prefrontal cortex, aPFC = anterior prefrontal cortex, dlPFC = dorsolateral prefrontal cortex, mPFC = medial 
prefrontal cortex, CC = corpus callosum, Cau = caudate nucleus, NAc = nucleus accumbens, Put = putamen; see also 
Supplementary table 6.S1 and 6.S2).
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in these voxels that showed up as signifi cant in one conditi on were indeed signifi cantly diff erent from 
the correlati ons in these same voxels in the other conditi on.

In the easy-negati ve network defi ned in young adults, correlati ons between learning and tract 
strength were indeed signifi cantly stronger in the easy than in the diffi  cult learning conditi ons (p = 
0.012; Figure 6.5a). In the diffi  cult-positi ve network defi ned in the same age group, correlati ons were 
stronger in the diffi  cult than in the easy conditi on (p = 0.008; Figure 6.5a). Thus, although both easy-
negati ve and diffi  cult-positi ve networks contained connecti ons between striatum and lOFC, lPFC, and 
aPFC, these results indicate that the specifi c structural networks related to behavior were signifi cantly 
diff erent between the easy and diffi  cult learning conditi ons, consistent with the non-signifi cant cor-
relati on between behavioral accuracy measures in the two conditi ons. This diff erenti ati on in networks 
and performance may indicate that young adults applied diff erent strategies in the two learning 
conditi ons.

In older adults, correlati ons with easy compared to diffi  cult learning did not diff er in the easy-
positi ve (p = 0.222) or the diffi  cult-positi ve network (p = 0.173; Figure 6.5b). Thus, in contrast to young 
adults, in older adults the structural frontostriatal networks related to learning performance were the 
same regardless of learning diffi  culty.

OLD EASYa bYOUNG EASY

c OLD DIFFICULT

x = 30

y = -10x = 2 y = 16 x = 28

L Cau - R ACC

z = 44

R Cau - L SMA

      
 

 

 

 

 

 

      
 

 

 

 

 

 

R Put - R SMA

      
 

 

 

 

 

 

      
 

 

 

 

 

 

L Put - R SMA/premotor

x =  -16y = 12 

Figure 6.4 – Signifi cant correlati ons in young and older adults between accuracy in the easy and diffi  cult learning 
conditi ons and white-matt er tract strength between striatum and MFC. (a) In young adults, learning in the easy 
conditi on correlated positi vely with tract strength between striatum and MFC. In older adults, (b) learning in the 
easy conditi on correlated negati vely with tract strength between striatum and MFC, whereas (c) learning in the 
diffi  cult conditi on showed both positi ve and negati ve correlati ons with tracts between striatum and MFC areas. 
Results from all striatal masks are combined in the plots. Blue patches represent negati ve correlati ons, red patches 
represent positi ve correlati ons. Scatt erplots represent voxels with peak correlati ons, with behavioral accuracy on 
the x-axis and tract strength on the y-axis (both rank transformed, FA values not included as covariate). Images are 
shown in radiological conventi on, X, Y, and Z coordinates indicate the locati on of the displayed slice in the brain in 
mm (MFC = medial frontal cortex, ACC = anterior cingulate cortex, SMA = supplementary motor area, premotor = 
premotor cortex, Cau = caudate nucleus, NAc = nucleus accumbens, Put = putamen; see also Supplementary table 
6.S1 and 6.S2).
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Figure 6.5 – Comparison of learning-related frontostriatal white-matter networks between learning conditions and 
age groups. For young and older adults, separate networks were defined based on the positive and negative cor-
relations found with learning in the easy and difficult condition. In the current plots, the correlations in the voxels 
of each network are compared between (a and b) easy and difficult conditions, or (c) age groups (x-axis). (a) Re-
sults indicate that in young adults the easy-negative network correlates more negatively with accuracy in the easy 
compared to the difficult condition, whereas the difficult-positive network correlates more strongly with accuracy 
in the difficult compared to the easy condition. (b) Correlations did not differ between the easy-positive and difficult-
positive learning conditions in older adults. (c) White-matter tract strength in the difficult-positive network that 
correlated with learning success in young adults correlated significantly less with learning success in older adults, 
and vice versa (*p < 0.05, **p < 0.05 / 6 = 0.0083, correction for 6 performed tests). Error bars represent 1 SD in a 
distribution consisting of correlations between the tract strength values and 500 permutations of the behavioral 
data (with FA values included as covariates). Per permutation, correlations were averaged over voxels and clus-
ters in a network in the same way as the real correlations. Error bars do not differ between behavioral conditions 
because rank correlations were used and the permuted behavioral data values were the same across conditions.
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Age differences in learning-related network connectivity

The previous results demonstrate that whereas the integrity of frontostriatal tracts became especially 
important for learning accuracy in young adults when learning was more difficult, in older adults these 
connections were already important for easy RL. To directly investigate whether correlational patterns 
differed between young and older adults, we used the same aggregate networks defined previously 
in the difficult condition, but now compared network correlations in the same voxels between age 
groups rather than between learning conditions.

Of the 357 voxels in the difficult-positive network in young adults, no voxels were also part of the 
1435 voxels in the difficult-positive network in older adults. Relatedly, we observed a double dissocia-
tion between the frontostriatal networks that predicted RL performance in young compared to older 
adults (Figure 6.5c), such that network connectivity that predicted performance in young adults did 
not predict performance in older adults, and vice-versa: correlations with difficult-condition learning 
differed significantly between age groups in both the difficult-positive network defined in young adults 
(p = 0.037) and the difficult-positive network defined in older adults (p = 0.006). These results suggest 
that the structural networks positively related to learning performance differed between young and 
older adults.

DISCUSSION

Our findings demonstrate that successful RL behavior depends on the integrity of white-matter tracts 
connecting the striatum and frontal cortex. Previous studies have demonstrated (1) the relevance 
of both brain areas for learning success (for reviews see, for example, Maia, 2009; Rushworth et al., 
2011), (2) widespread structural and functional connections between those areas (Di Martino et al., 
2008; Haber & Knutson, 2010), and (3) the relation between learning success and local white-matter 
density (Koch et al., 2010; Samanez-Larkin et al., 2012). Here, we were able to tie these three lines 
of evidence together by directly linking learning success to the strength of the white-matter tracts 
(measured in terms of probability distributions) specifically connecting striatum and frontal cortex. 
These results suggest that the specific aspects of learning that are often related to the functioning of 
particular brain areas can only lead to successful behavior when the network is properly connected.

In this study, stronger connectivity between striatal and frontal systems was accompanied by 
better learning behavior in both young and older adults. This suggests that when frontostriatal con-
nectivity is reduced, frontal structures are not able to optimally direct choice behavior. Frontal cortical 
areas are involved in more high-level aspects of RL, such as updating previous contingencies (Elliott, 
2000; Kringelbach & Rolls, 2004), favoring long-term over short-term decision consequences (Mc-
Clure, Laibson, Loewenstein, & Cohen, 2004; Tanaka et al., 2004), and exploring alternative courses 
of action (Boorman, Behrens, & Rushworth, 2011; Boorman, Behrens, Woolrich, & Rushworth, 2009; 
Cavanagh, Figueroa, Cohen, & Frank, 2012; Daw, O’Doherty, Dayan, Seymour, & Dolan, 2006). The 
relevance of these high-level aspects of learning to the current paradigm is supported by the strong 
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correlations between behavioral accuracy and lose-switch and win-stay behaviors, indicating that the 
worst-performing participants were less able to integrate outcomes over a longer period of time.

In young adults, different brain networks predicted learning with different feedback probabilities. 
Connections between striatum and lateral frontal regions correlated negatively with behavior when 
learning was easy, but positively when learning was difficult. These findings are in line with the results 
of Koch and colleagues (2010), who showed that less successful learners are less able to decrease 
frontal activation with increasing feedback predictability, and that this ability correlates negatively 
with white-matter diffusivity in a network including frontal and striatal areas. Learning signals in the 
striatum are thought to support model-free RL, whereas learning signals in lateral frontal areas sup-
port high-level model-based or goal-directed learning (Daw et al., 2005; Frank et al., 2007; Gläscher 
et al., 2010; McDannald, Lucantonio, Burke, Niv, & Schoenbaum, 2011). We speculate that the nega-
tive correlation between easy learning and tracts connecting striatum and aPFC and lPFC reflects the 
presence of a dissociated frontal system operating independently from a striatal competitor in this 
condition. Conversely, in the difficult condition, a well-connected frontostriatal network is required for 
successful long-term probabilistic integration. These changes in network-behavior relations suggest 
that the extent to which young adults are able to flexibly adapt their behavior to different feedback 
circumstances depends on the strength of specific frontostriatal connections in their brain.

Yet, our results show that the connections that are important for RL are not limited to specific 
parts of the frontostriatal network: age-related connectivity differences were found in a widespread 
network, even though behavioral accuracy did not differ between groups. In line with our hypotheses, 
different tracts were related to RL success in young and older adults. In older adults, these tracts 
indeed included (but were not limited to) additional connections between striatum and aPFC, and 
between striatum and lPFC. Relatedly, direct comparisons of frontostriatal tract strength between age 
groups indicated that older adults generally have higher tract strengths between striatum and anterior 
and medial PFC compared to young adults. Together these results suggest that when the central RL 
network starts to decline, older adults need to depend more on related, still relatively preserved 
white-matter connections. These results are in line with previous functional activation studies dem-
onstrating additional recruitment of other cortical areas (Fera et al., 2005; Mell et al., 2009; van de 
Vijver et al., 2014). They seem to provide support for the Compensation-Related Utilization of Neural 
Circuits Hypothesis (CRUNCH), which states that ‘processing inefficiencies cause the aging brain to 
recruit more neural resources to achieve computational output equivalent to that of a younger brain’ 
(Reuter-Lorenz and Cappell, 2008). Although we focused on relations between behavior and structural 
network integrity (rather than functional activation), our results are consistent with the notion that 
additional regions in PFC are often recruited for compensatory activation. Interestingly, prefrontal 
white matter is known to decrease relatively early with age (Grieve et al., 2007; Salat et al., 2005, 
2009). The current data therefore suggest that the ability to compensate depends on the relative 
intactness of frontostriatal network connectivity.

Relatedly, in the current study we only included healthy older adults. Inclusion criteria comprised 
the participant’s medical history and qualification for MRI, but also their task performance and a lack 
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of identifiably brain atrophy. These strict inclusion criteria limit the generalizability of our results: 
whereas the current set of older adults was still able to reach the same performance level as young 
adults, this achievement is less likely in older adults with increased brain deficits or cognitive decline. 
Indeed, compensation may fail when the burden gets too high for the brain to handle (Cappell, Gmei-
ndl, & Reuter-Lorenz, 2010; Mattay et al., 2006). Thus, the extent to which older adults with increasing 
age-related brain changes or cognitive decline rely on the same network of frontostriatal connections 
identified in the healthy older adults remains to be determined.

Whereas networks significantly differed between age groups, the networks related to easy and 
difficult learning did not differ within the group of older adults. This result is in line with behavioral 
evidence indicating that older adults are less able than young adults to adapt their decision strategy 
to the environment (Lemaire, 2010; Mata, von Helversen, & Rieskamp, 2010). This deficit becomes 
most prominent when tasks get more difficult and the limited processing resources of older adults 
force them to rely on simpler strategies. Importantly, however, the absence of behavioral differences 
between age groups in the current study indicates that despite possible changes in strategy adjust-
ment older adults were still able to reach the same performance level as young adults.

One limitation of the current study is the non-independence of the definition of task-relevant 
networks and their subsequent comparison between conditions and age groups: voxels were selected 
based on their correlation values, which were (after combining voxels into networks) also used as 
input in the network comparisons. The non-independence of our procedure may have somewhat 
increased condition- and age-related differences between the different networks (Kriegeskorte et al., 
2009; Vul et al., 2009; but see also Lieberman et al., 2009). Unfortunately, structural imaging data does 
not allow the assessment of brain-behavior correlations within subjects, or the use of one part of the 
data of each subject for the selection of task-relevant areas and another, independent part of the data 
of each subject for testing condition or group differences within these areas. As such, this aspect of our 
study must be considered exploratory in nature and the results should be validated in independent 
samples of young and older adults.

Yet, we believe the non-independence in our methods does not invalidate the main conclusions 
of the current study: (1) The demonstrated correlations between specific frontostriatal structural 
pathways and learning behavior are unrelated to this issue, it only applies to the subsequent network 
selection and comparison. (2) Because the non-independence of network selections and comparisons 
may increase rather than decrease condition- and age-group differences, it cannot explain the absence 
of condition differences in older adults. (3) In young adults, the networks that were defined in the 
two separate learning conditions showed a clear double dissociation, as did the networks that were 
defined in the separate age groups in the difficult condition. Even if correlations were inflated, these 
double dissociations could not have appeared if there would have been substantial overlap between 
the networks defined in the separate conditions or age groups. Thus, learning behavior under more 
uncertain circumstances must be related to largely separate networks in the two age groups.

In the current study, we related white-matter tract strength only to behavioral performance. 
Although this allowed us to assess stable differences in brain structural connectivity, future studies 
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should assess whether individual differences in frontostriatal functional connectivity in these same 
networks are indeed underlying RL performance differences (Bennett & Rypma, 2013; Messé, Ru-
drauf, Benali, & Marrelec, 2014). To estimate brain structural connectivity, we applied probabilistic 
tractography to diffusion-weighted MRI scans. The exact neural underpinnings of this type of statistical 
fiber tracking are currently unknown, and the results can be influenced by multiple biological factors 
(Beaulieu, 2002; Johansen-Berg et al., 2005; Roebroeck et al., 2008). However, they are consistent 
with invasive histological white-matter tracing (Dauguet et al., 2007; Dyrby et al., 2007; Leergaard 
et al., 2010; Seehaus et al., 2013), and relations have been shown between tract strength in specific 
white-matter pathways defined with probabilistic tractography and individual differences in various 
stable behavioral traits (Cohen, 2011b; de Wit et al., 2012; Harsay et al., 2011; van den Brink et al., 
2014).

No systematic differences were found between the separate striatal seed regions in behavior-
related connectivity patterns. Previous studies have indicated that ventral striatal subregions, includ-
ing the nucleus accumbens, are important for acquiring new stimulus-response associations based on 
prediction errors, whereas more dorsal parts of the striatum, most notably the putamen, support the 
application of already-learned associations (Atallah, Lopez-Paniagua, Rudy, & O’Reilly, 2007; Haruno & 
Kawato, 2006; O’Doherty et al., 2004). Because behavioral accuracy was averaged over all trials, a mix-
ture of both processes may have been reflected in this measure and, thus, in the related white-matter 
tracts. Motivated by these findings, future studies could utilize specifically designed tasks amenable 
to computational modelling in order to identify the relationship between white-matter integrity and 
distinct sub-processes of learning (for example, prediction errors, the number of previous outcomes 
that is taken into account in the current decision, or the rate of forgetting) and determine whether 
these differentially relate to specific frontostriatal white-matter tracts. Indeed, two recent studies 
(Chowdhury et al., 2013; Eppinger, Schuck et al., 2013) suggest that the use of learning models can be 
a valuable addition to the investigation of age-related changes in RL.

To conclude, the current study shows that in young adults, frontostriatal white-matter con-
nectivity shapes the flexibility to adjust decision-making to changing circumstances. We speculate 
that in older adults, the condition of structural connectivity in a widespread frontostriatal network 
determines the capacity to compensate in order to maintain the same performance level as young 
adults. Together, these findings illustrate how the quantitative decline in white-matter connectivity 
with age induces qualitative differences in how frontostriatal networks support successful RL behavior.
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SUPPLEMENTARY MATERIAL

Supplementary table 6.S1. White-matter target clusters correlating with easy-condition learning. Behavioral ac-
curacy in the easy condition (90% feedback probability) correlates significantly with white-matter tracts between 
the designated seed regions and the voxels in the target clusters. Note that coordinates represent the voxel with the 
highest correlation, which is not necessary central to the cluster.

Age Seed mask Cluster
size

Coordinates Corr Significant target cluster

x y z

Young Caudate N. Left 175 2 14 34 0.77 Right Anterior cingulate cortex

320 −34 48 −6 −0.86 Left Lateral orbitofrontal cortex

71 −30 50 34 −0.68 Left DlPFC, anterior PFC

87 66 −14 −28 −0.71 Right Inferior, middle temporal gyrus

N. Accumbens Left 304 −36 44 −4 −0.77 Left Lateral orbitofrontal cortex

Right 79 −26 8 2 −0.77 Left Putamen

Putamen Left 77 −34 −12 24 0.80 Left Central opercular cortex

272 66 −16 −28 −0.77 Right Inferior, middle temporal gyrus

Right 68 16 54 14 −0.66 Right DlPFC, anterior PFC

204 −26 42 20 −0.78 Left DlPFC, anterior PFC

417 −28 0 −6 −0.76 Left Putamen, pallidum

Old Caudate N. Left 87 42 56 −12 −0.71 Right Lateral orbitofrontal cortex

N. Accumbens Left 115 −28 60 −2 0.71 Left Anterior PFC

58 36 60 10 0.68 Right Anterior PFC

Right 70 36 60 10 0.69 Right Anterior PFC

Putamen Left 108 −36 52 8 0.73 Left Anterior PFC

Right 153 40 56 20 0.79 Right Anterior PFC

70 20 −10 52 −0.70 Right (Supplementary) motor cortex

51 40 −30 56 −0.69 Right Primary sensorimotor cortex

55 56 −36 58 −0.72 Right Supramarginal gyrus

Cluster size in voxels; Coordinates in millimeters; Corr = Spearman correlation; Caudate N = Caudate Nucleus, N. Accum-
bens = Nucleus Accumbens, dlPFC = dorsolateral prefrontal cortex, PFC = prefrontal cortex.



166 | Chapter 6

Supplementary table 6.S2. White-matter target clusters correlating with difficult-condition learning. Behavioral 
accuracy in the difficult condition (70% feedback probability) correlates significantly with white-matter tracts be-
tween the designated seed regions and the voxels in the target clusters. Note that coordinates represent the voxel 
with the highest correlation, which is not necessary central to the cluster.

Age Seed Cluster
size

Coordinates Corr Significant target cluster

x y z

Young Caudate N. Left 250 −36 −40 −12 0.84 Left Temporal fusiform cortex

175 6 −22 48 −0.75 Right Posterior cingulate cortex

239 44 −36 52 −0.86 Right Supramarginal gyrus

85 −42 −46 18 −0.71 Left Parietal opercular cortex

Right 242 28 42 34 0.75 Right Dorsolateral prefrontal cortex

N. Accumbens Left 79 −20 2 −10 0.73 Left Putamen, pallidum

Right 275 8 −18 4 0.76 Right Thalamus

Putamen Left 115 −42 34 −20 0.80 Left Lateral orbitofrontal cortex

195 56 −42 50 −0.77 Right Supramarginal gyrus

238 12 −22 44 −0.78 Right Posterior cingulate cortex

Right 51 22 −22 −6 0.69 Right Thalamus, striatal white matter

389 12 −12 10 0.82 Right Subthalamic white matter

Old Caudate N. Left 54 64 −42 −4 0.71 Right Middle temporal gyrus

57 −2 −58 30 0.67 Left Precuneus

64 4 −68 34 0.72 Right Precuneus

Right 93 −68 −18 8 0.71 Left Middle temporal gyrus

110 60 −40 −4 0.70 Right Middle temporal gyrus

131 36 −64 2 0.75 Right Temporo-occipital cortex

116 −2 −72 46 0.72 Left Precuneus

117 −18 18 46 −0.72 Left (Pre) Supplementary motor area

N. Accumbens Left 274 16 2 2 0.79 Right Putamen, pallidum

171 −6 48 20 0.80 Left Medial prefrontal cortex

57 30 −8 16 0.73 Right Suprastriatal white matter

Right 59 24 14 −14 0.79 Right Substriatal white matter

228 16 62 2 0.72 Right Anterior PFC

Putamen Left 665 28 −6 68 0.83 Right Premotor cortex, (Pre) SMA

119 54 10 16 0.75 Right Inferior frontal gyrus

Right 109 −4 38 0 0.70 Left Medial prefrontal cortex

257 16 40 6 0.79 Right MPFC, anterior PFC, c. callosum

582 0 60 16 0.75 Left DlPFC, mPFC, anterior PFC

64 −2 48 34 0.75 Left Anterior PFC

Cluster size in voxels; Coordinates in millimeters; Corr = Spearman correlation; Caudate N = Caudate Nucleus, N. Accum-
bens = Nucleus Accumbens, PFC = prefrontal cortex, (Pre) SMA = (pre) supplementary motor area, mPFC = medial prefron-
tal cortex, c. callosum = corpus callosum, dlPFC = dorsolateral prefrontal cortex.
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Supplementary figure 6.S1 – Tract strength averaged over young participants before smoothing, from seed (a-b) 
left nucleus accumbens (NACl), (c-d) right nucleus accumbens (NACr), (e-f) left caudate nucleus (CAUl), (g-h) right 
caudate nucleus (CAUr), (i-j) left putamen (PUTl), and (k-l) right putamen (PUTr). Images are shown in radiologi-
cal convention, figures represent group averages at slices (a, c, e, g, I, k) x=−14, y=36, z=36 mm, and (b, d, f, h, j, l) 
x=−44, y=6, z=16 mm. Scaling ranges from 0.0005 (red) to 0.002 (yellow) after correction for the number of voxels 
in the seed mask.
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Supplementary figure 6.S2 – Tract strength averaged over older participants before smoothing, from seed (a-b) 
left nucleus accumbens (NACl), (c-d) right nucleus accumbens (NACr), (e-f) left caudate nucleus (CAUl), (g-h) right 
caudate nucleus (CAUr), (i-j) left putamen (PUTl), and (k-l) right putamen (PUTr). Images are shown in radiologi-
cal convention, figures represent group averages at slices (a, c, e, g, I, k) x=−14, y=36, z=36 mm, and (b, d, f, h, j, l) 
x=−44, y=6, z=16 mm. Scaling ranges from 0.0005 (red) to 0.002 (yellow) after correction for the number of voxels 
in the seed mask.
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Supplementary figure 6.S3 – Group differences in tractography values with seed (a-b) left nucleus accumbens 
(NACl), (c-d) right nucleus accumbens (NACr), (e-f) left caudate nucleus (CAUl), (g-h) right caudate nucleus (CAUr), 
(i-j) left putamen (PUTl), and (k-l) right putamen (PUTr). Images are shown in radiological convention, figures rep-
resent group differences at slices (a, c, e, g, I, k) x=−14, y=36, z=36 mm, and (b, d, f, h, j, l) x=−44, y=6, z=16 mm.
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AIMS

The network of brain areas supporting reinforcement learning has been studied extensively in the last 
decades (for reviews see, e.g., Maia, 2009; Rushworth, Noonan, Boorman, Walton, & Behrens, 2011). 
However, research on how these areas communicate the need for and implementation of behavioral 
adjustments remains limited. Therefore, the first aim of this thesis was to investigate the structural 
and functional brain connectivity underlying successful reinforcement learning. In Chapters 2, 3 and 5, 
I investigated the role of oscillatory brain dynamics as a potential mechanism of functional connectiv-
ity underlying learning, both at the sensor level with EEG (Chapters 2 and 5) and at the (reconstructed) 
source level with MEG (Chapter 3). In Chapter 6, I focused on the relation between frontostriatal 
(structural) white-matter tracts and learning behavior.

Aging affects many characteristics of the brain network supporting reinforcement learning (see, 
e.g., Bäckman, Lindenberger, Li, & Nyberg, 2010; Bäckman, Nyberg, Lindenberger, Li, & Farde, 2006; 
Bennett, Madden, Vaidya, Howard, & Howard, 2010; Fjell & Walhovd, 2010; Kalpouzos et al., 2009; 
Raz, Ghisletta, Rodrigue, Kennedy, & Lindenberger, 2010; Salat et al., 2009). The second aim of this 
thesis was to examine how age-related changes in the functional and structural connectivity support-
ing reinforcement learning, and individual differences therein, are related to changes in learning be-
havior. To answer these questions, in Chapter 4 I first investigated more specifically how reinforcement 
learning changes with age at the behavioral level. Subsequently, in Chapters 5 and 6 I investigated 
how learning behavior in young and older adults was related to age-related differences in functional 
connectivity (EEG, Chapter 5) and in structural connectivity (DTI, Chapter 6).

SUMMARY OF MAIN FINDINGS

Oscillatory brain dynamics underlie functional connectivity during learning

An important question in the current research was how the occurrence of an undesirable outcome as 
signaled by medial frontal cortex (MFC) and the striatum is communicated to other brain areas, and 
how this results in behavioral adaptation. To answer this question, in Chapter 2 we used EEG to investi-
gate changes in coordinated oscillatory activity during feedback-based learning of response timing. In 
line with previous reports (see Cohen, Wilmes, & van de Vijver, 2011 for an overview), medial frontal 
theta-band activity increased more after negative than after positive feedback. Although the role of 
MFC in outcome evaluation and action selection has been widely recognized (Botvinick, 2007; Gehring 
& Willoughby, 2002; Holroyd & Coles, 2002; Nieuwenhuis, Holroyd, Mol, & Coles, 2004; Ridderinkhof, 
Ullsperger, Crone, & Nieuwenhuis, 2004), we were the first to show a direct relationship between this 
increase in medial frontal theta power after negative feedback and successful behavioral adjustment. 
Beta-band power increased more after positive compared to negative feedback, in line with previous 
studies using rewarding outcomes (Cohen, Elger, & Ranganath, 2007; Marco-Pallarés et al., 2008; 
Marco-Pallarés et al., 2009). Post-feedback beta-power predicted subsequent behavioral accuracy 
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independent of feedback valence. As beta-band oscillations may be a mechanism to maintain the 
‘status quo’ (Engel & Fries, 2010), the increase in beta-band oscillations after positive feedback may 
strengthen the current response set. We also demonstrated increased theta-band inter-site phase 
synchrony between signals recorded over MFC, lateral prefrontal cortex (lPFC), and motor cortex after 
negative feedback. Whereas the increase in synchrony between MFC and lPFC replicated prior findings 
(Cavanagh, Cohen, & Allen, 2009; Cavanagh, Frank, Klein, & Allen, 2010), the additional increase in 
connectivity with motor cortex suggested that (theta-band) oscillatory synchrony also aids communi-
cation between the reinforcement learning network and other task-relevant cortical areas. Together, 
these findings suggest that differences in theta-band oscillations underlie learning from errors, and 
guide the adjustment of motor plans and their communication to other brain areas. Increases in beta-
band oscillations, in contrast, appear to signal the need to continue the current situation.

In Chapter 3 we continued this line of investigation, focusing more specifically on how the rein-
forcement learning network communicates necessary adjustments to other task-relevant brain areas. 
To this end, we applied a task that required learning of associations between specific stimulus features 
(color or face identity) and responses while we measured MEG. Investigations of source-level oscilla-
tory dynamics (reconstructed using a beamforming algorithm) demonstrated that both medial frontal 
and anterior prefrontal nodes of the reinforcement learning network responded to negative feedback 
with local increases in theta-, but also in delta-band oscillations. Task-relevant stimulus-processing 
areas in visual cortex, on the other hand, responded to the different stimulus features with local 
decreases in beta-band oscillations. Indeed, decreases in alpha- and beta-power over visual cortex are 
generally reported during stimulus presentation (Donner & Siegel, 2011), and may reflect changes in 
attentional processing (Bauer et al., 2012; Worden, Foxe, Wang, & Simpson, 2000). Importantly, direct 
correlations between trial-to-trial fluctuations in frontal delta- and theta-band power and posterior 
beta-band power demonstrated that connectivity between the frontal learning network and posterior 
stimulus-processing areas differed depending on the specific combination of feedback valence and the 
stimulus feature that had to be attended, in connections between anterior cingulate cortex (ACC) and 
precuneus, and between anterior prefrontal cortex (aPFC) and occipital and temporal cortices. These 
results suggested that the learning network instructs posterior cortical areas to adjust stimulus-specific 
processing after negative feedback, and maintain the current association after positive feedback.

Thus, Chapters 2 and 3 together demonstrated the importance of frontal low-frequency oscilla-
tions, especially in the theta band, for signaling the need for behavioral adjustment, and suggested 
that inter-site synchronization of oscillatory dynamics may be the underlying mechanism for com-
munication between the frontal learning network and other task-relevant brain areas to implement 
this adjustment.

Age-related changes in brain connectivity underlying reinforcement learning behavior

In Chapters 4-6, the focus shifted towards age-related changes in the relation between reinforcement 
learning and brain connectivity. In the studies reported in Chapter 4, we used deterministic learning 
tasks to first investigate age-related changes in the influence of feedback valence on reinforcement 
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learning on a behavioral level. Additionally, we examined how this influence depended on feedback 
magnitude, learning of stimulus-response (S-R) versus stimulus-outcome (S-O) relations, and indi-
vidual working memory capacity. In line with the ‘positivity effect’ (Reed & Carstensen, 2012), older 
adults generally performed better with positive compared to negative feedback. However, this effect 
was only present when, in addition to feedback valence, feedback magnitude was also manipulated 
and older adults could focus on associations that would gain them a large amount. The interaction of 
feedback valence and magnitude was most prominent during S-O learning, whereas only individual 
differences in S-R learning correlated with working memory capacity. Indeed, instrumental learning of 
S-R relations has been demonstrated to depend on both working memory load and delay (Collins & 
Frank, 2012). The current differentiation between S-R and S-O learning provides support for the notion 
that age-related changes in the influence of feedback valence on reinforcement learning are highly 
task-dependent (Eppinger, Hämmerer, & Li, 2011). More specifically, it suggests that reinforcement 
learning tasks that capitalize on S-R versus S-O learning may at least partially depend on different 
learning and brain systems, and may therefore capture different aspects of age-related changes in 
learning.

As was demonstrated in Chapters 2 and 3, frontal cortex may engage electrophysiological oscil-
latory synchronization to coordinate other brain systems during learning. In Chapter 5, we measured 
EEG while young and older adults performed a probabilistic reinforcement learning task (feedback is 
sometimes invalid with regard to the given response) to investigate how the relation between oscil-
latory dynamics and learning changes with age. In line with previous reports (Cavanagh et al., 2009, 
2010; Nigbur, Cohen, Ridderinkhof, & Stürmer, 2012; van de Vijver, Ridderinkhof, & Cohen, 2011; Za-
nolie, Van Leijenhorst, Rombouts, & Crone, 2008), negative performance feedback induced increases 
in both local theta power and inter-regional theta phase synchrony in a distributed cortical network. 
Accuracy-related power and synchrony differences after responses and feedback remained intact with 
aging over all frontal and sensorimotor areas except MFC. This decrease in MFC theta power with age 
was consistent with previous demonstrations of age-related reductions in medial frontal error signals 
(see, e.g., Kolev, Falkenstein, & Yordanova, 2005; Nieuwenhuis et al., 2002). Moreover, the current 
results indicated that this age-related decrease in error signaling is topographically specific to MFC. In 
both age groups, medial frontal theta power was larger after incorrect responses when learning was 
easier, while it was larger after negative feedback when learning was difficult. Relatedly, in this study 
medial frontal theta-band power after the response (rather than the feedback) predicted accuracy 
on the next presentation of the same stimulus. Medial frontal learning-related power differences 
decreased with age, although they still correlated with behavioral accuracy in both age groups. In 
line with a study by Cummins and Finnigan (2007), we also observed decreased resting-state theta 
power with age selectively over MFC. Thus, the topographically specific valence- and learning-related 
decreases in theta power with age may be related to tonic changes in oscillatory power in this area. In 
contrast, learning-related theta power differences over aPFC did not differ between age groups. These 
results suggest that because medial frontal mechanisms are deficient, older adults may depend more 
on additional high-level cognitive mechanisms as compensation.
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Finally, in the research presented in Chapter 6 of this thesis we examined whether individual 
and age-related differences in reinforcement learning could also be related to differences in structural 
frontostriatal connectivity. Connectivity between striatal and frontal systems was related to learning 
behavior in both age groups. In young adults, frontostriatal tracts correlated negatively with easy 
learning (high feedback probability), but positively with difficult learning (lower feedback probabil-
ity). Less successful learners have previously been demonstrated to be less able to decrease frontal 
activation with increasing feedback predictability (Koch et al., 2010). We therefore suggested that the 
negative correlation with easy learning reflects the necessity of dissociated frontal and striatal systems 
in this condition, whereas a well-connected frontostriatal network seems to be required in the difficult 
condition for successful long-term integration. Age-related connectivity differences were found in a 
widespread network, even though behavioral accuracy did not differ between groups. Different tracts 
were related to reinforcement learning success in young and older adults. In older adults, these tracts 
also included additional connections between striatum and aPFC, and between striatum and lPFC. To-
gether these results suggested that when the central reinforcement learning network starts to decline, 
older adults need to depend more on related, still relatively preserved white-matter connections as 
compensation. The networks related to easy and difficult learning did not differ within the group of 
older adults, in line with behavioral evidence indicating that aging affects the ability to adapt decision 
strategies to the environment (Lemaire, 2010; Mata, von Helversen, & Rieskamp, 2010). Together, 
these findings illustrate how the quantitative decline in white-matter connectivity with age induces 
qualitative differences in which frontostriatal networks support successful reinforcement learning.

GENERAL DISCUSSION

Medial frontal theta-band oscillations signal undesirable response outcomes

The research described in Chapters 2, 3, and 5 confirms the relevance of theta-band oscillations for 
performance evaluation and feedback processing. Local theta-band dynamics increased more after 
incorrect compared to correct responses and after negative compared to positive feedback over 
frontal and motor areas. Additionally, theta-band dynamics over MFC could be linked to behavioral 
adjustments in two ways: (1) larger power increases after incorrect responses (Chapter 5) and negative 
feedback (Chapter 2) predicted successful behavioral adaptation, and (2) the increase in theta power 
after corrected compared to uncorrected errors correlated with learning success in both young and 
older adults (Chapter 5). Relatedly, two recent studies demonstrated that medial frontal theta power 
is higher after errors for more successful than for less successful learners (Luft, Nolte, & Bhattacharya, 
2013) and that frontal theta power reflects model-derived prediction errors and learning rates (the 
reward history taken into account in the current decision; Mas-Herrero & Marco-Pallarés, 2014).

However, learning-related differences in medial frontal theta power appeared after feedback 
presentation in Chapter 2 but after the response in Chapter 5, likely because participants learned the 
correct associations very quickly in Chapter 5. Medial frontal theta power increases after response 
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errors and negative feedback indeed look quite similar when measured with EEG (see also Cavanagh, 
Zambrano-Vazquez, & Allen, 2012) and, as demonstrated in this thesis, can both be related to be-
havioral adjustment. Yet, it is still unclear to what extent the underlying brain dynamics overlap. Two 
recent opinion papers have argued that the electrophysiological signatures measured during conflict, 
after response errors, and after feedback are supported by the same brain mechanism (Cavanagh & 
Frank, 2014; Ullsperger, Fischer, Nigbur, & Endrass, 2014). However, these electrophysiological signa-
tures are not identical. For example, the topographical distribution of the increase in theta-band oscil-
lations after response errors and negative feedback is different: theta power peaks more anteriorly 
after negative feedback and more centrally after response errors (visible in, for example, Figure 5.2 
and in Cavanagh, Zambrano-Vazquez et al., 2012; see also Cohen, 2014b). Although these differences 
do not rule out a common underlying process, they suggest that this process is at least accompanied 
by additional, differentiable theta-band dynamics in the two situations.

Similarly, the cognitive and behavioral adjustments after response errors and negative feedback 
have common but also separable components: After a response error, correct behavior is known but 
needs to be implemented better, likely requiring additional cognitive control or attention (Ridderink-
hof et al., 2004; van Driel, Ridderinkhof, & Cohen, 2012). After negative feedback, however, behavioral 
improvement not only requires the better implementation of behavior, but also the creation or adjust-
ment of S-R-O associations. Yet, in most studies, including the studies reported in the current thesis, 
there is no clear separation of the learning phase and the phase in which known associations are ap-
plied in either the task or the analyses. Only a minority of studies uses a learning criterion to separate 
these two processes (but see, e.g., Chamberlain et al., 2006; Hämmerer, Li, Müller, & Lindenberger, 
2011; Pietschmann, Endrass, & Kathmann, 2011).

Thus, a stricter separation of learning and post-learning phases is required to better understand 
the brain dynamics underlying the signaling and implementation of response errors versus negative 
feedback. If a design with such a separation is applied, supplementing scalp-level EEG studies with re-
search investigating the origin of frontal theta oscillations on a neural level or applying source estima-
tion methods to EEG or MEG data can provide important insights into how and why these oscillations 
arise. Additionally, the striatum and hippocampus (which is likely involved in the storage of arbitrary 
associations) may contribute more to the adjustment of associations than to increased control or 
attention. Connectivity patterns between MFC and other cortical and subcortical structures during the 
learning and post-learning phases may therefore also add information on whether the medial frontal 
signal that is measured outside the scalp has the same origin and functional significance.

Anterior prefrontal cortex supports exploration based on recent events

In Chapters 3 and 5, we also found response- and feedback-related differences in theta-band oscilla-
tions over aPFC, and in the connectivity between aPFC and other frontal and posterior task-relevant 
brain areas. Although aPFC is not considered a core structure in the reinforcement learning network, 
it has been reported in multiple other learning and decision-making studies. Both theta-band power 
over aPFC (Cavanagh, Figueroa, Cohen, & Frank, 2012) and aPFC blood oxygenation level dependent 
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(BOLD) activation as measured with functional magnetic resonance imaging (fMRI; Daw, O’Doherty, 
Dayan, Seymour, & Dolan, 2006) increased during exploratory (rather than exploitative) choice be-
havior. Model-based fMRI studies have indicated that aPFC tracks the evidence in favor of the most 
advantageous non-chosen option, and that individual differences in this signal are related to the ability 
to adapt future behavior accordingly (Boorman, Behrens, & Rushworth, 2011; Boorman, Behrens, 
Woolrich, & Rushworth, 2009). Indeed, patients with lesions in aPFC were still able to learn from 
general reward history, but demonstrated a deficit in the ability to use the most recent reward trends 
to guide their behavior (Kovach et al., 2012). Similarly, aPFC lesions in nonhuman primates induced 
deficits in rapid learning about the value of new objects and new abstract rules (Boschin, Piekema, & 
Buckley, 2015). More causal evidence for the involvement of aPFC in reinforcement learning is provided 
by a study demonstrating that anodal (excitatory) transcranial direct current stimulation (tDCS) over 
aPFC improved probabilistic categorization learning (Kincses, Antal, Nitsche, Bártfai, & Paulus, 2004).

Thus, aPFC seems to track recent changes in the value of non-selected response alternatives and 
initializes the exploration of such alternatives accordingly. Yet, EEG reports of aPFC oscillatory dynam-
ics involved in error or feedback processing are still limited. Given the support for a role of this brain 
area in learning and decision making derived with other measures, it is unlikely that task-relevant aPFC 
dynamics would not be present or measurable in EEG studies. Instead, this lack of aPFC findings with 
EEG may be caused by two (for the current purpose somewhat unfortunate) traditions in EEG data 
processing: a focus on predefined, task-relevant electrodes (in learning studies often Fz, FCz, Cz, and 
Pz), and a hesitation to interpret signals measured close(r) to the face and neck because they are most 
susceptible to blink and motion artifacts. Fortunately, the application of sophisticated spatial filters, 
such as current source density transformation (CSD; Kayser & Tenke, 2006) and beamforming, allow 
a better separation of real signal and noise resulting from blinks and motion artifacts and, thus, the 
removal of this noise (Adjamian et al., 2009; Hillebrand, Fazio, de Munck, & van Dijk, 2013; Srinivasan, 
Winter, Ding, & Nunez, 2007). The investigation of the role of aPFC in the reinforcement learning 
network and its functional connectivity with other task-relevant brain areas through oscillatory coher-
ence therefore certainly makes for a feasible and interesting future line of research.

Long-range oscillatory theta-band connectivity signals the need for behavioral 
improvement

The current results suggest that theta-band oscillations not only support feedback processing at a 
local level, but also function as an important mechanism for the functional connectivity underlying 
feedback implementation: In Chapters 2 and 5, theta phase synchrony in a network of medial frontal, 
lateral prefrontal, anterior prefrontal, and motor areas was higher after negative than after positive 
feedback. In Chapter 3, power-power correlations between frontal theta-band and posterior beta-
band oscillations varied with both feedback-valence and the task-relevant stimulus feature. Note, 
however, that because power-power correlations were used as connectivity measure in this chapter, 
it cannot be determined whether theta-band oscillations were also the mechanism underlying the 
communication between the frontal theta-band areas and posterior beta-band areas.
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These results are in line with other demonstrations of post-feedback theta-band connectivity dur-
ing reinforcement learning. During a probabilistic learning task, theta-band inter-site phase synchrony 
between MFC and lPFC was also higher after negative compared to positive feedback (Cavanagh et 
al., 2010). Additionally, this connectivity scaled with the magnitude of the model-derived prediction 
error, linking the increase in synchrony more directly to the learning process. Two other studies com-
pared theta-band synchrony between good versus bad learners. Good learners demonstrated larger 
increases in synchrony between motor cortex and MFC and between MFC and lPFC after feedback 
presentation during a time estimation task (Luft et al., 2013). Good learners also demonstrated 
enhanced theta and gamma synchrony between frontal cortex and parietal and occipital sites after 
feedback indicating monetary loss compared to monetary gain during an instrumental learning task 
(De Pascalis, Varriale, & Rotonda, 2012). Together, these results indicate that theta-band connectiv-
ity is an important mechanism in feedback evaluation and implementation both within the learning 
network and in communication with other task-relevant motor, stimulus-processing and integration 
areas. However, based on the currently available studies, it cannot be determined yet whether post-
feedback synchrony in theta oscillations only transmits the signal that an adjustment is required, or 
whether this mechanism also communicates which specific adjustment is required, which would 
indicate a more active role in the adjustment process. Similar to the local MFC theta-band effects, for 
many connections that show theta-band oscillatory synchrony (for example between MFC and motor 
cortex) it is also still unclear whether they are part of the adjustment of S-R-O associations, or of 
response optimization processes that are unrelated to learning.

Although the current results only speak to the relevance of theta-band oscillations for communi-
cation between cortical brain areas, oscillatory synchrony in this same frequency band has also been 
indicated in post-feedback communication within the striatum in relation to behavioral adjustment 
(Cohen, Axmacher et al., 2009), and communication between the basal ganglia and frontal cortex during 
the detection of errors (Herrojo Ruiz et al., 2014). Indeed, although long-range connectivity manifests 
itself in the theta-band during reinforcement learning, it is important to note that this does not imply 
that theta-band oscillations are specific to reinforcement learning or decision making (in fact, this holds 
for any kind of oscillatory dynamic). Increased theta-band connectivity is also an important mechanism 
for, for example, working memory control (Sauseng, Griesmayr, Freunberger, & Klimesch, 2010), long-
term memory storage and retrieval (Burke et al., 2013; Fuentemilla, Barnes, Düzel, & Levine, 2014), and 
auditory change detection (Choi et al., 2013; Hsiao, Chen, Wang, Cheng, & Lin, 2014).

Beta-band oscillations may signal unexpected positive feedback

In Chapter 2, beta-band oscillations increased after positive feedback and were related to behavioral 
improvement. However, in Chapter 3, we did not find a frontal beta-band source that was sensitive 
to feedback valence. As beta-band oscillations were no topic of interest in Chapter 5, they were not 
investigated or reported in that chapter. Still, increases in beta-band oscillations after positive feed-
back may be quite task-specific: two recent review papers have suggested that beta-band oscillations 
after positive feedback signal the unexpected occurrence of a positive outcome, thereby promoting 
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its incorporation for learning (Luft, 2014; Marco-Pallarés, Münte, & Rodríguez-Fornells, 2015). This 
signal has been suggested to increase coupling between frontal and striatal parts of the reinforcement 
learning network and transmit a fast motivational signal, which may be crucial to detect changes in the 
environment and inspire behavioral adaptation (Marco-Pallarés et al., 2015).

The time estimation task in Chapter 2 required almost constant learning of new target intervals, 
so positive feedback was unexpected on a large proportion of the trials. Additionally, one may never 
be really sure whether (s)he pressed the button at the correct moment in a response timing task, so 
positive feedback may be generally more unexpected in this type of task. In Chapter 3, like in Chapter 
5, the correct associations had probably already been learned on the majority of trials and positive 
feedback was not unexpected. It would be interesting to see whether there was a beta-power effect 
after the positive outcomes that functioned as invalid feedback in this Chapter, but unfortunately they 
are insufficient in number.

Thus, whereas there is strong evidence for a role of theta-band oscillations in the evaluation of 
negative feedback and as a signal of necessary behavioral adjustments, the role of beta-band oscilla-
tions with regard to positive feedback requires further empirical investigation. Indeed, this beta-band 
power increase as well as the theta-band increases in aPFC and the more largely distributed delta-
band dynamics in Chapter 3 suggest that further exploration of learning-related oscillatory dynamics 
will likely show additional patterns of connectivity in time, frequency, and (sensor and source) space, 
and provide more insight into the intricate patterns of communication between brain areas to achieve 
behavioral adaptation.

Reinforcement learning and age-related changes therein depend on task characteristics

The current dissertation aimed at uncovering how brain areas communicate the necessity and 
implementation of behavioral adjustments in young and older adults. Yet, understanding how the 
brain supports learning behavior requires a proper understanding of the factors that determine this 
behavior, and how they change with age. Indeed, the studies reported in Chapter 4 clearly indicated 
that reinforcement learning behavior varies depending on the way it is assessed, for example whether 
S-R or S-O associations have to be learned. This implies that learning behavior and the underlying 
brain mechanisms may not be directly comparable between studies using different tasks. An impor-
tant variation between learning tasks, both in the current thesis and the current literature, is whether 
feedback is deterministic or probabilistic. Older adults are thought to be more impaired at learning 
from probabilistic than deterministic feedback, but differences in learning success are not always 
found (Bellebaum, Rustemeier, & Daum, 2012; Fera et al., 2005; Kolev et al., 2005; Pietschmann, 
Endrass, & Kathmann, 2011). The current research also indicates that the manifestation of age-related 
changes in deterministic and probabilistic learning behavior strongly depends on the setting in which 
these differences are assessed: older adults were worse than young adults at deterministic learning in 
Chapter 4, but not in the deterministic condition (100% valid feedback) in Chapter 5. Similarly, older 
adults performed worse than young adults in the probabilistic learning condition in Chapter 5 (80% 
valid feedback) but age did not affect probabilistic learning in Chapter 6.
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These differences can likely be attributed to differences in both tasks and participants. In the 
studies described in Chapter 4, participants were presented with relatively difficult learning tasks: in 
most tasks up to eight different associations had to be learned simultaneously. Additionally, partici-
pants had to deduce from the numerical feedback which was the best outcome and, thus, the most 
optimal response. In the studies described in Chapters 5 and 6, feedback clearly indicated whether 
the chosen response was correct or incorrect. Moreover, in the research described in these Chapters 
the number of to-be-learned S-R-O associations was lower: six in Chapter 5, and only four in Chapter 
6. Relatedly, in Chapter 4 we demonstrated that in both young and older adults S-R learning was 
related to individual working memory capacity, which likely partially determines the impact of task 
difficulty on performance. Finally, as suggested in Chapter 6, the absence of age differences in some 
conditions and Chapters may be due to our selection of healthy older adults interested in participating 
in psychological research as subjects. The strict inclusion criteria for MRI scans may have increased this 
selection bias even further in Chapter 6.

Together these results indicate that older adults can still learn S-R-O associations, even as well as 
young adults, in both deterministic and probabilistic learning situations. More importantly, the cur-
rent research highlights at least three important determinants of age-related differences in learning 
behavior: (1) health of the participant, (2) individual working memory capacity, and, relatedly, (3) the 
amount of cognitive resources required to perform the task, for example because of memory load or 
task difficulty. With regard to the first two factors, the selection criteria for older participants in the 
current studies also impose an important limitation on the generalizability of the current results. Older 
adults that participated in the current studies were likely more healthy than the general population in 
this age range and had a higher IQ, which correlates strongly with working memory capacity (Conway, 
Kane, & Engle, 2003). Future research needs to address to what extent the current behavioral patterns 
also hold in older populations with decreased health or lower IQ. For example, the burden of having to 
learn more information may affect learning performance much more in these groups and compensa-
tion may no longer be sufficient.

Age-related changes in the brain networks supporting reinforcement learning

Understanding the relation between age-related changes in the brain and in behavior is important for 
two reasons: (1) It provides information on the specific cognitive and neural processes that are more 
or less vulnerable to aging, and which processes may still be maintained or even improved given the 
appropriate tools, and (2) because of the increase in individual variability with age, it provides infor-
mation on the brain processes that underlie specific aspects of behavior in the population in general. 
Both our functional (EEG; chapter 5) and structural (DTI; chapter 6) results suggest aPFC becomes 
increasingly important for reinforcement learning behavior with age. This fits nicely with the findings 
on the importance of aPFC for learning behavior in general that were also presented in the current 
thesis. As was described in Chapters 5 and 6, the increasing importance of aPFC for reinforcement 
learning with aging may be compensation for processing decreases elsewhere in the brain, such as 
the decline in medial frontal theta-band oscillations that we found during both learning and rest. Such 
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neural compensation can decrease performance differences between age groups. Thus, compensation 
can be another cause of the previously described absence of age-related differences in behavior that 
is sometimes found. Indeed, there is evidence to support the idea that with better health and higher 
intelligence (and, thus, working memory) people are better able to compensate for declines in their 
brains (Reuter-Lorenz & Park, 2014).

Previous research into age-related changes in the brain dynamics underlying reinforcement 
learning has focused mainly on changes in the striatum or striatal dopaminergic system (see, e.g., 
Chowdhury et al., 2013; Eppinger, Schuck, Nystrom, & Cohen, 2013; Mell et al., 2009; Samanez-Larkin, 
Worthy, Mata, McClure, & Knutson, 2014), or on changes in learning-related event-related potentials 
(ERPs) measured over MFC, such as the feedback-related negativity (FRN), the error-related negativity 
(ERN), and the correct-related negativity (CRN; see, e.g., Bellebaum, Kobza, Thiele, & Daum, 2011; 
Eppinger, Mock, & Kray, 2009; Hämmerer et al., 2011; Nieuwenhuis et al., 2002; Pietschmann, Simon, 
Endrass, & Kathmann, 2008). In both lines of research, behavioral decreases in learning and declines in 
underlying brain signals have mainly been interpreted in terms of decreased prediction error signaling 
and interpretation.

The current results are among the few studies that start to connect and extend these two lines 
of research (but see also, e.g., Eppinger, Walter, Heekeren, & Li, 2013; Samanez-Larkin, Levens, 
Perry, Dougherty, & Knutson, 2012). Indeed, the current research signifies that reinforcement learning 
involves a broader range of cognitive processes, brain areas, and connections between them, and 
that aging also affects these other processes. For example, the current results indicate that learning 
not only depends on how well the prediction error is signaled or interpreted, but also on how this 
signal is subsequently transmitted to other task-relevant brain areas within and outside the learning 
network. Additionally, the current research suggests that the age-related decline in error signaling and 
interpretation quite specifically affects MFC, at least at the cortical level, whereas learning-related 
processes in other cortical brain areas may still function properly and even compensate for the medial 
frontal decline. This suggests that strengthening specific parts of the total learning network may help 
delay the decrease in total learning performance with age (as is also suggested by Reuter-Lorenz & 
Park, 2014).

LIMITATIONS AND ChALLENGES

do the measured oscillations reflect oscillating brain signals?

Any measured signal can be decomposed into oscillations of different frequencies. Thus, although ap-
plying time-frequency analyses to EEG or MEG data provides information on multiple characteristics of 
oscillations at different frequencies, this cannot be interpreted as direct evidence that the underlying 
signal is truly oscillating. The results in Chapter 2 show a post-feedback increase of both theta power 
and local theta phase coherence over MFC. This could suggest that the measured signal shows only an 
ERP (one in- or decrease time-locked to the feedback), rather than a full oscillation. Still, there are at 
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least two arguments to validate that our medial frontal theta-band results represent true oscillations 
rather than ERPs.

First, although the increases in theta-band oscillations may appear relatively short, a detailed 
inspection of post-feedback signals shows a repeating pattern of peaks and troughs that are highly 
rhythmical at a low frequency, spanning at least one and often multiple cycles. This can for example be 
seen in the analysis of the FRN in Figure 2.3, and becomes even more apparent after the application of 
a theta-band band-pass filter (Cavanagh, Zambrano-Vazquez et al., 2012). Second, the likelihood that 
post-error medial frontal theta-band signals are truly oscillatory is supported on a neurobiological level 
by intracranial recording in animals. After errors, rats show increased low-frequency field oscillations 
and spike-field coupling in prelimbic cortex and the ACC, and phase synchrony between low-frequency 
oscillations in these regions and motor cortex (Narayanan, Cavanagh, Frank, & Laubach, 2013). Theta-
band oscillations in the ACC in macaques differentiate between different stimulus-response mapping 
rules and show post-error updating of these rules (Womelsdorf, Johnston, Vinck, & Everling, 2010).

The oscillatory nature of post-feedback beta-band power is even more apparent: both the general 
increase in beta power and the differentiation between positive and negative feedback last multiple 
hundreds of milliseconds, thereby spanning many cycles. To further increase confidence that a signal 
is really oscillating, one could investigate the development of the instantaneous phases over time in 
the window of interest. If the signal entered into the time-frequency decomposition is merely an ERP, 
phase values should be limited to only one half of the phase distribution. On the other hand, if the 
signal is indeed oscillating for at least one full cycle, phases should span the entire distribution.

Importantly, even if true oscillations cannot be demonstrated in a signal without a doubt, analyz-
ing it with time-frequency analyses may still provide benefits compared to the more traditional ERP 
analyses. First, because the signal is decomposed into multiple, simultaneous parts, separate brain 
signals that overlap in time and are summed in an ERP can be analyzed separately. For example, the 
post-feedback increases in theta and beta power in Chapter 2 are simultaneous, but by treating them 
as separate signals we were able to show that differentiable brain signals support learning from nega-
tive and learning from positive feedback. Additionally, techniques investigating inter-site synchrony in 
power or phase, when used in combination with appropriate corrections for volume conduction and 
shared sources, allow a more detailed investigation of similarities in distant signals than comparing the 
raw signals at the two locations. Thus, even though we cannot prove without a doubt that we have 
measured true oscillations, the application of time-frequency decomposition methods has still pro-
vided important new insights about network dynamics that would otherwise not have been possible.

The learning network below the cortex: striatum, dopamine, and hippocampus

As outlined in the Introduction (Chapter 1), the reinforcement learning network consists of two parts, 
the striatum and frontal cortex. Unfortunately, EEG and MEG are not well suited to measure activity 
in the striatum, because the neurons (dipoles) in this area are positioned non-parallel and therefore 
do not transmit a coherent signal that can be measured outside the scalp. Thus, in this thesis I only 
examined striatal contributions to learning and frontostriatal connectivity in the context of structural, 
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but not in the context of functional connectivity. Although the current results therefore clearly demon-
strate the importance of frontal cortical processes for reinforcement learning (in addition to the more 
abundantly researched role of the striatum), they may also create the incorrect impression that frontal 
cortical regions are more important for reinforcement learning than the striatum. Rather, the current 
results should be interpreted as evidence that multiple parts of the learning network are involved in 
complementary processes, which can only lead to successful behavior through intricate patterns of 
connectivity that allow the comparison and integration of their separate contributions.

Relatedly, in the current thesis the role of the neurotransmitter dopamine in reinforcement 
learning was not investigated. Dopamine is crucial for signaling the unexpected presence or absence 
of rewards, information that is required to be able to learn optimal behavior (Glimcher, 2011). It is 
released not only in the striatum but also in the frontal cortex and hippocampus. Dopamine levels 
decline with age, which is thought to be an important cause of age-related decreases in reinforcement 
learning behavior (Bäckman et al., 2006; Eppinger et al., 2011). Yet, research into the relation between 
dopaminergic transmission and oscillatory connectivity in the context of reinforcement learning and 
decision making is still very limited. A few studies have tried to link feedback-related oscillations to 
variations in the Val158Met allele of the COMT gene (catechol-O-methyltransferase), which is thought 
to influence tonic and phasic dopamine levels in PFC. Generally, Val carriers seem to show larger 
increases in both theta power after negative feedback and beta power after positive feedback than 
Met/Met homozygotes (Marco-Pallarés et al., 2009; Mueller, Makeig, Stemmler, Hennig, & Wacker, 
2011). Val carriers are thought to have lower prefrontal dopamine levels and higher cognitive flexibility 
(Bilder, Volavka, Lachman, & Grace, 2004), which would indeed explain a larger immediate responsive-
ness to feedback.

A final aspect of reinforcement learning that has not been covered in the current thesis, is the 
storage and reactivation of S-R-O associations. Although the results presented in Chapters 2 and 3 
start to provide insight into how the learning network influences stimulus-processing and motor 
areas, the long-term storage of the associations between stimuli and responses likely depends on 
memory-related structures, especially the hippocampus. Yet, although hippocampal activation during 
learning has been often reported (see, e.g., Foerde & Shohamy, 2011; Hester, Barre, Murphy, Silk, & 
Mattingley, 2008; Packard & Knowlton, 2002; Seger & Cincotta, 2006), the results vary with regard to 
the exact role of this system, which situational factors determine its involvement in reinforcement 
learning, and when it comes into play during learning. Importantly, as age-related changes in frontal, 
striatal and hippocampal systems may show different trajectories of decline (see, e.g., Bennett, Mad-
den, Vaidya, Howard, & Howard Jr., 2010; Kalpouzos et al., 2009; Raz et al., 2010; Salat et al., 2009), a 
better understanding of the storage of S-R-O associations may also provide more information on how 
aging affects reinforcement learning.

The specific mechanism underlying the communication of associations between the hippocampus 
and the striatal and frontal structures involved in their evaluation during decision making, and how 
adjustments to associations are incorporated depending after performance feedback, is still unclear. 
Since outcome-related phasic changes in dopamine levels affect not only the striatum and frontal 
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cortex but also the hippocampus, dopamine may play a mediating role in these processes (Shohamy & 
Adcock, 2010). Additionally, oscillatory connectivity between the hippocampus, striatum, and frontal 
cortex has been demonstrated in animal research (see, e.g., Tiesinga, & Battaglia, 2011; DeCoteau et 
al., 2007), and oscillatory synchrony between the hippocampus and frontal cortex has also been found 
in humans (Fell & Axmacher, 2011), although not (yet) in the context of reinforcement learning.

Future directions in the study of learning-related connectivity in the human brain

Many of the questions that have been posed in the previous sections can be answered with non-
invasive EEG or MEG measurements. For example, the separation of MFC theta-band oscillations and 
connectivity into pre-learning and post-learning phases, the investigation of the role of aPFC oscilla-
tions in feedback processing, and the further assessment of connectivity between frontal learning-
related areas and stimulus- and response-processing areas can all be achieved with EEG or MEG 
studies and depend mainly on experimental designs. Additionally, these recordings can be combined 
with measurements of structural connections in the same participants to directly relate individual- or 
age-related differences in functional connectivity to differences in the underlying structural connec-
tions. This can shed light on which structural connections are relevant to achieve successful functional 
connectivity, and thereby, for example, add additional insight into the changing role of aPFC in the 
learning network with age, and the connections underlying communication between the learning 
network and other task-relevant brain areas.

Additionally, studies combining EEG or MEG recordings with genotyping and/or pharmacological 
interventions can still greatly add to our understanding of how oscillatory responses in the human 
brain are influenced by neurotransmitter dynamics, and especially by learning-related changes in do-
pamine levels. Both genetic variations and pharmacological manipulations involving dopamine (ant)
agonists can be related to specific characteristics of dopaminergic signaling, such as receptor types 
or transporter, of which the distribution and impact in the brain are known. Therefore, investigating 
combinations of genes, drugs, or both, allows a rather precise assessment and localization of dopami-
nergic fluctuations in the frontal cortex and striatum and, thus, of the coupling between dopaminergic 
mechanisms and oscillatory responses. Positron emission tomography (PET) scans provide an even 
more direct measurement of local dopamine levels, although they cannot be combined with simul-
taneous EEG or MEG measurements. Still, separate recordings during performance of the same task 
can be combined afterwards to show how differences between conditions or participants in the two 
measurements are related.

Answering questions about functional connectivity between cortical and subcortical parts of the 
learning network in humans will be most challenging. The advancement of spatial filtering techniques 
such as beamforming may allow the examination of oscillations in and connectivity with the hippocam-
pus (but not the striatum) using non-invasive methods in humans, specifically MEG (Quraan, Moses, 
Hung, Mills, & Taylor, 2011). However, whether this is feasible strongly depends on factors such as the 
signal strength and experimental design. fMRI studies can inform us about the presence and spatial 
lay-out of interactions in the learning network during feedback processing. However, the signals that 
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are recorded with this method are too slow to investigate oscillations with frequencies higher than 1 
Hz, and are likely not directly related to the changes in field potentials in groups of neurons. Thus, fMRI 
cannot be used to answer questions about how brain areas achieve coordinated interactions.

The most promising approach to better understand the communication between cortical and 
subcortical parts of the learning network in humans seems to be the combination of intracranial 
recordings and scalp EEG. As was mentioned earlier, intracranial recordings in the basal ganglia have 
started to show the importance of theta-band connectivity for decision making and learning both 
within the basal ganglia and between this area and the cortex (Cavanagh et al., 2011; Cohen et al., 
2009; Cohen et al., 2012; Herrojo Ruiz et al., 2014). Similar connectivity has been demonstrated be-
tween the hippocampus and frontal cortex, although not yet in a learning context (Fell & Axmacher, 
2011). Intracranial recordings from the nucleus accumbens become more available as the application 
of deep-brain stimulation to this area is used increasingly often to alleviate the symptoms of obsessive-
compulsive disorder, anxiety disorders, and depression. Intracranial recordings in the hippocampus 
can be performed when epilepsy patients have electrodes implanted to determine the source of their 
seizures. Deep-brain stimulation of and recordings from the caudate nucleus or putamen, however, 
are not available in humans, nor are combined measurements from striatum and hippocampus. Thus, 
to answer questions about the functional connectivity between these areas and the cortex on a more 
mechanistical level, we seem to depend on animal studies.

Of mice and men: what animal studies can and cannot tell us

The limitations posed by the available measurement systems of the human brain induce the need for 
animal studies to investigate questions regarding oscillatory connectivity between cortical and sub-
cortical brain areas and between distant subcortical areas. Indeed, studies in animals such as rats and 
monkeys allow intracranial recordings both in areas that are not targeted in humans for therapeutic 
purposes and in multiple areas simultaneously, examples of which were already highlighted in a previ-
ous section. However, whereas intracranial recordings in animals can provide information on possible 
mechanisms of communication between brain areas, the use of these mechanisms may differ between 
nonhuman animals and humans. Some of the brain areas that play a role in reinforcement learning in 
humans are absent in other species (e.g., aPFC), brain areas can have a different cellular make-up (e.g., 
orbitofrontal cortex), different brain areas can be used to perform the same task (see, for example, 
Patel et al., 2015), and differences in one area may also affect the role of other areas in the network.

Thus, even when areas are investigated that overlap between species on a neurobiological level, 
their role in the learning network may still differ. For example, working memory plays an important 
role in reinforcement learning in humans (Collins & Frank, 2012; van de Vijver, Ridderinkhof, & de 
Wit, 2015). As participants verbalize the associations they are learning, they are constantly updating 
working memory content (vocal rehearsal; Baddeley, 2012). Since most other species are likely un-
able to verbalize associations, they may need to rely much more on subcortical learning mechanisms, 
which may have become less central to learning in humans. Thus, whereas animal research may add 
important information on the mechanisms that support communication between brain areas, ques-
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tions about the function of these mechanisms need to be investigated or at least confirmed in studies 
with human participants. A combination of animal studies, intracranial recordings in patients, and 
fMRI studies including analyses of functional connectivity, seem to be the best option we currently 
have to understand subcortical learning-related network dynamics.

Healthy aging and cognitive improvement

Most limitations and opportunities discussed in the previous sections also apply to studies on age-
related changes in learning behavior and the underlying brain dynamics, although intracranial record-
ings from the striatum or hippocampus are not common in older adults. As was previously mentioned, 
only a few studies have started to expand the research on age-related changes in reinforcement 
learning beyond the focus on prediction errors and striatal functioning. Additional research into how 
aging affects different component processes and brain connections involved in reinforcement learning 
should also put the impact of declining dopamine levels and striatal functioning into perspective: 
how crucial are these declines for the change in learning performance, to what extent are declines 
in learning performance determined by changes in other processes, and can other processes take 
over to still achieve successful learning? For example, learned associations have to be stored for later 
use, but aging also affects long-term memory (Luo & Craik, 2008; Park et al., 1996). It is currently 
unclear whether changes in learning performance in older adults are related to decreasing storage 
of learned associations. If storage of learned associations via the hippocampus indeed also relies on 
dopaminergic fluctuations, declining dopamine levels with age may impact learning and decision mak-
ing at multiple levels.

Further insight into which component processes of learning are affected by aging, can also be the 
starting point for investigations of how reinforcement learning can still be optimized in older adults. 
Whereas older adults are often very motivated to keep up with the requirements of modern life, such 
as using digital equipment, the current learning approaches are often not tuned to meet their learning 
demands. Optimizing such processes can take many forms. First, the learning context can be adjusted 
to the requirements of older adults. The current results suggest that older adults can still learn as well 
as young adults, given the right circumstances. For example, providing older adults with positive feed-
back seems more effective than negative feedback, especially when much can be gained with learning. 
This could be achieved by making a learning situation very easy, to allow for many correct responses. 
Second, some component processes of learning may still show room for improvement themselves. For 
example, reinforcement learning in humans partly relies on working memory storage (Collins & Frank, 
2012). Although working memory decreases with age (Hedden & Gabrieli, 2004; Mattay et al., 2006) 
and changes in working memory may therefore also negatively affect learning performance, working 
memory may also be improvable through training (see, e.g., Brehmer, Westerberg, & Bäckman, 2012; 
Zinke et al., 2014). Finally, older adults are sometimes unable to come up with efficient learning strate-
gies, but are able to apply them when they are provided (Oosterman, Boeschoten, Eling, Kessels, & 
Maes, 2014). Thus, sometimes providing external cues on how to reach successful behavior may be 
enough to achieve significant improvements.
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Comparison of decision and adjustment processes

Finally, the focus of the current thesis has been only on reinforcement learning. However, as was 
outlined in the Introduction, this is only one part of the complete decision-making process. As the 
updating that takes place after feedback is supposed to improve the subsequent decision, it would be 
very interesting to relate post-feedback brain dynamics more specifically to the dynamics during the 
next decision. Such a comparison would be informative both about the decision-making process and 
about what is actually adjusted after feedback: If brain processes during adjustments and the decision 
representation phase overlap, learning likely influences the representation of stimuli and responses at 
a low level and may even alter visual perception. If they overlap between adjustments and valuation, 
not the representations themselves but their values are altered, which likely also involve memory-
related processes. If brain processes overlap between learning and action selection, learning does not 
affect the representation or value of the stimuli, but rather biases the selection process in a top-down 
manner towards a specific choice. Most likely, all these different scenarios can take place depending 
on the context and the task at hand.

CONCLUSIONS

Together, the results in this thesis highlight the importance of integration of information in the brain 
to achieve successful reinforcement learning behavior, between multiple frontal brain areas involved 
in feedback evaluation and implementation, between frontal and striatal parts of the reinforcement 
learning network, and between the reinforcement learning network and other task-relevant brain ar-
eas. Although processing in and connectivity between central parts of the learning network decrease 
with aging, older adults are able to compensate by utilizing connections with other task-appropriate 
brain areas. Depending on mental and physical health, intelligence and working memory, and task 
demands, this can even allow older adults to still reach the same performance level as their younger 
counterparts. Thus, rather than solely being inevitable or destructive, aging can be a period of great 
flexibility, adjustments, and learning of new behavior.
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1. INTROduCTION

In the 1920’s, Hans Berger was the first to discover the existence of human electrophysiological brain 
signals that could be recorded from the surface of the head (Berger, 1929). He noticed a clear rhyth-
micity in these electrical brain signals during rest, with regular peaks and troughs reoccurring about 
10 times per second. Such a repetitive variation over time is called an oscillation. Berger termed this 
specific brain oscillation the alpha rhythm (Berger, 1930). Although Berger’s discovery was an impor-
tant step in the study of the human brain, it is not what he was initially searching for: His intention 
was to find signals that could be transmitted between two separate brains and thus explain telepathy 
(Millett, 2001). We now know that the electrophysiological signals that can be measured from the 
scalp cannot be passed from one brain to another through air: the signals are fairly weak, and the 
conductivity of air is close to zero.

However, we have also learned that these electrophysiological signals are important markers of 
the transmission of information within a brain, across brain regions. When two brain regions demon-
strate oscillations with a similar regularity of peaks and troughs, they are said to be phase-synchronous 
(see Figure A.1). When inter-site phase synchrony is measured through electroencephalography (EEG) 
and magnetoencephalography (MEG), this is thought to reflect communication between distant 
neural populations within the brain (for reviews see Engel, Fries, & Singer, 2001; Fries, 2005; Varela, 
Lachaux, Rodriguez, & Martinerie, 2001).

The purpose of this chapter is to argue that inter-regional connectivity as measured through elec-
trophysiological phase synchrony can be a powerful tool for investigating cognitive processes. We will 
first detail multiple arguments to support this claim, and illustrate them with examples from several 
fields in cognitive psychology. After clarifying the neurophysiological origin of brain oscillations, we 
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Figure A.1 – Phase synchrony. Two separate neural populations A and B (populations of dots) exhibit oscillations. 
These oscillations are measured with electrodes at separate locations outside the head (gray bars around the 
head). The summed population oscillations are together measured as one continuous signal per electrode: the os-
cillations produced by population A are mainly measured with electrode 1, the oscillations produced by population 
B are mainly measured with electrode 2 (issues of volume conduction will be discussed later in this chapter). When 
two oscillations demonstrate the same regularity of peaks and troughs, they show phase synchrony. Instances of 
phase synchrony are represented by the black boxes. Peaks and troughs show phase synchrony when they co-occur 
(first black box) or when they demonstrate a consistent temporal delay (second black box).
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will explain how phase synchrony is computed and how phase synchrony results can be interpreted. 
This is followed by a more in-depth mathematical outline of phase synchrony computation, a de-
tailed example of the practical application of phase synchrony, and finally a brief discussion of other 
oscillation-based methods useful for studying long-range brain connectivity.

2. WHy SHOuLd COGNITIVE PSyCHOLOGISTS BE INTERESTEd IN PHASE 
SyNCHRONy?

Many of the cognitive processes studied by cognitive psychologists originate in interactions amongst 
multiple operations and brain areas. For example, a simple word recognition task requires communi-
cation between brain areas involved in visual perception and comprehension, information extraction 
from memory, decision making and response execution. With behavioral measures such as accuracy, 
reaction times, or self-report, it can be difficult to separate these operations or to investigate how the 
distinct cognitive processes influence each other. Each of these behavioral measures is a composite 
variable that comprises many perceptual, cognitive, and motor processes. Thus, to the extent that 
different component processes of cognition occur in different regions of the brain, understanding 
when and how brain areas interact has the potential to increase our understanding of the functional 
organization of cognition. Phase synchrony offers a window into these interactions.

There are several reasons why the study of inter-site phase synchrony can increase the under-
standing of the functional organization of cognition. First, like all electrophysiological measures of 
brain activity, the study of inter-site phase synchrony allows the investigation of cognitive processes 
at a very fine time scale. With such detailed temporal information, consecutive cognitive events, such 
as the separate cognitive operations involved in word recognition, can be disentangled based on their 
occurrence over time. For example, humans can decide whether a string of letters is an existing word 
or a non-word within 700 ms (e.g., Fiebach, Gruber, & Supp, 2005; Whaley, 1978). This implies that 
the (at least partially consecutive) subprocesses of word recognition must be performed within several 
hundreds of milliseconds. Indeed, phase synchrony measures demonstrate that differences between 
words and non-words are already signaled in the brain 200-350 ms after stimulus presentation (Fie-
bach et al., 2005).

Second, measures of phase synchrony also help distinguish operations and interactions that 
take place at different locations in the brain. Such processes can even be differentiated when they 
occur simultaneously in time. In working memory research, for example, the spatial separation of 
brain processes has provided important support for Baddeley’s influential box-and-arrow model of 
working memory. According to this model, working memory consists of one central executive and 
multiple modality- or information type-specific storage and processing units (Baddeley & Hitch, 1974; 
Baddeley, 2003). During working memory tasks, increases in phase synchrony are seen both between 
bilateral frontal areas and between frontal areas and a network of parietal and temporal areas (Mizu-
hara & Yamaguchi, 2007; Wu, Chen, Li, Han, & Zhang, 2007). However, when the maintenance and 
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manipulation aspects of working memory are separated, manipulation is associated with synchrony 
increases in a large frontal-parietal network, whereas information maintenance mainly coincides with 
synchrony decreases in frontal brain areas (Sauseng, Klimesch, Schabus, & Doppelmayr, 2005). This 
spatial separation of concurrent central executive (or manipulation) and modality-specific aspects of 
working memory thus strengthens an abstract model of cognition. It is important to note, however, 
that spatially separate dynamics can be clouded by volume conduction of electrical signals through 
the brain and at the level of the skull. Appropriate solutions to volume conduction will be discussed 
in section 6.

Third, cognitive operations can also be distinguished with phase synchrony measures when they 
involve oscillations with different frequencies. The frequency of an oscillation refers to the number of 
cycles (repetitions of a peak and a trough) per time unit. The signal processing techniques that can be 
used to extract this information will be discussed in sections 4 and 5. These techniques separate oscil-
lations with different frequencies at every time point, allowing the investigation of both simultaneous 
and temporally separate frequency-specific oscillations. A large number of empirical and theoretical 
studies suggest that certain oscillatory speeds are often associated with certain cognitive processes. 
For example, performance errors can be made for different cognitive reasons. An incorrect response 
may be given during a transitory attentional lapse, but could also be due to insufficient cognitive con-
trol over the required response. Whereas such errors can be difficult to distinguish on the behavioral 
level, their oscillatory characteristics are clearly distinct, both in space (parietal versus frontal) and in 
frequency (van Driel, Ridderinkhof, & Cohen, 2012). It is important to note, however, that oscillations 
with specific frequencies may serve multiple functions in the brain, and not all of these functions are 
currently known yet.

Fourth, successful behavior requires communication between subcomponents of cognitive pro-
cesses (Engel et al., 2001; Fries, 2005). Local dynamics and large-scale interactions provide separate 
sources of information, and changes in the communication between brain areas do not necessarily 
require changes in local dynamics. Measures of phase synchrony therefore offer an advantage over 
traditional measures of EEG or MEG, such as event-related potentials (ERPs, in EEG) or event-related 
fields (ERFs, in MEG), and over measures of local oscillatory dynamics, such as oscillatory power (the 
strength of an oscillation). These local measures provide only limited insights into large-scale func-
tional brain networks. For example, previous experience with a visual stimulus facilitates subsequent 
processing, which leads to a decrease in reaction times. This reduction is accompanied by decreases in 
local brain activity in the prefrontal and temporal cortices, but also by concomitant increases in phase 
synchrony between these two areas (Ghuman, Bar, Dobbins, & Schnyer, 2008). Moreover, only the 
timing of the increases in synchrony predicts the behavioral reaction-time decrease. Thus, the timing, 
spatial characteristics, and frequency of inter-site phase synchrony can provide information about 
cognitive processes that cannot be obtained with measures of local electrophysiological dynamics.

Fifth, because phase synchrony provides information about the interactions between brain areas, 
it can also serve as a more direct measure of certain cognitive processes. For example, the human 
visual system can only process a limited amount of information. Attentional selection selectively 
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enhances or decreases processing of (task-)relevant sensory information. However, when two targets 
are 200-500 ms apart and separated by the presentation of a distractor, the second target is often 
not perceived (Broadbent & Broadbent, 1987; Raymond, Shapiro, & Arnell, 1992; Reeves & Sperling, 
1986). This is called the attentional blink. Whether a stimulus is attended or not is strongly related to 
phase synchrony between right parietal cortex and more frontal and temporal cortical areas (Gross et 
al., 2004). This synchrony increases when targets are processed, and decreases when distractors are 
processed. Moreover, both the decrease to the intermediate distractor and the increase to the second 
target are smaller when the second target is not reported than when it is. Thus, phase synchrony 
with right parietal cortex can be directly informative about the amount of attention that is directed to 
sensory input.

Sixth, phase synchrony can help link cognition to underlying neurophysiological processes, as 
well as to findings from empirical studies in non-human animals and theoretical or computational 
models, because it has a clear neurophysiological interpretation (discussed below in section 3). Con-
siderable evidence points to oscillatory synchronization as a key biological mechanism by which brain 
regions communicate in order to form networks. Neural populations can synchronize with various 
other populations during different processes, allowing a large range of flexibility and variability. For ex-
ample, conscious perception of a stimulus is accompanied by transient long-distance phase synchrony 
in a network covering a large part of the brain (Melloni et al., 2007). Relatedly, transient bursts of 
synchrony in a network comprising visual, parietal and frontal cortex are seen before subjects report 
conscious perceptual changes during binocular rivalry (Cosmelli et al., 2004; Doesburg, Kitajo, & Ward, 
2005). These specific relations between the cognitive concept of consciousness and underlying brain 
connectivity suggest that changes in brain states precede conscious reports of perceptual changes, 
and that consciousness arises on a global rather than a local scale in the brain.

To summarize, the study of phase synchrony allows the investigation of distinct cognitive pro-
cesses that may be difficult to disentangle from behavior-only outcome measures or measures of local 
brain activity. Phase synchrony offers insight into the interactions between brain areas that underlie 
cognition. Cognitive operations that rely on synchronization can be disentangled in time, space and 
frequency. Phase synchrony measures can also be used to investigate more directly specific theories 
about cognitive processes such as attentional selection. Because oscillatory synchrony is directly 
related to the biological foundations of cognition, it can provide important information on the relation 
between cognition and the brain.

3. NEuROPHySIOLOGICAL MEANING OF OSCILLATORy SyNCHRONIzATION

Brain signals that are measured with EEG and MEG

Phase synchrony takes place at multiple spatial scales in the brain. On the low end of the spectrum, 
interactions between single neurons occur on a spatial scale of micrometers. On a more intermediate 
level, the spatial scale of synchrony between, for example, columns of neurons is in millimeters rather 
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than micrometers. Connectivity between separate regions in the brain takes place on an even larger 
scale of centimeters. In line with the many scales of synchrony in the brain, phase synchrony can 
also be measured at various levels: (1) intracranially with implanted electrodes that directly measure 
individual neurons and their electrical fields, (2) intracranially with electrocorticography (ECoG), elec-
trodes on the pial matter (over the surface of the brain and under the skull) that measure the summed 
electrical fields produced by groups of neurons, and (3) extracranially with magneto/electroencepha-
lography (M/EEG) applying electrodes on the scalp that measure the summed magnetic or electrical 
fields produced by the underlying populations of neurons.

Although intracranial recordings can be very informative for cognitive psychology (Jerbi et 
al., 2009), intracranial recordings in humans are rare and possible only in patients with electrodes 
implanted for medical purposes, such as epileptic seizure localization or deep brain stimulation. 
Whereas most cognitive psychologists will not have the option to use intracranial recordings, they do 
have access to M/EEG. We will therefore focus this chapter on signals and results recorded with M/
EEG. However, the mathematical methods to extract and investigate phase synchrony are the same 
regardless of spatial scale, meaning that the same analyses can be applied to slice preparations and to 
non-invasive scalp M/EEG.

The electrical activity measured outside the brain mainly stems from excitatory cortical pyramidal 
neurons (Buzsáki, Anastassiou, & Koch, 2012), which interact with inhibitory interneurons. When the 
voltage in a neuron exceeds a threshold, it emits an action potential (also called firing or spiking), and 
an electrochemical signal is propagated from its axons to the dendrites of a receiving neuron via the 
synapse. If this signal excites the receiving neuron, this induces a voltage change called an excitatory 
post-synaptic potential (EPSP); if it has an inhibitory effect, it leads to an inhibitory post-synaptic 
potential (IPSP). EPSPs increase, and IPSPs decrease, the likelihood that the receiving neuron will emit 
an action potential. After an EPSP, current will flow from the extracellular space into the dendrite, 
resulting in a net negativity outside the dendrite. To complete the voltage circuit, current will flow out 
of the neuron’s cell body, yielding a net positivity around this area (see Figure A.2a). Conversely, after 
an IPSP current will flow out of the dendrite and into the cell body, resulting in a positivity outside the 
dendrite and a negativity outside the cell body (see Figure A.2b). The deflection in potential along the 
exterior of the nerve cell membrane results in an electrical dipole outside the cell called the electrical 
field potential of the neuron. Note however that axons can also directly influence the cell body, creat-
ing different directions of current flow (for more detailed information on how electrical fields arise, 
see Buzsáki, Anastassiou, & Koch, 2012).

The extracellular electrical field generated by a single neuron is too weak to be measured outside 
the head. However, when populations of neurons are synchronously active, their electrical fields 
sum and become strong enough to be measured at scalp level. Dipoles or fields of multiple neurons 
enhance each other if the neurons are geometrically aligned (see Figure A.2c), but they can also cancel 
each other out if they point in opposite directions. Because inhibitory interneurons generally lack a 
parallel geometric alignment, they are not measured directly by EEG. Thus, the electrical signal that 
is measured outside the brain with EEG mainly reflects the post-synaptic result of input signals on the 
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dendrites and cell bodies of pyramidal cells. An electrical current flowing from one site to another 
induces a surrounding, orthogonal magnetic field. Whereas EEG measures the electrical fields outside 
the neuron, MEG measures the orthogonal magnetic fields induced by the concurrent electrical cur-
rents within the neuron. Still, in most cases, EEG and MEG can record the same neural dynamics. 
Because population-level activity rather than the behavior of single neurons is thought to underlie 
higher cognitive processes, M/EEG is an appropriate tool for studying cognition.

Rhythmicity in brain signals

Single neurons can demonstrate oscillatory dynamics because of fluctuations in the membrane po-
tential, but the oscillations that are measured outside the head mostly reflect interactions between 
populations of neurons in the cortex (Buzsáki & Draguhn, 2004; Wang, 2010). Most cortical oscillations 
are driven by rhythmic interactions between excitatory pyramidal neurons and inhibitory interneurons 
(see Figure A.2d; Wang, 2010). Increases in activity in the excitatory neurons (Figure A.2d, 1) lead to 
increases in activity in the interneurons (Figure A.2d, 2). However, when the interneurons become 
more active, this in turn has an inhibitory effect on the excitatory neurons (Figure A.2d, 3). The inhibi-
tion causes the excitatory neurons to reduce their activity again, leading to a reduction of activity 
in the inhibitory neurons as well (Figure A.2d, 4). This reduction allows the excitatory neurons to 
increase their activation again, restarting the same pattern. As such, the summed field potential of the 
neural population fluctuates with every cycle. Because the activity of inhibitory interneurons generally 
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Figure A.2 – Oscillations in cellular activity. (a) When a signal transmitted by the presynaptic axons (gray) has an 
excitatory effect on the postsynaptic neuron (black; EPSP), an inward current flow causes a net negativity outside 
the dendrite and an outward current flow causes a net positivity outside the cell body. (b) When a signal transmitted 
by the presynaptic axons (gray) has an inhibitory effect on the postsynaptic neuron (black, IPSP), an outward cur-
rent flow causes a net positivity outside the dendrite and an inward current flow causes a net negativity outside the 
cell body. (c) When multiple, aligned neurons have the same extracellular field potential, their fields sum. (d) Most 
oscillations result from the interaction between excitatory neurons and inhibitory interneurons: (1) When excitatory 
cells are activated enough to start firing, (2) this also activates the inhibitory neurons. (3) The subsequent firing of 
the interneurons causes the excitatory neurons to cease their firing, (4) resulting in a decreased input to and firing 
of the interneurons as well. When this cyclic pattern repeats itself, this is measured as an oscillation.
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does not contribute to the M/EEG signal, measured oscillations mostly reflect the field fluctuations 
of the excitatory neurons. Although less common, oscillations can also originate from the interaction 
between groups of excitatory neurons, and from the interaction between groups of inhibitory neurons 
(Wang, 2010).

Oscillations are abundant in the brain during rest, but they can also be induced or altered by 
internal or external events. Oscillations have at least three important neurobiological functions. First, 
oscillations control neural activation, or spike timing. Single neurons can adjust their firing pattern to 
the phase of the ongoing oscillation of the population field potential in their surroundings (Huxter, 
Burgess, & O’Keefe, 2003; Jacobs, Kahana, Ekstrom, & Fried, 2007; O’Keefe & Recce, 1993). Oscilla-
tions in the population field potential thereby enable a fast increase in the instantaneous population 
firing rate, and the firing pattern of a neuron relative to the general oscillation can add even more 
temporally-specific information. A second function of oscillations is the regulation of synaptic connec-
tion strengths (Bikbaev & Manahan-Vaughan, 2008; Lisman, 1997; but see also Lisman & Spruston, 
2010). Because of their inherent regularity, oscillations provide a temporal structure that allows 
precisely timed relations between pre- and postsynaptic activation. When temporal relations are this 
precise, they can induce long-term potentiation (LTP) or long-term depression (LTD) of the synapse, 
a longer lasting strengthening or weakening of the connection (Hasselmo, Bodelón, & Wyble, 2002; 
Hyman, Wyble, Goyal, Rossi, & Hasselmo, 2003). This spike-time dependent plasticity function varies 
between neurons and synapse types.

A third, and for the current chapter most relevant, function of oscillations is the facilitation of 
inter-regional communication. Distributed populations of neurons can become transiently synchro-
nized, forming networks that process and briefly store information (Jensen & Mazaheri, 2010; Kopell, 
Kramer, Malerba, & Whittington, 2010; Siegel, Engel, & Donner, 2011). The ability of neural groups to 
synchronize depends on several factors, including the cytoarchitectonic characteristics of the neurons. 
If two populations share a preferred oscillatory rhythm, synchrony can easily arise and be maintained. 
This characteristic of oscillations also explains how populations of neurons can be part of multiple 
networks, depending on the shared oscillatory rhythm between the populations that synchronize. 
More information on the neural basis and neurobiological functions of oscillations can be obtained 
from Buzsáki and Draguhn (2004), Buzsáki et al. (2012), and Wang (2010).

Characteristics of oscillations

Oscillations are characterized by three aspects: their frequency, power, and phase (see Figure A.3a). 
The frequency of an oscillation is the number of cycles per time unit. Frequency is usually expressed 
as the number of cycles per second, in Hertz (Hz; see Figure A.3b). In the human brain, oscillations 
have been measured from slow, supra-second oscillations of 0.03-0.05 Hz, to ultrafast oscillations with 
frequencies up to 600 Hz (Penttonen & Buzsáki, 2003). M/EEG research relevant for the understanding 
of cognitive processes mostly focuses on oscillations between 1 and 80 Hz. In the study of human 
cognition, five frequency bands are most consistently linked to cognitive processes: delta (1-4 Hz), 
theta (4-8 Hz), alpha (8-13 Hz), beta (13-30 Hz), and gamma (30-80 Hz).
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Specific frequency bands appear to be dominant for certain cognitive processes and within 
certain brain areas (e.g., the alpha band for attention, the beta band for motor-related processes, the 
theta band for frontal processing like top-down control and working memory). However, there is no 
one-to-one mapping between the frequency of brain oscillations and cognitive processes, and many 
cognitive processes have multi-band representations (Donner & Siegel, 2011). Based on the notion 
that the central frequencies and widths of all frequency bands increase logarithmically, and the fact 
that there is not much overlap between the bands in experimental observations, Penttonen & Buzsáki 
(2003) have suggested that each frequency band may be generated by distinct, independent neuronal 
interactions. High-frequency oscillations in the beta and especially the gamma band are thought to 
represent more local processing, whereas long-range connections tend to be subserved by oscillations 
with lower frequencies. Nonetheless, lower frequencies can also be part of local processing, as is 
evident from local changes in low-frequency power and phase dynamics, and examples of long-range 
gamma-band synchrony also exist (Lachaux, Rodriguez, Martinerie, & Varela, 1999; Siegel, Donner, 
Oostenveld, Fries, & Engel, 2008).

Oscillatory power represents the amplitude of the oscillation. More specifically, power is the 
squared amplitude of the oscillation. This can be conceptualized as the activation magnitude in the 
underlying brain region. The phase of an oscillation is the instantaneous angle, or the point in the 
oscillatory cycle at a specific point in time. Phase indicates the state of the neural network within the 
fluctuation of excitation and inhibition that an oscillation consists of (as represented in Figure A.2d).

4. PHASE SyNCHRONIzATION FOR BEGINNERS: HOW TO MEASuRE IT ANd 
hOw TO INTERPRET RESULTS

Raw M/EEG signals are broadband. This implies that they contain simultaneous activity at many dif-
ferent frequencies that are combined into one signal. The first step of phase synchrony computation 
therefore consists of the decomposition of the raw signals into distinct oscillations with different 
frequencies. As was discovered by Joseph Fourier, any signal can be expressed as a combination of sine 
waves, each with their own frequency, amplitude and phase (note that here, phase refers to the value 
of the sine wave at time=0, which is slightly different from the continuous phase angle time series 
shown in Figure A.3a). We can therefore extract a set of oscillatory time series for each electrode 
and trial that isolates the frequency band-specific part of the original signal. This is done by applying 
narrow band-pass filters that retain only the relevant part of the original signal per frequency, such as 
finite impulse response (FIR) filters or wavelet convolution. In this chapter we focus on complex Morlet 
wavelet convolution, the details of which will be provided in section 5.

Two brain areas are thought to be phase synchronous when oscillations from both brain regions 
with the same frequency demonstrate a consistent phase angle difference over time or after a certain 
internal or external event. Thus, once the time series per frequency, electrode, and trial are retrieved, 
phase information is extracted (see Figures A.4a and A.4b). The combination of trigonometry and 
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Euler’s formula necessary to obtain power and phase information will also be described in more detail 
in the next section. When the instantaneous phases of the oscillations per frequency, electrode, and 
trial are estimated, they can be compared between electrodes. First, per trial the phases of two elec-
trodes are compared for each time point, and the difference is computed (see Figure A.4c). Next, the 
consistency of this phase difference at each time point is assessed across trials (see Figure A.4d). When 
this procedure is repeated for the oscillations at every frequency, this results in one phase synchrony 
value per time point, frequency and electrode pair.

Thus, inter-site phase synchrony is the consistency in the phase difference between oscillations 
at different locations in the brain. Although this implies that the difference in phase between the two 
regions needs to be consistent over time or trials, it does not imply that the phases are identical. It is 
also important to note that whether signals in two brain regions are synchronous does not provide 
information about the directionality in the communication, or about whether the connection is direct. 
It only represents the similarity in the oscillatory signals. Other techniques exist that do generate 
evidence about directionality in large-scale connections. One of these techniques, spectral Granger 
causality analysis, will be discussed in more detail in section 7.

The term inter-trial phase synchrony is also used in the literature, and is sometimes used to indi-
cate various analyses. Instantaneous phases can also be compared locally at every time point, in the 
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Figure A.3 – Characteristics of oscillations. (a) Oscillations are characterized by their frequency (the number of 
cycles per time unit), amplitude or power (power is amplitude squared), and instantaneous phase. Phases fluctuate 
between 0 and 2π. (b) Oscillatory frequency is usually represented in the number of cycles per second, in Hz. This 
means that an oscillation with 5 cycles per second has a frequency of 5 Hz, and an oscillation with 10 cycles per 
second has a frequency of 10 Hz. The last time series also illustrates the dissociation between amplitude and phase: 
in the second part of the series the amplitude decreases independently of the phase of the signal.
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signal of one electrode across trials. This inter-trial phase clustering signifies the timing of oscillations 
within a brain area over trials. It is thought to represent the local regulation of phase after an event, 
or phase locking to an event. However, the terms ‘phase synchrony’ and ‘phase coherence’ can both 
refer to phase consistency over trials either within a region or in the connectivity between regions. To 
clarify the difference, we will also briefly discuss the visualization and mathematical basis of inter-trial 
phase clustering in this chapter.

Phase synchrony values of an electrode pair at all frequencies and time points can be displayed 
in a time-frequency plot. In such a plot, time is presented on the x-axis and frequency on the y-axis. 
The color at each time-frequency pixel now represents the phase synchrony strength, but the same 
kind of plot can also be used to display power or phase clustering (see Figure A.5a). Phase synchrony 
values can range from 0 (no synchrony present) to 1 (perfect synchrony). M/EEG phase synchrony 
values tend to be between 0.1 and 0.4, but can be as high as 0.7 in some cases. This measure is inher-
ently meaningful and therefore does not require any normalization. However, baseline normalization, 
either by baseline subtraction or by conversion to a percentage compared to baseline, is useful to 
highlight task-specific patterns of connectivity while attenuating tonic connectivity. When a baseline 
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Figure A.4 – Computation of inter-site phase synchrony. (a and b) To compute inter-site phase synchrony, the phase 
angle time series of oscillations with the same frequency are extracted at all time points from the signals measured at 
both electrodes A and B. (c) Next, the phases at the two electrodes are compared to compute the difference in phase 
at each time point. (d) Phase synchrony represents the consistency in the phase differences at the two electrodes over 
trials, and varies between 0 and 1. Periods of high phase synchrony are indicated by dashed boxes (electr = electrode).
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is subtracted, the resulting synchrony values can range from −1 to 1 rather than from 0 to 1. Inter-trial 
phase clustering values can cover the same range of values as phase synchrony values. The statistical 
evaluation and comparison of phase synchrony values is discussed in section 5.

The unit of power values after time-frequency decomposition is microvolt squared, μV². How-
ever, power is not uniformly distributed over frequencies. Instead, power decreases with increasing 
frequency (f), approaching a 1/f function. It is therefore difficult to directly compare power values 
over frequencies or to plot results at multiple frequencies in one plot using the same scaling. To al-
low for such a comparison or presentation, power values have to be transformed separately for each 
frequency. An often used transformation is a decibel transformation, which converts power values 
into ratios compared to baseline power. The unit of power in plots therefore often is dB rather than 
μV² (other baseline corrections such as percent change will generally produce highly similar results).

Information about the spatial distribution of oscillatory dynamics at a certain time point can be 
presented in topographical plots (see Figure A.5b). For a topographical representation of inter-site 
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Figure A.5 – Inter-site phase synchrony, power, and inter-trial phase clustering results can be presented in time-
frequency plots (a), topographical plots (b), and line plots (c). Note that the meaning of the grayscale intensities 
and lines in the plots is different depending on the kind of information that is presented. All plots represent changes 
in oscillatory dynamics after negative performance feedback: The inter-site phase synchrony plots show increased 
theta band (4-8 Hz) phase synchrony between medial frontal and lateral prefrontal cortex (electrodes FCz-F6), the 
power plots show increased theta power over medial frontal cortex, and the phase clustering plots show increased 
theta phase clustering over medial frontal cortex (topographical plots 300-400 ms post-feedback; figure adapted 
from van de Vijver et al., 2011).
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phase synchrony, one electrode is selected as the “seed” electrode, and phase synchrony is computed 
between that electrode and all other electrodes. The color at each electrode in the plot will then rep-
resent the synchrony of that electrode with the seed electrode at a certain time point or averaged over 
a certain time window. Alternatively, phase synchrony can be computed between all electrode pairs, 
and lines can be plotted between all electrode pairs that demonstrate supra-threshold synchrony. In 
topographical plots of power and inter-trial phase clustering, the color at each electrode represents 
the value at that electrode at a certain time point or average over a certain time window.

A third way to present the results of time-frequency analyses is in a line plot (see Figure A.5c). 
In a line plot, time is presented on the x-axis again. However, on the y-axis the relevant measure 
(synchrony, power, or clustering) is displayed. The lines will represent the synchrony, power, or cluster-
ing over time at a certain frequency, or averaged over a band of frequencies. Thus, time-frequency, 
topographical, and line plots allow the presentation of different information: time series at multiple 
frequencies can be combined in a time-frequency plot, the dynamics at all electrodes can be displayed 
in a topographical plot, and time series of multiple conditions can be combined in a line plot.

In addition to the rich information that phase synchrony measures provide themselves, this 
information can also be used as input into other analyses that focus on the structure and function of 
large-scale networks. For example, measures of phase synchrony can be the basis of graph theoretical 
analyses, mathematical representations of real-world networks that are used to investigate the con-
nectivity structure in large-scale brain networks. Another possible use of phase synchrony measures 
is in similarity matrices, where network-wide patterns of connectivity are compared over time. With 
these analyses it is possible to investigate where and how the first perturbations in connectivity appear 
after a specific event, and how changes in large-scale connectivity unfold over time. Phase synchrony 
measures can also be applied to source-level data, data which are back-projected from the sensor or 
electrode level to estimated underlying sources in the brain. Because MEG and especially EEG are re-
stricted in their spatial resolution at the sensor level (this limitation will be discussed in more detail in 
section 7), transformations to source space are sometimes applied to increase the spatial resolution.

5. MATHEMATICAL CONCEPTS OF POWER ANd PHASE SyNCHRONy

Complex Morlet wavelet convolution

There are several methods to extract time-frequency power and phase information from M/EEG data 
(see Cohen (2014a) for details and further explanations about analysis methods of EEG data). We 
focus here on complex Morlet wavelet convolution, because it is one of the most commonly used 
methods. Other methods provide similar results (Bruns, 2004; Le Van Quyen et al., 2001). As previ-
ously described, any signal can be decomposed into oscillations of various frequencies. The number of 
frequencies can be as large as the number of time points in the data, although in practice, many fewer 
frequencies are extracted (typically, 15-40 frequencies between, for example, 2 Hz and 60 Hz). To ex-
tract such oscillatory information from the brain signal, this signal can be compared with sine waves of 
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different frequencies, for example in a Fast Fourier Transform (FFT). This produces a frequency-domain 
representation of the data, which provides detailed information per frequency, but obscures changes 
in frequency characteristics over time. Because we require information about the temporal fluctua-
tions in inter-site phase synchrony during ongoing cognitive processes, time-frequency decomposition 
methods such as wavelet convolution are required.

Convolution involves sliding a kernel (in this case, a sine wave of a few cycles) along the temporal 
axis of the data, and computing a dot product (a measure of vector similarity or commonality) between 
the kernel and the data at each step. For this purpose we create sine waves of many different frequen-
cies but a length of only a few cycles. The sine waves are tapered by a Gaussian, thus producing a 
Morlet wavelet (see Figure A.6a). This taper decreases the amplitude of the wavelet near the edges, 
which facilitates the temporal localization of frequency band-specific activity, because the central time 
points now weigh most heavily. The result of convolution is a time series of “commonality values” (dot 
products between the wavelet and temporally corresponding parts of the data) per frequency that 
represent the overlap between the data and the sine wave for every step (see Figure A.6b). These 
commonality values thus represent the extent to which an oscillation at a certain frequency is present 
in the brain signal.

Convolving a Morlet wavelet with M/EEG data would act as a narrow band-pass filter but does 
not allow the separation of power and phase information. To extract power and phase from the M/
EEG signal, a complex Morlet wavelet needs to be used. This wavelet is called complex because it has 
a real component and an imaginary component. After the convolution, together these two dimen-
sions will provide the necessary information to compute power and phase. An imaginary number is a 
number whose square is less than or equal to zero. The imaginary unit i is defined as the square root of 
−1. Any real number x can be transformed into a complex exponential number using Euler’s formula:

eix = cos(x) + i sin(x) (1)

where e is the base of the natural logarithm, i is the complex operator, and x is given in radians. The 
transformation of a sine wave (2πft) into a complex sine wave therefore results in:

ei2πft = cos(2πft) + i sin(2πft) (2)

where f is frequency and t is time. Thus, the complex version of a sine wave consists of two parts, 
where the real part is a cosine and the imaginary part is a sine wave. The cosine and sine functions are 
a 0.5π shift of each other: at time=0 the sine is 0, and the cosine is 0.5π. This implies that the phase of 
the wavelet is always larger than zero in one of the two dimensions (real or complex), which enables 
the detection of commonality between the wavelet and the data for all possible phase differences 
between them. The complex sine wave is combined with a Gaussian taper:

e−t2/2S2
 (3)
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where S=c/2πf defines the width of the Gaussian at each frequency, and c is the number of oscillatory 
cycles. The result is the formula for the complex Morlet wavelet:

ei2πft e−t2/2S2
 (4)

This complex wavelet is convolved with the data to produce commonality values for each time window:

Zfw = ∑t (datat)(ei2πft e−t2/2S2
) (5)

where Z is the commonality, w is the time window that the wavelet is convolved with and t the time 
point within that window. Here we use the term “commonality” to indicate the result of convolu-
tion, the sum of the point-wise multiplication or dot product of the data and the complex Morlet 
wavelet. Note that the convolution theorem states that convolution in the time domain is the same as 
multiplication in the frequency domain, which is faster to perform. We can therefore per time window 
also multiply the FFT of the data with the FFT of the wavelet and take the inverse FFT of the result to 
obtain the commonality.

Each data epoch starts and ends with a sharp edge where the data suddenly begin and end. 
Because the convolution procedure will try to represent those sharp edges with the various sine waves 
as well, broadband increases in power will occur. This leads to edge artifacts and uninterpretable 
results. These artifacts generally last for around 2-3 cycles at each frequency. It is therefore good 
practice to use long epochs and cut off the edge artifacts after wavelet convolution.

Extracting power and phase information

The commonality values (time series of dot products) that result from the convolution have a real and 
an imaginary component and can thus be represented as a vector in a 2-dimensional complex space, 
with a real and an imaginary axis (see Figure A.6c). These complex vectors provide the information 
necessary to extract power and phase information. The length of the vectors of the commonality 
values represent the oscillatory amplitudes, the square root of power (see Figure A.6c). More formally, 
the power time series per frequency are defined as the modulus of the complex signal over time Z(t):

power(t) = real[Z(t)]² + imag[Z(t)]² (6)

Because power is the length of the amplitude vector squared (a² = b² + c²) the unit for power now is 
μV². As previously described, this can be transformed to a ratio scale with a decibel conversion:

dB_power = 10log10[power/baseline_power] (7)

where the unit of power and baseline_power is μV² and the unit of dB_power is dB.
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The angles of the complex vectors in relati on to the real axis provide informati on about the phase 
of the oscillati on (see Figure A.6c). More formally, the phase angle ti me series per frequency are 
defi ned as:

φt = arctan(imag[Z(t)] / real[Z(t)]) (8)
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Figure A.6 – Visual illustrati on of wavelet convoluti on to extract phase informati on from M/EEG data. (a) A wavelet 
is a multi plicati on of a sine wave and a Gaussian taper. (b) A wavelet with a specifi c frequency is compared with 
small parts of data while it is shift ed forward along the temporal axis. This leads to a series of values represent-
ing the commonality between the data and the sine wave with that frequency. (c) The result of convoluti on with 
a complex wavelet (the complex commonality values from equati on 5) can be represented as a vector in complex 
space. The length of the vector represents the oscillatory amplitude, the angle of the vector with the real axis the 
instantaneous phase of the oscillati on. (d) Instantaneous phase angles are between 0 and 2π and can therefore be 
plott ed in a polar plot. When the phase angles of two electrodes are compared, the phase angle diff erence between 
them can be seen as a vector in the same space. (e) The phase synchrony over trials at a certain point in ti me is the 
average vector of all phase angle diff erences; while every single phase value has a unit value of one, the average is 
a value between zero and one.
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Note that this formula implies that with the current approach phase is independent from power. 
The length of the vector and the angle with the real axis can vary independently. The calculation of 
phases is influenced by power only when power is 0 and phase cannot be determined (note that most 
arctangent functions have exceptions for when the real component is zero.)

Now that we have derived phase values per time point, they can be compared between differ-
ent electrodes to derive inter-site phase synchrony, the extent to which phase angle differences are 
consistent. Phase angle differences between electrodes can be compared over time, to investigate to 
what extent a similar phase relation is seen in a certain time window. For this approach the underlying 
assumption is that phase angle differences are consistent over time. Phase angle differences can also 
be compared over trials, to investigate to what extent a similar phase relation is seen at a certain time 
point over trials relative to an event. With this second approach, the assumption is that phase angle 
differences are consistent over trials in relation to a certain event but that they may fluctuate over 
time relative to the event. Most cognitive studies utilize the latter approach, because it retains higher 
temporal precision while facilitating task-specific and event-related interpretations (this is discussed in 
more depth in Cohen (2014a)). Inter-site phase synchrony is then defined as the average phase angle 
difference per time point over trials in complex space:

∑ (φjt−φkt)1
∗

n i

t=1n e  (9)

where t is trial, n is the number of trials, φ is the phase angle at each time point, j and k are two 
electrodes, and the vertical bars indicate the length of the complex average vector (Lachaux et al., 
1999). When all phase angle differences between the two signals are plotted as vectors in a polar 
(circular) plot with unit length 1 (see Figure A.6d), phase synchrony is the length of the average of 
all these vectors (see Figure A.6e). Thus, we now have a mathematical way to derive inter-site phase 
synchrony between the signals of two separate electrodes or sensors at every time point. Note that 
phase angle differences over time are computed with the same formula, but t then indicates the time 
point instead of trial.

Because phase synchrony is bound between 0 and 1, when there are few trials and modest 
synchrony effects, noise will increase rather than decrease phase synchrony. Thus, a low trial count 
can inflate phase synchrony. Although there is no optimal number of trials, a minimum of 30 trials 
per condition should suffice in most experiments. If the trial count varies between conditions, the 
influence of noise on the length of the vector also differs between the conditions. Inter-site phase 
synchrony is therefore also sensitive to differences in trial numbers between conditions. If the trial 
number in one condition is more than twice as large as the trial number in another condition, we 
recommend to perform a trial selection procedure before wavelet convolution to equalize trial counts. 
Additionally, a condition-specific baseline correction can be performed to diminish tonic differences 
between conditions. There are other statistical methods for correcting for differences in trial count, 
although equalizing trial count across conditions is likely to provide interpretable results without 
further adjustments to the data.
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Phase angles can also be compared to extract inter-trial phase clustering, the extent to which 
phase angles at a certain electrode (instead of phase angle differences between electrodes) take on 
similar values over trials. Phase clustering is defined as the average phase angle per time point over 
trials in one electrode in complex space:

∑ φt
1
∗

n i

t=1n e  (10)

When all phase angles are plotted as vectors in a polar (circular) plot with length 1, phase clustering is 
the length of the average of all these vectors.

Although it is possible to write out and perform all the described equations in Matlab (The Math-
Works, www.mathworks.com) or other software programs such as Octave or Python, the analyses to 
extract time-frequency phase synchrony, power, and phase clustering values can also be performed 
by several stand-alone M/EEG analysis programs and toolboxes to be used in Matlab. Examples are 
the program Brain Vision Analyser 2 (BrainProducts, www.brainproducts.com), the EEGLAB toolbox 
for Matlab (Delorme & Makeig, 2004; sccn.ucsd.edu/eeglab), and the Fieldtrip toolbox for Matlab 
(Oostenveld, Fries, Maris, & Schoffelen, 2011; fieldtrip.fcdonders.nl). In general, these programs and 
toolboxes provide an easy and straightforward way to investigate the oscillatory dynamics present in 
M/EEG data. Although Matlab toolboxes tend to allow more flexibility, they may be less accessible to 
novice Matlab users. Some Matlab toolboxes provide a Graphical User Interface (e.g., EEGLAB), that 
also ease the use of the toolbox with less Matlab or programming experience.

Statistical evaluation of phase synchrony

There are three general approaches for the statistical evaluation of phase synchrony. The first two ap-
proaches are useful for hypothesis-testing, and the third is useful for exploratory data-driven analyses. 
The first approach is to select the electrode pair, frequency band and time window of interest a priori, 
based on hypotheses derived from theory, or from results of previous studies. Second, the electrode 
pair and time-frequency window can be based on visual inspection of the results of an orthogonal 
statistical contrast, such as a time-frequency power analysis, or condition- (or group-) averaged syn-
chrony. Such an average should be used to avoid a selection that is based on condition differences that 
are subsequently tested (this will avoid “double dipping,” or circular, biased analyses; Kriegeskorte, 
Simmons, Bellgowan, & Baker, 2009). A third approach is to apply exploratory data-driven techniques 
that statistically evaluate synchrony over many electrode-electrode-time-frequency voxels and correct 
for multiple comparisons as appropriate (Maris & Oostenveld, 2007).

Phase synchrony values can be averaged over frequency bands and time windows to increase the 
signal-to-noise ratio and to minimize the possibility of non-representative data influencing the results. 
If individual differences are large, a procedure to find the individual peak in a specified or found 
time-frequency window may be more appropriate. Such an approach takes into account individual 
variability while still focusing on the most relevant frequency and time window.
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Once a general approach for statistics has been chosen, there are several options for the statisti-
cal comparison of phase synchrony values. First, to test whether the length of the average phase 
synchrony vector is significantly larger than chance, Rayleigh’s test can be performed:

p = e(−nR2) (11)

where n is the number of data points that are included in the vector (i.e., the number of trials) and R is 
the phase synchrony value. Equation 11 is actually an approximation of the true p-value, but it is very 
accurate for N>10 (Cohen, 2014a). Rayleigh’s test can be used to test hypotheses about the strength 
of phase synchrony per se (e.g., in resting state recordings, or in experiments with only one condition). 
However, in cognitive psychology most often two or more experiment conditions are compared to 
assess whether a manipulation has influenced synchrony. Rayleigh’s test is not well suited for condi-
tion comparisons of phase synchrony values. Two other measures are more appropriate to directly 
assess the difference between conditions: the application of parametric tests on transformed phase 
synchrony values to test hypotheses, or the application of non-parametric permutation tests for more 
exploratory analyses.

An important assumption of parametric statistical tests is that the data are normally distributed. 
Phase-related information is initially circular, and the vectors representing the consistency of phase 
are uniformly distributed (between 0 and 1). Although these values are therefore not normally dis-
tributed, taking the arcsine of the square root of phase synchrony values will approximate a normal 
distribution. Thus, after this transformation, parametrical statistical tests can be performed on inter-
site phase synchrony values. Inter-trial phase clustering values can be transformed similarly. Power 
values after decibel or percent-change transformation should be normally distributed, and thus can 
be analyzed with parametrical statistical techniques.

If the data are not normally distributed, non-parametric techniques such as permutation testing 
(Maris & Oostenveld, 2007; Nichols & Holmes, 2002) are appropriate. With permutation testing, the 
test statistic of the data is compared with a distribution of test statistics that are created using new or-
derings of the same data. More specifically, the real test statistic is tested against a distribution that is 
based on the null hypothesis that the distribution of the measured data over conditions is random. To 
obtain the test statistics in this distribution, one dimension of the data is shuffled with regard to other 
dimensions of the data, and the test statistic is recomputed. For example, when phase synchrony values 
in two conditions would be compared, first the actual t-value of the synchrony difference between the 
conditions is computed. Then the phase synchrony values would be shuffled between the conditions, 
and a new t-value would be computed. When this last step is repeated, e.g., 1000 times, a distribution 
of 1000 t-values expected under the null hypothesis of no condition differences is obtained. The real 
t-value can now be compared with this distribution. Although permutation testing is an important 
method in exploratory analyses, it is less suited for more complex statistical designs such as factorial 
or multivariate ANOVAs; if these designs are required, it is best to use hypothesis-driven analyses.
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6. PRACTICAL APPLICATION OF PHASE SyNCHRONy TO INVESTIGATE 
COGNITION: AN ExAMPLE

Adjusting behavior to improve performance involves many cognitive processes and requires coopera-
tion between multiple brain processes. First, the suboptimality of an action or action outcome must 
be noticed and signalled. Next, extra control should be exerted, and finally, task-relevant processes 
need to be corrected. When behavioral adjustments are required because an error is made or negative 
performance feedback is received, this is thought to be signaled by medial frontal cortex (MFC; Ridder-
inkhof, Ullsperger, Crone, & Nieuwenhuis, 2004). More specifically, performance errors compared to 
correct responses lead to increases in theta-band power and inter-trial phase clustering at electrodes 
located over MFC (Cavanagh, Cohen, & Allen, 2009; Cavanagh, Frank, Klein, & Allen, 2010; Cohen, 
Elger, & Ranganath, 2007; Luu & Tucker, 2001). When MFC thus signals a need for adjustment, this has 
been hypothesized to lead to an increase in cognitive control via the additional recruitment of lateral 
prefrontal cortex (lPFC; Kerns, 2006; Kerns et al., 2004; Ridderinkhof et al., 2004).

In a recent EEG study, we set out to investigate how such performance adjustments are accom-
plished when correct behavior has to be learned (van de Vijver, Ridderinkhof, & Cohen, 2011). We 
wanted to investigate (1) whether and when MFC recruits lPFC when an increase in control is required, 
and (2) whether and when MFC and lPFC communicate with task-relevant brain regions to optimize 
behavior. Because we were mainly interested in the communication between brain areas to better 
understand the operation of cognitive control during performance adjustment, we computed theta-
band phase synchrony between MFC, lPFC, and task-relevant brain areas to answer our questions. 
Besides our focus on theta-band processes, we were also interested in the frontal beta band-power 
increase that is sometimes seen after positive feedback (Marco-Pallarés et al., 2008).

In our study, participants performed a time-estimation task in which they had to learn when to 
press a button. Target reaction times varied between 300 and 2200 ms and were adjusted after the 
button had been pressed at the correct moment a number of times, or after too many consecutive 
errors. Feedback indicated whether the reaction time was correct (within a small window around 
the target time), too fast, or too slow. To ensure a large enough number of error trials, the size of 
the target window was continuously adjusted to the performance level of the participant. Because 
participants were required to adjust the timing of a motor response and always used their right thumb 
to make a response, we designated the contralateral (left) motor cortex as task-relevant brain area.

First, normal preprocessing steps were applied to the collected EEG data: downsampling, high-
pass filtering, re-referencing, epoching, baseline correction, artifact rejection, and eye-blink correction. 
We made sure the sampling frequency after downsampling was at least twice the highest frequency of 
interest to accurately sample the highest frequency we were interested in (40 Hz, see next paragraph): 
The data were downsampled to 256 Hz. High-pass filtering may influence oscillations at the lowest 
remaining frequencies, so we high-pass filtered at 1 Hz, well below the lowest frequency of interest 
(4 Hz). Epochs ranged from −1500 ms before the cue to at least 1200 ms after the feedback (the 
time difference between cue and feedback depended on the response time), so edge artifacts before 
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the precue baseline window and after the feedback-related window of interest could be removed. 
Because MFC, lPFC and motor cortex project to relatively near areas on the scalp, it was important to 
minimize volume conduction and the influence of single sources (see Section 7). We therefore applied 
a Laplacian transformation (Kayser & Tenke, 2006; Srinivasan, Winter, Ding, & Nunez, 2007) to the 
preprocessed EEG data before continuing with analyses of oscillatory information. With a Laplacian 
transformation, the data at each electrode are compared with the data at surrounding electrodes, and 
overlapping parts of the data that may be due to volume conduction or single sources are removed.

Depending on the length of the wavelets that are used, more or less diffusion appears in the time 
and frequency domain: With more cycles, frequency specificity increases but effects get extended 
in time; with fewer cycles, temporal precision increases but effects get expanded over frequencies. 
Because of this diffusion in the frequency domain, and because the exact frequencies of oscillations 
of interest may differ over subjects and study designs, we analyzed frequencies from 2 to 40 Hz. We 
created 30 complex Morlet wavelets in this range. The wavelets were spaced logarithmically over 
frequencies to ensure that the number of wavelets per frequency band was roughly equal. All our 
wavelets had a length of 4 cycles. Although this length is somewhat more optimal for the slower (theta) 
oscillations than for the faster (beta) oscillations we were interested in, it is long enough to sample 
our whole range appropriately. Alternatively, the number of cycles can increase with frequency, an 
approach that is more common when the oscillations of interest range to higher (gamma) frequencies. 
Thus, in equation 4 S was set to 4/2πf and f ranged from 2 to 40 Hz.

In the same equation, we set t to the same number of time points as the length of the data 
epochs. With this many time points, the wavelets are much longer than the informative part (e.g., four 
cycles at 4 Hz would only be 1 second). Thus, this procedure lead to zero-padding of the informative 
part of the wavelet, implying that zeros are added after the real wavelet. With time-domain convolu-
tion, zeros have to be added before and after the data, because at the start and end of the convolution 
only the last(/first) point of the wavelet overlaps with the first(/last) point of the data. With frequency-
domain convolution, zeros have to be added to the wavelet to make it the same length as the data 
epochs (because the FFTs of the data and wavelets have to be of the same length). Because we opted 
for the faster frequency-domain convolution (taking the inverse FFT of the multiplication of the FFT of 
the data and the FFT of the wavelet), we zero-padded the wavelets.

After constructing our family of wavelets, each wavelet was convolved with each data epoch 
at the electrodes of interest, FCz for MFC, F5 and F6 for left and right lPFC, respectively, and CP3 for 
contralateral motor cortex. From the resulting time series, we first extracted power at these elec-
trodes and converted this to a decibel scale. Power was computed for each epoch separately, and 
subsequently averaged over all epochs per condition. Condition-average power was converted to a 
decibel scale using a condition-specific −500 - −200 ms precue baseline. With a condition-specific 
baseline, phasic differences between conditions are emphasized, but tonic differences between con-
ditions are diminished. When tonic differences are also of interest, a condition-average baseline is 
more appropriate. To compute phase synchrony between the different combinations of electrodes-of-
interest, we first extracted phase information for each epoch separately again. Phase synchrony was 
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then computed over all epochs per condition together, resulting in one phase synchrony value per 
condition per time-frequency point. Because the number of trials varied between conditions, phase 
synchrony values were baseline corrected through the subtraction of a condition-specific −500 - −200 
ms precue baseline.

To assess whether theta-band power and phase synchrony differed after positive and negative 
feedback, for each measure and electrode (pair) participant- and condition-specific peaks were 
detected in a 100-500 ms post-feedback window. This peak-finding procedure allowed for individual-
specific patterns of brain activity, and enabled us to compare not only the size but also the timing of 
differences in the different measures. Average peak values from a 100 ms window (±50 ms from the 
peak) and peak latencies were compared with ANOVAs.

Power results demonstrated larger increases in theta power after negative than after positive 
feedback over MFC (see Figure A.5) and right lPFC (electrode F6). No effects of feedback valence were 
found in power over left lPFC or over motor cortex. Phase synchrony results demonstrated that after 
negative compared to positive feedback, theta-band phase synchrony was stronger between MFC and 
right lPFC (Figure A.5), between right lPFC and motor cortex, and between MFC and motor cortex. 
Thus, whereas power results only hint at an involvement of MFC and lPFC, phase synchrony results 
clearly show that task-relevant motor cortex is also involved in post-feedback adjustments. Moreover, 
not only MFC but also lPFC demonstrated synchronization with this motor area.

Our results are in line with other findings of increased theta phase synchrony between MFC and 
lPFC after negative performance feedback in learning tasks (Cavanagh et al., 2010), during conflict 
(Nigbur, Cohen, Ridderinkhof, & Stürmer, 2012), and after performance errors in conflict tasks (Ca-
vanagh et al., 2009; Cohen, van Gaal, Ridderinkhof, & Lamme, 2009; van Driel et al., 2012). After 
performance errors in a conflict task, the strength of synchrony between MFC and lPFC predicts post-
error slowing (reaction-time increases on correct responses following errors; Cavanagh et al., 2009). 
Phase synchrony therefore seems to be a temporally precise and direct measure of the implementa-
tion of top-down cognitive control. Adjustment-related phase synchrony increases have also be found 
between MFC and contralateral motor cortex in conflict tasks (Nigbur et al., 2012), and between MFC 
and visual brain areas during perceptual decision making (Cohen, van Gaal et al., 2009). Thus, when 
behavioral adjustments can be implemented either at the stimulus or at the response level, phase 
synchronization not only reflects general top-down control, but is also informative about the specific 
cognitive level at which control is implemented.

7. PHASE SyNCHRONy: THE ANSWER TO ALL quESTIONS?

Limitations of phase synchrony

When brain oscillations are studied, and phase synchrony in particular, some issues have to be taken 
into account. First, measures of phase synchrony suffer from general limitations of M/EEG. Both 
techniques are restricted in their spatial resolution. The strength of electromagnetic fields decreases 
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with increasing distance between the brain source and the electrode. Moreover, brain signals are not 
necessarily detected directly above the source, because the location where a current or magnetic field 
leaves the skull depends on the location and orientation of the underlying dipole. Signals of dipoles 
with a disadvantageous position or direction (tangential to the scalp for EEG, for example in a sulcus; 
radial to the scalp for MEG, for example in a gyrus) may be poorly measured. Both techniques are 
virtually blind to activity in subcortical structures, and EEG has lower sensitivity to activity in deeper 
cortical layers, such as the insula. This implies that EEG may not be the best method for testing hypoth-
eses about connectivity with deep brain structures.

A related problem when measuring EEG is volume conduction. Electrical currents become 
“smeared out” because of the low permeability of the skull and the conductivity of head tissues 
including the brain, corticospinal fluid, and scalp. This implies that currents that stem from one source 
can be projected onto a large part of the scalp, reducing the spatial resolution. Although volume 
conduction is a general problem for source localization of EEG data, it is even more problematic for 
the computation of phase synchrony. Volume conduction can lead to spuriously high synchrony values 
between different activation sites at the scalp level. Two regions may numerically appear strongly 
connected, but these high values actually reflect the same source projecting to the two regions, rather 
than the transfer of information between them. Several spatial filters have been developed to deal 
with this issue in EEG and MEG data, such as the Laplacian transformation (Kayser & Tenke, 2006; 
Srinivasan et al., 2007) and source estimation procedures (Baillet, Mosher, & Leahy, 2001). Although 
these procedures significantly decrease signal spread, none of them offer a perfect solution, because 
different sources can induce the same scalp distribution (the inverse problem). Because magnetic 
fields can penetrate the skull more easily, this problem applies less to MEG.

Spuriously high values of phase synchrony between distant sites can also result from one deeper 
source A synchronizing with two measured areas B and C (A-B and A-C), even if there is no connectivity 
between areas B and C. Phase synchrony that results from volume conduction or from one underlying 
source will always have a phase difference between electrodes of 0 or π (depending on the sides of 
the dipole that are measures). Several other measures of oscillatory communication between distant 
brain areas that will be discussed later in this section use this knowledge to remove any spurious 
connectivity, albeit at the risk of failing to identify true connectivity.

Applying time-frequency analyses to M/EEG data can result in an explosion of the dimensionality 
of the data, particularly in exploratory analyses when there are no or few hypotheses to guide statisti-
cal evaluation. Phase synchrony information can be obtained from each possible pair of electrodes, 
many frequencies, many time points, and several conditions. Moreover, not only phase synchrony 
but also power and phase clustering can be investigated. With such an amount of data, it is easy 
to get lost. Especially if no a priori hypotheses are formulated that can be tested, corrections for 
multiple comparisons should be applied when appropriate. Having clear hypotheses will reduce this 
multi-dimensional space. In general, we recommend performing hypothesis-driven analyses on phase 
synchrony results when possible: Hypothesis testing increases statistical sensitivity to identify results, 
and is likely to produce results that are more interpretable in the context of cognitive processes.
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Although phase synchrony can theoretically be computed for every frequency, in reality it is 
less likely that phase synchrony of distant brain signals will be detected when the frequency is high. 
Phase synchrony relies on precise temporal relations of activity between brain areas. Whereas one 
oscillatory cycle will last a few hundred milliseconds for slower oscillations, this may be only a few 
tens of milliseconds for fast oscillations. This implies that noise (from the brain or the recording equip-
ment) and temporal jitter will have a much larger impact on high-frequency oscillations, because a 
small disruption can have a large impact on the measured phase in the cycle. It is therefore more 
difficult (though not impossible) to accurately measure phase relationships in higher frequencies. 
Other measures can be used to assess high-frequency communication between brain areas, such as 
power-envelope correlations (Bruns, Eckhorn, Jokeit, & Ebner, 2000; Hipp, Hawellek, Corbetta, Siegel, 
& Engel, 2012).

Other measures to investigate inter-regional oscillatory connectivity

Phase synchrony is not the only measure of communication between brain regions based on oscil-
latory information. Other measures allow the investigation of different kinds of relations between 
characteristics of oscillations in separate brain regions. Some of these measures have been developed 
especially to avoid false positives that are due to volume conduction or a single source.
• Spectral coherence: phase relationships between electrodes are scaled by the power at each time-

frequency point (Nunez et al., 1997).
• Power-power correlations: the power envelope of higher-frequency oscillations at one location 

is correlated with the power envelope of lower-frequency oscillations at the same or another 
location (Bruns et al., 2000; Hipp et al., 2012).

• Cross-frequency coupling: higher-frequency oscillatory power or phase at one location is corre-
lated with lower-frequency phase at the same or another location (Canolty & Knight, 2010; Cohen, 
2008; Palva, Palva, & Kaila, 2005).

• Imaginary coherence: phase relationships between electrodes are scaled by power, but only the 
imaginary part of the synchrony vector is considered, to avoid spurious results based on zero-
phase lags between the electrodes (Nolte et al., 2004).

• Phase-lag index: the extent to which phase relationships are distributed to the positive and nega-
tive sides of the 2-dimensional complex space (compared to the real axis). Phase angle differences 
of 0 or π are ignored (Stam, Nolte, & Daffertshofer, 2007).

• Spectral Granger causality analyses: time-frequency information at one location is predicted 
better when time-frequency information at another location is considered than by its own past 
development alone (Cui, Xu, Bressler, Ding, & Liang, 2008; Granger, 1969). Granger causality is one 
of the few measures that allow the investigation of directionality in oscillatory relations between 
separate brain regions.

Each of these measures may be more or less useful to study a specific cognitive process, depending 
on the research question and hypothesized underlying brain mechanism. For more in-depth reviews 
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of these and other M/EEG connectivity methods, see Greenblatt, Pflieger, & Ossadtchi (2012) and 
Sakkalis (2011).

8. CONCLuSIONS

The desire to understand the brain mechanisms underlying cognitive operations is becoming increas-
ingly prominent in cognitive psychology. Phase synchronization is a neurophysiologically relevant 
measure that can provide important information on how different brain regions that are involved in 
such operations cooperate. Additionally, information about functional communication in the brain 
also adds important knowledge about the temporal dynamics in models of cognition. Thus, phase 
synchrony is an important tool to bring together the investigation of how cognitive phenomena arise 
in brain and behavior.
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INLEIDING

In het dagelijks leven worden we geconfronteerd met een bijna continue stroom aan keuzes tussen 
mogelijke acties. We moeten bijvoorbeeld kiezen of we met de fiets of de tram naar ons werk gaan 
en of het verstandig is om een paraplu mee te nemen. Vaak baseren we onze keuzes op eerdere 
ervaringen. Een actie die eerder tot een aangenaam resultaat heeft geleid zal waarschijnlijk worden 
herhaald, terwijl een actie die eerder tot een onaangenaam resultaat heeft geleid liever zal worden 
vermeden. Als het gisteren bijvoorbeeld erg warm en druk was in de tram, zal je vandaag waarschijn-
lijk liever voor de fiets kiezen. In de studies in dit proefschrift heb ik allereerst onderzocht hoe de 
mate van communicatie tussen hersengebieden (functionele connectiviteit) en de aanwezigheid van 
fysieke verbindingen tussen hersengebieden (structurele connectiviteit) van belang zijn voor het leren 
op basis van het resultaat van ons eigen gedrag. Daarnaast heb ik gekeken hoe veranderingen in deze 
hersennetwerken bij het ouder worden gerelateerd zijn aan veranderingen in het leergedrag.

Wat is ‘feedback leren’?

Het gebruik van de eerdere resultaten van ons gedrag om onze verwachtingen aan te passen, ons ge-
drag te verbeteren en de kans op een aangenaam resultaat te vergroten, wordt reinforcement learning 
of ‘feedback leren’ genoemd. Er wordt aangenomen dat er twee leersystemen ten grondslag liggen 
aan feedback leren. Het eerste systeem is een basaal systeem dat aan alle mogelijke situatie-actie 
combinaties een waarde toekent op basis van het verwachte resultaat. Na elke keuze wordt het verschil 
tussen het verwachte en het daadwerkelijke resultaat (de ‘inschattingsfout’) gebruikt om de associatie 
tussen de situatie en de gekozen actie te versterken of verzwakken (Rescorla & Wagner, 1972). Soms 
zijn keuzes echter minder eenduidig, omdat ze bijvoorbeeld deel uitmaken van een langere reeks van 
elkaar afhankelijke beslissingen, of omdat het resultaat varieert afhankelijk van de context. Dan speelt 
het tweede leersysteem een rol. Dit is een doelgericht systeem waarmee een complexer mentaal 
model wordt gecreëerd van de keuze of reeks van keuzes, de context, en de mogelijke consequenties 
(Daw et al., 2005; Dickinson, 1985; Gläscher et al., 2010). Het hangt dus van de leersituatie af welk 
systeem in staat is de actie met het beste resultaat te genereren.

Om feedback leren te kunnen onderzoeken, wordt het leerproces sterk vereenvoudigd. Er wordt 
gebruik gemaakt van computertaken. De deelnemer ziet een plaatje (stimulus) of combinatie van 
plaatjes (situatie) en moet daarbij één van meerdere mogelijke acties kiezen (vaak een druk op één 
van meerdere mogelijke antwoordknoppen). Daarna verschijnt de feedback. De deelnemers moeten 
op basis van deze feedback leren wat bij elke stimulus of situatie de beste keuze is. De feedback kan 
verschillende vormen hebben. Vaak geeft de feedback alleen weer of de gekozen actie wel of niet 
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correct was. De feedback kan echter ook meer informatie bevatten, zoals hoe het gedrag moet worden 
aangepast, of hoeveel punten of geld met de keuze zijn gewonnen of verloren. Omdat de verschil-
lende plaatjes of situaties terugkeren, kan de feedback worden gebruikt om per plaatje of situatie de 
beste keuze te leren. Wanneer een druk op de linkerknop bij een plaatje van een appel bijvoorbeeld 
resulteert in negatieve feedback, zal de volgende keer dat de appel wordt getoond waarschijnlijk op de 
rechterknop moeten worden gedrukt (zie Figuur 1.1 in Hoofdstuk 1 voor een illustratie). In een deter-
ministische leertaak is de feedback altijd consistent: bij hetzelfde plaatje leidt eenzelfde actie altijd tot 
hetzelfde resultaat. Soms wordt gebruik gemaakt van probabilistische in plaats van deterministische 
leertaken. In een probabilistische leertaak sluit de feedback niet altijd aan bij de gekozen actie: de 
correcte knop leidt af en toe toch tot negatieve feedback en de incorrecte knop tot positieve feedback. 
Zo wordt nagebootst dat het resultaat van een keuze in het dagelijks leven niet altijd identiek is en kan 
het feedback leren moeilijker worden gemaakt.

Welke hersengebieden spelen een rol bij feedback leren?

Twee groepen van hersenstructuren lijken cruciaal voor feedback leren (Maia, 2009): het striatum en 
de frontale cortex (zie Figuur 1.2 in Hoofdstuk 1 voor een illustratie van deze hersengebieden en hun 
hun locatie). Het striatum ligt diep in de hersenen en is met name van belang voor basaal leren en 
het signaleren van de inschattingsfout. De frontale cortex is een verzamelnaam voor een groot aantal 
structuren die gelegen zijn aan de voorkant van de hersenen. Dit gebied is met name betrokken bij 
doelgericht leren. Diverse onderdelen van de frontale cortex hebben elk een eigen rol in het leer- en 
keuzeproces. Zo is de mediale frontale cortex betrokken bij het signaleren van fouten en ongewenste 
resultaten (Ridderinkhof et al., 2004; Ullsperger et al., 2014) en de anterieure prefrontale cortex van 
belang voor het verkennen van alternatieve opties (Boorman et al., 2009, 2011; Daw et al., 2006).

Om tot succesvol gedrag te komen, moeten hersengebieden echter samenwerken. Het striatum 
en de frontale cortex zijn inderdaad sterk met elkaar verbonden, zowel functioneel (mate van samen-
werking; Di Martino et al., 2008) als structureel (aanwezigheid van fysieke verbindingen; Haber & 
Knutson, 2010). Naast dit centrale leernetwerk zijn er nog andere hersengebieden betrokken bij het 
uitvoeren van keuzes, zoals de visuele cortex voor het verwerken van het plaatje of de situatie, en de 
motorcortex voor de daadwerkelijke uitvoering van een actie.

Hoe verandert feedback leren bij het ouder worden?

Veroudering leidt tot veranderingen in het gedrag, in het denken en ook in de hersenen, zowel wat be-
treft de structuur als het gebruik. Deze veranderingen zijn relatief groot in het striatum en de frontale 
cortex (Fjell et al., 2009; Salat et al., 2009). Hoewel ouderen (hiermee worden mensen van 65 jaar en 
ouder bedoeld) nog steeds in staat zijn tot feedback leren, nemen de leersnelheid en accuraatheid af 
bij het ouder worden, zelfs bij mentaal ‘gezonde veroudering’ (zie bijvoorbeeld Eppinger & Kray, 2010; 
Hämmerer et al., 2011). De mate waarin veroudering tot achteruitgang in het leren lijkt te leiden, 
hangt echter sterk af van de manier waarop het leren gemeten wordt. Daarnaast worden de verschil-
len tussen individuen steeds groter bij het ouder worden (Rapp & Amaral, 1992). Dit heeft meerdere 
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oorzaken. Allereerst verschillen mensen in het moment waarop en de snelheid waarmee het denken 
en de hersenen veranderen tijdens het ouder worden (zie bijvoorbeeld Raz et al., 2010; Wilson et 
al., 2002). Daarnaast zijn er verschillen in de mate waarin individuen in staat zijn te compenseren 
voor deze veranderingen, door bijvoorbeeld het gebruik van andere strategieën of het benutten van 
aanvullende hersengebieden en denkprocessen (Park & Reuter-Lorenz, 2009; Reuter-Lorenz & Cap-
pell, 2008).

Hoe worden functionele connectiviteit en structurele connectiviteit gemeten?

Hoewel er dus van diverse hersengebieden bekend is dat ze een rol spelen bij het feedback leren, kan 
er alleen worden geleerd als deze gebieden met elkaar communiceren. Succesvolle communicatie 
hangt af van zowel de structurele als functionele verbindingen tussen gebieden. Structurele verbin-
dingen kunnen in kaart worden gebracht door middel van magnetic resonance imaging (MRI), met 
een scan die speciaal gericht is op het weergeven van de structuur van de hersenen. Op basis van deze 
scans kan worden berekend waar de verbindingen tussen hersengebieden lopen en wat de kwaliteit 
van deze verbindingen is.

Om de samenwerking of functionele connectiviteit tussen hersengebieden te onderzoeken, kan 
de hersenactiviteit op het hoofdoppervlak worden gemeten met behulp van elektro-encefalografie 
(EEG) of magneto-encefalografie (MEG). In dergelijke metingen kunnen regelmatige golven van 
hersenactiviteit of ‘oscillaties’ worden waargenomen. Deze oscillaties representeren regelmatige toe-
names en afnames in de activiteit van de onderliggende groepen hersencellen (Buzsáki et al., 2012). 
Wanneer een groep hersencellen gelijktijdige toenames en afnames van activiteit laat zien, leidt dit 
tot een gezamenlijke verandering in elektrische lading die op het hoofd kan worden geregistreerd 
met EEG. De magnetische velden die worden gegenereerd door deze veranderingen in lading kunnen 
worden gemeten met MEG.

Een belangrijk kenmerk van oscillaties is de frequentie. Dit is de snelheid van de oscillatie of 
het aantal herhalingen van de golf per seconde, weergegeven in Hertz (Hz). Oscillaties worden vaak 
gegroepeerd op basis van hun frequentie in standaard ‘banden’, zoals de delta band (2 tot 4 Hz of 2 tot 
4 herhalingen per seconde), de theta band (4 tot 8 Hz), de alpha band (9 tot 14 Hz) en de beta band (15 
tot 30 Hz). Wanneer oscillaties op verschillende locaties op het hoofd eenzelfde (synchroon) patroon 
laten zien, dan vindt er mogelijk communicatie plaats tussen de onderliggende hersengebieden: 
Metingen in de hersenen laten zien dat het ene gebied dan met regelmatige tussenposen informatie 
verzendt, terwijl het andere gebied met dezelfde regelmatigheid ontvankelijk is voor deze informatie. 
Dit zorgt voor een efficiënte doorgifte van informatie en dus, meer communicatie. In de Appendix in 
dit proefschrift wordt verder ingegaan op de neurobiologie, registratie, analyse en het belang van 
oscillaties in EEG en MEG.
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DOEL VAN DIT PROEFSChRIFT

Terwijl uitgebreid is onderzocht welke hersengebieden een rol spelen bij feedback leren, is nog niet 
goed bekend hoe de gebieden binnen dit netwerk de behoefte om het gedrag aan te passen en de 
implementatie daarvan met elkaar communiceren. Het eerste doel van dit proefschrift was daarom 
om de functionele en structurele connectiviteit in hersenen te onderzoeken die ten grondslag ligt 
aan succesvol leren van het resultaat van het eigen gedrag. In Hoofdstukken 2, 3 en 5 heb ik met 
EEG (Hoofdstuk 2 en 5) en MEG (Hoofdstuk 3) de rol van oscillaties onderzocht als een mogelijke 
representatie van de functionele connectiviteit die ten grondslag ligt aan het leren. In Hoofdstuk 6 heb 
ik met behulp van MRI scans gekeken naar de structurele verbindingen tussen de frontale cortex en 
het striatum die gerelateerd zijn aan het leergedrag.

Omdat veroudering van grote invloed is op het hersennetwerk dat ten grondslag ligt aan feed-
back leren, was het tweede doel van dit proefschrift om te onderzoeken hoe leeftijdsgerelateerde 
veranderingen in de structurele en functionele connectiviteit die feedback leren ondersteunen, en de 
individuele verschillen hierin, gerelateerd zijn aan veranderingen in het leergedrag. Om deze vragen te 
beantwoorden, heb ik in Hoofdstuk 4 eerst meer specifiek onderzocht hoe het leergedrag verandert 
bij het ouder worden. Daarna heb ik in Hoofdstuk 5 en 6 gekeken hoe het verschil in leergedrag tussen 
jongvolwassenen en ouderen gerelateerd is aan veranderingen in de functionele (EEG, Hoofdstuk 5) 
en structurele connectiviteit (MRI, Hoofdstuk 6) bij het ouder worden.

RESULTATEN

de relatie tussen oscillaties en leergedrag

Wanneer gedrag leidt tot negatieve feedback, dan is het daadwerkelijke resultaat slechter dan het 
verwachte resultaat en moet het gedrag aangepast worden. In Hoofdstuk 2 hebben we allereerst 
onderzocht hoe de ontvangst van negatieve feedback wordt gecommuniceerd binnen de hersenen 
en hoe dit resulteert in de aanpassing van gedrag. Deelnemers deden een computertaak waarin zij 
moesten leren om na een specifiek interval op een knop te drukken, terwijl hun hersenactiviteit werd 
gemeten met EEG. Negatieve feedback bleek door de mediale frontale cortex gesignaleerd te worden 
door een toename in theta-band oscillaties, terwijl positieve feedback werd gesignaleerd door een 
toename in beta-band oscillaties (in dit geval alleen tussen 18-24 Hz). Bij een sterkere toename in 
deze oscillaties na feedback bleek er bovendien een grotere kans te zijn dat er van de feedback ge-
leerd werd en de volgende respons dus correct zou zijn. Daarnaast leidde negatieve feedback tot een 
verhoogde synchronisatie in theta-band oscillaties tussen onder andere de mediale frontale cortex en 
motorcortex. Deze resultaten lieten dus zien dat theta-band oscillaties van belang zijn bij het leren van 
fouten, en bij de communicatie van benodigde gedragsveranderingen naar andere betrokken hersen-
gebieden. Beta-band oscillaties lijken juist een rol te spelen wanneer het huidige gedrag succesvol is 
en voortgezet moet worden.
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Naar aanleiding van deze resultaten hebben we ons in Hoofdstuk 3 meer specifiek gericht op 
de vraag hoe het leernetwerk de wenselijkheid van gedragsaanpassingen communiceert naar andere 
betrokken hersengebieden, in dit geval de visuele cortex. Deelnemers kregen gekleurde gezichten te 
zien. Ze moesten de correcte keuzes leren aan de hand van de kleuren (bijvoorbeeld rood → links, 
paars → rechts) óf de gezichten (bijvoorbeeld jongen met grote neus → links, jongen met kleine neus 
→ rechts). Ondertussen registreerden we de hersenactiviteit met MEG, waarna we met complexe 
mathematische analyses (beamforming) konden inschatten uit welke hersengebieden de (rondom 
het hoofd) gemeten activiteit kwam. Eerst keken we welke gebieden in de visuele cortex van belang 
waren voor het verwerken van kleur- versus gezichtsinformatie, en welke gebieden in het frontale 
leernetwerk een rol speelden bij het verwerken van positieve versus negatieve feedback. Vervolgens 
onderzochten we de samenhang tussen de activiteit in deze visuele en frontale gebieden: vond er na 
negatieve feedback andere communicatie plaats bij het leren op basis van kleuren dan bij het leren 
op basis van gezichten? Uit deze analyses bleek dat de samenhang tussen de (delta- en theta-band) 
oscillaties in de mediale frontale cortex en anterieure frontale cortex en de (beta-band) oscillaties in 
visuele verwerkingsgebieden inderdaad afhing van zowel de feedback als van of mensen op de kleuren 
of de gezichten moesten letten. Dit suggereerde dat het leernetwerk visuele verwerkingsgebieden 
instrueert om de verwerking van een specifiek soort visuele informatie aan te passen na negatieve 
feedback en om de huidige associatie te behouden na positieve feedback.

De resultaten zoals beschreven in Hoofdstuk 2 en 3 lieten dus zien dat oscillaties met een 
lage frequentie, met name in de theta band, van belang zijn voor het signaleren van een gewenste 
gedragsverandering. Daarnaast suggereerden deze resultaten dat de synchronisatie van oscillaties 
tussen hersengebieden een mechanisme kan zijn waarmee het frontale leernetwerk communiceert 
met andere hersengebieden om deze verandering te implementeren.

de invloed van veroudering op de relatie tussen hersenverbindingen en leergedrag

In Hoofdstuk 4-6 lag de focus op leeftijdsgerelateerde veranderingen in de relatie tussen leergedrag 
en verbindingen in de hersenen. Het is bekend dat ouderen een voorkeur hebben voor het verwerken 
van positieve informatie; dit is het positivity effect (positiviteitseffect). In de studies die worden gerap-
porteerd in Hoofdstuk 4 onderzochten we daarom hoe veroudering van invloed was op het leren van 
positieve versus negatieve feedback. Daarnaast bekeken we in hoeverre deze invloed afhing van (1) 
de grootte van de feedback (het aantal punten dat verdiend of verloren kon worden), (2) de manier 
waarop het leergedrag werd gemeten en (3) de individuele capaciteit van het werkgeheugen (het deel 
van het geheugen waarin informatie korte tijd wordt vasthouden). In lijn met het positiviteitseffect 
vonden we dat ouderen beter leerden van positieve dan negatieve feedback. Dit zagen we echter 
alleen wanneer we ook de grootte van de feedback manipuleerden en ouderen zich konden richten 
op het verkrijgen van grote hoeveelheden punten (grote positieve feedback). De manier waarop het 
leergedrag werd gemeten, bleek ook een grote rol te spelen: ouderen lieten het positiviteitseffect niet 
in alle leertaken zien, en ook de mate waarin leren samenhing met de individuele werkgeheugenca-
paciteit varieerde tussen taken. Deze resultaten ondersteunden het idee dat de mate waarin leeftijd 
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van invloed lijkt te zijn op het feedback leren sterk afhangt van de manier waarop dit gemeten wordt. 
Bij verschillende leertaken lijkt het leergedrag tenminste deels afhankelijk van verschillende leer- en 
hersensystemen, waarmee het dus mogelijk ook verschillende aspecten van de leeftijdsgerelateerde 
veranderingen in het leren openbaart.

Zoals naar voren kwam in Hoofdstuk 2 en 3 lijkt de frontale cortex tijdens het leren andere her-
sengebieden te kunnen coördineren door middel van synchronisatie van oscillaties. In Hoofdstuk 5 
hebben we onderzocht hoe de samenhang tussen deze oscillaties en het leergedrag verandert bij het 
ouder worden. Jongvolwassenen en ouderen deden een probabilistische leertaak waarin zij bij plaatjes 
van objecten de correcte respons(knop) moesten leren terwijl EEG gemeten werd. In jongvolwassenen 
zagen we nu dat een sterker theta-band signaal direct na de respons (in plaats van pas na de feedback) 
al voorspelde of de correcte keuze zou worden gemaakt als hetzelfde plaatje terugkeerde. Mensen 
wisten dus zelf al of ze een fout hadden gemaakt. In jongvolwassenen voorspelde de toename in 
oscillaties na de respons in zowel de mediale frontale als de anterieure frontale cortex of de volgende 
respons correct zou zijn. In ouderen vonden we hetzelfde effect in de anterieure prefrontale cortex, 
terwijl de relatie tussen de mediale frontale theta-band oscillaties en de gedragsverbetering afnam bij 
het ouder worden. Mediale frontale theta-band oscillaties voorspelden in ouderen dus minder goed 
of men leerde van negatieve feedback. Daarnaast vonden we in ouderen ook een afname van mediale 
frontale theta-band oscillaties in het EEG-signaal gemeten tijdens rust. Dit suggereert dat de afname 
van mediale frontale theta-band signalen tijdens het leren een meer generieke achteruitgang in dit 
gebied weerspiegelt. Omdat deze mediale frontale mechanismes minder goed functioneren, lijken 
ouderen dus meer afhankelijk van andere cognitieve processen om het leren te ondersteunen.

Als laatste onderzochten we in Hoofdstuk 6 of individuele en leeftijdsgerelateerde veranderingen 
in het feedback leren ook gerelateerd waren aan verschillen in de structurele verbindingen tussen 
de frontale cortex en het striatum. Deelnemers deden een probabilistische leertaak met een mak-
kelijke conditie (feedback 90% betrouwbaar) en een moeilijke conditie (feedback 70% betrouwbaar). 
In jongvolwassenen was er een negatieve relatie tussen frontostriatale verbindingen en het leren in 
de makkelijke conditie, terwijl er een positieve relatie was tussen deze verbindingen en leren in de 
moeilijke conditie. Dit suggereerde dat frontale en striatale systemen moeten kunnen samenwerken 
bij inconsistente feedback, terwijl ze onafhankelijk moeten kunnen opereren bij consistente feedback 
(Koch et al., 2010). Bij ouderen was er geen verschil tussen de netwerken die gerelateerd waren aan 
makkelijk versus moeilijk leren. Dit sluit aan bij het idee dat veroudering de capaciteit aantast om 
keuzestrategieën aan te passen aan de situatie (Lemaire, 2010; Mata et al., 2010). Hoewel jongvolwas-
senen en ouderen in deze studie even goed leerden, vonden we toch grote verschillen in de hersennet-
werken die met dit leergedrag samenhingen in de twee groepen. Zo omvatte het netwerk in ouderen 
extra connecties tussen het striatum en de anterieure en laterale prefrontale cortex. Dit suggereerde 
opnieuw dat wanneer het centrale leernetwerk begint af te nemen, ouderen meer afhankelijk zijn van 
andere, nog relatief intacte verbindingen ter compensatie.

De resultaten in het tweede deel van het proefschrift lieten dus zien dat ouderen zich met name 
richten op het verkrijgen van grote beloningen. In hoeverre dit tot uitdrukking komt is echter sterk 
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afhankelijk van de manier waarop leergedrag gemeten wordt. Ook vonden we een leeftijdsgerela-
teerde afname van de mediale frontale theta-band oscillaties die van belang zijn voor het verwerken 
van negatieve feedback. Ouderen vertoonden wel intacte theta-band oscillaties in de anterieure 
prefrontale cortex in relatie tot leren (Hoofdstuk 5), en ook de structurele verbindingen tussen het 
striatum en de anterieure en laterale prefrontale cortex bleken bij hen meer van belang voor het leren 
dan bij jongvolwassenen (Hoofdstuk 6). Zowel de functionele als de structurele resultaten suggereren 
dus dat bij het ouder worden andere corticale netwerken van belang worden voor het feedback leren, 
mogelijk als compensatie voor de achteruitgang in het centrale leernetwerk.

DISCUSSIE

de rol van frontale oscillaties bij feedback leren

De onderzoeken in dit proefschrift onderschrijven het belang van oscillaties voor het signaleren van 
zowel incorrecte responsen en negatieve feedback als onverwachte positieve feedback, en voor het 
communiceren van de wenselijkheid van gedragsveranderingen naar andere hersengebieden. Het is 
echter nog onduidelijk of met deze communicatie ook de daadwerkelijk beoogde gedragsaanpassing 
wordt doorgegeven, of dat er slechts een signaal wordt doorgegeven dát er iets veranderd moet wor-
den. Een andere vraag die rijst, is in hoeverre vergelijkbare oscillatiesignalen worden gemeten na een 
incorrecte respons en na negatieve feedback: terwijl na een foute respons alleen het reeds opgeslagen 
gedrag hoeft te worden verbeterd, moet na negatieve feedback de correcte associatie ook worden 
opgeslagen of de opgeslagen associatie worden aangepast.

De huidige resultaten wijzen ook op een belangrijke rol voor de anterieure prefrontale cortex bij 
het feedback leren. Uit MRI onderzoek en onderzoek bij patiënten met beschadigingen in dit hersen-
gebied blijkt dat de anterieure prefrontale cortex van belang is voor het bijhouden van de waarde van 
alternatieve acties en het switchen naar een andere actie wanneer het verwachte resultaat hiervan 
aantrekkelijk genoeg is (Boorman et al., 2009, 2011; Daw et al., 2006; Kovach et al., 2012). In EEG 
onderzoek is dit hersengebied echter vooralsnog weinig onderzocht, met name omdat metingen 
boven de anterieure prefrontale cortex beïnvloed kunnen worden door het knipperen met de ogen. 
Het is tegenwoordig echter goed mogelijk dergelijke signalen uit het EEG signaal te filteren, waarmee 
het verder onderzoeken van de rol van en communicatie met de anterieure prefrontale cortex een 
belangrijk nieuw aspect binnen het onderzoek naar feedback leren kan worden.

Veroudering en feedback leren

Zoals bleek uit de resultaten van Hoofdstuk 4, is de mate waarin en wijze waarop feedback leren lijkt 
te veranderen bij het ouder worden sterk afhankelijk van de manier waarop dit wordt gemeten. Dit 
blijkt ook wanneer de leerpresentaties van jongvolwassenen en ouderen in Hoofdstuk 4, 5 en 6 met 
elkaar worden vergeleken: zowel in deterministische als in probabilistische leertaken zijn er soms wel, 
en soms geen leeftijdseffecten in het leergedrag. Uit het huidige onderzoek komen drie belangrijke 
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factoren naar voren die lijken te beïnvloeden hoe goed ouderen in staat zijn tot feedback leren: de 
mentale en fysieke gezondheid (selectie van proefpersonen), de individuele werkgeheugencapaciteit 
(Hoofdstuk 4) en de complexiteit van de leersituatie (afhankelijk van bijvoorbeeld het aantal associaties 
dat geleerd moet worden en de eenduidigheid van de feedback; Hoofdstuk 4, 5 en 6). De individuele 
werkgeheugencapaciteit is bovendien sterk gerelateerd aan de algemene intelligentie (Conway et al., 
2003), die dus ook als een belangrijke factor kan worden gezien.

Eerder onderzoek naar de invloed van veroudering op feedback leren heeft zich met name gericht 
op de afname van de signalering en toepassing van de inschattingsfout. Hierbij werd vooral gekeken 
naar veranderingen in het striatum (gemeten met MRI; zie bijvoorbeeld Eppinger et al., 2013; Mell et 
al., 2009) óf signalen vanuit de mediale frontale cortex (gemeten met EEG; zie bijvoorbeeld Hämmerer 
et al., 2011; Nieuwenhuis et al., 2002). De huidige studies beginnen, samen met enkele andere recente 
studies in dit veld (Eppinger et al., 2013; Samanez-Larkin et al., 2012), met het verbinden van deze 
twee onderzoekslijnen. Bovendien laten de huidige resultaten zien dat er voor feedback leren meer 
cognitieve processen, hersengebieden en verbindingen daartussen van belang zijn dan deze eerdere 
onderzoekslijnen deden vermoeden. Veroudering lijkt niet al deze processen aan te tasten, sommige 
frontale processen blijven intact of kunnen zelfs compenseren voor de achteruitgang in andere pro-
cessen. Dit suggereert dat het versterken van specifieke delen van het leernetwerk zou kunnen helpen 
de achteruitgang in de totale leerprestatie te vertragen.

Verder onderzoek naar welke aspecten van feedback leren en de onderliggende hersenproces-
sen worden beïnvloed door veroudering, kan dan ook een startpunt zijn voor onderzoek naar hoe 
dergelijke leerprocessen in ouderen nog geoptimaliseerd kunnen worden. Zo kan de leeromgeving 
worden aangepast aan de mogelijkheden van ouderen (bijvoorbeeld door de mogelijkheid om veel 
(grote) positieve feedback te ontvangen), kunnen bepaalde deelaspecten van het leerproces (zoals 
het werkgeheugen) wellicht apart nog worden verbeterd door training, en kunnen strategieën worden 
aangereikt die ouderen niet meer zelf bedenken maar waar ze wel gebruik van kunnen maken (Oos-
terman et al., 2014).

Beperkingen en uitdagingen in het meten van connectiviteit

Elk soort signaal kan worden gerepresenteerd als een combinatie van een aantal oscillaties met ver-
schillende frequenties. Hoewel onze analyses suggereren dat oscillaties in de gemeten hersensignalen 
gerelateerd zijn aan het leergedrag, is dit dus geen garantie dat het onderliggende hersengebied 
inderdaad regelmatige fluctuaties in activiteit laat zien. Visuele inspectie van het gemeten ruwe 
signaal wijst er echter op dat er wel degelijk meerdere, regelmatige pieken en dalen optreden. Ook 
meer directe (intracraniële) metingen van de activiteit van groepen mediale frontale hersencellen in 
dieren laten zien dat deze regelmatige fluctuaties daadwerkelijk optreden (Narayanan et al., 2013; 
Womelsdorf et al., 2010) en geen artefact van de gebruikte analysemethode zijn.

De huidige resultaten laten met name het belang van oscillaties zien als mechanisme voor com-
municatie tussen verschillende frontale corticale hersengebieden voor feedback leren. De relatie 
met het striatum en met andere dieperliggende hersengebieden die een rol spelen bij bijvoorbeeld 
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de opslag van de geleerde associaties in het lange-termijn geheugen, zoals de hippocampus, blijft 
echter onderbelicht. Een belangrijke vraag is dan ook of de communicatie tussen de frontale cortex 
en deze dieperliggende structuren ook met behulp van oscillaties verloopt en welke informatie op 
welke manier wordt doorgegeven. Daarmee zou een beter beeld kunnen worden verkregen van het 
totale patroon van communicatie dat plaatsvindt in het hele netwerk tijdens het leren, in plaats van 
de samenhang in kleine stukjes hiervan.

Elektrofysiologische activiteit in het striatum en de hippocampus is echter met EEG en MEG 
buiten het hoofd moeilijk of niet te meten. Een alternatieve methode om deze vragen te onderzoeken 
is het meten van EEG in de hersenen in patiëntgroepen. Bij sommige aandoeningen worden soms 
elektroden onder de schedel of zelfs diep in het brein geplaatst, om een beter inzicht te krijgen in 
de bron van de aandoening (met name bij epilepsie), of om door elektrische pulsen de symptomen 
van de aandoening te verminderen (bijvoorbeeld bij depressie en obsessief-compulsieve stoornissen). 
Met deze elektrodes kunnen echter ook elektrofysiologische signalen worden gemeten. Zeker in com-
binatie met EEG-metingen buiten het hoofd kan zo belangrijke informatie worden verkregen over de 
samenwerking tussen deze diepliggende gebieden in het leernetwerk en de frontale cortex.

Wat in dit proefschrift ook niet aan bod komt, is de relatie tussen dopamine en oscillaties. 
Dopamine is een ‘boodschapperstofje’ in de hersenen dat van belang is voor het signaleren van de in-
schattingsfout, en wordt verspreid naar zowel het striatum als de frontale cortex en de hippocampus. 
Hoe fluctuaties in dopamine gerelateerd zijn aan (veranderingen in) elektrofysiologische oscillaties is 
echter nog niet bekend. Studies waarbij mensen worden vergeleken die op basis van hun genetische 
profiel verschillen in de hoeveelheid dopamine die hun hersenen afgeven, kunnen hierbij een belang-
rijke rol spelen. Ook het toedienen van medicatie waarvan bekend is dat het de dopaminerge activiteit 
beïnvloedt, kan, in combinatie met EEG of MEG metingen, meer inzicht bieden in deze relatie.

Omdat de beschikbare methoden om hersenactiviteit in mensen te meten beperkt zijn, kunnen 
dierstudies een alternatief bieden om vragen over dieperliggende structuren en de processen die zich 
daar afspelen te beantwoorden. Een voordeel van dierstudies is dat activiteit gemeten kan worden 
in gebieden waar in mensen geen elektroden (kunnen) worden geplaatst, en dat er tegelijkertijd 
activiteit in meerdere dieperliggende structuren kan worden gemeten om de samenwerking hiertus-
sen te onderzoeken. Niet alle vragen kunnen echter worden beantwoord met dierstudies. Sommige 
hersengebieden van mensen zijn in dieren niet of niet op vergelijkbare wijze aanwezig, en dieren en 
mensen kunnen verschillen in de hersengebieden die ze gebruiken voor hetzelfde cognitieve proces 
(Patel et al., 2015). Alhoewel dierstudies daarom zeer geschikt zijn voor het onderzoeken van mecha-
nismen in de hersenen, zoals de mechanismen die ten grondslag liggen aan de samenwerking tussen 
hersengebieden, moet de functie van deze mechanismen voor het menselijk denken en handelen in 
mensen worden geverifieerd.
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CONCLUSIES

Het onderzoek in dit proefschrift laat zien hoe belangrijk de integratie van informatie in de hersenen is 
voor succesvol leergedrag, tussen verschillende frontale hersengebieden, tussen frontale en striatale 
delen van het leernetwerk, en tussen het leernetwerk en andere relevante hersengebieden. Hoewel 
veroudering leidt tot een afname van de functionele en structurele verbindingen in het leernetwerk, 
lijken ouderen hiervoor te kunnen compenseren door het gebruik van verbindingen met andere, 
gerelateerde hersengebieden. Afhankelijk van de gezondheid, het werkgeheugen en de complexiteit 
van de leersituatie kunnen ouderen dan zelfs nog net zo goed leren als jongvolwassenen. Veroudering 
kan zo in plaats van onvermijdelijk en destructief juist een proces van flexibiliteit, aanpassing en het 
leren van nieuw gedrag zijn.
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dankwoord
Uiteraard heb ik al het werk in dit proefschrift niet alleen gedaan. Er hebben heel veel mensen bijge-
dragen aan het tot stand komen van dit proefschrift, en aan het onderzoek dat hieraan ten grondslag 
ligt. Ik kan dit werk en deze periode dan ook niet afsluiten zonder al die mensen (eindelijk) te bedanken 
voor hun bijdrage.

Richard and Mike, you were the best supervisors I could have wished for. You both inspired me, you 
gave me the freedom to develop and test my own ideas, and you let me make my own mistakes in 
doing so. Still, you were always available when I needed your advice or answers to my many questions. 
Even when my timing was not perfect again and something had to be read very last-minute (wonder 
from whom I learned that ☺), both of you were always able and willing to provide me with feedback 
in time.

Richard, jij hebt aan de basis gestaan van mijn wetenschappelijke carrière. Veel dank voor alle 
kansen die je me daarbij hebt gegeven. Je enorme enthousiasme, je vele ideeën op alle mogelijke 
terreinen en je positieve interpretatie van data maken het heel motiverend om met jou samen te 
werken. Dankzij Acacia leerde ik dat wetenschap ook heel gezellig is. Ik hoop oprecht nog vaak samen 
te werken en congressen te bezoeken (hoewel bij voorkeur met een andere trein).

Mike, you have shown me that the fun in science is not only in answering the important ques-
tions, but also in writing an efficient script, in producing pretty plots, posters, and presentations, and 
in telling a story. You really taught me how to think about science in a critical but constructive way. 
Although along the way I have sometimes regretted trying all the new techniques you suggested 
because learning them was so time consuming, in the end I am very happy and feel privileged to have 
experience with all of them. I cannot imagine that we’ll never collaborate again, and I’ll probably stalk 
you with questions about analyses for the rest of our scientific lives anyway.

To all the members of my dissertation committee, thank you for the time you have spent reading and 
judging this thesis: dr. Tobias Donner, dr. Ben Eppinger, prof. dr. Birte Forstmann, prof. dr. Monicque 
Lorist, prof. dr. Maurits van der Molen, and prof. dr. Markus Ullsperger. Ben, Birte, Monicque, Maurits, 
Markus, and prof. dr. Ole Jensen, thank you for acting as an opponent during my defense on February 
26.

Veel dank ben ik verschuldigd aan het MEG team van de Vrije Universiteit, de groep van professor 
Stam. Zonder de input en praktische hulp van met name Arjan Hillebrand was Hoofdstuk 3 niet mo-
gelijk geweest. Ook heel veel dank aan alle andere collega’s waarmee ik heb kunnen samenwerken 
en wiens bijdragen belangrijk zijn geweest voor de totstandkoming van dit proefschrift. Joram, ook 
zonder jouw hulp en alle tijd die jij in het uitzoeken van de MEG analyses hebt gestoken was Hoofdstuk 
3 er niet gekomen. Maar daarnaast was je natuurlijk ook ‘de andere PhD student’ ☺ waarmee het 
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fijn was de ups en downs van het AiO-leven te kunnen delen, ook in combinatie met het ouderschap. 
Sanne, het is een feest om met jou te werken. Je soms wat chaotische planning maak je ruimschoots 
goed met je kritische blik, grote inhoudelijke kennis en je vaardigheid om voor het starten van een 
project alle belangrijke details te doorzien en te verbeteren. Het onderzoek in Hoofdstuk 6 maakte 
deel uit van een zeer groot project. Dit heeft alleen dankzij de samenwerking van alle betrokkenen, 
behalve Richard, Mike en Sanne ook Jim, Helga, Liesbeth, Poppy, Jessika, Dilene en Martine, een suc-
ces kunnen worden.

Ook alle proefpersonen die door de jaren heen aan de onderzoeken die in dit proefschrift zijn verza-
meld (en alle onderzoeken die het helaas niet hebben gered) hebben deelgenomen, ben ik uiteraard 
dankbaar. Dit betreft niet alleen alle deelnemende studenten, maar zeker ook alle senioren van Seni-
orlab die er met hun enthousiaste deelname voor hebben gezorgd dat veroudering nu een belangrijke 
thema in dit proefschrift en mijn verdere werk is geworden. Ook onmisbaar waren natuurlijk alle 
studenten die deze proefpersonen hebben getest: Yara, Jochem, Emma, en diverse OP-groepjes. Jullie 
allemaal, maar ook de studenten die onder mijn begeleiding alleen een these schreven: velen van 
jullie voorzagen me van nieuwe, interessante ideeën en hielpen me zo om mijn eigen ideeën verder 
te ontwikkelen.

Ook veel dank aan de TOP, met name Marcus voor alle hulp met EEG opstellingen en metingen en 
Jasper voor de begeleiding van mijn eerste stappen in Presentation-land. Ook de secretariaten van 
Ontwikkelingspsychologie en Brein & Cognitie veel dank: het was heel fijn om niet van één maar zelfs 
twee zeer behulpzame secretariaten gebruikt te kunnen maken.

Ik heb behoorlijk wat kamergenoten gehad door de jaren heen, waarbij de eersten en de laatsten 
zeker wat extra aandacht verdienen. Dilene en Anika, met jullie deelde ik lang een hele leuke kamer in 
het A-gebouw, met veel (onderzoeks- en persoonlijk) lief en leed, nu.nl weetjes, voetbal updates, date 
ervaringen, smurfen en wuppies. Joram, Marlies, Leon en Lotte, ik mis de gezamenlijke nerderigheid 
waardoor we elkaar vaak konden helpen, grappen in matlabscript mailden (ok, gênant), en de vele 
gezellige koffierondjes.

Ik heb het geluk gehad deel uit te mogen maken van twee vakgroepen tijdens mijn AiO-project: Ontwik-
kelingspsychologie en Brein & Cognitie. Hoewel het hele verschillende afdelingen waren, heb ik het bij 
allebei erg naar mijn zin gehad, zowel in sociaal als in wetenschappelijk opzicht. Tessa en Bregtje, het is 
altijd gezellig om met de andere ‘psychologiemeisjes’ alle veranderingen op werk- en persoonlijk vlak 
met elkaar door te nemen. Poppy, I’m very happy that we made it through drawing all the DTI masks 
together to come out as ‘Monday mama’ friends. Marlies, van een beginnende masterstudente werd 
je een volwaardige collega en vriendin. Laten we zeker blijven afspreken! Anne Geeke, nog even en 
we moeten echt gaan squashen omdat we de tijd niet meer kunnen volpraten over onze, dan allebei 
voltooide, proefschriften. David, your lunches made science more enjoyable, as did our (never end-
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ing?) BART collaboration. Simon, jouw introductie in de wereld van het EEG meten was daadwerkelijk 
one-trial learning. Red je het nog zonder dropjes? Hilde, misschien moeten we onze discussies over 
de problemen in de wetenschap voortaan als sinterklaasgedichten gaan opschrijven, dat is toch onze 
specialiteit. Martijn, leuk dat we naast een gedeelde interesse in vage kroegen (Happyhappydingdong 
☺) ook inhoudelijk meer gedeelde interesses krijgen. Sara en Rogier, met jullie als topteam hebben 
we met ABC een topmeeting georganiseerd! En natuurlijk alle B&C (en andere) vrijdag middag borrel-
deelnemers, alle biertjes met jullie maakten het werken aan de UvA veel meer dan alleen maar werk.

Hoewel ik bijna alle betrokkenen al genoemd heb, wil ik toch nog specifiek de Acacia groep bedanken. 
Richard, Wery, Mike, Birte, Sanne, Helga, Marijke, Jasper, Simon, Dilene en Sara: jullie hebben ervoor 
gezorgd dat mijn start in de wetenschap zo interessant en stimulerend maar ook gezellig was dat ik nu 
niet anders meer wil.

En dan natuurlijk de dames die naast me staan op de grote dag: mijn zeer gewaardeerde paranimfen 
Dr. Anna en Dr. Edith! Jullie zijn allebei inmiddels natuurlijk alláng gepromoveerd (1 dag na elkaar) 
en konden mij daarom fijn helpen met jullie ervaringen. Anna, heel lang mijn bijna-buurvrouw, er is 
niemand met wie ik inhoudelijk zo goed over onderzoek kan praten en die daarnaast ook gewoon zo’n 
goede vriendin is. En samen met Jordy en Justin gaan we uiteraard nog een keer de pubquiz winnen! 
Edith, mijn zusje die me inmiddels in heel veel dingen boven het hoofd is gegroeid ☺. Niemand kent 
me zo lang als jij. Ik vind het heel leuk om, nu we (ietsje) ouder worden, te merken dat we eigenlijk best 
veel op elkaar lijken. Helaas ga je met Freek nu de verkeerde kant op verhuizen, maar het logeerbed 
staat altijd voor jullie klaar!

Dank aan alle lieve vrienden die voor de broodnodige ontspanning hebben gezorgd met alle borrels, 
lunches, etentjes, 3e kerstdagdiners, concerten, vakanties, wijntripjes, sauna-, dierentuin-, speeltuin- 
en kinderboerderijbezoekjes, paradebezoeken en bbq’s in het park: de fagits en fagetta’s, de familie 
Jongejan-Tan-Jongejan, de Lekkies, de Wolffjes in het verre Zwitserland, Mathilde & Ferry, Anouk & 
David, Dominique, Melle & Vanya, Ferry & Suus en de meiden van de ‘bevalclub’ (en eigenlijk horen 
Edith & Freek en Anna & Jordy hier ook gewoon weer bij).

Mijn schoonouders: Kitty en Ton, John en Hetty, jullie waren altijd geïnteresseerd in hoe het met mijn 
‘studie’ (‘oh nee, je werk natuurlijk’) ging en hadden er alle vertrouwen in. Ook dank voor al het 
oppassen en extra oppassen zodat ik weer aan mijn proefschrift kon werken. Manon en Vincent, jullie 
begrepen als geen ander dat een proefschrift voltooien niet altijd vanzelf gaat en waren des te blijer 
als ik weer een stap dichter bij de afronding was gekomen.

Papa en mama, jullie hebben me altijd gestimuleerd om te gaan studeren en de uitdaging op te zoe-
ken. Ook al moest ik even overtuigd worden dat psychologie best een leuke studie was, het resultaat 
mag er inmiddels zijn! Het is heel fijn dat jullie begrijpen hoe wetenschap werkt. Jullie waren altijd 
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geïnteresseerd in de voortgang, ook al vond ik het eigenlijk helemaal niet zo nodig om meer te vertel-
len dan ‘dat het wel goed ging’. Dank voor jullie vertrouwen dat het goed ging komen en natuurlijk ook 
voor al het oppassen. Nine ziet jullie huis echt als een tweede thuis, dat is heel fijn.

En dan Nine, mijn allerliefste grote kleine meid. Jij laat me zien dat er dingen zijn die veel belangrijker 
zijn dan wetenschap en het afronden van een proefschrift. Ik geniet elke dag van je vrolijkheid, je 
nieuwsgierigheid, je fantasie, je ondeugende grapjes, je doorzettingsvermogen, je knuffels en kusjes 
en alle nieuwe dingen die je leert of ineens al kan.

En als laatste natuurlijk Justin, zonder jouw hulp was dit proefschrift er waarschijnlijk überhaupt niet 
(meer) gekomen. Dank voor het geduld dat je hebt gehad elke keer dat het toch weer langer duurde 
dan ik beloofd had, alle keren dat ik in het weekend kon werken, je grote interesse in mijn onderzoek 
waardoor je echt begrijpt wat ik doe en waarom ik dat interessant vind, je grote vertrouwen in mijn 
scripts ☺, je begrip voor mijn voorkeur voor de wetenschap boven een carrière als Googler of in de 
neuromarketing, en alle andere manieren waarop je mijn leven zoveel leuker en mooier maakt!

Mocht je na het lezen van dit dankwoord ook nog willen weten waar mijn proefschrift eigenlijk over 
gaat, dan raad ik je aan de Nederlandse samenvatting te lezen. Die zou voor iedereen een redelijk 
idee van de hoofdlijnen van mijn onderzoek moeten geven (met bij voorbaat excuses als ik toch teveel 
onbegrijpelijk jargon heb gebruikt).
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