-
|

Ny

for Unstructur tured Sources

Query-Focused
Multi-Table
arization

Faithfulness
Evaluation for
Query-Focused
Summarization

$80IN0S PaJN}oNIIS PUB PainNonJisun Jo) UOHBZUBWWNG pasnoo4-Aiend Buioueapy




Advancing Query-Focused
Summarization for Unstructured
and Structured Sources

Weijia Zhang






Advancing Query-Focused
Summarization for Unstructured
and Structured Sources

ACADEMISCH PROEFSCHRIFT

ter verkrijging van de graad van doctor
aan de Universiteit van Amsterdam
op gezag van de Rector Magnibcus
prof. dr. ir. P.P.C.C. Verbeek
ten overstaan van een door het College voor Promoties ingestelde
commissie, in het openbaar te verdedigen
op maandag 6 oktober 2025, te 16.00 uur

door
Weijia Zhang

geboren te Jiangxi



Promotiecommissie

Promotor: prof. dr. E. Kanoulas. Universiteit van Amsterdam
Copromotor: dr. S. Vakulenko Vienna University of Economics and Business
Overige leden; prof. dr. M. de Rijke  Universiteit van Amsterdam

dr. ir. J. Kamps Universiteit van Amsterdam

dr. S. Rudinac Universiteit van Amsterdam

dr. A. Lucic Universiteit van Amsterdam

prof. dr. P. Ren Shandong University

Faculteit der Natuurwetenschappen, Wiskunde en Informatica

The research was carried out at the Information Retrieval Lab at the University of
Amsterdam. The China Scholarship Council supported the research under grant
#202008440470.

Copyright © 2025 Weijia Zhang, Amsterdam, The Netherlands
Cover by Sha Chen
Printed by Ridderprint, The Netherlands

ISBN: 978-94-6522-639-2



Acknowledgments

In October 2020, | moved to Amsterdam to begin my PhD journey. Starting my PhD in
the middle of the pandemic was not easy: the brst half year was particularly challenging
as | could not go to the ofpce or meet my supervisor and colleagues in person. This was
my Prst major hurdle: adapting to a new environment with limited hands-on experience
and interaction.

When the lockdown measures were lifted, | was delighted to Pnally return to the
ofpce and meet my supervisor and colleagues in person during our weekly research
meetings. The open, stimulating, and supportive academic environment convinced me
that | had made the right decision to pursue a PhD. | learned enormously from our lab,
and | am constantly reminded that there are many brilliant people in the world who
inspire me to grow.

First and foremost, | would like to express my deepest gratitude to my supervisor,
Evangelos Kanoulas. | will always remember how you approached our discussions with
structured thinking, often sketching ideas and reasoning processes on the whiteboard.
This habit has deeply inBuenced me, and | bnd myself applying the same approach
when collaborating with colleagues in industry. Your guidance has shaped not only my
research but also my way of thinking, and | am truly grateful for the impact you have
had on my development.

I would also like to sincerely thank my co-supervisor, Svitlana Vakulenko, whose
creativity and out-of-the-box thinking continually inspired me whenever | embarked on
new research directions. Your guidance and encouragement were invaluable throughout
my PhD.

| am grateful to the members of my PhD committee: Maarten de Rijke, Jaap Kamps,
Stevan Rudinac, Ana Lucic, and Pengjie Ren, for generously spending the time to
review my thesis and provide your feedback.

My heartfelt thanks also go to my collaborators, Maarten, Mohammad, Jiahuan,
Jia-Hong, Thilina, Vaishali, Wenyan, and Yifei. Your practical suggestions, insights,
and support played an essential role in bringing our papers to publication. | learned so
much from working alongside you.

I am equally grateful to all my colleagues in the lab, whose company and con-
tributions enriched my PhD experience: Ali, Amy, Ana, Andrew, Antonios, Arezoo,
Barrie, Chang, Chen, Chuan, Clara, Clemencia, Dan, David, Dylan, Gabriel, Gabrielle,
Georgios, Hongyi, lvana, Jasmin, Jie, Jin, Jingfen, Jingwei, Julien, Kidist, Maarten,
Maartje, Maria, Mariya, Maurits, Ming, Mozhdeh, Olivier, Panagiotis, Petra, Philipp,
Pooya, Romain, Roxana, Ruben, Ruging, Sam, Sami, Shashank, Siddharth, Simon,
Teng, Thong, Vera, Xinyi, Yangjun, Yibin, Yixing, Yongkang, Yougang, Yuanna, Yuyue,
Zahra, Zihan, and Ziming. Thank you for making the lab such an inspiring, collaborative,
and enjoyable place to work.

For my daily life outside of research, | would like to especially thank Thilina for
your kind invitations. | truly enjoyed our Thursday dinner nights and learned so much
from our conversations. | am also grateful to my friends Jie Liu, Jingfen, Daniel, Yue
Wang, Yuhao, Yuan Su, Xue Li, and Kefan for bringing joy and color to my life in the
Netherlands.



Finally, | owe my deepest gratitude to my wife, Sha. Thank you for your unwavering
support throughout my PhD journey. | truly believe that my greatest achievement during
these years has been marrying you. Your self-discipline, focus, and ability to execute
with speed and precision are qualities | deeply admire and aspire to. | promise to
continue working hard so that together we can build a bright future.

Weijia Zhang
Palo Alto
August, 2025



1

Contents

Introduction 1
1.1 Research Outline and Questions . . . . ... ... .. ........ 4
1.1.1 Towards Trustworthy QFS over Unstructured Text . . . . . . 4
1.1.2 Improving Reasoning for QFS over Structured Tables . . . . . 5
1.2 Main Contributions . . . . . . ... ... L 6
1.2.1 Algorithmic Contributions . . . . . ... ... ... ..... 6
1.2.2 Resource Contributions . . . . . ... ... .. ........ 7
1.2.3 Empirical Contributions . . . . . . ... ... ... ... .. 7
1.3 ThesisOverview . . .. . . . . .. .. 7
1.4 Origins . . . . 9
Towards Trustworthy QFS over Unstructured Text 11
Knowledge-Intensive Query-Focused Summarization 13
2.1 Introduction . . . . . .. .. 13
22 RelatedWork . . ... ... ... . 15
2.2.1 Query-Focused Summarization . ... ............ 15
2.2.2 Knowledge-Intensive Tasks . . . . .. ... ... ... ... 16
2.2.3 Previous Attempts on Open-Domain Summarization . . . . . 16
2.3 Knowledge-Intensive Approach . . . . . ... ... ... ... 17
2.3.1 TaskFormulation . . . ... ... ... ............ 17
232 Methodology . . . .. ... ... . ... 17
24 KI-QFSDataset . . . . . .. .. . .. 19
2.4.1 DatasetCollection . . . ... ... ... ... ... .. ... 19
2.4.2 Relevance Annotation . . .. ... ... ... ... ... .. 20
2.5 EvaluationMetrics . . . . . ... ... 21
2.5.1 Retrieval Evaluation . . ... .. ... .. .......... 21
2.5.2 Summarization Evaluation . . . . . ... ... ... ... .. 21
2.6 ExperimentalSetup . . . . ... .. ... 21
26.1 ResearchQuestions. .. .. ... .. ... ... ....... 22
26.2 Baselines .. ... ... ... ... ... 22
2.6.3 ImplementationDetails . . . . ... ... ........... 23
27 ResultsandAnalysis . . . ... ... .o o 23
2.7.1 RetrievalResults . . .. ... ... ... ... .. .. ..., 23
2.7.2 SummarizationResults . . . . ... ... L. 24
2.7.3 Effect of Knowledge-Intensive Setup . . . . ... ... ... 25
2.8 Conclusion . .. ... ... . e 26
Faithfulness Evaluation for Query-Focused Summarization 27
3.1 Introduction . . . . . ... 27
3.2 RelatedWork . . . .. ... ... 30
3.3 Evaluation Framework . . . . ... ... ... ... ... . ... .. 30
3.3.1 TaskFormulation . . . .. ... ... ... . ... .... 31




Contents

3.3.2 EvaluationProtocols . . ... .. ... ... ......... 31
3.4 FaithfulnessMetrics. . . . . . . . . . .. ... 32
3.4.1 Similarity-BasedMetrics . . . .. ... ... ... ... ... 33
3.4.2 Entailment-Based Metrics . . ... .. ... ......... 33
3.43 LLM-BasedMetrics . . .. ... .. ... .. ... ... 33
3.5 ExperimentalSetup . . . . . . . ... 34
3.5.1 ResearchQuestions. . ... ... ... .. .......... 34
352 Datasets . . . . . . .. ... e 35
3.5.3 EvaluationMetrics . . . ... ... ... ... .. ... ... 36
3.6 ResultsandAnalyses . . . . .. ... ... ... 36
3.6.1 CorrelationResults . . . ... ... ... ... ... ..., 36
3.6.2 ClassipcationResults . . . .. ... .. ... ......... 37
3.6.3 RetrievalResults . . .. .. ... ... ... ... ...... 38
364 CaseStudy . . ... ... ... ... 39
3.7 DISCUSSIONS . . . . . . e e e 40
3.7.1 Implications . . ... ... ... 40
3.7.2 Practical Recommendations . . . ... .. .. ........ 40
3.8 Conclusion . . . . . . .. .. 41
Improving Reasoning for QFS over Structured Tables 43
Query-Focused Multi-Table Summarization 45
4.1 Introduction . . . . . . . ... e 45
42 RelatedWork . . . .. . . . ... 47
4.2.1 Table Summarization . . . .. ... .. ... ... ...... 47
4.2.2 Query-Focused Summarization . . .............. 48
4.3 Methodology . . .. .. .. .. . ... 49
431 TaskFormulation . . .. ... ... .. ............ 49
43,2 Table Serialization . .. ... ... ... ... .. .. ... 50
4.3.3 Summarization Controller . . . . ... .. ... ... ..., 50
434 ResearchQuestions. . ... ... ... ... ......... 51
4.4 DatasetConstruction . . . . . . . . . ... ... 51
441 DataAnnotation . .. ... ... ... ... .. 0. 52
442 DatasetAnalysis . . ... ... ... ... oL 54
4.4.3 Quality Veribcationand Control . . . . . ... ........ 54
4.5 Experiment . . . . . ... 56
451 BaselineModels ... ... ... ... ... ... .. ..., 56
45.2 ImplementationDetails . . . .. ... ... ... ....... 57
453 QFMTSEvaluation ... ................... 57
46 ResultsandAnalysis . . . . . ... ... o o 58
46.1 MainResults . .. ... ... ... .. .. ... .. ... 58
4.7 Conclusion . . . . . . ... e 61
AppendiCes . . . .. 63
4.A Details of Dataset Construction . . . . . .. ... ... ........ 63
4.A.1 Details of Human Post-Correction . . . . .. .. ... .... 63

Vi



Contents

4B CaseStudy . ... . . . ... 64
4.C Detailed Prompts . . . . . . ... 64
5 Structured Planning for Table Reasoning 69
5.1 Introduction . . . . . . .. .. 69
5.2 RelatedWork . . . . . ... ... . 72
5.2.1 Program-Augmented Table Reasoning . . . . .. ... .. .. 72
5.2.2 Planning for Table Understanding . . . . ... ........ 72
5.3 Problem Formulation . . . ... ... ... ... .. .. .. ... .. 73
5.4 Methodology . . .. ... ... . .. ... 73
541 Overview . . . . ... 73
5.4.2 StructuredPlanning. . . . ... ... ... ... ....... 74
5.4.3 Graph-basedExecution. . .. ... ... ........... 75
5.4.4 Summary Generation . . . .. .. ... ... 76
5.5 ExperimentalSetup . . . . . ... ... 76
55.1 ResearchQuestions. .. ... ... .. ... ......... 76
552 Datasets . . . . . .. ... 77
55.3 Baselines . . ... ... ... 77
5.5.4 Automated Evaluation . . ... ... ... .. ....... 78
5.5.5 ImplementationDetails . . . . ... ... ... ........ 79
5.6 ResultsandAnalyses . . . . . ... ... ... 79
56.1 MainResults . ... ... ... .. ... ... ... 79
5.6.2 Effectof PlanFormats . . . . ... ... ... ... ..... 80
5.6.3 Efbciency of Graph-based Execution . .. .......... 80
5.6.4 Qualitative Analysis . . . . ... ... .. 80
5.7 Conclusion . . .. .. .. ... 81
6 Conclusions 83
6.1 MainFindings . . . . ... ... ... ... 83
6.1.1 Towards Trustworthy QFS over Unstructured Text . . . . .. 83
6.1.2 Improving Reasoning for QFS over Structured Tables . . . . . 85
6.2 FutureDirections . . . . . . . . ... . 86
Bibliography 89
Summary 99
Samenvatting 101

Vi






Introduction

In todayOs digital world, the amount of information is growing exponentially. New data

is constantly created from a variety of sources, including everything from scientibc
articles and news reports to business databases and social medi®2840€,[159.

Such a Bood of various heterogeneous data has created a major challenge also known as
Oinformation overload,0 which occurs when there is too much information for a person
to process effectively. As a consequence, it has become very difbcult for people to bnd
the specibc content they need, understand it, and use it to make important decisions or
learn new things.

To combat information overload, automatic summarization offers a practical solution.
The primary objective is to condense large amounts of information from various sources,
including unstructuredtext andstructureddata, into a concise and comprehensible
summary. By transforming complex data in this way, summarization is a key technology
that makes information easier to access in many situations. For instance, it is used to
create the brief descriptions you see in search engine re3djigitomatically generate
Pnancial or medical report4,[76], and help legal experts quickly review large sets of
documents [66].

The traditional approach, generic summarization, aims to create a general overview
by identifying the main points in the source conteki 114, 133 187. While these
summaries help to understand the documentOs core message, their Oone-size-bts-allO
nature is a signibcant limitation. In many practical scenarios, like using a search engine
or conducting intelligence analysis, users have a very specibc question inX88d [

A generic summary, which does not consider the userOs unique interest, will often fail to
provide the right information, leading to a poor experience [159].

This limitation highlights the need for a more precise, user-centric approach: Query-
Focused Summarization (QFS). An illustrative example of QFS is provided in Figure 1.1.
Unlike generic methods, QFS considers both the source document and the userOs specibc
query. By doing so, it generates a tailored summary that directly addresses the userOs
information need. Due to its practical values, QFS has gained signibcant attention over
the past two decades [2, 15, 78, 144, 154, 155].

Traditional QFS methods have centered on developing methods to extract or gener-
ate relevant information from unstructured text documents. Early studies primarily rely
on extractive methods, meaning they identiPed and stitched together the most important
sentences from a document that matched the q@&yip4. Later studies focus more

1
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Figure 1.1: An example of query-focused summarization using different sources.

on abstractive methods, attempting to generate new sentences to form a more Ruent,
human-like summary78, 155. However, the advancement of these methods has always
faced a signibcant hurdle: a shortage of high-quality training d&t4 [L52]. Creating

QFS datasets is a labor-intensive process, as it requires humans to write multiple refer-
ence summaries for many different queries and documents. Consequently, foundational
datasets like DUC 2005-2007 datasdtS][ while crucial for benchmarking, are often

too small to train complex models from scratch. To overcome this data scarcity, many
traditional QFS systems relied on clever workarounds like weak supervision, using more
easily obtainable signals to guide the summarization prod&4%5. To measure

the performance of these systems, the beld has largely depended on automatic and
reference-based metrics, such as ROUGE [94] and BERTScore [166].

The Pbrst topic of this thesis is advancing query-focused summarization for un-
structured text documents. One of the major limitations of previous QFS systems
was their reliance on small, carefully selected sets of documents. Tackling QFS over
large-scale collections was impractical because older models were not good at sifting
through irrelevant information. The recent powerful large language models (LLMs),
however, have fundamentally reshaped the landscape of QFS. In this thesis, we ex-
plore scaling up the document set to a million-level for QFS. Their advanced ability
to understand language has enabled a new standard approach, retrieval-augmented
generation (RAG)34, 58, 84)]. In the RAG framework, a system brst retrieves relevant
documents from a large database and then uses an LLM to generate a comprehensive,
query-focused summary from them. While the RAG approach effectively solves the
problem of scale, it introduces a critical new challenge: faithfulness. Since the LLM
generates a new summary instead of just extracting sentences, it can OhallucinateO, i.e.,

2
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Figure 1.2: The map of the thesis: research chapters and questions.

produce information that sounds plausible but is factually incorrect or unsupported by
the source document81, 175. This issue severely undermines the trustworthiness
of QFS systems in real-world applications. Because an answer is useless if it is not
factually reliable, ensuring and evaluating faithfulness is a cornerstone of modern sum-
marization research. Therefore, this thesis directly confronts this challenge, studying
how to build more faithful and trustworthy QFS systems in the era of LLMs.

Beyond unstructured text, the second topic of this thesis tackles a more complex
frontier, applying query-focused summarization to structured data, particularly tables.
This area is far less explored than text summarization and presents a unique set of
difpculties 179, 181]. Unlike summarizing a simple document, summarizing tables
requires a system to brst understand the dataOs underlying structure, the meaning of
its rows, columns, and headers. Furthermore, answering a userOs query about a table
often demands advanced table reasoning skills. A system can not just Pnd and repeat
information; it must frequently perform calculations like counting entries, Pnding
an average, or executing more complex table operations. A particularly signibcant
challenge is that real-world questions rarely involve a single, neat table. Instead, they
often require Pnding, combining, and synthesizing information from multiple tables
at once 122. These demanding requirements for structural understanding, logical
reasoning, and multi-table synthesis make QFS for structured data a difbcult but vital
research area that this thesis aims to advance. In addition, complex table reasoning often
requires multiple steps to arrive at the Pnal summary. In such cases, the system must
generate and execute a multi-step reasoning plan. However, the quality of these plans
remains suboptimal. A major challenge is how to effectively model step dependencies
within the plan, which remains an open research problem.

Overall, this thesis aims to advance query-focused summarization for both structured
and unstructured data by addressing the limitations of current approaches for each data
type and extending the task to more realistic scenarios.




1. Introduction

1.1 Research Outline and Questions

This thesis aims to advance query-focused summarization for both unstructured textual
data and structured tabular data. The thesis consists of two parts. In the brst part of this
thesis, we focus on query-focused summarization for textual documents. This section
addresses two key challenges in the beld: the reliance on pre-annotated documents and
the faithfulness evaluation in generated summaries. In the second part of the thesis, we
shift our focus to query-focused summarization for tabular data. This section addresses
two key challenges in the beld: multi-table summarization and complex table reasoning.

1.1.1 Towards Trustworthy QFS over Unstructured Text

The development of query-focused summarization (QFS) methods is often constrained
by the scarcity of high-quality training dataq4, 155. A central challenge in QFS
data annotation lies in collecting a set of documents that are relevant to the input
guery. However, assembling such relevant document sets is typically time-consuming
and costly. As a result, existing QFS datasets, such as the DUC datisietsrid
to be relatively small in scale and are primarily used for evaluation purposes. In
addition, the common assumption that human-annotated documents are readily available
does not hold in many real-world scenarios. This is especially true for queries that
involve future events or speculative topics, where no pre-existing documents may
exist. For example, queries about anticipated developments or emerging trends often
require synthesizing information that goes beyond what is currently available in existing
document collections.

To address this limitation, Chapter 2 explores methods for QFS that do not rely on
human-annotated documents. This motivates the following research question:

RQ1 How can we incorporate retrieval models into QFS systems to minimize the
reliance on human-annotated relevant documents and improve applicability?

To address this question, we reframe QFS as a knowledge-intensive task that eliminates
the dependence on pre-annotated document sets. Instead, our approach assumes access
only to a large-scale knowledge corpus, shifting the focus to retrieving and synthesizing
relevant information dynamically. Our framework integrates two key components:
1) Retrieval Module: Identibes potentially relevant documents from the large-scale
knowledge corpus based on the user query. 2) Summarization Controller: Leverages
a large language model (LLM) with a carefully designed prompt to generate infor-
mative and query-focused summaries. To evaluate the effectiveness of this approach,
we construct a specialized dataset by augmenting an existing QFS da&seith
human-annotated relevance labels. Experimental results demonstrate that our approach
outperforms baseline models in summarization performance. Furthermore, our analysis
highlights the applicability of this approach, enabling effective QFS even when relevant
documents are not readily available at the queryOs input stage. Nowadays, the pipeline
and evaluation we proposed align closely with the well-known retrieval-augmented
generation in the era of LLMs.

While our knowledge-intensive approach enhances the applicability of QFS by
reducing dependence on relevant documents, we observe that hallucinations in QFS

4



1.1. Research Outline and Questions

remain a signibcant challenge due to the generation processOs heavy reliance on LLMs.
This observation motivates our investigation into faithfulness evaluation.

Faithfulness evaluation determines whether a generated summary is supported by
its input documents. This evaluation is critical not only for query-focused summariza-
tion but also for broader applications in document summarization. Its importance is
magnibed in the knowledge-intensive setup describ&ida, where summaries rely
on documents retrieved dynamically from a knowledge corpus. Existing approaches to
faithfulness evaluation primarily treat it as a binary classibcation #3k/[7], focusing
solely on whether a document fully supports or fails to support a summary. However,
this binary framework oversimplibes the task, neglecting cases where a document
provides partial support for the summary. Therefore, this research gap inspires us to
address the following research question:

RQ2 How can we evaluate bne-grained faithfulness of the generated summaries, and
how do existing faithfulness metrics perform?

To address this question, we propose a comparative evaluation framework for bne-
grained faithfulness assessment. Our framework extends beyond binary classibcation by
introducing three faithfulness categoriégli, partial, andno support. To evaluate the
effectiveness of existing faithfulness metrics, we implement three types of evaluation
protocols: 1) Correlation Analysis: Measures how well metric scores correlate with
human judgments. 2) ClassibPcation Evaluation: Assesses the metricsO capability to
distinguish documents based on their faithfulness. 3) Retrieval Evaluation: Assesses
the metric effectiveness in ranking documents according to their faithfulness. Our
experimental results reveal that no single faithfulness metric consistently excels across
all evaluation protocols, underscoring the limitations of current approaches. Based on
these bPndings, we provide practical recommendations to guide the development of more
robust and nuanced faithfulness evaluation metrics.

1.1.2 Improving Reasoning for QFS over Structured Tables

The second part of the thesis focuses on advancing QFS over structured tables. Query-
focused table summarization seeks to condense information from tabular data into a
human-readable textual summary tailored to a specibc user query. While prior stud-
ies [113 179, 181] have assumed that queries can be addressed using information from

a single table, this assumption oversimplibes the complexity of real-world applications.
For instance, a tabular analyst often requires synthesizing and aggregating information
from multiple tables to generate meaningful responses to user queries. This research
gap guides the following primary research question in Chapter 4 :

RQ3 How can we develop an effective framework and data resources for query-focused
multi-table summarization?

To address this question, we propose a novel framework for query-focused multi-table
summarization. Our framework consists of two key components: 1) Table serialization
module: Transforms tabular data into a textual format suitable for LLMs. 2) Sum-
marization controller module: Generates query-focused summaries by processing the

5



1. Introduction

serialized tables given the query. In the absence of existing datasets for this task, we
also develop a dedicated dataset using an automated annotation pipeline. This pipeline
leverages large language models (LLMs) as annotators guided by carefully designed
annotation guidelines to ensure quality and consistency. Both automated and human
evaluations conbrm the high quality of the resulting dataset. Experimental results further

demonstrate that our proposed framework outperforms baseline models, validating its
effectiveness for multi-table summarization tasks.

In addition, we notice that query-focused table summarization often requires com-
plex table reasoning. Current methods often tackle this by generating step-by-step
natural language (NL) plans. However, these NL plans suffer from linguistic ambiguity
and a lack of well-debned structure, making their conversion into executable programs
like SQL difbcult and unreliable. This hinders the performance and scalability of query-
focused table summarization, particularly in complex, multi-table scenarios. These
challenge inspires

RQ4 How can we develop an effective structured planning mechanism to enhance the
table reasoning capabilities of LLMs?

To address this question, we propose a shift from NL plans to a formal, structured
representation. Specibcally, we introduce a novel structured plan based on standard
class debnitions from software engineering. Built upon this design, we present a
structure-aware framework with three key phases: structured planning, which generates
the structured plan from the user query; graph-based execution, which translates plan
steps into SQL queries and enables efpcient parallel execution by modeling the plan as a
directed acyclic graph (DAG); and summary generation, which produces a bPnal response
tailored to the query. Experiments on three benchmarks show that our framework
consistently outperforms existing methods, demonstrating its effectiveness in both
single-table and multi-table summarization tasks. Our extensive analysis underscores
the advantages of structured representations for robust, efbcient, and scalable table
summarization.

1.2 Main Contributions

This section outlines the primary contributions of this thesis, categorized into algorith-
mic, resource, and empirical advancements.

1.2.1 Algorithmic Contributions

¥ A retrieval-augmented model that integrates a retrieval module with a carefully
designed summarization controller, leveraging large language models (Chapter 2).

¥ A comprehensive evaluation framework combining correlation analysis, classib-
cation, and retrieval evaluation to assess the effectiveness of faithfulness metrics
(Chapter 3).




1.3. Thesis Overview

¥ Two prompting-based frameworks, encompassing direct summarization and
reason-then-summarize approaches, tailored for query-focused multi-table sum-
marization (Chapter 4).

¥ A structure-aware framework with three main componentsNplanner, executor,
and summary generatorNdesigned to support query-focused table summarization
in both single-table and multi-table reasoning settings (Chapter 5).

1.2.2 Resource Contributions

¥ A human-annotated dataset specibcally developed for knowledge-intensive QFS,
comprising three alternative knowledge corpora. The dataset was annotated by
skilled crowdworkers using the Amazon Mechanical Turk platform, ensuring
high-quality annotations (Chapter 2).

¥ A novel evaluation benchmark introduced for the systematic assessment of faith-
fulness in knowledge-intensive QFS tasks (Chapter 3).

¥ A synthetic dataset constructed with LLM-generated summaries, tailored to input
queries and tables (Chapter 4).

1.2.3 Empirical Contributions

¥ Empirical veriPcation of the retrieval-augmented modelOs effectiveness in the
knowledge-intensive QFS task (Chapter 2).

¥ Empirical veribcation of the evaluation frameworkOs effectiveness in meta-evaluating
faithfulness metrics for knowledge-intensive QFS (Chapter 3).

¥ Empirical veribcation of the effectiveness of two prompting-based frameworks
for query-focused multi-table summarization (Chapter 4).

¥ Empirical veribcation of our structure-aware frameworkOs effectiveness for both
guery-focused single-table and multi-table summarization (Chapter 5).

1.3 Thesis Overview

This section outlines the structure of the thesis. It comprises an introductory chapter,
four research chapters arranged into two parts, and a concluding chapter. The research
chapters of the thesis are shown in Figure 1.2.

In this introduction, we brst provide the necessary background information on
guery-focused summarization. Following this, we introduce the four primary research
questions addressed in the thesis. Lastly, we present the key contributions and the
publications that form the basis of each chapter.

The initial two chapters of Part | focus on investigating QFS in the context of
unstructured textual data:




1. Introduction

¥ Chapter 2: We adapt QFS to a knowledge-intensive setting. Specibcally, we in-
troduce a novel framework that integrates document retrieval with summarization
models, thereby reducing dependence on human-annotated relevant documents.
To assess the effectiveness of our approach in both retrieval and summarization,
we annotate relevance labels for document-summary pairs using crowd-sourcing
workers recruited through the Amazon Mechanical Turk platform. Additionally,
we incorporate three alternative knowledge corpora to evaluate the impact of
different corpora on performance. Finally, we benchmark our approach against
various models, including QFS models, Pne-tuned retrieval-augmented mod-
els, and LLM-based RAG models. Experimental results show that our method
consistently outperforms the baseline models.

¥ Chapter 3: We explore the issue of summary faithfulness, a fundamental chal-
lenge in knowledge-intensive QFS. To tackle this, we propose a comparative
evaluation framework designed to assess the effectiveness of existing faithfulness
metrics. Our framework employs correlation analysis, classibcation, and retrieval
evaluation to systematically measure the alignment between metric scores and
human judgments in a Pne-grained faithfulness scenario. Experimental results
reveal notable limitations in current faithfulness metrics, highlighting the inherent
complexity of Pne-grained faithfulness evaluation. Additionally, we provide
practical recommendations to guide the development of more robust and effective
metrics.

In contrast, the next two chapters in Part Il explore QFS in the context of structured
tabular data.

¥ Chapter 4: We introduce a novel query-focused multi-table summarization task.
To support this task, we construct a corresponding dataset by leveraging LLMs as
data annotators. Automated and human evaluations conbrm the high quality of the
dataset. Furthermore, we propose two prompting-based frameworks to tackle this
task: a direct summarization approach and a reason-then-summarize approach.
Lastly, we benchmark the task by comparing our methods with state-of-the-art
text-based and table-based baselines. Experimental results validate the superiority
of our proposed approaches.

¥ Chapter 5: We aim to improve table reasoning for LLMs in query-focused table
summarization. To this end, we introduce a structured plan that formalizes the
reasoning process. Building on this, we propose a new structure-aware framework
that follows a plan-then-execute paradigm consisting of three key phases: struc-
tured planning, graph-based execution, and summary generation. Experiments
show that our framework achieves strong performance, and qualitative analysis
further highlights the advantages of our structured plan.

Finally, Chapter 6 summarizes the main bPndings of the thesis and explores potential
directions for future research.
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1.4. Origins

1.4 Origins

This section provides an overview of the publications that serve as the foundation for
each chapter, along with a concise explanation of each authorOs specibc contributions.

Chapter 2 is based on the following papers:

¥ W. Zhang, S. Vakulenko, T. Rajapakse, Y. Xu, and E. Kanoulas. Tackling
guery-focused summarization as a knowledge-intensive task: A pilot study.
The First Workshop on Generative Information Retrieval (Gen-IR) at SIGIR
2023.

¥ W. Zhang, J.-H. Huang, S. Vakulenko, Y. Xu, T. Rajapakse, and E. Kanoulas.
Beyond relevant documents: A knowledge-intensive approach for query-
focused summarization using large language model$rdaeedings of
the 2024 International Conference on Pattern Recognition (ICPRjes
89D104, 2024.

WZ designed the model, implemented it, conducted the majority of the experi-
ments, and performed the result analysis. YX and TR supported the model design
and assisted with experiments. EK, SV, and JH contributed through technical
guidance and supervision roles. All authors contributed to writing the manuscript.

Chapter 3 is based on the following papers:

¥ W. Zhang, M. Aliannejadi, J. Pei, Y. Yuan, J.-H. Huang, and E. Kanoulas.
A comparative analysis of faithfulness metrics and humans in citation eval-
uation. The First Workshop on Large Language Model for Evaluation in
Information Retrieval (LLM4Eval) at SIGIR024.

¥ W. Zhang, M. Aliannejadi, Y. Yuan, J. Pei, J.-H. Huang, and E. Kanoulas.
Towards bne-grained citation evaluation in generated text: A comparative
analysis of faithfulness metrics. Proceedings of the 17th International
Natural Language Generation Conference (INl.@3ges 427D439, 2024.

WZ designed, implemented, and evaluated the model, conducting most of the
experiments and analyzing the results. MA, YY, and JP assisted with result
analysis, while EK and JH provided technical guidance and supervision. All
authors contributed to writing the manuscript.

Chapter 4 is based on the following paper:

¥ W. Zhang, V. Pal, J.-H. Huang, E. Kanoulas, and M. de Rijke. QFMTS: Gen-
erating query-focused summaries over multi-table input®rbteedings
of the 27th European Conference on Artibcial Intelligence (EQ#syes
38753882, 2024.

WZ constructed the dataset, designed the evaluation protocols, implemented
the model, conducted the experiments, and analyzed the results. VP assisted
with the implementation and experiments of the model. MdR, EK, and JH
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provided technical guidance and supervision. All authors contributed to writing
the manuscript.

Chapter 5 is based on the following paper:

¥ W. Zhang, S. Deng, and E. Kanoulas. Beyond natural language plans:

Structure-aware planning for query-focused table summarizatioder
Review 2024.

WZ designed and implemented the model, performed the majority of experiments,
and analyzed the results. SD and EK offered technical guidance and supervision.
All authors contributed to writing the manuscript.

The writing of the thesis also benebted from the work on the following publications:

¥ Z. Xu, Q. Su, X. Quan, and W. Zhang. A deep neural information fusion architec-
ture for textual network embeddings. Proceedings of the 2019 Conference on
Empirical Methods in Natural Language Processing and the 9th International

Joint Conference on Natural Language Processing (EMNLP-IJCNp&)es
46984706, 2019. doi: 10.18653/v1/D19-1476

¥ W. Li, C. Zhang, J. Li, Q. Peng, R. Tang, L. Zhou, W. Zhang, G. Hu, Y. Yuan,
A. S¢gaard, D. Hershcovich, and D. Elliott. FoodieQA: A multimodal dataset
for bne-grained understanding of Chinese food cultureProteedings of the
2024 Conference on Empirical Methods in Natural Language Procesgagges
19077D19095, 2024. doi: 10.18653/v1/2024.emnlp-main.1063.
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Knowledge-Intensive Query-Focused
Summarization

In this chapter, we investigate query-focused multi-document summarization (QFS), a
task that traditionally relies on time-intensive and costly human annotation to collect
relevant input documents. However, in real-world scenarios, such documents are not
always readily available. To enhance the practical applicability of QFS, we address the
following thesis-level research question:

RQ1 How can we incorporate retrieval models into QFS systems to minimize the
reliance on human-annotated relevant documents and improve applicability?

To this end, we reformulate QFS as a knowledge-intensive task, removing the depen-
dency on human-annotated documents and instead leveraging automatic retrieval from
a large-scale public knowledge corpus. To tackle this challenge, we propose a novel
framework that integrates a retrieval module with a summarization controller. Exper-
imental results demonstrate that our methods surpass baseline models, establishing a
new standard for knowledge-intensive QFS. To the best of our knowledge, this chapter
is the brst to explore this paradigm.

2.1 Introduction

Query-focused summarization (QFS) is a pivotal task with wide-ranging applications,
spanning Pelds such as search engines and report genet@t@n{involves analyzing

a textual query alongside a collection of relevant documents to automatically produce
a textual summary closely aligned with the quel$,[104, 154, 155. This process

aims to offer users relevant insights in a condensed format by applying information
compression techniques to the provided documentZ&:8p, 155. The conventional
approach to this task assumes the availability of a set of relevant documents and creates
the summary based on the information within this document set. However, in practical
scenarios, this assumption may not always hold.

This chapter was published as W. Zhang, J.-H. Huang, S. Vakulenko, Y. Xu, T. Rajapakse, and E. Kanoulas.
Beyond relevant documents: A knowledge-intensive approach for query-focused summarization using large
language models. IRroceedings of the 2024 International Conference on Pattern Recognition (|QBR&9s
89D104, 2024.
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2. Knowledge-Intensive Query-Focused Summarization

Consider highly specialized or niche topics as an illustration. In belds such as
advanced scientibc research, specialized technology, or obscure hobbies, documentation
may be limited or fragmented, particularly for cutting-edge or esoteric subjects. Simi-
larly, think about future predictions or speculations. Queries related to future events,
trends, or predictions may lack existing documents as they entail speculation or antici-
pation of events yet to unfold. For instance, questions about the outcome of upcoming
elections, the impact of emerging technologies, or the trajectory of Pnancial markets
might not be documented until after these events have occurred. In the aforementioned
practical scenarios, the traditional setup of QFS with compression techniques may not
work well due to the scarcity or absence of relevant documents.

To tackle this challenge, our approach reframes QFS as a knowledge-intensive (Kl)
task setup127]. Unlike the traditional setup where relevant documents are assumed
to be readily available, our knowledge-intensive approach only assumes access to a
large-scale knowledge corpus. Our proposed approach comprises a retrieval module
and a summarization controller. Given a textual query as the initial input, the retrieval
module returns potentially relevant documents from the knowledge corpus, eliminating
the dependence on pre-existing document sets. These retrieved documents, along with
the query, are then forwarded to the summarization controller. The summarization
controller harmoniously merges an advanced large language model (LLM)-powered
summarizer with a carefully designed prompt, guaranteeing the produced summary is
both comprehensive and directly addresses the query. To illustrate the aforementioned
process, we make a comparison between the conventional approach and our proposed
approach in Figure 2.1.

To validate the effectiveness of our proposed approach within the Kl setup, we have
introduced a specialized dataset by combining existing QFS datasgtsith three
various knowledge corpora. We also enhance the dataset with human-annotated rele-
vance labels to facilitate comprehensive evaluation for both retrieval and summarization
performance. This dataset serves as the foundation for a fair evaluation of our approach
and baseline models. Extensive experiments conducted in this chapter conbrm the
effectiveness of our proposed method, surpassing baseline models and showcasing its
superiority in generating query-focused summaries. Notably, our approach stands out
for its ability to generate accurate summaries without relying on the availability of rele-
vant documents at the initial input stage. This underscores the versatility of our method
in addressing diverse query scenarios, further validating its practical applicability.

The primary contributions of this chapter can be summarized as follows:

1) Introduction of a Knowledge-Intensive Approach: We introduce a new knowledge-
intensive approach for QFS, departing from the conventional paradigm that relies
on the availability of relevant documents in the initial input stage. This innovative
method involves the direct retrieval of pertinent documents from an extensive
knowledge corpus, leveraging the provided textual query as the basis.

2) Development of a Summarization Controller: We propose a summarization
controller that orchestrates the process of generating query-focused textual sum-
maries using an integrated LLM-based summarizer with a specially designed
prompt. This controller streamlines the summarization process, ensuring align-
ment with the query intent.
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Figure 2.1: The Comparison between (a) the conventional approach and (b) our
knowledge-intensive approach. The conventional one assumes relevant documents
are available. We aim to retrieve such documents from a large knowledge corpus.

3) Creation of a Specialized Dataset: To assess the effectiveness of the proposed
approach, we introduce a new dataset explicitly designed for knowledge-intensive
QFS. This dataset, along with human-annotated relevance labels, serves as a
standardized benchmark for evaluating both retrieval and summarization perfor-
mance.

4) Demonstration of Superior Performance: We present extensive experimental
results showcasing the superior performance of the proposed approach compared
to baseline models. Particularly noteworthy is the approachOs capability to gener-
ate accurate summaries without the prerequisite of available relevant documents
at the initial input stage. This feature underscores the methodOs versatility and
practical utility across a range of query scenarios.

2.2 Related Work

In this section, we cover three lines of research: query-focused summarization, knowledge-
intensive language tasks, and open-domain summarization, all related to our study.

2.2.1 Query-Focused Summarization

Query-focused summarization aims to generate a summary tailored to a given query
from a set of topic-related contexts. For instance, the contexts can beltgxt94,

tables L74, 179, or videos {6, 48, 49, 51E63]. We mainly focus on textual contexts.
Conventional QFS methods primarily focused on sentence-level extraction techniques
to eliminate redundant informatio7§, 86, 154, 155. However, they heavily rely

on pre-existing relevant documents and are typically developed for a limited set of
closed-domain documents 0 documents). In contrast to all previous work, our work
does not assume the existence of relevant documents to the given query. Instead, our
approach handles open-domain document-level retrieval, aiming to identify a small set
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2. Knowledge-Intensive Query-Focused Summarization

of relevant documents from a pool of millions of candidates, accommodating more
diverse topics and contexts.

Another line of research aims to automatically create larger QFS datasets to alle-
viate data scarcity, utilizing information retrieval or clustering meth@ds104, 115
124.However, these datasets lack a standardized benchmark to assess the retrieval
performance, as they lack relevance annotations for retrieved documents. In contrast,
our dataset includes human annotations for the relevance of retrieved documents. This
facilitates retrieval evaluation and provides insights into understanding the effects of
retrieval errors on summarization performance.

2.2.2 Knowledge-Intensive Tasks

Knowledge-intensive language task2F] involve addressing user needs by leveraging

a large-scale knowledge corpus. These tasks produce various types of outputs. For
instance, they can generate short-form factual ansv@e?7[ 54, 55, 185, dialog
responsesl[9], or face-checking predictiond 4. One of the most related Kl tasks is a
long-form gquestion answering (LFQA28, 138 171], where the goal is to provide com-
prehensive answers to given questions. Compared to QFS, the key difference between
LFQA and QFS lies in their objectives and the role of input documents. LFQA provides
detailed answers to complex questions, whereas documents are optional external sources
to enhance answer qualit2§, 13§. For instance, recent studie®] jnvestigated the
effectiveness of LLMs in LFQA without relying on external documents. Additionally,
generating long-form answers does not necessarily require multiple documents. In
contrast, QFS requires generating a concise summary from multiple documents, tailored
to a specibc query. In this case, the relevant documents are essential inputs to generate
the summary [78, 154].

Furthermore, existing LFQA tasks either struggle with accurately grounding their
answers in the provided documentg] or they heavily rely on the inherent ambiguity
present in questiond L(. In comparison, our work has two signibPcant advantages:

1) Our approach ensures generated query-focused summaries are brmly based on the
content of the retrieved documents; and 2) The queries are unambiguous and accurately
rel3ect complex information needs in QFS, resulting in naturally longer summaries to
address various information needs adequately.

2.2.3 Previous Attempts on Open-Domain Summarization

Our preliminary research, Pbrst presented in the arXiv and non-archival workshop
versions 167, 169, marks the initial phase of investigating the complexities of open-
domain QFS. These bndings have yet to be ofpcially published in any conference
proceedings or archival workshops. Building upon this work, recent stuglie$84]

have embarked on similar investigations. They either leverage multi-document sum-
marization (MDS) datasets [25] or adapt query-based single-document summarization
datasets146, 183. In comparison, this work has two signibcant differences: 1) Previ-
ous studies lack human annotation for the relevance of the retrieved documents, raising
concerns about the effectiveness of their evaluation of retrieval models. Instead, we
conduct human annotations to ensure high-quality relevance annotations, thus enabling
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2.3. Knowledge-Intensive Approach

more accurate evaluation of retrieval models; and 2) Previous studies primarily focused
on internal documents within specibc domains, such as news or medicine, limiting their
analysis to closed domains. In contrast, our study takes a broader approach by consider-
ing both internal documents and a signibcantly larger external knowledge corpus, e.g.,
Wikipedia. This broader scope enhances the applicability of our bPndings to real-world
scenarios.

2.3 Knowledge-Intensive Approach

In this section, we formulate our knowledge-intensive task setup and detail our proposed
approach.

2.3.1 Task Formulation

To better understand the difference between traditional QFS and our knowledge-
intensive setup, we brst describe the traditional QFS and then formulate our proposed
knowledge-intensive setup.

Traditional QFS. Letthe tuple(q,D, s) denotes an example in the traditional QFS
task, whereayis a given queryD = {d;,...,dn} is a set of relevant documents and

s is the gold summary for the document etand the query. The goal of QFS is

to produce the query-focused summary given the documents and the query as input:
(g,D) " s. Itis worth noting thaD is collected manually by human annotators and
usually includes tens of documents.

Knowledge-Intensive QFS. In this work, we reframe the QFS task to a knowledge-
intensive task setup @' s. As shown in Figure 2.1, we do not rely on the relevant
document seD. Instead, we assume the access to a large-scale knowledge corpus:
K = {ds,... dy}. In practiceK consists of millions of documents, i.e.# m. Itis

worth noting that our goal remains to generate the query-focused sumswittyrespect

to the queryg. However, different from the traditional setup, there is no guarantee
that the provided documents are relevant to the query. Instead, there are millions of
irrelevant documents in the knowledge corpus. Thus, an effective information retrieval
model is necessary to supplement the extended setup, which is described below.

2.3.2 Methodology

Our approach includes two components: a retrieval module and a summarization
controller, as illustrated in Figure 2.1. The retrieval module returnktdpeuments

from the knowledge corpus based on the given query. Then the summarization controller
takes the query and retrieved documents as the inputs to generate a query-focused
summary.
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2. Knowledge-Intensive Query-Focused Summarization

Retrieval Module. Given a quenygand a documerd; from the knowledge corpus

K, the retrieval module brst estimates the relevd®Rekq, d) betweerg andd; and

then ranks all documents based on their relevance scores. Typically, we only consider
topxk retrieved documents. There are two main categories of retrieval models: sparse
and dense modeld78. The former estimates relevance between the query and the
document using weighted counts of their overlapping terms. The latter brst transforms
both the query and the document into vectors within an embedding space. The relevance
is then computed using the dot product of their respective vectors. In this work, we
explore representative sparse and dense models, which are Bidd%ahd Dense
Passage Retrieval (DPR) [69], respectively.

Summarization Controller. After we obtain topk retrieved documents from the
retrieval module, we feed the query and the documents into the summarization controller
to generate a query-focused summary. As large language models (LLMs), such as
GPT-3.5 [L19, have exhibited remarkable generation ability in many text generation
tasks [9]. Inspired by Chain-of-thought prompting method4,[149, we introduce a
multi-step summarization controller. As shown in Prompt 2.3.1, the controller involves
two primary steps: identifying query-relevant information and generating a controllable
summary. First, to ensure the summaryOs relevance to the query, we explicitly instruct
the LLM to identify query-relevant information within the documents. It is worth noting
that the LLM can determine information at various levels, including phrases, sentences,
and paragraphs. Subsequently, we instruct the LLM to write a controllable summary
that meets the length limit of 250 words based on the query-relevant information. This
ensures the summary is sufbciently comprehensive and relevant to the query. Moreover,
we include few-shot demonstrations in the prompt to enable in-context learning for
the LLM, which has been proven to be effective in many natural language processing
tasks [8].

Prompt 2.3.1: Summarization Controller

Instruction: You will be given a query and a set of documents. Your task is to generate an informative,
Buent, and accurate query-focused summary. To do so, you should obtain a query-focused sumnjary step
by step.

Step 1: Query-Relevant Information Identification
In this step, you will be given a query and a set of documents. Your task is to Pnd and identify

query-relevant information from each document. This relevant information can be at any level, quch as
phrases, sentences, or paragraphs.

Step 2: Controllable Summarization
In this step, you should take the query and query-relevant information obtained from Step 1 as|inputs.
Your task is to summarize this information. The summary should be concise, include only non-redyindant,
query-relevant evidence, and be approximately 250 words long.

Demonstrations:
Few-shot human-written demonstrations.

Query: {Input query
Documents: { Retrieved documerjts
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2.4. KI-QFS Dataset

2.4 KI-QFS Dataset

In this section, we describe dataset collection and relevance annotation process for our
knowledge-intensive setup. The dataset includes a collection of query-summary pairs
and three alternatives of knowledge corpora. The relevance annotation aims to facilitate
retrieval evaluation.

2.4.1 Dataset Collection

Collecting Query-Summary Pairs. We build our dataset on the top of query-summary
pairs(q, s) on existing QFS resources. Specibcally, we adopt DUC 2003-8)/three
standard QFS benchmark dataseTée DUC datasets consist of three subsets collected
for the Document Understanding Conferences (DUC) from 2005 to 2007. Each subset
contains 45-50 clusters. Each cluster (or a topic) contains a query, a set of topic-related
documents, and multiple reference summaries. As relevant documents are inaccessible
in our dataset, we only collect query-summary pairs brst. The relevant documents will
be used to build a knowledge corpus, which is described below. For data split, we follow
previous work 78, 88] to use the pairs of the Prst two years (2005-2006) as the training
set and randomly select 10% from the training set as the validation set. We leave the
third subset (2007) as the test set. Finally, the training set, validation set, and test set
contain 90, 10, and 45 examples, respectively.

Building Knowledge Corpora. We explore three alternatives of knowledge corpora
Corpusfor the query-summary pairs above. Specibcally, we brst follow the standard
data processing for large-scale knowledge sour@glg collect documents, where we

split each origin document into non-overlapping context documents with 100 words
maximum.? The knowledge corpora are as follows: 1) The brst knowledge corpus,
CORPUSnHt, IS an internal collection, where we take all clusters of DUC documents from
the three years to form this collection, which results in about 32K documents in total.
As the queries have an explicit connection with the documents, this collection can be
considered an in-domain knowledge corpus, where relevant documents are relatively
easy to bnd. 2) However, as our main goal is to explore knowledge-intensive QFS on
the large-scale knowledge corpus, we consider the second external knowledge corpus
namedCORPUSy. We use the Wikipedia dump in the KILT benchmad@f] to

form this corpus, resulting in about 21 million documents in total. 3) However, as
CORPUS is a Wiki-based corpus, there is no guarantee that the collection contains
sufbcient evidence to answer the query since the reference summary is derived from the
content of the original DUC documents. To this end, we build an augmented knowledge
corpus calledCoRPUS,4 by combining the previous two collections. We merge all the
documents oCORPUS,; andCORPU S into this collection ensuring that summaries

can be grounded in the collection and that the collection is large-scale to make the task
challenging.

1we take DUC as an example, but nothing prohibits exploring other QFS resources.
. 2Some studiesd] also use passages to name the processed text chunks, but we adhere to the term
OdocumentsO to maintain the coherence of the chapter.
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2. Knowledge-Intensive Query-Focused Summarization

2.4.2 Relevance Annotation

As the retrieval process is necessary for our setup, it is important to evaluate the
performance of retrieval models so we can better analyze their effect on summarization.
However, the DUC datasets do not come with relevance labels to designate which
document provides evidence for the Pnal summary. A possible solution to that would
be to do a lexical match between the individual summary sentences and the available
document collection, however, such an automatic evaluation has its disadvantages (e.g.
a summary sentence may appear in a document but outside the right context, lexical
overlap may pay attention to insignibcant words in the summary, and there may be
a lexical gap between semantically similar sentences). Therefore, we collect human
annotations through Amazon Mechanical Turk (MTurk) to create our evaluation set.

As the main goal of the annotation process is to obtain relevant documents that
support the summary, we begin with bltering out irrelevant documents, which are the
majority of millions of candidate documents in the knowledge corpus. Following the
TREC document retrieval tasi& 3], we apply retrieval models to choose top-ranked
documents, as discussed in subsection 2.3.2. We brst perform both BM25 and DPR on
CORPUS,: andCORPUS;, and construct top-50 pools, which result in a maximum of
200 candidate documents for each query. As there are 45 queries in our test set, we end
up with 7761 query-document pairs to be annotated. We then design a web annotation
interface shown to MTurk workers, which contains a query, a reference summary, and
at most bve documents. We ask workers to label whether a document contains either
part of the summary or evidence to a query, adapting the annotation instructidri. in [

The judgments are on a 4-point scale from 0 to 3:

(i) O-irrelevant: the document has nothing to do with the query;

(ii) 1-weakly related: the document seems related to the query but fails to contain
any evidence in the summary;

(iii) 2-related: the document provides unclear information related to the query, but
human inference may be needed; and

(iv) 3-relevant: the document explicitly contains evidence that is part of the summary.

Prior to the collection of the annotations we performed two pilot studies to improve
our annotation interface and the instructions. We collect three annotations per document
and use a majority vote to determine the Pnal relevance label. The distribution of
relevance labels is 837 relevant, 5811 related, 1097 weakly related, and 16 irrelevant
documents. We also measure inter-annotator agreement (IAA) using Fleiss 8&hpa [

A Fleiss Kappa score of 0.42 was obtained, which indicates a moderate agreement.
From the annotation results, we Pnd that although most retrieved documents are related
to the queries to some extent, there are only 837 documbdi&) that contain explicit
fragments of the summary. To validate whether the documents with relevance labels
equal to 3 are sufbcient to generate the summaries, we compared the summarization
performance when documents annotated as perfectly relevant were provided as input
and the performance when documents annotated either as perfectly relevant or relevant,
with the latter offering no extra performance gains over the former.
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2.5 Evaluation Metrics

In this section, we describe evaluation metrics. As our approach includes a retrieval
module and a summarization controller, we evaluate both components using suitable
evaluation metrics.

2.5.1 Retrieval Evaluation

To evaluate retrieval effectiveness, i.e., the ability of the retrieval module to identify
and retrieve evidence to be used to compose the summary, we use standard information
retrieval (IR) metrics, and in particular precisiok@ @k) and recall@ (R@k), where

k denotes the cut-off. For Pidand R@k, we map the human-annotated judgment level

3 to positive and judgment levels 0-2 to negative and report the corresponding results
fork ${10,50}.

2.5.2 Summarization Evaluation

Lexical Metrics. In our experiments, we measure the accuracy of generated sum-
maries against gold summaries. Following previous wagk 155, we employ the
commonly-used standard ROUGE-1, ROUGE-2, and ROUGE-S44Which evalu-

ate the accuracy on unigrams, on bigrams, and bigrams with a maximum skip distance
of 4, respectively. We report tHe; score with a maximum length of 250 words for the
metrics. Itis worth noting that there are multiple reference summaries on our dataset; we
take the average of the ROUGE scores for all summaries as the bnal reported ROUGE
score.

Semantic Metrics. However, ROUGE-based metrics only measure lexical overlap
between generated summaries and gold summaries, failing to capture their semantic
similarities. Recent semantic metrics, such as BERTSdd§ pnd BARTScore 167,

have been shown to be effectively correlated with human judgmé&g}s [There-

fore, we also report them in our experiments. Specibcally, we report the F1 score of
BERTscore and use recommendkaberta-xlarge-mnli [39] as the backbone.

For BARTScore, we use the recall version of BARTScore as it shows more effective
performance in summarization tasi$p], where we usdart-large-cnn as the
backbone. It is worth noting that the raw scores of BARTScore are negative log proba-
bilities that are difbcult to explain; we followl B4 to normalize them to positive scores
with an exponential function.

2.6 Experimental Setup

In this section, we brst describe our chapter-level research questions and the baseline
models for comparison in our experiments. We then discuss the implementation details.
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2.6.1 Research Questions

Our experimental analysis primarily addresses the three chapter-level research questions
that rePne the thesis-level research questiRs:

RQ1.1 What is the retrieval effectiveness of different retrieval models in the knowledge-
intensive setup?

RQ1.2 How does our approach compare to baseline models in the knowledge-intensive
setup?

RQ1.3 What is the effect of our knowledge-intensive setup compared to the traditional
QFS?

2.6.2 Baselines

We compare our proposed method with the following two families of baseline models:

Weakly Supervised QFS Models. To illustrate new challenges brought by our
knowledge-intensive setup, we brst include two weakly supervised models designed for
traditional QFS tasks: XDUERYSUM [154]: an extractive QFS model leveraging distant
supervision signals from trained question answering (QA) models to select salient sen-
tences as the summary. IARGESUM [155: an abstractive QFS model that employs
generative models trained on generic summarization resources to boost sentence ranking
and summary generation, achieving competitive performance in the weakly supervised
setup. We discuss the adaptation of two models to our knowledge-intensive setup in the
implementation details.

Supervised Retrieval-Augmented Models. We employ supervised Retrieval-Augmented
Generation (RAG) models below: 1) RAG-Sequer4:[a generative model in which
document retrieval and summary generation are learned jointly. As RAG models have
two variants, including RAG-Token and RAG-Sequence, we mainly report the results
of RAG-Sequence as it shows better performance in knowledge-intensive tasks. Specip-
cally, the RAG-Sequence model employs D] ffor retrieval andBART jarge [87]

for generation. 2) Fusion-in-Decoder (Filpq): an encoder-decoder architecture which

has achieved state-of-art performance in knowledge-intensive #isks fhis model,
encoded representations for retrieved documents are brst concatenated and then fed into
the decoder to generate the output. Following the origin settings, wE5Ssge: [128

as the base model.

LLM-based RAG Models. In addition to supervised RAG models, we compare
our approach with LLM-based RAG model3. Specibcally, we employ BM25 or

DPR for retrieval and GPT-3.5 for generation, referring to this baseline as NaiveRAG.
Following the prompting strategy from Gao et &@4], we instruct GPT-3.5 to answer a
given query based on the associated retrieved documents. Notably, NaiveRAG does not
require Pne-tuning.
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2.6.3 Implementation Details

QFS Models. For retrieval models, we use the library Pyser®g][to implement
BM25 and DPR For the summarization controller, we employ GPT-3.5 using the Ope-
nAl API service, where we use the long-context vergipi-3.5-turbo-0613 A

We utilize 3-shot demonstrations in few-shot settings and present results for both
zero-shot and few-shot settings. The temperature and top-p areOseaind0.95, re-
spectively, with a maximum output length 400tokens. The number of tok+etrieved
documents is bxed &0. Notably, we employed the long-context version of GPT-3.5,
which supports a maximum context window of 16,385 tokens. Given that each retrieved
document contains up to 100 words, when we concaté&staicuments into a prompt,

the total length of the prompt is roughfy 118tokens on average, which is comfortably
below the maximum limit.

For QFS models, as they have achieved competitive performance on the QFS datasets
in a weak supervision manner, we do not Pne-tune them on our dataset. For inference,
although they include a retrieval module that performs in-domain evidence estimation,
their retrieval models are not designed to handle large-scale, open-domain knowledge
bases, such d880RPUS:. Therefore, we brst retrieve tdi00documents using BM25
for each query and then feed them as inputs to their customized sentence extraction
modules. We follow the original papers [154, 155] to set their hyperparameters.

Retrieval-Augmented Models. For retrieval-augmented models, as they are originally
designed for short-form open-domain Q%.[For fair comparisons, we bne-tune them

on our training set. We follow the original papes3] 84] to set their associated
hyperparameters and training setups. To be specibc, there are 4 gold summaries in
the datasets. We randomly choose a summary to construct the input-output pairs to
construct each training batch with a batch size of 1. This method can also be seen as data
augmentation. For the hyperparameters of FiD, wédet topk retrieved documents

to 50 after a small validation study. Following the origin paper, weTisgse [129

as the base model. As for RAG, we follow the original settings to set the number of
retrieved documents to 184]. For Pne-tuning both models, we use Adarg|[with a
learning rate ofl0' 4 and a maximum number of training epochs of 30. We also apply
early-stopping strategies to avoid over-btting when we bnd there is no improvement in
the validation set within 10 training steps. For inference, we set the maximum decoded
length and beam size to 250 and 5, respectively. All experiments are conducted on a
single A6000 GPU.

2.7 Results and Analysis

2.7.1 Retrieval Results

To addresfRQ1.1, we evaluate the retrieval effectiveness of BM25 and DPR on the test
set of our dataset among three different knowledge corpora. The results are shown in

Shttps://github.com/castorini/pyserini
4https://platform.openai.com
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Table 2.1: Retrieval evaluation of different models on the test set of our dataset over
three knowledge corpora. R@nd R@ denote precision and recall regarding cutaff

The best results are bold. " means that the improvement is statistically signibcant (a
two-paired t-test with p-value A 0.01).

Corpus Model P@10 P@50 R@10 R@50
BM25 160 120 8.2 30.2

CORPUSH  ppR™ 116 115 6.0 27.8
corrug, BM25 127 86 70 222
X ppR 138 126" 69 297
BM25 122 89 68 232
CORPUS\yqg

DPR 144" 125 74 30.3

Table 2.1. We bnd that BM25 outperforms DPR@DRPUSy. One plausible explana-

tion is that the internal knowledge corpuBdRPUSy;) comprises documents sourced
from human-curated DUC datasets, potentially containing more relevant keywords.
These keywords can be easily retrieved by BM25, which is a term-based IR method.
Conversely, DPR exhibits better performanceQwRPUSy. This is because it is pre-
trained on Wikipedia data dumps, allowing it to better capture semantic representations
of Wikipedia documents, thus enhancing retrieval performance. Moreover, we observe
DPROs superior performance over BM2E@RPUSq. This could be due to the high
similarity betweenCORPUSug andCORPUSyt, aSCORPUSq ONly contains a small
fraction of documents from DUC datasets, and both predominantly consist of Wikipedia
documents. However, the fairly low precision and recall scores across all three collec-
tions underscore challenges in such large-scale knowledge retrieval. Addressing these
challenges requires more research efforts to enhance retrieval performance.

2.7.2 Summarization Results

To addresfQ1.2, we make a comparison between our approach and baseline models,
including weakly-supervised QFS, supervised RAG models, and LLM-based RAG
models. The results are shown in Table 2.2. Interestingly, we bPnd our few-shot
prompted approach variant surpasses all baseline models across all evaluation metrics,
especially in terms of semantic metrics.  For instance, our best approach variant
achieved a BERTScore @0.2, surpassing the best-performing NaiveRAG, which

had a BERTScore a25.1. This result underscores the superiority of our proposed
approach. Additionally, our approach consistently outperforms baselines across three
different knowledge corpora and demonstrates robustness across various retrieval mod-
els. Furthermore, when comparing zero-shot and few-shot settings, we bnd that the
performance of our approach in the few-shot setting signibcantly exceeds that in the
zero-shot setting. This indicates that few-shot demonstrations have a highly positive
effect on model performance. Meanwhile, when we incréaBem 10 to 50, we
observe only marginal performance improvements, suggesting that our summarization
controller is largely unaffected by the number of retrieved documents. Lastly, our results
reveal that Pne-tuned FiD models outperform QFS models, indicating the advantages of
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Table 2.2: Summarization evaluation of our approach and baseline models over the
three knowledge corpora. R1, R2, RS, BE, and BA stand for ROUGE-1, ROUGE-2,
ROUGE-SU4, BERTScore, and BARTScore, respectively. The best resultslaokelin
"indicates that the improvement to the best baseline model is statistically signiPcant (a
two-paired t-test with p-value A 0.01).

CORPUSnt CORPUSxt CORPUS\g
Model R1 R2 RS BE BA R1 R2 RS BE BA R1 R2 RS BE BA
Weakly Supervised
QUERYSUM [154] 36.1 7.5 12.7 85 32.3 311 45 10.2 2.0 289 326 55 11.1 3.0 29.8
MARGESUM [155] 38.0 9.1 143 115 32.8 34.4 65 122 5.9 303 36.7 81 135 87 32.1
Supervised
RAG-Sequence [84] 28.9 5.7 10.1 126 4.1 32.3 5.2 10.8 8.0 3.9 271 46 9.0 8.3 3.9
FiD [58]
- BM25 42.4 113 165 214 38.1 38.8 8.4 142 15.7 350 414 108 16.1 20.0 36.8
-DPR 415 10.7 159 214 39.0 38.6 8.0 14.1 155 341 40.0 94 151 18.0 36.7
Zero-Shot Prompted
NaiveRAG [34]
- BM25 36.4 105 144 26.8 39.5 31.3 7.0 114 19.6 349 328 81 12.4 234 37.2
-DPR 37.1 104 147 273 39.5 31.7 7.1 114 18.3 348 337 84 126 218 37.1
Ours
- BM25 43.1 11.0 165 259 40.7 37.9 7.3 131 19.9 345 394 88 143 221 37.2
-DPR 42.8 11.0 16.3 255 40.6 36.7 7.0 125 17.7 338 39.2 86 140 215 37.2
Few-Shot Prompted
NaiveRAG [34]
- BM25 41.7 119 165 244 41.7 35.2 7.8 1238 17.1 355 375 91 142 20.2 37.7
-DPR 42.3 11.7 165 25.1 41.6 34.3 75 123 16.7 351 369 91 139 19.1 37.9
Ours
- BM25 458 134 186 292" 447 417" 96 156 225 373 436 113 167 261' 408
-DPR 45.1 129 183 28.6 448 411 94 152 227 368 429 10.7 162 247 4.7

Table 2.3: Performance comparison of our approach variant with BM25 over the original
document sets (RGIN) and our three knowledge corpora.

Corpus ROUGE-1 ROUGE-2 ROUGE-SU4 BER{. BARTscore
ORIGIN 49.8 17.3 21.9 325 47.6
CORPUSHt 45.8 13.4 18.6 29.2 44.7
CORPUSyt 41.7 9.6 15.6 225 37.3
CORPUS\yqg 43.2 11.3 16.7 26.1 40.8

Pne-tuning on our training data. However, we also observed that the performance of
the supervised RAG-Sequence model was comparatively lower, potentially due to the
limited size of the training data.

2.7.3 Effect of Knowledge-Intensive Setup

To addres®RQ1.3, we compare the performance of our best approach variant, which
utilizes BM25, across original document seBR(GIN) and our three knowledge corpora.

It is worth noting that the primary difference lies in the fact tieIGIN contains only a
limited set of manually curated relevant documents (around 40 documents) from original
DUC datasets, whereas our knowledge corpora, Su€toa U s, andCORPUS g,
consists of millions of candidate documents. The results are shown in Table 2.3. We
observe a signibcant decline in model performance when applied in the knowledge-
intensive setup. For instance, when compa@ryGIN and CORPUS,q, ROUGE-1
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scores decrease by ab@upoints, dropping fron49.8 to 43.2, and BERTScore scores
decrease by abo#tpoints, dropping fron82.5to 26.1. One possible explanation is

that although both knowledge corpora offer substantial evidence for summarization,
CoRPUSyg contains a considerable number of irrelevant documents. Consequently,
retrieval models struggle to sift through this larger pool to identify the relatively small
number of relevant documents. This discrepancy underscores the signibcantly greater
challenge posed by the knowledge-intensive setups compared to the traditional QFS,
indicating a need for further research efforts to adapt retrieval models to these realistic
scenarios.

2.8 Conclusion

This chapter introduces a novel knowledge-intensive approach to QFS, aiming to address
the limitations of the traditional QFS setup that relies on the availability of relevant
documents. This approach is tailored for practical scenarios involving highly special-
ized topics, eliminating the dependence on pre-existing document sets. The approach
efpciently retrieves potentially relevant documents from a large-scale knowledge corpus
based on the query. The summarization controller combines an LLM-based summarizer
with a carefully tailored prompt, ensuring the quality of the generated summary. To
assess the effectiveness of our proposed approach compared to strong baseline models,
we introduce a specialized dataset, along with human-annotated relevance labels, to
facilitate comprehensive retrieval and summarization evaluation. Extensive experiments
demonstrate the superior performance of our method, particularly its ability to generate
accurate summaries without relying on the availability of relevant documents initially.
This underscores the versatility and practical applicability of our approach across diverse
query scenarios, thereby contributing to advancements in QFS research.
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Faithfulness Evaluation for
Query-Focused Summarization

In this chapter, we focus on faithfulness evaluation in query-focused textual summariza-
tion. A major challenge in existing summarization systems is OhallucinationO, where
generated summaries contain information that is unsupported or unveripbable by input
documents. To address this issue, recent research has emphasized faithfulness eval-
uation, which assesses whether summaries remain grounded in the input. However,
existing metrics are largely limited to binary classibcation, failing to capture the bne-
grained nuances of faithfulness in real-world scenarios. To bridge this gap, this chapter
addresses the following thesis-level research question:

RQ2 How can we evaluate bne-grained faithfulness of the generated summaries, and
how do existing faithfulness metrics perform?

To develop a deeper understanding of Pne-grained faithfulness evaluation, we examine
the effectiveness of various metrics in distinguishing faithfulness levels across three cat-
egories: full, partial, and no support. We introduce a comparative evaluation framework
that systematically assesses metric effectiveness through correlation analysis, classip-
cation evaluation, and retrieval evaluation, ensuring a comprehensive alignment with
human judgments. Our bPndings reveal that no single metric consistently excels across
all evaluations, highlighting the complexity of Pne-grained faithfulness assessment.
Based on these insights, we provide practical recommendations for the development of
more robust faithfulness metrics.

3.1 Introduction

Large language models (LLMs) have been widely adopted for query-focused sum-
marization thanks to their strong language understanding and generation capabili-
ties. B0, 104 152, 167]. However, LLMs often generate content known as Ohalluci-
nationsOd1, 89, 175, which contradicts established knowledge or lacks veriPcation

This chapter was published as W. Zhang, M. Aliannejadi, Y. Yuan, J. Pei, J.-H. Huang, and E. Kanoulas.
Towards Pne-grained citation evaluation in generated text: A comparative analysis of faithfulness metrics. In
Proceedings of the 17th International Natural Language Generation Conference (JIdaGgs 427D439,
2024.
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3. Faithfulness Evaluation for Query-Focused Summarization

from reliable sources. Mainstream studigs32] aim to mitigate this by using retrieval-
augmented LLMs to generate responses with in-line citations that provide supporting
evidence. One primary challenge is to assess how well a citation supports its state-
ment, as manual evaluation is labor-intensive and time-consuming. Automated citation
evaluation has been explored to reduce reliance on human assess38e8#h [To

this end, faithfulness evaluation metrics are employed as proxies to automatically es-
timate the citation suppor8p, 151]. These metrics measure the faithfulness between
model-generated and sourced text, which aligns closely with the objectives of automated
citation evaluation.

Prior studies in faithfulness metrics have primarily limited this task to a binary
classibcation problenbf, 141], where faithfulness metrics are leveraged to determine
whether a citation supports the associated statement. However, this binary approach fails
to capture the Pne-grained citation support encountered in real-world applications. For
instance, in Figure 3.1, a retrieval-augmented LLM generates a response with multiple
citations given a query. A human assessor labels the brst citatOpartial supportO
since it only supports Othe most humid place in Australia is Macquarie IslandO but
not Owhich is located in the Southern Ocean off the coast of Tasmania.O This partial
support scenario causes noticeable inconsistencies across three different faithfulness
metrics. Therefore, there is a signibcant research need to evaluate the effectiveness of
faithfulness metrics in accurately distinguishing citations in such bne-grained support
scenarios.

To address this issue, we propose a comparative evaluation framework for assessing
the metric effectiveness in bne-grained support scenarios. In our framework, we debne
Gupport level® as the extent to which a citation supports the associated staté@ent [
163. Specibcally, we consider a three-category support level scerfalippartial,
andno support. These categories indicate whether a citation fully, partially, or does
not support the associated statement, respectively. To comprehensively assess the
metricOs effectiveness, we measure the alignment between metric scores and human
judgments with three types of evaluation protocols: Cbrrelation analysis: We
employ it to measure how well metric scores correlate with human judgments. This
analysis highlights the general trend in the relationship between these two variables,
offering insights into their alignment. ZJlassibcation evaluationWe conduct a
classibcation evaluation to assess the metricsO capability to distinguish citations based
on their support levels. This evaluation specibcally measures the accuracy of the metrics
in distinguishing between patrtial, full, and no support scenarios, providing a clear
indication of their effectiveness in three-way classibcation scenarios; detdgval
evaluation:We undertake a retrieval evaluation to assess the metricOs effectiveness in
ranking citations according to their support levels. This is motivated by the observation
that the previous two evaluation protocols assume citations are within statements, which
is not always valid in practice5]. In such cases, faithfulness metrics are adapted
to perform post-hoc retrieval, aiming to retrieve potential citations from a candidate
pool [36, 67]. Thus, retrieval evaluation is crucial for determining the practical utility
of these metric adaptations.

In our experiments, we assess various widely used faithfulness metrics, categorizing
them intosimilarity-basedentailment-basedandLLM-basedmetrics. We Pnd that:

1) No single faithfulness metric consistently outperforms others across three evaluation

28
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8 Query: Where is the most humid place in Australia?
User

Response: According to relative humidity, the most humid|
place in Australia is Macquarie Island, which is located in
the Southern Ocean off the coast of Tasmania [1]. The
island has an average relative humidity of 85%, making it
the most humid place in the country [2].

LLM Citations:
[1] ...In terms of RH, the most "humid" place in Australia is
Macquarie Island, which also happens to be one of the

Human: world's worst climates....
Partial Support

R FactCC: 0.95 AlignScore: 0.53 AutoAlS: 0.16
[o°] (Full Support) (Partial Support) (No Support)
=1
Faithfulness “ ‘ ’I
Metric =

Figure 3.1: An example gfartial supportin citation evaluation. Inconsistent metric
scores are observed when assessing the statement with three faithfulness metrics.

protocols, suggesting that these protocols are complementary and should be integrated
for a comprehensive evaluation of metric performance; 2) The best-performing met-
rics show promise in distinguishing some support scenarios but struggle with others.
This highlights the inherent complexities of automated citation evaluation. 3) Sim-
ilarity-based metrics surpass best-performing entailment-based metrics in retrieval
evaluation. This indicates that entailment-based metrics exhibit higher sensitivity to
noisy data, which is introduced by irrelevant documents in such scenarios.

Our contributions can be summarized as follows:

¥ To the best of our knowledge, we are the brst to systematically investigate the effect
of Pne-grained support levels on faithfulness metrics in the task of automated citation
evaluation.

¥ We propose a comparative evaluation framework to assess the alignment between
metric scores and human judgments. This framework includes three evaluation
protocols to comprehensively evaluate the metric performance.

¥ Our experimental results demonstrate that the best-performing faithfulness metrics
still struggle to identify partially supporting citations, underscoring the inherent
challenges of automated citation evaluation. Based on our Pndings, we offer practical
recommendations for the development of more effective metrics.
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3.2 Related Work

This section outlines two lines of related research: faithfulness evaluation metrics and
citation evaluation.

Faithfulness Evaluation Metrics. Faithfulness evaluation metrics are crucial for
assessing the factual consistency of text generated by models relative to the source text.
It receives great interest within the Peld of natural language generation (MIZ)9,

50, 53Eb5, 167, 169, 185, particularly in abstractive summarizatiofg, 48, 73, 109,

173 174. In general, faithfulness metrics are categorized into three types: entailment-
based, similarity-based, and QA-based metrics. Entailment-based metrics employ
natural language inference (NLI) models to determine if the source text entails the
generated text)7, 43, 77, 164]. Similarity-based metrics, such as BERTScdré€] and
BARTScore 162, quantify text similarity and have demonstrated robust performance
in faithfulness evaluatioMp, 120. QA-based metrics utilize a combination of question
generation and question answering to estimate faithfulness |&21264, 132 145.

In this work, we exclude QA-based metrics from our work, following recent works
suggesting the challenging limitations in these meti@s. [We focus on the extrinsic
evaluation of faithfulness metrics against human judgments in scenarios requiring
Pne-grained citation support.

Citation Evaluation. Citation evaluation seeks to enhance the trustworthiness of
retrieval-augmented LLMs by verifying the support provided by citations to the gen-
erated statementd4, 45, 129 163 170. Given the labor-intensive nature of manual
citation evaluation, there has been a shift towards automated approaches to reduce
dependence on human evaluation. Since the goals of automated citation evaluation align
closely with faithfulness evaluation in NLG, faithfulness metrics are employed to verify
whether a citation supports the corresponding staten®@n®[, 93, 136, 140, 157).

Despite their widespread usage, the effectiveness of these metrics in more practical Pne-
grained citation support scenarios, such as those involving partial support by citations,
has not been adequately addressed. Questions remain about the metricsO capability to
differentiate citations in these bPne-grained scenarios. This work addresses these gaps
by examining the effectiveness of faithfulness metrics across three distinct levels of
citation support: full, partial, and no support.

3.3 Evaluation Framework

In this section, we brst describe our research questions. Building on these, we introduce
the proposed comparative evaluation framework. We begin by formalizing the task
of automated citation evaluation. Subsequently, we detail three distinct evaluation
protocols within this framework, ensuring a comprehensive assessment in alignment
between faithfulness metrics and human judgments. Our framework is demonstrated in
Figure 3.2.

30



3.3. Evaluation Framework

(g s 10-+('$#0) 1)'(2+#t+
$-#. | /01 234887748 |
{/( R "$HO)54"("$HO) ‘ ’I

! oavene a<vser | 1
L =27H WBATT'8 :‘i 34$-#*4"( 54"("$#0)

101&%8&*23)*/+)1#4*)/01&%)5,-"+)
&)104*$-,&-)&4)6-"70-$&+)84,-'%9

[z"#"ss%w" 1" HSY6& () H)$+, 48 +)

(Y8 8
1#4%)>/018%>)5,-")&)104%- &)
84)6-"70-$8+)84,-9%3)2/&")-, A#)

) +$14)#,)<=3)*/+)

24$4Y)",&1-+4:0
Figure 3.2: The overview of the proposed comparative evaluation framework. A
faithfulness metric assigns scores to given statements and their corresponding citations.
Subsequently, our framework comprehensively assesses the alignment between these
metric scores and human judgments by employing correlation analysis, classibcation,
and retrieval evaluation.

3.3.1 Task Formulation

We brst formalize the task and then categorize the different levels of faithfulness. The

task objective is to automatically quantify the support level of a citation based on the

citation and its associated statement. In this work, we assume access to a dataset for

automated citation evaluation, comprising pairs of statements and their corresponding

citations, denoted &%, ¢|). Eachs; is a statement from the s8tof all statements

produced by an LLM, and eadh is a citation from a se€ of citations returned by the

LLM. We categorize the citations into three distinct support levels: full, partial, and no

support. We adopt the dePnition of these support levels from Liu et al. [99]:

¥ Full Support (FS): the citation fully supports every detail in the statement.

¥ Partial SupportR9): the citation supports certain aspects of the statement, while
other details remain unsupported or are contradicted.

¥ No Support NS): none of the content in the statement is supported by the citation.
For instance, the citation is entirely irrelevant or contradicts the statement.

To this end, without loss of generality, we debPne a faithfulness metric as a scoring

function, denoted aB (s;,¢) " R*. For any given statemest and its associated

citationg;, this scoring function provides a numeric score that indicates the extent of

support provided by the citation to the statement.

3.3.2 Evaluation Protocols

We brst outline the evaluation goal and then debne the three key evaluation aspects
we focus on. The objective of evaluation protocols is to comprehensively assess the
extent to which metric scores align with human judgments. In this work, we assess this
alignment across three distinct dimensiotrelation, classification performance,
andretrieval effectiveness.

Correlation Analysis. The correlation analysis measures the general trend in the
relationship between metric scores and human judgments. Previous res&ad(]

has employed correlation analysis to meta-evaluate faithfulness metrics in abstractive
text summarization. They involve measuring the extent to which metric scores align
with binary levels of faithfulness, which are annotated by human assessors as either
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faithful (1) or unfaithful Q). Inspired by them, we adapt correlation analysis to the
task of automated citation evaluation. Specibcally, given the statements and their
associated citations, we assess how well predicted metric scores correlate with human-
annotated support levels. To facilitate correlation analysis, we assign support levels
{FS PS NS} tovalues 0, 1, 2}. We then utilize standard correlation metrics to assess
metric performance. The details are shown in Section 3.5.3.

Classification Evaluation. In addition to correlation analysis, we perform classibca-
tion evaluation to determine the metricOs effectiveness in discriminating citations based
on their support level. Specibcally, the metrics need to categorize a citation into one of
three support leveld=S, PS NS. Notably, existing faithfulness metrics do not apply

to this three-way classibcation scenario, as they are unable to accurately determine the
extent to which a statement is partially supported by its corresponding cit&n [

To address this issue, we adopt a one-vs-one strategy by effectively decomposing the
three-way classibcation into three binary classibcation task settings: (i) Full Support vs.
No Support (FS-vs-NS), (ii) Full Support vs. Partial Support (FS-vs-PS), and (iii) Partial
Support vs. No Support (PS-vs-NS). For each binary classibcation task setting, we
construct a specialized dataset comprising only instances with the corresponding binary
support levels derived from the original dataset. We assess the performance of metrics
on these tailored binary datasets using standard binary classibcation evaluation metrics.
The overall metric performance is then computed by averaging the results across all
binary tasks.

Retrieval Evaluation. The objective of retrieval evaluation is to measure the metricOs
effectiveness in ranking citations according to their support levels. This evaluation is
motivated by the observation that previous correlation and classibcation evaluations
presuppose the presence of citations within generated statements. However, real-world
scenarios frequently present instances where citations are absent or irrelevant, high-
lighting the need for post-hoc retrieval to enhance citation qualidy99]. In post-hoc
retrieval, candidate documents are retrieved to form a pool of potential citations using
information retrieval technique$9]. Faithfulness metrics are then employed to rank
citations based on their predicted metric scores, aiming to identify the citation with
the highest support level. Ideally, a faithfulness metric should rank fully supporting
citations at the top, followed by partially supporting citations, and Pnally non-supporting
citations. Similar to correlation analysis, we assign support l§e$ PS NS} to rel-
evance label§2, 1, 0}. The metric effectiveness is assessed using standard information
retrieval evaluation metrics. This evaluation also provides a deeper understanding of
metric performance in post-hoc citation retrieval scenarios.

3.4 Faithfulness Metrics

In our experiments, we evaluate diverse faithfulness evaluation metrics, dividing them
into similarity-based, entailment-based, and LLM-based metrics. Similarity-based
metrics assess the support levels mainly based on the degree of similarity between the
citation and the associated statement. Entailment-based metrics leverage pre-trained
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NLI models to estimate the support levels based on the likelihood that the citation entails
the statement. LLM-based metrics directly prompt LLMs to measure the support levels.

3.4.1 Similarity-Based Metrics

BERTScore [166 adopts BERT 17] to measure semantic similarity between a pair of
texts by aggregating cosine similarity among token-level BERT representations without
further Pne-tuning. Itis commonly used in different NLG tasks as a strong baseline. We
report the precision version of BERTScore since it correlates more with human judg-
ments in faithfulness evaluatioh?(. We use recommendettberta-xlarge-mnli

[39] as the backbone model.

BARTScore [162 adopts BART B3] to measure the similarity between two texts based

on the conditional log-likelihood of generating the target text from the source text. In
our experiments, we leverage the faithfulness version of BARTScore, in which we treat
the citation and the statement as the source and target text, respectively. We use the
BART model Pne-tuned on the CNN/DailyMail dataset [41] as the backbone model.

3.4.2 Entailment-Based Metrics

FactCC [73] is a BERT-based model to verify whether a generated text is faithful to a
source text, which is bne-tuned on synthetic training data containing simulated examples
with different factual errors73]. This metric is also widely used for faithfulness
evaluation to predict whether or not the text is factual in abstractive text summarization.

SummaC [77] is a RoBERTa-based modelQ3 Pne-tuned on NLI datasets. This
metric splits source and generated texts into sentences, computes entailment scores for
each pair, and aggregates these scores to obtain the pPnal faithfulness score. It has two
variants: (i) Summags is a zero-shot version that is only pre-trained on NLI datasets;

(i) SummaCqn, adds extra convolutional layers and is further Pne-tuned on synthetic
training data proposed in Kryscinski et al. [73].

AutoAlS [43]is a T5-11B [L28 model trained on a collection of NLI datasets, which

is commonly used in recent automated citation evaluation. As the original output of
AutoAlS is a numeric, either 010 (faithful) or O00 (unfaithful), we utilize the generated
token probability of 010 as the predicted metric score.

AlignScore [164] further Pne-tunes a ROBERTa-based modé with a unibed align-

ment loss function. To this end, a unibped dataset containing a variety of related natural
language processing datasets has been collected, such as NLI, question answering, and
fact veribcation datasets. In this work, we adaptitinge version as it demonstrates

the best performance in many downstream tasks.

3.4.3 LLM-Based Metrics

In addition to established faithfulness metrics, we utilize LLMs as faithfulness evalu-
ators for comparison. Specibcally, we introduce two prompting methods as follows:
(i) Discrete scoring prompts the LLM to assign discrete scores from theOséf2

for a given statement and its citation, whéel, and2 indicate no support, partial
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Prompt Name Prompt Content

Discrete Scoring  Instruction:
Your task is to quantify how well a provided citation supports a given
statement. You should predictéscretescore from the sd{0, 1, 2},
where0, 1, 2 represent that the statement is not supported, partially
supported, and fully supported, respectively. LetOs think step by step.

Statement: { statemerjt
Citation: { cited text chunk

Prediction:
Continuous Instruction:
Scoring Your task is to quantify how well a provided citation supports a given

statement. You should predictc@ntinuousscore between 0 and 1
(inclusive), where 0 is not supported, 1 is fully supported, and a Roat
value between 0 and 1 is partially supported. LetOs think step by step.

Statement: { statemerjt
Citation: { cited text chunk

Prediction:

Table 3.1: Detailed prompts for discrete and continuous scoring methods in LLM-based
faithfulness metrics.

support, and full support, respectively; @pntinuous scoring prompts the LLM to
assign continuous scores in the raifigel] for a given statement and its citation. Here,
1 indicates full supportQ indicates no support, and values between 0 and 1 indicate
partial support.

In the experiments, we employ the latest version of GPT5-8.5-turbo-0125 )
as the base model. Moreover, we utilize the chain of thought (CoT) meftipd49 to
enhance the reasoning capabilities of the LLM. We use GPT-3.5-DIS and GPT-3.5-CON
to denote GPT-3.5 using discrete and continuous scoring methods, respectively. The
detailed prompts are shown in Table 3.1.

3.5 Experimental Setup

In this section, we present the research questions and the dataset employed in our
experiments. We then detail the evaluation metrics integrated into our proposed frame-

work, which are designed to assess the effectiveness of faithfulness metrics in capturing

alignment with human judgments.

3.5.1 Research Questions

In this chapter, we aim to address the following chapter-level research questions, which
are formulated based on the thesis-level research qud?@@n
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Human Judgment # Statement-Citation Pair

Full Support 6,616
Partial Support 1,445
No Support 4,620
Total 12,681

Table 3.2: Data statistics of the GenSearch dataset. Each pair has been annotated by
human assessors based on three categories: full, partial, and no support.

RQ2.1 How do existing faithfulness metrics perform within our evaluation framework?

RQ2.2 What insights can be derived from the evaluation results, and how can they
inform practical recommendations?

3.5.2 Datasets

In our experiments, we utilize the GenSearch dat@@tds our evaluation benchmark,
which consists of data from generative search engines (GSE) like BingQlrase

GSEs represent commercial applications of retrieval-augmented LLMs. As depicted in
Figure 3.1, each example includes a user query and a corresponding response generated
by the GSE. The user queries are sourced from various QA dat28ef#5]. Each
response consists of multiple statements, each containing in-line citations linking to
web documents. Notably, these statements are supported by one or more citations. For
this benchmark, human assessors are enrolled to annotate each statement-citation pair
based on the degree to which the citation supports the associated statement.

Data Statistics. The GenSearch dataset comprises a totaPp81 statement-citation

pairs. For each pair, human assessors categorize the citation into one of three categories
of support levels: full, partial, or no support. The details of data statistics are shown in
Table 3.2. Notably, for citations classibPed under the full or partial support categories,
human assessors additionally extract explicit evidence sentences from the citation that
support the associated statement.

Data Processing. While the GenSearch dataset aligns well with our research objec-
tives, we encounter a signibpcant challenge: the extensive length of most citations within
the dataset. These citations often comprise a web document with thousands of words,
far exceeding the maximum input capacity of most faithfulness metrics, which is limited

to 512tokens. This limitation necessitates input truncation, potentially compromising
the reliability of faithfulness metrics. To mitigate this issue, we adopt a strategy similar
to previous studieslfe4]. Specibcally, we segment each cited document into shorter text
chunks, with a maximum length a60words per chunk. These text chunks, along with
their corresponding statements, serve as the inputs for the faithfulness metrics to predict

https://www.bing.com/chat

35


https://www.bing.com/chat

3. Faithfulness Evaluation for Query-Focused Summarization

Metric Pearson Spearman Kendall
LLM-based
GPT-3.5-CON  0.023 0.057 0.035
GPT-3.5-DIS 0.101 0.181 0.128
Entailment-based
FactCC 0.121 0.199 0.140
SummaGs 0.364 0.180 0.137
SummaGony 0.565 0.444 0.342
AlignScore 0.585 -0.488 0.393
AutoAIS 0.638 0.639 0.547
Similarity-based
BERTScore 0.542 0.227 0.170
BARTScore 0.598 0.235 0.176

Table 3.3: Correlation coefbcients between human-annotated support levels and metric
scores on the GenSearch dataset. The best and second-best correlations are marked in
bold and_ underlingrespectively.

metric scores. Furthermore, to determine human judgments for the text chunks, we
employ the Jaccard similarity index to identify text chunks containing human-annotated
evidence sentences, classifying them as either fully or partially supporting text chunks.

3.5.3 Evaluation Metrics

We report Pearson, Spearman, and Kendall coefbcients for correlation analysis, as
recommended by previous researtB(. In terms of classibcation evaluation, fol-
lowing previous studiesi3, 107], we report the macro-averaged Receiver Operating
Characteristic-Area Under Curve (ROC-AUC) score, as it obviates the need for manual
threshold setting for each binary classibcation task. Moreover, to capture the com-
prehensive performance across all binary classibcation tasks, we compute and report
the macro-averaged ROC-AUC score. For retrieval evaluation, we report standard
normalized discounted cumulative gain (NDCG@n) scores whér¢ 5, 10, 20} .

3.6 Results and Analyses

To addresfQ2.1, we discuss the performance of faithfulness metrics across three dis-

tinct evaluation protocols. Subsequently, we conduct a qualitative analysis through case
studies. Based on the observations, we discuss our main implications, offering practical
recommendations to improve metric effectiveness in automated citation evaluation.

3.6.1 Correlation Results

The correlation results are demonstrated in Table 3.3. The following observations can be
made: 1) The best-performing metrics reveal moderate correlations when analyzed using
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Category Metric FS-vs-NS  FS-vs-PS  PS-vs-NS  Overall
LLM-based GPT-3.5-CON 54.80 54.13 51.60 53.51
GPT-3.5-DIS 57.84 52.79 55.48 55.37
" FactcC 68.45 6258 56.39 62.47
SummaGs 78.60 72.96 58.67 70.08
Entailment-based Summany 85.01 78.74 61.84 75.20
AlignScore 90.79 ~81.41 69.78 80.66
AutoAlS 92.61 82.31 73.90 82.94
S|m|lar|tybasedBARTSC0re """""" 87.43 7542 7134 78.07
BERTScore ~91.55 75.94 78.72 82.07

Table 3.4: Classibcation performance of faithfulness metrics regarding ROC-AUC
score (%) on the GenSearch dataset. The overall performance is the macro-averaged
performance of three binary classibcation settings. The best and second-best scores are
marked inbold and underlinerespectively.

the Pearson coefbcient. For instance, AutoAlS achieves the highest Pearson coefbcient,
recording a value 00.638 largely surpassing the second-best BARTScore, which
posts a coefpcient @598 2) There is notable variation in correlation trends among
high-performing metrics. BARTScore shows the second-best Pearson correlation but
much lower Spearman and Kendall correlations. This divergence likely arises from the
Pearson coefbcientOs assumption of linear relationships between two variables, which
is often invalid in automated citation evaluation. 3) Similarity-based metrics generally
show lower Spearman and Kendall correlations compared to Pearson. For instance,
BERTScore has a substantial Pearson correlatidhm#2 but lower Spearman and
Kendall correlations 00.227and0.170. This indicates that similarity-based metrics

do not align well with human judgments, highlighting their limitations in Pne-grained
support scenarios. 4) LLM-based metrics show little correlation with human judgments
among all correlation coefbcients, with the correlation of the GPT-3.5-CON metric
being almost zero. This Pnding suggests a negligible relationship between LLM-based
metric scores and human judgments. Furthermore, the GPT-3.5-DIS metric signibcantly
outperforms GPT-3.5-CON, highlighting that more Pne-grained support levels present
greater challenges in correlation analysis.

3.6.2 Classibcation Results

Table 3.4 presents the results of the classibcation evaluation. The observations can be
summarized as follows: 1) Among all three binary classibcation task settings, most
faithfulness metrics demonstrate superior performance in the FS-vs-NS setting. Notably,
entailment-based AutoAlS achieves the highest ROC-AUC scd2.61, which shows
signibcant discriminability between full support and no support instances. This can be
attributed to its much more extensive parameters compared to other entailment-based
metrics. 2) We observe the performance decline across the other two settings (i.e.
FS-vs-PS and PS-vs-NS). For instance, when comparing the FS-vs-NS and PS-vs-NS
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NDCG@5
NDCG@10

08 NDCG@20

0.0

GPT-35-DIS  GPT-3.5-CON FactCC SummacZS  SummacConv AlignScore AutoAIS BERTScore BARTScore
Faithfulness Metrics

Figure 3.3: Retrieval performance of faithfulness metrics regarding NDCG@n scores on
the GenSearch dataset. Note that we assign relevance Zalielnd0 to full, partial,
and no support, respectively (shown in the color).

settings, the ROC-AUC score of AutoAlS diminishes fré®61 to 73.90. This decline
indicates that even the best-performing metric struggles with granular sensitivity to
varying levels of support. 3) While entailment-based AutoAlS generally surpasses other
metrics, it is outperformed by similarity-based BERTScore in the PS-vs-NS setting.
Interestingly, while most metrics perform worst in this setting, BERTScore shows
its least effectiveness in FS-vs-PS. This highlights the unique prediction behaviors of
different metrics across binary classibcation settings. 4) The performance of LLM-based
metrics signibcantly lags behind other metrics. For instance, GPT-3.5-DIS achieves
only a ROC-AUC score 057.84 in the FS-vs-NS setting, markedly lower than the
best-performing AutoAlS, which achieves a ROC-AUC scor8261. Furthermore,

the overall performance of LLM-based metrics approaches random guessing. This
underscores the inefbcacy of LLM-based metrics in distinguishing Pne-grained support
levels.

3.6.3 Retrieval Results

Figure 3.3 presents the results of the retrieval evaluation. The key Pndings are as
follows: 1) Similarity-based metrics, BARTScore and BERTScore, outperform other en-
tailment-based metrics in all NDCG@n scores. For instance, entailment-based AutoAlS
exhibits weaker NDCG @5 scores than BARTScore. This is likely because entailmen-
t-based metrics are more sensitive to noisy information than similarity-based metrics,
as many irrelevant documents exist in retrieval scenarios. It suggests the need for the
robustness improvements of metrics in post-hoc retrieval scenarios. 2) The best-perform-
ing BERTScore achieves more than twice the NDCG@n scores compared to LLM-based
metrics. This result suggests that LLM-based metrics are ineffective in ranking docu-
ments with higher support levels. A plausible explanation is that LLM-based metrics
lack Pne-grained sensitivity to variations in support levels. Interestingly, our observa-
tions reveal that GPT-3.5-CON surpasses GPT-3.5-DIS, highlighting the advantage of
Pne-grained scoring methods in retrieval evaluation. 3) NDCG@n scores effectively
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Error Reason Example

The citation does  Statement: Others believe tha performance-enhancing drugshould be

not explicitly allowed in sports.
mention Citation: However, if children are allowed to train as professional athletes,
coreference. then they should be allowed to ta the same drugsprovided that they are

no more dangerous than their training is . ..
Human Judgment: full support
Metric Score: 0.055 (no support)

The complex Statement: Love leads to growth while being in love is about ownership
statement includes ...

independent Citation: C Growing to love the real person and accepting who they are,
claims. with both strengths and weaknesses, can make a wonderful difference in your

relationship,0 McCoy says . ..
Human Judgment: partial support
Metric Score: 0.0004 (no support)

The citation is Statement: Carpal tunnel syndrome can be treated with various methods,
semantically including wrist splinting, anti-inBammatory medication , and surgery.
similar but Citation: If diagnosed and treated early, the symptoms of carpal tun-
non-supporting. nel syndrome can often be relievi without surgery. If your diagnosis

is uncertain or if your symptoms are mild, your doctor will recommend
nonsurgical treatment prst...

Human Judgment: no support

Metric Score: 0.52 (partial support)

Table 3.5: Case study of the faithfulness metric Auto/ Green phrasesndicate sup-

ported content in the statement and corresponding supporting evic Red phrases
indicate unsupported content in the statement and corresponding misleading information
in the citation.

capture the performance variations as the number of text chunks increases. For instance,
as the chunk count increases, BARTScore shows a marginal performance improvement,
while FactCC exhibits a more pronounced enhancement (@:648to 0.710).

3.6.4 Case Study

Table 3.5 presents three cases of AutoAlS. In the brst example, human judgment
indicates full support. AutoAlS incorrectly assigns a very low score. This may be
due to the lack of explicit mention of drug coreference in the cited text chunk. This
indicates coreference resolution remains a signibcant challenge in automated citation
evaluation. In the second example, human judgment indicates partial support. The
complex statement implicitly contains two independent claims that require veribcation.
However, the provided citation fails to offer sufbcient evidence, resulting in an almost
zero metric score. In the third example, human judgment indicates no support. The
given citation is semantically similar to the statement, leading to a metric score of partial
support. Despite this semantic similarity, specibc treatments mentioned in the statement,
such as wrist splinting, are not explicitly referenced in the citation.
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3.7 Discussions

To addresfRQ2.2, we begin by discussing the implications derived from the experi-
mental results. Building on these insights, we then offer practical recommendations for
developing more effective faithfulness metrics in Pne-grained scenarios.

3.7.1 Implications

Overall, our results across three evaluation protocols indicate that the evaluation pro-
tocols are complementary and should be integrated for a comprehensive assessment
of metrics. For instance, AutoAlS achieves the best performance in correlation anal-
ysis and classibcation evaluation, yet it underperforms in retrieval evaluation. This
inconsistency also reveals that the best-performing metrics are insufpciently effective
in addressing Pne-grained support-level scenarios. Particularly, they fail to effectively
distinguish partial support from either full or no support scenarios. When comparing
entailment-based metrics with similarity-based metrics, a notable shift in performance
ranking is observed between the classibcation and retrieval evaluations. Specibcally, the
similarity-based BARTScore advances from fourth to prst place, whereas the entailment-
based AutoAlS declines from the top position to third place. This shift may be attributed
to the higher sensitivity of entailment-based metrics to noisy data, which is introduced
by irrelevant documents in retrieval scenarios. This suggests the need for improving the
robustness of entailment-based metrics against irrelevant documents. Moreover, we bnd
that LLM-based metrics underperform signibcantly smaller-scale metrics across the
three evaluation protocols. This indicates that currently, traditional faithfulness metrics
are still more effective than LLM-based metrics for Pne-grained citation evaluation.
However, we believe that LLM-based metrics are promising regarding explainability as
they include intermediate reasoning steps.

3.7.2 Practical Recommendations

Based on the evaluation results, we further propose the following practical recommen-
dations to develop more effective metrics for automated citation evaluation:

1) Development of training resources: Motivated by the observation that the best-
performing metrics still struggle with identifying partial support, we recommend
the development of training resources that include Pne-grained support level
annotations. These resources could signiPcantly enhance the metricsO Pne-grained
sensitivity to varying support levels.

2) Introduction of contrastive learning: To improve the robustness of metrics in
post-hoc retrieval scenarios, we recommend Pne-tuning metrics using contrastive
learning frameworks. This method has demonstrated effectiveness across various
information retrieval tasks [59].

3) Development of more explainable metrics: Traditional faithfulness metrics
often only provide Pnal scores without sufbcient explainability3. This
limitation hinders a deeper understanding of the modelsO behavior. Therefore,
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3.8. Conclusion

it is crucial to develop more explainable faithfulness metrics, potentially using
large language models (LLMS).

3.8 Conclusion

This chapter proposes a comparative evaluation framework to explore the efpcacy of
faithfulness metrics beyond the binary scenario by examining three levels of citation
support. Our framework employs correlation analysis, classibcation evaluation, and
retrieval evaluation to measure the alignment between metric scores and human judg-
ments. Experimental results reveal that no single metric consistently excels across all
evaluation protocols, indicating the complexity of automated citation evaluation and the
limitations of existing faithfulness metrics. We provide practical suggestions based on
the bndings.
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Improving Reasoning for QFS
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Query-Focused Multi-Table
Summarization

In this chapter, we investigate query-focused table summarization, a task that condenses
tabular data into concise, informative textual summaries. Existing approaches often
fail to fully meet usersO information needs and quality expectations, overlooking the
complexities of real-world queries that frequently require integrating information from
multiple data sources. To address these challenges, this chapter explores the following
thesis-level research question:

RQ3 How can we develop an effective framework and data resources for query-focused
multi-table summarization?

To this end, we introduc® FMTS, a novel framework for query-focused multi-table
summarization. Our approach integrates a table serialization module with a summa-
rization controller based on a large language model, enabling the generation of query-
dependent summaries from multiple tables. To support research in this domain, we
present a comprehensive dataset tailored for this task, contaiy®@@9 query-summary

pairs linked to multiple tables. Extensive experiments on this dataset demonstrate the
effectiveness of our proposed method over baseline approaches. Our bndings offer
insights into the challenges of complex table reasoning and contribute to advancing
research in query-focused multi-table summarization.

4.1 Introduction

Table summarization involves the distillation of information from tabular data into

a succinct format, typically a clear and human-readable description or textual table
summary. This process aims to capture the key insights or trends encapsulated within
the table, allowing for easier comprehension and interpretation by hurt@n&1f

98, 102 139. Traditional methods of table summarization take a single table as input
and produce a bxed textual summad@,[165. However, the bxed nature of table

This chapter was published as W. Zhang, V. Pal, J.-H. Huang, E. Kanoulas, and M. de Rijke. QFMTS:
Generating query-focused summaries over multi-table inpufrdoeedings of the 27th European Conference
on Artibcial Intelligence (ECAJ)pages 3875D3882, 2024.
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summaries generated by these traditional approaches often falls short of meeting usersO
information and quality requirements adequately. The quality of a summary plays a
pivotal role in its utility. For instance, in business contexts, table summaries often
play a critical role in shaping future business strategies, with their quality directly
inBuencing the judgments of decision-makers. Poor-quality summaries may fail to
capture essential aspects, leading to a misrepresentation of the data and conveying an
inaccurate perspective.

To enhance the effectiveness of conventional table summarization, Zha§latjl.
proposes to leverage textual queries as a starting point to generate query-dependent
table summaries aligned with usersO® information needs. Their approach accepts a
single table and a user-specibed textual query as inputs, generating a description or
statement tailored to the queryOs focus as output. However, in Zha@l@®jlthe
authors presume that fulblling the information requirements of a given query depends
solely on data from a single table. This assumption overlooks the complexity of real-
world scenarios, which frequently demand information from multiple data sources.
Consequently, the intricate nature of real-world queries highlights the necessity for
integrating information from multiple tables to address them effectively.

LetOs consider a practical scenario depicted in Figure 4.1 to understand how humans
address complex real-world queries. For instance, the qWhaCare the names of the
teachers who teach courses and how many courses do they @aaetigils two distinct
information requirements B teachers® names and their course teaching details. While
theTeacher table in Figure 4.1 provides the teachersO names, relying solely on this
table is insufpcient to generate a complete query-focused table summary. To completely
address the query, we require data from another table, such @stiise Arrange
table in Figure 4.1, which contains information about course arrangements for teachers
listed in theTeacher table. By performing tabl@in (i.e., multi-table reasoning) and
count(i.e., arithmetic reasoning) operations, we can determine the number of courses
taught by each teacher. Thus, addressing such a common real-world complex query
involves employing multi-table reasoning and arithmetic reasoning. This practical and
challenging scenario remains largely unexplored, underscoring the necessity for further
exploration and advancement in this domain.

Motivated by the above observation of how humans handle such a scenario and
aiming to bridge this research gap, we propose a new method designed to tackle
the aforementioned practical and challenging situation: query-focused multi-table
summarization. Our proposed approach involves taking multiple tables and a user-
debned query as inputs, aiming to generate a query-relevant textual summary based on
the inputs. The proposed approach primarily comprises a table serialization module, a
summarization controller, and a large language model (LLM). The Bowchart illustrating
our proposed method is provided in Figure 4.2 to aid comprehension. Additionally,
in light of the absence of an existing dataset for our introduced task, and to validate
the effectiveness of our proposed query-focused multi-table summarization method,
we create a query-focused multi-table summarizat@RMTS) dataset. This dataset
comprised}, 909 query-summary pairs, each pair associated with multiple tables. For
further details about our proposed dataset, please refer to Section 4.4.

In our comprehensive experiments, we assess the effectiveness of the proposed
query-focused multi-table summarization method using our deidell T S dataset.
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The experimental bndings demonstrate the superiority of our approach over baseline
methods, shedding light on the challenges encountered by existing models in performing
complex table reasoning to produce precise table summaries. To the best of our knowl-
edge, we are the brst to address the task of query-focused multi-table summarization.

Our primary contributions can be summarized as follows:

¥ Introduction of Query-Focused Multi-Table Summarization: We introduce a
novel method tailored for query-focused multi-table summarization, aiming to over-
come limitations present in current approaches that predominantly target single-table
summarization. Our proposed method comprises a table serialization module, a
summarization controller, and a large language model (LLM), offering a structured
framework to tackle the complexities inherent in the task of query-focused multi-table
summarization.

¥ Development of a Comprehensive Dataset: We develop &@QFMTSdataset specip-
cally tailored for the query-focused multi-table summarization task. QR TS
dataset consists d@f 909 query-summary pairs, each intricately linked with multiple
tables. It will serve as a valuable resource for researchers in this beld, facilitating the
exploration and validation of proposed methods in the future.

¥ Extensive Experiments: We conduct comprehensive experimental validation of
our proposed query-focused multi-table summarization method using the introduced
QFMTSdataset. Our experimental results demonstrate its effectiveness over baseline
methods and provide insights into the challenges encountered in complex table
reasoning for precise summarization.

4.2 Related Work

In this section, we briel3y review recent developments in the related areas of table
summarization and query-focused summarization. We also highlight our unique contri-
butions in contrast to these existing studies.

4.2.1 Table Summarization

Table summarization involves generating a concise and informative summary from a
given table. To address this task, prior resea6th 102 165 has primarily focused on
summarizing the entire table without explicitly addressing usersO specibc information
needs. However, in real-world applications, users frequently seek targeted information
from table segments, underscoring the importance of generating personalized table
summaries. Although Zhao et §.79] introduced the initial human-annotated dataset

for query-focused table summarization, their study restricted to single-table scenarios,
lacking consideration of multi-table reasoning such as operations involvingjtétle
andunion In contrast. our work presents two primary distinctions: brst, we leverage
LLMs to assist in the data annotation; second, our proposed method addresses complex
gueries that necessitate the integration of information across multiple table contexts.
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Figure 4.1: An example of query-focused multi-table summarization. Summarization
models should combine the information from the two tables to produce a summary
tailored to the query.

4.2.2 Query-Focused Summarization

Query-focused summarization is designed to generate textual summaries based on a spe-
cibc query and a collection of relevant contexts. This research beld has been extensively
investigated with textual inputd b, 167, 168 173. Traditional studies]54, 155 have

faced challenges due to the scarcity of large-scale datasets, often resorting to distant
supervision signals from adjacent belds such as generic summarization to enhance
summarization performance. Additionally, recent efforts have been directed towards
creating synthetic large-scale dataseid, [4, 80, 104). Despite these advancements,

the application of query-focused summarization to tabular data remains relatively un-
explored [L79, especially in scenarios where queries span multiple tables. This study
seeks to bridge this gap by exploring the efbcacy of query-focused summarization in
multi-table contexts.
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Figure 4.2: Overview of the proposed approach. Our approach integrates a table serial-
ization module with a summarization controller. Initially, a set of tables is transformed
into textual representations through the table serialization module. Subsequently, the
summarization controller directs an LLM to perform table reasoning and produce a
summary specibcally tailored to a given query.

4.3 Methodology

This section formulates the task of query-focused multi-table summarization and details
our proposed approach. As illustrated in Figure 4.2, our approach comprises two
primary components: a table serialization module and a summarization controller.

4.3.1 Task Formulation

Query-focused multi-table summarization, denote@&MTS, involves generating a
coherent and informative summary aimed at addressing a user query across multiple
tables. Specibcally, given a natural language qaeamd a set of input tableE =
t1,...,tk, a query-focused multi-table summarization model systematically engages in
table-based reasoning across the contents idlated tog, aiming to produce a textual
summarys that effectively resolves the user query while maintaining factual accuracy
and comprehensiveness.
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Joint Reasoning and Phase 1: Reasoning
Summarization Prompt 1
Objectives: A description of table formats
Prompt and task objectives of table reasoning.
Objectives: A description of table Reasoning over Table:
formats and task objectives of joint Instructions for performing reasoning over
table reasoning and summarization. tables to output query-relevant facts.

Query: {Input query}

Reasoning over Table: Table 1: {Input table 1}
Instructions for performing reasoning Table 2: {Input table 2}
over tables to identify query-relevant
facts implicitly. Phase 2: Summarization

Prompt 2
Objectives: A description of task objectives
of summarization.

Generating a Summary:
A description of summary requirements

Query: <{Input query} Generatin .
g a Summary:

Table 1: {Input table 1} A e £ .

Table 2: {Input table 2} description of summary requirements.

Query: {Input query}
Facts: {output facts from Phase 1}

(1) Direct Summarization (2) Reason-then-Summarize

Figure 4.3: Two distinct approaches of the summarization controller: (1) Direct Sum-
marization, (2) Reason-then-Summarize. The former tackles the proposed task in an
end-to-end manner. In contrast, the latter tackles the task across two independent phases.

4.3.2 Table Serialization

Given that our approach is based on LLMs, which process only textual data, it necessi-
tates a table serialization to transform input tabular data into a textual format suitable
for processing. In this work, we utilize a technique known as table linearization, which
is widely used in table-to-text generation tas8,[101, 113 121]. This technique
transforms a table into a textual, sequential format using designated sentinel words.
Specibcally, a table identibed by its namame, consisting oim rows andn columns,

is linearized as follows:

table_name: name col:hy |...]hy
rowl:cp1|...]Cpn... rowm:Cna|...|rmn-

whereh; andc; stand for thg -th column header anidth row andj -th column cell,
respectively.

4.3.3 Summarization Controller

Given a query and the corresponding linearized tables, our proposed summarization
controller efbciently generates a comprehensive summary. This is achieved by inte-
grating an LLM, such as GPT-3.819, with a carefully designed prompting-based
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method. In this work, we explore two distinct methodkrect summarizatiorand
reason-then-summarizevhich are depicted in Figure 4.3. The complete prompts for
the proposed methods are demonstrated in Appendix 4.C.

Direct Summarization. Direct summarization (DirectSumm) enables the LLM to
jointly perform table reasoning and summarization in an end-to-end manner. We brst
present the linearized structure of table formats as outlined in Section 4.3.2, aiming to
improve the LLMOs understanding of tabular data. Given the query and linearized tables,
we then prompt the LLM to perform table reasoning across multiple tables to identify
guery-relevant facts implicitly. i.e., these facts are not explicitly generated by the LLM.
Itis worth noting that the facts include numerals and entities that address the information
needs of the query. Furthermore, we adopt chain-of-thought (CoT) style prompting
methods 71, 149 using the directiveDLetOs think step by sted@@is enhances the
LLMOs reasoning ability. Lastly, we instruct the LLM to synthesize the query with
the identibed query-relevant facts into a comprehensive summary, while adhering to
constraints such as summary length. It is worth noting that the LLM-generated response
includes both the query-relevant facts and the summary.

Reason-then-Summarize. Inspired by the establisheetrieve-then-generatgaradigm 58,

84], we introduce a novel approach termeshson-then-summarizgReason-then-
Summ). This approach tackles the proposed task in sequential phases. The brst phase
exclusively focuses on enabling the LLM to perform table reasoning across multiple
tables based on the query and linearized tables. As a result, the LLM identipes and
extracts query-relevant facts from the tables. In the second phase, we prompt the LLM
to synthesize a comprehensive summary based on the query and the previously extracted
query-relevant facts. The comparison between DirectSumm and Reason-then-Summ
offers a clearer understanding of the challenges inherent in an end-to-end system for
executing the stipulated summarization task.

4.3.4 Research Questions

To address the thesis-level research questi@3, we decompose it into the following
chapter-level research questions:

RQ3.1 How can we construct a high-quality dataset to support research on our task,
and how can the quality of this dataset be effectively evaluated?

RQ3.2 How can we comprehensively assess model performance, and how does our
proposed framework compare with existing models on this task?

RQ3.3 To what extent do automated evaluations align with human judgments?

4.4 Dataset Construction

To addresfQ3.1, we present our automated pipeline for constructing the dataset and
evaluating its quality. To validate the effectiveness of our proposed method, we develop
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4. Query-Focused Multi-Table Summarization

Table 4.1: Comparisons between our dataset and existing table summarization datasets.
Our dataset is the only one tailored for query-focused multi-table summarization,
supporting both numeric and multi-table reasoning.

Statistics Reasoning

Dataset # Example # Table per Example # Words in SummanNumeric Multi-Table

ROTOWIRE [81] 4,953 1.0 337.1 ! !
SciGen [111] 1,338 1.0 116.0 " !
NumericNLG [139] 1,355 1.0 94.2 " !
QTSumM [179] 7,111 1.0 68.0 . !
QFMTS 4,909 1.83 58.5

a novel dataset specibcally tailored for the query-focused multi-table summarization
task. This section outlines the dataset construction process, including data annotation
and quality assessment.

Source Data. We build our dataset on top of the Spider data&éf]. The Spider
dataset, originally designed for semantic parsing and text-to-SQL tasks, comprises
10, 181 natural language queries. These queries are paired with complex SQL queries
and one or more tables from various relational databases. In this work, we construct
input queries and tables from original textual queries and their corresponding tables
to develop our dataset. We utilize SQL queries for data annotation, as detailed in
the following subsection. Additionally, our analysis shows that ®@86 of queries

in the original dataset have only a single table. This high proportion of single-table
inputs raises concerns about the datasetOs efPcacy in providing sufbcient challenges for
multi-table scenarios. To address this, we selectively down-sampled these single-table
examples to allow multi-table examples to predominate in the dataset. Since the test
set from the original dataset is not publicly available, we randomly allockiéaof

the original training set to serve as our validation set, with the remaBOggforming

the new training set. The original validation set was repurposed as our test set. This
results in3, 871training,430validation, and08test examples, forming the basis for

our dataset.

4.4.1 Data Annotation

LLMs as Data Annotators. The objective of data annotation is to produce high-
quality, comprehensive, and accurate summaries tailored to the associated input queries.
Prior research in the beld of query-focused summarization from single tables, such as
QTSumM [179, has predominantly depended on human experts to annotate summaries
based on an input query and an input table. This reliance is primarily due to the
complex table reasoning, making summary annotation a challenging task. However,
manual annotations are not only time-consuming but also costly. Recent s2(@ié6,[

161, 18(] have revealed that LLMs can match the annotation quality of crowd-sourced
workers while being signibcantly more cost-effective and efbcient. Motivated by
these bndings, we have employed LLMs as data annotators for our summary annotation,
namely LLManno. Although LLManne does not yet match the table reasoning capabilities
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of human experts, we have designed a simplibed table-to-text annotation task avoiding
complex table reasoning. Specibcally, for each textual query in our dataset, we follow
Pal et al[122] to brst extract theutput tableby executing the corresponding SQL query
over the associated rational database. It is worth noting that the execution table contains
query-relevant facts/entities required to construct a summary. Subsequently, rather
than relying on input tables, we use the execution table as the basis for our annotation.
We also have identibPed that relying solely on the output table frequently results in
summaries that lack essential contextual information. Our observations indicate that this
missing context can effectively be retrieved directly from the input query. For instance,
consider the example output table below:

semestename | semestad
summer 2010 2

It lacks contextual information to conbrm that tBemmer 2010 semester has the

most registered studerits response to the corresponding qué&what is the semester

in which most students registered? Show both the name and theTiadldress this,

we have incorporated the given query as a supplementary input for summary annotation.
This strategy enhances the overall comprehensiveness and relevance of the annotated
summaries. In this work, we emplaypt-3.5-turbo-0613 as LLManno Via the

public OpenAl API! The overall annotation cost of API usage is approximasély
dollars, which is much cheaper than human annotators.

Prompt 4.4.1: Summary Annotation

Instruction: A comprehensive annotation guideline.

Demonstrations:
Few-shot human-written demonstrations.

Query: {Input query
Table: { Linearized execution tabje

\

Instruction Design. The effectiveness of the instruction prompt is crucial in determin-
ing the quality of annotated summaries. To this end, we carefully design the instruction
to ensure the summary quality, in which the structure of the instruction is shown in
Prompt 4.4.1. The prompt comprises three components: a comprehensive annotation
guideline, a few-shot demonstration, and input data. The annotation guideline outlines
the expected discourse structure and the summaryOs length requirements. We have
found that a more precise guideline signibpcantly improves the quality of generation. To
provide further clarity to LLM\nn0, We manually write summaries for a few examples

as few-shot demonstrations (we usshot in our experiments). Lastly, we include
both the input query and the execution table directly in the prompt, specibcally request-
ing LLM anno to write a summary based on these inputs. Similarly, we leverage table
serialization as described in Section 4.3.2 to obtain the linearized execution table.

Ihttps://platform.openai.com
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Table 4.2: Quality evaluation of our datasetepresents that the completeness is
quantibed using average ROUGE-L recall scorespresents that we randomly sample
100 examples from the training, validation, and test set to measure faithfulness (0-1)
and Buency (1-5), respectively.

Automated Evaluation = Human Evaluation

Split

b Completeness(%) Faithfulness Fluency
Training 91.45 0.98 4.73
Validation 91.75 0.98 4.81
Test 90.75 0.96 4.68
Total 91.48 0.97 4.74

4.4.2 Dataset Analysis

Our dataset comprises a total4©09 examples, segmented in8p871 training ex-
amples430validation examples, anéD8test examples. The dataset is composed of
32.8% single-table example§2.6% double-table examples, aid.6% examples that
incorporate three or more tables. Notably, more ®&¥ of the examples include at

least two tables, highlighting the datasetOs efbcacy in facilitating research in multi-table
scenarios. We present a comparative analysis of our dataset against existing table-to-text
generation datasets in Table 4.1. Our dataset averages approximately two input tables
per example, in contrast to the prevailing datasets, which predominantly focus on single-
table scenarios. The summaries from our dataset are sufpciently informative, with an
average length d88.5 words, aligning closely with the norms of existing datasets. Ad-
ditionally, our dataset is characterized by a rich variety of operations. It includes basic
numeric operations such asmandaverage and extends to more complex multi-table
operations likgoin andunion, which are absent in th@ TSumM dataset, as it is tailored
exclusively towards single-table contexts.

4.4.3 Quality Veribcation and Control

To assess the quality of annotated summaries effectively, we develop a comprehensive
evaluation encompassing both automated and manual evaluations. We debne three
primary desiderata for quality veribcation:

¥ Faithfulness: Each statement within the summary must be factually consistent with
the facts presented in the execution table.

¥ Completeness: The summary should address all information needs in the user query,
representing all facts from the execution table.

¥ Fluency: The summary needs to be articulate, clear, and easily understandable for
human readers.

In our experiments, we utilize standard sequence similarity metrics to evaluate com-

pleteness. Given the lack of debPnitive metrics for faithfulness and Buency, we rely on

human evaluations to assess these aspects. The results are presented in Table 4.2.
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Automated Evaluation. We initially assess the completeness of the annotated sum-
mary solely based on the execution table. However, as delineated in Subsection 4.4.1,
the execution table, by itself, proves inadequate for a comprehensive evaluation of
summary completeness due to its limited contextual information. Consequently, we
extend our evaluation by incorporating the query with the table, thereby enabling a
more robust measure of completeness. Specibcally, we extract facts, including numerals
and entities, from the execution table. These facts are then combined with the query
to construct a reference sequence. The completeness of the annotated summary is
estimated against this reference sequence. In this work, we quantify the completeness
using the lexical similarity metric ROUGE-L9f]], a standard metric in table-to-text
generation assessmern®§[179. As our primary focus lies in assessing the presence of
information from the query and the execution table within the summary, we focus on the
recall scores of ROUGE-L. As shown in Table 4.2, the ROUGE-L recall scores exceed
90, afbrming that the annotated summaries probciently include not only the facts from
the corresponding execution tables but also the contextual information from the queries.

Human Evaluation. To assess the faithfulness and Buency of annotated summaries,
we randomly selectO0examples from each of the training, validation, and test sets. We
engage three annotators, each probcient in SQL and English, to evaluate the summaries
in relation to the corresponding SQL queries, input tables, and execution tables. An-
notators assign a binary label to assess faithfulness, a common method in table-to-text
generation taskslfl, 179. Summaries that accurately represent the execution tables
without any hallucinated content are labeled.aw/hile those that do not are labeled

as0. The annotators are also provided with the query and input tables to enhance their
understanding and judgment of the summaries. Following Zhao [@{78l], we measure
Buency using &-point Likert scale, ranging fror (least Ruent) td (most Buent).

The average score from the three annotators determines each summaryQOs faithfulness
and RBuency rating. Table 4.2 presents the results: the summaries achieved an average
faithfulness score d3.97 and a Buency score df74, indicating that ove®7%of the
summaries are faithful to the corresponding execution tables and are deemed sufbciently
Buent by the annotators. To measure the inter-annotator agreement, we employed the
Fleiss Kappa score8(), achieving Kappa scores 6f97 for faithfulness and.80 for

Buency. These scores indicate almost perfect agreement and substantial agreement,
respectively.

Human Post-Correction. Despite our quality veribcation conbrming the high quality

of the dataset, we acknowledge the need for further correction of the validation and
test sets to ensure their accuracy, as they play a critical role in selecting optimal model
checkpoints and measuring model performance, respectively. Additionally, biases
may arise from using output summaries produced by hiMto construct these sets.

This risk is particularly pronounced if the same LMo is employed as the baseline
model, potentially leading to artibcially enhanced performance results. To address these
concerns, we have implemented a rigorous post-correction process on the annotated
summaries within both sets. This involves a detailed manual review to identify and
rectify any missing information or hallucinated content in the summaries, based on
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the corresponding query and execution table. Furthermore, we have undertaken to
rephrase each summary in a manner that more closely resembles human expression,
thereby reducing potential biases. See Appendix 4.A.1 for more details about human
post-correction.

4.5 Experiment

In this section, we outline baseline models selected for performance comparison. We
then provide the implementation details of the baseline models and our proposed method.
Lastly, we describe the evaluation protocols employed in our experiments.

45.1 Baseline Models

In this work, we conduct experiments to evaluate two distinct neural network architec-
tures: encoder-decoder models and decoder-only LLMs. Given that encoder-decoder
models typically have signipcantly fewer parameters than LLMs, we Pne-tune these
models using our training dataset to facilitate a fair comparison. In contrast, we uti-
lize the LLMs as backbone models for our proposed methods without updating their
parameters in the experiments. We benchmarked against the following state-of-the-art
models:

BART [82] represents a pre-trained encoder-decoder architecture known for its efbcacy
in text generation tasks. We have Pne-tuned two variants of BART, ndraghpase

with 139 million parameters andart-large with 406 million parameters8p],

which are referred to as BART-base-FT and BART-large-FT, respectively.

TAPEX [10]] is a table-to-text generation model, trained using a large-scale synthetic
dataset that includes executable SQL queries and their corresponding outputs. In our
experiments, we employ the version that utilibast-large as the backbone.

OmniTab [62] is based on the same architecture as TAPEX but has been additionally
trained on a synthetic dataset designed for table question answering tasks. Like TAPEX,
our implementation leveragésrt-large as its backbone.

MultiTab [127 is a table-to-text generation model that has been additionally trained
on a synthetic, multi-table question answering dataset. In our experiments, we uti-
lize bart-base  as its backbone, as the released version exclusively supports this
backbone.

Llama-2 [143 includes a set of open-source LLMs that have been pre-trained across
vast datasets. We explore two adaptations of Llama-2. First, we bPne-tune it on our
dataset, namely Llama-2-FT. Second, we utilize llama-2 as the backbone for our
approach.

GPT [117, 118 comprises a family of LLMs developed by OpenAl, demonstrating their
remarkable text generation capabilities across numerous tasks. In our experiments, we
deploy versiongpt-3.5-turbo-0613 andgpt-4-0613 , applying these models

as the backbones for our approach.
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4.5.2 Implementation Details

Fine-Tuning. We Pne-tune encoder-decoder models on the training set using the
AdamW optimizer 105. This is conducted ove32 epochs with a learning rate &' 4,

batch size o256, and the maximum sequence lengtil624 For Pne-tuning Llama-

2 models, we adopt the QLoRA algorithrhig] to Pne-tundlama-2-chat-7B

due to the computation restrictions. The maximum sequence lendgd9& Input
sequences for the bne-tuned models were composed by concatenating the query with
all linearized input tables. For instance, the bPnal input sequence for an example with
k tables is represented gsery [table;]. .. [tablec], where[table ] is the linearized
representation of thieth input table. Model performance is evaluated by selecting
the best checkpoints based on the loss from the validation set. All experiments are
conducted on a single A6000 GPU.

Few-Shot Prompting. We prepend@-shot demonstrations into the prompts to facilitate
in-context learning§] for our methods. We set the temperature, top-p, and maximum
output tokens td.1, 0.95 and400, respectively. Due to budget constraints, we only
report the results of the Reason-then-Summ method with the backbone of GPT-4. Details
of the prompts can be found in section 4.C.

45.3 QFMTS Evaluation

To addresRQ3.2, we employ automated and human evaluations. For automated
evaluation, we measure the quality of the generated summary based on the corresponding
reference summary and the execution table, as detailed in Subsection 4.4.1. For human
evaluation, we evaluate two key aspedtsthfulnessand3uency

Text-Based Automated Evaluation. We Pbrst evaluate the quality of a generated sum-
mary w.r.t. the corresponding reference textual summary by estimating the similarity be-
tween them in general aspects, such as Ruency and accuracy. Following Zhgb/&al.

we adopt two lexical-based metrics, SacreBLEQ3J and ROUGE-L (longest common
sub-sequences®)|, along with a semantic-based metric, BERTScdreq. We report

the F1 versions for both ROUGE-L and BERTScore. Wededgerta-xlarge-mnli [39
as the backbone for BERTScore.

Table-Based Automated Evaluation. In contrast to text-based evaluations, table-
based evaluations focus more on specibc aspects, such as completeness and faithfulness
of the generated summary. To assess these aspects, we employ two metrics: String
Exact Match (STR-EM)138 and PARENT [L8]. STR-EM quantibes the proportion of

facts or entities from the execution table that are accurately represented in the generated
summary. PARENT evaluates summary completeness by integrating both the reference
summary and the execution table. PARENT has demonstrated a signiPcant correlation
with human judgments.

Human Evaluation. In addition to the automated evaluations, we conduct human
evaluations, specibcally targetifajthfulnessandRuency These evaluations follow
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the detailed annotation guidelines specibed in Subsection 4.4.3. For each ho6del,
generated summaries were randomly sampled from the test set, and their quality was
assessed by three expert annotators.

4.6 Results and Analysis

Table 4.3: Summarization performance of our approaches with various backbones and
Pne-tuned models on the test set of our dataset. OFTO stands for the Pne-tuned version
of the corresponding model. The best results are highlightedloh * represents that

the released version only supports the backbone of BART-base.

Text-Based Metric Table-Based Metric
Model Backbone
SacreBLEU ROUGE-L BERTScore STR-EM PARENT
Fine-tuned
BART-base-FT BART-base 39.74 6314 6238 2463 1351
BART-large-FT BART-large 43.40 6484 6606 3354 1866
TAPEX-FT BART-large 43.99 6512 6643 3878 2216
MultiTab-FT" BART-base 44.41 6568 6713 4270 2483
OmniTab-FT BART-large 45,58 6719 6876 4460 2646
Llama-2-FT Llama-2-7B 54.06 71.82 73.66 6171 2869
Our Prompting-based
DirectSumm Llama-2-7B 12.49 3263 2185 4532 7.45
DirectSumm GPT-3.5 3358 5702 6018 5393 2221
Reason-then-Summ Llama-2-7B  16.45 3713 2513 4816 1217
Reason-then-Summ GPT-3.5 40.84 6268 6498 5624 2436
Reason-then-Summ GPT-4 42.32 6436 67.36 66.83 32.37

4.6.1 Main Results

To addresRRQ3.2, we present the summarization performance of various models in
Table 4.3. We observe that our Reason-then-Summ methods markedly outperform the
DirectSumm approach in both text-based and table-based evaluations. For instance,
when we use GPT-3.5 as the backbone, Reason-then-Summ surpasses DirectSumm by
about5 points regarding BERTScoré4.98 vs. 60.18). This is because the Reason-
then-Summ method tackles the task into sequential phases of table reasoning and
summarization. This specialized focus on multi-table reasoning in the initial phase
enables the generation of more query-relevant facts and entities, thus enhancing the
LLMOs reasoning ability. Consequently, the subsequent summarization task benepts
from generating more relevant facts, yielding superior performance compared to the
DirectSumm approach, which jointly addresses table reasoning and summarization tasks.
Additionally, our results indicate that baseline models bPne-tuned on our training dataset
largely surpass the DirectSumm methods employing GPT-3.5 or Llama-2 as backbones
in text-based evaluations. In comparison, our Reason-then-Summ approaches using
GPT-3.5 and GPT-4 as backbones demonstrate competitive performance alongside
the BART-large-FT and MultiTab-FT. This also indicates the effectiveness of Reason-
then-Summ. Furthermore, the Llama-2-FT model achieves the highest performance.
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Table 4.4: Human evaluations of representative models on the test set. Three expert
annotators are recruited to evalua® random examples for each model. The best
results are irbold.

Model Backbone  Faithfulness Fluency
OmniTab-FT BART-large 0.19 4.79
Reason-then-Summ GPT-3.5 0.28 4.72
Reason-then-Summ GPT-4 0.56 4.84

Particularly in text-based evaluation, when compared to the Reason-then-Summ with
the backbone Llama-2, the Pne-tuned Llama-2-FT shows signibcant improvements,
underscoring our datasetOs efbcacy as a robust training resource for query-focused
multi-table summarization scenarios. Conversely, in table-based evaluations, however,
the trend reverses. For instance, our Reason-then-Summ method employing GPT-4 as
the backbone, largely outperforms the leading Llama-2-FT model. This discrepancy
indicates that while smaller, Pne-tuned models may produce plausible summaries, they
lack probciency in table reasoning across multiple tables to gather query-relevant facts,
thereby leading to inferior performance on table-based metrics. In comparison, our
Reason-then-Summ methods produce more facts relevant to the queries, demonstrating
superior performance in terms of table reasoning ability.

Human Evaluation. To addres®RQ3.3, we brst present the results of the human eval-
uation and then compare them with the results of the automated evaluation. Table 4.4
illustrates the results of the sampled human evaluation on the test set. Despite lower
scores on automated text-based evaluation metrics such as SacreBLEU and ROUGE
scores, our Reason-then-Summ method, which integrates GPT-4, signibcantly out-
performs the Pne-tuned OmniTab-FT in human evaluations, particularly in terms of
faithfulness Q.56 vs. 0.19). This disparity highlights the superior reasoning ability of

our methods over bne-tuned baseline models. Furthermore, our Pndings reveal a mis-
match between text-based automated metrics and human evaluations, aligning with the
observations made by Zhao et[dl79]. In contrast, our table-based metrics demonstrate

a strong correlation with human judgments concerning faithfulness. This indicates that
table-based evaluations are complementary to text-based evaluations, enabling a more
comprehensive evaluation for system performance comparison.

Single- vs. Multi-Table. To enhance our understanding of the challenges presented
in multi-table scenarios, we conducted a performance comparison between single-table
and multi-table inputs from our test set, as illustrated in Table 4.5. It is worth noting
that approximatel\80% of the examples in our dataset are characterized by single-table
inputs. Our analysis reveals that the presence of multiple input tables signibcantly
deteriorates the performance across all evaluated metrics for every model tested. This
decline in performance is particularly signibcant for the smaller OmniTab-FT, whereas
it is least noticeable for our method utilizing GPT-4 as the backbone. For instance,
considering PARENT scores, the decrease observed with OmniTab-FT is approximately
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Table 4.5: Comparisons between single-table and multi-table examples on the test set.
R-L, BSc, and PA stand for ROUGE-L, BERTScore, and PARENT, respectively.

Number of Tables
Single-Table Multi-Table
R-L BSc PA R-L BSc PA

OmniTab-FT (BART-large) 70.73 7211 3773 6567 6720 2156
Reason-then-Summ (GPT-3.5)64.95 6704 2892 6161 6418 1929
Reason-then-Summ (GPT-4) 66.03 6923 3811 6258 6498 2987

Model

16 points, moving fron37.73to 21.56. In contrast, our Reason-then-Summ shows a
more modest decrease of ab8uioints, dropping fron88.11to0 29.87. This reduction

is nearly half that observed with OmniTab-FT. These Pndings suggest that while multi-
table reasoning poses greater challenges compared to single-table scenarios, increased
model capacity can effectively narrow this performance gap.

Qualitative Analysis. To enhance our understanding of the strengths of our approach
and challenges within the task, we conduct a manual analysis of the summaries generated
by Reason-then-Summ with the backbone of GPT-3.5 on the test set, including success
and failure cases. We include more case studies in Appendix 4.B. We observe that our
method successfully performs arithmetic and multi-table operations in some cases. A
success case illustrates the strengths of our approach. For the tjvisigch@mployee
received the most awards in evaluations? Give me the employeeMaver. two input
tables:

Employee Evaluation
ID Name | Age D Year Bonus
1 George 23 _awarded
Chuter 1 2011 3000
5 Lee 29 2 2015 3200
Mears 1 2016 2900

With the reference summaryr e recipient of the most awards in evaluation&isorge
ChuterO, our method reasons over thables, performing complex table operations,
such agountandjoin. Specibcally, the method bPnds two records of awardsazfrge
Chuterin the tableEvaluation  and aggregates the total number of awards. After
joining the two tables, the method accurately identiBesrge Chuteas the person
with the most awards, generatingl® employee who received the most awards in
evaluations isGeorge Chute®

A failure case illustrates the challenges of multi-table scenarios. Consider the query
QWhat are the names of all European countries with at least 3 manufact@ess@r
three input tables:
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Continents Countries
Cont Continent Country | Country Qont-
Id Id Name inent
1 America 2 Germany 2
2 Europe 3 France 2
3 Asia 1 USA 1
4 Africa 8 Korea 3
5 Australia
Car Makers

Id Maker Full Name | Country|

2 | VWolkswagen| Volkswagen 2

3 bmw BMW 2

7 citroen Citroen 3

14 opel Opel 2

15 peugeaut Peugeaut 3

16 renault Renault 3

22 kia Kia Motors 8

With the reference summaryrere are 2 European countries with at least 3 manufac-
turers. The names of these countries Brenceand GermanyO, in which the correct
country names are marked litlue. The method incorrectly generateEh@re are 2
European countries which have at least 3 manufacturers. Their namesranee
andKorea0, in which the incorrect country name is markeckih Even though this
generated summary exhibits a high degreBwdncyit is only partiallyfaithful and
completedue to the incorrect inclusion ¢forea, a country which is not located in
Europe. This case exemplibes the complexity and challenges of multi-table operations
since the proposed approach struggles to combine information from the three tables
based on the corresponding column headeosintry ID andCont Id .

4.7 Conclusion

In conclusion, this chapter addresses the shortcomings of current table summariza-
tion techniques through the introduction of an innovative method for query-focused
multi-table summarization. Our proposed method leverages user queries and analyzes
multiple tables to generate summaries that directly cater to usersO information needs.
Additionally, we make a signibcant contribution to the beld by presenting a compre-
hensive dataset tailored explicitly for this query-focused multi-table summarization
task, thereby enabling further research. Extensive evaluations conducted demonstrate
the superior performance of our method compared to existing baselines, underscoring
the complexities associated with accurate summarization in the context of intricate
table reasoning. Overall, our work not only propels advancements in query-focused

61



4. Query-Focused Multi-Table Summarization

multi-table summarization but also offers valuable insights to guide future exploration
and development in this beld.

62



Appendices

4. A Detalls of Dataset Construction

4. A.1 Details of Human Post-Correction

The human post-correction process consists of two pivotal steps. In the initial phase,
we ensure that all summaries in both the validation and test sets adhere strictly to the
criteria of completeness and faithfulness relative to the corresponding execution output
tables, based on Subsection 4.4.3. During the annotation process, it has been observed
that certain summaries are either incomplete or contain factual discrepancies. Notably,
some instances exhibit both debciencies. Consequently, we meticulously review all
annotations to rectify any summaries that are either incomplete or unfaithful.

Consider the following execution output table, which consists of bve rows and two
columns:

Name Location
Auto Club Speedway Fontana, CA
Daytona International Speedwgy Daytona Beach,|FL
Homestead-Miami Speedway Homestead, FL
Kansas Speedway Kansas City, KS
Martinsville Speedway Ridgeway, VA

An incomplete annotated summary statéEhéde are 4 tracks that have had exactly 1
race. The names and locations of these tracks are Auto Club Speedway in Fontana, CA,
Daytona International Speedway in Daytona Beach, FL, Homestead-Miami Speedway
in Homestead, FL, and Kansas Speedway in Kansas Citf) E@mmary erroneously
omits the last tracKartinsville Speedway, Ridgeway, \Mn unfaithful summary states:
Orhere are 5 tracks that have had exactly 1 race. The names and locations of these
tracks are Auto Club Speedway in Fontana, CA, Daytona International Speedway in
Daytona Beach, FL, Homestead-Miami Speedway in Homestead, FL, Kansas Speedway
in Kansas City, KS, and Martinsville Speedway in Kansas CityOKis summary
inaccurately locates Martinsville Speedwaykansas City, KSnstead of its actual
location inRidgeway, VA

Subsequently, to mitigate bias in the annotation process, we address potential biases
stemming from using outputs generated by our annotators kMo create validation
and test sets. This is critical when the same LLM is used as a baseline model, which may
inRate performance metrics. Our mitigation strategy involves manually revising each
summary to enhance readability and vary vocabulary without altering factual content,
such as proper nouns and numbers. For instance, the initial sumittzgyeCire 5 high
schoolers who have a grade of over 5 and have 2 or more friends. Their names are
Alexis, Kris, Jordan, Gabriel, and Andredv.is rephrased t&@igh school students
have a grade above 5 and at least 2 friends. They are Alexis, Kris, Jordan, Gabriel, and
AndrewO
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4. Query-Focused Multi-Table Summarization

4.B Case Study

We conducted case studies by randomly selecting generated summaries from our Reason-
then-Summ (GPT-4) model on the test set. The results are presented in Table 4.B.1.
Compared to the gold summaries, while the generated summaries are generally longer,
they frequently suffer from hallucinations, where incorrect information is introduced.
For example, in the brst case, the gold summary states: OFive high school students have
a grade above 5 and at least two friends. They are Alexis, Kris, Jordan, Gabriel, and
Andrew.O However, the model-generated summary incorrectly reports: OThere are 15
high schoolers who have a grade of over 5 and have 2 or more friends. These students
are Jordan, Gabriel, Tiffany, Cassandra, Andrew, Kris, Brittany, Alexis, Austin, Gabriel,
Jessica, Jordan, John, Kyle, and Logan.O This summary introduces incorrect names,
such as Logan, which are not part of the correct answer to the given query.

Query | Execution Table | Gold Summary | Reason-then-Summ (GPT-4)
Q: What are the names of col : name row 1 : Five high school students have [aThere are 15 high schoolers who
high schoolers who have a Alexis row 2 : Kris grade above 5 and at least twohave a grade of over 5 and have
grade of over 5and have 2 row 3 : Jordan row 4 : friends. They are Alexis, Kris, Jor- 2 or more friends. These students
or more friends? Gabriel row 5 : Andrew dan, Gabriel, and Andrew. are Jordan, Gabriel, Tiffany, Cassan-
dra, Andrew, Kris, Brittany, Alexis,
Austin, Gabriel, Jessica, Jordan,
John, Kyle, and Logan.
Q: Show names of teacherk col : Name | Course The school has a total of 6 teachets There are bve teachers in total and
and the courses they are ar-row 1 : Kearsley Brown each assigned to specibc course®ach is arranged to teach a specibc
ranged to teach. | Math row 2 : Vicente Kearsley Brown and Vicente Caf- course. Kearsley Brown and Vicente
Carretero | Math row retero are responsible for teach-Carretero are both arranged to teach
3 : Gustaaf Deloor | ing Math. Gustaaf Deloor handles Math. Gustaaf Deloor is arranged
Science row 4 : Anne the Science classes. Anne Walkerto teach Science. Anne Walker is
Walker | History row 5 : teaches both History and Bible. Fj- arranged to teach History and Bible.
Anne Walker | Bible row nally, Lucy Wong is in charge of the Lastly, Lucy Wong is arranged to
6 : Lucy Wong | Musi Music classes. teach Music.
Q: What are the names of col : Name row 1 : There are a total of 5 poker players.There are 5 poker players listed in
poker players in descend- Maksim Botin row 2 : Listed in descending order baseddescending order of earnings. These
ing order of earnings? Aleksey Ostapenko row 3 on their earnings, the players areplayers are Maksim Botin, Alek-
Teodor Salparov row Maksim Botin, Aleksey Ostapenkq, sey Ostapenko, Semen Poltavskiy,
4 : Semen Poltavskiy Teodor Salparov, Semen Poltavskly,Teodor Salparov, and Yevgeni
row 5 :  Yevgeni and Yevgeni Sivozhelez. Sivozhelez.
Sivozhelez
Q: For each stadium, how col : Name | count(  *) There are 5 stadiums in total, hogt-The number of concerts played at
many concerts play there? row 1 : StarkOs Park ing varying numbers of concerts. each stadium varies. StarkOs Park
| 1 row 2 : Glebe Park Stark®s Park, Glebe Park, Recreatjohosts 1 concert, Somerset Park hosts
| 1 row 3 : Somerset Park, and Balmoor host 1 conceft.2 concerts, while Bayview Stadium,
Park | 2 row 4 : Somerset Park hosts 2 concerts. | Hampden Park, Forthbank Stadium,
Recreation Park | 1 and Gaybeld Park do not host any
row 5 : Balmoor | 1 concerts. Recreation Park, Balmoor,
and Glebe Park each host 1 concert.

Table 4.B.1: Case studies on the test set with generated summaries by our Reason-then-
Summ (GPT-4). We omit input tables as they may be too large to display.

4.C Detailed Prompts

We have included all detailed prompts for our proposed methods to facilitate repro-
ducibility. The prompt corresponding to DirectSumm is illustrated in Figure 4.C.1,
while the prompts for Reason-then-Summ are provided in Figures 4.C.2 and 4.C.3.
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4.C. Detailed Prompts

Figure 4.C.1: Direction Summarization

Instruction: You will be given a query along with one or more tables to complete two tasks step by
Each table contains a name and content with multiple rows and columns, formatted as follows:
col: Acolumn header 1A N Acolumn header 2A N ... N Acolumn header nA row 1: Avalue 1,1A
1,2A N ... N Avalue 1,nA row 2: Avalue 2,1A N Avalue 2,2A N ... N Avalue 2,nA ... row m: Avalue
Avalue m,2A N ... N Avalue m,nA.

Task 1: Reasoning over Tables.

Your brst task is to perform table-based reasoning to obtain the query-relevant facts across the tab
as numerical data and entities. This may involve performing arithmetic calculations and combinir]
from multiple tables if necessary. Please begin your response with OFacts:O and enumerate all d
facts one by one, separating them with commas O,0. LetOs think step by step.

Task 2: Generating a Summary.
Your second task is to write a concise, Buent, and accurate summary based on the query-relev
generated in the brst task. This summary should begin with the word OSummary:0O and fo
guidelines as follows: 1) Introduction: Begin by using a numeral to indicate the total number of thg

step.

N Avalue
m,1A N

es, such
g data
scovered

ant facts
low the
facts

if there are two or more; Then, rephrase the query as a declarative statement while retaining all felevant

keywords. 2) Body: Present all discovered facts one by one. The summary should be a standard p
format without using lists, containing a minimum of 5 words but not exceeding 300 words in lengt
You can refer to the demonstrations below. Each demonstration consists of a query, tabl
human-written facts, and a summary.

Demonstrations:

Query: Show the name for regions not affected.

Table1: Name: region; Content: col : Regidd N Region_code N Regionname row 1 : 1 N AF N
Afghanistan row 2 : 2 N AL N Albania row 3 : 3 N DZ N Algeria row 4 : 4 N DS N American Samoa
row5: 5N AD N Andorra row 6 : 6 N AO N Angola row 7 : 7 N Al N Anguilla row 8 : 8 N AQ N
Antarctica row 9 : 9 N AG N Antigua and Barbuda row 10 : 10 N CY N Cyprus row 11: 11 N CZ N
Czech Republic row 12 : 12 N DK N Denmark row 13 : 13 N DJ N Djibouti

Table2: Name: Affected Region; Content: col : Regi@N Storm_ID N Number _city_affected row 1 :
1N1N10row2:2N1N15row3:3N3KN30row4:1N4N22row5: 12N 5N 37 row 6 :
2N5KN 12

Facts: American Samoa, Andorra, Angola, Anguilla, Antarctica, Antigua and Barbuda, Cyprus,
Republic, and Djibouti are the names for regions not affected.

Summary: There are 9 regions that are not affected. These regions include American Samoa,
Angola, Anguilla, Antarctica, Antigua and Barbuda, Cyprus, Czech Republic, and Djibouti.

Now follow the instructions and the demonstrated style above to complete the two task
by step for the query and tables provided below:

Query:input query here
Tables:input tables here

hragraph
h.
es, and

Czech

\ndorra,

5 step
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Figure 4.C.2: Reason-then-Summarize Phase 1

Instruction: You will be given a query along with one or more tables to complete the task below.
table contains a name and content with multiple rows and columns, formatted as follows:

col: Acolumn header 1A N Acolumn header 2A N ... N Acolumn header nA row 1: Avalue 1,1A
1,2A N ... N Avalue 1,nA row 2: Avalue 2,1A N Avalue 2,2A N ... N Avalue 2,nA ... row m: Avalue
Avalue m,2A KN ... N Avalue m,nA.

Task: Reasoning over Tables.

Your task is to perform table-based reasoning to obtain query-relevant facts using only the conte|
the input tables, such as numerical data and entities. based on the query. This may involve per
arithmetic calculations and combining data from multiple tables if necessary. Please begin your reg
with OFacts:0 and enumerate all discovered facts one by one, separating them with commas 0,0
step by step.

Demonstrations:

Query: Show the name for regions not affected.

Tablel: Name: region; Content: col : Regidd N Region_code N Regionname row 1: 1 N AF N
Afghanistan row 2 : 2 N AL N Albania row 3 : 3 N DZ N Algeria row 4 : 4 N DS N American Samoa
row5: 5N AD N Andorrarow 6 : 6 N AO N Angola row 7 : 7 N Al N Anguillarow 8 : 8 N AQ N
Antarctica row 9 : 9 N AG N Antigua and Barbuda row 10 : 10 N CY N Cyprus row 11: 11 N CZ N
Czech Republic row 12 : 12 N DK N Denmark row 13 : 13 N DJ N Djibouti

Table2: Name: Affected Region; Content: col : Regi@hN Storm_ID N Number _city_affected row 1 :
1N1N10row2:2N1N15row3:3N3N30row4:1N4N22row5:12N5KN 37 row6:
2N5N 12

Facts: American Samoa, Andorra, Angola, Anguilla, Antarctica, Antigua and Barbuda, Cyprus,
Republic, and Djibouti are the names for regions not affected.

Now follow the instructions and the demonstrated style above to complete the task st
step for the query and tables provided below:

Query:input query here
Tables:input tables here

Each

N Avalue
m,1A N

ht from

orming

sponse
LetOs think

Czech

ep by
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Figure 4.C.3: Reason-then-Summarize Phase 2

Instruction: You will be given a query along with the generated facts from phase 1 to complete th
below.

Task: Generating a Summary.

Your task is to write a concise, Buent, and accurate summary based on the query-relevant facts g
in the Prst task. This summary should begin with the word OSummary:O and follow the guide
follows: 1) Introduction: Begin by using a numeral to indicate the total number of facts if there are {]
more; Then, rephrase the query as a declarative statement while retaining all relevant keywords. ?
Present all discovered facts one by one. The summary should be a standard paragraph forma
using lists, containing a minimum of 5 words but not exceeding 300 words in length.

You can refer to the demonstrations below. Each demonstration consists of a query, tabls
human-written facts, and a summary.

Demonstrations:

Query: Show the name for regions not affected.

Facts: American Samoa, Andorra, Angola, Anguilla, Antarctica, Antigua and Barbuda, Cyprus,
Republic, and Djibouti are the names of regions not affected.

Summary: There are 9 regions that are not affected. These regions include American Samoa,
Angola, Anguilla, Antarctica, Antigua and Barbuda, Cyprus, Czech Republic, and Djibouti.

Now follow the instructions and the demonstrated style above to complete the task st
step for the query and generated facts from phase 1 provided below:

Query:input query here
Table:generated facts here

b task

Enerated
ines as
vo or

) Body:
without

bs, and

Czech

\ndorra,

ep by
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Structured Planning for Table Reasoning

In this chapter, we aim to enhance the table reasoning abilities of LLMs for query-
focused table summarization. This task often requires complex reasoning across multiple
steps to generate an accurate and relevant summary. Existing methods typically rely
on natural language (NL) plans to guide the reasoning process. However, NL plans
are inherently ambiguous and lack formal structure, making it difbcult to convert them
into executable programs like SQL. This limitation poses challenges for scalability,
especially in multi-table scenarios. To tackle these issues, this chapter addresses the
following thesis-level research question:

RQ4 How can we develop an effective structured planning mechanism to enhance the
table reasoning capabilities of LLMs?

To this end, we introduce a novel structured plan, TaSoF, inspired by formal models
in traditional multi-agent systems. Specibcally, we dePne our structured plan using a
standard class from software engineering. Building on this plan, we present a structure-
aware framework, SPaGE, that organizes the reasoning process into three phases:
1) Structured planningwhich systematically generates a TaSoF plan based on the
user query, 25raph-based executipmvhich reliably translates plan steps into SQL
gueries and builds a directed acyclic graph to support parallel execution based on step
dependencies, and Summary generatigiwhich produces the bPnal query-focused
summary using the execution results. Experiments on three public benchmarks show
that SPaGE consistently outperforms previous methods in both single- and multi-table
settings, highlighting the effectiveness of structured representations for robust and
scalable summarization.

5.1 Introduction

Query-focused table summarization aims to generate a concise, textual summary from
tabular data, specibcally tailored to a userOs query. This task has recently gained
signibcant attention, emerging as a critical challenge in the beld of table understand-
ing [174, 179, 181]. A central hurdle in this domain is table reasoning, which involves

This chapter was under review as W. Zhang, S. Deng, and E. Kanoulas. Beyond natural language plans:
Structure-aware planning for query-focused table summarizatioder Review2024.
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Figure 1: An example comparing a natural language plan with our proposed structured
plan, TaSoF. The natural language plan includes vague terms spehasnership,

which can be hard for LLMs to interpret. In contrast, TaSoF follows standard class deb-
nitions and specibes table-specibc operations, making it easier for LLMs to understand.

accurately extracting and aggregating query-relevant information from potentially com-
plex input tables. Earlier studies predominantly focused on training end-to-end models
that performed reasoning implicith6, 98, 101]. While these approaches showed
promising results, they often required extensive training data and lacked interpretabil-
ity [116].

With the rapid advancements in large language models (LLMs), recent research
has shifted towards explicit, multi-step table reasoning. These cutting-edge methods
typically leverage techniques like query decompositibbg 158 181] or pre-debned
workRBows B7, 148 177] to generate a step-by-step reasoning plan and then execute
these steps to perform the necessary table operations.

However, a signibcant limitation persists: these reasoning plans are overwhelmingly
generated as free-form natural language (NL). This introduces substantial challenges
because NL plans are inherently unreliable and lack the explicit structure crucial for
robust execution. This linguistic ambiguity makes the automated conversion of plan
steps into executable programs for table operations, such as SQL queries, a brittle and
error-prone process; even minor variations in phrasing can lead to critical execution
failures. Furthermore, the absence of a formal, machine-readable structure severely
limits the scalability of these methods to complex multi-table scenarios and hinders
opportunities for crucial execution optimizations.

To address these limitations, we propose a paradigm shift from ambiguous NL plans
to a formal, structured representation. Inspired by formalism in traditional multi-agent
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5.1. Introduction

systems?21, 37, 427], we standardize the reasoning plan by debning it Babke State
andoperationFlow (TaSoF). In this framework, each planning step is dePnediis@m

class with a schema. Specibcally, Biepclass debnes a specibc table operation with

its input and output states. An example of comparison between an NL plan and TaSoF
is shown in Figure 1. From this example, we observe that natural language plans often
include linguistic ambiguities, such as the phraget©wnershif in the second step,
which can be difpcult for the LLM-based execution module to interpret accurately. In
contrast, our structured plan adopts class debnitions from software engineering, using
explicit expressions likélas Pet = OYesQvhich are easier to understand and translate
into executable programs. Built upon this, we then present SP&@E{uredPlanning

and Graph-base@xecution), a new framework designed to robustly handle both single-
and multi-table summarization scenarios. Our framework operates in three distinct
phases: 1ptructured PlanningGiven a complex user query, an LLM-based planner
generates a hierarchical, multi-step structured plan in the TaSoF format. This key-value
structure explicitly models key cross-step dependencies and is more concise and less
ambiguous than its natural language counterparGraph-based Executior-or each

step within the structured plan, an executor leverages the explicit key-value structure to
reliably convert the step into an executable SQL query. An external code interpreter then
executes this query, yielding the intermediate output table. This structured representation
enables us to model the entire plan as a Directed Acyclic Graph (DAG), facilitating
the efpbcient parallel execution of independent stepSusimary GeneratiorOnce

all plan steps have been successfully executed and intermediate results are obtained,
a dedicated summary generator produces a Pnal, human-readable natural language
summary, precisely tailored to the userOs initial query and based on the ultimate output
table.

We thoroughly evaluate SPaGE against existing methods on three public query-
focused table summarization datasets: FeTaQASUMM, and QFMTS. Our experi-
mental results consistently demonstrate that our framework signibcantly outperforms
current baseline models, underscoring its effectiveness. Extensive analysis further
reveals the superiority of our proposed structured plan format compared to natural
language plans, leading to more robust and reliable execution. We also provide qualita-
tive analysis to illustrate how our structured plan enables smoother and more accurate
execution.

To the best of our knowledge, our method is the brst to formalize ambiguous
natural language plans into a fully structured, machine-readable format specipcally for
guery-focused table summarization.

Our key contributions are summarized as follows:

¥ We debne TaSoF, a novel structure that formalizes reasoning plans as a 3ow of table
states and operations, thereby improving execution efpciency and accuracy.

¥ We propose SPaGE, a new structure-aware framework that leverages this structured
planning and graph-based execution to achieve superior performance on the query-
focused table summarization task.

¥ Extensive experiments and analysis on three benchmarks demonstrate the effec-
tiveness of our approach in complex multi-table reasoning and its ability to enable
efbcient parallel execution.
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5.2 Related Work

This section reviews two key areas of related work: program-augmented table reasoning
and planning for table understanding.

5.2.1 Program-Augmented Table Reasoning

Table reasoning necessitates models that can mimic human data analysis, encompassing
operations like arithmetic calculations (e.g., counting, aggregation) and the judicious
bltering of irrelevant rows or columns. This capability is a fundamental component for
various table understanding tasks. Earlier approad®4<.p1] primarily relied on end-
to-end reasoning, Pne-tuning black-box models to directly produce task-specibc outputs.
A signibcant limitation of these methods is their inherent lack of interpretability, making

it challenging to understand the intricate intermediate reasoning steps. More recent
studies 12, 158 176 have adopted program-augmented reasoning frameworks, often
by employing tool-augmented LLM481]. These approaches generate executable, task-
oriented code, typically SQL or Python, to derive intermediate sub-tables or results. This
paradigm signibcantly enhances interpretability by making the explicit reasoning steps
traceable and veripable. However, most existing program-augmented methods primarily
target single-table scenarios, which restricts their direct applicability to complex real-
world tasks that inherently demand reasoning across multiple, interconnected tables.
Our work explicitly addresses both single- and multi-table scenarios, and crucially,
introduces a more efbcient graph-based execution paradigm to further optimize this
process.

5.2.2 Planning for Table Understanding

The remarkable advancements in large language models (LLMs) have spurred a surge
of recent studies exploring planning mechanisms for various table understanding tasks,
including table summarizatioi ¥4, 179, table question answerind 13 125, and

table fact veribcationifl]. Existing LLM-based planning approaches in this domain
can be broadly categorized into two main paradigmsQu¢ry DecompositianThis
paradigm involves prompting LLMs to decompose a complex, original query into a
series of smaller, more manageable sub-queries. These sub-queries are then addressed
sequentially, with their intermediate results contributing to the bPnal answer for the
overall query 158 181]. 2) Pre-debPned Workf3own this paradigm, LLMs are guided

to iteratively select and execute operations from a pre-debPned set or to follow a sequence
of human-engineered stages. This process continues until a specibc stop condition is
met, leading to the desired outcon8¥[108 148 177. While these methods have
demonstrated effectiveness, particularly in single-table scenarios, they predominantly
rely on natural language (NL) plans. A critical limitation of NL plans is their inher-
ent linguistic ambiguity, which can hinder robust and reliable subsequent execution
processes. In stark contrast, our work is the prst to explicitly explore and formalize
structure-based planning for both single- and multi-table scenarios, addressing the
limitations of NL-centric approaches.
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Figure 2: Class debnition of our structured plan TaSoF alongside an example plan
instance.

5.3 Problem Formulation

The task of query-focused table summarization involves generating a query-specibc sum-
marys given a user querg and a collection of relational tabl@s= {T1,T,,...,Tn}.

This process can be expressed as a function mapfing) " s, wheres is tailored

to capture the information relevantdpo

5.4 Methodology

In this section, we brst provide an overview of our proposed framework, followed by a
detailed explanation of each of its main components.

5.4.1 Overview

Our proposed framework follows a Oplan-then-executeO paratidm It consists

of three phasesStructure-based Planningsraph-based Executioand Summary
Generation each corresponding to a key component: a planner, an executor, and a
summary generator. An overview of the framework is illustrated in Figure 3. Specibcally,
during the planning phase, the planner generates multiple atomic and structured steps
based on the given quegyand tablesT . In the execution phase, the executor brst
identibes dependencies among these steps and constructs a directed acyclic graph
(DAG) from the sequential steps to determine the optimal execution order. Next, the
executor constructs and executes a corresponding SQL query for each step, leveraging
the results of previous steps to produce intermediate execution tables. Finally, the
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Figure 3: The overview of our framework SPaGE. First, the planner generates a plan
during structured planning. Then, the executor performs graph-based execution by
constructing a directed acyclic graph based on step dependencies and executes each
planning step in parallel according to the graph structure. Finally, the summary generator
synthesizes the last execution output into an informative summary tailored to the query.

summary generator synthesizes these execution tables into a coherent and concise
textual summary.

Operation Functionality

Scan Scan all table rows.
Aggregate  Group and aggregate tuples.
Filter Remove non-matching tuples.
Sort Sort stream by expression.
TopSort Select top-K tuples.

Join Logically join two streams.
Except Compute set difference.
Intersect  Compute set intersection.
Union Compute set union.

Table 1: Debnition of the nine operations used in the structured planning steps.

5.4.2 Structured Planning

Structured planning aims to formalize the planning process with well-debned, structured
planning steps. Previous work on the plan-then-execute framework primarily relies on
free-form natural language plarkl 181]. However, such plans inherently contain
linguistic ambiguities, making it challenging to automatically convert plan steps into
executable programs during execution. This work instead focuses on generating well-
structured plans that align more effectively with the execution phase. Inspired by
formalism in traditional multi-agent systendl] 37, 42], we debne a plan as a sequence

of well-debned, structured steps.
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Plan Definition. Each step within the plan dePnes a table operation that transforms
one or more source tables into a result table. The class debnition for the step is shown
in Figure 2. Specibcally, we formulate a step as a standard class with attributes from
software engineeringS; = {ID,OPERATIONSOURCECONDITION OUTPUY.
Here,ID denotes the step identiber, a®PERATIONspecibes the table operation
to be performed. Inspired by the query plan language (QP4]) {ve consider nine
table operations that cover the most common scenarios. The set of operations is shown
in Table 1. TheSOURCHeld specibes the source tables involved in the operation.
These may include the original input tables or the intermediate result tables returned by
previous steps. ThHEONDITIONPeld debnes any constraints or pPlters applied during
the operation, such as row or column selections, or keys used for table joins. Finally,
OUTPUTdenotes the output columns of the resulting table.

Consider the example plan consisting of three steps shown in Figure 2, the step with
the pPeldD equal tol indicates the brst step. It aims to extract the coluBfrom the
tableHas Petwith the conditionHas Pet = OYesO

Plan Generation. To generate a structured plan, we leverage the structured output
capabilities of recent LLMs, such gpt-4o0-mini . Given a user querg and input
tablesT , we prompt the LLM to output a list of structured plans based on our predebned
class schema. Since LLMs process only textual inputs, we follow prior widrk fL22]

and linearize each input table into a text format before feeding it to the model. For a
table withn columns andn rows, the linearized version is:

table name: name col:hy | ... | hy
rowl:cia|...]Cn... rowm:cma|...|mn-

Previous approache$48 181 typically linearize the entire table, which leads to a
substantial increase in input length, especially when tables have hundreds of rows. In
contrast, our experiments show that the table schema (i.e., column headers) plays the
most critical role. Including only the tok+rows k % m) retains performance while
signibcantly reducing token usage.

5.4.3 Graph-based Execution

The execution phase aims to obtain an intermediate execution table for each planning
stepsi. We observe that the execution order of steps can often be parallelized, as
different steps may depend on distinct input tables or on separate preceding steps.
Consider the example plan in Figure 2. We can observe that the brst step is independent
of the second step, as they rely on different source tables. Therefore, these two steps
can be executed in parallel to improve execution efpciency.

Graph Construction. In general, each plan can be formulated as a directed acyclic
graph (DAG), denoted a6 = (V,E), whereV = {si,...,s,} denotes the set of
planning steps, anl = {e; } represents the set of step dependencies. Specibcally, an

75



5. Structured Planning for Table Reasoning

edgee; exists if the output table from step is used as input to stegp. This graph-
based formulation allows the framework to explicitly capture inter-step dependencies
and enables more efbcient execution of the overall plan.

Program-Augmented Execution. Given a planning step, existing LLMs may struggle

to generate well-formatted tables. To address this limitation, we enhance the LLM-
based executor by incorporating an external code interpreter. Specipcally, the executor
leverages the code generation capabilities of the LLM to produce executable code.
Following prior work [12, 116], we prompt the LLM to generate a SQL queﬁ?'

for each stes;. To improve the robustness and correctness of the generated SQL, we
include several demonstrations in the prompt to support in-context leadjingHe

code interpreter then executes the SQL quré?ﬂ/to obtain the corresponding execution
table.

5.4.4 Summary Generation

Once the execution process is complete, we leverage an LLM-based summary generator
that takes the original queryand the bnal table produced by the last Sgps input

to generate a comprehensive summary. This summary is expected to integrate all
query-relevant information derived from the input tables.

Property FeTaQA QTSumm  QFMTS
Table Source Wiki Wiki Database
Avg. #Tables Per Example 1.0 1.0 1.8
Avg. Summary Length 233 67.8 58.5
Test Size 2,003 1,078 608

Table 2: Basic statistics of the three benchmarks used in our experiments.

5.5 Experimental Setup

This section presents the research questions and the experimental setup used to evaluate
our proposed framework. We describe the datasets, baseline models, evaluation metrics,
and implementation details.

5.5.1 Research Questions

To address the thesis-level research questiQd, we break it down into the following
chapter-level research questions:

RQ4.1 : How does the proposed framework SPaGE perform compared to baseline
models?

RQ4.2 : How does our TaSoF perform compared to natural language plan formats?

RQ4.3 : How efbcient is our graph-based execution compared to sequential execution?

76



5.5. Experimental Setup

5.5.2 Datasets

To evaluate the effectiveness of our approach, we utilize the three popular query-focused
table summarization datasets, including FeTaQ23, QTSummM [179, and QFMTS
dataset174. FeTaQA andQTSumMMm are designed fosingle-tablescenarios, both

of which collect relational tables from Wikipedia. FeTaQA aQd SumM provide
manually annotated query-summary pairs aligned with the corresponding tables. In
contrast, the QFMTS dataset is designednfiiiti-tablescenarios. It collects queries

and relational tables from the database and includes annotated summaries tailored to
the associated queries. Key statistics of three datasets are presented in Table 2.

5.5.3 Baselines

We evaluate our approach by comparing it against two categories of baselines, including
prompting-based and program-augmented models.

Prompt-based Models. These models aim to perform table reasoning by only relying
on the internal reasoning capabilities of LLMs themselves.

¥ CoT [149 uses Chain-of-Thoughts (CoT) prompting to prompt LLMs to generate
a summary given the query and relational tables.

¥ ReFactor [179 adapts heuristic methods to extract query-relevant facts from
given tables. Such facts are then concatenated with a given query into context for
LLMs to generate a summary.

¥ DirectSumm [174] tackles the task in a single phase, which extracts query-
relevant facts from tables and synthesizes a comprehensive query-focused sum-
mary based on the facts jointly.

¥ Reason-then-Summ [174] addresses the task in two sequential phases: extracting
query-relevant facts from tables and synthesizing a comprehensive query-focused
summary based on the retrieved facts.

Program-Augmented Models. Unlike prompt-based models, program-augmented
models utilize the code generation capabilities of LLMs to generate SQL queries and
combine an external database engine to execute model-generated SQL queries, utilizing
the execution results to augment the reasoning capabilities of LLMs.

¥ Binder [12] converts the given NL query into either a Python program or a SQL
guery and executes the executable program to obtain the bPnal answer. In our
experiments, we use the version of Binder that generates SQL queries for a fair
comparison.

¥ Dater [158 leverages query decomposition to decompose a given query into
sub-queries and convert each sub-query into a SQL query, and aggregate the
execution results of the SQL query into a Pnal summary.
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¥ TaPERA [181] generates natural language plans by performing query decompo-
sition and uses an executable Python program to obtain the intermediate answer
for each planning sub-query. Then it aggregates all intermediate query-answer

pairs into a Pnal summary.

FeTaQA QTSumm QFMTS
BLEU ROUGE-L METEOR BLEU ROUGE-L METEOR BLEU ROUGE-L METEOR

Method

Prompt-based

CoT 28.2 51.0 56.9 19.3 39.0 47.2 315 54.3 58.1
ReFactor 26.2 53.6 57.2 19.9 39.5 48.8 N N N
DirectSumm 29.8 51.7 58.2 20.7 40.2 50.3 33.6 57.0 62.8
Reason-then-Summ _ 317 526 60.7 218 423 515 40.8 62.7 66.2
Program-Augmented

Binder 25.5 47.9 51.1 18.2 40.0 39.0 _ 425 653 70.7
Dater 29.8 _54.0 59.4 16.6 35.2 355 N N N
TaPERA 29.5 53.4 58.2 14.6 33.0 33.2 N N N
SPaGE (Ours) 33.8 55.7 62.3 20.9 41.3 47.7 457 68.3 73.4

Table 3: Automated evaluation of our approach and baseline models on the test sets of
three benchmarks. FeTaQA a@d Summ are single-table datasets, while QFMTS is a
multi-table dataset. The best and second-best results are showattiandunderling

respectively.

Plan Format BL R-L ME ESR

QDMR 423 651 694 944
QPL 434 66.2 715 95.1
TaSoF (Ours) 457 683 734 982

Table 4: Comparison of our TaSoF with natural language plan formats on the QFMTS
test set. BL, R-L, ME, and ESR denote BLEU, ROUGE-L, METEOR, and Execution
Success Rate, respectively. ESR refers to the proportion of plan steps that can be
successfully executed. The best are highlightelabital.

5.5.4 Automated Evaluation

Following Zhao et al[181], we evaluate the modelOs performance regarding the general
quality of the generated summaries compared to the reference summaries, focusing on
Buency and accuracy. We consider the following metrics:

¥ BLEU [123 is a precision-oriented metric evaluating n-gram overlap between
generated and reference summaries. We use SacreBLEU to compute BLEU

Scores.

¥ ROUGE [95 measures recall-oriented word overlap between generated and
reference summaries. We report the F1 versions of ROUGE-L.

¥ METEOR [6] measures the unigram matching between the generated and refer-
ence summaries.
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5.5.5 Implementation Details

For the planner, executor, and summary generator in our framework, vgptide-mini

as the backbone. To enable effective in-context learn@hgwe prepend the input
prompt with 3-shot demonstrations. We set the temperature, top-p, and maximum
output tokens t®.1, 0.95, and400, respectively. For the baseline models, we follow
their original papers to set their hyperparameters.
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Figure 4. Comparison of the average number of execution cycles between sequential
execution (SEQ) and our graph-based execution (Ours).

5.6 Results and Analyses

5.6.1 Main Results

To addresfQ4.1, we report the evaluation results in Table 3. The results show that
SPaGE outperforms all baseline models on both the FeTaQA and QFMTS datasets,
with especially strong results on QFMTS. For instance, SPaGE achieves a ROUGE-L
score of 68.3, clearly ahead of the second-best model at 65.3. This demonstrates the
effectiveness of our framework.

The comparison between prompt-based and program-augmented methods shows
that their performance depends on the datasetQDB8uUMM, prompt-based models like
Reason-then-Summ generally perform better. In contrast, program-augmented methods
such as SPaGE and Binder achieve higher scores on QFMTS. This difference mainly
comes from the structure of the source tables. Tabl€3TiSumm, collected from
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Wikipedia, often have multi-level and nested headers. SQL queries struggle with these
complex structures, making it difbcult for program-augmented methods to extract the
correct information. In contrast, QFMTS mainly contains standard relational tables,
which are easier for program-augmented methods to handle using SQL queries.

5.6.2 Effect of Plan Formats

To addres®Q4.2, we compare TaSoF with natural language plan formats, including
QPL [24] and QDMR [150. To ensure a fair comparison, we adapt our planner to
generate each plan format while keeping all other components unchanged. The results
are shown in Table 4. From the table, we see that TaSoF consistently outperforms the
NL plan formats across all metrics. For example, TaSoF achieves a METEOR (ME)
score of 73.4, outperforming the next-best format, QPL.

Since program-augmented methods depend on the LLMOs ability to turn each plan
step into executable SQL, the accuracy of SQL generation is critical. However, LLMs
may produce invalid SQL, which can cause run-time errors during execution. Thus,
comparing the execution success rate across plan formats is important. As shown in
Table 4, TaSoF achieves a signibcantly higher execution success rate (ESR) of 98.2%,
compared to 95.1% for QPL. This demonstrates the advantage of TaSoF in both SQL
execution accuracy and reliability.

5.6.3 Efbciency of Graph-based Execution

To addresRQ4.3, we measure execution efbciency using the number of execution
cycles. In sequential execution, step dependencies are ignored, and steps are executed
one after another. Therefore, the number of execution cycles is equal to the number of
steps in the plan. In contrast, graph-based execution accounts for step dependencies
and enables parallel execution when possible. Here, the number of execution cycles
corresponds to the length of the longest path in the DAG. For example, in the plan
shown in Figure 2, there are three steps. Steps 1 and 2 can be executed in parallel during
the brst cycle, while Step 3, which depends on both, runs in the second cycle. Thus, the
plan requires 2 execution cycles.

Figure 4 compares the average number of execution cycles between sequential
and graph-based execution. The results show that graph-based execution is more
efpbcient, particularly on the QFMTS dataset. For example, it reduces the average
number of execution cycles by about 28%. This improvement is due to QFMTS
involving multi-table inputs, where steps are more likely to operate on different input
or intermediate tables. This allows for greater parallelism in SQL generation and
execution. Consequently, the performance gap between the two execution methods is
more pronounced for QFMTS than for FeTaQA and QM.

5.6.4 Qualitative Analysis

To highlight the strengths of our structured plan, TaSoF, we conduct a qualitative
analysis comparing it to the NL plan, as shown in Table 5. The analysis reveals two
primary challenges that lead to the failure of the NL plan.
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The brst challenge is a semantic mismatch between the query and the table schema.
This occurs because there is no clear schema link between the query and the table. In
the corresponding example, the query uses the tliemration, which is not present in
the table schema. The NL plan still includes an invalid st&mdduration of each
projectO, which leads to execution failure. In contrast, TaSoF restricts each stepOs output
to use only existing column names. It handles this correctly by calculdtiration
using theStartDateandEndDatecolumns based on their meaning, effectively resolving
the mismatch.

The second challenge is complex step dependencies, which is especially problematic
when multiple input tables are involved. In the corresponding example, the NL plan
fails to connect the brst two steps properly. As a result, the bnal step wrongly performs
a union of their outputs, even though the query requires their intersection. TaSoF
addresses this by using tB©URCPeld to explicitly link steps. For instancBtep3
citesStepl andStep2 as its sources, ensuring the correct interpretation of the query.

5.7 Conclusion

Query-focused table summarization aims to create concise, query-specibc summaries
from tabular data. While recent advancements leverage LLMs for multi-step reasoning
by generating natural language reasoning plans, a key challenge persists: NL reasoning
plans are inherently ambiguous, leading to unreliable execution and hindering scalability.
To address this, this chapter proposes TaSoF, a novel, structured plan format that
formalizes a reasoning plan. Building on this, we introduce SPaGE, a framework
that employs structured planning and graph-based execution for robust single- and
multi-table summarization. Our evaluations show SPaGE outperforms existing methods,
validating the effectiveness, and extensive analysis further highlights the advantage of
our structured plans compared to NL plans.
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Challenge Representative Example

Semantic Query: What is the average duration of projects?

Mismatch Tables:

between Query Table 1: Projects

and Table Table SchemgProjectID, ProjectName, StartDate, EndDate, Cost]
Schema Natural Language Plan:

1. Find duration of each project.
2. Calculate the average of these durations.
3. Return the average duration for all projects.
Our TaSoF {ID; OPERATION; SOURCE; CONDITION; OUTPUF:
Stepl = {1;Scan;[Projects] ;null

[ProjectID, StartDate, EndDate] }
Step2 = {2;Aggregate ;[Stepl] ;null ;[ProjectID,
(EndDate - StartDate) as Duration] }

Step3 = {3;Aggregate ;[Step2] ;null ;[AVG(Duration)] }

Complex Step
Dependencies in
Multi-Table
Scenarios

Query: List names and department locations of employees over 40 located in
OLondonO.
Tables:
Table 1: Employees
Table SchemgEmplID, EmpName, Age, DeptID]
Table 2: Departments
Table SchemgDeptCode, DeptName, Location]
Natural Language Plan:
1. Get employees over 40 from the employees table.
2. Find department locations in OLondonO from the departments table.
3. Combine employee names and department locations .
Our TaSoF {ID; OPERATION; SOURCE; CONDITION; OUTPUTF:
Stepl = {1;Scan;[Employees] ;Age > 40;
[EmpID, EmpName, DeptiD] }
Step2 = {2;Scan;[Departments] ;Location=00London®0 I;
[DeptCode, Location }
Step3 = {3;Join ; [Stepl, Step2] ;
Stepl.DeptlID = Step2.DeptCode ;
[Stepl.EmpName, Step2.Location] }

Table 5: Qualitative comparison between the NL plan and our approach, TaSoF. We
show two key challenges that lead to the failure of the NL plan. For simplicity, we
Batten our class-based structured plan to improve reada’ Red phrasesighlight

key errors in the NL plan, whil Green phraseshow how our plan corrects or addresses

those errors.
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In this chapter, we brst revisit the core research questions that guided this thesis and
summarize the key bndings presented in the preceding research chapters. We then
outline several promising directions for future research that build upon the contributions
of this work.

6.1 Main Findings

This section refRects on the research questions introduced in Section 1.1. Our main
Pndings are divided into two topics, covering different data sources: unstructured text
and structured tables. For each topic, we Prst revisit the associated research questions
and summarize the key bndings. We then discuss their implications.

6.1.1 Towards Trustworthy QFS over Unstructured Text

The brst topic of this thesis, encompassing the brst two research chapters, focused on
advancing query-focused summarization over unstructured textual documents. Chapter 2
broadened the scope of QFS by reframing it as a more realistic knowledge-intensive task.
Chapter 3 further explored the trustworthiness of generated summaries by introducing
a bne-grained faithfulness evaluation. Specibcally, Chapter 2 addresses the following
question:

RQ1 How can we incorporate retrieval models into QFS systems to minimize the
reliance on human-annotated relevant documents and improve applicability?

To address this question, we propose a knowledge-intensive framework that reframes
QFS as a knowledge-intensive setup. In this framework, QFS systems are designed to
identify and summarize information relevant to a given query from a comprehensive
knowledge corpus containing a large number of documents. Our approach is composed
of two main components: a retrieval module and a summarization controller. The
retrieval module efbciently identibes potentially relevant documents from the corpus
based on the input query. Subsequently, the summarization controller generates a
comprehensive, query-focused summary based on the retrieved content. It is noteworthy
that an early version of this framework was introduced in 2021, before the widespread
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adoption of LLMs, i.e., the ChatGPT moment at the end of 2022. Interestingly, our
formulation anticipates many aspects of retrieval-augmented generation (RAG), which
has since become a central paradigm in the LLM era. To assess the effectiveness of our
approach, we construct a dataset with human-annotated relevance labels, enabling robust
evaluation of both the retrieval and summarization components. Our dataset includes
three types of knowledge corpora: internal, external, and augmented, allowing us to
systematically evaluate the inBuence of different corpus sources on various retrieval
models.

Experimental results demonstrate that our approach consistently outperforms naive
RAG baselines, highlighting its overall effectiveness. Our evaluations further reveal a
misalignment between retrieval and summarization performance: improved retrieval
quality does not necessarily lead to better summarization outcomes. These bndings are
in line with recent studies on the Olost in the middleO phenomenon and the inRuence
of document position in RAG system$4, 10(]. This suggests the need for further
research to better understand how LMs utilize retrieved contexts during generation. Our
analysis of retrieval evaluation also shows that different types of retrieval models behave
differently depending on the nature of the knowledge corpus. For example, lexical-
based sparse models such as BM25 perform better on internal knowledge corpora due
to higher lexical overlap, whereas dense retrieval models like DPR achieve superior
performance on Wikipedia-based external corpora. This is likely because dense models
are pre-trained on Wikipedia data and can learn more effective document representations.
These insights indicate that more adaptive retrieval strategies are necessary for RAG
systems that operate across diverse knowledge sources.

While our approach enhances the applicability of QFS, hallucination in LMs remains
a signibcant challenge, undermining the trustworthiness of QFS in real-world applica-
tions. This motivates the need for faithfulness evaluation, which measures whether a
generated summary is truly supported by its input documents. We observe that existing
faithfulness evaluation metrics are largely limited to binary classibcation, failing to
capture bPne-grained levels of faithfulness. To address this research gap, Chapter 3
investigates the following research question:

RQ2 How can we evaluate Pne-grained faithfulness of the generated summaries, and
how do existing faithfulness metrics perform?

To address this question, we Prst introduce a bne-grained, three-level dePnition
of faithfulness:full, partial, andno support. These categories indicate whether the
generated summary is entirely supported, partially supported, or unsupported by the
input documents, respectively. Based on this debnition, we develop a comparative meta-
evaluation framework to assess how well existing faithfulness metrics can distinguish
among these three levels. Our framework combines correlation analysis, classibcation
evaluation, and retrieval-based evaluation to quantify the alignment between metric
scores and human judgments systematically.

The experimental results demonstrate that no single faithfulness metric consistently
outperforms others across all evaluations. This highlights the complexity of realistic,
Pne-grained faithfulness assessment and underscores the need for continued research
into the development of more robust metrics. Moreover, even the best-performing

84



6.1. Main Findings

metrics struggle to distinguish between partial, full, and no support, indicating a lack of
granularity in capturing nuanced degrees of faithfulness. We also observe that different
types of metrics exhibit varying strengths depending on the evaluation setting. For
example, entailment-based metrics perform better in classibcation evaluation, whereas
similarity-based metrics are more effective in retrieval evaluation. Based on these
Pndings, we offer several practical recommendations for advancing faithfulness evalu-
ation. These include the creation of specialized training resources, the application of
contrastive learning techniques, and efforts to enhance the explainability of faithfulness
metrics.

6.1.2 Improving Reasoning for QFS over Structured Tables

The second topic of this thesis, comprising the last two research chapters, focused on
advancing query-focused summarization over structured tables. Chapter 4 addresses the
research gap in under-explored query-focused multi-table summarization. Chapter 5
aims to improve the table reasoning capabilities of LLMs by exploring a structure-aware
planning mechanism. Specibcally, Chapter 4 addresses the following question:

RQ3 How can we develop an effective framework and data resources for query-focused
multi-table summarization?

To address this question, we propose a framework comprising a table serialization
module and a summarization controller. The table serialization module transforms
tabular data into a linearized textual format, which can be readily processed by the
LLM-based summarization controller. The summarization controller then takes as input
the textual query and the linearized tables to generate a summary tailored to the given
guery. To support research in this area, we design an automatic data annotation pipeline
to construct a dedicated dataset named QFMTS. Specibcally, we brst collect source
gueries and tables from existing semantic parsing datasets. We then employ an LLM
to generate summaries for each query-table pair and manually verify the annotated
summaries to ensure high quality. To evaluate the effectiveness of different methods,
we adopt two types of automatic evaluation metrics: text-based and table-based metrics.

The experimental results demonstrate that our proposed framework consistently
outperforms both bPne-tuned and prompting-based baseline models, highlighting its
effectiveness. Our comparative analysis between single-table and multi-table inputs
reveals a signibpcant performance drop in multi-table scenarios, suggesting that multi-
table reasoning introduces additional challenges in query-focused table summarization.
Human evaluation further indicates that LLM-based models outperform smaller BART-
based models in terms of faithfulness, implying that increased model capacity enhances
table reasoning capabilities. When comparing automated and human evaluations, we
observe a misalignment between text-based automated metrics and human judgments. In
contrast, table-based evaluation metrics show stronger alignment with human evaluation.
These Pndings suggest that table-based metrics complement text-based evaluations,
offering a more comprehensive assessment for comparing system performance.

While our framework demonstrates effectiveness in query-focused multi-table sum-
marization, several challenges remain under-explored. One of the central challenges lies
in complex multi-table reasoning, where models must perform table-like operations to
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extract and aggregate information across multiple tables. To enhance the table reasoning
capabilities of models, Chapter 5 addresses the following research question:

RQ4 How can we develop an effective structured planning mechanism to enhance the
table reasoning capabilities of LLMs?

To address this question, we introduce a novel structured plan for step-by-step table
reasoning. Inspired by formalism in traditional multi-agent syste2ts37, 42], we
standardize the reasoning process by debning it as a table state and operation 3ow
(TaSoF). Building on this foundation, we present SPaGE, a new framework designed to
robustly handle both single- and multi-table summarization scenarios. Our framework
operates in three distinct phases: structure-based planning, graph-based execution,
and summary generation. In the planning phase, an LLM-based planner generates a
structured plan based on a given user query. In the graph-based execution phase, the
executor identibes step dependencies within the plan to construct a directed acyclic
graph (DAG). Each step is then converted into a SQL query, which is executed using an
external code interpreter to enable efpcient and parallel execution following the DAG
structure. Finally, in the summary generation phase, the summary generator synthesizes
the user query and the bnal execution outputs to produce an informative, query-relevant
summary.

Experimental results demonstrate the effectiveness of our approach, SPaGE, across
three public query-focused table summarization datasets: FeTQQAJMM, and
QFMTS. Our framework consistently outperforms existing baseline models, highlight-
ing its strong performance. Further extensive analysis shows that the proposed structured
plan format offers clear advantages over natural language plans, resulting in more robust
and reliable execution.

6.2 Future Directions

This thesis investigates query-focused summarization in both unstructured and structured
contexts. While our work has yielded signibcant contributions and insights, we conclude
by outlining promising directions for future research.

Adaptive and Agentic Retrieval. In Chapter 2, we propose knowledge-intensive
guery-focused summarization to enhance the adaptability and real-world applicability
of QFS. Our approach integrates a retrieval module with an LM-based summarization
controller to improve the summary quality. In the era of LLMs, our approach aligns
closely with retrieval-augmented generation. While our method demonstrates strong
performance compared to baseline models, it inherently assumes that retrieval is always
necessary for generating query-focused summaries. However, in some cases, the
parametric knowledge within LLMs may be sufpcient to generate summaries of certain
types of user queries. In such scenarios, retrieval may not be required if we can determine
when LLMs alone are capable of producing accurate and query-relevant summaries.
This raises an important research question: How can we implement adaptive retrieval?
A key challenge in this direction is the development of an effective retrieval triggering
mechanism [5, 63, 64].
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Furthermore, we examine the impact of alternative knowledge databases in Chap-
ter 2. Our experiments reveal that retrieval model performance Ructuates when applied
to different knowledge sources. This insight is particularly valuable for real-world appli-
cations, where access to diverse databases is common. To maximize efbciency, retrieval
models must be selected that are best suited to specibc databases. An intriguing future
direction is the exploration of autonomous and agentic retrieval frameworks, which
can dynamically determine the optimal combination of retrieval models and knowledge
sources. This could be potentially achieved through single- or multi-agent frameworks
that intelligently adapt retrieval strategies based on the available data [68, 137].

Multi-Source Faithfulness Evaluation. In Chapter 3, we highlight that existing
faithfulness evaluation methods in text summarization primarily assess whether a single
source document supports each summary sentence. These methods operate under the
assumption that a generated summary statement can be fully veribed using a single
document. However, in multi-document summarization, summary statements are often
synthesized by aggregating information from multiple sources, meaning that a single
document may only provide partial support for a given statement.

To address this limitation, we propose a comparable evaluation framework for
Pne-grained faithfulness evaluation. A key underlying challenge in this context is
understanding information aggregation, i.e., a summary sentence partially supported by
one document may be fully supported when considering multiple source documents.
This research direction aligns closely with recent efforts in multi-source faithfulness
evaluation 26, which emphasize the need for comprehensive veribcation across
multiple sources.

A crucial research question in this research beld is how to effectively identify and
retrieve multiple supporting sources to ensure a more accurate faithfulness evaluation.
However, signibcant challenges remain, particularly due to the scarcity of training
resources and the lack of standardized evaluation benchnis Addressing these
challenges is essential for advancing multi-source faithfulness evaluation and improving
the reliability of summarization systems.

Reinforcement Learning for Table Reasoning. In Chapter 5, we aim to enhance the
multi-table reasoning capabilities of LLMs by designing a multi-agent collaboration
framework. In this framework, a planner decomposes queries and constructs a directed
acyclic graph (DAG) to enable efbcient and parallel execution by an executor. While
our approach achieves signibcant improvements, there remains substantial room for
further improvement.

Notably, recent reasoning models, such as DeepSeeBdRhpve demonstrated
remarkable reasoning capabilities by leveraging reinforcement learning (RL). However,
most existing RL-driven reasoning models are primarily designed for mathematical and
coding reasoning tasks. A promising direction for future work is to adapt recent RL-
based approaches, such as GRP&H], to table reasoning scenarios. The key challenges
in this adaptation include designing an effective reward function and ensuring stable
Pne-tuning for improved table reasoning performance of LLMs.
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Conclusion. To conclude, several promising research directions emerge for future
exploration: (1) How can adaptive and agentic retrieval enhance the effectiveness
of knowledge-intensive query-focused summarization? (2) How can we develop a
multi-source faithfulness evaluation to better assess summary trustworthiness across
multiple documents? (3) How can reinforcement learning be adapted to improve the
table reasoning capabilities of large language models?
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Summary

In todayOs digital era, the volume of information is expanding at an unprecedented pace,
making it increasingly difbcult for individuals to identify and process the content most
relevant to their needs. Automatic summarization has emerged as a crucial solution
to this challenge by condensing vast amounts of heterogeneous dataNranging from
unstructured text to structured sources such as tables into concise, accessible summaries.
While generic summarization provides broad overviews, it often falls short in scenarios
where users seek answers to specibc questions. Query-Focused Summarization (QFS)
directly addresses this limitation by tailoring summaries to user queries, ensuring that
the generated output is both relevant and informative. Despite notable progress in
unstructured text summarization, existing methods face challenges such as limited
scalability, data scarcity, and issues of faithfulness. At the same time, structured data
summarization, particularly over complex, multi-table settings, remains comparatively
underexplored, even though it requires advanced reasoning capabilities. This thesis
aims to bridge these gaps by advancing QFS across both unstructured and structured
data, thereby moving toward more practical, reliable, and user-centric summarization
systems.

The thesis is organized in two parts, guided by four research questions. Part one
focuses on unstructured text: RQ1 asks how to incorporate retrieval so that QFS does not
depend on humaanurated relevant document sets, and RQ2 examines how to evaluate
the faithfulness of generated summaries at a-gmaeed level. Part two turns to
structured tables: RQ3 seeks effective frameworks and data resources fofamenyd
multi-table summarization, and RQ4 develops a structured planning mechanism to
improve LLMsO table reasoning capabilities.

To address RQ1, we reframe QFS as a knowledggnsive task. Instead of assum-
ing relevant documents are given, a retrieval module prst surfaces candidate passages
from a large corpus; a summarization controller then composes a-tperged sum-
mary from the retrieved content. Notably, an early version of this formulation predates
the OChatGPT moment,O anticipating many core ideas of retigyalented gener-
ation (RAG). The work constructs a dataset with human relevance labels (spanning
internal, external, and augmented corpora) to evaluate both retrieval and summarization
components. Experiments show consistent gains over naive RAG baselines, while also
revealing a misalignment: better retrieval quality does not always translate into better
summaries, underscoring open questions about how LMs use retrieved context during
generation. While retrieval helps scale QFS, it also intensibes the challenge of faithful-
ness: LLMs can produce plausisdeunding but unsupported statements. Addressing
RQ2, we propose a comparative metaluation framework for faithfulness metrics
that combines correlation analysis, classibcation, and retifiasdd tests against hu-
man judgments at a brgrained level. The study Pnds notable weaknesses in existing
metrics and offers practical recommendations for building more robust measures of
faithfulnessNan essential step toward trustworthy, deployable QFS.

Moving from text to structured data, we introduce query-focused multi-table sum-
marization (QFMTS): given a natural-language query and a set of tables, the system
must reason over them and synthesize a concise, faithful answer. Two summarization
controllers are explored: a direct etmend approach and a reastirensummarize
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6. Summary

approach that elicits intermediate reasoning before writing the bnal summary. Because
LLMs operate on text, the framework linearizes tables for input; we also release a
synthetic dataset to support reproducible research in this underdeveloped area. Across
benchmarks, the proposed methods outperform strongaesttablebased baselines,
validating the formulation and design choices.

However, QFMTS surfaces a deeper modeling issue central to RQ4:-stepti
table reasoning is often operationalized as-ftgstep naturalanguage (NL) plans,
but NL plans are ambiguous and weakly structured. This ambiguity hinders conversion
to executable programs (e.g., SQL), compromising robustness and scalability, especially
in multi-table scenarios that demand precise step dependencies. To overcome this, the
thesis replaces NL plans with a structured plan grounded in softeragimeering style
class debnitions. The resulting structangare framework follows a plathenexecute
paradigm: First, a planner generates the structured plan from the query. Second, a
graphbased executor models step dependencies as a DAG and translates plan steps into
SQL for efbcient, parallel execution. Finally, a summary generator composes the pnal
answer. Experiments across singi@d multitable tasks show consistent improvements
and qualitative advantages, highlighting the value of explicit structure for accuracy,
efbciency, and scaling.

In summary, we advance QFS systems by retrieving before summarizing, establish-
ing clearer measures of faithfulness, and enabling explicit reasoning over tables when
required by a query. Together, these contributions enhance QFS as a practical solution
for information-dense environments and lay a strong foundation for future research at
the intersection of retrieval, summarization, and structured reasoning.
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Samenvatting

In het digitale tijdperk van vandaag groeit de hoeveelheid informatie in een ongekend
tempo, waardoor het voor individuen steeds moeilijker wordt om de voor hen meest rele-
vante inhoud te identibceren en te verwerken. Automatische samenvatting is naar voren
gekomen als een cruciale oplossing voor deze uitdaging, door grote hoeveelheden het-
erogene dataNvasrend van ongestructureerde tekst tot gestructureerde bronnen zoals
tabellenNsamen te vatten tot beknopte en toegankelijke overzichten. Terwijl generieke
samenvatting brede overzichten biedt, schiet zij vaak tekort in situaties waarin gebruik-
ers specibeke vragen beantwoord willen zien. Query-gerichte samenvatting (QFS) pakt
deze beperking direct aan door samenvattingen af te stemmen op gebruikersvragen,
zodat de gegenereerde output zowel relevant als informatief is. Ondanks aanzienli-
jke vooruitgang op het gebied van ongestructureerde tekstopgaven, kampen bestaande
methoden nog steeds met uitdagingen zoals beperkte schaalbaarheid, dataschaarste en
problemen rond betrouwbaarheid. Tegelijkertijd is samenvatting van gestructureerde
data, met name in complexe multi-tabelinstellingen, relatief onderbelicht, terwijl dit
juist geavanceerde redeneer capaciteiten vereist. Dit proefschrift heeft als doel deze
leemtes te overbruggen door QFS te bevorderen over zowel ongestructureerde als
gestructureerde data, en zo de stap te zetten richting meer praktische, betrouwbare en
gebruiksgerichte samenvattingssystemen.

Het proefschrift is opgebouwd in twee delen, geleid door vier onderzoeksvragen.
Het eerste deel richt zich op ongestructureerde tekst: RQ1 vraagt hoe retrieval kan
worden géntegreerd zodat QFS niet afhankelijk is van door mensen samengestelde docu-
mentensets, en RQ2 onderzoekt hoe de betrouwbaarheid (faithfulness) van gegenereerde
samenvattingen op bjnmazig niveau kan wordesvghkieerd. Het tweede deel behandelt
gestructureerde tabellen: RQ3 zoekt naar effectieve raamwerken en databronnen voor
query-gerichte multi-tabelsamenvatting, en RQ4 ontwikkelt een gestructureerd plan-
ningsmechanisme om de redeneer capaciteiten van LLMOs over tabellen te verbeteren.

Om RQ1 te beantwoorden herformuleren we QFS als een kennisintensieve taak. In
plaats van aan te nemen dat relevante documenten gegeven zijn, haalt een retrievalmod-
ule eerst kandidaatpassages uit een grote corpus; vervolgens stelt een samenvattingscon-
troller een query-gerichte samenvatting samen uit de opgehaalde inhoud. Opmerkelijk
is dat een vroege versie van deze formulering voorafging aan het zogeheten OChatGPT-
momentO en veel kernidaevan retrieval-augmented generation (RAG) al anticipeerde.
Het werk construeert een dataset met menselijke relevantielabels (intern, extern en
verrijkt corpus) om zowel retrieval- als samenvattingscomponenten te evalueren. Exper-
imenten tonen consistente verbeteringen ten opzichte van eenvoudige RAG-baselines,
maar onthullen ook een misalignment: betere retrievalkwaliteit leidt niet altijd tot betere
samenvattingen, wat open vragen oproept over hoe taalmodellen opgehaalde context
tijdens generatie benutten.

Hoewel retrieval helpt QFS op te schalen, verergert het ook de uitdaging van betrouw-
baarheid: LLMOs kunnen aannemelijk klinkende maar ongefundeerde uitspraken produc-
eren. Ter beantwoording van RQ2 stellen we een vergelijkend meta-evaluatiekader voor
betrouwbaarheid voor, dat correlatieanalyse, classiPcatie en retrieval-gebaseerde toetsen
combineert met menselijke oordelen op bjnmazig niveau. De studie brengt aanzienli-
jke zwakheden in bestaande metriek aan het licht en biedt praktische aanbevelingen
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6. Samenvatting

om robuustere maatstaven te ontwikkelenNeen essknsitap richting betrouwbare,
toepasbare QFS.

Bij de overgang van tekst naar gestructureerde data introduceren we query-gerichte
multi-tabelsamenvatting (QFMTS): gegeven een natuurlijke taalvraag en een verza-
meling tabellen moet het systeem daarover redeneren en een beknopt, betrouwbaar
antwoord synthetiseren. Twee samenvattingscontrollers worden onderzocht: een directe
end-to-end benadering en een reason-then-summarize benadering die eerst tussentijdse
redenering ophaalt voordat de uiteindelijke samenvatting wordt geschreven. Omdat
LLMOs op tekst opereren, worden tabellen voor invoer gelineariseerd; tevens publiceren
we een synthetische dataset om reproduceerbaar onderzoek in dit onderontwikkelde
domein te ondersteunen. Over benchmarks heen presteren de voorgestelde metho-
den beter dan sterke tekst- en tabelgebaseerde baselines, waarmee de formulering en
ontwerpkeuzes worden gevalideerd.

Toch legt QFMTS een dieper modelleerprobleem bloot, centraal voor RQ4: meer-
staps tabelredeneren wordt vaak vormgegeven als stap-voor-stap plannen in natuurlijke
taal, maar dergelijke plannen zijn ambigu en zwak gestructureerd. Deze d@tadigu
belemmert de omzetting naar uitvoerbare programmaOs (bijv. SQL), wat de robuustheid
en schaalbaarheid ondermijnt, zeker in multi-tabelscenarioOs die precieze afhankelijkhe-
den tussen stappen vereisen. Om dit te overwinnen vervangt het proefschrift NL-plannen
door een gestructureerd plan, gebaseerd op software-engineeringachtige class-depbnities.
Het resulterende structuur-bewuste raamwerk volgt een plan-then-execute paradigma:
eerst genereert een planner het gestructureerde plan uit de query. Vervolgens mod-
elleert een grafengebaseerde executor de stapafhankelijkheden als een DAG en vertaalt
de planstappen naar SQL voor efistie, parallelle uitvoering. Ten slotte stelt een
samenvattingsgenerator het eindantwoord samen. Experimenten over single- en multi-
tabeltaken tonen consistente verbeteringen en kwalitatieve voordelen, wat de waarde van
expliciete structuur voor nauwkeurigheid, efeatiie en schaalbaarheid onderstreept.

Samenvattend bevorderen wij QFS-systemen door retri@galsamenvatting toe te
passen, duidelijkere maatstaven voor betrouwbaarheid te vestigen en expliciet redeneren
over tabellen mogelijk te maken wanneer een query dat vereist. Gezamenlijk versterken
deze bijdragen QFS als een praktische oplossing voor informatie-rijke omgevingen en
leggen ze een stevige basis voor toekomstig onderzoek op het snijvlak van retrieval,
samenvatting en gestructureerd redeneren.
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