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Grading University Students with LLMs: 
Performance and Acceptance 
of a Canvas-Based Automation 

Luke Korthals(B) , Hannes Rosenbusch , Raoul Grasman , 
and Ingmar Visser

University of Amsterdam, 1018 WS Amsterdam, The Netherlands
l.korthals@uva.nl 

Abstract. Teachers in higher education spend considerable time grad-
ing assignments rather than tutoring students. Large language models 
(LLMs) could address this by generating human-like grades and feed-
back for assignments. However, accounts of their practical application 
are scarce. We wrote Python code to integrate the Canvas learning man-
agement system with an API for GDPR-compliant LLM access. We used 
this AI system to grade and feedback weekly assignments of 58 graduate 
students (47 study participants) enrolled in an introductory program-
ming course. LLM-grading was fast, cost efficient, and relatively accu-
rate: GPT-4o and human graders agreed perfectly in 80% of 6345 evalu-
ated student answers. Human and LLM-grades were positively correlated 
(r = .570−.866 for each assignment) but humans awarded higher grades. 
Disagreements occurred because human graders overlooked student mis-
takes, and GPT-4o graded ambiguous cases stricter and misgraded some 
questions. Importantly, we think most LLM-grading mistakes can be rec-
onciled by avoiding certain tasks and impro ving grading rubrics. Most
students (77%) found the LLM-generated feedback helpful, and some
(33%) appreciated the rapid grading. However, multiple students (30%)
stated that receiving preliminary LLM-grades that were lower than their
actual grades made them anxious or upset. We conclude that LLM-based
grading and feedback can, and likely should, be used to optimize teach-
ers’ resources. Canvas users can adopt our pipeline by simply adding
their own API keys, Canvas IDs, and assignments: https://github.com/ 
lukekorthals/canvas-llm-integration. 

Keywords: AI grading · AI feedback · large language models · field 
study · pedagogy · effects on learner · proof-of-concept · learning
management system

1 Background 

Teachers in higher education often spend a lot of time grading assignments 
despite the limited educational benefit of grades [5, 13, 14, 22]. Feedback on the
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other hand is very beneficial for students, but takes even more time and is
therefore scarce [10, 16, 20, 21]. Recent studies suggest that large language mod-
els (LLMs) can generate accurate grades [7– 9, 11] and useful feedback [6, 12, 15]. 
Leveraging LLM-grading could save teachers time, which may be reinvested 
directly into students, for example by tutoring those who struggle the most. 
Additionally, LLM-feedback might improve the experience of students who would 
otherwise receive no, little, or delayed feedback. However, despite promising pio-
neer work, actual implementations of LLMs at universities remain scarce. To 
address this, we created a pipeline for AI grading and feedback and tested it
in an introductory programming course in January 2025. Here we share insights
from setting up the pipeline and initial findings on grading accuracy and student
reception.

2 Pipeline for AI Grading and Feedback 

2.1 Overview of the Pipeline 

We wrote Python [19] code to integrate Canvas [1], a learning management 
system, with the OpenAI API [2]. Importantly, we used an endpoint provided 
by the Teaching and Learning Center Science for internal use at the Universit y
of Amsterdam that stores data on GDPR-compliant servers [3, 4]. 

Based on course and assignment IDs the pipeline first downloads students’ 
file submissions from Canvas. Then, each submission is chunked into individual 
tasks. Next, it prompts an LLM to grade and feedback each task separately. For 
grading, we included the task, example solution, student answer, and rubrics 
in the prompt; and instructed the LLM to award zero to one point(s) accord-
ing to the rubrics (e.g., “subtract 0.25 points if X”). For feedback, the prompt 
included the task and student answer, and instructed the LLM to give helpful, 
specific, and detailed feedback. After generating grades and feedback for each 
task, we instructed the LLM to generate an overall feedback summary, includ-
ing a custom coding challenge. All prompts instructed the LLM to create a 
list of step-by-step thoughts and to format its response using html tags (e.g.,
<feedback>, <points>). This allowed us to retrace the “thoughts” of the model
and extract relevant information. In a last step the pipeline creates a markdown
file with a complete account of all prompts and LLM responses and a PDF report
containing the feedback. Finally, the grades and feedback reports for all students
are uploaded to Canvas. All code, prompts, and implementation instructions are
available here: https://github.com/lukekorthals/canvas-llm-integration. 

2.2 Piloting the Pipeline 

In January 2025 we taught R and Python to 58 graduate students enrolled in 
an introductory programming course at the University of Amsterdam. Span-
ning four weeks, it included about 30 hours of lectures and tutorials, real-time
tutoring via Slack [18], weekly take-home assignments, and one in-class exam.
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The course comes with a high workload for students and teachers, and in previ-
ous years students waited several days to receive their weekly grades. They also 
received almost no textual feedback on their submissions, thus providing lim-
ited opportunities to improve before the next week’s assignment. This year, we
hoped to address these concerns by providing students with preliminary grades
and feedback generated by GPT-4o1 [ 17]. Each student received AI feedback 
for two randomly chosen assignments. Final grades were awarded by the course 
instructor and three PhD students who did not see the AI-generated grades
before grading.

During the first lecture, we informed students about the course setup and 
collected written consent from 47 students wo agreed that we could use their 
data for scientific inquiry. They were between 21 and 42 years old (M =  24.51, 
sd =  3.78), most were female (f =  30, m =  14, other =  1, N A  =  2)  and  
most had little previous experience with R (no experience =  12, very little = 13,
some = 10, moderate = 9, a lot = 1, NA = 2) or other programming languages
(no experience = 11, very little = 17, some = 10, moderate = 5, a lot = 2,
NA = 2).

3 Findings 

3.1 Setting up and Using the Pipeline 

Setup. Setting up the integration took considerable time and effort. Without 
prior knowledge of the APIs, it took the main author about fiv e weeks to write
the code and refine rubrics based on test submissions.

Downloading Submissions. We instructed students to structure their file sub-
missions with certain indicators (e.g., “#R1”, “#Python2”), such that we could 
automatically chunk them into question-wise answers. Almost all submissions 
were correctly formatted, and we only had to manually re-format a few each 
week. Downloading, manual re-formatting, and parsing 60 submissions (includ-
ing our own test submissions) took 10 to 60 minutes each week. A stricter policy
saving more time would be to validate and automatically reject incorrect sub-
missions.

AI Grading and Feedback. Depending on the number of questions in an 
assignment (e.g., 48 in assignment 1 and only 14 in the exam), prompting GPT-
4o cost between 15 and 20 USD, and took about one to five minutes per sub-
mission (up to six hours for 60 submissions). This meant that students received 
preliminary grades and feedback within hours of the assignment deadlines. In 
contrast, human grading cost about 500 USD per assignment and took about
16 to 20 hours. With weekends and sick leave, students waited 3 to 12 days for
their human-generated grades. They received no textual feedback from human

1 Specifically gpt-4o-2024-05-13 .
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graders. Thus, LLM-generated grades and feedback can quickly become prof-
itable in terms of time and money, especially for assignments that already ha ve
detailed rubrics. However, this conclusion only holds if LLM-grades are accurate.

3.2 Alignment Between Human and LLM Grading 

Grades awarded by GPT-4o and the human graders were positively correlated 
for all four assignments and the exam (r = .815, .570, .768, .600, .866). However,
humans frequently awarded higher grades (see Fig. 1). 

Fig. 1. Positive correlations, but humans awarded higher grades.

We also looked at the scores for 6345 question attempts (47 students x 135 
questions). In 80.33% (5097) of cases, the human graders and GPT-4o assigned 
the same score; in 16.94% (1075), humans awarded more points; in 2.73% (173), 
GPT-4o awarded more points. We started investigating the 1248 disagreements 
b y reading the explanations by GPT-4o and the human graders. At the time of
writing we reviewed 210 of them and made the following discoveries.

Not All Disagreements Are LLM Mistakes. In 62 cases (29.52% of dis-
agreements), the human made a mistake (e.g., missing a syntax error) and GPT-
4o gave the correct score. In 42 disagreements (20%), both scores seem justifiable,
with GPT-4o often being stricter than the human grader in their interpretation
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of rubrics (e.g., penalizing typos in required strings). Put together, the LLM 
score can be considered correct for 49.52% of the 210 investigated disagree-
ments. In seven cases (3.3%), both the human and LLM made mistakes. In 99 
cases (47.14% of the 210 investigated disagreements), the human gave the correct
score, and GPT-4o made a clear error.

Next,  we  look  only  at  the  106 disagreements where the LLM made mistakes.

GPT-4o Sometimes Deviated from the Rubrics. We found 34 cases 
(32.08% of LLM mistakes) where GPT-4o deducted points for minor deviations 
from the example solution or for errors not covered by the rubrics, likely because 
it flagged them in its step-by-step “thoughts.” This suggests that the example 
solution and mod el reasoning can sometimes introduce errors. Explicitly instruct-
ing the LLM to reference the rubrics in its “thoughts”, may help prevent these
mistakes.

Unfamiliar Code Led to False-Negatives and False-Positives. In 32 cases 
(30.19% of LLM mistakes), the LLM flagged correct solutions as incorrect or vice 
versa. In these cases, the students code was often messy, convoluted, or used 
unconventional solutions or uncommon packages. These are the most worrying
mistakes GPT-4o made because there is no easy way of preventing them.

GPT-4o Lacks Certain Skills. In 17 cases (16.04% of LLM mistakes), GPT-
4o failed to correctly count code lines, perform math, or evaluate the informa-
tiveness of plots. This explains the comparatively low correlation for assignment 
2  (r = .570) which concerned plotting; and assignment 4 (r = .600)  for  which  
20% of the grade w ere based on the number of code lines. For such tasks, LLM
grading should likely be avoided or supplemented with unit tests or screenshots.

GPT-4o Interpreted Rubrics Too Literally. In 16 cases (15.09%, of LLM 
mistakes), GPT-4o penalized students for not using exact phrases (e.g., student 
wrote “you can’t divide something by 0” instead of “division by zero”). This
suggests that rubrics must avoid overly narrow language.

Our Mistakes Confused GPT-4o. In five cases (4.72% of LLM mistakes), 
we provided incorrect example solutions or introduced question dependencies 
without providing the necessary code. Human graders recognized that we made 
these mistakes and graded accordingly. In contrast, the LLM-scoring was correct
based on the provided resources, but incorrect given the broader context.

GPT-4o Sometimes Overlooked Correct Comments. In two cases (1.89% 
of LLM mistakes) GPT-4o did not recognize comments added behind code 
instead of in a new line. This may be reconciled by explicitly prompting the 
LLM to look for such comments or by instructing students to avoid them.
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What This Meant for Students. For some students, grades awarded by 
humans and GPT-4o were very similar or even identical. However, there were 
also those who would have received a failing grade (5/10) from the LLM and a
good grade (8/10) from a human grader (see Fig. 1). So what did students t hink
about this?

3.3 Reception by Students 

We analyzed answers by 30 participants who gave their opinion on the prelimi-
nary grades and feedback. Most (23, 76.67%) liked the LLM-generated feedback 
and a quarter (8, 26.67%) specifically appreciated the optional coding challenge. 
Some (4, 13.33%) mentioned that they would have liked to receive feedback on 
every assignment (instead of only two). Students described feedback as “helpful” 
or “useful” and appreciated that it was “fast”, “detailed”, “specific”, highlighted 
coding mistakes and suggested concrete improvements. However, some found 
the feedback “confusing”, “difficult to read”, “too long”, or “pedantic”. Ten par-
ticipants (33.33%) indicated that they liked receiving timely preliminary grades. 
However, nine of those ten students (30%) disliked that they were often l ower
than their actual grades and four of them (13.33%) stated that this made them
anxious or upset. Some mentioned that they would prefer question-wise scores
and explanations instead of overall grades. Based on this analysis, students seem
to value receiving timely grades and feedback. However, we aim to improve their
presentation and accuracy for next years course.

For privacy reasons we do not share student submissions. However, we include 
our own example submissions and corresponding LLM-generated grades and
feedback here: https://github.com/lukekorthals/canvas-llm-integration. 

4 Main Takeaways and Recommendations 

We created a reusable pipeline for AI grading and feedback of student assign-
ments. In January 2025 we piloted the pipeline in an introductory programming 
course and found LLM grading and feedback to be fast and cost efficient. Over-
all, GPT-4o awarded relatively accurate grades (80.33% perfect agreement with 
human scores at the question level), but frequently and sometimes erroneously 
awarded lower grades than human graders. However, GPT-4o also spotted mis-
takes overlooked by humans. Students appreciated timely feedback and grades, 
but some reported that low er LLM-grades made them anxious. Importantly, we
think that many of the LLM-scoring mistakes might be prevented by improving
the tasks, rubrics, and instructions. Based on our analysis of disagreements, we
specifically recommend others wanting to experiment with AI-grading to:

1. Write detailed subtractive rubrics (e.g., “subtract 0.5 p oints if X”).
2. Avoid rubrics that require counting or other skills that LLMs lack.
3. Instruct the LLM to strictly a dhere to the rubrics.
4. Avoid overly narrow language (e.g., “somehow explained X” rather than

“explicitly mentioned X”).
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5. Provide your students not only with LLM-grades but also its reasoning.

We are currently validating the efficacy of these recommendations and inves-
tigate their generalizability in a broader sample of courses. We are also looking 
into open-source LLMs which mak e it easier to assess potential ethical concerns
of AI-grading, including bias or the potential for jail-breaking.

Here https://github.com/lukekorthals/canvas-llm-integration you can find 
our code, and the assignments, rubrics, and prompts we used. We think it is 
a good starting point for anybody wanting to experiment with AI-grading, par-
ticularly Canvas-users and invite you to try it out. 

Disclosure of Interests. The authors have no competing interests to declare that
are relevant to the content of this article.
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