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Chapter 2

Methods

2.1 Models

In this section we introduce the models used for the simulations of polymer-
coated colloids and amyloidogenic peptides. The models are described in
terms of the interaction potentials between the self-assembling components.
In Sections 2.2 and 2.3 we discuss the Monte Carlo sampling algorithms,
molecular dynamics and rare event methods employed to evolve these sys-
tems.

2.1.1 Isotropic polymer-coated colloids

The aggregation of isotropic polymer-coated colloids into anisotropic struc-
tures has been described successfully using a bead-chain necklace represen-
tation of polymers grafted to fixed points on the surface of a hard sphere
[9] and, more recently, using a lattice representation of the polymers in full
monomeric detail [49].

Here we describe the polymer-coated colloids, or nanoparticles (NPs),
with a modified Asakura-Oosawa (AO) model [50, 51]. In our modified AO
model the colloids are impenetrable hard spheres of diameter σ immersed
in a polymer matrix, which is treated as an implicit (monomeric) solvent.
The short-ranged attractive forces between the particles (e.g. depletion,
van der Waals, hydrogen bond or hydrophobic interactions) are modeled
with an attractive square-well interaction of depth ε and range λσ:

βUcc(R) =


∞ R≤ σ,
−ε σ < R≤ λσ,
0 R> λσ,

(2.1)

where R denotes the interparticle distance. The grafted polymers are mod-
eled as interpenetrating spheres with radius rg that may overlap with each
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other free of energy cost (Upp = 0) but interact as hard spheres with the
nanoparticles:

βUcp(r) =
{
∞ r ≤ (σ+ rg)/2,
0 r > (σ+ rg)/2, (2.2)

where r is the distance between the centers of mass of the nanoparticle and
the polymer.

In the simulation model employed in Chapter 3, these AO spheres are
isotropically tethered to the colloid/nanoparticle with a grafting potential
Ug based on the entropic restoring force of a Gaussian chain [52]. The
end-to-end probability distribution of the polymer endpoint re is P (re) ∝
exp[−3r2

e/2Nbb
2], with Nb the number of segments and b the Kuhn length.

This probability translates into an effective potential (free energy) βF (re) =
− lnP (re) = 3r2

e/2Nbb
2 +constant. If we assume that the center of mass of

a grafted chain is halfway between its end-points, i.e. r ≈ re/2 with r the
distance between the grafting point and the center of the AO particle, and if
the chain is sufficiently long (Nb� 1), then, using r2

g ≈Nbb
2/6, the grafting

potential takes the form

βUg(r)≡ (r/rg)2. (2.3)

Indeed, the Boltzmann distribution P (r) ∝ e−βUg(r) of this effective graft-
ing potential results again in the end-to-midpoint distribution of a Gaus-
sian chain. This potential effectively captures the elastic contribution to
the chain entropy. We aim to show that this is sufficient in driving the
anisotropic aggregation of functionalized NPs. See Fig. 2.1 for a schematic
representation of the model.

Denoting the positions of the N nanoparticles by ~RN , each grafted by
f polymers with positions ~rf , the total energy for the system is thus

U(~RN ,~rfN ) =
N∑
i 6=j

Ucc(|~Rij |) +
N∑
i,j

f∑
k

Ucp(|~ri,k− ~Rj |)

+
N∑
i

f∑
k

Ug(|~ri,k− ~Ri−~ui,k|),

(2.4)

where ~ri,k denotes the position of the k-th polymer of the i-th nanoparticle
and the grafting points are given by ~ui,k =M(~Ωi)∆ûk. Here, M(~Ωi) denotes
the rotation matrix for the orientation ~Ωi of the i-th nanoparticle and ∆ûk
is the unit vector in the reference frame from the center of the nanoparticle
to the k-th grafting point.

For the Monte Carlo simulations in the grand-canonical (µVT) ensemble
(see Sec. 2.2.2) we impose the chemical potential µ of the polymer-coated
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Figure 2.1: Simulation model of the isotropic polymer-coated colloid. Poly-
mers are tethered to fixed grafting points evenly distributed on the surface
of the colloid.

particles instead of the number N . For low values of the functionality f
and polymer size q= 2rg/σ a grand-canonical approach will result in a bulk
solid of NPs. However, the presence of the polymer matrix was shown to
provide stabilization to a cluster phase for isotropic particles in the absence
of highly directional interactions [53, 54]. The origin of this equilibrium
cluster formation was found to be a weak, long-ranged repulsion caused
by chain connectivity in the polymer matrix. To prevent complete phase
separation into bulk solids, and instead promote a micro-phase separation
into an equilibrium cluster phase, we implement an additional repulsive
screening Yukawa potential, mimicking long ranged repulsive interactions:

βUY(R) =
{

0 R≤ λσ,
Aζ exp(−R/ζ)/R R > λσ,

(2.5)

where A is the strength of repulsion and ζ its range. The motivation for
this exponentially decaying function comes from theoretical work on long-
ranged density correlations due to chain connectivity in the matrix [54].
This potential is added to the Ucc(R) defined in Eq. 2.1. The combination
of the short-ranged square-well interaction (Eq. 2.1) with the long-ranged
Yukawa interactions will lead to a finite thermodynamically stable cluster
phase [55].

2.1.2 Anisotropic polymer-coated colloids

In Chapter 4 we study the aggregation of isotropic and anisotropic colloids
coated with acrylic acid polymers and polystyrene in water. Anisotropy
is introduced to the colloids in the form of a protrusion attached on the
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surface of the colloid, which now resembles a snowman-like particle. We
first model the colloids as hard spheres of diameter σ. The attractive
forces between particles, due to e.g. van der Waals interactions and the
hydrophobic (polystyrene) component of the brush, is captured using a
square well potential:

Ucc(R) =


∞ R≤ σ,
−εc σ < R≤ σ+ ∆,
0 R> σ+ ∆,

(2.6)

where ∆ is the width of the well and R is the center-center distance be-
tween the colloids. We then model the grafted acrylic acid polymers as
AO particles with diameter qσ [56, 57], which can move freely across the
surface at a fixed distance (σ+qσ)/2, thereby allowing the brush to adapt
its configuration to the environment. The AO particles are free to overlap
each other, i.e. UAO−AO = 0, but have a hard-sphere interaction with the
colloids:

UAO−c(r) =
{
∞ r ≤ (σ+ qσ)/2,
0 r > (σ+ qσ)/2, (2.7)

where r is the center-center distance between the colloid and polymer.
To obtain snowman-like particles, we attach a protrusion to each colloid,

modelled here as a hard sphere with radius rp, with its center located at
the colloid surface. The protrusion hydrophobicity is captured by a weak
square-well attraction between protrusions with strength Upp = −εp over
the range 2rp <R≤ 2rp +∆. The colloids and protrusions interact through
a square-well potential with depth Ucp =−√εcεp, i.e. the geometric mean
of the interaction strengths, over the range σ/2 + rp < R ≤ σ/2 + rp + ∆.
Lastly, the protrusions have a hard-sphere interaction with the polymers:

UAO−p(r) =
{
∞ r ≤ rp + qσ/2,
0 r > rp + qσ/2. (2.8)

See Fig. 2.2 for a schematic representation of the model.
Given a system containing N particles at positions RN , each grafted

with f polymers at positions rf , the total energy for the system is then
given by

U(RN ,rfN ) =
N∑
i 6=j

[
Ucc(~Rij) +Ucp([~Ri+~ui]− ~Rj)

+Ucp(~Ri− [~Rj +~uj ]) +Upp([~Ri+~ui]− [~Rj +~uj ])
]

+
N∑
i,j

f∑
k

[
UAO−c(~ri,k− ~Rj) +UAO−p(~ri,k− (~Rj +~uj))

]
,

(2.9)
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Figure 2.2: Simulation model of the anisotropic polymer-coated colloid.
Rather than being tethered to grafting points on the colloid surface, the
AO particles now move freely around the colloid at a fixed distance.

where ~ri,k denotes the position of the k-th polymer of the i-th particle,
and ~ui =M(~Ωi)∆~u is the vector pointing from the center of the colloid of
the i-th particle to the protrusion, with M(~Ωi) the rotation matrix for the
orientation ~Ωi of the i-th nanoparticle, and ∆~u the vector in the reference
frame from the center of the nanoparticle to the protrusion.

2.1.3 Coarse-grained modelling of peptides

The simulation of complex systems such as proteins requires a coarse-
grained (CG) model to bridge the large length- and timescales involved
in self-assembly. Many models exist that treat the protein on the atomic
level, such as GROMOS [37] (Fig. 2.3a), AMBER [38] and CHARMM [39].
Although these models provide a great level of detail, for most biomolecular
processes the computational expense is still prohibitively large. This can be
alleviated to some extent by lumping together multiple atoms into beads
[58]. For instance, the MARTINI model [59] maps four backbone atoms
onto a single bead and assigns one of several types of effective potentials
(charged, polar, nonpolar, apolar) while the side-chains are represented in
high resolution.
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Many CG models are available for simulating protein folding and ag-
gregation [34], ranging in complexity. Most models do not explicitly ac-
count for the solvent molecules in the system as they constitute the bulk
of the system; the presence of the solvent is included in the CG poten-
tials. Generally the speedup gained from simulating in an implicit solvent
is large (on the order of 102− 103). In lattice models [60–62] particles
are confined to a lattice and the system is generally evolved using MC
moves (Fig. 2.3b). Lattice models lack precision but are very efficient and
parameterized such that both protein folding and amyloid formation are
captured [63]. In the off-lattice tube model [64] a peptide is represented
by a flexible tube consisting of Cα backbone atoms. It is therefore not
sequence specific (Fig. 2.3c). The hydrophobic interactions are added in a
pairwise fashion for residues within a predefined proximity, and hydrogen
bond interactions enter through geometric constraints. Another model, the
Head-Gordon model [65], is similar to the tube model in that each amino
acid is represented by a single bead and the stiffness of the chains enters
through a dihedral and bond angle potential, however it distinguishes be-
tween three types of amino acids: neutral, hydrophobic and hydrophilic.
The Shea model [66] models each amino acid in more detail: a bead type
Y is assigned to the backbone N and C’ atoms, and bead type X to the
Cα atoms. End groups are assigned bead type E, and the side-chains are
represented by a single bead of type H (hydrophobic), P (hydrophilic), C
(positively charged) or A (negatively charged). As such, the model is not
sequence specific but allows for some flexibility in the choice of amino acid
type. See Fig. 2.3d for a schematic representation. We note that many
more CG models exist, even with a resolution closer to that of atomistic
force fields [67], however we refer to Refs. [34] and [36] for a more in-depth
comparison of the available models.

For the protein aggregation simulations in Chapters 5 and 6 we employ
a generic mid-resolution CG model developed by Bereau and Deserno [41]1.
This is an implicit solvent and sequence specific model, where each amino
acid is represented by four beads. These beads are bound to each other
through a harmonic bond potential and an angle potential:

Ubond(r) = 1
2kbond(r− r0)2, (2.10)

Uangle(θ) = 1
2kangle(θ−θ0)2, (2.11)

where kbond and kangle are the spring constants, and r0 and θ0 are the equi-
librium values for the bond length and angle respectively. The flexibility of
1This CG model is publicly available at github: https://github.com/tbereau/peptideB
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Figure 2.3: (a) Side-view of a fibril consisting of LVEALYL peptides in the
atomistic GROMOS96 force field [68]; taken from Ref. [33]. (b) Represen-
tation of a peptide in the lattice model by Abeln and Frenkel [63]; taken
from Ref. [62]. The yellow segments designate alanine residues, isoleucine
is shown in white, glutamate in red and arginine in blue. (c) Simulation
snapshot of a disordered oligomer consisting of randomly oriented peptides
in the tube representation [64]. (d) Schematic representation of the mid-
resolution Shea model, where the backbone of each peptide is modeled by
end-groups (E), X and Y beads. The side-chains can be either hydrophobic
(H), positively charged (C), negatively charged (A) or polar/hydrophilic
(P).

a peptide is determined by its ability to rotate around these bonds, which
is captured by the backbone dihedral (defined by the atoms CαC’NCα)
potential:

Udihedral(ϕ) = kn(1− cos(nϕ−ϕn,0)). (2.12)

Here, the dihedral is written as a Fourier series with a single mode n = 1
with coefficient kn and phase ϕn,0, corresponding to a trans conformation of
the amino acid. The dihedral bond before a proline residue is an exception
and is described by two modes: one for the cis conformation and one for
the trans conformation. There are two more dihedral angles, φ and θ, that
describe an angle between two planes, defined by the atoms C’NCαC’ and
NCαC’N respectively. See Fig. 2.4 for a schematic figure. However, the
free energy barrier of rotation around the corresponding bonds is small
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Figure 2.4: Schematic representation of the four-bead amino acid CG model
by Bereau and Deserno [41]. Each backbone atom and the side-chain is
represented by a single bead. The oxygen and hydrogen atoms are not
modeled explicitly, but their position can be inferred from the positions of
the neighboring atoms.

compared to thermal fluctuations in the energy on the order of kBT , where
kB is the Boltzmann constant, therefore the beads are allowed to rotate
freely around them. We refer to Ref. [41] for more information on these
potentials.

All other interactions between beads are purely nonbonded interactions.
These include steric interactions:

Usteric(r) =
{

4εsteric
([σij

r

]12−
[σij
r

]6 + 1
4

)
if r ≤ 21/6σij ,

0 if r > 21/6σij ,
(2.13)

where σij is the mean size of beads i and j, and εsteric is a parameter that
signifies the strength of the steric interaction. Then there are hydrophobic
side-chain interactions between the amino acid side-chains:

Usteric(r) =



4εhp

([σCβ
r

]12
−
[σCβ

r

]6)
+ (εhp−ε′i) if r ≤ 21/6σij ,

4εhpε
′
i

([σCβ
r

]12
−
[σCβ

r

]6)
if 21/6σij < r ≤

rhp,cutoff ,
0 if r > rhp,cutoff ,

(2.14)
where σCβ is the diameter of the side-chain bead, εhp is a parameter sig-
nifying the absolute hydrophobic interaction strength and rhp,cutoff is the
cutoff value beyond which the interaction energy is taken to be zero. The
relative side-chain-specific interaction strength parameters ε′i were obtained
using the Miyazawa and Jernigan’s (MJ) statistical analysis method. See
Refs. [40] and [41] for more details.
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Another essential, yet often overlooked interaction is due to interacting
dipoles. These interactions account for a major part of the relative stabil-
ity of the α-helical and β-sheet secondary structures [41, 69]. In the CG
model, the dipole interaction potential between carbonyl and amide groups
involved in bonding depends on the dihedral angles φ and ψ:

Udipole(φ,ψ) = kdipole ([1− cosφ] + [1− cosψ]) , (2.15)

where kdipole is a tuneable coefficient.
Nonbonded interactions that directly give rise to the secondary struc-

ture of proteins are due to hydrogen bond formation. Hydrogen bond in-
teractions are highly angular-dependent and short-ranged:

Uhb(r,θN,θC) =εhb

(
5
[
σhb
r

]12
−6

[
σhb
r

]10
)

×
{

cos2 θN cos2 θC if |θN|, |θN|< 90◦,
0 otherwise,

(2.16)

where σhb is the equilibrium hydrogen bond length, εhb is the hydrogen
bond strength and θN and θC are the angles formed by the HNC’ and
NC’O atoms respectively (Fig. 2.4). Explicit electrostatic interactions were
initially not modeled in the CG model by Bereau and Deserno; instead they
were included in the effective side-chain parameters ε′i. The authors have
later decoupled the charge effects from the MJ matrix and added the option
of simulating with explicit charges, however we found that this slows down
the simulations significantly. This defeats the purpose of using a CG model
in the first place, therefore we opted not to model charges explicitly.

The benefit of the model is that it is parameterized such that the α-
helical and β-sheet secondary structures are equally accessible, which makes
the model more generic and realistic. Furthermore, it is of higher resolution
than most other models used to study protein aggregation and includes the
important backbone hydrogen bonds. It is also publicly available and easy
to implement within the ESPResSo [70] MD package.

2.2 Monte Carlo

In molecular simulations we can distinguish between stochastic and deter-
ministic methods to generate trajectories and find equilibrium structures.
Stochastic methods are, for instance, the Langevin molecular dynamics
method and Monte Carlo (MC) sampling. In this chapter we will first dis-
cuss the Monte Carlo method; later we will discuss Langevin dynamics.
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The MC algorithm samples phase space, which is a collection of all possi-
ble configurations ~rN and momenta ~pN of a system with N particles, and
seeks thermodynamical equilibrium by performing trial moves. These trial
moves can include physical moves such as translation and rotation, but also
unphysical moves such as particle insertion and deletion [71]. The benefit
of Monte Carlo over deterministic methods is that it is easy to implement
in various ensembles, e.g. canonical, microcanonical, isobaric, etc., and
does not require expensive calculations of the force and integration of the
equations of motion. The drawback is that there is no natural unit of time
and, since unphysical moves are often employed, we must be careful when
drawing conclusions on the kinetics of a process based on MC generated
trajectories.

2.2.1 Canonical (NVT) ensemble

In the canonical ensemble, the number of particles N , the volume V and
temperature T is constant. The total energy of the system E = U +K,
where U is the total potential energy and K the total kinetic energy, is
therefore allowed to fluctuate. This system is thermodynamically equiva-
lent to a system in contact with a large heat bath with the same tempera-
ture. At constant temperature T , the average kinetic contribution is simply
given by

〈K〉= 3
2NkBT, (2.17)

where kB is the Boltzmann constant, therefore we only have to consider the
change in potential energy between each move. The probability of accepting
a MC move in the canonical ensemble is given by the Metropolis criterion
[72]:

Pacc(I → F ) = exp(−β∆U) if ∆U > 0,
= 1 if ∆U ≤ 0,

where I is the initial state, F is the final state, β = 1/kBT is the inverse
temperature and ∆U is the difference in potential energy before and after
the move. This equation is more succinctly written as

Pacc(I → F ) = min(1,exp(−β∆U)) . (2.18)

We are free to choose any move that preserves the number of particles, the
volume and temperature, under the condition that it obeys detailed balance
[71]. Detailed balance states that if we know the probability Pacc(I → F )
of accepting a MC move from state I to F , and we know the probability
Pacc(F → I) of accepting the reversed move, then the probability ρF of
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finding the system in state F relative to the probability ρI of finding the
system in state I is given by the Boltzmann factor:

ρF
ρI

= Pacc(I → F )
Pacc(F → I) = exp(−β∆U). (2.19)

This ensures that after a large number of MC moves the probability of find-
ing a configuration P(~rN ) is proportional to the Boltzmann distribution
exp(−βU(~rN )). Note that the calculation of time-independent equilibrium
properties requires no information on the momenta ~pN . Given that we
have defined a set of MC moves and a potential energy function U(~rN ),
and we sample phase space by performing trial moves, we generate equi-
librium configurations of the system. During a simulation the average of
any observable A can be calculated, such as the energy, so that we obtain
the ensemble average 〈A〉. The ensemble average is related to the canonical
distribution P(~rN ) through

〈A〉=
∫
d~rNA(~rN )P(~rN ). (2.20)

2.2.2 Grand-canonical (µVT) ensemble

In grand-canonical Monte Carlo (GCMC) simulations we fix the tempera-
ture T and volume V , but now impose a chemical potential µ rather than
fixing the number of particles N . We can employ all the same moves as in
the NVT ensemble with the same Metropolis acceptance criterion, however
now we also add and remove particles. To add a particle we simply pick
a random (x,y,z)-coordinate inside the simulation box, add a particle and
calculate the total change in potential energy. This requires the evaluation
of N interactions with the new particle. The probability of accepting the
newly added particle is calculated using

Pacc(I → F ) = min
(

1, V

Λ3(N + 1) exp(β{µ−∆U})
)
, (2.21)

where Λ is the thermal de Broglie wavelength. Instead of µ, the relative
chemical potential µ′ measured with respect to an ideal gas of particles is
often used, defined as

µ′ ≡ µ−kBT lnΛ3, (2.22)
so that the thermal de Broglie wavelength is included in the expression for
the chemical potential and disappears from the prefactor in Eq. 2.21. The
acceptance probability for removing a random particle is given by

Pacc(I → F ) = min
(

1, Λ
3N

V
exp(−β{µ−∆U})

)
. (2.23)
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Simulating in the grand-canonical ensemble may improve the sampling
of phase space for ergodic systems, and is particularly useful for studying
phase equilibria. However, at high densities, such as in liquids or solids,
inserting a particle often leads to overlap and the move is rejected. If
the particle we attempt to insert consists of multiple components such as
polymers grafted to a colloid, then each component has to be inserted
sequentially. When these individual components are bound to each other
by an interaction (e.g. harmonic) potential and are randomly inserted
in the box, the insertion of the particle is often rejected. Below we will
discuss in detail the application of an efficient biased scheme specific to our
case, where polymers are bound to the surface through a harmonic grafting
potential, which resolves some of the issues with inserting multi-component
particles.

2.2.3 Configurational-bias Monte Carlo

Biased MC schemes for the grand-canonical ensemble significantly speed up
sampling of polymer-coated colloids by sequentially inserting components of
particles, such as the polymers grafted to the colloid [71]. In a typical biased
GCMC scheme multiple trial positions are generated for each component,
which are then accepted or rejected by a modified Metropolis acceptance
criterion. The insertion algorithm is initiated by placing the colloid at a
random position in the system. The energy of interaction of the colloid
with the rest of the system after insertion (state F ) equals U ext

c,F . Here, U ext
c

is the interaction potential of the inserted colloid with all other particles
in the system, where the superscript ’ext’ denotes that we calculate only
the external interactions, i.e. the interactions of the colloid with all other
particles (and not those with polymers grafted to the inserted colloid).
Then, a weight factor wext

c,F = k exp(−βU ext
c,F ) is calculated, where k equals

the number of trial positions generated for the polymers end-grafted to the
inserted colloid. Subsequently, the grafted polymers with radius rg will be
added one by one in the following manner:

1. A random position for the polymer relative to the grafting point is
taken from a Gaussian distribution with variance σ = rg/

√
2. This

is the equivalent of generating an infinite number of trial positions k
and picking one at random. The justification for using a Gaussian
distribution with this variance comes from the harmonic nature of the
grafting potential βUg = (r/rg)2 (see Section 2.1 for the derivation of
this potential).

2. Step 1 is repeated until the colloid has its desired functionality f .

24



3. Particle insertion is accepted with a probability

Pacc(I → F ) = min
(

1, V

N + 1 exp[βµ′]WF

)
= min

(
1, V

N + 1 exp[βµ′] exp[−βU ext
c,F ]

)
,

where I is the state before insertion, F is the state after insertion
and µ′ is the imposed chemical potential relative to an ideal gas of
particles.

The Rosenbluth factor in the acceptance rule for this insertion algorithm
simply equals WF = exp(−βU ext

c,F ). The derivation follows below. In a
typical biased GCMC scheme we would generate k trial positions for the f
grafted polymers and calculate the accompanying weight factors using

wext
i,F =

k∑
j=1

exp(−βU ext
g,F (~bj)), (2.24)

where 1 ≤ i ≤ f and ~bj ∈ {~b}k are the coordinates of trial position j rel-
ative to the colloid. However, the polymers in our system only inter-
act with the colloid it is grafted to, i.e. the external interaction energy
U ext
g (~bj) = 0. Therefore, wext

i,F = k and the Rosenbluth factor, defined as
WF =∏f

i=1w
ext
i,F /k, simplifies to

WF = exp(−βU ext
c,F )

f∏
i=1

wext
i,F

k
= exp(−βU ext

c,F ). (2.25)

Using the same argumentation for the particle removal step we obtain the
Rosenbluth factor WI = exp(−βU ext

c,I ), where I denotes the state of the
system before removing the particle. This leads to the following acceptance
rule:

Pacc(I → F ) = min
(

1, N
V

exp[−βµ′]/WI

)
= min

(
1, N
V

exp[−βµ′]/exp[−βU ext
c,I ]

)
= min

(
1, N
V

exp[−βµ′] exp[βU ext
c,F ]

)
.

The insertion algorithm is now reduced to extracting a random number from
a Gaussian distribution, a procedure for which several numerical recipes ex-
ist [73], and multiplying this number by a constant that would result in the
Boltzmann distribution corresponding to the grafting potential. There-
fore we do not have to generate trial positions for every polymer and the
configurational-bias GCMC algorithm is sped up significantly.
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2.2.4 Cluster moves

Strong, short-ranged interactions often lead to the occurrence of so-called
kinetic traps. Clusters of particles are restricted in their movement due to
the high free energy barriers posed by the binding energies of clusters, and
the system becomes stuck in local minima; extensive sampling is required to
cross the free energy barriers towards higher aggregates. To overcome this
problem, several cluster move algorithms have been developed that move
clusters rather than individual particles. This greatly facilitates aggrega-
tion, and cluster moves in general are a necessity for studying self-assembly
processes. Particles may be assigned to a cluster by either a distance or
an energy criterion; sophisticated algorithms generally employ an energy
criteron. A popular example is the virtual move MC (VMMC) algorithm in-
troduced by Whitelam & Geissler in 2007 [74]. The VMMC algorithm was
specifically designed to approximate realistic dynamics of particle moves
while facilitating aggregation of strongly interacting particles. These inter-
actions may be of a short-range or angular-specific (patchy) nature. The
cluster algorithm we employ [75] is similar to the VMMC algorithm in that
it also recruits particles via a scheme depending on bond energies. The al-
gorithm is aimed towards tuning the optimal cluster size for the molecular
self-assembly process, and proceeds as follows:

1. Select a random particle i.

2. Loop over all particles in the system that are not inside the cluster.
The probability Pij that a bond is formed with another particle j is
given by

Pij = 1− exp(β′min{0,Uij(r)}), (2.26)

where Uij(r) is the bond energy and r is the inter-particle distance.

3. Repeat step 2 and stop when no more bonds are formed during the
loop.

4. Translation or rotation of the chosen cluster with a modified Metropo-
lis acceptance probability:

Pacc(I → F ) = min(1,exp(−{β∆U −β′∆U−})). (2.27)

In this equation ∆U− is the sum of all negative contributions to ∆U ,
i.e.

U− = 1
2
∑
ij

min(0,Uij), ∆U = UF −UI and ∆U− = U−F −U−I .
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Figure 2.5: Schematic figure of the cluster move algorithm by Bhat-
tacharyay & Troisi [75]. For high values of β′ the entire cluster is translated
or rotated, whereas for low values β′ only part of the cluster is moved. For
β′ → 0 the algorithm simplifies to the standard Metropolis selection rule
for moving a single particle.

The pseudo temperature β′ controls the size of clusters: small values of β′
lead to small clusters whereas large values lead to large clusters (Fig. 2.5).
The benefit of the energy criterion in Eq. 2.26 is that there exist values of
β′ that not only facilitate aggregation, but also internal reorganization of
large aggregates. In order to determine the optimal value of β′ leading to
the structure with the lowest energy we must first carry out preliminary
simulations in the NVT ensemble at the target temperature. A suitable
value for β′ is one where the potential energy as function of MC steps
decays quickly to the lowest possible value.

To show that this algorithm obeys detailed balance we have to show
that

Pacc(I → F )×W (I → F )
Pacc(F → I)×W (F → I) = exp(−β∆U), (2.28)

where W (I→ F ) is the probability of selecting a specific cluster in state I
and Pacc(I → F ) is the probability of accepting a specific MC move from
state I to F . W (F → I) is then the probability to select the exact same
cluster in state F and Pacc(F → I) is the probability of accepting the re-
versed move from state F to I. The fraction W (I→ F )/W (F → I) can be
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interpreted as the probability of selecting a specific cluster of size n for the
forward move divided by the probability of selecting the same cluster for
the reverse move. Suppose that we recruit a cluster of size n using to the
algorithm above, then the probability W (I → F ) of selecting this specific
cluster of size n can also be interpreted as the probability PnI that during
the loop in step 2 no bonds are formed between the n particles in the cluster
and any particle outside the cluster:

PnI =
∏
ij

(1−Pij) =
∏
ij

exp(β′min{0,Uij}) = exp(β′U−I ) (2.29)

For every particle i in the cluster we therefore loop over all particles j
outside the cluster. Eq. 2.29 then gives the probability of forming no bond
between all i and j, which is the probability that the algorithm stops at
step 2. The cluster is then formed. The same argument also applies to
W (F → I):

PnF =
∏
ij

(1−Pij) =
∏
ij

exp(β′min{0,Uij}) = exp(β′U−F ). (2.30)

The ratio of transition probabilities is then given by

W (I → F )
W (F → I) = PnI

PnF
= exp(β′U−I )

exp(β′U−F )
= exp(β′(U−I −U

−
F )) = exp(−β′∆U−).

(2.31)
Inserting Eqs. 2.27 and 2.31 in Eq. 2.28 then gives

Pacc(I → F )×W (I → F )
Pacc(F → I)×W (F → I) =min(1,exp(−{β∆U −β′∆U−}))

min(1,exp({β∆U −β′∆U−}))
× exp(−β′∆U−).

(2.32)

For simplicity, let us define x≡ β∆U −β′∆U−. Then 2.32 becomes

Pacc(I → F )×W (I → F )
Pacc(F → I)×W (F → I) = min(1,exp[−x])

min(1,exp[x]) exp(−β′∆U−). (2.33)

Now we will proceed to show that min(1,exp[−x])/min(1,exp[x]) equals
exp[−x] for all x. First, it should be clear that if x < 0 then
min(1,exp[−x]) = 1 and min(1,exp[x]) = exp[x]. Therefore for x < 0 we
obtain

min(1,exp[−x])
min(1,exp[x]) = 1

exp[x] = exp[−x]. (2.34)

The same line of reasoning can be used for x > 0, which leads to

min(1,exp[−x])
min(1,exp[x]) = exp[−x]

1 = exp[−x]. (2.35)
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Then, lastly, when x= 0 we obtain

min(1,exp[−x])
min(1,exp[x]) = 1

1 = 1 (2.36)

Given that exp[−x] = 1 for x= 0, we have shown that for all x the expression

min(1,exp[−x])/min(1,exp[x])

reduces to exp[−x]. Then Eq. 2.33 can be reduced to

Pacc(I → F )×W (I → F )
Pacc(F → I)×W (F → I) = min(1,exp[−x])

min(1,exp[x]) exp(−β′∆U−)

= exp(−x)exp(−β′∆U−)
= exp(−{β∆U −β′∆U−})exp(−β′∆U−)
= exp(−β∆U),

and hence detailed balance as defined in Eq. 2.28 is obeyed.

2.2.5 Quaternion rotations

In addition to cluster translations we also include orientational moves. Here
we will discuss a method to rotate nonlinear clusters using quaternions [71].
The idea is to rotate the vectors pointing from the center of mass to each
particle in the cluster by multiplying them with a rotation matrix. The
rotation matrix is a matrix that upon multiplication rotates a coordinate
vector around its origin while the length is invariant under the transforma-
tion. The recipe for generating random rotation matrices is as follows:

1. First we generate a random unit quaternion ~Q= (q1, q2, q3, q4), where

q1 = cos θ2 cos
(
φ+ψ

2

)
,

q2 = sin θ2 cos
(
φ−ψ

2

)
,

q3 = sin θ2 sin
(
φ−ψ

2

)
,

q4 = cos θ2 sin
(
φ+ψ

2

)
,

and θ, φ and ψ are the Eulerian angles. We do this by generating
random numbers between 0 and 2π for the Eulerian angles and cal-
culating the components of ~Q.
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2. Then we generate the random rotation matrix R using

R =

q2
1 + q2

2− q2
3− q2

4 2(q2q3− q1q4) 2(q2q4 + q1q3)
2(q2q3 + q1q4) q2

1− q2
2 + q2

3− q2
4 2(q3q4− q1q2)

2(q2q4− q1q3) 2(q3q4 + q1q2) q2
1− q2

2− q2
3 + q2

4

 . (2.37)

To rotate, simply loop over all particles i= 1, ...,n in the cluster and calcu-
late the center of mass, then subtract the center of mass from the coordinate
vector of i and multiply it with the rotation matrix:

~ri
′ = R~ri, (2.38)

where ~ri is the vector pointing from the center of mass to particle i and ~ri
′

is the new position of i after the rotation; accept or reject the rotation by
applying the standard Metropolis selection rule.

2.3 Molecular dynamics

In deterministic molecular dynamics we evolve the system by integrating
Newton’s equations of motion:

d~pi
dt =−dU(~rN )

d~ri
, (2.39)

where ~pi = mi~ri is the momentum vector of particle i. For a system of N
particles we therefore obtain a set of 3N differential equations. There are
various approximations to solve the equations of motion simultaneously and
find the state at time t+∆t, where ∆t is the timestep. When we decrease
∆t the solution to the equations of motion becomes more accurate, however
this comes at increased computational expense. If the time step is too large
then at time t+∆t particles may be nearly overlapping, which leads to large
forces and large fluctuations in energy.

A good integrator conserves the total energy and is time reversible,
which means that if we reverse all the momenta and integrate backwards
in time we recover the previous state. The Verlet and velocity Verlet algo-
rithms [71, 76] use a Taylor expansion of the position in time. The state
at t+ ∆t is then calculated using the positions ~rN , velocity ~vN and forces
~fN (t) =−dU(~rN )/dr at time t. In order to calculate the velocity we require
the positions at time t−∆t, which requires us to store the positions of the
current and previous time step. The velocity Verlet algorithm solves this
problem by reformulating the equations of motions such that the velocity
calculation requires only the positions at time t. This numerical algorithm
conserves energy very well over long simulation times (i.e. no energy drift)
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and is the most commonly used algorithm in molecular dynamics. The
leapfrog algorithm [77] is similar to the Verlet algorithm except in that it
calculates the velocities in half time steps of ∆t/2. It is used in popular
MD packages such as GROMACS [78, 79]. In the canonical ensemble, the
temperature is maintained by e.g. rescaling particle velocities or through
a range of thermostats that couple the system to a heat bath [71] such as
the Berendsen thermostat [80], the Nosé-Hoover [81] thermostat and the
Andersen thermostat [82].

2.3.1 Langevin dynamics

Simulating in an implicit solvent reduces the number of degrees of freedom
substantially which results in a smoother free energy landscape. The sam-
pling of phase space then proceeds faster than it would if the landscape
were more rugged. In other words the solvent has no viscosity, and we
must reintroduce it into the equations of motions. To do this we employ
Langevin dynamics in which a friction force is added to Eq. 2.39 [71, 83]:

d~pi
dt =−dU(~rN )

d~ri
+ ~ffriction(~vi), (2.40)

The friction force felt by a particle i is increased with its velocity ~vi:

~ffriction(~vi) =−γmi~vi+ ~R, (2.41)

where γ is the friction coefficient and ~R is the random force felt by the
particle due to collisions with the solvent. The random force is stochastic
in nature, it is on average equal to zero:

〈~R(t)〉= 0, (2.42)

and often approximated to be uncorrelated in time:

〈~R(t)~R(t′)〉= 6kBTγδ(t− t′), (2.43)

where δ is the Dirac delta function. The simulation temperature is con-
trolled by balancing the friction coefficient with the random force in
Eq. 2.43. Typical values for the friction coefficient γ are 80 ps−1 for water
and 10-50 ps−1 for protein systems [83].

2.4 Rare event sampling

In the simulation of complex systems such as proteins, the timescale of
self-assembly is often inaccessible using straightforward molecular dynam-
ics. Here, the stable states, defined by the minima in free energy, are
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separated by large free energy barriers. In addition, for complex systems,
free energy landscapes are rough and straightforward MD simulations fre-
quently become stuck in local, metastable minima. This is known as the
rare event problem. In this section we will discuss two methods employed
in the simulation of amyloidogenic peptides to help overcome this problem:
replica exchange molecular dynamics and forward flux sampling.

2.4.1 Replica exchange molecular dynamics

If we are interested only in the properties of the system at thermodynamical
equilibrium we make use of techniques such as replica exchange molecular
dynamics (REMD) [71] to overcome these barriers. The basic premise of
REMD is that the dynamics of a process are significantly sped up by in-
creasing the simulation temperature. First we define i = 1, ...,M replicas,
each with a unique temperature Ti. At the start of a REMD simulation,
M parallel straightforward MD simulations are performed at each tem-
perature. After a certain amount of time τswap (on the order of 1-100 ps
depending on the relaxation time of the system) is passed, each replica at-
tempts to swap temperatures with a neighboring replica. This swap move
is essentially a MC move in temperature space, and is accepted with a
probability

Pacc(ij→ ji) = min(1,exp(∆β∆U)) , (2.44)

where ∆β = βj −βi is the difference in inverse temperature between each
replica, and ∆U = U(~rjN )−U(~riN ) is the difference in potential energy.
From Eq. 2.44 we notice that a swap between replica i and j is likely
to be accepted when replicas have a similar temperature and potential
energy, therefore we usually only attempt exchanges between neighboring
replicas. The distributions P(U ;Ti) and P(U ;Tj) of the potential energy
play a pivotal role here: strongly overlapping distributions result in a high
acceptance probability Pacc(ij → ji) (Fig. 2.6a). As the system size N is
increased, the width of the distribution changes with a factor proportional
to 1/

√
N , therefore replicas must be spaced closer together to ensure a good

exchange rate.
The accuracy of REMD simulations is in large part dependent on a cor-

rect choice of replica temperatures. Typically the number M and spacing of
temperatures over the interval [T1,TM ] is chosen such that the acceptance
rate is between 20 and 40% [84]. Determining the optimal temperature
distribution is the subject of heated debate. Various methods are available,
most of which aim for a flat acceptance rate across the interval [85–87], i.e.

Pacc(ij→ ji) = const. (2.45)
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Figure 2.6: (a) Plot of overlapping potential energy distributions for various
temperatures. The distribution is bimodal at the transition temperature
(yellow line) if the energy separation between both phases is large. The
derivative of the potential energy versus temperature, i.e. the heat capacity
CV , peaks around the transition temperature (b).

with j = i+1. A theoretical estimate of the acceptance probability can be
obtained from the potential energy distributions P(U ;Ti) and P(U ;Tj):

Pacc(ij→ ji) =
∑
U1

∑
U2

P(U1;Ti)P(U2;Tj)exp(∆β(U2−U1)), (2.46)

where we sum the weighted acceptance probability over all combinations of
potential energy U1 of replica i and U2 of replica j. Therefore, if we know
the potential energy distribution at any arbitrary temperature P(U ;T ) we
can compute a set of temperatures for which the acceptance rate is flat
across the temperature interval. We will show how to obtain P(U ;T ) by
reweighting multiple histograms in Sec. 2.5. Note that the accuracy of this
method decreases when the heat capacity CV (Fig. 2.6b) varies strongly as
function of temperature. Another method is feedback-optimized parallel
tempering, which aims for a linear replica flow [88], defined as the fraction
of replicas that diffuse from the lowest to highest temperature versus the
temperature index i. To ensure good sampling each replica must make
several roundtrips from T1 to TM and back during a REMD simulation.

The benefit of employing REMD simulations for complex systems is
that local minima are easily escaped, and thermodynamic properties such
as the free energy landscape and the heat capacity (Fig. 2.6b) are calcu-
lated over a range of temperatures simultaneously. Using the weighted
histogram analysis method [89, 90] (Section 2.5) it is possible to calculate
thermodynamic properties at any desirable temperature between T1 and
TM . In addition, we can parallelize the MD simulations over M cores such
that the computation time scales efficiently (barring overhead). Although
on paper it is possible to gain insight in the nucleation pathways from
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REMD simulations [91, 92], the transitions often occur at unnaturally high
temperatures and may thus not correctly represent the process at physio-
logical conditions. Furthermore, for large systems REMD simulations are
often difficult to converge. Below we will discuss a method that is useful
for simulating rare events while gaining insight in the reaction kinetics.

2.4.2 Forward flux sampling

Amyloid fibril formation is a slow process, with timescales ranging from
seconds to years. These long timescales are related to high free energy
barriers, rendering the fibril nucleation a rare event. Enhanced sampling
methods can access such rare events, but require the correct reaction coor-
dinate, which is often elusive. Transition path sampling [93–97] (TPS) was
developed to overcome this problem. In TPS, trajectories are generated
using a Monte Carlo sampling of trajectory space. TPS is initiated from
a single trajectory connecting the initial and final state. The shooting al-
gorithm perturbs the momenta on a given time slice along this trajectory,
and new trajectories are generated by integrating the equations of motion
both backward and forward in time. The transition path ensemble (TPE)
consists of all generated trajectories connecting the initial and final state.

The transition interface sampling (TIS) [98, 99] method can efficiently
compute the rate constants within the path sampling framework. In TIS
(and also in forward flux sampling), the initial state A and final state B are
separated in terms of an order parameter λ such that λ < λA in region A
and λ>λB in region B. The boundaries of A and B are therefore defined by
λA and λB (or λ0 and λn respectively). Between A and B several interfaces
i= 1, ...,n−1 are defined such that λi+1 > λi. The TIS expression for the
rate constant kAB is given by

kAB = Φ̄A

h̄A
P (λB|λA), (2.47)

where Φ̄A is the time-average of the effective positive flux of trajectories
from A that cross λA, h̄A is the time-average of the history-dependent
function hA, defined such that hA = 1 if the system visited A more recently
than B, and 0 otherwise, and the crossing probability P (λB|λA) is the
conditional probability that a trajectory from A reaches B before it returns
to A:

P (λB|λA) =
∏
i

P (λi+1|λi). (2.48)

TIS samples the crossing probability by sampling pathways with the shoot-
ing algorithm for each interface.
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Figure 2.7: Schematic representation of the (direct) FFS algorithm with five
interfaces. During an initial run (black line), configurations are generated
on boundary A. From these configurations trial runs are initiated (colored
lines) that either reach the next interface or return to region A. After
generating a predefined number of configurations on each interface, the
algorithm initiates trials from the next interface and so on until boundary
B is reached.

The forward flux sampling (FFS) [100, 101] method was originally de-
veloped with non-equilibrium dynamics in mind [102], for which time re-
versibility did not exist. However, the method is also valid for equilibrium
dynamics. FFS employs the above rate constant expressions, but is different
from transition path sampling (TPS and TIS) in the sense that the method
does not employ Markov Chain Monte Carlo, and that the equations of
motion are integrated forward in time only.

The direct FFS algorithm [101] is initiated with a straightforward MD
run in region A, during which the order parameter λ is followed over time.
Each time the trajectory crosses boundary λA in the positive direction the
configuration is stored until a total of Nf configurations are generated. This
procedure forms a set of starting configurations on λA for trial runs towards
the next interface (λ1) and simultaneously provides an estimate of the flux
Φ̄A =Nf/τ , where τ is the total length of the trial run. In the next phase
of the algorithm several trial runs are initiated from a randomly selected
starting configuration on interface i. If the trajectory reaches interface
λi+1, the end-point is stored and the run is terminated. The trial run is
also terminated if the order parameter returns to state A. Thus, each tra-
jectory is free to recross previous interfaces before crossing the next. This
procedure is repeated until Ci+1 configurations are generated on interface
i+ 1, and the number of runs needed to achieve this threshold is stored
as Mi. The algorithm is schematically shown in Figure 2.7. The crossing
probability that a trajectory from A crosses interface λi and reaches λi+1
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before returning to A is calculated as P (λi+1|λi) = Ci+1/Mi. This proce-
dure is repeated until interface λB is reached. The conditional probability
that a trajectory from A reaches B before it returns to A is then calculated
using Eq. 2.48. From Eq. 2.47 we then directly obtain an estimate for the
rate constant kAB. The transition paths are extracted by backtracking all
trajectories that reach boundary B, and piecing the trial runs together.

2.5 Weighted histogram analysis method

In Section 2.4.1 we have mentioned the distribution function of the poten-
tial energy, P(U). This distribution can be recorded during a simulation by
defining a set of bins with size δU . At discrete time intervals we then mea-
sure the potential energy U and increment the corresponding bin. When
the simulation has completed we normalize the resulting histogram and ob-
tain P(U). It is of special interest to obtain the energy distribution P(U ;T )
at any given temperature T so that we can compute the expectation value
of the energy U as function of temperature:

〈U(T )〉=
∑
U

P(U ;T )U. (2.49)

Using this relation we can derive thermodynamic properties such as the
heat capacity at constant volume CV = (∂U/∂T )V , which is useful in lo-
cating phase transition temperatures (Fig. 2.6b). Furthermore, we can use
P(U ;T ) to calculate the theoretical swap probabilities of two replicas using
Eq. 2.46, which allows us to compute temperature sets for REMD simula-
tions with a flat acceptance probability across the temperature interval.

Below we will discuss the histogram reweighting method, which com-
bines data from simulations at different temperature to compute the entire
distribution P(U ;T ) at arbitrary temperature T by reweighting the his-
tograms P(U ;Ti) obtained at specific temperatures Ti = T1, ...,TM .

2.5.1 One-dimensional histogram reweighting

While performing simulations at various temperatures, such as in a REMD
simulation, we record multiple histograms P(U ;Ti). Using the weighted his-
togram analysis method (WHAM), developed by Ferrenberg and Swendsen
in the 1980s [89, 90], we can reconstruct the histogram P(U ;T ) at any arbi-
trary temperature T while at the same time instantaneously calculating the
free energy Fi of simulation i with respect to a reference simulation (usually
F1 = 0 kBT ). First we initialize the free energies Fi = 0 for i= 1, ...,M , then
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we calculate a new set of free energies Fj for simulations j = 1, ...,M using

exp(−βjFj) =
∑
U

exp(−βjU)∑M
i fi(U)∑M

i Ki exp(−βiU +βiFi)
, (2.50)

where M is the number of simulations, fi(U) is the number of bin hits
for bin U in simulation i and Ki is the number of histogram counts for
simulation i. Note that we reset the free energy of the reference state to
F1 = 0 kBT at every iteration, because we cannot determine the absolute
free energy. We repeat this step until the relative change in the sum of
the free energies between iterations is below some threshold value (usually
on the order of 10−12 to 10−8). Once finished, we calculate P(U ;T ) by
normalizing

P(U ;T )∝ exp(−βU)∑M
i=1 exp(−βiU +βiFi)

. (2.51)

Note that the arguments in the exponents can become very large, espe-
cially for large systems with strong interaction energies, which may lead to
numerical overflow or underflow. It is more convenient to write Eq. 2.50 in
its logarithmic form where the numbers are far more manageable. Any
expression of the form ln(expa+expb) can also be written in the form
a+ln(1+expb−a), which has no danger of overflowing since 0< expb−a ≤ 1
for a> b, and no danger of underflowing because expb−a→ 0 for a� b [103].

2.5.2 Two-dimensional histogram reweighting

We now extend the method to include fluctuating quantities other than
potential energy, such as the number of particles [103]. This is relevant
if we are simulating in the grand-canonical ensemble. During a GCMC
simulation at temperature Ti and chemical potential µi we record the two-
dimensional probability distribution P(N,U ;Ti,µi). The iterative relation
between the free energies is then given by

exp(−βFj) =
∑
N

∑
U

exp(−βjU +βjµjN)∑M
i fi(N,U)∑M

i Ki exp(−βiU +βiµiN +βiFi)
, (2.52)

and the probability distribution at any temperature T and chemical poten-
tial µ is calculating using

P(N,U ;T,µ)∝ exp(−βU +βµN)∑M
i=1 exp(−βiU +βiµiN +βiFi)

. (2.53)

Note that the accuracy of histogram reweighting relies on a good overlap
of the histograms and a sufficient number of total counts per bin (around
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103 or more). This distribution can be used to calculate e.g the average
number of particles:

〈N(T,µ)〉=
∑
N

∑
U

P(N,U ;T,µ)N, (2.54)

and is useful in determining thermodynamical phase coexistence between
phases 1 and 2, i.e.

P1 = P2, µ1 = µ2, T1 = T2, (2.55)

where P is the pressure. This is done by finding the chemical potential
µc for which the pressure in both phases is equal. If phases 1 and 2 are
well separated in terms of their particle number (well below the critical
temperature), i.e. 〈N1〉 �Nc and 〈N2〉 �Nc where Nc is predefined num-
ber of particles that separates both phases, then the coexistence chemical
potential µc is defined as the µ for which the area under the distribution
P(N,U ;T,µ) is equal for both phases [104]:∫ Nc

0

∫ ∞
0
P(N,U ;T,µc)dUdN =

∫ ∞
Nc

∫ ∞
0
P(N,U ;T,µc)dUdN. (2.56)

Eq. 2.53 is also useful to compute the relative pressure between two state
points i and j [103, 105]:

βjPjV −βiPiV = ln
∑
N

∑
U P(N,U ;Tj ,µj)∑

N

∑
U P(N,U ;Ti,µi)

. (2.57)

We can also combine histograms for simulations at fixed temperature
and variable interaction strength. This is particularly useful if the inter-
action potential of the system is athermal, such as the entropic grafting
potential in Eq. 2.3, and we cannot simply study the system at differ-
ent temperatures. We first define a reference potential U1. All potentials
are related to this reference potential through a coupling parameter λi
(i= 1, ...,M):

Ui = λiU1, (2.58)

where λ1 = 1. The iterative relation is then given by

exp(−βFj) =
∑
N

∑
U1

exp(−βλjU1 +βµjN)∑M
i fi(N,U)∑M

i Ki exp(−βλiU1 +βµiN +βFi)
, (2.59)

and the probability distribution for any λ and µ is calculating using

P(N,U1;λ,µ)∝ exp(−βλU1 +βµN)∑M
i=1 exp(−βλiU1 +βµiN +βFi)

. (2.60)

38



Note that we can define any interaction potential of the form

Ui = U0 +λiU1, (2.61)

and the iterative relation is still given by Eq. 2.59 as U0 drops from the
equation. So rather than varying the temperature, by perturbing (part of)
the potential we instead vary a reduced dimensionless temperature T ∗ =
kBT/(λiU1).

2.6 Statistical associating fluid theory

Many fluids, ranging from weakly interacting hydrocarbons (methane,
ethane, toluene, etc.) to hydrogen bonding substances (water, ammonia,
hydrogen fluoride), are self-associating. An associating fluid consists of a
substance A that can form bonds [106], e.g.

A1 +A1↔A2.

The driving forces behind association are intermolecular forces such as van
der Waals interactions, hydrogen bonding and even covalent bond forma-
tion. Until the late 1980s, the theory dealing with such fluids treated
self-association as a chemical reaction [106]. These methods were accurate
for describing simple fluids which interact mainly through van der Waals
interactions and weak electrostatic interactions, however they fell short for
describing fluids forming stable, long chains through interactions such as
hydrogen bonding, electrostatic interactions, and so on. Amyloidogenic
peptides fall into the latter category, which interact isotropically through
hydrophobic interactions that decay with distance similar to van der Waals
interactions, and interact in an anisotropic manner through hydrogen bond-
ing and strong (i.e. Coulombic) electrostatic interactions between charged
side-chains. In Chapter 5 we will employ statistical associating fluid theory
(SAFT), introduced in 1989 [107–109], to derive the thermodynamic prop-
erties of a system of associating peptides. We briefly introduce the theory
here.

The development of statistical associating fluid theory was inspired by
Wertheim’s thermodynamic perturbation theory (WTPT) [110–113] intro-
duced in the mid 1980s. The basic premise of first-order WTPT is that
the equation of state (EOS) of a system, here given by the Helmholtz free
energy density f , can be written as the sum of the EOS of a reference
system fref and a perturbation f ′ describing the contributions from other
intermolecular forces:

f = fref +f ′. (2.62)
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The reference EOS for a fluid of near-spherical molecules is typically chosen
to be a hard-sphere EOS such as the accurate Carnahan-Starling approxi-
mation [114]. We note that WTPT can be applied not only to hard-sphere
fluids, but also to solids, where the reference EOS is given by e.g. cell
theory [115–117], or the more accurate Young equation of state [118] and
Hall equation of state [119].

In SAFT, interactions that give rise to association reactions inside the
fluid are treated as perturbations, for which WTPT provides the frame-
work:

f = fref +fassoc. (2.63)
Here, molecular association is seen as bond formation between M local-
ized interaction sites, or patches, on the surface of particles. In first-order
WTPT only one bond is permitted per interaction site, and a particle
cannot form bonds with itself. The general expression for the bonding
contribution fassoc of a fluid consisting of j components is given by [106]

fassoc = kBTρ
∑
j

χj

[∑
i

(
lnXij−

Xij

2

)
+ Mj

2

]
, (2.64)

where χj is the mole fraction of component j, Xij is the fraction of non-
bonded sites i= 1, ...,M of component j and ρ is the number density.

The expression for Xij can be derived using the law of mass-action for
association reactions. For instance, imagine a simple one-component (j= 1)
fluid where each molecule has two sites (M = 2) that interact through a
bonding interaction potential Ubond. The association reactions occurring
in such a fluid are

A1 +A1↔A2,

A2 +A1↔A3,

...
AN−1 +A1↔AN ,

where we assume that the association reactions are exclusively monomer
additions. The mass balance equation for this reaction scheme states that
the equilibrium constant K (= 2∆) of an addition reaction is given by [120]

ρn
ρ1ρn−1

= 1−X
ρX2 = 2∆, (2.65)

where ρn is the density of n-mers and ∆ is approximated using [107]

∆ =
∫

d ~r12ghs(r12)〈F (12)〉~Ω1,~Ω2
. (2.66)
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Here, the equilibrium constant is expressed as an integral over the reference
hard sphere fluid pair correlation function ghs(r12) and the angle average
of the Mayer f function F (12) = exp(−Ubond(r12, ~Ω1, ~Ω2)/kBT )−1 over all
orientations ~Ω1 and ~Ω2 of two particles, denoted by 1 and 2, separated by
a distance r12. The fraction of non-bonded interaction sites can now be
calculated from Eqs. 2.65 and 2.66:

X = 2
1 +
√

1 + 8ρ∆
. (2.67)

This equation is particularly useful to calculate properties related to associ-
ation such as the monomer fractionX2, the aggregation fraction Θ = 1−X2,
i.e. the fraction of particles present in aggregates, and the average cluster
size n̄:

n̄=
∑∞
n=1nρn∑∞
n=1 ρn

= 1
X
, (2.68)

where ρn = ρX2(1−X)n−1 can be interpreted as the cluster size distribution
function, which follows from the reaction scheme and Eq. 2.65.

The EOS, from which the thermodynamic properties of a system can
be derived, is calculated by combining Eqs. 2.63 and 2.64. SAFT has been
successful in describing the phase behavior of a wide range of fluids at high
and low pressures [120–122] and gives direct insight into the association
processes inside the fluid.
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