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Abstract. Online toxicity, evolving through complex multimodal items
like memes, poses a significant challenge. Integrating expert knowl-
edge into moderation systems is increasingly crucial for identifying the
nuances of toxic symbology, particularly in memes. Despite the wealth of
available expertise, its structured integration into automated systems for
online content interpretation remains underdeveloped. This paper intro-
duces the OnTox ontology and OnToxKG Knowledge Graph to address
gaps in addressing online toxic symbology. OnTox defines the multimodal
semantics of 799 potentially toxic symbols. OnToxKG, a multimodal
knowledge graph, integrates these symbols with commonsense sources
like Wikidata and WordNet. We demonstrate the practical applications
of these resources in automatically analyzing meme toxicity.

Caution: This work includes toxic content that may cause psycholog-
ical distress and does not represent the views or opinions of the authors.

Keywords: ontology - toxicity - hate speech - symbology - memetics

1 Introduction

Online toxicity encompasses a wide spectrum of harmful behaviors and con-
tent. While most research has focused on toxic language in unimodal formats
[10], growing attention is now turning to multimodal toxicity [17] as its credibil-
ity, memorability, and spreadability make it powerful. Memes are a particularly
challenging medium for automatic moderation, as they condense complex, often
harmful messages into highly shareable formats using minimal visual and tex-
tual cues [16] and relying on implicit cultural references and shared background
knowledge [6]. As multimodal content becomes increasingly prevalent online,
there is an urgent need for automated tools that can not only detect but also
explain toxic material. Recent work has emphasized this need for transparency in
content moderation, particularly for memes, where clearer justifications behind
labeling decisions are essential [8].
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Existing detection methods often struggle with the cultural and symbolic
complexity of toxic memes, and have only recently begun integrating back-
ground knowledge bases [5,7,19]. While these efforts emphasize commonsense
and entity-level knowledge, they often fail to capture the symbolic and intertex-
tual complexity of toxic memes—such as references to popular culture, artifacts,
or community-specific symbols—that remain opaque to current systems [16].
Meanwhile, expert-curated resources like the GESD (Global Extremist Symbols
Database)! offer rich cultural knowledge of online toxic symbology, cataloging a
wide range of potentially hateful signs, terms, and images.

Despite their value, existing resources remain largely inaccessible to auto-
mated systems due to their lack of machine-readable formats and semantic
structure. This paper investigates how structured knowledge representations
can enhance the automated understanding of toxicity in multimodal content.
Specifically, we study how ontology-based methods can support the formaliza-
tion, semantic enrichment, and linking of toxic symbology across modalities. To
address this, we contribute: (1) OnToX, an ontology designed to formalize the
semantics and online manifestations of toxic terms and multimodal icons; and
(2) OnToxKG, a knowledge graph incorporating multimodal data from 799
potentially toxic symbols, linked to commonsense knowledge sources.

2 Related Work

Understanding the nuances of online toxicity is crucial for developing effective
detection models [14]. Efforts to delineate toxicity-related concepts reveal chal-
lenges in classification, often due to contentious definitions [1,3]. Initiatives aim
to standardize toxicity labels, ensuring consistency across datasets [4]. Most
research has concentrated on textual data, with extensive studies on detecting
toxicity, hate speech, and offensive language [18]. Recently, exploring multimodal
toxicity from a computational perspective has become increasingly crucial, with
studies bridging this gap by offering different perspectives on toxic multimodal
content [17]. One study provides a taxonomy covering hate, harassment, self-
inflicted harm, ideological harm, and exploitation [2], while another offers a
simpler list of harmful categories [9]. The O-Dang! ontology [15] represents anno-
tated data on dangerous speech. Recently, efforts in computational analysis of
meme toxicity increased (for surveys on the topic, see [8,13]), In [19], authors
enrich semantic representations by integrating conceptual information via their
model, MeBERT. In [7], the authors introduce MemeGraphs: a transformer-
based method combining scene graphs extracted from the memes, augmented
data from Wikidata, and the meme text. Other works utilize ConceptNet as
their background knowledge base, e.g., KnowMeme [12] and KERMIT [5].

! https://globalextremism.org/global-extremist-symbols-database/, developed by the
Global Project Against Hate and Extremism (GPAHE).
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Pinochet’s Helicopters
The Antifa Helicopter Ride meme is an explicit reference to the brutal

method of execution that certain Latin American dictators, such as Chilean
Augusto Pinochet, used against leftist dissidents in the 1970s. Usage of
the meme by the far right is an explicit call for violence against political
opponents. The Antifa Helicopter Ride meme is often seen online on sites
and forums frequented by far right groups of all kinds. It was particularly o
popular in the online circles of the white supremacist Proud Boys, who also Z
produced merchandise featuring the meme.

RAHOWA

RAHOWA is shorthand for "Racial Holy War," a popular inside term used
by white supremacists and neo-Nazis. RAHOWA refers to a coming race
war, often hoped for by these extremists. It is also the name of a now
defunct Canadian white supremacist band that was headed by George
Burdi, a now- reformed, neo-Nazi skinhead. RAHOWA is a popular tattoo
in hate circles and is found throughout neo-Nazi subcultures.

4/20

4/20 is a reference to Adolf Hitler's birthday, April 20, which is celebrated
by Nazis around the world. It should be noted that 4/20 is also used in
popular culture as a reference to other celebrations, so context is essential
to racist usage of the term. The use of 4/20 is usually found on websites
and forums frequented by neo-Nazis.

Fig. 1. Motivating examples for OnTox development. Left: symbols and descriptions
from GESD. Right: memes referencing these symbols—visually (top), textually (middle),
or both visually and textually (bottom).

3 OnTox Ontology and Knowledge Graph
3.1 OnTox: The Ontology of Toxic Symbology

In Fig. 1, we present three symbols sourced from the GESD, each accompanied by
a meme that references the symbol. The semantic representation and multimodal
expansion of these symbols are categorized into: (1) Symbol metadata includ-
ing information such as the symbol’s title, textual description, source database
with its original ID, symbol subtype, and metadata regarding its geographical
and ideological context of use; (2) Symbol conceptual semantics adding
a semantic layer on top of the symbol descriptions, using Wikidata nodes for
named entities and WordNet concepts. These are linked to the entities extracted
from the symbol description and title; and (3) Symbol manifestations data
capturing how toxic symbols appear in real-world digital content, via visual,
textual, or multimodal forms (see Fig.1).

Ontological Requirements. We derive requirements from the examples
above.
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OR1: Model the metadata of the symbols. (i) Mandate title and description.
(ii) Differentiate symbol types considering database metadata availability. (iii)
Assign original and OnTox IDs to each symbol. (iv) Allow symbols to link to
multiple manifestations. (v) Discern geographical and ideological tags.

OR2: Model the conceptual semantics of symbol descriptions. (i) Link sym-
bol titles and descriptions to named entities and external resources (e.g., Wiki-
data). (ii) Associate symbol descriptions with specific concepts using linguistic
resources (e.g., WordNet). (iii) Extract LOD entities for ideologies and locations.

OR3: Model the multimodal manifestation of potentially toxic symbology. (i)
Link potentially toxic symbols to various manifestations (e.g., tweets). (ii) Share
conceptual semantics between symbol description content (e.g., memes). (iii)
Specify modal representation type (visual, textual, both).

Ontology Creation and Presentation. We re-use and extend existing mod-
els, leveraging DUL [11], O-dang [15], FOAF, Wikidata, and WordNet. OnTox
is assigned an IRI? and the project has an associated GitHub.?

Ontology Presentation. Below we encode the ontological requirements:

OR1: Model the Metadata of the Symbols.

OR1-1: Each PotentiallyToxicSymbol’s original title is its rdfs:label, and
its :hasSymbolDescription is linked to a :SymbolDescription.

OR1-2: Introduce sub-classes :HandSign, :HateImage, :TextualSymbol, etc.,
for distinguishing types of toxicity-related symbols.

OR1-3: Assign each symbol an :originalID distinct to its OnTox ID, and link
to a specific :Database via :hasOriginalDatabase.

OR1-4: Connect symbols to their depictions using foaf:depiction.

OR1-5: Differentiate tags with the properties :hasGeographicalContext and
:hasIdeologicalContext.

OR2: Model the Conceptual Semantics of Symbol Descriptions.

OR2-1: We link symbol descriptions to named entities using :mentionsConcept
and connect them to Wikidata nodes. Create binary relations between sym-
bols and extracted Wikidata nodes with :hasRelatedConcept.

OR2-2: We link symbol descriptions to specific concepts and senses using Word-
Net properties and :mentionsConcept. Create binary relations between sym-
bols and extracted WordNet concepts with :hasRelatedConcept.

OR2-3: Ideologies and locations are represented as Wikidata nodes.

2 https://w3id.org/ontox.
3 https://github.com/EyeofBeholder-NLeSC /onTox /.
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OR3: Model the Multimodal Manifestation of Potentially Toxic Symbology.

OR3-1: Connect toxic symbols to manifestations such as odang:Tweet and
:Meme, subclasses of FRBR:Manifestation, via :manifestedIn.

OR23-2: Link symbol descriptions and manifestations to WordNet and Wikidata
using :hasAutomaticConceptTag.

OR3-3: Represent modal types (visual, textual, etc.) using :hasModality.

3.2 KG Population and Validation
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Fig. 2. Subset of OnTox instance data. Red dotted lines denote foaf:depiction (Color
figure online).

Toxic Symbol Selection and Extraction. We chose the GESD for its global
scope and broad ideological coverage. Unlike most databases that focus mainly
on antisemitism, GESD includes additional ideologies such as accelerationism,
hindu supremacism, fascism, or anti-LGBTQ hate. We collected 799 symbols,
including titles, IDs, descriptions, and associated ideologies and locations.

Meaning Extraction and LOD Linking. To enrich the semantic data, we
applied a two-step NLP pipeline: NLTK was used for tokenization, part-of-speech
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tagging, and lemmatization, followed by WordNet synset extraction for key con-
tent words. SpaCy was used for named entity recognition, and entities were
resolved to Wikidata via API queries. This process yielded 125 unique locations
and 27 ideologies; we added Wikidata links for 4 previously unmatched ideolo-
gies and corrected 4 mismatches. The results, serialized in Turtle RDF format,
are available on GitHub. An example of instance data is shown in Fig. 2.

Validation and Statistics. OnToxKG comprises 110,657 triples and 8,758
unique entities, including 799 Potentially Toxic Symbols, 124 locations, and 27
ideologies. Symbol descriptions are enriched with external knowledge from 2,066
Wikidata and 4,285 WordNet mappings. On average, each symbol is linked
to 48.6 external concepts (min 15, max 147). Symbols contain 6.86 Wikidata
and 41.64 WordNet concepts on average. Each Wikidata concept is linked to at
least one potentially toxic symbol, with neo-Nazi as the most connected entity,
United States of America as the most frequent location, and white nationalist
as the most common ideology. The integrity of OnTox was validated using auto-
mated scripts, Protégé HermiT 1.4.3.456 reasoner, SPARQL queries, and SHACL
shapes. SPARQL queries and SHACL shapes are on the GitHub repository.

4 Use Cases

We present five use cases involving symbols in OnToxKG, with all SPARQL
queries and results available on GitHub. The first three use cases demonstrate
how OnToxKG enriches symbols with finer-grained semantic layers through
WordNet synsets and named entity recognition. The final two use cases show-
case OnToxKG’s support for meme analysis. We processed four memes (three
hateful, one benign) using ChatGPT* to generate captions for the image, text,
and their combination. Named entities were extracted using SpaCy and resolved
via Wikidata, while key synsets from the captions were identified with NLTK
and added to the knowledge graph for querying.

Q1. Top pairs of symbols grouped by shared concepts Identifies pairs
of symbols sharing the most concepts, highlighting semantic proximity. For
instance, symbol_565 (Proud Boys of Columbus logo) and symbol_490 (New
Hampshire Proud Boys logo) share the most (103) concepts.

Q2. Named Entities linked to a symbol Retrieves named entities extracted
from a specific symbol’s description. For example, symbol_549 (Pinochet’s
helicopters) is associated with Chile, Right Wing Death Squad, Proud Boys,
AntiCommunist Action, and Augusto Pinochet.

4 Chatgpt.com (model 4o, July 12, 2024). Prompt: Here is an image with some text
written on it. What is your interpretation of the image and the text? Please provide
1. a separate interpretation of the image; 2. a separate interpretation of the text; and
3. an interpretation of the combination.
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Q3. Symbols described with a named entity Identifies symbols that
explicitly mention a given named entity in their descriptions. For exam-
ple, starting from the Wikidata node for Pepe the Frog, symbols such
as symbol_182 (Clown World), symbol_529 (Parteiadler/Reichsadler, Nazi
Eagle), symbol_381 (Kekistan Flag), symbol_441 (Moon Man), symbol_543
(Pepe the Frog), and symbol_693 (The Groyper) explicitly mention it in their
descriptions.

Q4. Top Conceptual Similarity to Potentially Toxic Symbols Counts
the concepts that a specific meme shares with toxic symbols. This allows
checking which symbols are relevant to each meme. E.g., a 4/20 meme related
to Hitler’s birthday (Fig. 1) shares more concepts with Nazi symbols than with
weed (4/20 is also slang for weed consumption).

Q5. Concept Mention and Modality Detection checks if and how a concept
is mentioned in a meme. E.g., results show that the I Need Rahowa meme
mentions the Racial Holy War (Q15994152) concept in text.

5 Discussion

OnTox and OnToxKG offer a comprehensive and structured representation of
toxic symbols, providing both ontological depth and extensive knowledge base
coverage. While the ontology and knowledge graph are extensible (e.g., by incor-
porating additional symbols), our validation demonstrates that the current ver-
sions already deliver significant utility. The ontology is constructed with strict
requirements, ensuring both granularity and accuracy. This granularity enables
the capture of key features of online toxic symbols, which are enriched through
links to Wikidata and other linked open data (LOD) resources. This enriched
representation enhances symbol search, disambiguation, and identification, as
demonstrated in our use cases. Although aligned with the GESD, the framework
underlying OnToxKG remains independent, offering flexibility for future expan-
sion. Currently, OnToxKG models 799 potentially toxic symbols from the GESD,
and while future versions may incorporate symbols from additional datasets, the
current scope is already sufficient for key use cases. Looking ahead, we aim to
explore the impact of expanding the number of hops in the LOD entities asso-
ciated with symbols, to better understand when additional information may
enhance or degrade performance in downstream tasks. We also recognize the
potential for false positives in the toxicity classification, where a meme might be
misclassified as toxic based on the current OnTox and OnToxKG representations.
Future work will aim to refine the framework to minimize such misclassifications.
Additionally, we plan to define a toxicity index for memes, based on the types of
toxic symbols they contain (see Q4), which will help address ambiguities in the
interpretation of entities derived from various sources and backgrounds, advanc-
ing the utility of OnTox in analyzing the toxicity of multimodal content.
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6 Conclusion

This paper introduces OnTox and OnToxKG, i.e., an ontology and a knowledge
graph to model potentially toxic symbols, their semantics, and their manifesta-
tions in digital content. We define OnTox based on a set of rigorously defined
requirements based on the features of an expert-curated symbol database.
OnToxKG models 799 potentially toxic symbols enriched with links to knowledge
sources like Wikidata and Wordnet. We describe our model in detail and show-
case how it can be effectively leveraged to search, disambiguate, identify symbols
and analyze the potential toxicity of internet memes. We plan to extend the
analysis and the coverage of OnToxKG, and to develop meme toxicity indexes
leveraging their similarity to the symbols in the database.
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