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Abstract—The Exquisitor search system employs two distinct
paradigms for searching media collections: conversational search
and user relevance feedback. These paradigms can be used inde-
pendently or cooperatively within the search process. While we
posit that these techniques are complementary, as conversational
search can find specific examples for relevance feedback and
relevance feedback can help the user better understand the
collection and lead to improved queries, empirical user behavior
in real-world search scenarios remains poorly understood. To
explore how these approaches interact within Exquisitor, we must
gather more data about user actions during sessions, as well as
their post-session feedback on the system. At IVR4B, we intend
to obtain this information through user interaction logs and post-
session interviews.

Index Terms—User Relevance Feedback, Conversational
Search, Multimedia Retrieval Systems Evaluation

I. INTRODUCTION

Exquisitor is an interactive multimedia analytics system,
which relies on user relevance feedback (URF) and con-
versational search [1]. URF is a human-in-the-loop content-
based retrieval technique, where a user builds and refines a
classification model, by judging the items it returns as positive
or negative. Conversational search for multimedia relies on a
Vision Language Model to create a dialog between the system
and the human user, by retrieving items based on the user’s
textual query and suggestions on how to reformulate the query
to potentially find more relevant items. These paradigms can
be used independently or cooperatively within the search and
exploration process.

Originally, Exquisitor started as a pure URF system with a
rudimentary filter [2]–[4]. However, we quickly added search
functionality, recognizing the difficulty of finding positive
examples, especially in large collections. Since the initial
keyword-based search proved challenging for novice users,
we enhanced it by incorporating CLIP features [5]. Exquisitor
participated in the IVR4B session at CBMI 2023, where two
novice users collaborated to solve tasks. They typically began
by using search, an ideal method for finding strong positive
examples to initiate the URF session. The users would then en-
gage in a few rounds of URF before returning to search, either
to incorporate new task details or insights gleaned from URF
results. This iterative interaction between URF and search
continued until task completion, resulting in Exquisitor’s top
performance for textual known-item-search (KIS) tasks [6].

Novice users, comfortable with the CLIP-based search model,
naturally relied on it more heavily. It became clear that for
highly descriptive retrieval-oriented tasks, search should be
the primary driver, while URF plays a more significant role in
complex tasks.

The success in the IVR4B session inspired a significant
overhaul of the Exquisitor interface, with the ultimate goal of
making the cooperative interaction between URF and search
easier and more natural. In addition to the interface, we also
introduced conversational elements to the search. This change
encourages users to interact with the system in an iterative
conversational manner, allowing for a more natural search
paradigm compared to previous editions where Exquisitor
displayed results for a single search round/turn with a large
list of items for the user to browse through [1]. This updated
version of Exquisitor, shown in Figure 1, participated in the
Video Browser Showdown 2024 [1], which had both an expert
and a novice session.

While we posit that Exquisitor’s two foundational tech-
niques are complementary, as conversational search can find
specific examples for relevance feedback and relevance feed-
back can help the user better understand the collection and
lead to improved queries, empirical user behavior in real-
world search scenarios remains poorly understood. To grasp
the implications of user behavior and shortcomings of the
current version of Exquisitor, we must conduct a thorough
user study with a number of novice users. The aim of the study
is to collect information about the users’ interactions during
sessions, as well as their thoughts on the system’s features
after an entire session. The IVR4B special session offers a
great opportunity to run a pilot version of the user study.

Exquisitor currently logs a number of interactions of the
user, primarily those that affect the URF model or return
results for the user. To better understand the user and their
choices, however, we must log all interface actions they
take, and possibly the actions they may only consider. The
former is possible by adding logging to existing function calls.
The latter requires logging of actions such as mouse-over
events that last a certain time, as this may indicate the user
considering taking that action, or recording the entire screen
and reviewing the footage manually. Eye-tracking solutions
using a webcam is also a possibility to more accurately
capture the user’s considerations. After the session, it is also a
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Fig. 1. The interface of Exquisitor. The left-hand side of the screen shows the chat-based conversational search approach (A), and the right-hand side of the
screen shows the user relevance feedback suggestions (B). From the buttons on the left-hand side, the user can access filters (C), while the right-hand side
opens the containers for the labelled items in the URF model (D).

good opportunity to conduct an interview with a small set of
qualitative questions regarding the users’ experience with the
system. At IVR4B, we intend to apply these logging changes
to the current interface of Exquisitor and conduct a short post
session interview to gather relevant user behavior data that can
be helpful for future versions of the Exquisitor system. Our
long-term goal is to better understand the intricate interplay
between conversational search and relevance feedback.

II. EXQUISITOR

User relevance feedback (URF) is an approach in which
a classification model [7] initially presents a user with the
top k items; typically, these items are retrieved based on a
user query, filter or arbitrarily. The user reviews and labels
them as positive, negative, or none. The model then uses this
labeled data to refine its predictions and retrieve a new set of
top k items. This process constitutes one iteration, and this
interaction continues until the user ends the session.

In Exquisitor, a Linear-SVM [8] serves as the classifi-
cation model. This model is adaptable and requires only a
few labeled items to perform well. Additionally, Exquisitor’s
URF approach enables interactive response times, even with
collections exceeding 100 million items. This is achieved
through the use of an approximate high-dimensional index and
a compression technique for sparse features [3], [9], [10].

Recently, Exquisitor was extended with search function-
ality. This serves two purposes: firstly, to efficiently solve

retrieval tasks, and secondly, to identify suitable examples for
training the URF classification model. While initially limited
to keywords from ImageNet concepts [11], this feature was
enhanced to support semantic search with natural language
queries using CLIP [5]. The latest improvement integrates a
Vision Language Model, which not only finds items matching
the user’s query but also suggests query reformulations to
potentially discover more relevant results [1]. These refor-
mulations are generated based on positive feedback provided
to the original query results. To optimize response times,
we again employ an approximate high-dimensional index and
quantization techniques.

Depending on the task, users can prioritize either URF or
conversational search. This choice is not mutually exclusive;
in fact, each approach often complements the other. For tasks
reliant on invariant features (e.g., colors, textures), URF is
usually preferred, with search used to locate suitable examples.
Conversely, descriptive tasks often favor conversational search,
while URF aids in rapid exploration of the collection for query
refinement inspiration.

The overhauled interface of Exquisitor with the combination
of URF and Conversational Search can be seen in Figure 1.
This interface was first introduced at Video Browser Show-
down 2024. From this session, the expert users’ cooperative
usage of search and URF highlighted the described comple-
mentary nature of the two search approaches. The novice users
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similarly tried to use both search approaches during the tasks.
For most of the novice tasks, the interaction was driven by
search. This is primarily because search is intuitive for retrieval
tasks and, secondly, because it is a familiar approach. Another
reason for the limited use of URF is that, in some cases,
the results could seem irrelevant to user feedback after a few
interaction rounds. This can reduce the level of trust towards
the URF approach. It is possible that presenting both search
sub-systems in the user interface, without any guidance on the
appropriateness of each, may lead users to utilize a suboptimal
or entirely wrong system component for their task.

During the VBS user sessions, filters were rarely considered
during tasks in both expert and novice sessions. In the previous
version of the interface, filters were present on the primary
screen, while in the new version they only appear on the
main screen when the user clicks its respective button. Thus,
hiding the filters behind a button click may have inadvertently
caused an unwanted reduction in use, especially for novice
users. Another factor that plays into the lesser usage of certain
features, such as filters, is the influence of time pressure. As
tasks in these types of competitions are timed, time pressure
is inevitable. Time pressure affects both the choice of features
being used for a task and the user’s ability to process the
results, potentially failing to solve tasks by not spotting the
desired item(s) in the results. In regular sessions with the
system outside of competitions, the notion of time pressure
is not high, and that allows users to approach each feature
with no sense of urgency.

By properly logging the results, interactions, and user
behavior, we will get a better understanding of how users’
utilize the different features of Exquisitor for various tasks,
and how much influence time pressure from the competition
setting of the workshop has.

III. COLLECTING INTERACTION DATA

The latest version of Exquisitor consists of conversational
search and user relevance feedback, along with filters that
affect the search space of URF. A user can interact with
these features in any order to retrieve the items they are
interested in. However, we still lack broader insights into how
these techniques are interleaved within a search session. To
understand this better, we need extensive interaction logs to
understand how users interact with the two search subsystems.

Currently, Exquisitor logs any feature application that
causes a state change and affects the results shown to the
user. This includes actions such as applying filters, performing
a search, or requesting new suggestions from the user rele-
vance feedback model. The current logging format adheres
to the DRES structure – the evaluation server used in the
Video Browser Showdown and Lifelog Search Challenge [12].
Designed for flexibility, this format limits itself to user in-
teractions that directly alter the ranked list of items. This
approach ensures compatibility with a variety of retrieval
techniques used by participating systems. Consequently, the
current protocol in Exquisitor only logs a subset of interaction
categories and types. It does not record intermediate states,

such as a filter option being selected but not applied, or an
item being judged within URF or search results.

From a broader perspective, these logs have proven insuf-
ficient. As they do not track specific interaction types, they
cannot be used to replay a search round after the competition.
Such replays are valuable for understanding the user’s thought
process or uncovering interface-related issues (for instance,
a user forgetting to apply filters they set). Therefore, in
this work, we aim to extend the logging to encompass all
interactions necessary to replay an entire session. This enables
the identification of system weaknesses and interface issues in
post-hoc analysis. The remainder of this section describes each
functional and interface-related interaction log entry.

A. User Interactions with User Relevance Feedback

We log every interaction that affects the results shown to the
user, such that a user session can be replayed. These logging
entries can help us realize if the user missed relevant items,
and if they used some features more than others. We attempt
to match these features with the DRES categories and types as
much as possible, so that the log can still be used to compare
Exquisitor against other participating systems.

• Initial Suggestions: When Exquisitor is initialized, a set of
arbitrary items are displayed to the user. The closest cate-
gory and type of DRES for this event, is BROWSING and
randomSelection. The result log format of DRES
also requires the source from which the results were
obtained, which in this case is the displayModel.

• Judging Items (Main): The user can label an item as
positive, negative, or ignore it. The category for such a
log entry is IMAGE, and the type is feedbackModel.
The value of the entry is the image identifier. The log type
is restrictive, as it does not reflect which label the item
was assigned. We address this by changing the entry’s
value to a tuple: (item ID, label). Ignored items are
added here since Exquisitor does not return already seen
items when retrieving its ranked list in URF.

• Judging Items (Review): Labelled items are moved into
containers matching their label, with ignored items being
moved to a container of already seen items, which we
refer to as “History”. From within these containers, the
user can re-label the items. The re-labelling interaction
log entry can be the same as the regular Judging items.
However, it will require multiple log entries to figure out
whether the item originated from the current result list,
or from previous labelled items. Extending the value by
including the origin enables the entry to be standalone,
so that it is now a triple, with origin values being: urf,
pos, neg, history.

• Train and Retrieve Suggestions: Once the user is done
judging, they can click a button to get new suggestions
based on their feedback. The source for the results log
entry is the rankedModel.

• Reset Current Model: The user can click the “Clear”
button to reset the model by removing all labeled and
ignored items, and calling the initialize step of URF.
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The category for this interaction is BROWSING with two
types, the first being resetAll and followed up with
randomSelection. The value of the resetAll will
be urf, since other interactions reset other features.

B. User Interactions with Conversational Search

Conversational search queries often require inference steps.
For example, during search, incoming user queries may need
to be embedded to allow vector-space similarity searches
against a content embedding. However, variations in internal
model hyperparameters can introduce subtle changes in these
outputs. We observe that generative tasks like LLM-based
query reformulations can produce varied results if model
hyperparameters are not pinned during a run, leading to
unpredictable downstream result changes. To address this, we
fix hyperparameter values in Large Language Models (LLMs)
and Vision-Language Models (VLMs) to maintain consistency
throughout a session. Once all measures have been taken to
address variations in the model, we treat model inputs and
outputs as deterministic system events.
Operating under these assumptions, we log the following data
and interactions on the conversational search endpoint:

• Text Query: The user writes and submits a textual query,
which the underlying VLM uses to retrieve a set of
relevant items. The log entry for such an interaction will
have the TEXT category and caption type, since the
query is a descriptive sentence.

• Judging Results: The returned items can also be judged
similarly to URF. These items are added to the URF
model and used by the VLM to suggest a reformulated
query, which the user can choose to use. In this case, we
would use the same log entry as Judging Items in URF,
specifying the origin as conv.

C. User Interactions with Filters

• Applying Filters: The user can browse and select a
number of filters based on the collection’s metadata
and features extracted during preprocessing. After se-
lecting the filters, they can click on the “Check” but-
ton to apply them. The log category for this action is
Filter, with the type being the data features, such as
dominantColor or numberOfObjects.

• Resetting Filters: All active filters can be removed by
clicking the × button in the filter panel. The log reflects
this with BROWSING and resetAll. The value of the
entry is filter.

D. Interface Navigation

Beyond the functional interactions that affect the backend of
Exquisitor, the user also interacts with the interface to navigate
to different UI elements. Logging these interactions gives us
a better idea of the user’s workflow and considerations.

• Reviewing Labelled Items: To view and change items
affecting the URF model, the user needs to access their
positive and negative labelled items. These are located in
their own individual panels that are accessed by clicking

a button on the right-hand side of the screen. Similarly,
to review previously seen items, they have to access the
history panel. While the effects of any change is logged
once URF requests new suggestions, it is important to
log whenever the user is interacting with these panels
without actually changing the model. The category for
this interaction is BROWSING, and the best matching type
is toolLayout. We can use the value of the log entry
to specify the panel.

• Selecting Filter Options: The filters are similarly accessed
in a panel. Filters are only logged once the user applies
them, and not when they are selecting them. Similarly, we
can log this under Browsing and toolLayout, when
the user opens the filter panel. For the selected filters, we
log them under Filters and the type of filter it was.
We extend the value from just the filter option, to be a
tuple containing the filter option and if it is set as active.

• Browsing Items: When the user is browsing the results of
URF or search. They can click the item to view a larger
version of the image, or play the video. This interaction
also falls under the broad category of BROWSING. The
initial type is videoSummary, in internal processes we
refer to this as itemSummary, as Exquisitor works with
both videos and images. If the item is a video there is
also an entry with the videoPlayer type.

• Considering Items: Users tend to hover over items they
are considering as important or wish to label. However,
logging every mouse-over event on the UI elements is not
ideal, and will capture more noise than valuable insight.
Instead, a heuristic is applied that logs such interaction
if the user hovers an item for a set amount of time.
While this is not a proper interaction, it can still be
logged under the category BROWSING and have the type
as exploration. This is not a log entry we intend to
submit to the DRES evaluation server, thus it does not
have to be fully within the margins of the format.

Aside from logging, an option is also to record the user
session, both the screen and external video of the user working
with the system. This footage will give a better insight towards
the user factors. Eye-tracking is also an option but could be
unreliable as there may be multiple users behind the system.

IV. FEEDBACK AFTER USING EXQUISITOR

After a session with Exquisitor, we obtain a log that allows
us to replay the user’s interactions when dealing with the
different type of tasks from Video Browser Showdown. Fur-
thermore, we can analyze which features were used more than
others. However, we gain no understanding of their experience
with the system and its features. They may have been using
one feature over another, due to e.g., the type of tasks they
were solving, or it could be they had more trust in its results,
or, perhaps, because the interaction was easier. Essentially, we
want to know what the user thought when interacting with
the features of the system, and the only way to gather this
information is by asking them to reflect upon their experience
and provide feedback.
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TABLE I
POST-SESSION INTERVIEW QUESTIONS.

Category Question

General How was your overall experience with Exquisitor?
Features How was your experience with Conversational Search?
Features Were the results from the Conversational Search reliable?
Features How was your experience with User Relevance Feedback?
UI Was it easy to modify the model of User Relevance Feedback?
UI How did you find the chat based layout of the Conversational Search?
UI Was the number of shown results from URF too many or too few?
UI Was the number of shown results from Conversational Search too many or too few?
Features & UI Did you use both URF and Conversational Search during the task?
General How did the time impact your usage of the system?

To gain this valuable information, we need to conduct a
user study, where we gather intel from each novice user that
interacts with the system during any competition, workshop,
or special session. At IVR4B, we want to run a pilot version
of this study by performing a post-session interview with the
users. Given the time span of the special session, we must
keep the interview short, thus the questions will focus more
on the system to determine what is key to fix and what works
well. In the final user study, it will also be important to
acquire details about the users, such as their age, occupation,
familiarity with multimedia retrieval systems, and familiarity
with the collection. From this information, we can gauge how
far or close they are from an expert user, and whether there
is a pattern between different groups of users.

In the user study pilot we intend to ask questions related to
three categories: General, Features, and UI. General focuses
on their experience with the system as a whole and the
surroundings of the session. Features focuses on the different
search approaches and the filters’ utilization. UI focuses on the
interface elements of Exquisitor and if they are user-friendly.
Table I outlines the questions from different categories for the
post-session interview. The first column denotes the category,
and the second column is the question itself. Note that these
are initial questions: depending on the response from the user,
we may follow up by asking them to elaborate, or ask more
in-depth questions.

V. CONCLUSION

In this paper, we have explained the need for a user study to
collect information about the Exquisitor system from novice
user sessions, in an effort to understand the interplay between
the two main approaches of conversational search and user
relevance feedback. The special session at IVR4B is a perfect
venue to conduct a pilot for this user study, by enhancing
the internal system logging and conducting a post-session
interview with the novice users.
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