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1
Introduction

The composition of the world around us is not random. To a large extent, most scenes
are well structured. For example, Figure 1.1 shows a typical image of my daily working
place. Many structured entities are present in this image. At a larger scale, the image is
composed of sky, background and (fore)ground. At a smaller scale, the composition of
windows and doors are useful to interpret the type and architecture of the building. At an
even smaller scale, trees and pedestrians contain their own characteristic compositions
and structures. A structures appear everywhere in the world. The structure may be fixed
such as faces or more ‘abstract’ such as cups. For humans to recognize a cup, it is not
necessary that one has seen all cups before. Once the abstract structure of cups has been
learned, a new cup can easily be recognized. Hence, structural information is important
for automatic image and video understanding.

Figure 1.1: A typical image of my daily working place and its structures.

Structures refer to patterns and their relationships. For human faces, there are two
eyes at the upper part, a nose in the middle and a mouth at the bottom part of a face. This
‘fixed’ composite structure helps us to recognize faces. Exploiting this type of structure,
people can also estimate attributes of faces, such as age and gender. By comparing
corresponding parts of different faces, one can differentiate between elderly people and
kids.

Similar to faces, objects also has structures which are helpful in the understanding
of images. Although objects may not have a ‘fixed’ structure like faces, the structure
helps in differentiating one object from another. For example, a cup is normally a hollow
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1. Introduction

cylinder with a bottom surface. Cups may have differences but a cup can not have the
same structure as a chair, for example. Indeed, when we think about specific objects, such
as cups, we have an ‘abstract’ structure in our mind. Exploiting this abstract structure is
important for image understanding.

There is a long tradition in computer vision to exploit structural information for image
understanding. In the early days of computer vision, shape matching has extensively
been investigated. As shown in figure 1.2, objects such as elephants, fishes and airplanes
are represented by simple, rigid templates. These approaches aim to detect objects by
matching the objects with reference shapes or models. However, in a real world scenario,
most of the structures are complex and non-rigid.

Figure 1.2: Levels of structures investigated in this thesis.

One step further is to consider objects composed of loosely connected components,
such as faces [19, 67, 122]. Human faces contain parts such as two eyes (top), a nose
(middle) and a mouth (bottom). These entities may vary in shape and size. As a conse-
quence, many face recognition methods start with aligning faces to ensure that the cor-
responding parts of different faces are matching. After face alignment, machine learning
pipelines are used to learn a mapping from facial features to attributes like age and gen-
der. Directly learning a mapping may not be able to learn the structural information. So
structural modeling is needed to better understand facial images.

Since the 1990’s, research has focused on general scene understanding containing
looser compositions than faces. The work of [41, 104] translates scene understanding into
a classification or clustering problem. The global geometry of scenes [68, 130] generates
a 3D-layout from a single image. Providing training data with pixel-wise labeling, [72,
113] estimate the geometrical information of generic images. However, these algorithms
are limited to indoor scenes and they need training data with pixel-wise labeling.

Image alignment [6, 11, 87–89, 92, 115, 119, 124] is another way exploiting image
structures. Images from similar scenes usually have (a part of) common structures. In
general, there are two types of correspondence algorithms for image alignment: para-
metric and non-parametric algorithms. Parametric algorithms assume that a global trans-
formation model holds between two images. Key-points are used to estimate the pa-
rameters of the model. Non-parametric algorithms directly match pixels in two images.
The two types of algorithms each have their advantages and disadvantages. Parametric
models are good for matching images with a large variance as long as there are many
key points present. Non-parametric algorithms match images as long as the variance is
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small. To address the challenge of image alignment exploiting image structures, we per-
form piece-wise image alignment considering global structures by taking the advantage
of both parametric and non-parametric algorithm.

Recently, research has been extended to generic video content understanding [2, 40,
85, 93, 109, 129, 143]. One of the main challenges in video understanding is the recog-
nition of (moving) objects. Assuming that one object may occur in several videos, the
inter-video structures and time-based structures are important for determining the pri-
mary objects across videos.

Although structural analysis is important for image and video understanding and
many successes have already been achieved, there are still a number of aspects which
need more attention. In human face analysis, when a classifier is learned to map image
features [62, 63, 142] to attributes such as age, expression and gender, relationships are
ignored between the states of local regions and the attributes of the image. Ignoring these
relationships may lead to the inability to learn the hidden co-occurrence of local states
and attributes. In this thesis, the aim is to model and learn implicit and explicit structures
of images and videos.

Humans have the ability to estimate the age of a person based on facial appearance,
even when showing a smile or surprise. However, for the current stat-of-the-art computer
vision, facial expressions strongly influence the results. Wrinkles caused by smiling may
probably result in overestimating of the age of a person. To address this, our first research
question is:

RQ 1 Can we perform expression-invariant age estimation by exploiting the structural
information of faces?

The research question is addressed in chapter 2. Facial appearance changes by expression-
related muscles may overlap with aging-induced facial changes. To better understand the
two types of changes, a graphical model is used to jointly learn age and expression. In
this model, instead of predicting the age and expression directly from facial features, a
set of latent variables is exploited to model the states of the sub-regions of a face. Then
both age and expression are predicted based on the states of the latent variables and facial
features.

In chapter 2, we can use a fixed structure to learn the relations between attributes like
age and expression. However, general scenes may have looser structures. From a single
image, it is difficult to extract the depth information directly from the pixel values. We
revisited the research question of [100]:

RQ 2 Is it possible to learn the scene structure and automatically generate the 3D layout
from one single image?

We address this question in chapter 3. Extracting the pixel-level 3D-layout from a
single image [68, 69, 72, 84, 86, 113, 130] is important for different applications such
as object localization, image and video categorization. Traditionally, the 3D-layout is
derived by solving a pixel-level classification problem. However, the image-level 3D-
structure can be beneficial for extracting pixel-level 3D-layout since it implies the way
how pixels in the image are organized. We propose an approach that firstly predicts the
global image structure and then we use the global structure for fine-grained pixel-level
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1. Introduction

3D-layout extraction. Specifically, image features are extracted based on multiple layout
templates. We then learn a discriminative model for classifying the global layout at the
image-level. By using latent variables, we implicitly model the sub-level semantics of the
image, which enrich the expressiveness of our model. After the image-level structure is
obtained, it is used as prior knowledge in a random walk based segmentation framework
to infer a pixel-wise 3D-layout.

So far, we have been discussed the use of structural information for static images.
Dynamic structures in videos are equally important for automatical video understanding,
and they are driven by objects. So, the next research question is:

RQ 3 Can we extract the primary object across videos using the dynamic structural
information?

The question is discussed in chapter 4. Video object segmentation is a challenging
problem. Without human annotation or other prior information, it is hard to select a
meaningful primary object from a single video. So extracting the primary object across
videos is a more promising approach. However, existing algorithms consider the problem
as foreground/background segmentation. Therefore, we propose an algorithm that learns
the model of the primary object by representing the frames/videos in a graphical model.
The probabilistic graphical model is built across a set of videos based on an object pro-
posal algorithm. Our approach considers appearance, spatial and temporal consistency
of primary objects.

In the previous chapters, we have shown that exploiting structural information is help-
ful for image and video understanding. For color constancy, various types of structural
information such as high-light edges and shadow are being used to predict the illuminant.
However, previous research shows that by using deep learning, features and structures are
learned automatically. Recent developments lead to the next research question.

RQ 4 Can we use deep neural nets to automatically learn features and structures to
predict the color of the illuminant?

The question is addressed in chapter 5. Computational color constancy aims to es-
timate the color of the light source. The performance of many vision tasks, such as
object detection and scene understanding, may benefit from color constancy by using
the corrected object colors. Since traditional color constancy methods are based on spe-
cific assumptions, none of those methods can be used as a universal predictor. Further,
shallow learning schemes are used for training-based color constancy, possibly suffering
from limited learning capabilities. In this chapter, we propose a new framework using
Deep Neural Networks to obtain accurate light source estimation. We reformulate color
constancy as a deep nets based regression approach to estimate the color of the light
source. The model is trained using datasets of more than a million images. Leveraging
on large training data and deep models, the proposed algorithm improve the performance
of color constancy.

For the previous chapters, we have focused on learning the structure from images and
subsequently applying the model to new images. However, even for two images of the
same scene, taken under different viewpoints, patterns can be recognized and matched.
Therefore, our last research question is:
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RQ 5 Can we align two images under large view point differences using local and global
structures?

This question is addressed in chapter 6. Robust image registration is a challeng-
ing problem, especially when dealing with severe changes in illumination and viewpoint.
Previous methods assume a global homography [115, 119]. They are able to align images
under predefined constraints (i.e. planar scenes and parallax-free camera motion). These
constraints may not hold for natural scenes and uncontrolled imaging conditions. There-
fore, in this chapter, we propose a novel method which approximates image regions with
planes by incorporating piecewise local geometric models. The approximated planar re-
gions are obtained by exploiting a hierarchical figure-ground segmentation method. Each
such planar region assumes an affine transformation. To achieve the alignment of the pla-
nar regions, an energy function is defined which employs intensity, key-point descriptor
and geometric information under a global constraint. By re-segmenting and re-merging
planar regions iteratively in an energy minimization framework, the method is able to
align images even under significant changes in illumination and viewpoint.
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2
Expression-Invariant Age Estimation

Using Structured Learning

2.1 Introduction

Automatic age estimation is an important research field in the area of computer vision and
has many applications such as human-computer interaction, security, and surveillance. In
general, the human age is derived from facial aging cues. The aging of adults is primarily
perceived via skin changes [48]. During aging, the human face loses collagen beneath
the skin leading to thinner, darker, and more leathery skin [48]. Age-induced facial
wrinkles become more distinct as a result of repeated activation of facial muscles and
they start to appear in different directions depending on these muscles [23]. For example,
vertical wrinkles intensify between the eyebrows while horizontal wrinkles become more
apparent close to the eye corners.

Many research efforts are done in the last years to automatically estimate the age from
faces. Age estimation systems generally consist of an aging feature extraction step and a
classification/regression step. A thorough survey on age synthesis and estimation can be
found in [48]. Early work by Kown and Labo [79] used head shape changes for young
stages as aging cues. More specifically, ratios of distances between facial landmarks are
computed. To model the aging process over the years, Geng et al [54, 55] introduced the
aging pattern subspace. A prerequisite is to have sufficient training aging patterns which
is a limiting factor due to the difficulty of collecting such datasets. Other approaches
[18, 24, 81, 144] use Active Appearance Model (AAM) [27] where the face shape and
appearance are parameterized in one model. Guo et al. [63] projected the face image
into a low-dimensional age manifold. Spatially Flexible Patches (SFP) are introduced
by Yan et al. [134, 135] where local features are extracted from face regions together
with their position information. The resulting features are then modeled by Gaussian
mixtures. Traditional features like LBP and Gabor are employed to extract aging features
[24, 137]. Guo et al. [64] employ Biologically-Inspired Features (BIF) for age estimation
tasks obtaining state-of-the-art performance.

External factors like facial expressions cause changes in facial muscles which distort
the aging cues. A facial expression is explained by a combination of these changes in the
face which are called Action Units [37]. A problem in age estimation is that expression-
related muscles overlap with aging-induced facial changes. For example, smiling in-
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2. Expression-Invariant Age Estimation Using Structured Learning

volves the activation of some facial muscles leading to raising the cheeks and pulling the
lip corners. This influences the aging wrinkles around the mouth and near the eyes. Con-
sequently, the aging cues changes caused by expressions show the necessity of separating
the influence of expression when estimating the age.

Most of the existing age estimation methods assume that faces show little or no ex-
pressions and ignore the changes of the face appearance induced by them. Guo et al.
[62] study human age estimation under facial expression changes. Their method learns
the correlation between two expressions at a time (e.g. neutrality and happiness). To
predict the age across two expressions, the face is mapped from one expression (e.g. hap-
piness) to another (e.g. neutrality). Next, the age is predicted from the “mapped” face.
For the face aging representation, BIF features and Marginal Fisher Analysis (MFA) are
used. Zhang et al. [142] employ a weighted random subspace method to solve cross-
expression age estimation. In their method, several feature sets are generated first, then
subspaces are built for these sets. Next, a classifier is learnt for each subspace and pre-
dictions of all classifiers are fused to produce the final prediction. Their method does not
require different expressions from the same subjects as opposed to [62]. However, both
methods [62, 142] require the expressions of test images to be known before predicting
the age which limits their applicability.

In our previous paper [3], we propose a different approach. Instead of learning the
age across two expressions, we jointly learn the age and expression and model their re-
lationship. The aim is to achieve expression-invariant age estimation. In our approach,
one model is learnt for all expressions. To predict the age, the age and expression are
inferred jointly, and hence prior-knowledge of the expression of the test face is not re-
quired. More specifically, we introduce a new graphical model which contains a latent
layer between the age/expression labels and the facial features. This layer captures the
relationship between the age and expression. During training, the age and expression
variables are observed. This allows the latent layer to learn the configurations which map
the features to the age for different expressions and thus obtaining expression-invariant
age estimation. For testing, the age and expression labels are unknown and the method
finds the values of age, expression and latent layer which together maximize their com-
patibility with the features. The contributions of our work in [3] are: 1) we show how
age-expression joint learning improves the age prediction compared to learning age in-
dependently from expression. 2) As opposed to existing methods, the proposed method
predicts the age across different facial expressions without prior-knowledge of the ex-
pression labels of the test faces. 3) Our results outperform the best reported results on
age-expression datasets (FACES and Lifespan).

In this paper, we extend our work in [3] by providing more insights in our model.
Specifically, we investigate the role of the age/expression loss function and how changes
in the structure affect the performance. Furthermore, we extend our model to incorporate
different tasks (e.g. gender estimation) which leads to improvements in performance.

2.2 Algorithm

The proposed graphical model aims to jointly learn the relationship between age and
expression. To this end, an inter-connected latent layer is introduced. The latent variables
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2.2. Algorithm

encode the changes in face appearance. These variables are not explicitly defined, but
learnt from the training data.

The graphical model has four sets of connections: First, connections between the
face subregions and the latent variables. These connections are designed to capture the
changes of face appearance related to age and expression. Second, connections between
the face subregions and the age/expression labels are formed. The aim here is to directly
infer the age/expression from the features. Third, connections between the latent variable
modeling the relationship between the face subregions. Finally, connections are estab-
lished between the latent variables, age, and expression. The last type of connections
is designed to relate the age with expression which allows the joint learning between
them. Next, we discuss the model formulation and explain the inference and learning
techniques.

2.2.1 Model Formulation

Suppose we have N training samples (images) {s1 = (x1, y1), s2 = (x2, y2), ..., sN =
(xN , yN )} where xn represents the features for sample sn and yn = {yn,a, yn,e} ∈ Y =
A×E denotes the age and expression labels. For clarity purpose, we omit the subindex n
and use ya and ye directly. A and E are the age and expression spaces, respectively. The
image is uniformly divided into four (2 × 2) sub-regions. The feature vector extracted
from each sub-region xi is connected to the corresponding hidden variable hi. Hence,
the sample feature vector consists of four sub-region vectors xn = [x1, x2, x3, x4] and
the corresponding latent layer is denoted by hn = [h1, h2, h3, h4] ∈ H4, where H is the
space of the latent variable state.

The aim is to learn the mapping between the features x and labels y. Our model
maximizes the conditional probability of the joint assignment of y given observation x:

y∗ = argmaxyP (y|x; θ). (2.1)

Where:

P (y|x; θ) =

∑
h∈H exp(ψ(y,h, x; θ))∑

y′∈Y,h∈H exp(ψ(y′ ,h, x; θ))
. (2.2)

Where x denotes the features of input image, and y corresponds to the output prediction
(age and expression). h denotes the hidden variables which is learned from the train-
ing set. Y = {ya, ye} where ya is the set of ages and ye the set of expressions (i.e.
ye ∈ {1, 2, 3, 4, 5, 6}). In equation 2.2, ψ(.) is the potential function which measures
the compatibility between the (observed) features, the joint assignment of the latent vari-
ables, and the output labels. In the next section, the potentials are defined.
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2. Expression-Invariant Age Estimation Using Structured Learning

Figure 2.1: Our graphical model to jointly learn the age and the expression. x represents
the feature vector, h denotes the latent variables, ya and ye are the corresponding age and
expression respectively. Note that, while all xi are connected with ya and ye, we do not
show these connections in this figure for the sake of clarity.

2.2.2 Potentials

The potentials measure the compatibility of the joint assignment of different variables:

ψ(y,h, x; θ) =

P∑
i=1

ψ1(ya, xi; θ
1
i ) +

P∑
i=1

ψ2(ye, xi; θ
2
i ) (2.3)

+

P∑
i=1

ψ3(hi, xi; θ
3
i ) + ψ4(h, ya, ye; θ4).

Here P is the number of parts in our model, P = 4 in the model shown in Figure 2.1.
In our model, four types of potentials are used. Hereafter, we explain each one of

them.
Potential ψ1 models the compatibility of the features and the age:

ψ1(ya, xi; θ
1
i ) = θ1i · φ1(ya, xi), (2.4)

where φ1(ya, xi) represents the feature mapping function encoding the features of the
joint assignment of ya and xi. The length of φ1(ya, xi) is equal to the length of xi
multiplied by the cardinality of ya. In case that there are S different ages and the feature
vector xi has K features, the size of φ1(ya, xi) will be S×K. So, the size of θ1i is equal
to the size of φ1(ya, xi) which is S ×K. The mapped feature vector is given by:
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2.2. Algorithm

φ1(ya, xi) = [ 0...0︸︷︷︸
K×(ya−1)dimension

xTi ...0]. (2.5)

The model turns into a multi-class SVM for age estimation when solely this potential is
utilized with the maximum margin method. Multi-class SVM is used as a baseline in
this paper. This potential models the global mapping between the input features and the
output age prediction.

Potential ψ2 models the compatibility of the features and the expression:

ψ2(ye, xi; θ
2
i ) = θ2i · φ2(ye, xi), (2.6)

where φ2(ye, xi) encodes the features of the joint assignment of ye and xi and is defined
in the same way as in equation 3.4.

Potential ψ3 models the compatibility of the observation and the latent states:

ψ3(hi, xi; θ
3
i ) = θ3i · φ3(hi, xi). (2.7)

Here, φ3(hi, xi) encodes the features of the joint assignment of the latent variable hi and
the features xi. The latent variables capture the changes of face appearance. For example,
a hidden state could represent whether the mouth is open (e.g. surprised) or frowning
(e.g. angry). Thus, the potential ψ3(hi, xi; θ) learns the mapping of the observed features
to the appearance changes.

The potential ψ4 models the compatibility between the age, the expression, and the
latent layer:

ψ4(h, ya, ye; θ4) = θ4 · φ4(h, ye, ya). (2.8)

φ4(h, ye, ya) represents the feature mapping function which encodes the features of the
joint assignment of h, ye and ya. The length of φ4(h, ye, ya) is the multiplication of the
cardinalities of h, ye and ya. The element corresponding to the assignment of h, ye and
ya is set to be 1 while all other elements are set to be 0.

2.2.3 Inference and Learning
Inference: Given the model parameters θ, the inference involves a combinatorial search
of the joint assignment of h, ye and ya which results in the maximum conditional proba-
bility:

(ŷ, ĥ) = argmaxy∈Y,h∈Hψ(x, y,h; θ). (2.9)

Since the proposed graphical model contains loops, it is intractable in general to perform
the maximization. However, by collapsing the latent variables h with the output variables
ye and ya respectively, the model becomes a chain structure and dynamic method will be
used to do the maximization [97].

Learning: To learn the parameters θ, we exploit the max margin approach [121].
Since the latent variables h are not labeled in the training set, we need to solve the the
following latent structure SVM problem:

arg min
θ

{
1

2
| θ |2 +C

N∑
i=1

∆(yi, ŷi)

}
(2.10)

.
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Where θ are the parameters. ŷi is the optimum state under the parameter θ. The loss
function ∆(yi, y) is defined as the following:

∆(yi, y) =

{
|yi,a − ya| if yi,e = ye

R+ |yi,a − ya| if yi,e 6= ye
. (2.11)

R is a parameter which balance the loss of facial expression and age.
Optimizing (2.10) directly is not possible as the argmin function in the loss is non-

differentiable. Following [121] and [139], we use a surrogate method that serves as an
upper bound of the loss function.

∆(yi, ŷi) ≤ ∆(yi, ŷi) + max
y∈Y
h∈H

ψ(y,h,xi; θ)

−max
h∈H

ψ(yi,h,xi; θ) (2.12)

≤ max
y∈Y
h∈H

[∆(yi,y) + ψ(y,h,xi; θ)]

−max
h∈Y

ψ(yi,h,xi; θ) (2.13)

In (2.12), the inequality holds by allowing the first max to change the target variables.
In (2.13), ŷi in (2.12) is allowed to change variables in (2.13) and hence the inequality
holds. This results in the upper bound of the loss function in (2.13).

By substituting the loss function by the surrogate, (2.10) can be rewritten by:

arg min
θ
{1

2
| θ |2 +C

N∑
i=1

max
y∈Y
h∈H

[∆(yi,y) + ψ(y,h,xi; θ)]︸ ︷︷ ︸
convex function

−C
N∑
i=1

max
h∈H

ψ(yi,h,xi; θ)︸ ︷︷ ︸
concave function

} (2.14)

Note that (2.14) minimizes the summation over a convex and a concave function.
This can be solved by the Concave-Convex Procedure (CCCP) [141]. By substituting
the concave function by its tangent hyperplane, which serves as an upper bound of the
concave function, the concave term can be transformed into a linear function:

arg min
θ
{1

2
| θ |2 +C

N∑
i=1

max
y∈Y
h∈H

[∆(yi,y) + ψ(y,h,xi; θ)]︸ ︷︷ ︸
convex function

−C
N∑
i=1

ψ(yi,h
∗,xi; θ)︸ ︷︷ ︸

linear function

} (2.15)
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Algorithm 1: Latent Structured-SVM
1: Input: observed images {x1,x2, . . . ,xN}, corresponding labels {y1,y2, . . . ,yN}
2: Initialize un-observed latent variables h
3: Set θnew = 0, Snew = +∞
4: repeat
5: Set θold = θnew, Sold = Snew
6: for i = 1 to N do
7: (h∗i ) = arg maxh∈H ψ(yi,h,xi; θold)

8: f(θ) = |θ|2
2 + C

∑
max ∆(yi,y) + ψ(y,h,xi)

9: g(θ) = C
∑N
n=i ψ(yi,h

∗
i ,xi; θ)

10: Solve θnew = arg minθ f(θ)− g(θ)
11: Snew = f(θnew)− g(θnew)
12: until Sold − Snew < ε
13: Output: θnew

The upper bound hyperplane in (2.15) is obtained by using inference over the latent
variables (h) based on the previous parameters θold.

(h∗i ) = arg max
h∈H

ψ(yi,h,xi; θold) (2.16)

The inference problem of (2.15) can be solved by considering (3.7) with the difference
that the labels are observed in (2.15). We consider the observed labels as the evidence of
the graphical model. Then, the same inference algorithm can be applied.

The convex term in (2.15) can be solved using augmented inference:

(ŷi, ĥi) = arg max
y∈Y,h∈H

[∆(yi,y) + ψ((y,h),xi; θ)] (2.17)

By using the loss function as an extra factor associated with the target variables, the
term can be solved in the same way as the inference problem by using (3.7). Then, the
loss factors are (only) connected to the known target variables, and the un-observed target
variables are processed in the same way as the latent variables during inference.

By combining (2.16) and (2.17), (2.14) can be rewritten in the form of minimizing a
function that subjects to a set of constraints by introducing slack variables

min
θ,ξ

{
1

2
| θ |2 +C

N∑
i=1

ξi

}
(2.18)

s.t. ∼ ∀i ∈{1, 2, . . . , N} :

ψ(yi,h
∗
i ,xi; θ)− ψ(ŷi,xi; θ) ≥ ∆(yi, ŷi)− ξi

This transforms the optimization problem into a standard SVM problem, which can be
solved by [121].

Algorithm 1 outlines the steps of the proposed algorithm. In line (1-5), the param-
eters are initialized. Line (6-8) the latent variables are estimated by using the current
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2. Expression-Invariant Age Estimation Using Structured Learning

parameters. In line (9), f(θ) is obtained corresponding to the convex part of the opti-
mization problem. In line (10), g(θ) is computed corresponding to the linear part of the
optimization problem. By solving the optimization problem of the two terms in line (11),
the new parameters are obtained. Line (12) computes the objective value of the optimiza-
tion function. This process is repeated until the decrement of the object function is below
a threshold ε, indicated in line (13).

2.3 Experiments

The goal of the proposed approach is to capture the relationship between the age and
expression and, hence, alleviate the influence of expression in age estimation. In this
section, we conduct a number of experiments to validate our model. First, our model
is evaluated using the age-expression datasets FACES [36] and Lifespan [96]. Next, we
vary the number of the hidden states. The aim here is to explore the relationship between
the performance and the complexity of the model. Finally, we test the proposed model
on the expression recognition task using FACES and Lifespan datasets.

2.3.1 Datasets

To evaluate expression-invariance age estimation, we use three datasets: FACES [36],
Lifespan [96] and NEMO [33], which are recently introduced to the computer vision
community [62]. FACES dataset contains face images of 171 subjects showing 6 basic
expressions: neutrality, happiness, anger, fear, disgust, and sadness. Every subject shows
all the expressions resulting in 1026 = 171× 6 face images. The faces in the dataset are
frontal with fixed illumination mounted in front and above of the faces. The ages of the
subjects range from 19 to 80. The age distribution is not uniform and in total there are
37 different ages. Figure 2.2 show the age distribution of the FACES dataset.

The Lifespan dataset is a collection of faces of subjects from different ethnicities
showing different expressions. The expression subsets have the following sizes: 580,
258, 78, 64, 40, 10, 9, and 7 for neutrality, happiness, surprise, sadness, annoyed, angry,
grumpy, and disgust, respectively. The ages of the subjects range from 18 to 93 years and
in total there are 74 different ages. The dataset has no labeling for the subject identities.
We follow the setup of [62, 142] and use the neutral and happy subsets. Figure 2.2 show
the age distributions for the Lifespan dataset. Although the age distributions of both
datasets cover a wide range of ages, FACES dataset is more challenging for age prediction
since its expression variation (six expressions) is larger than the one in Lifespan dataset
(two expressions).

The NEMO dataset [33] has 564 subjects and 2058 images recorded in total. There
are two types of expression: happiness and neutrality that have 995 and 1090 images
respectively. The dataset contains 60 different ages ranging from 8 to 76 years. We
divide the images into two subsets so that each subset has half of the images of each
expression.

For feature extraction, eye centers are first automatically detected and the faces are
registered and cropped. Then, the faces are divided into 8× 8 patches and a local feature
vector is extracted for each patch. Finally, the patch local descriptors are concatenated
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together to form the face descriptor. To extract the features from each patch, we use Local
Binary Pattern (LBP) [102]. It is a simple, efficient, and rotation-invariant approach and
successfully used for age prediction to capture the skin texture details [23, 136]. In our
experiments, we use 8 sampling points with a radius equal to 1.

As in previous setups [62, 142], the datasets are divided into 5 folds. For the FACES
dataset, the expression distributions are uniform for all the 5 folds, and none of the sub-
jects appears in more than one fold. For the Lifespan dataset, the dataset (neutral and
happy) is split randomly into 5 folds. As the subject identities are not available, a subject
overlap between the training and test samples is possible. The results are measured quan-
titatively by Mean Absolute Error (MAE) 1

N

∑N
n=1 |yna − ŷna | . Where yna is the true age

for the test sample n, ŷna is the predicted age for the test sample n, and N is the number
of the test samples.

Figure 2.2: Age distributions for FACES (left) and Lifespan (right) datasets. The ex-
pression distribution for FACES dataset is uniform where each subject shows six basic
expressions: neutrality, happiness, anger, fear, disgust, and sadness. The Lifespan dataset
contains neutral (580) and happy (258) faces.

Figure 2.3: Example faces from FACES (left) and Lifespan (right) datasets.
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2.3.2 Expression-Invariant Age Estimation

In this experiment, we evaluate our method on the FACES, Lifespan and NEMO datasets.
Here we compare two cases. First, learning the age independently the from expression.
Second, learning the age jointly with the expression. In both cases, the same 5-fold age-
expression datasets are used for evaluation. For the expression-independent learning,
a multi-class SVM is used as a baseline. In the expression-joint learning, we use the
proposed graphical model and the number of hidden states |H| is set to 3 (see Section
2.3.3). For the model learning, the expression is observed and the potential function
in equation 2.3 is applied. The results for the proposed model are shown in Table 2.1.
For both datasets, our graphical model significantly reduces the prediction error (14.43%
for FACES, 37.75% for Lifespan and 9.30% for NEMO). The errors reported in [62]
and [142] for FACES, Lifespan and NEMO datasets are shown in Table 2.1. Although
both methods assume prior-knowledge of the expression of tested samples, our model
outperforms their results for the three datasets.

We further compare our age estimation approach with the joint classification method
by [65]. The method was proposed to recognize facial expressions while reducing the
influence of human aging. In their method, the authors simply divide the dataset into four
age groups ([18-29],[30-49],[50,69], and [70-94]) and consider each expression within
each age group as a new class. Then, classification is performed on the newly defined
classes. For facial feature extraction, they manually labeled 31 fiducial points and applied
Gabor filters [30] on the locations of those points. The four age group classification
accuracy using the joint learning method is reported.

To make a fair comparison, and since the authors [65] manually labeled 31 fiducial
points on the face, we use our features and compare only the joint learning methods. To
this end, we create a new class for each age/expression combination. Different from [65],
where the datasets are divided into four age groups, we consider each age separately. The
total number of new classes is 37 × 6 = 222 in the FACES dataset and 74 × 2 = 148
classes in the Lifespan dataset. The obtained errors for FACES are Lifespan are 9.94 and
8.85 years respectively, which are higher than the baseline errors and the ones obtained
by our graphical model. It is worth mentioning that in [65], as the datasets are divided
into four age groups, the method is tested on smaller number of “joint-classes” (24 and 8
for FACES and Lifespan respectively). In this experiment, the number of joint-classes is
much higher.

Detailed results for independent and joint learning for FACES, Lifespan and NEMO
dataset are shown in Tables 2.2 and 2.3, where the error for each expression subset is
shown separately. The error is reduced for all expression subsets, however, in different
rates. The largest improvement is achieved for neutrality with (30.13% error reduction),
while the smallest improvement is obtained for the anger and the disgust expressions
(4.64% and 2.43% respectively). This is explained as anger and disgust expressions in-
duce more profound changes in the face appearance than the other expressions which
makes age prediction/perception more difficult. Our model clearly outperforms the ex-
isting methods [62, 65, 142] by a wide margin which further proves the effectiveness of
our approach.

The hidden states capture the changes in the face appearance. To further illustrate this
point, we show the face regions corresponding to each hidden state. More specifically,
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the averages of the bottom and top regions are computed (Figure 2.4). For the bottom
regions, the first hidden state corresponds to the face appearance where the mouth is
open, the third hidden state represents a depressed lip corner, and the second hidden state
corresponds to a normal face appearance. For the top regions, the second hidden state
represents the face appearance where the eye is slightly closed while the first and the
third states correspond to open eye appearances.

Figure 2.4: Average face regions corresponding to different hidden states (from left to
right) for the bottom and top face regions.

Table 2.1: Expression-independent and expression-joint learning are evaluated on FACES and
Lifespan datasets. The results show clear improvement of performance when the age is learnt
jointly with expression and the age prediction error is reduced by 14.43% and 37.75% for the
FACES, Lifespan and NEMO datasets respectively. The results of the methods [62] and [142]
along with the results using the joint learning method [65] are compared with ours. Our model
obtains the best performance for both datasets with a large margin. Note that [62] and [142]
assume that the expressions of the tested sample is a prior-knowledge while our model has no
such requirement. The last column shows the difference in error when using the joint learning in
comparison with independent learning.

Dataset [62] [142] [65] Indep-Learn Joint-Learn Reduc-Rate %
FACES 9.12 8.33 9.94 8.66 7.41 14.43%
Lifespan 6.63 6.23 8.85 8.45 5.26 37.75%
NEMO - - 7.61 7.73 6.9 9.3%

2.3.3 Performance vs. Complexity

The previous experiment show how expression can be jointly learnt with age to improve
age estimation. In this section, we vary the number of the hidden states |H| to investigate
the influence of the model complexity on the age prediction performance. More specif-
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Table 2.2: Age estimation error for each expression subset on FACES dataset. The error is reduced
for all expressions using the expression-joint learning. The largest error reduction is achieved for
neutral faces (30.13%) while the smallest error is obtained for anger and disgust (4.64% and 2.43%
respectively).

Test Data Indep-Learn Joint-Learn Reduc-Rate %
Neutrality 8.54 5.97 30.13
Anger 8.61 8.21 4.64
Disgust 8.37 8.17 2.43
Fear 9.79 8.25 15.71
Happiness 8.42 6.77 19.58
Sadness 8.17 7.07 13.44
Average 8.66 7.41 14.34

Table 2.3: Age estimation error for each expressions subset on Lifespan dataset. The error is
reduced for both neutrality and happiness expressions. Note that, since the number of happy and
neutral faces is not equal, the weighted average is computed.

Test Data Indep-Learn Joint-Learn Reduc-Rate %
Neutrality 8.66 5.72 33.94
Happiness 7.96 4.14 47.91
Average 8.45 5.26 37.80

ically, we evaluate on |H| = {2, 3, 4, 5}. The results on FACES and Lifespan dataset
are shown in Figure 2.5. The error first decreases when increasing the number of hidden
states to 3 as it allows the model to differentiate more changes in the face appearance.
However, it increases with more hidden states (4 and 5). This might be as the model
becomes more complex and hence more prone to overfitting to the training data.

2.3.4 Joint-Learning for Expression Recognition

In this experiment, we consider a different, yet related, task: how age information can im-
prove the recognition of expressions. Although aging affects how people exhibit expres-
sions, much of automatic expression recognition methods do not use the age of the sub-
ject to recognize expressions. This is mainly due to the lack of expression datasets with
a sufficiently large age range. Motivated by the introduction of recent age-expression
datasets, Guo et al. [65] recently proposed a method to recognize facial expressions
while reducing the influence of human aging.

We apply our model on the FACES and Lifespan datasets to recognize the expres-
sion. The results are shown in Table 2.4. Our method improves the expression recog-
nition performance for FACES dataset by 2.38%. However, the accuracy on Lifespan
is comparable to the one acquired by independent learning. This maybe explained by
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Figure 2.5: Result with different cardinality of hidden states on FACES (left) and Lifes-
pan (right) datasets.

the observation that there are only two expressions in Lifespan compared to six ones in
FACES, and hence the expression variation within Lifespan dataset is smaller than it is
within FACES. Consequently, the margin of improvement is smaller for Lifespan and the
joint learning method obtains comparable accuracy. The detailed recognition accuracies
for each expression subset are shown in Tables 2.5 and Table 2.6.

We compare the proposed method with the one in [65]. As the authors manually
labeled 31 fiducial points on the face and extracted the features using their locations, a
direct comparison of the results will not be fair. Thus, we test the method in [65] using our
features. The datasets are divided into the same four age groups ([18-29],[30-49],[50,69],
and [70-94]). Then, a new class is created for each expression/age group combination
resulting in 24 and 8 new classes for the FACES and Lifespan dataset respectively. The
obtained accuracy (see Table 2.4) is lower than the one acquired by our model.

Table 2.4: Expression recognition using age-joint and age-independent learning evalu-
ated on FACES, Lifespan and NEMO dataset. Joint-learning improves the accuracy by
2.38% while the accuracy on Lifespan is comparable. The method in [65] is further tested
on our features, and the results show degrading in the performance for both datasets.

Dataset Indep-Learn % Joint-Learn % [65] %
FACES 90.05 92.19 84.68
Lifespan 93.91 93.68 91.05
NEMO 98.0 97.8 94.2

2.3.5 Influence of Loss Function
As shown in equation 2.11, parameter R balances the penalty of a wrong prediction for
age and expression. Different values of R may result in different performances. To
investigate this, we vary the range of R between 0.1−10. The results are reported on the
datasets FACES and Lifespan.
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Table 2.5: Expression recognition accuracy for each expression subset on FACES dataset. Using
joint learning, the accuracy improves for all expressions except happiness and sadness expressions.
The overall recognition accuracy increases by 2.38%.

Test Data Indep-Learn % Joint-Learn %
Neutrality 91.24 95.92
Anger 84.82 88.32
Disgust 89.43 92.94
Fear 92.35 94.12
Happiness 99.41 98.82
Sadness 83.06 83.04
Average 90.05 92.19

Table 2.6: Expression recognition accuracy for each expression subset on Lifespan dataset. Using
joint learning, the overall accuracy is comparable to the one using independent learning. Note that,
since the number of happy and neutral faces is not equal, the weighted average is computed.

Test Data Indep-Learn % Joint-Learn %
Neutrality 97.41 96.19
Happiness 85.91 88.08
Average 93.91 93.68

As shown in Figure 2.6(a), with varying R, the accuracy of age estimation varies
slightly. However, for expression estimation, as shown in Figure 2.6(b), the accuracy
changes from 0.874 to 0.94. When R is small, the accuracy is around 0.9. With in-
creasing values of R, the accuracy goes up to 0.93 for the Lifespan dataset and 0.94 for
the FACES dataset. For higher values of R, the accuracy drops significantly for both
datasets. Since R is the penalty of a wrong prediction of expressions during training,
relatively small R may result in an under fit for expression recognition. However, large
values of R may result in an over fit for expression recognition. Thus, to balance the
penalty, we set R = 1 in all our experiments.

2.3.6 Influence of Different Structures

In the previous experiments, each face is uniformly divided into four parts, referred to as
a 2×2 layout. In this experiment, the influence of different spatial layouts is investigated.
First, the face is divided into three parts based on the landmarks rather than dividing the
face uniformly. In this way, the upper face part only contains the forehead, the middle
face part corresponds to the eyes, and the lower part contains the mouth. There are 3
parts in total and we refer to this model as the 1×3 layout. Second, each part in the 1×3
layout is further divided into two parts: left and right. Hence, in total, there are 6 parts
for each face. We refer to this model as the 2× 3 layout. Figure 2.7 shows the structures
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Figure 2.6: Results for varyingR on the FACES and Lifespan datasets for age estimation
(left) and expression recognition (right).

Figure 2.7: The structures we evaluated in the experiments. From left to right: 1 × 3,
2× 3, 2× 2.

evaluated in the experiments.
The learning and inference algorithms are the same as described in section 2.2.3.

The only difference is that the new potential function of equation 2.3 contains a different
number of latent variables(P = 3 for the 1× 3 layout, and P = 6 for the 2× 3 layout).
The performance on the FACES and Lifespan datasets is reported in Table 2.7.

The results show that the best performance of age estimation is obtained by using
the 2 × 3 structure. The highest accuracy of expression estimation is obtained using the
2×2 structure. However, the error difference is relatively small. The improvement of age
estimation for the 2×2 layout compared to the 2×3 layout is 0.18 year of error reduction
for the FACES dataset and 0.13 year for the Lifespan dataset. The expression recognition
improves with 1% for both the FACES and Lifespan datasets. This experiment shows that
the influence of the type of face layout for age and expression estimation is limited.

2.3.7 Joint Learning Age, Expression and Gender

In the previous sections, the focus was on joint learning of age and expression. The
results show that joint learning of different cues such as age and expression improves
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Table 2.7: Age and expression estimation using different structures on FACES and Lifes-
pan datasets.

Structure
FACES Lifespan

Age Exp Age Exp
1× 3 7.31 0.91 5.21 0.91
2× 3 7.23 0.91 5.13 0.92
2× 2 7.41 0.92 5.25 0.93

Table 2.8: Joint age, expression and gender estimation. This table shows the results of three
experiments: 1) Learn Independently, 2) Joint learn Gender and Age and 3) Joint learn Gender,
Age and expression.

Experiments Gender Age Expression %
Learn Independently 91.5 8.65 90.05
Joint learn Gender and Age 92.1 7.34 -
Joint learn Gender, Age and Expression 93.7 7.31 91.42
rKCCA [61] 76.6 7.14 21.46

the performance of each cue. Besides age and expression, in this section, we introduce
gender in our model as an example to show how other cues can be incorporated.

As shown in Figure 2.8, on top of the hidden layer, the gender variable yg is added. yg
has two categories, male and female, where yg ∈ {1, 2}. In a similar way to the age and
expression variables, yg is connected with all the latent variables h and the observations
x.

As we include a new variable yg in the model, the potentials related to yg are added to
the total potential of the model as shown in equation 2.19. ψ5 represents the compatibility
of gender and the observations. It is defined in the same way as ψ1 in equation 2.4. Other
potential functions are defined in the same way as in equation 2.8.

ψ(y,h, x; θ) =

4∑
i=1

ψ1(ya, xi; θ
1
i ) +

4∑
i=1

ψ2(ye, xi; θ
2
i ) (2.19)

+

4∑
i=1

ψ3(hi, xi; θ
3
i ) + ψ4(h, ya, ye, yg; θ4)

+

4∑
i=1

ψ5(yg, xi; θ
5
i ).

The learning and inference methods are the same as before. The only difference is that
the loss function, here, also considers the penalty of gender. The loss function is defined
in equation 2.20.
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2.4. Discussion

Figure 2.8: The graphical model to jointly learn the age, expression, and gender. x repre-
sents the feature vector, h denotes the latent variables, ya, ye and yg are the corresponding
age, expression and gender respectively. Note that, while all xi are connected with ya,
ye and yg , these connections are not shown for the sake of clarity.

∆(y, ŷ) = R(ye 6= ŷe) +G(yg 6= ŷg) + |ya − ŷa|, (2.20)

where R and G balance the penalties of age, expression and gender. As the previous
experiments show that the influence of these parameters is limited, we set the parameters
to default values (R = 1, G = 1 in our experiments).

Four experiments are conducted on FACES dataset [36] to show the advantage of the
proposed model. As shown in Table 2.8, the first row shows the results of different cues
with independent learning, where a multi-class SVM is used per cue. The second row
shows the results of jointly learning the age and gender. The model here is the same as
for jointly learning the age and expression. The third row shows the results of jointly
learning the age, gender and expression. The results show that by jointly learning age,
gender and expression, the performance improves for each cue. The fourth row shows
the result of [61]. Although the age estimation of [61] is slightly better than the proposed
method, the gender and expression estimation of the proposed method outperforms [61].
This shows that the proposed method is a more suited for joint learning age, gender and
expression.

2.4 Discussion

The results obtained by our graphical model show the strength of joint-learning to allevi-
ate the influence of facial expressions in age prediction. Some existing works [62, 142]
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approached the age prediction by using variant facial expressions. Our method is dif-
ferent in two aspects: First, in our model, the age is jointly learnt with all expressions
instead of learning the cross-expression for two expressions at a time. This property
allows our model to be extended to a broader group of tasks where the changes are not
restricted to the basic (profound) expressions. For example, the changes can be described
by a group of smaller units (e.g. action units [37]). These changes can describe various
face (undefined) expressions. In such cases, the hidden layer will learn the relationship
between the age and multiple variables (action units) instead of one variable (expression)
at a time. Moreover, beside facial expressions, other attributes can be learnt collectively
within the proposed graphical model such as gender and race. Second, the proposed ap-
proach does not require the expression labels of the test samples to be known while the
existing methods [62, 142] assume prior-knowledge of the expressions.

2.5 Conclusions

In this paper, an expression-invariant age predictor is proposed by jointly learning the
age and expression. We introduce a graphical model with a latent layer to learn the rela-
tionship between the age and expression. This layer is designed to capture the changes
in the face which induce the aging and expression appearance.

Conducted on three age-expression datasets (FACES, Lifespan and NEMO), our ex-
periments show the improvement in performance when the age is jointly learnt with
expression in comparison to expression-independent age estimation. The age estimation
error is reduced by 14.43%, 37.75% and 9.30% for the FACES, Lifespan and NEMO
datasets respectively. Using our model, without prior-knowledge of the expressions of
the tested faces, the acquired results are better than the best reported ones for all datasets.
The flexibility of the proposed model to include more cues is explored by incorporating
gender together with age and expression. The results show improvement of performance
for all cues.
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3
Extracting 3D Layout from a Single

Image Using Global Image Structures

3.1 Introduction

Deriving the pixel-level 3D layout from 2D still images is important for many computer
vision tasks such as object localization, image understanding and video segmentation
[39, 91, 100, 103].

The problem of extracting the 3D layout from 2D images has been widely studied
[68, 84, 86, 130]. A number of approaches infer 3D information from single images
[69, 72, 113]. However, these algorithms require expensive pixel-wise labeling to learn
their classification scheme [72]. Other methods such as [113] require accurate ground-
truth of depth information.

Nedovic et al[100] takes a generic approach in which scenes are categorized into
a limited set of image-level 3D geometry classes called ‘stages’. Stages represent the
general 3D geometry structure of scenes such as sky-background-ground, sky-ground,
and box, see Figure 4.1. We focus on stages which limit the number of scenes and hence
make the problem of inferring pixel-level 3D layout more tractable.

In this paper, we propose a framework to infer the pixel-level 3D layout using global
image structure. There are two steps in the proposed framework. In the first step, as
shown in Figure 4.1, the stage (i.ean image-level label which represents the 3D structure
of an image) is predicted. We formulate the classification of stages from 2D still images
as a structural learning problem. Some previous methods (e.g[103]) use a holistic image
representation to classify scenes. Due to the large intra-class variation in stage classifi-
cation, a holistic representation may not have enough capacity to model general images.
A probabilistic system is proposed to model the interdependency among the subtopics
of the subregions (e.g. sky, building, ground, etc). In this probabilistic system, latent
variables are used to model the subtopics and a graphical model is introduced to learn the
structure of scenes. In the second step, we exploit the stage prior to infer the pixel-level
3D layout, as shown in Figure 4.1.

This work has three main contributions: a) Segmentation is exploited to obtain robust
stage classification. b) An algorithm is proposed using stage classification to generate 3D
layouts. c) No need for pixel-wise labeled training data and applicable to generic images.
The source code and the new dataset will be made publicly available.
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3. Extracting 3D Layout from a Single Image Using Global Image Structures

Figure 3.1: The pipeline: to obtain the pixel-level 3D layout of a single image, we first es-
timate the image-level 3D structure by exploiting stage classification. Next, we generate
the pixel-level 3D layout using the stage type of the image. Note that stage classifica-
tion generates an image-level label for each image. The figures on the second row are
displayed only to show the 3D geometry-structure of each stage.

The paper is organized as follows. In Section 3.2, related work is discussed. We
describe the stage classification algorithm in Section 3.3. Then, the 3D layout algorithm
is presented in Section 3.4. Experiments and results of the stage classification and the 3D
layout method are discussed in Sections 3.5 and 3.6 respectively.

3.2 Related Work

The proposed method is closely related to two research topics: 3D layout construction
from a single image and scene understanding by prototype categorization. The related
work is considered below. In Fig. 3.2, the relation of this paper with other work is
presented. This paper is closely related to two topics. 1) Work on 3D layout from a sin-
gle image (Section 3.2.1). 2) Work on scene understanding by prototype categorization
(Section 3.2.2).

3.2.1 3D layout from a Single Image

To learn the relationship between scene depth and image features, [113] use a Markov
Random Field to infer the 3D position and orientation for each image patch. Based on
a few assumptions, such as connectivity and coplanarity, this method performs well for
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Figure 3.2: Relation between this paper and the related work.

images taken from outdoor scenes. A drawback of the method is that it requires 3D depth
ground-truth labels for training which limit the applicability of the method.

Other methods focus on parallel lines in indoor [31, 68, 69, 83, 84, 130] or outdoor
images [7]. [83], [68] and Wang et al. [130] derive parallel lines in indoor scenes to infer
a set of predefined models to generate the 3D layout. Barinova et al[7] focus on urban
scenes. By detecting parallel lines, vanishing points are estimated and used to infer the
3D layout in a Conditional Random Field framework. However, these algorithms are
highly dependent on parallel lines and can only handle indoor images [31, 68, 69, 83, 84,
130] or outdoor images [7] containing parallel lines.

[72] model a scene by three geometrical components. They train a set of classifiers
to parse the scenes into three parts: sky, vertical and ground. This means the model can
only handle outdoor images. Moreover, the method by [72] requires pixel-wise ground-
truth training data which need tedious labeling work. In contrast, the proposed method
only need image-level ground truth and it can handle general images.

3.2.2 Scene Understanding by Prototype Categorization

Oliva and Torralba [103] use general image properties (e.gnaturalness and openness) to
represent the spatial structure of a scene. Employing the Gist descriptor, they infer the
relation between spatial properties and scene categories. Further, approaches based on
the Bag of Words model [82] provide reasonable accuracy for scene categorization. Fei
Fei and Perona [42] propose the use of theme entities to represent image regions and
learn the distribution of scene categories for these themes. These approaches classify
images in different scene categories such as coast, beach, mountain, kitchen, and bed-
room. However, the number of scene categories is very large. For example, Quattoni and
Torralba [108] define 67 categories to describe indoor scenes. The SUN Dataset [132]
has hundreds of scene classes.

Instead of considering scene categories, Nedovic et al[100] take a more abstract ap-
proach to classify 3D geometries. They show that scenes can be categorized into a limited
number of 3D geometries called stages. A stage indicates the image-level 3D structure
of a scene. To model scene geometries, 15 stages are defined such as sky-background-
ground, sky-ground, corner, and box(some examples of stages are shown in Figure 4.1).
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3. Extracting 3D Layout from a Single Image Using Global Image Structures

In this paper, we follow the notion of stages as the number of image-level 3D scene
structures (i.estages) is limited and, hence, the problem is more tractable.

(a) Traditional representation. (b) Proposed representation.

Figure 3.3: Traditionally, for stage classification, features are extracted on a regular grid
and pooled into a vector. Therefore, the patches (highlighted with bounding boxes) that
correspond in (a) may result in a large difference. However, the proposed representation
(b) measures the distance between segments (best viewed in color).

Figure 3.4: For stage classification, the same class may contain several sub-topics. Di-
rectly learning a mapping from input features to output classes may not be able to model
the relation between those sub-topics and the scene geometry type. In this paper, we
model sub-topics using latent variables.

However, the stage classification algorithm [100] has two drawbacks. Firstly, features
are extracted using a uniform grid which may result in large difference for the same
class. For example, the two images in Figure 3.3 belong to the same class which is
sky-background-ground but they may yield a large difference. To this end, our aim is
to generate a set of segments based on predefined templates and measure the difference
between the segments. Further, instead of directly learning a mapping from the input
features to output classes, we use latent variables to model possible subtopics, see Figure
3.4.

3.3 Stage Classification

In this section, the first step (i.estage classification) of the framework is introduced. For
stage classification, a graphical model is proposed to learn a mapping from image features
to a stage. Each input image is parsed by a fixed number of predefined templates to obtain
the input features. This allows the algorithm to learn the geometry of the image using
structural learning.
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3.3.1 Template Based Feature Extraction

Figure 3.5: Image representation based on templates. We define a set of templates by
using segmentation to generate one subregion for each component of a template and
subsequently extract appearance features (i.e. HOG descriptors) from each subregion.

We parse the scenes by a fixed set of predefined templates. These templates capture
the basic geometry of stages, such as sky-background-ground (the Template 1 displayed
in Figure 3.5) and box (the second template in Figure 3.5). Here, ‘component’ is used
to denote a sub-region of a single template. For example, the Template 1 in Fig. 3.5
contains three components: the upper, middle and bottom part. Instead of extracting
features from each component of these templates directly, we apply segmentation based
on the image templates. Then the image features are extracted from the segment of each
component of the templates.

Template Based Soft Segmentation: Soft segmentation is based on the figure-
ground segmentation method proposed by Carreira et al. [15]. Foreground seeds are
uniformly placed on a grid and the background seeds are placed on the borders of the
image. Foreground segments are generated from each seed at different scales by solv-
ing the max-flow energy optimization. Next, we keep the obtained segments which are
highly intra-consistent (i.esegments generated several times by different seeds). In this
way, hundreds of segments are generated for each image. For each component of the
templates, the segment which has the largest overlap-to-union score is selected.

Template Based Hard Segmentation: Since the soft segmentation is not always
reliable, we use hard segmentation as compensation. Hard segmentation is predefined by
the template. For example, for Template 1 in Figure 3.5, hard segmentation parses the
image uniformly into three sub-regions: top, middle and bottom.

Feature Representation: We use the two segmentation methods to generate two
segments at each component of the templates. We extract features (e.gHOG) from both
of the segments, and these features are concatenated into a single feature vector. Such
a feature vector is computed for each component of the templates. By collecting these
feature vectors for all the templates, we obtain the inputs x = {x0, x1, x2, ..., xM} for
each image. Here, each xi is a feature vector of one component of the templates. M is
the total number of template components, as shown in Figure 3.6.
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3.3.2 Model Formulation

Figure 3.6 illustrates the graphical model of the proposed stage classification method.
Let us denote each sample (i.eimage) by (x, z, y) ∈ X × Z × Y . x = {x0, x1, ..., xM}
are the observations. Each xi is a feature extracted from each component of the template,
as described in Section 3.3.1. y represents the stage label. z = {z1, z2, ..., zM} are the
latent variables. Each xj has a corresponding zj . Latent variables are implicitly defined
and are learned from the training data. Figure 3.4 intuitively shows the meaning of latent
variables. For example, the latent variable of background may indicate building, moun-
tain or bus. The latent variable of ground may indicate grass ground, cultivated field or
highway ground and so on. x represent the input features, and it is always observed. y is
the stage label, and it is known only during the training. In contrast, z is always hidden
in both training and testing.

The stage label can be predicted by

ŷ = argmaxy∈YF (x, z, y;w), (3.1)

where w is a set of parameters that are learned from training data, and F (x, z, y;w) is the
objective function describing the relation between input features and random variables in
the graph.

Figure 3.6: The proposed graphical model for stage classification. The shaded nodes
indicate the observed variables {x0, x1, x2, ..., xM}. The node y refers to the stage label
of the image. The variables {z1, z2, ..., zM} are latent. As an example, only three tem-
plates are shown here, but note that our model uses up to five templates in total. All the
observed nodes are connected with y but the links are not visualized in the graph for the
purpose of clarity.

3.3.3 Objective Function

The potential functions measure the compatibility between different variables. Three
types of potentials are defined in the graphical model. The objective function is obtained
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by summing over all potentials in the graph structure:

F (x, z, y;w) = w1 · Φ1(x0, y) +

M∑
i=1

w2
i · Φ2(xi, zi) (3.2)

+

T∑
t=1

w3
t · Φ3(y, Zt),

where M is the total number of components of all templates, T is the total number
of templates (except for Template 0). The latent variables z are implicitly defined and
learned from the training data.

The first potential measures the compatibility between the global feature x0 and stage
label y:

Ψ1(x0, y) = w1 · Φ1(x0, y). (3.3)

We define Φ1(x0, y) to be the feature mapping function that transforms the input and the
assignment into the feature space and w1 to be the parameters. Suppose y has C states
(i.ey ∈ {1, 2...C}) and x0 is a L dimension vector. Then the parameter w1 is a C × L
dimensional vector and the mapped feature is given by:

Φ1(x0, y) = [ 0...0︸︷︷︸
L×(y−1)dimension

xT0 ...0]. (3.4)

Note that if only this potential is used with the maximum margin approach, the model
corresponds to a multi-class SVM. Hence, by using this potential, we can model the
global mapping between the input features and the output prediction.

The second potential measures the score of having an observation xi (i > 0) and a
latent variable zi:

Ψ2(xi, zi) = w2
i · Φ2(xi, zi), i ∈ {1, 2, ...M}. (3.5)

In this potential, the observation xi (i > 0) is a subregion defined by the templates. Φ2 is
defined in the same way of Eq(3.4). Each component of a template generates a subregion
which is encoded into a feature vector xi. The variable zi is a latent variable modeling
the subtopics. For example, (zi = 1) may represent the fact that a subregion is likely to
be mountain and (zi = 2) could represent that a subregion is a building (see Figure 3.4).
In our model, parameters are not shared by all the potentials. Hence, for each pair of xi
and zi, there is a corresponding parameter vector w2

i to be learned.
The third potential corresponds to the compatibility of a joint assignment of y and la-

tent variable z. Suppose there are T templates, Zt is used to represent the latent variables
for subregions of the t− th template e.gZ1 = {z1, z2, z3}:

Ψ3(y, Zt) = w3
t · Φ3(y, Zt), (3.6)

where Φ3(y, Zt) is an indicator function which has the format of [0, 0, . . . , 1, . . . , 0],
where the index of 1 is the index of the combinatorial state of y and Zt in the whole value
space. For instance, if there are 3 latent variables, the cardinality of each latent variable
is 2 and the cardinality of y is 12, then the dimension of Φ3(y, Zt) is 2×2×2×12 = 96.
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This potential can be interpreted as the likelihood of the co-occurrence of y and Zt. For
example, the potential of jointly assigning the class label as background-ground and the
subtopics as buildings and ground should be larger than that of assigning the class label
as sky-ground and the subtopics as buildings and ground.

3.3.4 Inference

For stage classification, the aim is to predict stage label y. Given the parameters w =
[w1 w2 w3] and input x, performing inference on the model corresponds to maximiz-
ing the matching score of the joint assignment of class label y and latent variables z as
follows:

(ẑ, ŷ) = argmaxz∈Z,y∈Y F (x, z, y;w). (3.7)

Here F (y) in sec III-D is the objective function described in section III-C. Solving
Eq(3.7) is a very hard problem since it involves a combinatorial search over the target
variable y and the latent variables z. However, the graph can be converted into a tree-
structure. As shown in Fig. 3.7, for each template t there is a set of latent variables Zt.
The variables in each template are collapsed with the output y which results in larger fac-
tors. By collecting all the factors, a tree structured graph is obtained. Then, by applying
two rounds of message passing, exact inference is obtained [97].

Figure 3.7: Converting the original graph into a tree structured graph.

3.3.5 Learning

SupposeN input training samples (images) are given {(x1,z1,y1), (x2,z2,y2), .., (xN ,zN ,yN )}
∈ X × Z × Y , the aim is to learn the parameters of the model. The learning consists of
solving the following optimization problem:

min
w

1

2
| w |2 +C

N∑
j=1

∆(yj , ŷj)

 , (3.8)

where C is the penalty parameter and ∆(yi, ŷi) is the loss function. The loss function
penalizes wrong predictions in comparison to the ground-truth label. We define the loss
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function as follows:

∆(yj , ŷj) =

{
0 if yj = ŷj
1 if yj 6= ŷj

. (3.9)

Since the loss function is non-differentiable, optimizing the problem of Eq(3.8) is diffi-
cult. Therefore, we use an upper bound on the loss function by employing the methods of
[121] and [139]. Subsequently, by introducing slack variables, the optimization function
becomes:

min
w,ξ

1

2
| w |2 +C

N∑
j=1

ξj

 (3.10)

s.t. ∼ ∀j ∈ {1, 2, . . . , N},∀y,∀z ∈ Z :

ξj ≥ ∆(yj ,y)+F (y, z,xj ;w)− F (yj , z
∗
j ,xj ;w).

The objective function F is defined by Eq(3.2) and involves the inference of the latent
variables z∗ for each sample based on the current parameters. The optimization prob-
lem in Eq(3.10) is not a convex energy function since z∗ depends on the parameters w.
Therefore, a local minimum can be found by exploiting the CCCP framework for latent
structured-SVM as described in [139].

3.4 3D layout from a Single Image

The next step is to obtain the pixel-wise 3D layout. To this end, we use the stage as prior
information to segment the image into a 3D layout. Our segmentation is based on the
random walks method [59]. Before explaining our algorithm, we give a short review of
the random walker based segmentation algorithm. More detailed derivation can be found
in [59].

3.4.1 Random Walks based Segmentation

Random walks is based on graph theory. For random walker segmentation, a graph
G = (E ,V) is defined for an image. Each pixel in the image is a node v ∈ V in the
graph. Each pair of two neighbouring nodes vi and vj has an edge eij ∈ E connecting
the two nodes (i.e. 4-neighbour connection ). Note that since G is an undirect graph, eij
is the same as eji. There is a weight, denoted by wij , for each edge eij . The sum of the
weights of all the edges connected to node vi, denoted by

di =
∑
j

wij , (3.11)

is defined to be the degree of a node. The weight wij represents the change of the
intensity between two pixels in a random walker segmentation. Empirically, the weight
wij is defined using a Gaussian weighting function by

wij = exp(−β(gi − gj)2), (3.12)
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where gi is the intensity of pixel i and β is a free parameter (β = 90 used in our experi-
ments).

Previous work [34, 59] shows that the random walker problem has the same solution
as the combinatorial Dirichlet problem. For solving the combinatorial Dirichlet problem,
a combinatorial Laplacian matrix is defined as

Lij =

 di, if i = j,
−wij , if vi and vj are adjacent nodes,
0, otherwise.

. (3.13)

With the Laplacian matrix, a discrete version of the weighted Dirichlet integral can be
formulated as

Ix =
1

2
xTLx, (3.14)

where x is a vector containing all the nodes (pixels) of graph G, and I is the pixel set.
For random walker segmentation, seed points are given at the start. The nodes of the

whole graph are divided into two parts, the marked seeds VM and the unseeded nodes
VU . VM ∪ VU = V and VM ∩ VU = ∅, where V is the whole set of the nodes. Note that
the marked seeds VM may contain multiple labels. Eq. 3.14 can be decomposed by

Ix =
1

2
[xTMx

T
U ]

[
LM B
BT LU

]
[xMxU ] = (3.15)

1

2
(xTMLMxM + 2xTUB

TxM + xTULUxU ).

Here, xU is the potential of the unseeded nodes and xM is the potential of the seeded
nodes. The matrix LM denote the relationship of the seeded nodes and LU denote the
relationship of the unseeded nodes. The matrix B and BT describe the relationship
between the seeded and unseeded nodes. By differentiating Ix with respect to xU , the
critical point can be found by solving the equation:

LUxU = −BTxM . (3.16)

This is a system of linear equations with unknown xU and it can be solved by using an
iterative solver such as conjugate gradients [70]. Note that if there are K possible labels
xs, s ∈ {1, ...,K} for x, then xU and xM have K columns. Each column denotes the
probability of assigning xU to be the corresponding label. Since the summation of the
probabilities for each node should be equal to 1, K − 1 linear systems should be solved.
For more details, please refer to [59].

3.4.2 Random Walk Segmentation with Global Structure Prior

Random walk segmentation method provides a natural way of using the stage prior which
can be exploited in two ways: seeds and edges. Seeds are placed in the image regions cor-
responding to the geometric planes, i.ethe seeds of the sky in the class sky-background-
ground are placed at the top of the image while the seeds of ground are placed at the
bottom, as shown in Fig. 3.8. That means xM = 1 for points that are selected as seeds.
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(a) Original image (b) W (ij) (c) Probability xs

Figure 3.8: (a) The original image. (b) The edge prior W (ij) generated for each stage.
(c) The probability of assigning each pixel to the corresponding label s (s represents
background, sky, the front face and sky for the corresponding stage from first column to
the fourth column). Note that the seeds for each label are also shown in (c) (the ones with
probability equal to 1).

We also enhance the edges between two planes and suppress the edges within each
plane by generating a predefined weighting map W (ij) for each stage, as shown in the
Fig. 3.8(b). Therefore, the weights of edges defined in equation 3.12 becomes

wij = W (ij)exp(−β(gi − gj)2). (3.17)

In this way, we use the global structure obtained by the stage classification as a prior.
Segmentation is generated based on the new weight map and seeds.

Note that there are segments generated in Section 3.3.1 which are available for 3D
layout. However, there are two reasons not to use the segmentation results directly.
Firstly, for some stages there are no corresponding templates. Hence, some stages do
not have an associated segmentation to be used directly. The second reason is that the
segments generated may be characterized by unexpected overlaps or holes.
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3.5 Stage Classification: Experiments

In this section, we evaluate the first step of the proposed framework: stage classification.
Section 3.5.2 evaluates the performance of our stage classification algorithm for a varying
number of templates. Section 3.5.3 evaluates the algorithm with varying cardinality of
the latent variables. Finally, Section 3.5.4 compares the proposed stage classification
method to other methods including the algorithm of Nedovic et al.’s [100], Fisher &
pyramid [112], SVM with a set of popular features for scene classification.

3.5.1 Implementation details

Dataset: We test our stage classification method on the dataset proposed by Nedovic et
al.[100]. This dataset contains 15 categories of geometric scenes. The dataset consists of
more than two thousand images in total. We follow [100] in which some categories
are combined, resulting in 12 stages in total: sky-background-ground (skyBkgGnd),
background-ground (bkgGnd), sky-ground (skyGnd), table-person-background (tabPers-
Bkg), person-background (persBkg), box, ground-diagonal background (gndDiagBkgRL),
gnd, diagonal background (diagBkgRL), 1 side wall (1sidewallRL), corner and no depth
(noDepth). For a fair comparison, we follow this configuration and test our method on
these 12 stages.

Features: In our model, we use HOG descriptors, color and parameters of the Weil-
bull distribution as features. HOG [28] is widely used in object detection for describing
the shape of objects. For different stages, the shape inter-class variance is relatively high.
For example, for the stages box (e.gcorridor) and sky-background-ground, the shape is
very different. box normally has five consistent regions and four groups of parallel line
projecting while sky-background-ground has a sky region in the upper side and a ground
region in the lower side. Since HOG feature are indicative of this type of shape infor-
mation, we use HOG in our algorithm. Nedovic et al.[100] show that parameters of the
Weibull distribution are informative to capture local depth ordering. Therefore, we ex-
ploit the parameters of the Weibull distribution as another feature. Finally, color cues
are used to differentiate stages. For feature extraction, each region generated by soft and
hard segmentation is divided into 4×4 grid patches. Then, the HOG descriptor [28] (9
dimensions), mean color values (RGB and HSV) (6 dimensions) and the parameters of
Weilbull distributions [56] (4 dimensions) are computed for each patch. The final feature
vector for each component of the templates is constructed by concatenating the features
of each segment generated by both hard and soft segmentation.

Latent Variables Initialization: The latent variables are initialized in two ways. 1)
Random initialization. 2) Data-driven initialization. Suppose there are K possible states
per variable. Then, for random initialization, states are randomly chosen from 1 to K
for each variable. For data-driven initialization, K-means clustering is used to group the
inputs of a variable into K clusters. Subsequently, the label of each group is assigned as
the initial latent state.

Templates: The five templates are shown in Fig. 3.9. To design these templates, we
aim to generate stages using a the combination of those templates.

Metrics: In our experiments, four types of metrics are used: accuracy, precision,
recall and F-score. The accuracy is defined as the total number of correctly predicted
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Figure 3.9: The templates used in the experiments.

samples divided by the total number of test samples. The precision Pr(i) of the ith

category is defined as the number of correct predictions of the ith category divided by the
total number of samples which are predicted to be in the ith category. The recall Re(i)
of the ith category is defined as the number of correct predictions for the ith category
divided by the total number of the ith category in the test set. Finally, the F-score F (i)
is defined as follows:

F (i) =
2 ∗ Pr(i) ∗Re(i)
Pr(i) +Re(i)

. (3.18)

Beside these metrics, the confusion matrix is also used to get more insight of the results
(Fig. 3.11).

3.5.2 The influence of the number of templates

T is the number of spatial templates. As shown in Figure 3.6, when T = 0, the model
only contains the Template 0 in which case the model corresponding to the multi-class
SVM. When T = 1, the model contains Template 0 and Template 1 (all other nodes
will be deleted except y). By changing T , the influence of the number of templates is
evaluated. The parameters are obtained by cross-validation. We set C = 4 and ε = 0.1
for all the experiments. We randomly choose half of the images to be the training set
and the rest to be the testing set. By repeating the experiment five times, the average
accuracy, precision, recall and F1-scores are obtained.

As shown in table 3.1, the accuracy of the multi-class SVM is 40.9%. By adding
one template, the accuracy increases for 3.2% from 40.9% up to 44.1%. With more
templates added, the improvement ratio decrease slightly. This is due to the potential
lack of interdependency between templates. By adding all templates, the final result
reaches 47.3%. This experiment shows that the templates in our model help in the task
of stage prediction.

To evaluate the performance of different templates, we conduct another experiment
using a single template each time (i.e. T = 1). The results are shown in Table 3.2. The
1st to 5th template is the five templates from left to right. The results show that higher
accuracy is obtained when using the 1st and 5th template as shown in Fig. 3.9. The 1st

template separates an image into two parts, upper and bottom parts. Since a large number
of outdoor images in the dataset contain horizontal layers, it is logical that this template
works well. The 5th template separates an image into middle and bottom parts. Since
this dataset is mainly from TV scenarios, there is a large number of images with a person
in the middle. The 5th template separates the person from the background and results in
a better representation of the image.
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Table 3.1: The classification performance of stages. The Accuracy, Precision, Recall and
F1-score are provided. Here, T = 0 represents no template and in that case our model
corresponds to multi-class SVM. Init-cluster corresponds to the latent variables that are
initialized by clustering while Init-random means initializing by random latent variables.

METHOD ACCURACY % PRECISION % RECALL % F1-SCORE %
T=0(MULTI-CLASS SVM) 40.9 38.4 39.0 38.2
T=1 (INIT-CLUSTER) 44.1 42.2 42.2 41.5
T=1 (INIT-RANDOM) 43.5 41.5 41.6 40.8
T=2 (INIT-CLUSTER) 46.0 43.6 43.9 42.9
T=2 (INIT-RANDOM) 44.9 43.1 43.1 42.1
FULL (T=5,INIT-CLUSTER) 47.3 45.6 44.9 44.2
FULL (T=5,INIT-RANDOM) 46.7 45.1 45.2 44.1

Table 3.2: The performance using each single template show in Fig. 3.9. The 1st to 5th

here is the five templates from left to right.

METHOD ACCURACY % PRECISION % RECALL % F1-SCORE %
1st 44.1 42.2 42.2 41.5
2nd 43.1 42.0 42.6 41.6
3rd 42.6 40.8 42.0 41.0
4th 42.6 40.1 41.6 40.3
5th 44.4 41.5 43.6 42.1

3.5.3 The influence of the cardinality of latent variables

In this experiment, we evaluate the influence of the cardinality of latent variables. The
full model with HOG, color, parameters of Weibull distribution is exploited. By changing
the cardinality of latent variables, we report the performance of our model in table 4.5.
The accuracy of our algorithm improves with the cardinality increasing from 1 to 30.
When the cardinality reaches 30, we obtain the best performance. By increasing the
cardinality more, the performance decreases. This experiment shows that the proper
cardinality of the latent variables is approximately 30. In all the other experiments, we
set the cardinality to be 30.

The latent variables incorporate certain semantic interpretations in our model. It acts
as a middle-level representation of the image. To understand the representation of the
latent variables, we visualize a number of latent states by averaging all the segments for
the corresponding latent state. Then, we show the segments belonging to that state. As
shown in Fig. 3.10, from left to right, four states are visualized. The first two are latent
states of the bottom part of the first template in Fig. 3.9. The other two states are the
latent states of the upper part of the first template in Fig. 3.9. Those latent states capture
different meanings. For example, the first column is mainly about sports-ground, high-
way ground and the second column contains more complicated ground such as water-
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Figure 3.10: Visualization of latent states. The first row shows the average image value
of four latent states. Below the average image, segments corresponding to that state are
shown.

surface, grass and sand ground. The third column is mainly about blue sky while the
fourth column is persons standing in outdoor scenes.

Table 3.3: The influence of the cardinality of latent variables to the task of stage classifi-
cation.

METHOD ACCURACY % PRECISION % RECALL % F1-SCORE %
CARDINALITY(Z)=1 46.5 44.9 44.2 43.2
CARDINALITY(Z)=10 46.9 45.3 45.1 44.1
CARDINALITY(Z)=20 47.1 45.2 45.0 44.1
CARDINALITY(Z)=30 47.3 45.6 44.9 44.2
CARDINALITY(Z)=40 46.7 44.8 44.7 43.8

3.5.4 Comparison to the state-of-the-art

In this experiment, we compare the performance of the proposed method with other state-
of-the-art methods. In [100], a SVM classifier is used with different features (e.gtexture
gradient features, atmospheric scattering features and anisotropic Gaussian features).
The best results for the different settings are presented here. As shown in table 3.4, the
average accuracy of [100] is 35.6% while ours is 47.3%. The proposed algorithm signif-
icantly outperforms the method of [100] by 11.7%. The confusion matrixes of [100] and
ours are shown in Fig. 3.11.
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(a) Result of [100]. (b) Our result.

Figure 3.11: The confusion matrix of [100] and ours.

Another baseline is ’fisher vector & spatial pyramid’ for scene classification [112].
For the fisher vector, dense SIFT features are extracted every 2 pixels and the number of
components for GMM is set to 256. For the spatial pyramid, three levels of pyramids are
exploited - 1× 1, 2× 2 and 1× 3. As shown in table 3.4, this algorithm has an average
accuracy of 38.7%.

We also compare with the standard SVM (we use libSVM [17]). As shown in Table
3.4, using the same features (HOG, color and parameters of Weibull distribution), our
algorithm outperforms SVM. Using SVM with more features, such as Gist [103], our
algorithm still obtains highest accuracy.

In [100], a SVM classifier is used in combination with their features. However, their
performance is lower than the SVM classifier using the proposed features (HOG, color
and parameters of Weibull distribution).

Table 3.4: Comparison to the state-of-the-art methods for stage classification. SVM1
denotes SVM with HOG, Color and Weibull features. SVM2 denoted SVM with HOG,
Color, Weibull and Gist features.

METHOD ACCURACY % PRECISION % RECALL % F1-SCORE %
[100] 35.6 39.2 37.9 36.4
[112] 38.7 35.7 34.6 34.8
SVM1 40.3 37.1 38.6 37.2
SVM2 42.8 38.3 41.3 39.1
OUR FULL MODEL 47.3 45.6 44.9 44.2
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3.6 3D Layout from a Single Image: Experiments

In this section, we evaluate the second step of the proposed framework: 3D Layout from
a Single Image. In section 3.6.1, the experimental setup is introduced. The results of
different algorithms are shown in section 3.6.2.

3.6.1 Experimental setup

Most of the images obtained by [100] are TV scenarios. Images from TV scenarios
mostly contain crowds i.e. a number of persons in indoor scenes. In this case, it is
ambiguous to assign each person to the appropriate geometric plane. So a new dataset
is collected containing 456 images in total 212 images for training and 244 images for
testing. These images are taken from other datasets, such as SUN [132]. The new dataset
contains both indoor and outdoor images (111 indoor images and 345 outdoor images).
The images in this dataset are mainly scenes with relatively clear geometric structure.
Some examples are shown in Fig. 3.12. The proposed stage classifier is trained on the
combined dataset of [100] and the training set of the new dataset. Then the image-level
3D layout algorithm is tested using the trained classifier. The pixel level ground-truth
annotations from the test set are used for evaluation. Note that the ground-truth is only
used for evaluating the 3D layout algorithm. Our approach only needs image-level label
ground-truth for training.

We compare our algorithm with normalized cut (Ncut) [114], Vezhnevets et al.[128],
Hoiem et al. [72] and Hedau et al. [68]. For Ncut, we set the segment number as a prior.
Since Ncut does not generate a semantic label for each segment, we label each segment
with the label of the ground-truth region which has the largest overlap with the segment.
For Hoiem et al[72], we consider the vertical in their definition as the background in
our algorithm. For the box class, the vertical region of the Hoiems is assigned to one of
the three classes: middle, left and right. We choose the one which have the maximum
overlap with the vertical. Since Hedau et al. [68] can only generate layout for box class,
we only report the result for this class.

Table 3.5: The accuracy of the image-level 3D layout. For Ours-1, the stage classifier
is trained on [100]. For ours-2, the stage classifier is trained on the dataset of [72] and
test on our dataset. For Ours-3, the stage classifier is trained on extended dataset. For
Ours-GT, we use the ground-truth label to generate the layout. Note that the category
box only contains indoor images and the other categories only contain outdoor images.

Methods [114] [128] [72] [68] Ours-1 Ours-2 Ours-3 Ours-GT %
Accuracy of stage - - - - 56.4 57.9 86.9 100
skgGnd 76.2 40.1 90.6 - 76.9 84.4 81.9 89.8
box 59.3 - 22.5 74.3 72.6 - 72.9 84.9
skyBkgGnd 48.9 41.3 88.0 - 59.8 69.5 78.4 82.8
skyGnd 48.0 40.5 87.2 - 81.7 90.7 91.7 93.4
Average 58.1 40.6 72.1 74.3 72.7 81.4 81.2 87.7
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3.6.2 Comparison to other algorithms

In Table 3.5, the result of Ncut [114], Vezhnevets et al.[128], Hoiem et al. [72], Hedau
et al. [68] and ours are reported. Vezhnevets et al. [128] aim to segment objects (e.g.
dogs and cars) and stuff (e.g. sky and grass). To obtain the geometric layout of an image,
other methods outperform Vezhnevets et al.[128]. The average accuracies of Hoiem et
al. [72] and Hedau et al. [68] are 72.1% and 74.3% respectively. Using the classifier
trained on the combined training set, our average accuracy is 81.2% which outperforms
all the other methods. To obtain a fair comparison, we train our model on the dataset of
Hoiem et al. [72] and test it on our dataset. The results are shown in table 3.5 denoted by
Ours−GeoContext. Because noBox images exist in the dataset of [72], there are only
three categories, namely skgGnd, skyBkgGnd and BkgGnd. It can be derived from Table
3.5 (trained on dataset of [72] and tested on our own dataset), that our method obtains
good and stable performance showing the generalizability of the proposed method. Note
that only the image-level labels are used for training our model (i.e. we manually labeled
each image indicating which stage it belongs to) while [72] uses pixel-level ground truth
for training. When using the ground-truth stage type, our average accuracy is 87.7%.
Recall that our training data only needs image level labeling and for some classes our
method can generate more detailed layout (e.gfor the class box, our method can infer
each plane positioning of the box). Hoiem et al. [72] and Hedau et al. [68] need pixel
level ground truth training data to train the classifiers. Since our dataset does not require
pixel-level ground-truth which is needed for the methods of [68, 72]. We use the models
provided by [68, 72] in this experiment.

3.6.3 Discussion

Ncut [114] is used to segment images without considering any prior information. Here,
the aim is to provide more insight in the performance when considering a geometric prior
obtained by stage classification. Hence, the results of Ncut is just to give insight in how
much the prior information contributes. Hoiem et al. [72] train a set of classifiers for
different classes of patches in terms of the image-level 3D layout of each patch. They
compute a mapping of the appearance to the geometric layout for a set of hierarchical
segments. Therefore in their framework, the ground truth of the pixel-level layout is
needed. In addition, since the mapping function of the image to 3D layout is learned from
local segments, high level context of the geometry is hard to exploit. For example, for
the class box (e.g. corridor), it is very hard to extract the geometry by observing a single
segment. However, in our framework, the scene class is first predicated by considering
the whole image and the interdependency of the subregions. Then, the image-level 3D
layout is inferred by taking into account this prior information. In this way, we combine
bottom-up segmentation with the global context of the image. Noteworthy is that Hoiem
et al. [72] can only handle outdoor scenes. If indoor images are considered, another
dataset of indoor images with ground-truth pixel layout needs to be built to train the
classifiers. However, for our algorithm, we only need to train the scene classifier on one
dataset with image level labels.

When the stage classification provides poor results, the algorithm segments the image
using probably false prior information. In this case, the layout may not be as expected.
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Actually, the error depends on the extent of confusion between the two classes. For
example, if sky-ground is predicted into background-ground, then the algorithm can still
correctly segment the image into two parts. But if sky-ground is predicted as a box, then
the algorithm segments the image into five parts and will result in a large error. From
the confusion matrix, it is shown that the most confused stages are background-ground
and sky-background-ground. Around 46.1% of background-ground images are predicted
as sky-background-ground. When this happens, the algorithm segments the background-
ground images into three parts. The top part of the buildings is assigned to be sky. This
will result in error, but this kind of error (predict the top part to be sky) is also present in
other algorithms such as Hoiem et.al [72] (see the first row in Fig. 3.12).

3.7 Conclusion

In this paper, we have presented a probabilistic model for inferring the rough geomet-
ric structure of a single image. A novel graphical model has been proposed in which
subtopics are modeled as latent variables. Furthermore, the method exploits an image-
level 3D structure prior to infer a pixel-wise 3D layout.

Experimental results show that our approach outperforms state-of-the-art methods in
the context of stage classification. By using the stage as prior information, it is shown
that pixel-wise 3D layout can be generated in a proper way. Finally, we are able to obtain
the pixel-level 3D layout from a single 2D image without pixel-wise ground-truth label
for training.
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(a) Input (b) GT (c) [72] (d) Ours

Figure 3.12: Visual results of 3D geometry layout. (a,e) The input image. (b,f) The
ground-truth layout of the input image. (c,g) The 3D layout of Hoiem et al. [72]. (d,h)
The 3D layout of the proposed algorithm. Given that Hoiem et al. [72] label each pixel,
it may generate erroneous labels inside the geometry plane. However, since our method
consider the task globally, our results are more consistent within a geometry plane. Each
color in this figure represent one geometric plane. For example, blue is sky, red is back-
ground and green is ground for outdoor images.
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4
Extracting Primary Objects by Video

Co-Segmentation

4.1 Introduction

The amount of video data is explosively increasing. Every minute, more than 100 hours
of video are uploaded to YouTube. Therefore, automatic video analysis is important
for many applications such as object recognition, action recognition, video retrieval and
editing.

In general, users are interested in primary objects such as a person, a car and so on
[111]. Hence, instead of full video analysis, many video processing problems, such as
content-based video search, are simplified by extracting primary objects. As shown in
Figure 4.1, our aim is to extract the primary objects across videos automatically by video
co-segmentation.

Algorithms for video object segmentation usually focus on single videos to extract
a single primary object [85, 93, 143]. Exploiting optical flow [117] to capture motion
patterns of the primary objects as well as other cues such as ‘objectness’ [2, 40], these
methods obtain reasonable results considering a single primary object. However, in gen-
eral, it is hard to determine the primary object since more than one object can be present.
If a video contains many objects, small accidental disturbances may greatly influence the
final result. Therefore, in this paper, we propose an algorithm considering a set of videos
to extract the primary objects by applying video segmentation across videos.

Video co-segmentation is inspired by image co-segmentation [109, 129] in which the
ambiguity of the definition of a primary object is studied. Without human annotation or
other prior information, it is difficult to decide which object is the one to be extracted.
However, with the approach by [109], one can learn the property of the primary object
from other images to obtain a more meaningful segmentation result. Adopting this ap-
proach, [20, 110] consider the segmentation process of different videos simultaneously.
One drawback is that these methods assume a binary foreground-background segmen-
tation and therefore can only handle simple videos containing a single object. Further-
more, the initial object models are learned from segments obtained independently for
each video. Hence, the final result may not converge to a single object. To handle mul-
tiple objects, [22] proposes a non-parametric algorithm to cluster pixels into different
regions considering appearance and spatial-temporal information. As [22] clusters pix-
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Figure 4.1: The aim is to extract primary objects by considering both the temporal co-
herence within a single video and the coherence across videos.

els by considering their similarities, the segmentation results are more likely to provide
over-segmentations across videos.

In this paper, the object co-segmentation algorithm is based on the following con-
tributions. First, to obtain an object model, all videos are considered in a probabilistic
system exploiting the dependency between videos. Because a probabilistic model is used
to learn the object segments, a semantic interpretation can be derived for the primary
object. In previous methods, such as [22], a simple over-segmentation is generated in
which the semantic interpretation of the obtained object segments is lost. Second, to ex-
tract the primary object, not only is the similarity between pixels considered, but other
properties of the primary objects are used in the framework. The method can handle
multiple videos and multiple objects. Moreover, we created a new dataset to evalu-
ate our method and compare it to the state-of-the-art on video object co-segmentation.
The code of the algorithm and the newly created dataset is publicly available https:

//staff.fnwi.uva.nl/z.lou/project_VideoCoseg.htm.
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4.2. Related Work

4.2 Related Work

Our approach is related to three topics: image co-segmentation, video object segmenta-
tion and video co-segmentation.

Image co-segmentation: One of the most difficult problems of image segmentation
is how to define an object. A simple solution is to use human labeling in the segmentation
process. To mitigate user labeling, [109] proposes the concept of image co-segmentation
to determine the primary object by considering information from two images. This con-
cept is then extended to handle multiple images and multiple objects [73, 77] by con-
sidering spatial-temporal consistency within a video and appearance consistency across
videos. The difference between image co-segmentation and our algorithm is that our
approach considers spatial and temporal consistency of the primary objects within one
video.

Video segmentation: Video segmentation is a prerequisite for many applications
such as video summarization and video search. [60, 126] aim to parse a video into spatial-
temporal consistent regions, called supervoxel. The number and size of the supervoxels
are highly depending on the parameters of the algorithms. [85, 93, 143] extract the pri-
mary object from a single video automatically. These algorithms perform well on simple
videos (mostly single objects in single videos). The difference between our method and
these methods is that we learn the model of the primary object from multiple videos
considering the properties of the primary object in a probabilistic system.

Video co-segmentation: Recently, video co-segmentation has been studied [20, 22,
110]. [20] extracts saliency regions from each video independently. The foreground
and background models are learned based on the salient regions. Since the approach
extracts salient regions independently from each video, consistent information between
videos is ignored. The difference with our method is that we consider the consistency
property among videos by means of a probabilistic approach to infer the primary object in
each video. [22] considers video co-segmentation as a clustering problem. For different
input videos, pixels are clustered into different groups based on appearance and spatial-
temporal information. Although this algorithm can handle multiple objects in multiple
videos, the segmentation result has no semantic meaning. In contrast, our approach
extracts the ‘primary’ objects across videos.

4.3 Extracting Primary Objects by Video Co-Segmentation

As shown in Figure 4.2, the proposed framework has three components: 1) Firstly, object
candidates are generated for each frame. 2) Then, a graphical model is built to select
one primary object candidate for each frame. (3) Finally, foreground and background
models are learned from the selected candidates and the corresponding background using
Gaussian Mixture Models (GMM). A spatial-temporal graphical model is constructed
and the final pixel-wise results are obtained for each video. In our framework, the first
step generates object proposals [85, 93, 143]. The second step is the key part of our
framework and it is the first time to exploit this type of graphical model to perform video
co-segmentation. The last step uses GMM to refine the segmentation result[20, 85, 93,
143].
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Figure 4.2: The framework of our approach consisting of three components: 1) Gen-
erating primary object candidates for each frame and for each video. 2) Selecting one
segment from each frame by exploiting a graphical model. 3) Learning the foreground
and background models and applying pixel-wise foreground-background segmentation
based on a spatial-temporal graphical model.

For the ease of explanation, we assume that there are two videos on input. It is
straightforward to extend the algorithm for multiple videos. To handle multiple objects,
after extracting the primary object, we remove the primary object from the object candi-
dates and repeat the algorithm to obtain the second-primary object.

4.3.1 Primary Objects

Depending on the application, the primary object could be anything like a person, animal,
car and building. In table 4.1, the different properties used to describe primary objects
are summarized. For example, [2, 40] introduces the property of objectness i.e. to what
extent an image region looks like an object. Further, the relative motion of an object is
used to describe the primary object. For example, [85, 93, 143] exploit relative motion
between foreground and background to extract the primary object. [20] uses saliency
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as an important cue to define a primary object. Repetitions within videos correspond to
the observation that primary objects should be observed as long as possible. Repetition
across videos is based on the assumption that primary objects are detected across videos.
Appearance saliency is also studied and exploited to determine the primary object [20].
In conclusion, to extract primary objects across videos, in this paper, we will use all the
features as shown in table 4.1.

Table 4.1: Features used to describe primary objects. The ‘OBJ’ denotes objectness. The
‘MOT’ represents motion. The ‘IAR’ represents intra video repetition which denotes the
repetition within one video. The ‘ITR’ represents the repetition across videos. The ‘SAL’
represents the appearance saliency.

[101] [85] [93] [143] [20] [22] Ours
OBJ - + + + - - +
MOT + + + + + + +
IAR + + + + + + +
ITR - - - - - + +
SAL - - - - + - +

4.3.2 A New Graphical Model for Video Object Co-segmentation

Since our aim is to extract the primary object across videos, there is no prior information
about the object to be extracted. In fact, the primary object could be anything. Therefore,
we start by generating a large number of primary object candidates (segment/regions)
using the method proposed by [40]. The method provides an objectness score for each
image region. After generating a group of object regions for each frame, a graphical
model is built to select one candidate for each frame. As shown in Figure 4.3, each
shaded node is a group of (observed) object candidate regions generated for each frame.
Each blank node is a latent variable and it denotes the index of the image region to be
selected. There are two types of edges in the graphical model. One is called the intra-
video edge and the other is called the inter-video edge. The intra-video edge is used to
connect two adjacent frames within a video. In the graphical model, we add an intra-
video edge between every pair of adjacent frames. For each frame, we randomly select
a portion τ (in our experiments, we set τ=100%) of frames from other videos and add
an inter-video edge between this frame and all other selected frames. We compute the
labeling of each frame by minimizing the energy function defined as follows:

E(L) = −log(

M∑
i=1

Pu(li) +
∑

(i,j)∈EA

PA(li, lj)

+
∑

(i,j)∈EI

PI(li, lj)), (4.1)

where li is the latent variable for frame i. It is the index of one region to be selected for
frame i. There are N region candidates, li ∈ 1, 2, ...N . M is the total number of frames
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Figure 4.3: The graphical model for detecting the primary object across videos. The
shaded nodes are the observed variables representing the object candidates generated for
each frame. The blank nodes are the latent variables representing the index of object
candidates to be selected. The intra video edge is used to connect two adjacent frames
while the inter video edge is used to connect two frames from different videos. The aim
is to select one object candidate for each frame and enforcing the consistency between
image frames.

in the video set. N is the number of region candidates for each frame. For each frame, we
only keep the top ranked N proposals generated by the object proposal algorithm [40].
The unary term Pu(li) measures the potential of selecting the region li for frame i. The
pairwise terms PA(li, lj) and PI(li, lj) measure the intra-video and inter-video potential
of selecting region li and lj for frame i and j respectively. EA are the edges between
two adjacent frames within one video. EI are the edges between two frames from two
different videos.

Unary potential The unary potential consists of three parts: objectness, motion gra-
dient and appearance saliency:

Pu(li) = exp(α1 + α2 · fo(li) + α3 · fm(li) + α4 · fs(li)). (4.2)

Here, li is a candidate object region, fo(li) is the objectness score for region li. fm(li)
is the motion feature of region li. fm(li) measures the relative motion of the image
region and its direct surrounding. The motion feature fm(li) is obtained from [143] in
which optical flow is computed for each frame using [117]. Then, the Frobenius norm of
optical flow gradient is computed for each pixel of the image region. By collecting the
Frobenius norm of optical flow gradients along the boundary of the object candidate, the
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final motion feature is obtained fm(li) as follows:

fm(li) =

∑
p∈B(li)

√
u2x(p) + u2y(p) + v2x(p) + v2y(p)

|B(li)|
. (4.3)

Here, u and v are the optical flow along the x and y axis respectively. B(li) is the
boundary points of segment li. |B(li)| is the total number of boundary points. For
calculating the saliency score fs(li), the method of [123] is used in which color boosting
is obtained by [21]. In this way, a saliency map is computed for each region.

Intra-video pairwise potential The intra-video pairwise potential is defined between
two adjacent frames. It measures the similarity of two object regions for two frames:

PA(li, lj) = exp(β1 − β2 · C(li,lj) − β3 ·O(li,lj)), (4.4)

where li and lj are two image regions from two adjacent frames. C(li,lj) is the color
histogram similarity between region li and lj :

C(li,lj) =| Hli −Hlj |2, (4.5)

where Hli is the color histogram of the region li. O(li,lj) measure the shape, size and
location consistency between two adjacent frames:

O(li,lj) =| li
⋂
W (lj)

li
⋃
W (lj)

|2, (4.6)

where W (lj) is obtained by warping region lj to the frame of region li by optical flow
measures. Intuitively,O(li,lj) measures the overlap ratio of li and the warped region of lj .
For example, if region li and lj are from two different object, O(li,lj) is very close to 0.
In this case, the chance of choosing these two segments together is very low. However, if
li and lj are from the same object, O(li,lj) is very close to 1. Hence, these two segments
have a high probability to be chosen as an object.

Inter-video pairwise potential The inter-video edge potential is defined between
two frames coming from two different videos. It measures the appearance similarity
between two image regions. This term is crucial for video co-segmentation as it assumes
that primary objects observed in different videos have similar appearance. The color
histogram is used to measure the appearance differences:

PI(li, lj) = exp(γ1 − γ2· | Hli −Hlj |2), (4.7)

where Hli is the color histogram of region li. γ1 and γ2 are constants.

4.3.3 Decoding by Iterated Conditional Modes

The graphical model defined in the previous section is a conditional random field with
cycles. It is an NP-hard problem to find the global optimal configuration of the graph.
Therefore, we use iterated conditional modes (ICM) [9] to obtain an approximated so-
lution. Suppose we have M frames in total. The observations are D = {d1, d2...dM}
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(each observation di is a set of regions for each frame). The corresponding labels are
L = {l1, l2...lM}. The aim is to find a configuration L to minimize the energy:

L = argminLE(l1, l2...lM ;D). (4.8)

When minimizing the energy function, we fix some labels and maximize the potential
over the other labels as follows:

li(k + 1) = argminliE(li;D,L− li). (4.9)

By updating the label for each frame until no label is changed, a minimum is obtained.
However, the initial configuration of ICM is important and different initializations may
result in different labels. To this end, we use two initial strategies. One is unary max-
imization in which the initial label for each frame has maximum unary potential. The
other is random initialization in which a random initial number is adopted for each frame.
By applying the algorithm with different initial labels, a number of configurations are ob-
tained. We choose the one with minimum energy.

4.3.4 Spatial-temporal Graphical Model
In the previous section, the primary object is selected per frame. However, it is possible
that for some frames, the selected segment is not the primary object. This is because the
object candidate generation algorithm may fail to generate the primary object region.

To this end, a spatial-temporal graphical model is built to refine the candidate selec-
tion to avoid misdetections. In the graphical model, each pixel is a node. There are two
types of edges in the graphical model: spatial and temporal edges. The spatial edges
connect two neighboring pixels within one frame. The temporal edges are between two
adjacent frames. For each pixel, temporal neighbor pixels in the next frame are obtained
by optical flow. Then, the temporal edge is defined between this pixel and each of the
corresponding temporal neighbor pixels.

Each node has two possible labels, foreground or background. The energy function
contains three terms: a unary term, a spatial binary term and a temporal binary term:

E =
∑
i∈P

Du(fi) + λ1 ·
∑

(fi,fj)∈Ns

Vs(fi, fj)

+λ2 ·
∑

(fi,fj)∈Nt

Vt(fi, fj). (4.10)

The unary term Du(fi) measures to what extent pixel i is similar to either foreground or
background. Appearance and location are considered when computing the unary term.
To obtain the appearance model, Gaussian Mixture Models (GMM) are learned for both
the foreground and background of the primary object using the color values of the re-
gions. Then the foreground probability for each pixel is generated. To obtain the location
probability, the model projects each mask for the regions obtained to all other frames us-
ing optical flow. Each projected point generates a Gaussian distribution representing the
foreground probability (as shown in Figure 4.4):

Du(i) = −log(Ua(fi) · Ul(fi)). (4.11)
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(a) Input (b) Ua(fi) (c) Ul(fi)

(d) Du(i) (e) G(fi, fj) (f) M(fi, fj)

Figure 4.4: (a) The source image. (b) The foreground probability generated from the
learned GMM. (c)The location probability. (d) The unary term of each node in the graph-
ical model. (e) The boundary strength pb [4]. (f) The gradient of optical flow.

The spatial binary term Vs corresponds to the cost of assigning different labels to a
pair of spatially neighboring pixels. Two features are considered to measure the cost: the
boundary strength pb [4], and the gradient of optical flow:

Vs(i, j) = [fi 6= fj ] · (µ1 − µ2 ·M(fi, fj)

−µ3 ·G(fi, fj)). (4.12)

The temporal binary term Vt corresponds to the cost of assigning the same labels or
different labels to a pair of temporally neighboring pixels. The opponent RGB is used to
compute this term:

Vt(i, j) = [fi 6= fj ] · (η1 − η2· | Hfi −Hfj |2) (4.13)

To obtain the optimal solution efficiently, we use the ICM [9] to minimize the energy
function defined in eq.(4.9) and obtain the final segmentation result. We also consider
iterating between appearance modeling and segmentation. To reduce the computational
complexity, we retrain the appearance models only once.

4.4 Experiments

In this section, we evaluate our algorithm on the dataset MOViCS [22] and our new
Sports dataset. The influence of different parameter settings are evaluated. To handle
multiple objects, the number of objects are given in this experiment.
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4.4.1 Implementation
For some videos, the object might be out of the sight for a number of frames. To this
end, an extra ‘non’ label is added to each node in the graph described in section 4.3.2.
This ‘non’ label represents that no object candidate is selected for that node. The unary
and binary potentials related to ‘non’ labels correspond to the average potential of all
the unary and binary potentials in the graphical model. If there is no object present in a
frame, the algorithm will not select any object region for that frame. Another approach
is to group all the selected segments into N (N=3 in our experiments) groups by running
the K-means algorithm multiple times with random initialization and finally choose the
solution with the minimal cost. For each group, a score is generated by aggregating the
unary potential in eq.(4.2) of each region in the group. The group with the maximum
score is taken for learning the foreground models.

We use the algorithm of [40] to obtain the object candidates for each frame. To
describe each object region, a histogram in opponent RGB space is computed with 39
bins (13 bins for each channel). To obtain the motion feature, we use the algorithm of
[117] with the option ‘classic+nl-fast’ to generate the optical flow. When computing
the motion feature given by eq.(4.3), the boundary is dilated by 3 pixels. This is to
compensate for the potential deviation of the optical flow. We train the GMM described
in section (4.3.4) with k=5 components.

4.4.2 Comparison on the Multi-Object Video Co-Segmentation (MOViCS)
Dataset

[22] proposes a dataset, called MOViCS, for evaluating video co-segmentation algo-
rithms. This dataset contains four sets of videos, 11 videos in total, and each set has
2-4 videos. For each set, there are one or two common objects. The pixel-level ground-
truth segmentation is available for every object. To handle the case of multiple objects,
after obtaining the primary object, the obtained primary object is removed from the orig-
inal video. Specifically, we remove those object proposals which have large overlap with
the obtained primary object. Then, the algorithm is executed for a second time. In this
way, we can extract the primary object, second-primary object and so on. To evaluate
our algorithm, we follow the setup of [22] and compare our algorithm with three other
state-of-the-art algorithms [22, 73, 101]. The intersection-over-union metric defined as:

A(R,G) =| R
⋂
G

R
⋃
G
| (4.14)

is used to measure the accuracy. Here, R is the result mask and G is the ground truth
mask. For the results of [22, 73, 101], the segments which have the maximum overlap
with the ground-truth are selected to be the segment of the primary object.

As shown in table 4.2, the proposed algorithm outperforms all other algorithms on
three videos set. The average accuracy of the proposed algorithm is 52.0%. It outper-
forms the video co-segmentation algorithm [22] by 1.5%, image co-segmentation algo-
rithm [73] by 34.8% and video segmentation algorithm [101] by 25.4%. The performance
of our method is the highest on three sets of the videos. Although the ‘Tiger’ set also
has large motion (please refer to the supplementary videos), the appearance of different
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Table 4.2: Segmentation accuracy. We compare the proposed algorithm to the state-of-
the-art algorithms (Image Co-segmentation [73], Video Segmentation [101], Video Co-
segmentation [22] and [22] with motion features from [117] on the data set MOViCS.

Video Set [73] [101] [22] [22]+[117] Ours
ChickenTurtle 7.9 13.1 64.8 63.8 67.7

LionZebra 23.8 20.9 47.7 54.1 54.1
ElephantGiraffe 6.5 26.1 52.3 54.1 56.1

Tiger 30.64 46.4 30.1 30.0 30.0
Average 17.2 26.6 48.7 50.5 52.0

videos is quite different and the foreground and background is very similar. However,
[101] considers only motion which ignore the influence of background and take the ad-
vantage in this specific video set.

Since image co-segmentation [73] only exploits the similarity of pixels in differ-
ent frames, all the video-based segmentation algorithms which consider the spatial-
temporal consistent within each video outperform the image co-segmentation algorithm.
For [101], points are tracked and then clustered into a spatial-temporal region based on
the motion properties of each pixel. Hence, this algorithm works when there is a large
motion of the object. As shown in Figure 4.5, when the motion is not very significant (the
giraffe in the second row has no motion) or the motion is not very accurate (the chicken
in the last row is blurred which results in inaccurate motion), the video segmentation
algorithm [101] can not generate meaningful objects. However, the proposed algorithm
extracts the primary object across videos. If there is no motion, other videos help to ex-
tract the primary object in each video. Besides higher accuracy, another advantage of the
proposed algorithm is that the primary object has a semantic meaning. The result of [22]
is over-segmented and the results are highly dependent on the parameters. Figure 4.5
shows a number of visual results for the different segmentation algorithms. The objects
colorized by red are recognized as the primary object and the objects colorized by green
is recognized as the second primary object. Note that, for the ‘ElephantGiraffe’ set, the
elephant is recognized as the primary object since the elephant moves fast and occurs in
the video for much larger time while the giraffe in the second row has no motion. Oc-
clusion may influence the performance of the segmentation. If an object is occluded by
other objects, there will be a temporal discontinuity. However, the effect of occlusion
is reduced by two other properties of the proposed model. Firstly, an extra label ‘non’
is explicitly added to denote that no object candidates are selected for that frame. Sec-
ondly, since each frame is connected to all frames in the other videos, the primary object
can still provide a high score because of the inter-video edges. In the Elephant Giraffe
video, the elephant is occluded by the giraffe in the beginning of the video. In the Lion
Zebra video, the lion is occluded by the zebra in a number of frames. In both cases, our
algorithm performs well.

In the proposed algorithm, ICM is used for decoding. In general, graph cuts or loopy
belief propagation may outperform ICM. However, in the proposed model, each frame is
connected to hundreds of frames. Therefore, the edges in the model is very dense. For
this kind of graphs (i.e. many edges), ICM is better suited and hence may outperform
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graph cuts or belief propagation. For comparison, Loopy Belief Propagation (LBP) and
Graph-Cut (Alpha-Expansion) are evaluated. In Table 4.3, the results using different
decoding methods are shown.

Table 4.3: The result using different decoding methods.

Video Set ICM Graph-Cut LBP
ChickenTurtle 67.7% 51.0% 61.5%

LionZebra 54.1% 56.1% 56.3%
ElephantGiraffe 56.1% 45.8% 44.8%

Tiger 30.0% 33.1% 38.3%
Average 52.0% 46.5% 50.2%

We run the algorithms on a computer containing an Intel Xeon CPU E31270 3.40GHz
with 16G RAM. In Table 4.4, the computational time for each video set is given.

Table 4.4: The time consumption of different video set (Unit: seconds).

Video Set Total time (s) Time per frame (s)
ChickenTurtle 6500 57.7

LionZebra 7438 71.5
ElephantGiraffe 15691 64.1

Tiger 2516 41.2

4.4.3 The Influence of Different Parameter Settings

In automatic video object segmentation, the parameter settings may influence the per-
formance of the different approaches. For the algorithms of [143] and [22], parameters
are tuned manually. However, using their default parameters, the algorithm may fail for
new videos. Therefore, in this section, the influence is analyzed for different parameter
settings of our algorithm. The influence is studied for the three unary features: object-
ness, motion and appearance saliency. We exclude the spatial-temporal refinement step
as it may influence the final result. Hence, only the performance of the primary object
selecting step is reported in Figure 4.6. It can be derived that, for all features, an increase
in parameter values results in a decrease in accuracy for most videos. For the feature
‘objectness’ and ‘saliency’, the method is not very sensitive to small changes. If we keep
the parameters around 0.4 to 1, the performance remains the same. But for the ‘motion’
feature, it influences the performance more severely. In conclusion, the parameter set-
tings of ‘objectness’ and ‘saliency’ are stable and can be fixed (around 0.4 to 1). The
parameter setting of ‘motion’ requires careful adjustment.

4.4.4 Evaluation on New Sports Dataset

In the dataset MOViCS [22], each object has a single color or texture. However, for many
real videos, an object is composed of different parts with a different color/texture. To this
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Table 4.5: Segmentation result on the new Sports dataset. We compare our algorithm
with both the state-of-the-art Video Co-segmentation [22] and single video segmentation
[143] algorithm on the this dataset. For [143], it can not generate good result after the
MRF step (their default parameter may not suitable for this dataset), we also report the
result of the selecting step.

Sets ViCoseg[22] ViSeg-Select[143] ViSeg-Final[143] Ours
Bolt 56.7% 47.1% 29.6% 60.2%

Bryant 53.2% 53.5% 10.2% 52.6%
Woods 45.2% 59.9% 27.4% 71.9%

Average 51.7% 53.5% 22.4% 61.3%

end, we have created a new dataset consisting of 3 sets, 6 videos in total. The videos are
taken from different sports (basketball, golf and athletes). The videos are obtained by
searching keywords ‘Kobe hightlights’, ‘Woods hightlights’ and ‘Bolt hightlights’ on
Youtube. We manually labeled the ground-truth and report the performance of different
algorithms in table 4.5.

A number of visual results are shown in Figure 4.7. It can be derived that for the
‘basketball’ and ‘golf’ sets, the method by [143] extracts a number of non-primary ob-
jects (see the first row) or provides only a part of the primary object (see the fifth row).
However, since we consider the primary object across videos, even if there is more than
one object, our method is able to extract the primary one. The method of [22] clusters
pixels by measuring their similarity. When different parts of the object have different
appearance, this approach is not able to generate the object layouts.

As shown in table 4.5, the proposed algorithm outperforms the other methods on two
sets of videos. The average accuracy of our method is nearly 9.6% better than video
co-segmentation algorithm [22] and 7.8% better than single video object segmentation
algorithm [143].

4.5 Conclusion

In this paper, we have proposed a graphical model to extract the primary objects across
videos. A novel probabilistic graphical model is introduced to select the primary object
from each frame. Exploiting this graphic model, we considered both the ‘objectness of
image regions and the dependency between frames within one video and across videos
in a whole framework. The method can handle multiple videos and multiple objects.

We have created a new dataset to evaluate our method and compare it to the state-
of-the-art on video object co-segmentation. Our algorithm obtains state-of-the-art results
on the Multi-Object Video Co-Segmentation (MOViCS) dataset and the Sports dataset
outperforming existing methods.
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Figure 4.5: Comparison results for different state-of-the-art methods. From left to right:
the original video, the ground-truth, the results of image co-segmentation[73], the results
of video segmentation [101], the results of video co-segmentation of [22] and our method.
For the result [22, 73] and ours, the same color represent the same class of objects in each
video set.
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(a) Objectness (b) Motion (c) Saliency

Figure 4.6: Evaluation of the influence of different parameter settings. In each Figure,
all parameters are fixed except for the parameter under consideration.

(a) Input (b) GT (c) [22] (d) [143] (e) Ours

Figure 4.7: Results obtained for the new Sports dataset. Since the method of [143] can
not generate good results with the default parameters, the selected regions which are
generated by the key-segments selecting step in their method is shown. For the other two
methods, the final results are shown.
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5
Color Constancy by Deep Learning

5.1 Introduction

The appearance of the same object under different light sources may vary due to the
different color of the light sources. Computational color constancy [13, 25, 43, 46, 49,
74, 98, 120, 138] aims to recover the color of the light source under which an image
is recorded and subsequently correct for it such that the same objects appear the same.
Many computer vision tasks may benefit from color constancy, such as stereo vision,
object recognition, and tracking.

In general, there are two groups of color constancy algorithms. The first group of
algorithms are statistics-based methods, such as the Gray-World [13], the White-Patch
[75, 80] and the Gray-Edge algorithm [131]. These algorithms are based on a number of
imaging assumptions. For example, the Gray-World algorithm assumes that the average
reflectance in a scene, from which an image is taken, is gray. The White-Patch algorithm
is based on the assumption that the maximum response of the color channels is caused
by a perfect white reflector. Because statistics-based algorithms are based on restrictive
assumptions of the imaging conditions, they are limited in their applicability. The second
group of algorithms are learning-based approaches, such as the gamut mapping algorithm
[46], the svr-based algorithm [51], neural networks [116] and the exemplar-based algo-
rithm [76]. In general, existing learning-based methods are constrained to shallow learn-
ing models based on hand-crafted, low-level visual features such as pixels and edges.
However, image features are intrinsically hierarchical and should automatically be learnt
from the image data to avoid any bias in (hand-crafted) feature construction.

To this end, instead of learning shallow feature representations, we exploit deep learn-
ing architectures by means of Convolutional Neural Networks (CNN). Different from
existing methods which rely on predefined low-level features, we propose to use CNNs
to learn feature hierarchies to achieve robust color constancy. A deep CNN model is
used consisting of eight (hidden) layers. Such a deep model will yield multi-scale image
features composed of pixels, edges, object parts and object models. Our deep learn-
ing approach needs large amounts of data with ground-truth for training. Unfortunately,
there are no such datasets available for color constancy. Therefore, we propose a dif-
ferent training approach. Our approach consists of learning a deep architecture using a
sequence of training data for the estimation of the color of the light source. First, a hier-
archy of visual features is automatically learnt to capture the essence of image structures
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of generic images. To this end, the model is trained on the ImageNet, which contains
more than 1.2 million images, for the task of image classification. Then, the obtained
generic feature presentation is adjusted to the color constancy problem by training on
the ImageNet dataset using existing color constancy algorithms to provide the labels. Fi-
nally, the obtained deep learning architecture is retrained on existing (publicly available)
ground truth datasets. Although, the (off-line) training is computationally expensive, the
(online) testing, to estimate the light source color, is real-time (i.e. more than 100 fps).

In summary, the novel contributions are as follows. Our approach 1) is not con-
strained by any imaging assumption, 2) provides different deep learning frameworks for
color constancy, 3) learns image features instead of hand-crafted ones, 4) provides dif-
ferent hierarchical visual features rather than low-level ones, and 5) provides real time
color constancy.

5.2 Color Constancy

For a Lambertian surface, the image value fc(x) = {fR, fG, fB} is defined by the light
source e(λ), the surface reflection s(x, λ) and the camera sensitivity function c(λ):

fc(x) =

∫
ω

e(λ)s(x, λ)c(λ)dλ, (5.1)

where ω is the visible spectrum of the wavelength λ, c = {R,G,B} and x is the spatial
coordinate. With the assumption that the recorded color of the light source depends on
the color of the light source e(λ) and the camera sensitivity function c(λ), the color of
the light source is defined as follows:

e =

 eR
eG
eB

 =

∫
ω

e(λ)c(λ)dλ. (5.2)

Following the literature [45, 50, 57], we use the diagonal model to represent the
change of the color of the light source: Ru

Gu
Bu

 =

 eR 0 0
0 eG 0
0 0 eB

 Rc
Gc
Bc

 , (5.3)

where {Ru, Gu, Bu} is the color taken under a unknown light source, {Rc, Gc, Bc} is
the transformed color so as it appears as it has been recorded by a canonical light source.
{eR, eG, eB} is the color of the light source to be estimated. In this paper, we use perfect
white (i.e. ( 1√

3
, 1√

3
, 1√

3
)T as the canonical illuminant. To obtain the image under the

canonical illuminant, the diagonal model is used.

5.3 Deep Learning for Color Constancy

A three dimensional vector Y = (yR, yG, yB)T is used to represent the light source.
An image with a labeled ground-truth light source is denoted by (x,Y) where x is the
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image data and Y is the light source. Note that the light source used in our algorithm is
normalized as follows:

Y←−
√

3
Y√

y2R + y2G + y2B
, (5.4)

ensuring that light sources with different intensities have the same scale.

5.3.1 DNN-based Regression

We formulate color constancy as a regression problem:

Ŷ = ψ(x; θ), (5.5)

where Ŷ is the output estimation of the light source, x is the input image, ψ is the model
and θ represents the parameters of the model. In this paper, model ψ is a deep convolu-
tional neural network. We build model ψ based on the architecture of [78] as it provides
outstanding performance for image classification and object localization. Our architec-
ture has eight layers including five convolutional and three fully connected layers. The
input of the first layer of the model is an image with a predefined size which is equal to
the number of pixels multiplied by the number of channels (i.e. 3). Hence, the model
uses raw images as input. No hand crafted features are extracted beforehand. As shown
in Figure 5.1, the last layer of the model is the output target value of the regression which
is a three dimensional vector.

Figure 5.1: The architecture of the convolutional neural network. This architecture has
eight layers in total. The first five layers are convolutional layers and the last three layers
are fully connected layers. The input of the model is a raw image with three channels
(i.e. R, G, B). The output of the model is a three dimension vector corresponding to
the estimated color of the light source. The numbers in the figure represent the output
dimensions of each layer.

The model consists of eight layers denoted by C1, C2, C3, C4, C5, F6, F7, F8.
The first layer takes as input an image with size 227 × 227 × 3 and filters the image
using 96 kernels of size 11 × 11 × 3 with a stride of 4. So the first layer has 96 × 11 ×
11× 3 parameters in total and results in 96× 55× 55 output neurons. The second layer
takes the output of the first layer as input and filters the image using 256 kernels of size
5 × 5 × 48 resulting in a 256 × 27 × 27 output. Note that all layers are immediately
followed by a ReLU (i.e. out = max(0, in)) layer. The fully connected layer F6 and
F7 have 4096 output each. The last layer F8 is the output of the model which has
three dimensions. Combining all the layers, the total number of parameters in this model
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is very large. Therefore, large scale datasets with ground-truth light source labels are
required to directly apply this model to the color constancy problem. However, such
large scale dataset are not available. To this end, we propose an alternative training
procedure consisting of different training steps in the following section.

5.3.2 Sequential Training

In this section, we discuss our sequential training procedure. In the first step, the model is
trained on the dataset of ImageNet LSVRC-2010 [32] which contains 1.2 million images.
The aim is to generate a hierarchy of visual features to encompass image structures of
generic images. Then, this model is adjusted to the color constancy problem by retraining
on the ImageNet dataset using labels computed by existing color constancy algorithms.
Finally, the obtained deep learning architecture is retrained on (real, but smaller) ground-
truth datasets.

Net1: Training on ImageNet using Object Labels

Figure 5.2: The first step of our training process: Training on ImageNet using Object
Labels.

The ImageNet dataset contains 1.2 millions of labeled images. Each image has a
label indicating which object is present in the image. There are 1000 object categories.
In this step, we train the model on ImageNet to derive features for object description.
In this way, a rich and generic feature hierarchy is learnt to capture the complex visual
patterns in generic, real-world images. As shown in Figure 5.2, the ‘network’ is the first
seven layers of the model shown in Figure 5.1. The last layer is replaced by a 1000
dimensional vector. The soft-max loss function is used for training. The aim of the
first training step is to obtain a pre-trained feature model representing general images.
Since the ImageNet dataset contains 1000 object categories, it provides a variant back-
propagation information module for training. We denote the parameters obtained by
training on ImageNet as the Net1 network.

Net2: Training on ImageNet with Net1 Parameters using Labels from Exist-
ing Color Constancy Methods

Now, the obtained model is retrained on ImageNet in the context of color constancy.
Images in ImageNet do not have corresponding ground-truth light source labels. There-
fore, existing color constancy methods are used to estimate the color of the light source
Ŷ for each image in ImageNet. As shown in Figure 5.3, the estimated light source
Ŷ = (ŷr, ŷg, ŷb)

T is used as label to train the model. We use the Euclidian loss, which
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Figure 5.3: The second step of our training process: Training on ImageNet with Net1
Parameters using labels of existing color constancy methods.

results in the following optimization function:

arg min
θ

∑
i

||Ŷi − ψ(xi; θ)||22, (5.6)

where Ŷi is the estimated light source for the i−th image xi using different existing color
constancy methods such as the gray-shades, gray-edge or gamut mapping algorithm.
ψ(xi; θ) is the light source prediction using the model, as defined by Equation 5.5.

In this stage, the aim is to retrain and adjust the parameters ofNet1 for the purpose of
color constancy. We perform retraining of the (initial) parameters of Net1 based on light
source estimation obtained by existing color constancy algorithms as labels. Although
any other or combination of color constancy algorithms can be used to generate the labels
for the ImageNet dataset, the gray-shades and gray-edge algorithms are used due to their
efficiency and good performance. The resulting sets of parameters are denoted byNet2−
GrayShades andNet2−GrayEdge respectively. The obtained feature representations
Net2 − GrayShades and Net2 − GrayEdge are merely adopted (color constancy)
versions of Net1. It is hypothesized that the obtained models Net2−GrayShades and
Net2 − GrayEdge replicate the performance of the color constancy methods used to
provide the labels i.e. the gray-shades and gray-edge algorithms.

Net3: Retraining Net2 parameters on datasets with real ground-truth labels

Figure 5.4: The parameters of the deep model, corresponding to the coefficients of the
feature hierarchy obtained in the previous learning stages, are fine-tuned using existing
(publicly available) datasets with ground-truth label sets (e.g. Grayball [26] and Col-
orChecker [53]).

The parameters of the obtained deep model, corresponding to the coefficients of
the feature hierarchy obtained in the previous learning stages, are retrained using ex-
isting (publicly available) datasets with (real) ground-truth label sets (e.g. Grayball [26]
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and ColorChecker [53]). In these datasets, the ground-truth color of the light source is
given for each image under which it has been recorded. In the experiments, it will be
shown that Net2 − GrayShades outperforms Net2 − GrayEdge. Therefore, we use
Net2 − GrayShades as initial parameters to retrain the model with a Euclidian loss.
The parameters of this network are denoted by Net3.
5.4 Experiments

In this section, we assess the performance of the proposed deep learning framework and
compare it with state-of-the-art color constancy algorithms.

5.4.1 Dataset and Evaluation Criterion

Two standard benchmark datasets, the Grayball [26] and the ColorChecker [53], are used.
The Grayball dataset contains 11, 346 real-world images. In each image, a gray ball is
placed in the right-bottom of the image to obtain the ground-truth light color. During
training and testing, the gray ball has been removed from the image. Gamma correction
has been applied. The ColorChecker dataset contains 568 real-world images. Since each
image has a ColorChecker placed in the scene, the illuminant ground truth is known. The
ColorChecker has been removed from the image during training and testing.

To evaluate the performance of the different algorithms, the angular error is used:

ε = cos−1(ê, e), (5.7)

where e is the ground-truth light source and ê is the estimated one. The mean, median
and standard deviation of the angular errors are reported for each algorithm.

For the Grayball [26] dataset, following previous papers, we split the dataset into 15
subsets. Each time, one subset is used as the testing set and all the remaining images are
used as training sets. The experiment is completed after each subset has been used as
testing set. For the ColorChecker [53] dataset, we split the dataset into 3 subsets. Each
time, one subset is used as testing and the other two sets are used as training. The final
result is reported by averaging the result for each image.

5.4.2 Experiment 1: Grayball Dataset

As stated above, for the Grayball dataset, 15-fold cross validation is used. We report on
the results of Gray-Shades, Gray-Edge, the proposed model trained on ImageNet (i.e.
Net2−GrayShades and Net2−GrayEdge in Section 5.3.2) and the proposed model
retrained on the Grayball dataset (i.e. Net3 in Section 5.3.2).

As described in section 5.3.2, we use the resulting parameters of the Gray-Shades and
Gray-Edge as labels to retrain the model on ImageNet to obtainNet2−GrayShades and
Net2−GrayEdge respectively. Table 5.1 shows thatNet2−GrayShades andNet2−
GrayEdge have similar performance as the Gray-shades respectively the Gray-Edge
algorithm. As hypothesized, the obtained convolutional neural network Net2 replicates
the performance of the color constancy method(s) used to provide the labels. Then, after
retraining Net2 − GrayShades on real data (i.e. Grayball dataset) the obtained deep
model Net3 significantly outperforms the previous CNN’s. In the remainder, Net2 is
equal to Net2 − GrayShades, because Net2 − GrayShades outperforms Net2 −
GrayEdge.
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Table 5.1: The results on the Grayball dataset.

Methods mean median std
Gray-shades [44] 5.4◦ 4.6◦ 3.8◦

Net2−GrayShades (This paper) 5.5◦ 4.7◦ 3.8◦

Net3−GrayShades (This paper) 4.8◦ 3.7◦ 3.9◦

Gray-edge [131] 6.2◦ 4.6◦ 5.0◦

Net2−GrayEdge (This paper) 6.5◦ 5.6◦ 4.4◦

Net3−GrayEdge (This paper) 5.2◦ 3.9◦ 4.5◦

In conclusion, the proposed deep learning approach is able to automatically learn
feature hierarchies to capture the essence of visual patterns in images to achieve color
constancy.

5.4.3 Experiment 2: Extended Grayball Dataset: Data Argumen-
tation

(a) GT(0◦) (b) 4.14◦ (c) 6.80◦ (d) 11.22◦ (e) 22.78◦

Figure 5.5: A number of images generated by applying simulated light sources on the
original images. (a) canonical image obtained by removing the effect of the light source
color using Eq. 5.3. (b-e) images generated by applying simulated light sources using Eq.
5.3. The numbers are the angles between the simulated light sources and the canonical
(white) light source.

Deep learning approaches greatly benefit from large training datasets. Since ground-
truth labels are expensive to get (especially for the color constancy problem), data ar-
gumentation is widely exploited by different deep learning approaches. For example,
in image denoising, extra training data is generated by applying simulated noise [133].
In deep learning-based image classification, Krizhevsky et.al [78] use image translations
and horizontal reflections to generate more training images.

Inspired by these data argumentation methods, in this paper, we use data argumen-
tation to obtain more training data for color constancy. Specifically, for each training
image, we correct for the color of the light source using the diagonal model of the ground-
truth. Using Eq. 5.3, the canonical image is obtained, as shown in Fig. 5.5(a). Then,
simulated light sources can be applied to the corrected image using the diagonal model
in Eq. 5.3. Any simulated light source color can be used i.e. the Spectral Power Distri-
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bution (SPD) of different light sources such as tungsten halogen, fluorescent lamp, high
pressure sodium, or daylight. However, many of them are less frequently present than
others depending on the scenes from which the images are recorded. Therefore, in this
paper, simulated light sources are derived from the training dataset. By clustering the
ground-truth light color of the training set into k clusters, we obtain k simulated light
sources by collecting the means of each cluster. In this way, per image, k additional
training images are obtained with different ground-truth illuminant (k = 10 in our exper-
iments). Note that data argumentation is only performed on the training images. We test
the algorithm on the original testing images. We denote the proposed model trained on
the extended Grayball dataset asNetF inal. Fig. 5.5 shows a number of images obtained
by the proposed data argumentation method.

Table 5.2: Results obtained on the Grayball dataset. NetF inal is trained on the extended Gray-
ball dataset.

Methods mean median std
Gray World [13] 7.0◦ 6.2◦ 4.8◦

White Patch [80] 6.7◦ 5.1◦ 5.6◦

Gray Shades [44] 5.4◦ 4.6◦ 3.8◦

Gray Edge [131] 6.2◦ 4.6◦ 5.0◦

Elfiky et al. (TIP 2014) [38] 5.4◦ 4.5◦ -
Prinet et al. (ICCV 2013 ) [106] 5.4◦ 4.6◦ -
Gao et al. (ECCV 2014) [52] 6.0◦ 5.1◦ -
Joze et al. (PAMI 2014) [76] 4.4◦ 3.3◦ -
Net3 (This paper) 4.8◦ 3.7◦ 3.9◦

NetF inal (This paper) 3.9◦ 3.0◦ 3.3◦

It can be derived from Table 5.2, that our deep learning modelNetF inal significantly
outperforms all previous CNN’s models, and all existing state-of-the-art algorithms. It
reduces the median angular error by 9%, from 3.3 ([76]) to 3.0. Further, our algorithm is
more efficient and general than Joze et al. [76]. Their method is computational expensive
due to e.g. image segmentation. Furthermore, the method of Joze et al. [76] requires
nearest neighbour classification for each segment of the testing image. Our algorithm
processes images in more than 100 fps with GPU implementation (i.e. real-time color
constancy).

5.4.4 Experiment 3: ColorChecker Dataset: Small Dataset
In this section, the proposed deep learning approach is evaluated and compared to state-
of-the-art algorithms on the ColorChecker [53] dataset. During training, the parameters
of Net2 (in section 5.3.2) obtained by training on imagenet is used as the initial parame-
ters of the network. Then, we retrain the parameters on the ColorChecker [53] dataset to
obtain the final CNN, denoted by NetColorChecker. No data argumentation is used.
Further, the ColorChecker dataset is small. The average results are reported in Table
5.3. We only report the mean and median results for algorithms that did not report their
standard deviation in their papers. It can be derived that the proposed algorithm obtains
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similar results in comparison to [76], but the proposed method outperforms all the other
algorithms.

Table 5.3: Results obtained for the ColorChecker dataset. NetColorChecker is trained on the
Imagenet dataset and retrained on ColorChecker.

Methods mean median std
Gray World [13] 5.3◦ 3.9◦ 4.8◦

White Patch [80] 6.4◦ 4.1◦ 5.6◦

Gray Shades [44] 3.9◦ 2.3◦ 3.8◦

Gray Edge [131] 5.0◦ 2.8◦ 5.0◦

Drew et al. (ECCV 2012) [35] 4.1◦ 2.8◦ -
Gijsenij et al. (IJCV 2008)[58] 4.1◦ 2.5◦ -
Chakrabarti et al. (PAMI 2012) [16] 3.7◦ 3.0◦ -
Weijer et al. (ICCV 2007) [125] 3.5◦ 2.5◦ -
Gao et al. (ECCV 2014) [52] 3.4◦ 2.6◦ -
Joze et al. (PAMI 2014) [76] 3.1◦ 2.3◦ -
NetColorChecker (This paper) 3.1◦ 2.3◦ 3.3◦

5.4.5 Experiment 4: Cross Dataset Validation

In this section, we evaluate the generalization capabilities of the proposed algorithm. To
this end, the model is trained on the extended Grayball dataset [26], (i.e. NetF inal in
section 5.4.3), and tested on the ColorChecker dataset [53]. None of the previous papers
have reported on the cross (inter) dataset except for Joze et al. [76]. From Table 5.4,
it can be derived that our algorithm significantly outperforms the method of [76]. The
error reduction is 35% in terms of median angular error. This is an indication that the
proposed CNN approach is able to learn generic feature hierarchies to achieve robust
color constancy.

Table 5.4: Results obtained on the ColorChecker dataset. Our model and the model of Joze et
al. [76] are trained on the Grayball dataset and tested on the ColorChecker. Our NetF inal is the
fine-tuned model on Extended Grayball as shown in section 5.4.3.

Methods mean median std
Joze et al. (PAMI 2014) [76] 6.5◦ 5.1◦ -
NetF inal (This paper) 4.7◦ 3.3◦ 5.3◦

5.4.6 Experiment 5: Feature Visualization

Different from existing methods which rely on predefined low-level features, the pro-
posed CNN learn multi-scale features to achieve robust color constancy. To illustrate the
inclusion of higher-order image structures, in Figure 5.6, the F7 hidden unit is shown. F7
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features are extracted first from each image of the Grayball dataset. Per one dimensional
feature, we cluster the features into groups. Then, the average image of the Grayball for
each group is shown. As shown in Figure 5.6, it can be derived that a number of high
level image structures are indicated by the hidden unit of F7.

Figure 5.6: Visualization of hidden unit of F7. Each row visualizes one dimension of F7
shown in figure 5.1. We firstly extract F7 features from each image of Grayball dataset.
For one dimension feature, we cluster the features into groups. Then the average image
of the Grayball for each group is shown. The feature values are increasing from left to
right.

5.4.7 Experiment 6: Training Scheme Validation
Because of the lack of large scale training datasets, we have proposed a three-step learn-
ing strategy to train CNNs to estimate the color of the light source. To validate this
approach, the influence of the pre-training steps is investigated. Therefore, two experi-
ments are conducted without pre-training. First, instead of using the parameters obtained
in the first step as the initial parameters, we directly train the network on the ImageNet
dataset with generated light sources. For the second experiment, instead of using the
parameters obtained in the second step as the initial parameters, we directly train and
evaluate the obtained network on the Grayball dataset.

Table 5.5: Results on the Grayball dataset without pre-training.

Methods mean median std
Gray-shades [44] 5.4◦ 4.6◦ 3.8◦

Directly trained on ImageNet 6.7◦ 5.6◦ 4.6◦

Directly trained on Grayball 8.7 7.1 4.9

As shown in 5.5, the model (directly trained on ImageNet i.e. without pre-training)
with light source generated by Gray-shades does not perform as good as the Gray-shades
algorithm. This implies that the model (directly trained on ImageNet) is not sufficiently
able to learn proper features for color constancy. In Figure 5.7, we show the parameters
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learned with pre-training and without pre-training. For the parameters with pre-training,
clear semantic, hierarchical image patterns are obtained. However, for the parameters
without pre-training, the patterns are noisy and less distinctive. In conclusion, our three-
step training strategy is a valid approach to compute proper image features (for color
constancy) which are intrinsically hierarchical and represent the underlying image struc-
tures.

(a) conv1 (b) conv2 (c) conv3 (c) conv4

Figure 5.7: Visualization of parameters learned with and without pre-training. The first
row is parameters learned with pre-training and the second row is parameters without
pre-training.

5.5 Conclusion

Previous color constancy algorithms are limited by their assumptions, hand-crafted fea-
tures and shallow learning models. Therefore, for the first time, we have introduced deep
learning for color constancy enabling deep feature representations.

Our experiments show that the deep learning framework obtains accurate results on
real-world datasets. For inter dataset cross validation, it is demonstrated that the proposed
algorithm outperforms the state-of-the-art. Our algorithm is very efficient as it processes
images with 100 fps.
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6
Image Alignment by Piecewise Planar

Region Matching

6.1 Introduction

Image registration has been studied extensively in the literature as it is the building block
of many computer vision tasks, such as image stitching [87, 88], medical image analysis
[99], 3D reconstruction [1] or image editing [8]. A major challenge is that image pairs
to be aligned in the process of image registration may be disturbed by differences in
illumination, viewpoint changes, and camera settings. In general, image registration
techniques assume a global geometric transformation which warps features from one
coordinate system to the other. This is usually done by computing a 3 × 3 homography
model on the two sets of corresponding features extracted (globally) from the image
pairs. The homography-based approach is only suited to match images under constrained
imaging conditions such as planar scenes and parallax free camera motion. Hence, the
homography model is restricted to 3D planar motion or motion in which the optical center
of the camera is fixed (rotation). However, these conditions may not hold, in general, for
natural scenes and unconstrained recordings.

Apart from the use of homography models, other image registration methods may
also be disturbed by the imaging conditions. For example, methods based on a global
geometric transformation [115, 119] may suffer from complex camera motions. Non-
parametric methods [11, 89, 124] may be negatively affected by repeating (texture) pat-
terns. Methods using a single information modality, such as intensity [6, 92] or key-point
descriptor information [87, 88], are limited in their robustness to shading patterns and
large motions.

Therefore, in this paper, we propose a method considering a local geometric model
(i.epiecewise planar scenes) by deriving image regions approximated by planes. For each
such plane, an affine model is computed. As the initialization step, our method uses a
hierarchical figure-ground segmentation approach producing a large set of regions. Re-
gions which can be approximated by planes are subsequently detected. Each pair of
planes is matched using different cues such as intensity, gradient, texture and geometric
information. A global constraint is used to avoid the overlap or separation of corre-
sponding regions. The pair-plane matching is refined iteratively by re-segmenting and
re-merging regions by an energy minimization process. Figure 6.1 describes the idea
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Figure 6.1: An example describing the proposed method. First, the method computes
image regions which can be approximated by planes. Then, an affine model is computed
for each planar region to align the two images.

of the proposed method. First, planar regions are detected. Then, an affine model is
computed for each planar region to align the two images.

The method is designed according to the following criteria: (1) Local geometric
model. Assuming piecewise planar scenes, the method allows for complex camera mo-
tions. (2) Smoothness. Since all pixels for each plane are assigned using a single affine
parameter, the global image registration is smooth and repeating patterns are aligned
consistently with each other. (3) Multiple cues. Combining different information cues
enhances the robustness of the method to changes in the imaging conditions.

The paper is structured as follows: section 6.2 discusses the related work. The pro-
posed method is described in section 6.3. Specifically, the initial segmentation step is
discussed in section 6.3.1, section 6.3.2 focuses on the details of the cost function, while
the minimization process is outlined in section 6.3.3. Section 6.4 presents the experi-
ments and possible applications.

6.2 Related Work

Image registration is commonly based on key-points or appearance cues (e.gintensity).
Typically, the first class of methods computes a set of corresponding key-point features
(or by dense sampling), such as SIFT [90], for the two images. Then, by computing a
global transformation model (e.ghomography), the alignment of the two images is ob-
tained [87, 88, 119]. The second type of algorithms provides a matching metric, such as
the L2 distance. By solving an optimization problem, these methods either compute a
global transformation or flow fields to align the two images [118]. However, for images
containing large variations in illumination and/or viewpoint, these methods may fail. For
example, if the camera transformation is not purely rotational or when the scene cannot
be approximated by a plane, a global homography model will often result in inaccurate
pixel-by-pixel alignment.

More recent methods propose image alignment under different imaging conditions.
Brox et al. [11] combine descriptors and intensity information in an optical flow setting.
By minimizing an energy function, this method allows for the computation of dense op-
tical flow fields. Since this method matches images sampled from a video sequence by
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employing optical flow, it may be suffer from abrupt imaging variations. Liu et al. [89]
define an energy function on densely sampled SIFT features. A flow field is obtained by
minimizing the energy function in a coarse-to-fine manner. In the method of Lin et al
[87, 88], a global affine transformation is obtained for two sets of unmatched features.
Subsequently, the affine model is computed for each feature. By smoothly varying the
deviation of the parameters of each feature in the global affine transformation, dense im-
age matching is obtained. Bhat et al. [10] firstly find two sets of matched features. Then,
by exploiting a geometrical constraint, various rigid motions (both foreground and back-
ground) are computed. After optimizing a Markov Random Field (MRF) using graph
cuts, the two images are aligned pixel-by-pixel. While these methods align each rigid
motion pixel-by-pixel, in contrast, our method aims at aligning images by considering
the main motion.

Prokaj et al. [107] also use a piecewise model for image alignment. The difference
to our approach is that we use more compact, robust regions to model planes instead of
assuming a set of uniformly distributed triangles. Other algorithms based on piecewise
models [5, 71, 94, 107] are designed to cope with specific types of images such as face
and medical images. An image is divided into a set of triangles (or rectangles) based on
sets of predefined key-points. Subsequently, points within each triangle share the same
transformation. In this way, one triangle has a very high probability of spanning two
planar regions. This drawback makes these methods inadequate for images with large
viewpoint changes.

Instead of applying a global model [115, 119] or directly using triangles to approxi-
mate planar regions, we propose a method to detect planar regions and obtain the initial
transformation parameters for each planar region. This strategy reduces the probability
that a region will span various planes. We use a global constraint to ensure that regions
are tightly connected reducing the influence of the outliers.

6.3 Image Registration by
Piecewise Segment Alignment

The homography model assumes that the scene can be approximated by a plane. This
assumption is too restrictive when the viewpoint of the images to be matched is different
or when the scene contains more than one plane. Therefore, in this paper, we propose a
piecewise planar model for matching two images.

6.3.1 Initialization
To apply piecewise image matching, we first need to generate a number of planar re-
gions. To this end, a large pool of (highly overlapping) segments is generated by applying
the same segmentation method multiple times with different parameter settings. Then,
the affine transformation is computed for each segment using pre-computed key-points
[140]. After this, the matching residual of each transformation is measured by exploit-
ing appearance and geometric cues. Finally, the initial transformation for each pixel is
obtained by selecting the parameters of the segment which has the minimum matching
residual. Those pixels which have similar transformation parameters are approximated
by a plane.
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Figure 6.2: The initialization phase. A set of matched points are computed using ASIFT
[140] beforehand. After generating a large pool of segments by employing hierarchical
segmentation on the reference image, we warp each segment by fitting an affine model Ts
to the corresponding points of the segment in the reference image and the target image.
The matching residual εs is computed using eq. 6.1 for each segment. Finally, for each
pixel, the transformation having the minimum residual is retained. Pixels having the
same parameters are approximated by planes.

Generating A Large Pool of Segments

A large pool of segments is generated by applying a hierarchical figure-ground segmen-
tation method [14] on the reference image Ir. Segmentation seeds are uniformly chosen.
For each seed, a parametric graph-cut method is applied with different scale values [14].
By applying this figure-ground segmentation for one seed and one scale value, one seg-
ment is generated. With multiple seeds (6x6 seeds uniformly chosen) for multiple scale
values, thousands of segments are generated. The segments which are too small (e.g.
less than 1 percent of the total image size) are discarded. Note that since we apply
figure-ground segmentation multiple times for different seeds (i.e. location) and scales,
the generated segments may overlap, as shown in Figure 6.2.

Obtaining an Affine Model for Each Segment

After a pool of segments is generated, each segment s is warped by applying the affine
model Ts, where s ∈ {1, 2..., D} and D is the total number of segments, as shown in
Figure 6.2. This model is estimated for the two sets of matched points pre-computed
for segment s and the target image using ASIFT [140]. When one segment can be ap-
proximated by a plane and there are sufficient corresponding points, the segment can be
matched well with the target image by applying an affine model. Note that if there are
not enough matching points for one segment, this segment is deleted.
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Evaluating the Transformation of Each Segment

After the affine model is obtained for each segment s, the aim is to measure the perfor-
mance of the affine transformation Ts for each segment s, to identify segments which
include several planes.

The matching residual of segment s is computed by:

εs = εd(s) + µ · εg(s), (6.1)

where εd(s) is based on a descriptor cue and εg(s) is based on the epipolar geometry. µ
balances the importance of these two measurements and it is experimentally obtained.

To compute εd(s), we densely compute SIFT features [90, 127] for each pixel in
segment s and in the target image. The average L2 distance of each pair of corresponding
pixels is obtained in feature space where εg(s) is the average geometric deviation of each
pixel defined by:

εg(s) =

∑ns

i=1D(Ts ∗ xi, F ∗ xi)
ns

, (6.2)

In which Ts is the 3 × 3 affine model for segment s. F is the 3 × 3 fundamental matrix
between two images. xi = [xi, yi, 1]T are homogeneous coordinates of pixels in segment
s and ns is the number of pixels in segment s. The fundamental matrix is computed using
the method by [66]. Ts ∗ xi results in a point and F ∗ xi results in a line in the target
image. Here, ∗ is the cross product. D(p, l) is the minimum distance from the point p to
the line l. A drawback of using the fundamental matrix is that it is undefined for a pure
rotation of the camera. However, for natural images of daily life, a 100% pure rotation
of the camera rarely occurs.

Obtaining the Initial Planes and Parameters

After matching, each segment s has an associated parameter Ts of the affine model and a
measurement residual, εs. Given that we have thousands of overlapping segments, each
pixel in the reference image, Ir, may be in a different segment. Therefore, for each pixel,
the parameter of the transformation which has minimum εs is selected as the parameter
of the affine model.

Two neighboring pixels/regions having similar transformation parameters are merged.
To measure the similarity of the transformation parameters for two neighboring pixels/
regions, we exchange their parameters and validate that the location of the warped pixels
is similar. When the distance between the new (warped) coordinates and the original
coordinates is below a certain threshold, the two pixels/regions are merged. The final
planes are obtained as shown in the right bottom image of Figure 6.2.

6.3.2 Cost Function for Piecewise Alignment

In our framework, after initialization, several approximated planes are obtained for ref-
erence image Ir, denoted by P1,P2,...,PM and their corresponding parameters denoted
by T1,T2,...,TM . Let x = [x, y, 1]T be the homogeneous coordinate of a point in the
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Figure 6.3: The global constraint. Since different parameters are used for each plane,
boundary points at the border of two planes are transformed to the same point using a
different transformation of the two planes.

reference image. For image Ir, each pixel belongs to only one plane:

P1

⋃
P2...

⋃
PM = Ir, (6.3)

P1

⋂
P2...

⋂
PM = ∅. (6.4)

A plane is a set of connected points: Pi = (x1, x2, ...xNi
). Although only the homogra-

phy model can fully model the transformation of a plane, too many degrees of freedom
may lead to large distortions at the border of an image. Thus, we model the transforma-
tion of a plane by an affine model [107]. W (Ti, x) = Ti ∗ x is the warped coordinate
of x = [x, y, 1]T using transformation Ti. For each plane Pi, there is a set of boundary
points, denoted by Bi, between the plane Pi and its neighboring planes. For a boundary
point x, π(x) denotes the index number of the plane containing x. ξ(x) denotes the in-
dex number of its corresponding neighboring plane. Segmentation is only applied to the
reference image. After the transformation parameters are estimated for each pixel of the
reference image, the corresponding pixels in the target image are obtained by exploiting
the transformation.

Global Constraint

By using the parameters obtained in section 6.3.1 independently for each plane, different
planes may be matched to the same region in the target image. A global constraint is
required to ensure that the transformation of planes is consistent. As shown in Figure
6.3, the boundary points between two planes should be transformed to the same point
using the parameters of the two planes. For each boundary point, we minimize the L2

distance between the warped coordinates using the transformation of two neighboring
planes. This is defined by:

Eglobal =

M∑
i=1

∑
bj∈Bi

|W (Tπ(bj), bj)−W (Tξ(bj), bj)|
2, (6.5)

where Tπ(bj) is the parameter of the plane to which bj belongs. Tξ(bj) is the parameter of
its neighboring plane, and Bi are the boundary points of plane i. Here, we assume that
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each boundary point has a single neighboring boundary point. If there many neighboring
boundaries, we randomly select one.

Cost Function

To ensure robustness against orientation, illumination and occlusion, an energy function
is defined for each plane similar to [11, 12]. Nevertheless, the planar models proposed
here are affine transformations while the model used in [11, 12] is a nonparametric flow
field. In fact, the energy of each plane is integrated to obtain the data term of the energy
function.

Edata =

M∑
i=1

{
∑
x∈Pi

Ψ(|It(W (Ti, x))− Ir(x)|2)+

β
∑
x∈Pi

Ψ(| 5 It(W (Ti, x))−5Ir(x)|2)+

γ
∑
x∈Pi

δ(x)Ψ(|f(It(W (Ti, x)))− f(Ir(x))|2)},

(6.6)

where It and Ir are the intensity values of the two images. 5It and5Ir are the gradients
of the matched images. f(It(W (Ti, x))) and f(Ir(x)) are the HOG descriptors [29] of
the warped target image and the reference image, respectively. δ(x) is 1 if there is a
descriptor available in image Ir, otherwise, it is 0. The HOG descriptors are computed
at every fourth pixel in the x and y-direction. The function Ψ(·) is:

Ψ(x2) =
√
x2 + ε2, where ε = 0.01. (6.7)

Finally, the energy function combines both the data term for each plane and the global
constraint for all the planes is given by:

E = Edata + α · Eglobal. (6.8)

6.3.3 Minimization

The aim is to minimize the data term and the global constraint term iteratively. During
the minimization process, planes with high matching residuals are segmented and planes
with similar parameters are merged. This process involves four steps which are executed
iteratively until convergence or until a fixed number of iterations is reached (Algorithm
2).

1) Minimizing the global constraint Eglobal: To minimize the global constraint, planes
which are properly aligned are used to constrain other planes. For each plane Pi, the
following measurement is computed:

Φ(i) = εi + λ ∗ ϕ(i), (6.9)
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Algorithm 2: Minimization
Input:
Planes: P1,P2,...,Pm
parameters for each plane: T1,T2,...,Tm
while no converge or not reaching maximum iteration do

Minimize the energy Eglobal
Re-segment the plane with the largest residual
Minimize Energy Edata
Re-merge planes with similar parameters

Output:
Planes: P1,P2,...,Pn
parameters for each plane: T1,T2,...,Tn.

where εi is defined by eq. 6.1 and ϕ(i) is the distance between one plane and its neigh-
boring planes:

ϕ(i) =
∑

x∈Bi

|W (Tπ(x), x)−W (Tξ(x), x)|2 (6.10)

If Φ(i) of plane Pi is larger than that of its neighboring plane Pj , all boundary points
between these two planes are active boundary points of plane Pi and inactive boundary
points of plane Pj .

For plane Pi and the group of corresponding active boundary points Ai ⊂ Bi, points
Ai are warped using the parameters of plane Pi and the parameters of its neighboring
planes to obtain two groups of warped points C1(i) and C2(i) respectively, as shown in
Figure 6.4. The distance of these two groups of warped points needs to be minimized. In
order to achieve this, an affine model is fitted between these two groups of warped points
and the parameters of plane Pi are updated:

Ti ← Hg(i) ∗ Ti, (6.11)

where Hg(i) is a 3 × 3 matrix by fitting an affine transformation model between C1(i)
and C2(i). For robustness, the parameter of a plane is updated only if the ratio of active
boundary points is larger than a threshold (e.g0.7 in our experiments). To ensure that
the aligned regions are not distorted by other regions, the planes are considered in the
ranking order of the number of their active boundary points.

2) Re-segment a plane with the largest residual: A region is matched by computing the
homography model if the region contains only one plane. However, larger regions may
be constituted by more than one plane. Therefore, we use a matching residual to measure
the matching score. The regions with the highest matching residual are segmented into
smaller ones. The matching metric for each plane is defined by:

εm(i) = εr(i) ∗ τ(Pi). (6.12)

εr(i) is defined by eq. 6.1. τ(Pi) is the ratio between the area of plane Pi and the size of
the entire image.
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(a) (b)

Figure 6.4: Minimizing Eglobal for each plane. (a) Active boundary points. Given that
the matching residual of the ground plane is larger than that of all its neighbors, all the
boundary points are active boundary points for this plane. (b) Top image: the green points
are transformed using their own parameters and the red points are transformed using the
parameters of their neighbors. (b) Bottom image: result after fitting an affine model.

Given that a large pool of segments is generated during the initialization step, for the
purpose of efficiency, one segment is selected from the pool to generate the new region.
To select the new region, each segment is assigned a score:

ω(j) = exp(−(
sum(Pi

⋂
Sj)

sum(Pi)
− 0.5)2), (6.13)

where sum(Pi
⋂
Sj) is the size of the overlapping area of plane Pi and segment Sj .

sum(Pi) is the area of plane Pi. Suppose a segment Smax which has the highest score is
obtained, then plane Pi is segmented into two planes Pi

⋂
Smax and Pi − (Pi

⋂
Smax).

3) Minimize the energy Edata: the data term of each plane is minimized individually.
For each plane Pi, its corresponding region Fi is obtained in the target image by warping
Pi employing the parameters computed in the previous iteration. By warping region Fi
using the inverse transformation T−1i of plane Pi, we obtain a region Gi. Subsequently,
a flow field is estimated by using the method of [11]. After the flow field is obtained, a
set of corresponding points is generated for fitting an affine modelHd(i) using RANSAC
[47]. The new parameters for plane Pi are defined by:

Ti ← Ti ∗Hd(i). (6.14)

To provide robustness for the flow field, both planes Pi and region Gi are expanded
by 20% in our experiment before computing the flow. Only the flow inside the original
plane Pi is used to fit the affine model.

4) Re-merge planes with similar parameters: planes which have similar parameters
are merged. Suppose there are two neighboring planes Pi, Pj , the two planes are warped
using the corresponding parameters Ti and Tj respectively resulting in two sets of warped
coordinates Ki and Kj . The parameters of the two planes are then exchanged to obtain
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Figure 6.5: A dataset example with ground truth registration. For each pair of images,
100-300 corresponding locations are manually labeled.

another two sets of warped coordinates K ′i, K
′
j . If the average distance between K ′i

and Ki and the average distance between K ′j and Kj are both smaller than a threshold
(e.g2 pixels in our experiment), planes Pi and Pj are merged and the parameters are
updated by the parameters of the joint plane of Pi and Pj . To avoid infinite loops, planes
which were previously segmented are not merged. Planes are considered in order of their
corresponding energy values (eq. 6.6).

6.4 Experiments

The proposed method is evaluated on two datasets with scales ranging from 0.5 to 2 and
viewing angles from 0 to 90 degrees. In section 6.4.1, the datasets and the experimental
setup are discussed. Section 6.4.2 analyzes the influence of the initialization step. In
6.4.3, the method is compared to the state-of-the-art. Finally, section 6.4.5 presents an
application of the proposed method.

6.4.1 Datasets and Experimental Setup
The algorithm is tested on two datasets. The first dataset is obtained by Mikolajczyk et
al. [95]. The other dataset is new and created by the authors (publicly available). This
is because there is no public available dataset with ground truth annotations for image
registration with large viewpoint variations. We have collected 20 pairs of images and
manually labeled 100 to 300 corresponding locations for each pair. Figure 6.5 shows an
example from our dataset. The selected images are collected from other papers [87, 88]
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or from the Internet. These images are selected as they are taken under challenging imag-
ing conditions including large changes in illumination and viewpoint, repeating patterns,
moving objects and occlusion. The root-mean-square-error (RMSE) is used to measure
the difference between the ground-truth coordinates and the warped coordinates for each
location labeled in the images.

In our experiments, we set β = 5 and γ = 300 as suggested by [11]. For more details
on the optimization of those parameters, please refer [11]. The parameter µ controls the
balance between the descriptor and geometrical information and is set to µ = 0.1. α is
set to 1. The maximum iteration number is set 10. These parameter settings work best in
our experiments.

6.4.2 Influence of the Initialization

(a) (b)

(a) (b)

Figure 6.6: The influence of the initial step on the final result. (a) Two input images
to be matched. (b) The performance of our method for different initializations. The x-
axis denotes the area size of the initial regions used. The y-axis is the matching error
with respect to the ground-truth annotations. The initial error is the matching error after
initialization. The final error is the matching error after performing minimization.

We study the influence of the initialization step by changing the number of regions
used as a starting point. Specifically, regions are selected with sizes larger than a thresh-
old ranging from 0.01 to 1 (where the image size is normalized to 1). Hence, for a
low threshold, the minimization process mainly consists of merging small starting re-
gions into larger ones. For higher thresholds, the method starts with large regions (e.gthe
whole image), and the minimization process mainly consists of splitting large starting
regions into smaller ones.
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As shown in Figure 6.6, the influence of the initialization depends on the image con-
tent. For images containing highly discriminative patterns, such as the car in Figure 6.6
(a)-top, the initial step is of minor importance. Even when using a global affine model
(i.ethreshold = 1), the method provides high accuracy. On the other hand, for images con-
taining many repeating patterns, such as the floor and wall in Figure 6.6 (b)-bottom, the
initial step is of crucial importance. Patterns are aligned piece by piece during the min-
imization step. Nonetheless, it is more challenging to align regions with only repeating
patterns.

6.4.3 Comparison to the State-of-the-Art: Ground Truth Dataset

In this section, the proposed algorithm is compared to four state-of-the-art methods:
LDOF [11], SIFT-flow [89], Lin et al’s [88] and PiecewiseAAM [94]. LDOF [11] and
SIFT-flow [89] are both non-parametric algorithms. LDOF [11] builds an energy func-
tion considering both intensity and texture descriptors. By minimizing an energy function
with a smooth constraint, a flow field is obtained for each pixel. SIFT-flow [89] densely
extract SIFT feature for each pixel. By minimizing the L2 distance in feature space in a
coarse to fine manner, the method is able to compute a flow field for matching two images
with a large difference in image appearance. Lin et al’s [88] propose a parametric algo-
rithm to match two sets of unmatched key-points. By smoothly varying the deviation of
the affine model of each point by a global affine model, it computes a geometric transfor-
mation for each pixel. We also compare our method to the matching algorithm described
in [94]. For AAM [94], each image is divided into a set of triangles based on a number of
predefined key-points (e.g. eye corner). However, for general images, key-points are not
predefined. We firstly use ASIFT [140] to find a set of matched pairs of key-points. Then
triangulation is applied on those points. For each triangle, an affine model is obtained
by fitting the three vertexes of the triangle. For regions with no key-points detected, the
global affine model is used. We call this baseline PiecewiseAAM in our experiments.

In Table 6.1, the average matching error of the different algorithms are shown. We
also show the error of a number of image pairs in Figure 6.7. From the results, it can be
derived that the performance of LDOF [11] and SIFT-flow [89] is not very robust. For
some of the tested images, although the viewpoint change is not very large, LDOF [11]
and SIFT-flow [89] provide low accuracy, especially for pairs containing moving objects
or repeating patterns. Since LDOF [11] and SIFT-flow [89] are nonparametric methods,
these algorithms compute corresponding locations under a smoothness constraint. When
there are moving objects or repeating patterns, they may end up in a local minimum.
In Lin et al’s [88] method, the performance is reasonable when the viewpoint changes
are relatively small. However, the performance decreases when the viewpoint changes
drastically. When the viewpoint change is very large, the initial global affine model used
in Lin et al’s [88] method is far from the actual matching problem. A smooth change
from the global affine may fail to capture the real transformation. Since PiecewiseAAM
[94] is designed for specific images (e.g. faces or medical images), it is hard to define the
key-points for general images. If one defines the key-points to be Harris corners, then
a small number of outliers may result in a large error of the final result. Furthermore,
one triangle may span two planar regions. Since the proposed algorithm detects planar
regions using figure-ground segmentation and applies an affine model to each planar
region, it decreases the chance for regions to span planes. A global constraint is used
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Table 6.1: Average error of algorithms. The average root-mean-square-error (RMSE) is used to
measure the difference between the ground-truth coordinates and the warped coordinates (Unit:
pixel).

Methods LDOF [11] SiftFlow [89] Lin et al. [88]
Error 62.61 30.13 13.26
Methods PiecewiseAAM [94] Ours
Error 8.30 4.72

Figure 6.7: The proposed method is compared to three state-of-the-art algorithms, LDOF
[11], SiftFlow [89], Lin et al. [88], on the proposed dataset. For each pair of images, the
distances between the ground-truth locations and the warped locations are shown.

to ensure that the regions are tightly connected, so that outliers of matching are reduced.
With these two properties, the proposed algorithm outperforms other methods. A number
of visual results are shown in Figure 6.8.

To get more insight in the algorithm, we study how the energy value changes with the
iterations. Since the two terms in the energy function of eq. 6.8 is minimized in two steps
iteratively, the energy may increase in one iteration. The energy values of three pairs of
images are shown in Figure 6.9. The energy of each pair is subtracted by the minimum
energy value of the pair. Figure 6.9(a) shows the energy value of each iteration. Since
there are two steps of minimization for each iteration, we also show the energy after
each step of each iteration in Figure 6.9(b). Figure 6.9(a) shows that after each iteration,
the energy decreases gradually and remains constant after 10-20 iterations. During each
iteration, since the two terms in the energy function eq. 6.8 are minimized iteratively,
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Figure 6.8: Top to bottom: reference image, target image, final planes of our method,
our warp of target image, overlay of [11], overlay of [89], overlay of Lin et al.[88] and
overlay of our method. All overlay images are shown with the warped target image where
the green channel is replaced by the reference image.
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(a) Total energy of each iteration (b) Total energy of each step

Figure 6.9: The energy minimization process per iteration. Here, the minimization pro-
cess of three pairs of images is shown. The energy of each pair is subtracted by the
minimum energy value of the pair. Figure (a) shows the energy per iteration. Figure (b)
shows the energy after each step of one iteration (since there are two steps per iteration,
(b) has double points than (a)).

Table 6.2: Average time needed to align two images for different sizes (Small: 307×204, Middle:
614×408 and Big: 1228×816) (Unit: seconds).

Methods LDOF [11] SiftFlow [89] Lin et al. [88]
Small 4 8 323
Middle 20 33 1742
Big 75 142 10803
Methods PiecewiseAAM [94] Ours
Small 3 201
Middle 150 917
Big 161 1256

the energy may increase, as shown in Figure 6.9(b). But this does not influence the final
result, to our experience, after 10 iterations, the matching result is visually good enough
in general. To guarantee convergence, we indeed use a stop condition in the optimization
process. If the energy starts to increase at iteration t, the algorithm is ended and the
parameters of iteration t-1 are used. In our experiments, this was the case for 3 out of 20
pairs of images.

The average computation time is shown in Table 6.2. We run the algorithms on
a computer containing an Intel Xeon CPU E31270 3.40GHz. The time shown is the
average time. The pictorial complexity of the images may influence the matching time.
For example, Lin et al. [88] need more time if there are more key-points detected.
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(a) (b) (c) (d)

Figure 6.10: Results on the dataset of Mikolajczyk et al. [95]. (a) Reference image. (b)
Target image. (c) Overlay of Lin et al.[88] and (d) overlay of our method. All the overlay
images are shown with the warped target image where the green channel is replaced by
that of the reference image.

6.4.4 Comparison to the State-of-the-Art on the dataset of Miko-
lajczyk.

We evaluate our method on the dataset of Mikolajczyk et al. [95] and compare our
method with Lin et al’s [88] method. Although we have shown that the advantage of our
method is on matching images with large viewpoint changes, the results on this dataset
show that our method performs also properly when matching images containing large
rotation and scale changes. Some illustrative results are shown in Figure 6.10.

6.4.5 Application

Viewpoint Changing and Image Editing: The application chosen is automatic image
editing. Imagine that someone is taking pictures of famous, known scenes. If the person
is not satisfied with the viewpoint or the scene, it is possible to modify the picture using
the proposed method. To this end, images could be retrieved from the Internet which have
been taken from the same scene. Images are then matched by our method. By applying
Poission blending [105], a new image with a different viewpoint and/or a different scene
is obtained. The result is shown in Figure 6.11.
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Figure 6.11: Changing the viewpoint and editing image using images from the Internet.
The top left is an image taken at Mogao Caves. We uploaded this image in the image
search engine of Google and obtained another image of the same scene. Using our image
matching method, we have aligned these two images and obtained a new image from a
different viewpoint.

6.5 Conclusion

A method is proposed for matching two images containing large viewpoint changes. The
method exploits different types of information, such as intensity, gradient, texture and
epipolar geometry. By relaxing the global geometric transformation through a piecewise
alignment approach, the proposed method is able to handle complex camera motions.
The proposed method is more flexible than traditional parametric methods for matching
images with a large parallax. Our approach can handle scenes with repeating patterns
which is a crucial problem for non-parametric methods.

We compared the performance of our method to four other algorithms on two differ-
ent datasets. The experiments show that our method obtains robust and accurate image
alignment and outperforms state-of-the-art methods.
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7
Summary and Conclusion

7.1 Summary

In this thesis, we have discussed how to exploit the image structures in several computer
vision topics. In chapter 2, we proposed a structural model to jointly predict the age,
expression and gender from a face. By modeling facial regions with latent variables, we
learn the relationship of different variables and improve the prediction accuracy for each
task. In chapter 3, we proposed a framework to generate the 3D reconstruction from a
single image. We firstly predict the geometrical structure of a scene, then generate the
3D layout of the image using the predicted geometrical structure as prior information. In
chapter 4, we extract the primary object across videos. By building a graphical model
on top of several videos, the primary object is extracted for each frame. In chapter 5, we
using deep learning to learn the features and structures of images to predict the illuminant
of scenes. Since deep learning benefits from large training dataset, we proposed a data
augmentation method to generate training images. In chapter 6, an image alignment
algorithm is presented. We proposed a piecewise based algorithm to address the problem
of aligning images with large view-point difference and non-planar assumption. In the
following sections, we give a more detailed summary of each chapter.

Chapter 2: Expression-Invariant Age Estimation Using Structured Learning.
Accurately estimating the human age is vital for facial analysis. However, in some

cases, human faces are recorded with expressions. Those expressions may harm the
estimating accuracy because of the wrinkles exposed when showing expressions. To
this end, we proposed a new algorithm to learn an expression-invariant age estimation
predictor. In chapter 2, we jointly learn age and expression in a latent structural SVM
framework. This is conducted by adding a latent layer between the image features and
the output labels (i.e. age and expression).

The proposed algorithm is evaluated on three datasets (i.e. FACES, Lifespan and
NEMO). Compared to independent learning algorithms which are trained for one single
task, the proposed method improves with 14.43%, 37.75% and 9.3% for the FACES,
Lifespan and NEMO datasets respectively. We have also shown that the model is very
flexible to add more tasks (e.g. gender estimation) for extension.

Chapter 3: Extracting 3D Layout from a Single Image Using Global Image Struc-
tures.

Scene understanding is one of the key challenges in computer vision. Most of the
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scene images can be classified into a set of limited categories based on their geometrical
structures. Therefore, to generate the 3D layout of a single image, we firstly predict the
geometrical structure of the image. Then, using the predicted geometrical structure as a
prior, the 3D layout of an image is generated.

Instead of learning a direct mapping between the input image and the geometrical
structures category, a set of templates have been used to model the subtopics of differ-
ent geometrical subregions. With those templates, the relationship of the subtopics and
the output type is learned. The experiments have shown that the classification accuracy
improves by 4.5% compared to other state-of-the-art algorithms. Using the predicted
geometrical structural type, a random walk based segmentation algorithm is used to gen-
erate the 3D layout. To evaluate the proposed algorithm, we collected a large dataset
with ground-truth layout labels. The experiments show that the proposed algorithm out-
performs other state-of-the-art algorithms by 11.7%.

Chapter 4: Extracting Primary Objects by Video Co-Segmentation.
Extracting objects from a video has many applications, such as video summary and

video editing. Existing approaches mostly use motion and objectness features to extract
objects in a video. These traditional methods may fail in the case of multiple objects
assuming that one object may occur in different videos, a structural model is exploited to
model the intra and inter video relationships of the primary object. By inferring on the
model, one object proposal is selected for each frame. Further, we build an appearance
model on the selected object proposals and refine the segmentation on each frame.

The proposed algorithm is evaluated on two datasets and compared to other state-of-
the-art algorithms. In comparison to other algorithms, it improves by 1.5% on MOViCS
and 7.8% on the New Sport Dataset. By repeating the algorithm multiple times, multiple
objects are extracted.

Chapter 5: Color Constancy by Deep Learning.
Traditionally, structural learning algorithms use handcrafted features with predefined

structures for training. In this chapter, we have proposed a framework using deep learn-
ing for color constancy. The color constancy problem is formulated into a regression
problem. A three-steps training strategy is proposed to learn better features for color
constancy. Since deep learning benefits from large size of training data, we proposed a
method to generate more training images.

The proposed algorithm is evaluated on two widely used datasets, namely the Gray-
ball dataset and the Colorchecker dataset. Compare to other algorithms, the proposed
algorithm has mainly has two advantages. Firstly, it is more accurate. On the Grayball
dataset, the proposed algorithm improves the state-of-the-art by 9%. On the Colorchecker
dataset, the proposed algorithm has comparable results to other algorithms. Second, it is
very efficient. Using GPU, the proposed algorithm can process images with more than
100 fps which means real-time performance.

Chapter 6: Image Alignment by Piecewise Planar Region Matching.
Image is structurally organized. Using those structure, we align two images pixel by

pixel. Traditional image alignment algorithms assume affine transformation and hence
are constrained to planar scenes and small view point differences. In this chapter, we pro-
posed a new algorithm which can handle non-affine transformation and large view point
difference. Specifically, an image is segmented into region on which, affine transforma-
tion is applied on each piece. A global constraint is exploited to ensure that the boundary
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point of each region is tightly aligned with each other. The combined optimization prob-
lem is solved in a EM like framework.

The experiments show that the proposed algorithm is able to align two images with
large view point differences. When the viewpoint difference is large, the proposed algo-
rithm outperforms other algorithms.

7.2 Conclusion

This thesis aimed to exploit image structures for image and video understanding in com-
puter vision.

Since geometrical structures occur in images at different levels, we start with studying
the structures of human faces which have fixed structures. A structural model is proposed
to where a set of latent variables are used to model the states of local facial patches. On
top of those latent variables, multiple output variables (e.g. age, gender and expression)
are jointly estimated. Since the relationships of different attributes are jointly learned in
the model, the performance of each single task is boosted by using the information from
other tasks. Our experiments show that joint learning outperforms independent learning.

Then, we investigated the structures in generic images. Since these images have no
fixed or loosely composed structures like faces, we use a set of templates to model the
geometrical layout of images. For each template, a latent variable was used to model
the sub-topic of each sub-region. By exploiting the structures of general images, the
performance of stage classification was improved. Due to the high accuracy of stage
classification, the global geometrical information was used as prior information to extract
the 3D layout of an image.

Besides images, we also investigate the structures of videos. A structured model was
proposed to extract the objects from videos. By exploiting intra-video and inter-video
structures, we use the information of different videos to provide video object segmenta-
tion.

Since deep learning has the ability to learn features and structures automatically from
the training data, we use deep neural networks to estimate the light source of an image.
A training strategy with three training steps is used to train the model. By using the
pre-trained model, ImageNet dataset is used which has a large amount of labeled images.
These pre-training step give the model very good initial parameters for color constancy.
Beside pre-training, we also generate a large size of images has been created with illu-
minant labels by a new data augmentation method for color constancy. The experiments
showed that the proposed algorithm outperforms the state-of-the-art by 9%.

Observing that under large viewpoint difference, the assumption of global affine
transformation may not hold for two images of the same scene. To address this, we
propose a model to align two images locally. In this model, we use a global constraint
to ensure that the images are aligned without any holes or overlaps. The experiments
showed that the proposed algorithm generate better alignment than other algorithms un-
der large viewpoint difference.
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Samenvatting

In dit proefschrift hebben we onderzocht hoe men gebruik kan maken van beeld struc-
turen in verschillende beeld herkenningsproblemen. In hoofdstuk 2 stellen we een struc-
tureel model voor dat de leeftijd, expressie en geslacht van gezichten kan voorspellen.
Door gezichten te modelleren met verborgen variabelen, kan de relatie tussen deze vari-
abele worden geleerd waardoor de nauwkeurigheid van elke taak wordt verbeterd. In
hoofdstuk 3 stellen we methode waarmee van n enkele afbeelding een 3D scene gecreerd
kan worden. Hiervoor wordt eerst de geometrische structuur van de scene verkregen,
waarna de 3D-layout kan worden uitgerekend door gebruik te maken van de voorspelde
geometrische structuur. In hoofdstuk 4 stellen we een methode voor waarmee het meest
belangrijke object in een video kan worden achterhaald. Door het maken van een grafisch
model voor verschillende, maar vergelijkbare video’s, kan het primaire object per frame
worden achterhaald. In hoofdstuk 5 maken we gebruik van diep leren om eigenschap-
pen en structuren van afbeeldingen te leren voor het schatten van de richting van de
lichtbron. Aangezien diep leren een grote hoeveelheid data nodig heeft, stellen we
een methode voor waarmee afbeeldingen gegenereerd kunnen worden om zodoende een
dataset te creren die groot genoeg is voor diep leren. In hoofdstuk 6 wordt een beeld-
uitlijningsalgoritme gepresenteerd. Met dit werk stellen we een stuksgewijs algoritme
voor om het probleem van beeld-uitlijning met veel verschillende invalshoeken op te
lossen. Deze thesis draagt op vele manieren bij aan het begrip van beeld en video. Door
gebruik te maken van van structuren in beeld en video’s op verschillende niveaus, is het
mogelijk om een steentje bij te dragen aan het begrip op het gebied van beeld herkenning.
Wij zijn van mening dat de structuren van afbeeldingen en video’s kan helpen deze beter
te begrijpen en dat er meer inspanningen moeten worden genvesteerd in dit onderwerp.
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