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ABSTRACT
The recurrent neural network and its variants have shown great success in processing sequences
in recent years. However, these neural networks have not aroused much attention in the process
monitoring literature. Whereas the flexibility and outstanding performance of these models enable
them to be solutions to many problem settings within process monitoring. One such problem set-
ting is process data with inherent time-varying variability, an aspect of data that is often ignored.
Therefore, this paper proposes a prospectivemonitoringmethod for detecting structural changes in
data with inherent time-varying variability. We integrate long short-termmemory (LSTM) prediction
intervals with a neural network (NN) for variability prediction to detect structural changes in data
online. We compare our proposed method to benchmarks in a simulation study, showing that the
proposedmodel outperforms other NN-based predictive monitoringmethods for mean shift detec-
tion. The proposed method is also applied in two case studies to sensor data, which confirms that
the proposed method is an effective technique for detecting shifts.
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1. Introduction

The rapid development in information technology and
the increasing use of sensors and computers make it pos-
sible to measure the performance of (industrial) systems
in real-time. These data are becoming an integral part of
health management and decision-making. One aspect of
health management is using sensor data for continuous
and real-time monitoring of systems in order to detect
changes ( e.g. indicating possible system failures). One
promisingmethod for change detection is the application
of neural network (NN) models, which are well known
for their ability to effectively deal with massive sensor
data.

Hence, the development of anomaly detection and
predictive monitoring methods based on NN mod-
els has attracted attention in the literature. For exam-
ple, Pugh (1989) proposed a NN based on linear separa-
tion of the data problem, and studied their method via
simulation experiments and on three labelled datasets.
Another approach is to use pattern recognition. For
example, De la Torre Gutiérrez and Pham (2018) pro-
posed three control chart pattern recognition systems for
three special stationary time series processes. Yu (2019)
proposed a stacked de-noising auto-encoder (SDAE)
model-based approach for feature learning and high

CONTACT Jiaqi Qiu j.qiu@uva.nl Department of Business Analytics, Amsterdam Business School, University of Amsterdam, Plantage Muidergracht 12,
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dimensional process pattern recognition. Fuqua andRaz-
zaghi (2020) developed a cost-sensitive convolution neu-
ral network (CSCNN) for imbalanced process pattern
recognition. And Maged and Xie (2022) proposed a
CNN for variable input sizes (VIS-CNN) to monitor sig-
nals with different lengths. Arkat, Taghi Akhavan Niaki,
and Abbasi (2007) proposed an ANN-based CUSUM
chart to monitor multivariate AR(1) processes. Chen
and Yu (2019) proposed an RNN-based residual charts
method to detect mean shifts in AR processes. Maged
et al. (2024) proposed VAE-LSTM-based T2 charts to
detect faults in time-dependent high-dimensional pro-
cesses. The reader is referred to Tran et al. (2022)
for a more comprehensive list of papers on this gen-
eral topic. An alternative to NN models is conven-
tional time series models. However, it is well docu-
mented that artificial neural network (ANN) performs
better than ARIMA in forecasting stock price (Adebiyi,
Oluyinka Adewumi, and Korede Ayo 2014; Chen and
Lai 2011; Wijaya, Kom, and Alam Napitupulu 2010)
obtained the same results in short-term wind speed
forecasting.

Nevertheless, there still exist some challenges in apply-
ing NN for change detection in real-time. The exist-
ing methods require (1) numerous and reliable labelled
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sensor data in training and (2) that the training data has
stable variability over time.

Reliable labels for sensor data in real life are not always
straightforward to collect. They are often very expensive
to obtain, as it has to be collectedmanually. In addition, in
our experience, the engineers might not precisely know
the current operating condition of the system, hence,
making labelling impossible. To deal with the challenge
of unlabelled data, the current work usually obtains labels
from simulations of statistic models (De la Torre Gutiér-
rez and Pham 2018; Fuqua and Razzaghi 2020; Maged
and Xie 2022; Yu 2019). However, this leads to another
challenge: in-control behaviours may be too complex
to simulate accurately since the sensor data are often
noisy and non-stable. This means that the training sam-
ple establishment is somewhat troublesome, as Weese
et al. (2016) mentioned. In addition, in practice, the
out-of-control patterns may be more complicated than
the simulated patterns, or they may even be unknown
patterns.

The second challenge is the assumption of the exis-
tence of a stable training data set with constant variability
over time. In certain applications, this is impossible, as
time-varying variability is often an inherent aspect of the
process. In particular, seasonality can influence the vari-
ability of the process under study, like the variability of
daily traffic flows changes periodically. The variability
in vibration may be affected by workload of the com-
ponent. For example, Wang and Maria Zwetsloot (2024)
consider sensor data that show time-varying variability.
When data or data collection processes are affected by
the environment and these dynamic external influences
are difficult to control the data may show time-varying
variability. Existing monitoring methods, assume stable
variability over time and thus ignore this heteroscedastic-
ity, which in turn may heavily affect the change detection
performance.

In this work, we introduce a novel long short-term
memory (LSTM)-based anomaly detection framework
for the scenario where the data have time-varying noise.
We choose to use the LSTM model to deal with the first
challenge as LSTMmodels are trained by taking the value
of the next time stamp as the label. To effectively deal
with data with time-varying noise, the noise is separately
treated as aleatoric and epistemic. The bootstrap method
is first applied to reduce and estimate the epistemic
uncertainty. Then, we explicitly model the time-varying
aleatoric uncertainty and predict it using an ANN by
maximising the log-likelihood. The choice of using the
ANN model can ensure the variance is positive by using
the exponential activation function and maximise the
log-likelihood by minimising the minus log-likelihood
as the error term. After these, we build the control chart

to prospectively monitor the data online. The design of
our monitoring method is novel as we are the first to
separately model the time-varying noise in the data (the
aleatoric noise modelled by an ANN) from the epistemic
noise (modelled by an LSTM). This allows us to have
more control over the false alarm rate as well as a quicker
detection of process shifts.

Therefore, the main contributions of our work is the
development of real-time anomaly detection framework,
that:

• Does not rely on labelled data as the LSTM model is
trained on the data itself.

• Allows for time-varying variability in the training data
through a data uncertainty quantification module.

We study the performance of our method and compare
it with an existing method through simulation and an
ablation study. In addition, we implement ourmethod on
two case studies. The first case focuses on vibration data,
and shows that our proposedmonitoringmethod is effec-
tive in detecting changes in vibration data which show
time-varying variability and for which there are no labels
available. The second case study shows that our method
is very flexible as this data has a very different structure
to the first case study.

The remaining parts of this paper are organised as
follows. The next section gives an introduction to the
technique used in this paper. Our proposed model is
introduced and discussed in Section 3. The theoretical
performance of our model and simulation experiments,
including an ablation study, are presented in Section 4.
We present two implementations of our model on esca-
lator vibration and energy data in Section 5. We discuss
the model implementation, applicability and validity in
Section 6. In the final section, the conclusion of this paper
is drawn and future work is discussed.

2. LSTMmodel

This section gives a brief overview of the LSTM models
utilised in our approach. The LSTMmodel is a recurrent
neural network and a variant of the ElmanRNN, themost
well-known RNN (Elman 1990). RNN structure mod-
els have attracted great attention in time series predic-
tion in sequential learning like text generating (Sutskever,
Martens, and Hinton 2011), speech recognition (Graves,
Mohamed, and Hinton 2013) and so on. However, learn-
ing long-term dependencies is challenging for the Elman
RNN. The LSTM models proposed by Hochreiter and
Schmidhuber (1997) are not affected by this deficiency by
introducing a memory cell in the hidden layer. The most
famous and commonly used LSTMmodel was proposed
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by Gers, Schmidhuber, and Cummins (2000) which adds
a forget gate in the LSTM unit to reset the LSTM when
the contents in the memory cells become irrelevant.

Thus, in this work, an LSTM unit is a recurrent archi-
tecture with an input, output, and forget gate, and the
LSTM model consists of a sequence of LSTM units and
a fully connected layer. The following formulas describe
its computation :

it = σ(xtUi + ht−1Wi), (1)

ot = σ(xtUo + ht−1Wo), (2)

ft = σ(xtUf + ht−1Wf ), (3)

C̃t = tanh(xtUg + ht−1Wg), (4)

Ct = σ(ft ∗ Ct−1 + it ∗ C̃t), (5)

ht = tanh(Ct ∗ ot), (6)

where it , ot , and ft denote input, output, and forget gate,
respectively. U and W denote the weights for the input
and hidden layers. Sigmoid σ and hyperbolic tangent
tanh are the non-linear activation functions. C̃t repre-
sents the candidate value of the memory block, and Ct
is the current value of the memory block. The output of
an LSTM unit is ht , as shown in (6). And a sequence of
outputs from LSTM units will be the input to a fully con-
nected layer. After that, the result yt = �w · �h + b is the
final output of the model.

3. Proposedmodel

In this section, we introduce our proposed model.
First, Section 3.1 discusses the assumed data structure.
Details of our proposed model are discussed in Sec-
tions 3.2 and 3.3.

3.1. Data

Denote the observed time series by X = {xi}. We assume
that these data contain noise with time-varying variabil-
ity, which is a frequently encountered aspect in practi-
cal scenarios. Similarly to Heskes (1996), we model our
series as

ti = f (�xi) + εxi , (7)

where εxi is the random time-varying noise in the data.
And f (·) transforms the observed times series into a
quantity of interest denoted by ti. For example, it could
take out seasonality and other autocorrelation effects to
yield a residual (vibration) component. As the relation-
ship of f (·) can be complex, we use an LSTM model to
approximate it as f̂ (�xi). However, any trained model will
always have some modeling error, denoted by εf̂ . Thus,

Equation (7) can be written as follows:

ti − f̂ (�xi) = (f (�xi) − f̂ (�xi)) + εxi . (8)

Assuming that the two error terms are independent, the
standard deviations can be written as:

σ 2
total = σ 2

f̂
+ σ 2

εxi
, (9)

where σ 2
total denotes the variance of two error term, σ 2

f̂
represents the variance of the error term from the model,
and σ 2

εxi
is the time-dependent variance of the data noise.

In addition, the dataset X is split into training and
test sets. In order to apply the LSTM network, both data
sets are restructured by themoving windowmethod with
length w. That is, the two sets consist of w-dimension
vectors �xi = (xi, xi+1, . . . , xi+w−1). Therefore, we have
Xtrain = {�xp} and Xtest = {�xq}.

3.2. Phase I: offline training

Our proposed model is illustrated in Figure 1 and con-
sists of two phases. The first phase is the offline training
phase, while the online monitoring is the second phase.
We assume that the data in the training set (Phase I) are
in-control. With in-control we mean that the underly-
ing process is operating in a constant mode and hence
the resulting data show a constant expectation (with pos-
sible seasonality) and that the variability may vary with
time as long as it is finite. In Phase I, the prediction
model and the variability estimation model are trained
on these in-control data. These models are used in Phase
II to detect whether the data are in-control or if the pro-
cess has shifted. In the offline training, there are three
steps: model training, model uncertainty quantification
and data uncertainty quantification.

The dataset is reorganised to a set of data pairs
{(�xi, li)} to train the LSTM networks, where �xi =
(xi, xi+1, . . . , xi+w−1) is the input and li = xi+w is the
value of the one-time step after �xi as the label. The
bootstrap method is employed to reduce and estimate
the epistemic uncertainty. Thus, the data pairs (�xi, li) in
Xtrain are resampled with the resample size n. There are
b bootstrap subsets regarded as B1, . . . ,Bb. In each set
Bj, an LSTM model fj is trained, as shown in the ‘Model
Training’ in Figure 1. Even though using the bootstrap
method has some drawbacks, like neglecting the complex
interactions and sources of uncertainty within the model
parameters, it is preferred over the Bayesian method
for estimating the epistemic uncertainty. This preference
arises because the Bayesian method needs more com-
putational resources for computing the Hessian matrix
of deep learning models during training and the output
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Figure 1. Proposed Model Framework.

gradient when building prediction intervals. In contrast,
the bootstrap method only needs to apply b+1 models
when estimating the uncertainty in online monitoring.
The complexity of the proposed model is further dis-
cussed in Section 3.4. Khosravi et al. (2011) showed that
the bootstrapmethods need less computational load than
the Bayesian method. Given the good performance of
the presented bootstrap approach, we believe this is a
valid trade-off. Meanwhile, when estimating uncertainty
in data with time-varying noise, the presented bootstrap
approach can benefit from performing consistently and
responding appropriately to the uncertainty level in data.
The training is finished by early-stopping through the
model performance on the validation dataset. This vali-
dation set comprises the data points inXtrain but not inBj,
also called the out-of-bag (OOB) samples. The early stop-
ping is employed to avoid over-fitting. Over-fitted model
can always send false alarms while monitoring, as the
model becomes overly sensitive to the specific training
sets.

After training b LSTM models, a less biased predic-
tion f̂ (�xi) is made, with regard to �xi, by averaging all the
outputs from b subsets, i.e.

f̂ (�xi) = 1
b

b∑
j=1

fj(�xi). (10)

Next, the variance of the model uncertainty can be esti-
mated, as shown in the ‘Model Uncertainty Quantifica-
tion’ in Figure 1, as follows:

σ̂ 2
f̂

= 1
b − 1

b∑
j=1

(
fj(�xi) − f̂ (�xi)

)2
. (11)

The time-varying data noise terms can be estimated after
the model uncertainty is given based on Equation (9). It

is obvious that

σ 2
ε � E((t − f̂ )2) − σ 2

f̂
.

Thus, we can calculate the remaining residuals r2i to
estimate the variance of the noise by

r2i = max
{(

li − f̂ (�xi) − σ 2
f̂i
,
)}

,

where r2i and the corresponding �xi compose a set of pairs
D = {(r2i , �xi)}.

Another ANN F(·)with one hidden layer is trained on
D to estimate the variance of data noise by minimising
the negative component in the log-likelihood function,
i.e. the loss function C is denoted as follows:

C = 1
2

n∑
i=1

(
r2i
σ 2

εi

+ ln(σ 2
εi)

)
. (12)

Meanwhile, the activation function for the output layer
is selected to be exponential ensuring a strictly positive
variance σ 2

εi . Thus, the data noise σεi can be estimated
as σ̂ 2

εi = F(�xi), like presented in the ‘Data Uncertainty
Quantification’ in Figure 1.

After the three steps in Phase I, we construct
Shewhart-type charts based on the prediction f̂ (�xi) for
�xi+w by setting the upper control limit (UCL) and lower
control limit (LCL) equal to

UCLi+w = f̂ (�xi) + z · s(�xi),
LCLi+w = f̂ (�xi) − z · s(�xi),

(13)

where z is an appropriate quantile from the standard
normal distribution, and s(�xi) =

√
σ̂ 2

εi + σ̂ 2
f̂
.



2626 J. QIU ET AL.

3.3. Phase II onlinemonitoring

In the onlinemonitoring phase, without loss of generality,
we assume that the xn+1 is the point for monitoring. We
then select �xn−w+1 = (xn−w+1, xn−w+2, . . . , xn) as the
input to the model. The estimated prediction f̂ (�xn−w+1)

and the variance of two error term s(xi) are equal to

f̂ (�xn−w+1) = 1
b

b∑
j=1

fj(�xn−w+1), s(�xn−w+1) =
√

σ̂ 2
ε + σ̂ 2

f̂
,

where, σ̂ 2
f̂

= 1
b−1

∑b
j=1(fb(�xn−w+1) − f̂ (�xn−w+1))

2, and

σ̂ 2
εn−w+1

= F(�xn−w+1). Then, the control limits are set as

UCLn+1 = f̂ (�xn−w+1) + z · s(�xn−w+1),

LCLn+1 = f̂ (�xn−w+1) − z · s(�xn−w+1).

Thus, xn+1 is in-control if xn+1 ∈ [LCLn+1,UCLn+1],
otherwise, it is deemed to be out-of-control.

3.4. Complexity

The computational costs are mainly from the offline
training. The cost in online monitoring is only for apply-
ing the model to �xn+1. As Gers, Schmidhuber, and Cum-
mins (2000) discussed, the computation complexity of
the standard LSTM network per weight and time step is
O(1). The complexity of the proposedmodel is estimated
as O(BTd2h), where B, T, d

2
h are the number of bootstrap

subsets, window size and the dimension of LSTM hidden
state vectors, respectively. The computation complexity
of the data uncertainty quantification usingANN for esti-
mating the time-varying noise is much less than that of
LSTMs.

4. Simulation study

The proposedmethod is implemented on simulation data
to evaluate its effectiveness, and the performances of our
method is compared to a benchmark method as well as
ablated versions of our proposal method. The generation
of simulation data is presented in Section 4.1. Themetrics
for evaluating the model performances are introduced
in Section 4.2. We present two ablated models alongside
a benchmark model as comparisons in Section 4.3. The
comparison model setups and results with analysis are
discussed in Section 4.4.

4.1. Experiment description

We wish to simulate data with autocorrelation and time-
varying variability.We believe that these are two common

aspects observed in real applications. Hence, the simu-
lated data are generated by AR(1)-GARCH(1,1) model,
i.e. the data linearly depends on the previous values and
on a time-varying error term. The formulation is as fol-
lows:

xt = φ · xt−1 + δ + εt , (14)

where εt = σ · zt , σ ∼ N(0, 1), z2t = α0 + α1 · ε2t−1 +
β · z2t−1, and δ is the shift. There are T = 500 points gen-
erated by (14) with a random seed. A mean shift δ is set
equal to (0, 0.25, 0.50, 0.75, 1.0, 1.5, 2.0) from τ = 401.
This means that the first 400 data points are in-control
and the next 100 data points are out-of-control with a
mean shift. When the shift is 0, all points are in-control.
A thousand of random seeds are selected from a range of
20,000 to 120,000 in increments of 100. This means the
experiments are repeated r = 1000 times on data gener-
ated using a different seed. The GARCH parameters are
set to be constant in all experiments, while theARparam-
eter φ used in the simulation is set to at 0.1, 0.5 and 0.9.
Thus, there are 21,000 sets of simulation data generated.

4.2. Performancemetrics

There are four performance metrics used: false alarm
probability (FAP), conditional expected delay (CED),
detection rate (DR), and detection recall rate (DRR).
Denote the time of change by τ , for our simulation study
τ = 401. And denoted by tA the time of first alarm.

The empirical FAP is used to evaluate the in-control
performance of the selected models, denoted by P(tA <

τ). The FAP should ideally be equal to a pre-selected rate
α used to set z in Equation (13). The quantile z is directly
controlling the FAP, where a larger z makes the FAP
smaller. The FAP is also affected by the hyper-parameters,
as they influence the learning performances of the neural
network models. Thus, a poor learning performance will
lead to a poor FAP. The window size also plays an essen-
tial role in controlling FAP. A relatively smaller window
size indicates a higher FAP.

The CED measures conditional time steps between
the time of change t = τ and the time of an alarm tA.
From Frisén (2009), it is denoted by

CED(t) = E [tA − τ |tA ≥ τ ] . (15)

A smaller CED indicates a quicker detection of the
change.

The DR shows the ability whether a model can detect
the change, and it is denoted by

DR = E [I [τ ≤ tA ≤ T]] , (16)

where I is the indicator function denoting if a signal is
observed or not, and T is the size of the given dataset.
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Table 1. Model Comparison.

Proposed Ablated Ablated RNNModel
Model Model A Model B Chen and Yu (2019)

Neural
Network
Model

LSTM LSTM LSTM RNN

Bootstrap
Method

� � × ×
Uncertainty
Quantifica-
tion

� × × ×

In this simulation, the control charts will not be reset
when it triggers an alarm. Thus, we can observe multiple
alarms in theT data points and themore alarms signalled,
the more accurate the charts can detect changes. Based
on this, we include another metric that can measure this
accuracy, the recall rate, which is the fraction of the points
after the change detected as alarms, denoted by

Recall = n
T − τ

(17)

where n is the number of triggered alarms and T − τ is
the total number of points with a mean shift. In our sim-
ulation, T − τ = 100. A larger recall rate indicates better
detection performance.

4.3. Comparisonmodels

To evaluate the performance of our proposedmethod, we
compare its performancewith amodel proposed byChen
and Yu (2019). The reason why this method is chosen
is that the structure of this model is comparable to the
proposed model, as it is also based on deep learning.
Note that we looked for other benchmark methods but
that there are not that many existing methods using deep
learning that are applicable to data with time varying
noise, and for which there is code available (or at least
detailed implementation instructions). In addition, we
execute an ablation study, including two ablated models
for comparisons. These benchmark methods are applied
to showcase the importance of each part of the proposed
method. The differences between our model and these
three models are presented in Table 1.

4.3.1. RNN-residual charts
This method proposed by Chen and Yu (2019) uses RNN
to fit the time series model. The RNN is well-trained
when the prediction errors meet the predetermined
requirement. The distribution of residuals between pre-
diction and sample points is then estimated. The residual
charts are built by the estimated variance and mean. This
estimated mean shall be small and close to zero. This
method has a comparable structure to our model. The
main difference between the twomethods is the approach

to constructing the control chart. This method deter-
mines the control limit directly based on the distribution
of residuals, while our method gives more precise con-
trol limits by quantifying the time-varying data noise and
model error separately. Since there is no open-access code
of themethod, wewrote the code ourselves based on their
conception.

4.3.2. Ablation study
The idea of an ablation study in machine learning is
used to understand more about a model’s behaviour.
In our comparison, we design two ablated models. The
first one, named as Ablated A, ablates the part of esti-
mating the time varying noise, i.e. the ANN used to
estimate the data noise (the ‘Data Uncertainty Quantifi-
cation’ in Figure 1). Thus, the control charts are built by
the distribution of residuals between the less biased pre-
dictions and labels. The second model is called Ablated
B, which ablates the part of the prediction interval con-
struction, i.e. both bootstrap and ANN (the ‘Bootstrap’
and ‘Data Uncertainty Quantification’ in Figure 1). This
means that the LSTM model is used to predict the value
at the next time step, and the residuals between the
predicted value and the observed value are calculated.
Based on the distribution of these residuals, the residual
chart is built. Hence, the Ablated model B is compara-
ble to the RNN-residual charts but uses an LSTM neural
network.

4.3.3. Complexity
The RNN-residual charts model has the time complex-
ity O(Td2h), as it uses the RNN model directly. This is the
same as the complexity of Ablated B model, while the
Ablated A model has the time complexity O(BTd2h).

4.4. Simulation results

Given 500 generated simulation data points, the first 350
of 400 in-control points are used for training, while 50
in-control and 100 out-of-control points are used for test-
ing. The simulation data are re-structured by the moving
window method for the LSTM and RNN.

There are two simulation experiments made, and they
are set up as follows. The first experiment is used to
decide the hyper-parameters, while the second is set
to compare the performances of the three models. In
the first simulation, models are implemented on the
datasets where δ = 0. The in-control performances of
the three methods are measured by the FAP. Hyper-
parameters of the three models are settled when the FAP
is close to 0.02. The FAP of the three methods is shown
in Table 2. The hyper-parameters of LSTM models are
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Table 2. FAP of four models.

AR parameters LSTM Ablated A Ablated B RNN

φ = 0.1 0.0185 0.0177 0.0175 0.0178
φ = 0.5 0.0186 0.0195 0.0189 0.0187
φ = 0.9 0.0174 0.0237 0.0211 0.0204

Table 3. Hyper-parameters of the proposed model.

Window size Learning rate Epoch Batch size

5 0.01 300 32

shown in Table 3, while the learning rate of the ANN set
to 0.02.

In the second simulation, three models with the afore-
mentioned parameters are implemented in the simula-
tion datasets where δ > 0. The DR, CED and recall rate
are calculated to compare their performances. Table 4
presents the DR, CED and Recall of three models on
various AR(1)-GARCH(1) processes with different mean
shifts, and Figures 2 to 4 illustrate the performances of
the four models. The proposed method outperforms the
other methods in most instances. There are only slight
differences among the fourmodels’ performances on pro-
cesses with a tiny mean shift (δ = 0.25) or a large mean
shift (δ ≥ 2) in most scenarios.

Firstly, the proposed model has the highest DR in all
scenarios. The DR of all methods can reach 95% when
the mean shift is not small (δ ≥ 1.0), except the ablated
method on a highly auto-correlated processwithφ = 0.9,
as listed in Table 4 and illustrated in Figure 2.

Secondly, as presented in Figure 3, all four methods
can detect significant changes (δ ≥ 1.5) within 5 time
steps, if φ = 0.1 or 0.5. The ability to detect shifts quickly
deteriorates for strongly auto-correlated processes (φ =
0.9) for the ablated B and RNNmethod. Except for situa-
tionwhen themean shifts is tiny(δ = 0.25), the proposed
model can always manage to detect signals earlier than
others. Thirdly, as displayed in Figure 4, there are always
more points that the proposed model can detect. How-
ever, all methods capture only a few data with a mean
shift when the δ is not larger than 1.0. More specifically,
when δ ≤ 0.75, the recall rate of the fourmethods are rel-
atively close to each other, as their difference is less than
1.Meanwhile, all methods can only capture less than 10%
signals when δ is small (δ ≤ 1). Fourthly, the results of the
ablated model B and RNN residual charts show that the
choice of RNN or LSTMdoes not show a huge difference,
when φ ≤ 0.5. But RNN charts work better than ablated
B, when φ = 0.9. This is expected as RNN theoretically
should outperform an LSTM when the long-term mem-
ory is required (i.e. strongly auto-correlated processes).
The comparison results between the two ablated mod-
els provide the evidence to confirm that obtaining less Ta
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Figure 2. DR Comparison of four models. (a) φ = 0.1. (b) φ = 0.5 and (c) φ = 0.9.

Figure 3. CED Comparison of four models. (a) φ = 0.1. (b) φ = 0.5 and (c) φ = 0.9.

Figure 4. Recall Comparison of four models. (a) φ = 0.1. (b) φ = 0.5 and (c) φ = 0.9.

biased predictions by bootstrapping is essential for bet-
ter anomaly detection, especially, when φ = 0.9. The
uncertainty quantification is also essential, as the pro-
posed model outperforms the ablated model A in most
cases.

Finally, all these conclusions have been replicated on
an second simulation study with synthetic data gener-
ated using a new set of random seeds. More details can
be found in the Appendix.

5. Case study

In this section, the performance of the proposed method
is validated by implementing it on two datasets with
time-varying variability: vibration and energy consump-
tion data of escalators in Hong Kong subway stations. In
the first case, the variability of the data is time-varying
because of component degradation, while seasonality
influences the data variability in the energy case. Read-
ers are referred to Zwetsloot et al. (2023) for more details
of this case study.

5.1. Vibration

The proposedmethod is applied on an escalator vibration
dataset tomonitor the operating health status of the esca-
lator. There are eight data streams from sensors attached
to the motor, gearbox, tension carriage and main drive.
Data are collected three times a day during the escala-
tor’s working period. In this case study, a whole year of
data, from January 2021 to January 2022, from a single
vibration sensor of an escalator, are selected.

The raw vibration data are transferred to the frequency
domain by fast Fourier transformation and averaged on
each frequency. After that, the averaged vibration spec-
trum is summarised into At values, denoted by

At =
√
n21 + n22 + · · · + n2n

1.5
,

where ni, i = 1, 2, . . . , is the amplitude value of the
corresponding frequency. This is a standard trans-
formation used to compare vibration levels to ISO
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Figure 5. Raw At values in both Phases.

Figure 6. Results on Vibration Test Dataset.

standard (International Organization for Standardiza-
tion 2022). Figure 5 presents the processed sensor data in
the selected period. The x-axis shows the timeline, while
theAt values are on the y-axis. Data from January to early
August 2021 are regarded as phase I and used for train-
ing. The phase II data to be monitored are from August
to the end of 2021, and are the testing dataset.

Preventive maintenance to escalators is performed
every two weeks, so we set the length of the moving time
window as 14 days. This also means that the passenger
pattern repeats twice as it shows a weekly (and daily) pat-
tern. Both training and test datasets are restructured by
the moving window.

For implementation of our method, we first train our
model on the Phase I data and next run it on the test
data which are visualised in Figure 6. The proposed
charts triggers 29 alarms in total. The first alarm sig-
nal is on September 7, which we relate to a preven-
tive maintenance event on the night of September 6.
Since then, the escalator operating status seems to have
changed.

5.2. Energy

On the energy dataset, the proposed model is used to
monitor the energy consumption of an upward escalator.
Monitoring energy enables real-time detection of unex-
pected shutdowns. The data are collected from an energy
metre every minute. Thus, there are 1 440 points every
24 hours. As the escalators in Hong Kong subway sta-
tions work from about 5:30 am to 12:30 am, service days
are defined from 4 am to the following day 4 am. The
datesmentioned in this case study are service dates rather
than calendar dates. In this case, energy consumption
of an escalator in five weeks from October 24, 2022 to
November 28, 2022 are selected, as shown in Figure 7(a).
The minute-wise raw data are averaged every half hour,
which scales down the size from 1,440 to 48 points a day.
The data collected during the non-working period, from
12:30 am to 5:30 am, are also filtered out, as our focus
is on the energy consumption during normal operating
time. Therefore, 37 data points for each day are included.
The processed data are plotted in Figure 7(b). The data of
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Figure 7. Energy Case Study Data. (a) Raw Energy Data and (b) Processed Energy Data.

the first two weeks, from October 24 to November 7, are
used to train the proposed model. The last three weeks’
data are used for monitoring. Similarly to Section 5.1,
both training and test dataset are restructured by the
moving window approach for LSTM model application.
And the length of the moving window is set to 37, which
is the length of daily energy data and takes the daily
pattern into consideration. From the processed data in
Figure 7(b), it is obvious there are two different energy
consumption patterns onweekdays andweekends, which
indicates the processed data present two seasonal com-
ponents. In addition, there are two drops on November
15 and 21, respectively, which indicate two unexpected
shutdowns during operation. The fiveweekly averages are
plotted in Figure 8 as five horizontal lines. They show that
the first two and the fourth weeks have relatively con-
stant averages while there are shifts (δ > 0) in the third
and final week. The moving ranges are also computed to
study the variability of all processed data over time, pre-
sented in Figure 8. Except the two extremely large jumps
in the data, the moving ranges show the similar season-
ality as the energy data itself. That is, the variability is
time-varying. Thus, the proposed method is expected to
fit well on this dataset.

After the model is trained, the monitor results are
depicted in Figure 9. There are thirteen signals triggered
by various reasons. The first six alarms are caused by the
mean shift, and the four signals on November 15 and
21 reflects two unexpected shutdown. In the last week,
there are three alarms raised, two of which are caused by
another mean shift, while the last of which we deem as a
false alarm.

6. Discussion

In this section, we discuss how the model can be imple-
mented in practice, for which problems this model is
applicable, and how to evaluate the validity of the model.

6.1. Implementation

The code for replicating the results in this paper
as well as to implement our method is available on
https://github.com/jq-q/LSTMCharts. To monitor data,
our proposed model can be applied with the following
steps, where steps 1-4 are retrospective steps, step 5 is the
prospective monitoring step and step 6 concerns model
maintenance and validity.
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Figure 8. Processed Data with Weekly Average and Moving Range. (a) Processed Data with Weekly Average and (b) Moving Range of
Processed Data.

Figure 9. Results on Energy Test Dataset.

(1) Collect data to be monitored and perform a Phase
I study which includes verifying that the data are
in-control. For our method to be most worthwhile
that data should have time-varying variability as an
inherent data aspect (see Section 6.2 for a more
detailed discussion). See (Zwetsloot, Jones-Farmer,
andWoodall 2023) for details on performing a Phase
I study.

(2) Set the following hyper parameters:
(a) (a)w: the window size. We suggest a window size

between 5 and 20, where higher values enable

detection of smaller shifts quicker (see Appendix
2 for details)

(b) (b)b: the number of bootstrap subsets. Larger b
makes for a more precise estimation, however it
requires more computing resources. Thus, this
trade-off depends on the application. In our case
studies and simulations, we set b=90.

(c) (c)Learning-rate, Epoch and batch size need to
be set for training the LSTM and ANNmodel. In
our applicationwe selected values as presented in
Table 3.
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(d) (d)z: width of the prediction interval. The larger z
the lower the FAP and vice versa. In our study we
take z = 3 which is a standard value but the user
can modify according to their FAP tolerance.

(3) Restructure the Phase I data into windows with
labels.

(4) Train the LSTM and ANN using the restructured
data.

(5) Obtain Phase II data online and for each new data
point compare it to the prediction interval of our
model.

(6) As a final step, the user should evaluate model
fit regularly, which is discussed in more detail in
Section 6.3.

6.2. Model applicability

Most monitoring methods (implicitly) assume that the
process shows stable variability overtime in the in-control
scenario. However, if this assumption is not met and
the method does not take this time-varying variability
into account, it usually results in false alarm rates that
change over timemaking the performance of thesemeth-
ods unpredictable. Though the time-varying variability
is not a ubiquitous data aspect, it is neither uncommon.
For example, systems which show seasonality and/or are
affected by external factors typically have inherent time-
varying noise which is part of the in-control process.

There is always a trade-off between the model com-
plexity and general applicability and accuracy of the
model. We believe that the complexity of our model is in
balance with ensuring predictable performance. As our
method has a constant false alarm rate and it’s detec-
tion performance is not affected by the time-varying
noise in the process. However, using our method on data
with constant variability would give good detection per-
formance but it is also unnecessarily complex for that
objective. The complexity and computational efforts of
our method are only apparent in the training phase (step
4) and hence only need to be executed once. This makes
implementing themodel in real-time efficient as no train-
ing or complex computations are needed as new data
points come in.

In addition, in step 1, we assume that the training data
are clean and in-control, an assumption rarely met in
practice. In our case studies Section 5, we implemented
our proposed model on real data for which it was (also)
impossible to verify this ‘clean data’ assumption. The
model was trained using the available data and was able
to detect structure changes. Hence, these two cases illus-
trate that the model can handle training data that is ‘not
very clean’ during the offline training phase by bootstrap-
ping. Though thiswarrants some extra research the initial

results are positive and the model seems robust to the
‘clean data’ assumption. For our performance evaluation
we have only considered sustained shifts, however the
proposed model can also detect outliers as illustrated in
the energy case study Figure 9.

6.3. Model validity and complexity

Over time processes change and hence as we accumulate
data, it is likely that the trained model will not perfectly
capture the current process anymore. Hence, as argued
in Zwetsloot, Jones-Farmer, andWoodall (2023), a mon-
itoring procedure should always have a regular model
maintenance step in which the model validity is verified.
The regular refitting for the model based on recent data
without signals is the key to keep high performance.

The prediction model we use in the proposed frame-
work is the one-layer LSTM model. However, there are
more complicated deep learning models to choose from,
like stacked LSTM models with more LSTM layers. As
usual this is a consideration determined by the trade-off
between accuracy and uncertainty. A more complicated
model may achieve better prediction performances but
requires larger datasets and more computing resources.
The simulation results show the one-layer LSTMmodel is
capable of coping with the data with time-varying noise.
The more complicated models may suit more complex
situations and this trade-off is an interesting topic for
future research.

7. Conclusion

This paper proposed an effective approach to predictive
monitoring of sensor data based on LSTMnetworks. The
time series sensor data are fed into bootstrapped LSTM
models and an ANN. The outputs of LSTM models are
used to estimate a less biased prediction and the epis-
temic uncertainty, while the ANN outputs the estimated
variances of sensor data noise. Finally, a Shewhart-type
control chart is constructed on the predictions and these
two variances. By applying the LSTM model, this work
does not rely on the labelled data in the training. And the
uncertainty quantification modules allow the method to
deal with the time-varying variability.

The proposed model is compared with other meth-
ods in simulations using CED, DR, and recall rate. The
comparison results show that quantifying the variances
separately makes the proposed model significantly out-
perform the other models. And the escalator case study
tests the performance of the proposed model. The results
confirm the effectiveness and usability of the model. In
the future, this model can be developed to monitor mul-
tivariate data and data with non-Gaussian time-varying
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noise. In addition, the future studies can help make more
responsible decisions by explaining the black-box model
used in the proposed methods.
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Appendices

Appendix 1. Validation simulation study

In this appendix, the second simulation experiment is con-
ducted for validating the performances of our proposedmodel.
In this experiment, the random seeds are selected in a different
way. We set the random seeds from 200 to 3200 in steps of 3.
Apart from the random seeds all other simulation settings have
been kept identical to those described in Section 4.1. Under this
scenario, Table A1 lists the FAP of the four models. And the
results of CED, DR and recall rate are listed in Table A2, which
validate the out-performance of the proposed model.

The differences between the two simulations are compared
in absolute percentages, which are presented in brackets in
Table A2. The changes of most results are less than 5%. When
the AR parameter φ = 0.9 and themean shift δ = 2.0, the CED
of the ablatedmodel B has 13.3% absolute percentage difference
on two simulations, which is the largest change. Overall it can
be concluded that the results are only slightly influenced by the
choice of random seed.

Appendix 2. Time window length simulation
study

In this appendix, we evaluate various settings for the hyper-
parameter w (time window length) and how this impacts the
FAP performance. For this we conduct an additional simula-
tion studywhich is similar to the simulation setups as presented
in Section 4 except that we vary w. Summarising the data are
generated from the AR(1)-GARCH(1) model and we set 1000
random seeds from 20,000 to 120,000 in steps of 100. We set
φ = 0.5 and window sizes to w = 3, 5, 10, and 20. We com-
pute the CED, DR and Recall and the results can be found in
TableA3 andFigureA1. TableA3 shows that the longerwindow
size results in slightly increasing FAP. However, the difference
in FAP across the window sizes is small. Figure A1 shows that
the larger window leads to a higher detection ability for espe-
cially small shift sizes (δ < 1.5). Note that when δ > 2.0 the
recall drops to 80, this is because the large window leads to
fewer points in the online monitoring to be detected. Over-
all, the model is robust to the choice of w. Where it does show
slight increased sensitive to the small changes in the mean for
larger w.

Table A1. FAP of all methods on different random seeds
selection.

AR parameters LSTM Ablated A Ablated B RNN

φ = 0.1 0.0182 0.0177 0.0174 0.0179
φ = 0.5 0.0181 0.0195 0.0198 0.0192
φ = 0.9 0.0173 0.0238 0.0220 0.0201
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Table A2. Results of another simulation with different random seeds selection.

DR CED Recall

AR Parameters Mean Shift LSTM Ablated A Ablated B RNN LSTM Ablated A Ablated B RNN LSTM Ablated A Ablated B RNN

φ = 0.1 0.25 0.74 (1.37) 0.70 (1.45) 0.68 (0.00) 0.70 (1.45) 37.84 (3.67) 38.94 (4.45) 39.03 (8.21) 38.76 (4.22) 2.17 (4.82) 2.17 (3.98) 2.15 (6.52) 2.12 (5.36)
0.50 0.89 (1.14) 0.85 (3.66) 0.83 (2.47) 0.85 (3.66) 30.67 (1.22) 31.62 (3.57) 32.58 (0.40) 31.37 (4.39) 3.15 (0.94) 2.97 (2.30) 2.93 (4.56) 3.00 (1.32)
0.75 0.96 (1.03) 0.95 (3.26) 0.94 (3.30) 0.94 (1.08) 20.83 (7.05) 24.81 (4.94) 24.81 (6.41) 24.55 (6.33) 5.17 (0.78) 4.46 (0.45) 4.39 (2.44) 4.47 (0.45)
1.00 1.00 (0.00) 0.98 (0.00) 0.97 (0.00) 0.98 (1.03) 12.52 (3.25) 16.51 (4.79) 17.23 (4.65) 16.37 (4.60) 9.33 (1.97) 7.60 (2.43) 7.38 (1.37) 7.59 (1.61)
1.50 1.00 (0.00) 1.00 (0.00) 1.00 (0.00) 1.00 (0.00) 2.99 (6.56) 4.88 (1.04) 5.11 (2.29) 4.91 (5.76) 30.35 (2.22) 23.83 (3.03) 23.12 (2.30) 23.65 (3.10)
2.00 1.00 (0.00) 1.00 (0.00) 1.00 (0.00) 1.00 (0.00) 0.73 (3.95) 0.98 (6.67) 1.05 (9.48) 1.03 (0.00) 63.72 (0.84) 57.45 (1.20) 56.20 (1.30) 56.64 (1.16)

φ = 0.5 0.25 0.76 (4.11) 0.72 (2.86) 0.68 (1.49) 0.70 (2.94) 37.84 (2.52) 37.95 (4.81) 38.16 (4.32) 38.64 (5.37) 2.17 (7.66) 2.29 (2.55) 2.38 (4.80) 2.31 (2.12)
0.50 0.90 (3.45) 0.87 (3.57) 0.82 (2.50) 0.84 (3.70) 30.20 (4.25) 31.18 (3.53) 31.85 (1.18) 31.99 (0.22) 3.15 (1.87) 3.16 (1.25) 3.19 (0.62) 3.04 (4.70)
0.75 0.97 (0.00) 0.95 (2.15) 0.92 (1.10) 0.94 (2.17) 20.69 (6.13) 23.59 (7.31) 25.30 (4.02) 24.93 (2.00) 5.25 (0.96) 4.77 (0.21) 4.85 (2.75) 4.68 (0.64)
1.00 1.00 (0.00) 0.98 (1.01) 0.97 (0.00) 0.98 (1.03) 12.11 (1.42) 15.27 (7.57) 17.58 (3.78) 16.71 (5.22) 9.59 (1.16) 8.09 (2.66) 7.80 (3.59) 7.64 (1.04)
1.50 1.00 (0.00) 1.00 (0.00) 1.00 (0.00) 1.00 (0.00) 2.91 (9.40) 4.57 (4.10) 5.87 (2.17) 5.16 (2.09) 31.32 (2.09) 25.27 (2.85) 22.82 (0.48) 23.52 (0.86)
2.00 1.00 (0.00) 1.00 (0.00) 1.00 (0.00) 1.00 (0.00) 0.71 (2.74) 0.85 (5.56) 1.34 (6.29) 1.09 (0.91) 64.30 (0.67) 59.21 (1.16) 54.11 (0.41) 55.80 (1.25)

φ = 0.9 0.25 0.65 (1.52) 0.67 (0.00) 0.54 (1.82) 0.62(1.59) 39.38 (0.03) 39.13 (4.35) 40.52 ( 3.29) 39.53 (1.15) 2.28 (1.30) 2.84 (0.71) 3.08 (5.12) 2.68 (1.90)
0.50 0.83 (2.47) 0.82 (3.80) 0.65 (1.56) 0.76(1.33) 32.77 (1.20) 33.77 (2.46) 36.08 ( 2.78) 35.05 (2.53) 3.05 (2.56) 3.57 (1.92) 3.84 (4.35) 3.34 (0.00)
0.75 0.95 (2.15) 0.92 (2.22) 0.76 (0.00) 0.85(1.16) 25.39 (4.61) 26.02 (2.62) 32.63 ( 2.10) 29.23 (2.02) 4.69 (2.49) 5.21 (3.37) 4.78 (4.82) 4.72 (1.07)
1.00 0.99 (1.02) 0.97 (1.04) 0.84 (0.00) 0.93(1.09) 15.90 (4.26) 18.95 (0.64) 27.44 ( 1.40) 22.48 (2.60) 8.24 (0.96) 8.07 (3.07) 6.48 (1.89) 7.07 (1.00)
1.50 1.00 (0.00) 1.00 (0.00) 0.94 (0.00) 0.99(1.02) 4.71 (7.28) 6.54 (0.30) 17.29 ( 3.72) 10.52 (0.57) 26.60 (2.31) 22.75 (2.99) 13.79 (1.40) 18.15 (0.71)
2.00 1.00 (0.00) 1.00 (0.00) 0.98 (0.00) 1.00(1.01) 1.38 (2.99) 1.40 (5.41) 9.35 (13.33) 3.65 (1.08) 57.62 (1.00) 53.62 (1.38) 29.31 (2.50) 42.61 (1.00)
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Table A3. FAP of various window size.

Window size 3 5 10 20

FAP 0.0174 0.0187 0.0209 0.0246

Figure A1. Performance comparison on various window size. (a) CED. (b) DR and (c) Recall.
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