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 A B S T R A C T

Association Rule Mining (ARM) is a knowledge discovery technique that identifies frequent patterns as logical 
implications within transaction datasets and has been applied across domains such as e-commerce, healthcare, 
and cyber–physical systems. However, many state-of-the-art ARM methods, typically algorithmic or nature-
inspired, suffer from rule explosion and long execution times. Aerial is a novel neurosymbolic ARM algorithm 
for tabular datasets that mitigates rule explosion using neural networks, while remaining compatible with 
existing approaches. Aerial transforms tables into transactions, uses an autoencoder to learn compact neural 
representations, and extracts logical rules from the neural representations. This paper presents PyAerial, a 
Python library that makes Aerial accessible and easy to use on generic tabular datasets for end users in a 
domain-independent way. Besides association rules, PyAerial can also be used to extract frequent itemsets, 
learn classification rules, apply item constraints to learn rules over the features of interest rather than all 
features, pre-discretize numerical data for ARM, and can be run on a GPU.

Code metadata

 Current code version v1.0.3  
 Permanent link to code/repository used for this code version https://github.com/ElsevierSoftwareX/SOFTX-D-25-00494  
 Permanent link to Reproducible Capsule https://codeocean.com/capsule/2772444/tree/v1  
 Legal Code License MIT License  
 Code versioning system used Git  
 Software code languages, tools, and services used Python  
 Compilation requirements, operating environments & dependencies Python 3.8 or above  
 If available Link to developer documentation/manual https://github.com/DiTEC-project/pyaerial  
 Support email for questions GitHub issues (https://github.com/DiTEC-project/pyaerial/issues)  

1. Motivation and significance

Association Rule Mining (ARM) is the knowledge discovery task 
of mining patterns in transaction databases — structured collections 
where each entry records a set of items involved in a transaction — 
in the form of logical implications [1], typically denoted as  →
, meaning ‘if  then ’. ARM has applications in a myriad of do-
mains, including healthcare [2], e-commerce [3], and cyber–physical 
systems [4]. The traditional ARM algorithms mostly include algorith-
mic [5] and optimization-based [6] methods, which often result in a 
high number of rules and long execution times, known as the rule 
explosion problem. In addition to knowledge discovery, ARM is utilized 
in downstream classification tasks as part of interpretable Machine 
Learning (ML)  models for high-stakes decision-making [7], and the rule 
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explosion problem propagates to the downstream tasks as processing a 
high number of rules is resource-intensive.

ARM is inherently a combinatorial problem due to the exponen-
tial search space of possible itemsets satisfying given rule quality 
criteria, causing rule explosion. Many combinatorial problems have 
recently been addressed using neural networks [8,9]. A state-of-the-art 
Neurosymbolic ARM approach (Aerial) has been recently introduced 
to tackle the rule explosion problem using neural networks for both 
Internet of Things (IoT) data [4,10] and generic tabular datasets [11] 
represented as transaction databases. Aerial has two steps: (i) it creates 
a compact neural representation of the data using an under-complete 
denoising Autoencoder [12], (ii) then extracts association rules from 
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Fig. 1. Rule mining pipeline of Aerial consists of data preparation, training, and rule extraction steps [11].

the neural representation using a novel rule extraction algorithm. In 
this way, Aerial can learn a concise set of high-quality association rules 
with full data coverage and facilitate downstream classification tasks 
significantly in terms of execution time and accuracy. The runtime 
analysis of Aerial in [4,11] shows that it is scalable on large datasets. 
Furthermore, Aerial is compatible with the existing work on tackling 
rule explosion, such as ARM with item constraints [13–15], top-k rule 
mining [16], and closed-itemset mining [17].
Contributions. This paper presents PyAerial (see Code metadata ta-
ble), a scalable and user-friendly Python library that brings the Aerial 
framework to generic tabular datasets. Main contributions:

• Ease of use: PyAerial makes the Aerial framework accessible to 
end users with just two lines of code, enabling domain-indepe-
ndent application on any tabular dataset.

• Customizability: The library allows users to fine-tune Aerial’s 
underlying Autoencoder architecture as well as the rule extraction 
process via simple, flexible parameter settings.

• Comprehensive functionality: PyAerial offers a rich set of fea-
tures:

– Mining frequent itemsets
– Extracting association rules
– Applying item constraints to both the antecedent and conse-
quent of rules, allowing targeted rule learning over selected 
features

– Discovering classification rules with a class label as the rule 
consequent

– Pre-discretizing numerical features for association rule min-
ing (ARM)

– Computing rule quality metrics such as support, confidence, 
coverage, and Zhang’s metric [18]

– Leveraging GPU acceleration for improved performance

2. Software description

This section provides a brief overview of Aerial to facilitate an 
understanding of the software architecture of PyAerial. For a detailed 
description and extensive evaluation of Aerial, please refer to [11].

Aerial ARM pipeline for tabular datasets consists of three main steps 
as shown in Fig.  1: (i) data preparation, (ii) training, and (iii) rule 
extraction.

• Data preparation. Tabular data is converted to transactions via 
one-hot encoding. Each transaction contains items that indicate 
the presence or absence of a certain value for each column of the 
table. Transactions are then converted to vector form for neural 
network training.

• Training. Aerial utilizes an under-complete denoising Autoen-
coder [19] to learn a compact representation of the tabular data. 
The Autoencoder learns to reconstruct each row of the table using 
the compact representation, and outputs a probability distribution 

per column, e.g., one probability value for each of the possible 
values in a column. In doing so, it learns the associations between 
columns of a table.

• Rule extraction. Aerial exploits the reconstruction feature of 
its Autoencoder architecture to extract association rules. After 
training, if a forward run on the trained model with a set of 
marked (column) categories 𝐴 results in successful reconstruction 
(high probability) of categories 𝐶, we say that marked features 𝐴
imply the successfully reconstructed features 𝐶, such that 𝐴 →

𝐶 ⧵ 𝐴 (no self-implication).

As shown in [4,11], Aerial results in a more concise number of 
high statistical quality rules with full data coverage than the state-
of-the-art approaches. Existing work on tackling the rule explosion 
problem can be incorporated into Aerial as exemplified in both [11] 
and implemented as part of the PyAerial Python package as described 
in Section 2.2.

Therefore, Aerial can be used in any domain with tabular data 
structures, both for knowledge discovery as well as downstream classi-
fication tasks for interpretable and high-stakes decision-making [7].

2.1. Software architecture

Fig.  2 shows the software architecture of PyAerial. The arrows 
going out from the user’s representation correspond to the modules 
that the users have access to. PyAerial consists of 5 main modules: 
(i) model, an under-complete denoising Autoencoder implementation 
using PyTorch [20], (ii) rule extraction module that extracts both 
frequent itemsets and association rules of different form, (iii) discretiza-
tion module that provides basic numerical data discretization method 
for ARM, (iv) rule quality module that provides the most common 
association rule quality metrics, and (v) data preparation module which 
the PyAerial itself uses for preparing the data for ARM.
Basic flow. PyAerial creates an under-complete denoising Autoencoder 
with a certain number of layers and dimensions that is decided au-
tomatically based on the input table dimensions. This is explained in 
detail in Section 2.2.1. Users can also choose to alter the Autoencoder 
architecture by changing the parameters of the train() function. 
Before training, the discretization module can be used to auto-identify 
numerical columns and discretize them for ARM. After training, the 
rule extraction module can be used to extract both frequent patterns of 
varying lengths or association rules with a given size and form. Lastly, 
the rule quality module provides a wide variety of quality metrics that 
are common in the ARM literature [6]. In the simplest use case of 
learning rules from a given table without fine-tuning, users can call 
the train() and generate_rules() functions to learn association 
rules in two simple steps.

2.2. Software functionalities

This section presents the functionalities of PyAerial.
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Fig. 2. PyAerial’s classes and functionalities as a UML diagram.

2.2.1. Association rule mining from tabular data.
The basic use case of PyAerial is to learn association rules from a 

given categorical tabular dataset in the form  → , where  is a set 
of items (value of a certain column) and  is a single item. This is done 
in two steps:

• Training. Upon calling the train(transactions:pandas
.Dataframe): Autoencoder function with a tabular dataset 
in a 2d pandas dataframe form [21], PyAerial first initializes 
an Autoencoder (given under the model module) with an auto-
selected number of layers and layer dimensions based on the 
table characteristics. This selection is derived from our extensive 
experiments in papers [4,11], however, fine-tuning of the hyper-
parameters may be required depending on dataset characteristics 
and application-specific goals of rule learning, which is described 
in detail in Section 2.2.6. By default, the number of layers is 
chosen based on the logarithm of the input size (base 16), and the 
hidden layer sizes are computed by gradually shrinking the input 
dimension down to the output size using a constant reduction 
ratio. This creates a symmetrical encoder–decoder architecture 
that compresses and reconstructs the data. PyAerial then one-hot 
encodes the given table, and performs an Autoencoder training 
with reconstruction success as the loss function, having probabil-
ities per column in the output layer. It then returns the trained 
Autoencoder instance.
In addition, users can also specify the number of layers and the 
dimension of each layer for fine-tuning. The following is a full list 
of parameters that can be adjusted by the users:

– transactions (pd.DataFrame, required): Input tabu-
lar data to be used for training the autoencoder.

– autoencoder (AutoEncoder, optional): Custom autoen-
coder instance; if not provided, a new one is created.

– noise_factor (float, optional): Amount of noise added 
to the input data for denoising, default is 0.5.

– lr (float, optional): Learning rate for the optimizer, de-
fault is 5e-3.

– epochs (int, optional): Number of training epochs, de-
fault is 1.

– batch_size (int, optional): Number of samples per ba-
tch, default is 2.

– num_workers (int, optional): Number of worker threads 
for data loading, default is 1.

– layer_dims (list, optional): Custom list of hidden layer 
dimensions; if not provided, defaults are computed automat-
ically.

– device (str, optional): Computation device to use (e.g.,
‘‘cuda’’ or ‘‘cpu’’); selected automatically if not 
specified.

• Rule extraction. The second step is to extract rules from the 
trained Autoencoder by calling the generate_rules
(trained_autoencoder): list function of the rule extrac-
tion module. This function uses Algorithm 1 of [11]. During 
training, the Autoencoder learns co-occurrence probabilities of 
column values as part of its compact neural representation. The 
rules are then extracted based on their antecedent and consequent 
co-occurrence probabilities. As a result, this function returns a list 
of association rules.
The following is the list of parameters of generate_rules
(...):

– autoencoder (AutoEncoder, required): A trained au-
toencoder used to extract association rules.

– features_of_interest (list, optional): A list of fea-
tures or feature-value pairs to constrain rule antecedents; 
format includes strings or dictionaries like {‘‘featu-
re’’: ‘‘value’’}. A string representing a column name 
will result in including all values of that column in the 
rule extraction, while a dictionary of feature-value pairs will 
only result in including the given values for that feature 
(column name) in the extraction.

– ant_similarity (float, optional): Minimum similar-
ity threshold for selecting antecedents; default is 0.5.

– cons_similarity (float, optional): Minimum similar-
ity threshold for selecting consequents; default is 0.8.

– max_antecedents (int, optional): Maximum number of 
features allowed in a rule’s antecedent; default is 2.

– target_classes (list, optional): A list of features or 
feature-values that should appear on the consequent side 
of the rules. This parameter has the same format as the
features_of_interest parameter.

A guideline on selecting the hyperparameters is given in Sec-
tion 2.2.6. 
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Table 1
Sample entries from the mushroom dataset in [22].
 cap-shape cap-surface cap-color bruises odor ... poisonous 
 b y w t l ... e  
 x y n t p ... p  
 b s y t l ... e  

2.2.2. Frequent itemset mining from tabular data
Another major feature of PyAerial is the ability to extract fre-

quently occurring patterns, frequent itemsets, from the trained Au-
toencoder. Similar to learning association rules, this is done in two 
steps: training and frequent pattern extraction. The training step is 
the same as in Section 2.2.1. Frequent itemset extraction is done 
using the generate_frequent_itemsets (trained_autoen-
coder: Autoencoder): list function. This function uses Algo-
rithm 2 of [11], and the extraction logic is similar to extracting associ-
ation rules. Given a set of marked itemsets 𝐼1, if the trained autoencoder 
successfully reconstructs a set of itemsets 𝐼2 based on a given recon-
struction probability threshold 𝜏𝑖, we say that 𝐼1 and 𝐼2 are frequent 
itemsets. Parameters are as follows:

• autoencoder (AutoEncoder, required): A trained autoen-
coder used to extract frequent itemsets.

• features_of_interest (list, optional): A list of features 
or feature-value pairs to constrain frequent itemsets. This pa-
rameter has the same format as the generate_rules(...)
function.

• similarity (float, optional): Minimum frequent itemset 
similarity threshold; default is 0.5.

• max_length (int, optional): Maximum number of items in 
each frequent itemset; default is 2.

2.2.3. ARM with item constraints
In some scenarios, users are primarily interested in associations in-

volving a subset of features rather than the entire feature set [13]. This 
task, known as ARM with item constraints, focuses rule discovery on 
selected features, which helps streamline post-processing and mitigates 
the rule explosion problem.

PyAerial supports this functionality through the features_of_
interest optional parameter in the train(...) function, as de-
scribed earlier. Users can specify features of interest either by listing 
specific feature-value pairs or by selecting entire features (including 
all their possible values). PyAerial then restricts rule extraction to the 
specified features of interest.

2.2.4. PyAerial on numerical values
ARM methods were initially tailored for categorical data [5], which 

then also extended into numerical features [6] either by pre-discretiz-
ation or using optimization-based methods. PyAerial can auto-identify 
numerical values and offers two of the common pre-discretization 
methods as part of the discretization module, equal-frequency 
and equal-width discretization [23].

equal_frequency_discretization (transactions: 
pandas.Dataframe, bins: int): pandas.Dataframe func-
tion of the discretization module identifies the numerical columns 
in the given transactions, splits them into a number of bins, ensuring 
that items in each interval have equal occurrence (frequency) in the 
data. equal_width_discretization (transactions: pan-
das.Dataframe, bins: int): pandas.Dataframe function 
splits the numerical features into a given number of bins based on equal 
interval ranges (width).

2.2.5. Learning class association rules for interpretable inference
Besides knowledge discovery, ARM is also used as part of inter-

pretable machine learning models, such as rule-based classifiers [24], 
for high-stakes decision-making [7]. These models build classifiers from 
a given set of association rules that have a class label on the right-hand 
side, also known as class association rules [25].

PyAerial supports this functionality via the target_classes
parameter of the generate_rules(...) function. Users can specify 
the target class (feature) name(s) using this parameter. PyAerial then 
restricts the rule extraction to rules that have the given class target 
class(es) in the right-hand side.

2.2.6. A guideline on debugging PyAerial and selecting the hyperparameters
This subsection provides a basic guideline for debugging PyAerial 

and selecting hyperparameters. For an extended version, please refer 
to the GitHub page.1 and the paper [11]
What to do when PyAerial does not learn any rules? If no rules 
are discovered, assuming the input data is properly prepared (e.g., dis-
cretized), several strategies may help. Increasing the number of training 
epochs may allow the model to better capture associations, though it 
comes with a risk of overfitting. Expanding the model’s capacity by 
increasing the number or dimensionality of layers can also help uncover 
more complex patterns. Additionally, lowering the ant_similarity
and cons_similarity thresholds — analogous to minimum support 
and confidence in traditional ARM — can increase the number of 
discovered rules, albeit with potentially weaker statistical rule quality 
strength.

What to do when PyAerial takes too much time or learns too many 
rules? Excessive rule generation or long training times typically indi-
cate a large search space. To mitigate this, one can start with a small 
search space (e.g., set max_antecedents=2) and increase gradually. 
Use of high values for ant_similarity and cons_similarity
(e.g., 0.5 and 0.9) can further restrict the rule space to only the most 
prominent associations. Reducing the number of epochs and network 
parameters can help prevent overfitting, especially in datasets with 
many rows and few columns, as this can potentially lead to a high 
number of obvious rules (low association strength). Rule learning can 
also be focused on specific features of interest using item constraints. 
For larger models, GPU acceleration is recommended.
Effect of hyperparameters. The ant_similarity parameter con-
trols the similarity threshold for antecedents and behaves similarly to a 
minimum support threshold—higher values yield fewer, higher-quality 
rules (though not the same). The cons_similarity parameter gov-
erns the similarity of consequents and corresponds to a joint confidence 
and interestingness filter—higher values improve rule quality and gen-
eralizability. The max_ antecedents parameter defines the maxi-
mum number of features in a rule’s antecedent; increasing this allows 
more expressive rules but expands the search space. Training-related 
parameters (e.g., epochs, number of layers, and latent dimensionality) 
influence both execution time and the model’s capacity to represent 
complex patterns. Shallow architectures may underfit, while overly 
deep ones risk overfitting and longer runtime. Based on the analysis 
in [11], for typical datasets with 𝑛 ≫ 𝑑, a two-layer encoder–decoder 
with decreasing dimensions and 2–5 epochs usually suffices to achieve 
meaningful rule discovery.

1 https://github.com/DiTEC-project/pyaerial#how-to-debug-aerial
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3. Illustrative examples

This section provides (i) easy installation steps and example us-
ages of PyAerial and (ii) a performance comparison of PyAerial with 
prominent ARM libraries.

3.1. Installation and usage

This section illustrates the installation and usage of PyAerial by 
making use of the mushroom dataset from the University of California, 
Irvine (UCI) ML repository [22]. This is due to the ease of data loading 
from the UCI ML repository in Python, so that readers can copy and 
paste the running code. The dataset contains mushroom features in the 
columns and mushroom instances in the rows (see Table  1).
PyAerial installation. PyAerial can be simply installed using pip:

1 pip install pyaerial

Listing 1 PyAerial can be easily installed via pip.

Learning association rules with PyAerial can be done as follows: (i) 
load the data, (ii) train the model, (iii) extract association rules:

1 from aerial import model, rule_extraction
2 from ucimlrepo import fetch_ucirepo
3

4 # 1. load the mushroom dataset
5 mushroom = fetch_ucirepo(id=73).data.

features
6

7 # 2. train an autoencoder on the loaded
table

8 trained_autoencoder = model.train(mushroom
)

9

10 # 3. extract association rules from the
autoencoder

11 association_rules = rule_extraction.
generate_rules(trained_autoencoder)

Listing 2 Using PyAerial for association rule mining from tabular data.

A sample association rule is shown below:

{cap-shape = 𝑥, cap-surface = 𝑓} → {odor = 𝑛}

Calculating rule quality metrics such as support, confidence, cov-
erage, and association strength (Zhang’s metric [18]) using PyAerial’s
rule_quality module as follows:

1 from aerial import rule_quality
2 ...
3 # 1. detailed rule quality measurements ,

including overall average statistics
4 average_stats , association_rules =

rule_quality.calculate_rule_stats(
association_rules , trained_autoencoder
.input_vectors)

5

6 # 2. calculate only the basic (support,
confidence) metrics per rule

7 association_rules = rule_quality.
calculate_basic_rule_stats(
association_rules , trained_autoencoder
.input_vectors)

Listing 3 Calculating association rule quality metrics with PyAerial.

In the first option, the 𝑎𝑣𝑒𝑟𝑎𝑔𝑒_𝑠𝑡𝑎𝑡𝑠 object includes the average rule 
quality over all the learned rules, while the updated 𝑎𝑠𝑠𝑜𝑐𝑖𝑎𝑡𝑖𝑜𝑛_𝑟𝑢𝑙𝑒𝑠
object now includes rule quality metrics for each rule:
{cap-shape = 𝑥, cap-surface = 𝑓} → {odor = 𝑛}

Support = 0.088,

Confidence = 0.617,

Zhang’s metric = 0.346,

Rule coverage = 0.143

The second option only calculates support and confidence for each 
rule.

Learning class association rules with PyAerial can be done using the
target_classes option of the generate_rules(...) function:

1 ...
2 # Learn rules with " poisonous " feature as

consequence
3 association_rules = rule_extraction.

generate_rules(trained_autoencoder ,
target_classes=[ " poisonous " ])

Listing 4 Learning class association rules with PyAerial.

An example class association rule with the ‘‘poisonous’’ label:
{cap-surface = 𝑓, spore-print-color = 𝑛} → {poisonous = 𝑒(𝚎𝚍𝚒𝚋𝚕𝚎)},

 confidence = 0.935

Visualizing association rules learned by Aerial is possible through 
the NiaARM [26,27] library. Please see our GitHub documentation 
to see how NiaARM can be used together with PyAerial to visualize 
association rules. One example visualization is given in Fig.  3.

Many more example usages of PyAerial for each of its functionalities 
can be found on the GitHub page.

3.2. Complementary benchmark

The performance of Aerial+ has been extensively evaluated in 
earlier work based on execution time, rule quality, and downstream 
classification tasks [4,11]. The goal of this subsection is to provide a 
complementary benchmark comparing PyAerial with prominent ARM 
libraries and algorithms.
Prominent ARM libraries. We compare PyAerial with the popular 
open-source algorithmic and optimization-based ARM libraries for cat-
egorical tabular data, which are given in Table  2, as well as another 
neurosymbolic method, ARM-AE [33]. Note that arulespy only offers 
a Python interface to the arules [34] library written in R and C, 
and NiaARM uses NiaPy [35] to execute nature-inspired optimization 
algorithms for ARM. Other notable libraries include NiaAutoARM [36], 
which focuses on auto-constructing ARM pipelines using stochastic 
population-based metaheuristics, and NiaARMTS [37], applying nu-
merical ARM to time series data. However, these libraries are not a di-
rect equivalent of PyAerial as they do not explicitly focus on categorical 
tabular data, and therefore are excluded from the comparison.

3.2.1. Execution time and number of rules analysis
This section illustrates PyAerial’s efficiency on a high-dimensional 

tabular dataset in terms of execution time and number of rules in com-
parison to 9 baselines implemented using the libraries from Table  2.
Baselines. The baselines include: Apriori [1] (implemented with arule-
spy), FP-Growth [38] (MLxtend and SPMF), ECLAT [39] (pyECLAT 
and arulespy), HMine [40] (MLxtend), ARM implementations of the 
optimization algorithms Differential Evolution (DE) [41] and Particle 
Swarm Optimization [42] for categorical data [43] (NiaARM), and 
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Fig. 3. Visualization of rule quality metrics for PyAerial association rules on the mushroom dataset, generated with the NiaARM library [26,27].

Table 2
Prominent ARM libraries for categorical tabular (or transactional) data.
 Library Language Type Notable Features  
 PyAerial Python Neurosymbolic Uses neural networks to learn prominent features. Supports item constraints, 

classification rules, GPU execution, and parallelization.
 

 MLxtend [28] Python Algorithmic Supports 4 fundamental ARM algorithms.  
 SPMF [29] Java Algorithmic Extensive collection of over 260 algorithmic pattern mining methods, including ARM. 
 pyECLAT [30] Python Algorithmic Simple Python interface for ECLAT.  
 arulespy [31] R and C Algorithmic Efficient implementation of 7 ARM methods, supports visualizations.  
 NiaARM [26] Python Optimization Uses nature-inspired algorithms for categorical and numerical ARM, supports 

visualizations.
 

 PyFIM [32] C Algorithmic Efficient C implementations of over 20 ARM methods, minimal dependencies.  

Table 3
A sample gene expression level data from [44]. It is pre-processed and put in a discrete form using z-score binning into 3 bins: 
low, normal, and high expression levels.
 Sample Gene_1 Gene_2 Gene_3 ⋯ Gene_18107 Gene_18107 
 Sample_1 normal normal normal ⋯ normal normal  
 Sample_2 normal normal high ⋯ normal high  
 Sample_3 normal normal normal ⋯ normal low  
 ⋯

the neurosymbolic ARM-AE [33] method. We also tested PyFIM’s FP-
Growth implementation [32]; however, the results it returns are not 
correct and do not match any other algorithmic method. Therefore, we 
opted to leave PyFIM out of this evaluation.
Dataset. We use a high-dimensional (18,000+ columns, 86 rows) gene 
expression levels dataset from the biomedical domain [44]. The dataset 
is exemplified in Table  3. A pre-processed version of this dataset 
from [45] is utilized and further pre-processed by applying z-score 
binning (into low, normal, and high expression levels) to prepare it for 
categorical ARM.
Setup and hyperparameters. Due to the distinct nature of each base-
line (algorithmic, optimization-based, and neurosymbolic), a fair com-
parison is a challenge. For all the methods with the exception of 
optimization-based methods (DE and PSO), rules of antecedent length 
2 are learned. Note that the antecedent length cannot be controlled for 
the optimization-based methods. Aerial+ is trained for 25 epochs with 
all other parameters being the default PyAerial parameters. The mini-
mum support threshold of the algorithmic methods is set to the smallest 
value covering 90% of the supports of rules learned by PyAerial so that 
the algorithmic methods will be able to find a majority of the rules that 
Aerial+ discovers, and the minimum confidence threshold is set to 80%, 
the same as PyAerial’s minimum consequent probability threshold. The 
optimization-based methods are initialized with a population size of 
200 and a maximum evaluation of 50,000, which refer to the initial 

number of solutions (as these methods represent ARM as an optimiza-
tion problem) and the number of optimization function evaluations, 
respectively. The number of rules per consequent parameter of ARM-AE 
is set to the number of rules found by PyAerial, divided by the unique 
number of items, so that both algorithms will find similar numbers of 
rules for fairness, and the number of epochs is set to 25, similar to 
PyAerial. Default values are chosen for all remaining hyperparameters 
of all baselines. The source code of the experiments can be found under 
the illustrative_experiments folder of the PyAerial repository.
Results. Fig.  4 shows the execution time (includes both training and 
rule extraction time) and the number of rules for PyAerial and baselines 
as the number of columns increases. Note that there are 3 unique values 
per column (low, normal, and high). The results show that PyAerial 
outperforms all the prominent ARM libraries in terms of execution time 
as the number of columns increases. Initially, due to the training stage 
of PyAerial, the algorithmic methods run faster on smaller tables, up 
until reaching 60 columns (∼180 unique items per transaction). As 
the number of columns exceeds 60, PyAerial runs up to one to two 
orders of magnitude faster than the most prominent ARM libraries. 
Apriori implementation (in C language) of the arules library is the 
only exception where PyAerial runs only 3 times faster upon reaching 
300 columns. On average, PyAerial results in 3 times fewer rules in 
comparison to algorithmic methods. The optimization-based methods 
(DE and PSO) could not find any rules after 50 and 60 columns, 
respectively. This implies that they need longer executions (increasing 
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Fig. 4. PyAerial (Aerial+) has one-to-two orders of magnitude faster execution time (includes both training time and rule extraction time) than many prominent 
ARM libraries, and 3 times faster than the second best method (arules - Apriori). PyAerial also results in the smallest number of rules on average. DE and PSO 
were not able to find rules after increasing the column count to 60 and 70 (approximately 200 unique items per transaction), needing longer evaluation cycles.

the maximum evaluations parameter) to be able to discover patterns 
as the number of columns increases. ARM-AE, on the other hand, has 
already exceeded 103 seconds of execution time upon reaching 200 
columns, where PyAerial took less than 102 seconds for 300 columns.

3.2.2. Rule quality analysis
This section further evaluates PyAerial and the baselines in terms of 

rule quality: average rule support, average rule confidence, and total 
data coverage of the rules.
Setup and hyperparameters. This experiment uses the exact same 
setup and hyperparameters as the earlier experiment, with the follow-
ing exception: Aerial+ and ARM-AE are trained for 2 epochs with 1 
hidden layer of dimension 10. This is to find an even more concise 
number of rules (more prominent patterns). The experiments are run 
on the first 50 columns of the same dataset.
Results. The results are shown in Table  4. PyAerial, with only 57 
rules, reaches full data coverage with the highest confidence across 
all the prominent ARM libraries. This is thanks to the under-complete 
Autoencoder architecture of Aerial+, which leads to learning only the 
most significant rules per feature. We also observe that there are small 

differences in the implementation of the exhaustive methods. Apriori 
implementation of arules found slightly more rules than other algo-
rithmic methods, which theoretically should have resulted in the same 
number of rules. DE could not find any rules and needed longer execu-
tions than 50,000 evaluations, while PSO was able to find compatible 
quality rules to the algorithmic methods.
Further validation of PyAerial. Aerial+ (implemented with PyAerial) 
is further validated on many other open-source datasets in [4,11] 
in terms of execution time and rule quality. Furthermore, the concise 
number of rules learned by PyAerial also resulted in higher down-
stream rule-based classification accuracy and improved execution times 
significantly when used as part of interpretable ML models such as 
CORELS [24] (shown in [4]).

4. Impact

In the era of Generative AI, learning association rules remains a 
relevant research area for two key reasons:

• Knowledge discovery. ARM provides a human-understandable 
and machine-processable approach to knowledge discovery, widely 
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Table 4
With a significantly more concise number of rules, PyAerial results in the highest confident rules with full data coverage in 
comparison to the most prominent ARM libraries.
 Approach # Rules Support Confidence Coverage 
 PyAerial 57 0.53 0.92 1.00  
 ARM-AE 551 0.28 0.37 0.13  
 MLxtend - FP-Growth 7176 0.53 0.86 1.00  
 MLxtend - HMine 7176 0.53 0.86 1.00  
 pyECLAT - ECLAT 7176 0.53 0.86 1.00  
 arules - ECLAT 7176 0.53 0.86 1.00  
 arules - Apriori 7286 0.52 0.85 1.00  
 NiaARM - DE 4 0.02 0.33 1.00  
 NiaARM - PSO 1335 0.06 0.86 1.00  
 SPMF - FP-Growth 7269 0.52 0.85 1.00  

applied across domains [5,6], and remains valuable despite the 
rise of black-box deep learning models.

• Interpretable machine learning. ARM supports rule-based pre-
diction and classification for high-stakes decisions, such as in 
medicine and recidivism, due to its interpretable nature [7,24].

Contribution to ARM literature. Aerial tackles the central challenges 
of rule explosion and long execution time in ARM using neural net-
works, while staying compatible with existing techniques. It enables 
scalable ARM on high-dimensional datasets, which previously required 
search space reduction (e.g., item constraints) and high computational 
cost.

Evaluation and validation of Aerial. Our prior work evaluated Aerial 
on IoT [4,10] and generic tabular datasets [11], showing that it outper-
forms state-of-the-art ARM methods by: (i) producing a more concise 
set of high-quality rules with full data coverage, (ii) significantly reduc-
ing rule learning time, and (iii) improving downstream classification 
accuracy and efficiency.
PyAerial and its advantages over existing ARM libraries. PyAerial 
exposes Aerial, a state-of-the-art Neurosymbolic ARM method, through 
a simple two-line interface (see Section 3) for both learning frequent 
itemsets as well as association rules, and supports fine-tuning of both 
its Autoencoder architecture and the rule extraction process. No other 
software library supports any Neurosymbolic methods for ARM. In 
addition, PyAerial offers advanced ARM features such as item con-
straints (on both sides of a rule), class association rules (by feature or 
value), GPU acceleration, and parallelization. Popular Python libraries 
such as Mlxtend [28] and PyFIM [46] only provide implementations 
of traditional rule mining methods and lack these listed advanced 
capabilities. SPMF [47] is an open-source Java data mining library that 
also includes various ARM methods. However, SPMF also implements 
only the traditional algorithmic ARM methods and not the state-of-
the-art Neurosymbolic methods such as Aerial. Note that besides the 
aforementioned features of PyAerial, another qualitative advantage 
is that larger neural network model implementations are often done 
in Python using, e.g., PyTorch [20], and PyAerial can potentially be 
integrated into such models for interpretability.
Potential impact of PyAerial. PyAerial applies to any tabular data 
in a domain-independent way, supporting knowledge discovery and 
interpretable modeling on high-dimensional datasets. It may also assist 
in explaining deep neural networks by integrating its rule extrac-
tion logic into larger models. Since Aerial was only introduced in 
2024, PyAerial’s current reach is limited. This paper aims to broaden 
PyAerial’s accessibility across domains.

5. Conclusions

This paper introduced PyAerial, a Python library that makes the 
scalable Aerial Neurosymbolic ARM method accessible to end users 
with just a few lines of code. Aerial addresses key challenges in ARM, 
such as rule explosion and long execution times on high-dimensional 

datasets. PyAerial implements Aerial’s capabilities for generic tabular 
data in a domain-independent way, supporting: (i) frequent itemset 
mining, (ii) association rule learning, (iii) item constraints on both rule 
sides, (iv) classification rules with class labels on the right-hand side, 
(v) pre-discretization of numerical features, (vi) rule quality metrics 
including support, confidence, coverage, and Zhang’s metric [18], and 
(vii) GPU acceleration. When evaluated in a complementary benchmark 
of high-dimensional tabular data, PyAerial outperformed 9 prominent 
ARM library implementations in terms of execution time, rule con-
ciseness, and quality. Thus, PyAerial enables knowledge discovery and 
interpretable inference on high-dimensional datasets to practitioners.

Furthermore, PyAerial can potentially assist in explaining larger 
neural networks by integrating its Autoencoder and rule extraction 
logic into larger models. PyAerial is continuously being improved, 
e.g., by creating new ARM variants based on Aerial, implementing 
more rule quality metrics, and integrating into interpretable machine 
learning models.
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