UvA-DARE (Digital Academic Repository)

The neural dynamics of fear memory
Visser, R.M.
Publication date
2016
Document Version
Final published version

Link to publication
Citation for published version (APA):
Visser, R. M. (2016). The neural dynamics of fear memory. [Thesis, fully internal, Universiteit
van Amsterdam].

General rights
It is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s)
and/or copyright holder(s), other than for strictly personal, individual use, unless the work is under an open
content license (like Creative Commons).
Disclaimer/Complaints regulations
If you believe that digital publication of certain material infringes any of your rights or (privacy) interests, please
let the Library know, stating your reasons. In case of a legitimate complaint, the Library will make the material
inaccessible and/or remove it from the website. Please Ask the Library: https://uba.uva.nl/en/contact, or a letter
to: Library of the University of Amsterdam, Secretariat, Singel 425, 1012 WP Amsterdam, The Netherlands. You
will be contacted as soon as possible.

UvA-DARE is a service provided by the library of the University of Amsterdam (https://dare.uva.nl)
Download date:08 Jan 2023

The Neural Dynamics of Fear Memory

Renée Marie Visser

© Renée M. Visser
ISBN: 9789462954076
Cover illustration: Chester Gibbs, untitled, 2013, Amsterdam
Cover design: Martijn Wokke
Printed by: Uitgeverij BOXPress || Proefschriftmaken.nl
The research presented in this thesis was supported by a Vici grant (Merel Kindt, #453-07-006)
from the Netherlands Organization for Scientific Research (NWO) and a grant from the Research
Priority Area on Brain and Cognition of the University of Amsterdam.
All rights reserved. No part of this publication may be reproduced or transmitted in any form by any
means, without permission of the author.

The Neural Dynamics of Fear Memory

ACADEMISCH PROEFSCHRIFT

ter verkrijging van de graad van doctor
aan de Universiteit van Amsterdam
op gezag van de Rector Magnificus
prof. dr. D.C. van den Boom
ten overstaan van een door het college voor promoties ingestelde
commissie, in het openbaar te verdedigen in de Agnietenkapel
op woensdag 13 januari 2016, te 12:00 uur

door

Renée Marie Visser
geboren te Amsterdam

PROMOTIECOMMISIE
Promotor:

prof. dr. M. Kindt

Universiteit van Amsterdam

Copromotor:

dr. H.S. Scholte

Universiteit van Amsterdam

Overige leden:

prof. dr. A.R. Arntz

Universiteit van Amsterdam

dr. C.F.A. Döller

Radboud Universiteit Nijmegen

dr. E.J. Hermans

Radboud Universiteit Nijmegen

prof. dr. H.M. Huizenga

Universiteit van Amsterdam

prof. dr. V.A.F. Lamme

Universiteit van Amsterdam

Faculteit der Maatschappij- en Gedragswetenschappen

Your memory is a monster; you forget - it doesn't. It simply files things away. It keeps things for you, or hides
things from you - and summons them to your recall with a will of its own. You think you have a memory; but
it has you!
John Irving (1989)
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Chapter 1
General introduction

GENERAL INTRODUCTION

Dissociating memory and response systems: the black box
While much of what we learn will be forgotten with the passage of time, emotional memory appears
to be particularly resilient to forgetting (Bradley, Greenwald, Petry, & Lang, 1992; Hamann, 2001).
Long-lasting memory for emotional experiences is in principle adaptive, but can become
dysfunctional such as in anxiety disorders. Despite everything we know about the processes that can
weaken or strengthen memory for fearful events, our understanding of how these events are
represented, processed and eventually engraved into the neural architecture of the brain remains
poor.
Studying fear memory is complicated by the fact that we cannot directly observe memory,
but have to infer it from the different ways it is expressed. To use the words of William James: “The
only proof of there being retention is that recall actually takes place” (James, 1890). A deep-rooted
debate in psychology centers on the question of how to study the mechanisms underlying
observable behavior. Behaviorists guided by John B. Watson, and later Burrhus F. Skinner,
formulated a clear answer to that question: we should not. Psychologists should restrict themselves
to the scientific study of objectively observable behavior (Watson, 1913). The ‘black box’ metaphor
is often used to describe the behaviorist’s view on the human mind; only the input and output of
that box are worth studying. However, memories are not exact copies of events (sensory input), as
is evident from the way that events are recalled (behavioral output). Memories are not recorded,
but constructed; shaped by prior experiences, beliefs, expectations, hopes and desires (Schacter,
Gilbert, & Wegner, 2011). This unique conglomeration of private experiences begins to form in
early childhood and continues to expand and change until the day we die. Memory is the entity that
connects past experiences and future behavior; it is the core of our identity. If one aims to
understand human behavior, ‘memory’ and related ‘mental’ concepts cannot be ignored. Hence, for
the last six decades memory research has been dominated by cognitive psychology, making
inferences about what happens inside the black box based on its input and output.
In memory research, a variety of behavioral measures provide different ‘read-outs’ of
information that has been stored. In this thesis I will use the term ‘behavioral responses’ to refer to
any output that can be directly observed - including peripheral physiology, actions or action
tendencies, and (subjective) verbal reports - in order to distinguish this level of responding from the
underlying neural processes that fuel these responses.
Whereas in many situations different behavioral indices converge, the following anecdote
illustrates that knowledge often derives from situations in which different indices do not converge.
The Swiss neurologist Claparède (Feinstein, Duff, & Tranel, 2010) concealed a sharp pin between his
fingers while greeting one of his amnesic patients with a handshake. Even though the patient reacted
with surprise and anger, she forgot the encounter within minutes. However, when the neurologist
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tried to reintroduce himself shortly thereafter, the patient resolutely refused to shake his hand. She
explained her reaction by stating that she was afraid that perhaps a pin was hidden in his hand, but
even after repeated questioning could not remember that she herself had been stuck with it. While
her brain was apparently able to form this (adaptive) association between a neutral handshake and a
painful consequence, her brain was not able to consciously retrieve the event. The declarative part
of the memory had not been stored.
Clinical cases like these, substantiated by abundant scientific evidence (Bradley, Miccoli,
Escrig, & Lang, 2008; Hamm & Vaitl, 1996; James et al., 2015; Mauss & Robinson, 2009; Sevenster,
Beckers, & Kindt, 2012a; Soeter & Kindt, 2010; Weike, Schupp, & Hamm, 2007) teach us that our
mind is made up of a constellation of agents that are in principle separable and rely on semiindependent circuits. In cognitive psychology, a classic distinction is made between ‘explicit’ or
‘declarative’ memory (what we can report) and ‘implicit’ or ‘procedural’ memory (trained or
reinforced skills, including conditioned responses) (Graf & Schacter, 1985, 1987; Squire, 2004).
These memory systems can be independently influenced (James et al., 2015; Kindt, Soeter, &
Vervliet, 2009; Sevenster et al., 2012a; Sevenster, Beckers, & Kindt, 2012b; Soeter & Kindt, 2010,
2015b) or damaged (Adolphs, Tranel, & Buchanan, 2005; Bechara et al., 1995; LaBar, LeDoux,
Spencer, & Phelps, 1995; Weike et al., 2005).
Although different behavioral measures can inform us about different types of memory,
they only reflect a small portion of the neural processes that are simultaneously active at a certain
moment in time: The amnesic patient described by Claparède may be perfectly capable of
understanding her neurologist’s name, and may be able to recognize his face on the short term, as
long as this information is actively rehearsed in working memory. Her behavior during the event
itself does not indicate that she is not actually forming an explicit memory. Even with an intact
hippocampus many people find it hard to remember names, or what they had for dinner the night
before. The fact that someone is learning (i.e., actively, consciously paying attention to a stimulus or
rehearsing information) does not imply that a memory is being formed. And even if a memory has
been formed, this does not mean that it is observable at any given moment. To understand how
fearful events are transformed into durable memory traces, we need indices that allow us to
uncover processes involved in the formation of fear memory.
The formation of fear associations
A question that has been engaging clinicians for decades is why some people develop anxiety
disorders and others do not. Being the victim of a violent robbery will usually result in a strong
memory for that event. This is in principle adaptive: the ability to store relevant information
prepares us for future events and promotes survival (LeDoux, 2003; McGaugh & Roozendaal, 2002).
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Our physiological responses, our action tendencies, as well as our subjective feelings of fear remind
us that we should avoid a particular situation and prevent us from getting hurt.
Given that a known threat can take many forms, generalization of stimulus-outcome
associations is a critical aspect of associative learning, as it facilitates a fast response to threat
without requiring learning on every separate occasion. While the formation of a generalized
associative memory is in principal adaptive, it can turn into maladaptive behavior when
nonthreatening stimuli or contexts are inappropriately treated as harmful. Fear of robberies should
not detain anyone from going to a supermarket, while unpleasant associations with tarantulas should
not transfer to house spiders, butterflies or guinea pigs. Indeed, overgeneralization of fear is thought
to be a key feature of anxiety disorders (Bishop, Aguirre, Nunez-Elizalde, & Toker, 2015; Dymond,
Dunsmoor, Vervliet, Roche, & Hermans, 2014; Haaker et al., 2015; Kong, Monje, Hirsch, & Pollak,
2014; Lissek et al., 2005, 2014; Mineka & Zinbarg, 2006).
To understand individual differences in the formation of memories for arousing events,
experimental psychology reduces complex real-life situations to relatively simple experiments that
permit us to rigorously test ideas about cause and effect. The classic model to study fear learning
and memory is Pavlovian fear conditioning (Pavlov, 1927), which is well suited for research across
species (LeDoux, 2003; Rescorla & Holland, 1982). In this paradigm an initially neutral stimulus
(conditioned stimulus, CS+; e.g., a picture of a face) is repeatedly paired with an intrinsically aversive
stimulus (unconditioned stimulus, UCS; e.g., an electric shock), while another conditioned stimulus
(CS-; e.g., a picture of another face) is never paired with the UCS. With sufficient CS+/ UCS
pairings, the CS+ acquires the same aversive qualities as the UCS and will elicit a conditioned fear
response (CR) on its own. After repeated presentations of the CS+ without the UCS, the fear
response usually diminishes, a process that is referred to as ‘extinction learning’. In animals, fear
responses are typically measured by assessing the amount of freezing in response to the CS, or
avoidance behavior; in humans common measures include skin conductance responses, acoustic
startle responses, heart rate, pupil dilation responses, action tendencies and verbal report (but see
for an alternative use of the term ‘fear’ LeDoux, 2014).
As mentioned before, an inherent restriction of memory research, including fear
conditioning, is that we can only infer fear memory from the degree to which behavior during
learning (e.g., freezing in rats, physiological responding in humans) overlaps with behavior at a later
retention test. Yet, much of what we learn does eventually not transform into long-term memory.
Most people respond with terror during a highly aversive experience, but the fact that only a few of
them develop a disorder indicates that people may form a completely different memory of a similar
event. In fear conditioning, the dissociation between learning and memory has been most
convincingly illustrated by experiments in which pharmacological manipulations - administered
immediately after learning - induced full amnesia at long-term, while leaving short-term memory
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intact (Miserendino, Sananes, Melia, & Davis, 1990; Schafe & LeDoux, 2000). Post-learning processes
account for this dissociation, as they induce the synaptic changes, including long-term potentiation
(LTP), underlying the stabilization of a memory trace after its acquisition (i.e., consolidation)
(McGaugh, 1966; Pape & Pare, 2010). A neurobiological account of memory consolidation has
proposed that the selection of information for long-term memory is orchestrated by a neuronal
‘tagging’ mechanism, which tags newly formed and initially unstable memories for later stabilization
(Frey & Morris, 1997; Lesburguères et al., 2011; Redondo & Morris, 2011). Without postulating
ideas about how this tagging occurs in humans, a neural read-out that at the time of encoding, or
shortly after, could indicate whether information is being selected for subsequent consolidation
would open new avenues for studying the formation of memory before it is expressed, and could
offer insights into the processes that weaken and strengthen memory for salient events.
Cognitive neuroscience: modern behaviorism?
Instead of ignoring the black box as behaviorists do, or merely theorizing about the black box as
cognitive psychologists do, cognitive neuroscientists try to reconcile the two traditions by glancing
into the black box to actually observe the processes that build up to behavior. In that sense,
cognitive neuroscience could be viewed as a type of modern behaviorism. The range of methods
that is used in cognitive neuroscience is broad, including for instance positron emission tomography
(PET), electroencephalography (EEG) and (functional) magnetic resonance imaging (fMRI). Especially
fMRI has - due to its non-invasive nature - become incredibly popular over the last two decades for
studying neural processes in humans. The primary form of fMRI uses the blood-oxygen-level
dependent (BOLD) contrast to indirectly assess neural activity in the brain, by imaging local changes
in blood flow (hemodynamic response) related to neuronal energy use.
Traditionally, fMRI is used to identify brain areas that are involved in a particular task. By
comparing mean activation in one condition to activation in another, researchers infer that an area is
preferentially involved in a particular task. Research on emotional memory has identified brain areas
that are involved in the acquisition, extinction and generalization of fear (e.g., Dymond et al., 2014;
Fullana et al., 2015; Sehlmeyer et al., 2009) and that are hyperactive in specific phobias (Ipser, Singh,
& Stein, 2013). Though informative with regard to questions about localization of functions, many of
these studies use fMRI merely as a cross-validation technique, that is, they focus on areas that
parallel certain behavioral responses. The most intriguing question however is whether fMRI can
also tell us something about processes that cannot be observed while they take place, but have to be
retrospectively inferred from behavior. To answer this question, traditional fMRI approaches seem
to fall short, as they rely on the assumption that different processes lead to differences in overall
BOLD signal and can be measured along a single continuum. Much evidence indicates that this
assumption is often flawed. Instead, it seems that there is more information in the relationships
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between voxels, that is, in distributed patterns of activation (for an analogy see Box 1). For the last
few years, the focus has therefore been shifting towards understanding patterns of activation rather
than localized blobs.

Box 1: The distinction between graduation ceremonies and cross-dressing parties
Imagine we have a class of students and we are interested in how their choice of shoes (voxel
tuning) is influenced by the occasion (experimental condition). We start by comparing average
heel height on a regular school day with average heel height on graduation day. Say the average
heel height on a regular school day is 2.5 cm, but on graduation day people suit up, more girls
will put on heels and now the average height is 3.5 cm. There is a significant difference in mean
heel height as a function of ‘special-occasionness’. In this case, average heel height seems a valid
way to measure this. Now imagine that in order to celebrate their graduation students decide to
organize a cross-dressing party in the evening: guys put on heels; girls put on sneakers. Because
the number of guys that put on heels roughly matched the number of girls that take off their
heels, the average height is still 3.5 cm, the same as during the graduation ceremony. Yet, it is
immediately apparent that choice of shoes is different on these occasions. By averaging over heel
heights we lose information. Alternatively, we can preserve the information about individual heel
heights and simply correlate the different heel heights between different occasions. Events that
are quite similar (two consecutive school days) will lead to higher correlations than events that
are very different (regular school day versus cross-dressing party). By using the variance across
heel heights (or voxels), we can distinguish between different types of ‘special-ocassionnes’
(conditions), moving from a unidimensional scale (more or less special) to a multidimensional
scale (more or less special, but also casual, formal, crazy, etcetera).

The power of patterns
Haxby and colleagues (2001) were the first to show that the evaluation of spatial patterns of
activation – so called multi-voxel pattern analysis – is a sensitive and straightforward method for
obtaining information about the neural representation of a stimulus or process. In their famous
paper, they (Haxby et al., 2001) showed that it is possible to discriminate different stimulus
categories based on their unique neural response pattern, an effect that was not driven by how
much activation these stimuli evoked on average. MVPA enables us to decode the content of visual
input and thought, and is therefore often referred to as a ‘mind-reading’ technique (Norman, Polyn,
Detre, & Haxby, 2006). Over the last decade, numerous studies have underscored the superior
sensitivity of MVPA compared to analysis of average activation for reading cognitive states from
BOLD-MRI data (Haxby et al., 2001; Haynes & Rees, 2005; Kamitani & Tong, 2005) and quantifying
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the relationships between patterns induced by different states or stimuli (Kriegeskorte, Mur, &
Bandettini, 2008). Two of the most prominent applications of this technique include (binary)
classification analysis and (continuous) similarity analysis. First, in classification analyses some of the
response patterns are used to train a classifier (e.g., a support vector machine, SVM) and other
patterns are used to test the classifier. If two classes can be discriminated in a certain brain area
(classification performance is above chance), this suggests that a stimulus or process is encoded in
that particular area. A limitation of classification analysis is the need to train the algorithm, which
requires the repetition of stimuli during the experiment. If the representation of a stimulus is
expected to be stable this is not a problem. However, if the dynamic change in representations were
of specific interest, multiple stimulus repetitions would obscure the effects of interest (Chadwick,
Bonnici, & Maguire, 2012). Alternatively, in representational similarity analysis (Kriegeskorte et al.,
2008) similarity values (e.g., Pearson’s r) are calculated between individual response patterns,
resulting in matrices that display the representational (dis)similarity between single stimuli or trials.
This type of analysis seems especially promising for quantifying changes over time and thus for fear
learning paradigms.
Aim and outline of the present thesis
In the present thesis we aimed to disentangle different neural processes involved in the formation
and expression of human fear memory. Given the potential of multi-voxel pattern analysis for
quantifying detailed information about the neural representation of stimuli, we applied this technique
in a series of fMRI experiments, in order to i) assess fear learning and memory, ii) assess the
neuromodulatory effects of stress hormones on fear learning and memory, and iii) examine how a
previously established, rigid fear memory affects stimulus processing.
The purpose of the first study was to find a way to measure the dynamic nature of
associative fear learning. Up until then, most studies assessed fear learning by averaging across a
number of trials and quantifying the differences between reinforced and unreinforced trials. While
concealing the learning process itself, this averaging seemed necessary because of the low signal-tonoise ratio (SNR) and the sluggishness of the hemodynamic response. The question we asked was
whether the reduction in SNR due to a decrease in variance of the explanatory variable (temporal
domain) could be compensated by single-trial MVPA, by evaluating multiple voxels at the same time
(spatial domain). The approach used in chapter 2 was inspired by two seminal papers. First of all,
previous research (Li, Howard, Parrish, & Gottfried, 2008) showed that associative fear alters the
neural representation of a (previously) neutral stimulus pair, measured before and after conditioning.
Second, representational similarity analysis (Kriegeskorte et al., 2008) offered a framework in which
the information that is carried by a given representation, related to a particular trial, could be
directly compared to the information carried by another representation. By monitoring the trial-by-

16

GENERAL INTRODUCTION

trial change in representational similarity, this framework allowed us to examine whether the
acquisition of aversive associations would affect the neural representation of neutral stimuli.
Moreover, it offered the potential to examine how new knowledge is incorporated into existing
semantic networks, assessing how the brain categorizes stimuli according to pre-existing and
emerging associations.
Building on the findings from chapter 2, in chapter 3 we tested whether the observed
changes in similarity structure solely mirrored the various behavioral responses during fear learning,
or whether they would somehow reveal processes related to the formation of long-term fear
memory. In that case similarity analysis would be more than a cross-validation technique for
assessing transient learning-dependent changes. Indeed, neural pattern similarity during training had
already been proven successful in predicting relatively short-term (1-6 h) declarative memory
performance (Xue et al., 2010). However, this effect could be explained by enhanced conscious
processing of the subsequently remembered items (Schurger, Pereira, Treisman, & Cohen, 2010;
Xue et al., 2010) and thus did not necessarily dissociate from what could be observed in behavior. In
this study we focused on a different type of memory, that is, the physiological responding to
conditioned stimuli. This automatic emotional expression of fear is a major component of fear
memory and, as explained, can dissociate substantially from the conscious processing of threat and
the factual recollection of events. We combined fMRI with a concurrent behavioral measure of
associative fear learning (i.e., pupil dilation response) during fear conditioning and a memory-test, a
few weeks later. We again employed trial-by-trial representational similarity analysis in order to
examine the formation, activation and extinction of fear associations, and crucially, assess whether
pattern similarity predicts the long-term expression of fear memory.
In chapter 4 we sought to replicate and extend the findings from chapter 3, by further
testing what type of information can be extracted from patterns of activation during the encoding of
fear associations. An important question in clinical psychology is whether the processes that lie at
the root of the development of abnormal fears are already active during the initial phase of
associative fear learning, or whether they are predominantly active during the post-encoding
consolidation phase. To mimic abnormal fear, we aimed to modulate the strength of fear memory
with an α2-adrenoceptor antagonist (yohimbine HCl) in an experiment consisting of three sessions
(separated by 48 hours and 2-4 weeks respectively). We tested the strength of the fear memory in a
number of ways (Bouton, 2002): the speed at which extinction occurs (stronger fear memory usually
yields slower extinction), reinstatement of fear after the presentation of an unsignaled UCS,
generalization of fear to stimuli that resemble the CS+, renewal of fear due to a switch of context,
and finally, the speed of reacquisition of fear (stronger fear memory facilitates relearning of the
CS+/UCS pairings after successful extinction). During fear learning, extinction, reinstatement and
generalization of fear (session 1 and 2) we measured BOLD activation and pupil dilation responses;
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during renewal and reacquisition (session 3) we measured fear-potentiated startle responses. The
aim of these tests was to determine at what time point it is possible to detect the enhancing effects
of noradrenaline on fear memory consolidation.
The designs used in chapter 2, 3 and 4 were optimized for single-trial similarity analysis
and differed in a number of ways from regular event-related fMRI designs. Crucial features included
the fact that these designs were slow event-related and that the order of stimulus repetitions was
not randomized, jittered or optimized using standard algorithms (Kao, Mandal, Lazar, & Stufken,
2009), but designed in such a way that the time between consecutive presentations of a stimulus
type was the same across stimulus types. We also used a partial reinforcement paradigm in order to
prevent shock-related confounds in the estimation of CS-related activation patterns. The design
utilized in study 2, 3 and 4 was based on data from pilot studies. While usually only the final protocol
is published, the process of fine-tuning an experimental procedure can be very informative for
researchers trying to replicate a published finding, especially when the attempted replication is
conceptual in nature (i.e., not an exact copy of the design). Indeed, at some point we learned that
other labs were conducting similar analyses on fear-conditioning data using a rapid event-related
fMRI design, but had difficulties replicating our effects. Based on our pilot data, we hypothesized that
the key to successful single-trial analysis would depend on the length of the inter-stimulus intervals.
In chapter 5 we systematically examined the effects of different designs on single-trial pattern
analysis in general, and the ability to assess the dynamics of fear learning in particular. In Experiment
1 we employed slow event-related fMRI combined with classical fear conditioning to assess
associative learning in a trial-by-trial manner in designs that differed in trial spacing and trial ordering
(8.1-18.5 s). In Experiment 2 we examined the discriminability of stimulus categories (no learning),
using rapid event-related fMRI in designs that varied in number and spacing of trials (2-6 s, with and
without null-events, equal scan durations). Together, these experiments were intended to provide
researchers with information about how to optimize designs for single-trial pattern analysis, thereby
also facilitating any attempt to replicate our previous findings.
In chapters 2, 3 and 4 we examined how fear conditioning reconfigures neural circuits to
form new associative networks. In chapter 6 we took this approach one step further by examining
how a previously formed fear memory, already consolidated into a rigid associative network,
influences stimulus processing. A hallmark of anxiety disorders, including specific phobias, is the
inability to recognize safety cues and the tendency to perceive ambiguous stimuli as threatening
(Bishop et al., 2015; Dymond et al., 2014; Haaker et al., 2015; Kong et al., 2014; Lissek et al., 2005,
2014; Mineka & Zinbarg, 2006). An intriguing question is at what stage in the information-processing
sequence an established fear memory influences ambiguity resolution: is this a process that occurs
during the initial perception and categorization of a stimulus or that emerges during the subsequent
interpretation of a stimulus? While behavioral indices alone could not distinguish between these
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different scenarios, support for one of the scenarios could be obtained by assessing how different
brain areas classify ambiguous stimuli. Translated to brain networks the question is whether
overgeneralization of fear is the result of misidentification of stimuli in ‘low-level’ visual areas, in
cortical and subcortical areas associated with salience processing, or the result of strategies
employed in ‘higher’ cortical areas, including those that are associated with deliberate decision
making. In this study, individuals with low spider fear and high spider fear underwent functional MRI
scanning while viewing series of schematic flowers morphing to spiders. Participants were required
to indicate for each picture whether they saw a spider, flower or none of the two. We classified
neural response patterns related to the morphs using a linear support vector machine, trained on an
independent set of pictures of flowers and spiders, to identify regions that code for the behavioral
overgeneralization observed in spider fear. The identification of these regions could provide clues
about where in the information processing stream stimuli are (mis)classified as threatening.
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Associative learning increases trial-by-trial
similarity of BOLD-MRI patterns

Renée M. Visser
H. Steven Scholte
Merel Kindt

This chapter is based on the article that is published as:
Visser, R.M., Scholte, H.S., & Kindt, M. (2011). Associative learning increases trial-by-trial
similarity of BOLD-MRI patterns. The Journal of Neuroscience, 31(33), 12021-12028.

CHAPTER 2

Abstract
Associative learning is a dynamic process that allows UCS to incorporate new knowledge within
existing semantic networks. Even after years, a seemingly stable association can be altered by a single
significant experience. Here, we investigate 1) whether the acquisition of new associations affects
the neural representation of stimuli and 2) how the brain categorizes stimuli according to preexisting and emerging associations. Functional MRI data were collected during a differential fear
conditioning procedure and at test (4-5 wk later). Two pictures of faces and two pictures of houses
served as stimuli. One of each pair co-terminated with a shock in half of the trials (partial
reinforcement). Applying Multi-voxel Pattern Analysis (MVPA) in a trial-by-trial manner, we
quantified changes in the similarity of neural representations of stimuli over the course of
conditioning. Our findings show an increase in similarity of neural patterns throughout the cortex on
consecutive trials of the reinforced stimuli. Furthermore, neural pattern similarity reveals a shift
from original categories (faces/ houses) toward new categories (reinforced/ unreinforced) over the
course of conditioning. This effect was differentially represented in the cortex, with visual areas
primarily reflecting similarity of low-level stimulus properties (original categories) and frontal areas
reflecting similarity of stimulus significance (new categories). Effects were not dependent on overall
response amplitude and were still present during follow-up. We conclude that trial-by-trial MVPA is
a useful tool for examining how the human brain encodes relevant associations and forms new
associative networks.
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Introduction
From the very first moment we interact with our environment, semantic networks are formed and
continuously updated through integrating new information within the context of previous
experience. Central to the formation of these semantic networks is the learning of associations
between novel and meaningful events. Even after years, a seemingly stable semantic network can be
altered by a single experience, especially when this experience carries an affective load, sometimes
resulting in long-lasting fear memory. Given the power of associative fear learning, an intriguing
question is to what extent an aversive event overshadows the original semantic network.
Associative fear learning is typically studied in a classical fear conditioning paradigm by the
pairing of an initially neutral or ambiguous stimulus (conditioned stimulus, CS) and an intrinsically
aversive consequence (unconditioned stimulus, UCS) (Pavlov, 1927). The neural circuits that mediate
human fear conditioning are well delineated (Mechias, Etkin, & Kalisch, 2010; Sehlmeyer et al., 2009),
yet little is known about how fear conditioning alters the neural representation and categorization of
a stimulus (e.g., once bitten by a dog the association "a dog is a pet” may be overshadowed by "a dog
is primarily a dangerous animal”). Multi-voxel pattern analysis (MVPA) is a technique that, by
decoding distributed patterns of BOLD-MRI data, offers the opportunity to examine the neural
representation of stimuli. Unlike analysis of mean activation, MVPA yields a distinctive stimulus
signature that can be used to assess semantic similarity, providing a tool for examining how the brain
categorizes information (Haxby et al., 2001; Kriegeskorte, 2011; Norman et al., 2006). To date, it
remains unknown what happens to the neural representation of dominant, well-defined categories
when new associations are acquired. In this light, the application of MVPA in a trial-by-trial manner
seems particularly valuable, as it enables the assessment of gradual changes in the neural
representation and categorization of a stimulus.
Previous studies have shown that the neural representation of a (neutral) stimulus refines
as a function of repeated stimulus presentation (Li, Mayhew, & Kourtzi, 2009; Xue et al., 2010;
Zhang, Meeson, Welchman, & Kourtzi, 2010). A similar refinement may be observed for associative
fear learning, which may not only be visible in perceptual areas, but also in areas that are more
directly involved in the processing of stimulus significance. Although changes in the spatial pattern of
activity have been shown as a result of fear conditioning (Li et al., 2008), gradual changes in similarity
between stimulus-evoked activation patterns have not been directly assessed.
Combining differential fear conditioning and MVPA in a trial-by-trial manner, this study
tests two hypotheses. First, fear conditioning will refine the neural representation of affectively
significant stimuli, which will be expressed in a differential increase of within-stimulus correlations on
consecutive trials. Second, the formation of new categories based on affective significance (threat/
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no threat) will alter the preponderance of pre-existing categories (faces/ houses) over the course of
conditioning.

Methods
Participants
Twenty-two undergraduate psychology students of the University of Amsterdam participated in the
first part of the experiment (mean age 22.4 ± 3.8 s.d., 5 male, 18 right-handed). All participants gave
their written informed consent before participation, had normal or corrected-to-normal vision, and
were naive to the purpose of the experiment. Procedures were executed in compliance with
relevant laws and institutional guidelines, and were approved by the local ethics committee (2010CP-1246). Due to excessive movement, data from three participants had to be discarded from
analyses. Twenty-one subjects returned for a follow-up experiment, 4-5 weeks after they
participated in the first part. Again, data from three participants had to be discarded from analyses
due to excessive movement.
Experimental design
The experiment consisted of two sessions: an acquisition phase and a test phase, 4-5 weeks later.
For the acquisition phase, a differential fear-conditioning paradigm was used (Figure 1a). Two faces
and two houses were repeatedly presented for 6.5 seconds and served as the to-be-conditioned
stimuli (CS). One face and one house co-terminated with a mild electric stimulus in half of the trials
(CS+, partial reinforcement), while the other face and house were never followed by an electric
stimulus (CS-, unreinforced). Faces were selected from the NimStim set based on how neutral they
were (Tottenham et al., 2009) and were converted to grayscale. Houses (Haxby et al., 2001) were
already in grayscale. All stimuli were presented on a grey background to minimize afterimages. The
electrical stimulation served as unconditioned stimulus (UCS) and was delivered for 2 ms to the
right shinbone. Prior to the experiment, the intensity of the electric stimulus was individually
adapted to be aversive but not painful (intensity range 11-39 mA). Participants were explicitly told
that two out of four stimuli could be followed by the shock, while the other two would never be
followed by the shock, and that they had to learn these contingencies. Participants had no problem
identifying afterwards which house and which face was paired with a shock.

24

ASSOCIATIVE LEARNING AND NEURAL PATTERN SIMILARITY

A

Figure 1 Conditioning paradigm. a, A
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The test phase, 4-5 weeks later, was exploratory and was combined with a pilot study of which the
results will not be discussed. This pilot preceded the test phase and consisted of 15 minutes of
functional scanning while participants viewed numerous pictures of faces and houses. The pictures
included the four stimuli that were used during the acquisition phase (each was presented four
times). However, participants knew that none of the stimuli would be followed by a shock (half of
the participants did not have electrodes attached to their leg and the other half was explicitly told
that no shocks would be delivered during that particular run). During the subsequent test phase,
only the four stimuli that were used during acquisition were presented and participants were asked
to memorize what they had learned about the stimuli four weeks earlier. All participants had
electrodes attached to their legs and the shock intensity was set at the individual level as determined
during the first session. Given that this follow-up served as a memory test, no actual shocks were
delivered. After scanning, participants had to indicate which pictures were followed by a shock
during acquisition to assess retention of the acquired contingencies. During the acquisition phase and

25

CHAPTER 2

for at least three weeks following acquisition, participants were not aware that they would be asked
to participate in this follow-up.
In both sessions, participants were repeatedly instructed not to move their eyes, but
instead fixate on the center of the screen for as long as a stimulus was presented. This was done to
prevent variation of image representation in retinotopically organized areas in the visual cortex.
During the stimulus intervals a white fixation cross appeared on the screen that turned pink 500 ms
before a stimulus was presented. This gave participants the chance to focus in time.
Inter-stimulus intervals were fixed and long enough (21.5 seconds) to reduce intrinsic
noise correlations. The onset of each trial was triggered by the start of the acquisition of a BOLDMRI volume. The order of stimulus presentation was fixed (counterbalanced across participants) and
consisted of a repeating sequence of four target trials, with filler trials of the same stimuli in
between. The interval between two consecutive target trials (e.g., trial 5 and 6) of a stimulus (e.g.,
CS+ face) was exactly as long as the interval between the same consecutive trials (5 and 6) of the
other three stimuli (CS- face, CS+ house, CS- house). In total, the acquisition phase consisted of 52
trials: 28 target trials (7 per stimulus type) and 24 filler trials (6 per stimulus type), including all CS+
trials that co-terminated with a shock. The test phase consisted of 24 trials: 16 target trials (4 per
stimulus type) and 8 filler trials (2 per stimulus type). For both phases, we constrained our analyses
to target trials. Using target and filler trials was necessary for three reasons. First, the interval
between two consecutive presentations of a stimulus had to be equal for all four stimuli to ascertain
that differences between conditions in the strength of trial-to-trial correlations were not affected by
other factors than the experimental manipulation, such as temporal proximity. Second, filler trials
were necessary to make the order of stimuli to be perceived as random by the subject. Third, in our
design, activity related to the UCS may confound activity related to the CS during reinforced trials.
For the acquisition phase, reinforced trials were therefore treated as filler trials and not analyzed.
Although no shocks were administered during the test phase, filler trials were still necessary to
make the order of stimuli unpredictable.
Image acquisition and data analysis
Scanning was performed on a 3T Philips Achieva TX MRI scanner using an 8-channel head-coil.
Functional data were acquired using a gradient-echo, echo-planar pulse sequence (TR = 2000 ms; TE
= 27.63 ms; FA = 90°; 38 sagittal slices with interleaved acquisition; 2.04 x 2.04 x 3.1 mm voxel size;
96 x 96 matrix; 192 x 192 x 129 FoV; SENSE factor = 1) covering the whole brain. For the
acquisition phase 730 volumes were acquired and for the test phase 366 volumes. Foam pads
minimized head motion. A high-resolution T1-weighted image (TR = 8.141 ms, TE = 3.74 ms, 256 x
256 x 160 FoV) was collected for anatomical visualization. Stimuli were backward-projected onto a
screen that was viewed through a mirror attached to the head-coil.
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FEAT (FMRI Expert Analysis Tool) version 4.1, part of FSL (Oxford Centre for Functional MRI of the
Brain [FMRIB] Software Library [www.fmrib.ox.ac.uk/fsl]) was used to analyze the fMRI data. Preprocessing steps included slice-time correction, motion correction, high-pass filtering in the
temporal domain (σ = 50) and prewhitening (Woolrich, Ripley, Brady, & Smith, 2001). Structural
images were co-registered to the functional images and transformed to MNI standard space
(Montreal Neurological Institute) using FLIRT (FMRIB's Linear Image Registration Tool, FSL). The
resulting normalization parameters were applied to the functional images. No spatial smoothing was
applied.
All trials were modelled as separate events. The resulting single-trial data were further
analyzed in Matlab (version 7.4; MathWorks) as described in the next paragraphs. Regions of interest
(ROI) were obtained, where possible, from the Juelich Histological atlas (Eickhoff et al., 2007) and
otherwise from the Harvard-Oxford cortical and subcortical structural atlases (Harvard Center for
Morphometric Analysis, Charlestown, MA). Selected ROIs included the insula, amygdala,
hippocampus, anterior cingulate cortex (ACC), superior frontal gyrus (SFG), middle frontal gyrus
(MFG), medial frontal cortex (MFC), inferior frontal gyrus (IFG), orbitofrontal cortex (OFC), the
occipital cortex (OC), inferior temporal gyrus (ITG), medial temporal gyrus (MTG), and the
superior parietal lobule (SPL).
For each participant, a vector was created containing the spatial pattern of BOLD-MRI
signal related to a particular event (Z-values per voxel), in a certain ROI. Pair-wise Pearson
correlations were calculated between all vectors of all single trials, resulting in a similarity matrix
containing correlations among all trials, for each participant, for each ROI. Correlations were then
Fisher-transformed and averaged across participants.
From the average correlation matrix, three different types of correlations were selected
(Figure 1b). First of all, we examined within-stimulus correlations on consecutive target trials.
Second, we examined correlations between adjacent target trials of original-related stimuli (original
categories: CS+ face with CS- face and CS+ house with CS- house) and correlations between
adjacent target trials that share (non)reinforcement (new categories: CS+ face with CS+ house and
CS- face with CS- house). The strength of these correlations indicates to what degree the neural
response to two stimuli is similar and was used as a metric of similarity (Xue et al., 2010). Fishertransformed within-stimulus and original category correlations were then averaged over face and
house stimuli (Figure 1b). This was done to reduce the number of comparisons and because we
were not interested in whether a face-shock association was learned differently from a house-shock
association, or whether the original category ‘house’ changed differently from the original category
‘face’ over the course of conditioning.
We performed repeated-measures Analyses of Variance on Fisher-transformed correlation values
using Statistical Package for the Social Sciences (SPSS, version 17; SPSS Inc.). For the acquisition
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phase, we assumed differential fear learning to be expressed by a significant interaction of trials x
stimulus type or category. For the test phase, we assumed memory to be expressed by a significant
main effect of stimulus type or category. Predictions were tested while correcting for multiple
comparisons (13 ROIs) by limiting the false discovery rate (Benjamini & Hochberg, 1995). This
method corrects the p-value at which significance is evaluated (in this case p = 0.05) for the number
of tests being performed. In contrast to Bonferroni correction, which controls the chance of any
false positive among all tests, FDR correction fixes the expected proportion of false positives
(Benjamini & Hochberg, 1995) and is therefore more suited for tests that are not independent.
However, this method is not suitable when predictions differ for the to-be-tested effects as high pvalues on some tests reduce the chance of finding any meaningful differences on other tests. As we
did not formulate specific predictions about how exactly effects would be represented across
different cortical regions, uncorrected effects are additionally reported. All p-values are reported
two-sided.
Finally, traditional activation-based analyses were performed. This was done for two
reasons. First of all, we tested whether trial-to-trial fluctuations of BOLD activity for the CS+
stimulus relative to the CS- stimulus could account for an increase in trial-to-trial correlations. This
analysis was necessary to determine whether trial-by-trial correlation curves contain unique
information, or if instead they are paralleled by deflecting curves of overall response-amplitude. We
used the same ROIs for this analysis as for the correlation analysis. Second, in order to integrate our
findings with the existing body of literature regarding human fear conditioning, we examined
activation in the left and right amygdala, dorsal ACC (dACC) and left and right anterior insula
(Mechias et al., 2010; Sehlmeyer et al., 2009). The amygdala was atlas-based; for the anterior insula
(40/-40, 16, -6) and the dorsal ACC (dACC, -2, 14, 40) 10-mm spheres were created around
previously reported coordinates (coordinates are in MNI space).

Results
All twenty-two participants were aware of the CS-UCS contingencies (i.e., which pictures were/
were not followed by the shock) immediately after they underwent differential fear conditioning.
After scanning, participants rated the UCS as being aversive (ranging from moderately to highly
aversive). After the test phase 4-5 weeks later participants were again asked about the CS-UCS
contingencies; five out of twenty-one misidentified one or both reinforced stimuli. All participants
indicated they were not expecting shocks during the first pilot run, but were expecting shocks to
follow CS+ stimuli during the test phase. For this test phase, only data were analyzed from
participants that correctly remembered the CS-UCS associations and that were not confounded by
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movement (n = 13). For the acquisition phase, all data that were not confounded by movement
were analyzed (n = 19).
Within-stimulus correlations
In line with our expectations, results show that associative learning coincides with a differential
increase in similarity of BOLD-MRI patterns on consecutive trials (Figure 2a & b). This increase was
2
2
visible in multiple cortical regions, with effect sizes ranging from medium (ηP = 0.11) to large (ηP =

0.24) (Cohen, 1977; Tabachnick, Fidell, & others, 2001). The largest effects (trial (6) x stimulus type
(2), FDR-corrected) were found in the SFG (F5, 90 = 5.55, p < 0.0005), MFG (F5, 90 = 3.76, p = 0.004),
ACC (F5, 90 = 3.70, p = 0.004), OC (F5, 90 = 3.18, p = 0.011) and the OFC (F5, 90 = 3.31, p = 0.009).
Smaller effects were found in the IFG (F5, 90 = 2.70, p = 0.026), the SPL (F5, 90 = 2.50, p = 0.034),
insula (F5, 90 = 2.62, p = 0.029) and MTG (F5, 90 = 2.52, p = 0.035), however, these effects did not
survive FDR-correction. Although in the ITG and MFC a similar pattern was observed, interaction
effects of trial x stimulus type did not reach significance. In the amygdala and hippocampus no clear
differential learning curves were observed.
During the test phase, 4-5 weeks later, correlations of BOLD-MRI patterns in two ROIs
still showed a significant difference between the CS+ and CS- (main effect of stimulus type (2)) in the
2
2
IFG (F1, 12 = 7.14, p = 0.020, ηP = 0.37) and the OFC (F1, 12 = 6.14, p = 0.029, ηP = 0.34). However,

these significant effects did not survive FDR-correction. Given that the effect sizes are large, this
may be due to the smaller sample size at test as compared to acquisition. Also in other areas (ACC,
SFG, MFG, MTG, insula) correlations for the CS+ were higher than for the CS- (effect sizes ranging
from 0.11 to 0.25), but main effects of stimulus type did not reach statistical significance.
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Figure 2 Within-stimulus correlations of BOLD-MRI patterns during acquisition. a, A 28 x 28 correlation matrix was created for
each participant (n = 19) and each ROI (shown is half of the correlation matrix for the superior frontal gyrus). The off-diagonal
represents the correlations between two consecutive target trials. The first ellipse shows correlations between trials of the
reinforced (CS+) face stimulus, the second ellipse shows correlations between trials of the unreinforced (CS-) face stimulus, the
third ellipse shows correlations between trials of the reinforced (CS+) house stimulus and the fourth ellipse shows correlations
between trials of the unreinforced (CS-) house stimulus. For reinforced stimuli, an increase of within-stimulus correlations over
the course of conditioning is visible. b, Graphs refer to the off-diagonal of the correlation matrix and represent the trial-to-trial
within-stimulus correlations in several cortical ROIs. The first CS+ trial that is paired with a shock (filler trial, see Methods)
occurs between the second and third target trials. Colors indicate the average difference between CS+ and CS- stimuli over
seven trials and illustrate a selective increase of within-stimulus correlations for CS+ stimuli. Statistics refer to the interaction of
trials (6) x stimulus type (2) performed on Fisher-transformed correlations. *p < 0.05; **p < 0.001, FDR-corrected, # p < 0.05,
uncorrected.

Between-stimulus correlations
Aside from within-stimulus correlations, between-stimulus correlations were calculated. The
strength of correlations for the original categories and new categories revealed a shift from old
categories (faces/ houses) towards new categories (CS+/ CS-) over the course of conditioning
(Figure 3a & b).
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Figure 3 Between-stimuli correlations of BOLD-MRI patterns (formation of categories) during acquisition. a, A 28 x 28
correlation matrix was created for each participant (n = 19), for each ROI (shown is half of the correlation matrix for the
superior frontal gyrus). Highlighted are trial-by-trial correlations between seven target trials of different stimuli. The first ellipse
shows correlations between adjacent trials of the reinforced face and house stimuli (new category: CS+), the second ellipse shows
correlations between trials of the unreinforced face and house stimuli (new category: CS-), the third ellipse shows correlations
between trials of the reinforced and unreinforced face stimuli (original category: faces) and the fourth ellipse shows correlations
between trials of the reinforced and unreinforced house stimuli (original category: houses). For the CS+ category, an increase of
correlations over the course of conditioning is visible. b, Graphs refer to the between stimuli-correlations in several cortical
ROIs. The first CS+ trial that is paired with a shock (a filler trial, see Methods) occurs between the second and third target trials.
Colors indicate the sum of the average difference between CS+ and CS- and the difference between CS+ and the original
categories, over seven trials. This illustrates how the new category, which is based on affective significance, becomes dominant in
frontal and parietal areas, while the original categories remain dominant in temporal and occipital areas. Statistics refer to the
interaction of trials (7) x category (3) performed on Fisher-transformed correlations., # p < 0.05, uncorrected.

Although strong main effects of category were observed in ACC, SPL, IFG, SFG, OFC, MTG, ITG,
MPFC and the OC (effect sizes ranging from 0.20 to 0.60), in none of the brain areas did interaction
effects (category (3) x trial (7)) survive FDR-corrected significance testing (effect sizes ranging from
0.04 to 0.10).

Surprisingly, without FDR-correction a small interaction effect was observed in

the OC (F12, 216 = 1.89, p = 0.037, uncorrected), while a graphical presentation of the data shows
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that the emergence of an affectively significant (CS+) category was more pronounced in frontal areas
(Figure 3b).
During the test-phase, 4-5 weeks later, the affectively significant category was still
prominent in frontal areas (Figure 4). Main effects of category were found in the ACC (F2, 24 = 3.95, p
= 0.033), IFG (F2, 24 = 4.55, p = 0.021), insula (F2, 24 = 8.86, p = 0.001), MFG (F2, 24 = 3.49, p = 0.047),
OFC (F2, 24 = 7.19, p = 0.004) and SFG (F2, 24 = 3.63, p = 0.042), with effect sizes ranging from 0.23 to
0.43, but only effects in the insula and OFC survived FDR-correction. In the OC, there was also a
main effect of category, but in contrast with frontal and parietal areas, this was caused by higher
correlations for the original categories than for the reinforced category (Figure 4; F2, 24 = 4.10, p =
0.029).
Interestingly, when data from the acquisition phase were reanalyzed for selected
participants who correctly remembered the CS-UCS associations 4-5 weeks later (n = 14),
category-formation patterns were enhanced and interaction effects did reach statistical significance
(uncorrected) in multiple areas including the IFG (F12, 156 = 1.89, p = 0.041), SFG (F12, 156 = 1.88, p =
0.041), MTG (F12, 156 = 2.13, p = 0.018), OFC (F12, 156 = 1.87, p = 0.042) and the OC (F12, 156 = 1.89, p
= 0.041), effect size ranging from 0.13 to 0.15. The current sample sizes do not allow for
classification analyses, hence we cannot make inferences about the implications of these findings for
successful memory encoding.
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Activation based analysis
To explore if increased BOLD activity for the CS+ stimulus relative to the CS- stimulus could
account for an increase in trial-to-trial correlations, we performed traditional activation-based
analyses on the same ROIs that we used for the correlation analyses. Repeated-measures ANOVA
revealed a significant main effect of stimulus type in the SFG (Figure 5a; F1, 18 = 7.54, p = 0.026), as
well as in the MFG, ITG, MTG, hippocampus and OC (all Fs > 5.38). However, these main effects
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were explained by more activation in response to the CS- compared to the CS+, ruling out the
possibility that higher activation could account for higher CS+ correlations that were found in some
of these areas. No significant effects of mean activation were found in OFC, IFG and SPL (all Fs <
2.40).
We additionally examined activation in areas associated with fear conditioning. Repeatedmeasures ANOVA revealed an interaction of stimulus type (2) x trial (7) in the anterior insula (F6, 108
= 2.47, p = 0.028), dACC (F6, 108 = 2.57, p = 0.023) and amygdala (F6, 108 = 2.26, p = 0.043) (Figure
5a). In the anterior insula and in the dACC, this interaction originated from an increase in activation
in response to the CS+ over the course of conditioning (main effect of stimulus type: F1, 18 = 13.35, p
= 0.002 and F1, 18 = 8.92, p = 0.008 respectively). In the amygdala, the interaction was not explained
by a main effect of stimulus type (F1, 18 = 0.84, p = 0.37). Nevertheless, its role in refinement of visual
processing (Lim, Padmala, & Pessoa, 2009; Pessoa & Adolphs, 2010; Sabatinelli, Lang, Bradley, Costa,
& Keil, 2009; Vuilleumier & Driver, 2007) was indirectly supported by a correlation between
differential amygdala activation (CS+ - CS-, averaged over 7 trials) and differential within-stimulus
correlations (CS+ - CS-, averaged over 6 trial-to-trial correlations) in the visual cortex (r = 0.53, p =
0.019, Figure 5b).
Taken together, our design replicates and extends previous findings from neuroimaging
studies on human fear conditioning. Importantly, only differential activation in the anterior insula and
dACC resembled the learning curve as quantified with BOLD-MRI correlations, suggesting that in
most areas the stronger CS+ correlations were not purely driven by an increase in overall response
amplitude.
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Figure 5 Single trial activation based
analyses. a, data (n = 19) show higher
activation for CS+ stimuli compared to
CS- stimuli in the dorsal ACC and the
anterior insula, but not in the amygdala or
superior frontal gyrus. In the superior
frontal gyrus, differential mean activation
could not account for differential
correlations. b, a correlation between
differential amygdala activation (CS+ - CSaveraged over 7 trials) and differential
within-stimulus correlations (CS+ - CS-,
averaged over 6 trial-to-trial Fishertransformed correlations) in the visual
cortex are in line with theories about the
role of the amygdala in refinement of
visual processing. ACC = anterior
cingulate cortex. OC = occipital cortex.

Discussion
Here we show that associative learning increases similarity of BOLD-MRI patterns throughout the
cortex on consecutive trials of the reinforced stimulus, but not on trials of the unreinforced
stimulus. Additionally, we examined how the brain categorizes stimuli according to pre-existing and
emerging associations. Our findings show dissociable roles of different brain areas in the formation
of new categories, on a trial-by-trial basis, with visual areas primarily reflecting similarity of low-level
stimulus properties (old categories) and frontal areas reflecting similarity of stimulus significance
(new categories). Differential pattern similarity was not explained by overall response amplitude and
was still present during follow-up.
As one may have noticed, correlations in this study are rather low or even close to zero.
This may not be surprising considering that the technique here uses single trials. Consequently, the
signal to noise ratio is limited compared to analyses where BOLD-MRI patterns from multiple trials
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are used to train classifiers. On top of that, stimulus intervals are quite long and ROIs are atlasbased instead of based on masks of responsive voxels. The visual cortex, which is retinotopically
organized, showed substantially higher correlations. Nonetheless, despite the low correlations,
learning-dependent changes were clearly observed in multiple cortical areas, with effect sizes varying
from moderate to large, suggesting that the underlying neural mechanism must be fairly robust.
Our study touches upon four lines of neuroimaging research. These areas include 1) the
investigation of human fear conditioning using traditional activation-based approaches (Büchel,
Morris, Dolan, & Friston, 1998; LaBar, Gatenby, Gore, LeDoux, & Phelps, 1998); 2) research
showing a link between the acquired emotional significance of a stimulus and more refined responses
in perceptual cortices (Damaraju, Huang, Barrett, & Pessoa, 2009; Keil, Stolarova, Moratti, & Ray,
2007; Li et al., 2008; Padmala & Pessoa, 2008); 3) the application of MVPA to examine how the brain
categorizes (Ethofer, Van De Ville, Scherer, & Vuilleumier, 2009; Haxby et al., 2001; Polyn, Natu,
Cohen, & Norman, 2005), and 4) the use of MVPA to assess learning-dependent changes (Li et al.,
2009; Xue et al., 2010; Zhang et al., 2010). To begin with the latter, it has been fairly well established
that learning how to discriminate non-emotional stimuli, such as Glass patterns, results in a more
refined neural representation (i.e., a ’tuned’ response) for those particular stimuli (Li et al., 2009;
Zhang et al., 2010). Additionally, refinement of neural processing has been found for repeatedly
presented, non-emotional faces, and this refinement was associated with better memory (Xue et al.,
2010). This suggests that cortical refinement is not restricted to stimuli that are difficult to
distinguish. The neural representation of a stimulus may not only be altered by multiple repetitions
of the same stimulus, it may be altered by associative learning as well (Li et al., 2008). Comparing
spatial activation maps before and after aversive conditioning, Li and colleagues found changes for a
pair of initially indiscriminable stimuli (odor cues) of which one was reinforced, but not for a second
pair of indiscriminable stimuli, which were both unreinforced. In light of the current findings, these
changes putatively reflect a refined response for reinforced stimuli. Increased similarity of activation
patterns for these threat-associated stimuli fits well within an evolutionary perspective on how
enhanced processing of threatening stimuli allows for the rapid selection of appropriate defensive
behaviors.
For some time, a predominant view has been that the processing of threatening stimuli is
subserved by specialized neural pathways (e.g., a fast ‘subcortical’ pathway). Here we show that
learning-dependent tuning is at least to some degree represented across the entire cortex, which is
in line with a more cortical view of how affectively significant stimuli are processed (Pessoa &
Adolphs, 2010; van den Hout, de Jong, & Kindt, 2000). It should be noted that some overlap existed
between different atlas-based cortical ROIs. Our goal, however, was not to attribute certain
functions to certain regions. Instead, we show a ‘gradient’ of cortical tuning to threat-associated
stimuli, with local variation with regard to the size of the effects.
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A second observation in this study - the formation of new categories - seemed
differentially represented in the cortex. In frontal areas, the strength of trial-by-trial correlations for
the original categories and threat-associated categories revealed a shift from old categories (faces/
houses) toward new categories (reinforced/ unreinforced) over the course of conditioning. In
contrast, visual areas primarily reflected similarity of low-level stimulus properties (faces/ houses).
Although we did not test a priori predictions regarding the spatial distribution of these effects, our
observations are in line with previous findings (Seger & Miller, 2010). Exploratory analyses revealed
that the formation of a relevance-based super-ordinate response pattern during acquisition was
restricted to individuals that recalled the (un)reinforced contingencies during follow-up. Although
the current sample sizes did not allow for classification analyses, our findings give rise to the
intriguing question whether long-term memory for relevant associations could be predicted from
how individuals form super-ordinate categories based on these associations.
Four weeks later, neural correlates of the new associations were still present. This was to
some degree expressed by higher neural pattern similarity on repeated presentations of the same
reinforced stimulus, but was more prominently expressed by similarity across reinforced stimuli.
Under the same circumstances, the dominance of the affectively significant category appears to be
reinstated immediately. Note, however, that it would be very unfortunate if under all circumstances
new categories would surpass strong semantic categories after learning a new association. A more
plausible assumption is that thousands of categories coexist, and become alternately dominant
depending on which one is most relevant in a particular context. A better understanding of the
circumstances that activate a certain category would provide new insights into the flexibility of
memory traces and, more specifically, individual differences in acquired fear. As a starting point, it
would be interesting to examine to what degree the learned associations generalize to other stimuli
(different faces/ different houses) and to other contexts (without the threat of a shock). The present
study illustrates the utility of MVPA for studying how the brain categorizes; a process that cannot be
studied using traditional activation-based approaches.
Similar classical conditioning paradigms have been used for decades as experimental
models of how fear is acquired (LeDoux, 2003). The effectiveness of this paradigm as a model for
fear acquisition has been demonstrated in studies that used this paradigm during functional MRI
scanning, using additional measures of arousal such as skin conductance and eye blink responses
(Mechias et al., 2010; Sehlmeyer et al., 2009). Given that all participants in the current study judged
the UCS to be aversive, and given that all were aware of the CS-UCS contingencies, there is no
reason to assume that we induced something else than associative fear. However, it is unclear
whether we measured associative fear with our trial-by-trial correlations, as our study - like most
neuroimaging studies on fear conditioning - did not partial out the effects of heightened attention or
mere anticipation of a UCS. In accordance with these studies (Mechias et al., 2010; Sehlmeyer et al.,
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2009), activation-based ROI analyses did reveal more activation for reinforced stimuli compared to
unreinforced stimuli in the dACC and anterior insula. We did not show increased activation in
response to the reinforced stimuli in the amygdala, which contrasts with some human studies
(Morris & Dolan, 2004; but see for reviews Mechias et al., 2010; Sehlmeyer et al., 2009). In our
study, the correlation between differential amygdala activity and the within-stimulus trial-to-trial
correlations in the visual cortex corroborates theories about the mediating role of the amygdala in
the enhancement of perception of emotional-significant stimuli (Pessoa & Adolphs, 2010; Vuilleumier
& Driver, 2007). It also suggests a close link between activation of the traditional fear-circuit and
changes in the spatial representation of threat-associated stimuli. It is nevertheless possible that
these within-stimulus correlations reflect the arousing aspect of the fear-association, and not the
negative tone. They may also mirror different components of the fear-association depending on
brain area; some areas may reflect the negative tone of an association, while other areas mainly
reflect arousal or attention. As attention and emotion are inextricably linked (Bradley, 2009; Pessoa,
2008), they will often indirectly reflect the presence of an affectively significant association. Only
varying the valence and arousing properties of a UCS could disentangle these different components.
Taken together, the results suggest that trial-by-trial MVPA provide a promising tool for
examining how the human brain encodes relevant associations and forms semantic networks. This
type of learning is essential for the survival of a species, but can become dysfunctional in the case of
anxiety disorders. Experimental research on mechanisms of fear learning and modulation of fear
memory may benefit from advanced neural pattern analyses. They offer the possibility to closely
monitor how semantic associations evolve over time.
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Abstract
Although certain changes in the brain may reflect fear learning, no marker is yet available that
indicates whether an aversive experience will develop into fear memory. Here we unveil the
moment-to-moment dynamics of human fear learning, by applying MVPA to single-trial BOLD-MRI
data. We demonstrate that the long-term behavioral expression of fear memory can be predicted
from neural patterns at the time of learning.
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Introduction
Despite everything we know about the processes that can weaken or strengthen memory for fearful
events, our understanding of how these events are represented, processed and eventually engraved
into the neural architecture of the brain remains remarkably poor. An inherent restriction of
memory research, including fear conditioning, is that we can only infer fear memory from the degree
to which behavior during learning (e.g., freezing in rats, physiological responding in humans) overlaps
with behavior at a later retention test. Although the expression of fear during learning is certainly
related to long-term memory, much of what we learn does eventually not transform into long-term
memory. Currently, no signature exists that at the time of learning permits a read-out of subsequent
consolidation (Dudai, 2012).
The application of Multi-voxel pattern analysis (MVPA), a technique for analyzing
distributed patterns of BOLD-MRI data (Haxby et al., 2001), may be especially promising for fear
memory research, given that there is naturally more information in patterns than in mean activation
(Haxby et al., 2001; Norman et al., 2006). Using this technique, it has been shown that the neural
representations of stimuli change as a function of fear conditioning (Bach, Weiskopf, & Dolan, 2011;
Li et al., 2008; Visser, Scholte, & Kindt, 2011). While it is tempting to interpret these changes as a
marker for fear memory, they were not examined in relation to a later, independent memory
test(Bach et al., 2011; Li et al., 2008; Visser et al., 2011). The question is whether patterns of
activation also inform about upcoming consolidation processes, indicating that, at least in fear
memory research, MVPA is more than a cross-validation technique for assessing transient learningdependent changes. Although neural pattern similarity during encoding can successfully predict
relatively short-term (1-6 h) declarative memory performance (Xue et al., 2010), this effect could be
explained by enhanced conscious processing of the subsequently remembered items(Schurger et al.,
2010; Xue et al., 2010). Central to fear memory, however, is not the conscious processing of threat
and the factual recollection of events, but the automatic emotional expression of fear.
Here, we tested whether the formation of long-term procedural fear memory can be
assessed with neural pattern similarity during learning. To this end, we combined fMRI with a
behavioral measure of associative fear learning (i.e., pupil dilation responses) during differential fear
conditioning and a memory-test (Supplementary Figure 1a). We repeatedly presented six stimuli,
derived from two distinct categories (faces and houses), as the to-be-conditioned stimuli (CS). One
face and one house (CSs+neg) co-terminated with a mild electric stimulus (unconditioned stimulus,
UCS) in half of the trials (Supplementary Figure 1b). Another face and another house (CSs+neut) coterminated with a neutral sound (neutral associative stimulus, AS) in half of the trials, to control for
non-aversive associative learning. The third face and house (CSs–) were never reinforced. For the
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fMRI-analyses, we only analyzed CS+neg and CS+neut trials in which no shock or sound was presented,
and corresponding CS– trials (together referred to as ‘target’ trials; Supplementary Figure 1c).
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Figure 1 A 42 x 42 correlation matrix,
containing within-stimulus and betweenstimulus correlations of BOLD-MRI
patterns in the superior frontal gyrus
(SFG) during the learning phase (n = 38).
The off-diagonal represents correlations
between two consecutive target trials
(within-stimulus correlations). Betweenstimulus
correlations
include
correlations between stimuli from the
same original category (faces and houses)
and between stimuli that share a
particular outcome (shock vs. sound vs.
no consequence).
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We employed trial-by-trial similarity analysis (Kriegeskorte et al., 2008; Visser et al., 2011) in order
to 1) examine the formation, activation and extinction of fear associations and, importantly, 2) assess
whether pattern similarity predicts the long-term expression of fear memory. Hereto, we modelled
trials as separate events. For each of the 38 participants, we created a vector containing the spatial
pattern of BOLD-MRI signal related to one stimulus presentation, for six anatomically defined
regions of interest (ROIs): the anterior cingulate cortex (ACC), the insula, the amygdala, the
hippocampus, the ventromedial prefrontal cortex (vmPFC) and the superior frontal gyrus (SFG).
Next, we correlated each vector with all other vectors related to the other stimulus presentations,
resulting in a similarity matrix of 42-by-42 target trials (Figure 1). Correlations of interest included
the correlations between two consecutive presentations of the same stimulus (within-stimulus) and
between pairs of different stimuli (between-stimulus), including stimuli that belonged to the same
category (original categories: faces and houses) and stimuli that shared a specific outcome
(categories based on learned association: shock vs. sound vs. no consequence) (Supplementary
Figure 2). Between-stimulus pattern similarity is characterized by a focus on a common outcome
rather than a focus on single predictors and putatively reflects a type of higher-order fear learning
(Visser et al., 2011).
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Methods
Participants
Fifty-four students of the University of Amsterdam participated in the initial fear learning session.
Forty-seven participants returned for the subsequent memory phase. Data were discarded from
analyses if participants did not return for the second session, if fMRI-data were confounded by
substantial head motion (> 2mm in any direction, n = 4) or by excessive sleepiness, judged on the
basis of eye-tracker data combined with self-report (n = 3). Additionally, two participants were
excluded from the analysis, because they had not learned the contingencies (see Experimental design).
For the fMRI analyses, the final sample included 38 participants (15 male, 36 right-handed) between
18 and 33 years of age (mean 23.7 ± 3.8 s.d.). The time between the two sessions ranged from 13 to
43 days (mean 22.18 ± 6.4 s.d.). From three participants, part of the eye-tracker data was missing
(not the retention trials) and from six participants part of the AS-expectancies was missing.
Therefore, when data from the three experimental phases are compared directly, eye-tracker data
are reported for 35 participants and US- and AS-expectancies are reported for 32 participants.
Participants earned course credit or €22,– per session. All participants gave their written informed
consent before participation and were naive to the purpose of the experiment. Procedures were
executed in compliance with relevant laws and institutional guidelines, and were approved by the
local ethics committee (2011-CP-1565).
Experimental design
The experiment consisted of two phases: a learning phase and a memory phase. The latter consisted
of a baseline and an extinction phase (Supplementary Figure 1a). For the learning phase, a differential
fear conditioning paradigm was used, with delay conditioning and partial reinforcement
(Supplementary Figure 1b). Three faces (NimStim set, Tottenham et al., 2009) and three houses
(collected from the internet and separated from their background) were repeatedly presented for
4.5 seconds and served as the to-be-conditioned stimuli (CS; see main text). Stimuli were converted
to grayscale and presented on a grey background.
The electrical stimulation served as aversive unconditioned stimulus (UCS) and was
delivered twice for 2 ms, with a delay of 300 ms, applied by a Digitimer DS7A through MRIcompatible carbon electrodes attached to the right shin-bone. Prior to the experiment, the intensity
of the electric stimulus was individually adapted to be aversive but not painful (intensity range 8-71
mA, mean 34.6 ± 15.6 s.d.). For the neutral associative stimulus (AS) a sound (500 ms) was selected
that is standard implemented in Windows (‘Chimes’). Subjective assessments (Supplementary Table
3) confirmed the intended valence of both UCS and AS.
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Inter-stimulus intervals were fixed and long enough (19.5 seconds) to limit intrinsic noise
correlations. The onset of each trial was triggered by the start of the acquisition of a BOLD-MRI
volume. The order of stimulus presentation was fixed (counterbalanced across participants) and
consisted of a repeating sequence of six target trials, with filler trials of the same stimuli in between
(Supplementary Figure 1c). In total, the learning phase consisted of 78 trials: 42 target trials (7 per
stimulus type) and 36 filler trials (6 per stimulus type), including all CS+neg trials that co-terminated
with a shock and all CS+neut trials that co-terminated with a sound. The baseline phase (without
electrodes) consisted of 24 trials: 18 target trials (3 per stimulus type) and 6 filler trials (1 per
stimulus type). Finally, the extinction phase (with electrodes) consisted of 78 trials: 42 target trials (7
per stimulus type) and 36 filler trials (6 per stimulus type). For fMRI-analyses, we constrained our
analyses to target trials (Visser et al., 2011).
Pupil dilation
Pupil dilation responses and eye-movements were recorded continuously throughout MRI-scanning,
using a remote non-ferromagnetic infrared Eyelink-1000 Long Range Mount eye-tracker (SR
Research). Before task onset, a nine-point calibration procedure was performed.
Data were sampled at 250 Hz. The baseline pupil diameter was the average value -during
the 500 ms prior to each CS onset. The pupil response to the CS was calculated as the peak change
from baseline in a window from 0 to 4 s after picture onset, discarding any data samples that were
obscured by eye blinks. Trials that suffered substantial signal loss (not related to sleepiness), affecting
either the baseline or more than 2 seconds within 4 seconds after stimulus onset were eliminated (0
-19 % per participant, median = 0.6 %) and replaced using the linear trend at point. Next, data were
Fisher-transformed for each of the three experimental phases separately.
Image acquisition
Scanning was performed on a 3T Philips Achieva TX MRI scanner using a 32-channel head-coil.
Functional data were acquired using gradient echo, echo planar imaging (TR = 2000 ms; TE = 27.63
ms; FA = 76.1°; 39 sagittal slices with interleaved acquisition; 3.0 x 3.0 x 3.3 mm voxel size; 64 x 64
matrix; 192 x 192 x 141.24 FoV) covering the whole brain. The learning phase consisted of 946
dynamics, the baseline of 295 and the extinction phase again of 946 dynamics. Foam pads minimized
head motion. A high-resolution 3D T1-weighted image (TR = 8.124 ms, TE = 3.72 ms, FA = 8°; 1 x 1
x 1 mm voxel size; 256 x 256 x 160 FoV) was additionally collected for anatomical visualization.
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Preprocessing
FEAT (FMRI Expert Analysis Tool) version 4.1.6, part of FSL (Oxford Centre for Functional MRI of
the Brain [FMRIB] Software Library [www.fmrib.ox.ac.uk/fsl]) was used to analyze the (f)MRI data.
Pre-processing steps included slice-time correction, motion correction, spatial smoothing (Beeck,
2010) using a 5 mm full-width-at-half-maximum Gaussian kernel, high-pass filtering in the temporal
domain (σ = 50) and prewhitening (Woolrich et al., 2001). Structural images were co-registered to
the functional images and transformed to MNI standard space (Montreal Neurological Institute)
using FLIRT (FMRIB's Linear Image Registration Tool, FSL). The resulting normalization parameters
were applied to the functional images.
Region of interest selection
Regions of interest (ROI) were selected based on their role in fear learning and (extinction) memory
(LaBar & Cabeza, 2006; Sehlmeyer et al., 2009) and included the anterior cingulate cortex (ACC),
the insula, amygdala, hippocampus and ventromedial prefrontal cortex (vmPFC). We additionally
included the superior frontal gyrus (SFG), to illustrate that robust learning-dependent changes - as
revealed by similarity analysis - can also be observed outside the salience network (Visser et al.,
2011). ROIs were obtained from the Harvard-Oxford cortical and subcortical structural atlases
(Harvard Center for Morphometric Analysis). Additional analyses were performed with functional
and equal-sized ROIs (Supplementary Table 4, 5, 8 and 12).
Univariate analysis
To visualize trial-by-trial learning dependent changes in average activation, we modelled all trials as
separate events and extracted for each event the average response amplitude per ROI using Matlab
(version 7.11; MathWorks). For additional whole brain analyses, see Supplementary Table 9.
Trial-by-trial similarity
For the trial-by-trial representational similarity analysis, trials were also modelled as separate events.
The resulting single-trial data were further analyzed in Matlab, by calculating pair-wise Pearson
correlations between event-related spatial patterns of activation (Z-values per voxel). This resulted
in a similarity matrix containing correlations among trials, for each participant, for each ROI. From
this matrix (Figure 1), three different types of correlations were selected (see main text;
Supplementary Figure 2). The strength of these correlations was used as a metric of similarity.
Correlations were then Fisher-transformed for each experimental phase separately. Figures,
however, display raw data, as this facilitates interpretation of the results.
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Statistical analyses
Fisher-transformed pupil dilation responses, within-stimulus correlations and correlations for
original-related stimuli were averaged over face- and house stimuli. This was done to reduce the
number of comparisons and because we were not interested in the difference between faces and
houses with regard to the experimental manipulation (but see Figure 1).
Statistical comparisons of the learned associations were performed by within-subjects
Analysis of Variance (ANOVA), using Statistical Package for the Social Sciences (SPSS, version 17;
SPSS Inc.). Differential fear learning was assessed by the interaction of all trials x stimulus, but was
only tested when there was also a significant main effect of stimulus type. For the baseline phase, no
main effects of stimulus type were expected. Reactivated fear memory was assessed by a main effect
of stimulus type during the extinction phase, and if significant, extinction was assessed by a significant
interaction of all extinction trials x stimulus type.
The predictive value of the different measures was examined by assigning participants to a
‘Retention’-group and a ‘No retention’-group, according to their pupil dilation responses on the first
three extinction trials (see main text). To compare groups, we first calculated difference scores for
each trial from the learning phase: 2(CS+neg) – CS+neut – CS– for single-trial activation data and pupil
data; 3(CS+neg) – CS+neut – CS– – original category for between-stimulus correlations. Then, we
subtracted the average difference over the first target trials (when participants did not know the
contingencies; Supplementary Figure 1c) from the average difference over the later target trials
(when contingencies could have been learned), yielding a ‘conditioning’-index that expressed the
relative increase of CS+neg responses over the course of learning. These ‘conditioning’-indices were
then compared between the ‘Retention’ and ‘No retention’-group and also used for the continuous
assessment of fear memory.
Predictions were tested while correcting for multiple comparisons (6 ROIs) by limiting the
false discovery rate (FDR; Benjamini & Hochberg, 1995). In case that the assumption of sphericity
was violated a Greenhouse-Geisser correction was applied. All p-values are reported two-sided.

Results & Discussion
Consistent with previous work (Visser et al., 2011), the application of trial-by-trial similarity analysis
revealed clear learning curves that indexed the formation of associative fear (within-stimulus: trial
2
(6) x stimulus (3), between-stimulus: trial (7) x stimulus (4); all ps ≤ 0.004, ηP ranging from 0.06-

0.22; Figure 2a; Supplementary Figure 3a; Supplementary Table 1). Two to six weeks later (mean
22.18 days ± 6.4 s.d.) participants returned for the memory phase. Without electrodes attached,
exposure to previously learned CS+neg stimuli did not elicit differential pattern similarity. With
electrodes attached, differential pattern similarity reappeared and - as the aversive outcome was no
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longer delivered - eventually extinguished (Supplementary Table 2). To compare our approach with
standard univariate analysis, we examined single-trial activation, averaged over all voxels in a ROI.
This yielded similar learning and extinction curves as obtained with similarity analysis in ACC and
insula (Figure 2b), although interaction effects did not reach FDR-corrected significance (all p ≥
0.033; Supplementary Table 1).
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Figure 2 Neural pattern similarity versus average activation during different experimental phases. Within-stimulus pattern
similarity (averaged over faces and houses) and between-stimulus pattern similarity (a) and average single-trial activation
(averaged over faces and houses) (b) in the anterior cingulate cortex (ACC), amygdala and superior frontal gyrus (SFG) (n = 38)
show the formation, re-expression and extinction of fear-associations. The high sensitivity of similarity analysis compared to
univariate analysis reveals the involvement of brain areas outside the traditional fear-circuit (e.g., SFG). Error bars represent SEM.

In parallel with the results from the similarity analysis, successful fear conditioning was also evident
from increased pupil dilation in response to CS+neg stimuli compared to CS+neut and CS– stimuli over
2
the course of conditioning (trial (13) x stimulus (3); F24, 816 = 9.15, p < 0.0005, ηP = 0.21). Without

electrodes attached, the presentation of previously learned CS+neg stimuli did not elicit enhanced
pupil responses. With electrodes attached, differential pupil responses were present again (main
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effect of stimulus, p < 0.0005, ηP2 = 0.43), and eventually extinguished (trial (13) x stimulus (3), F24,
816

= 2.49, p < 0. 0005, ηP2 = 0.07; Supplementary Figure 4). These findings confirm the validity of

the conditioned pupil dilation response as a behavioral measure of fear (Reinhard, Lachnit, & König,
2006).
After the first three trials of the extinction phase, differential pupil responses rapidly
diminished (2nd versus 3rd extinction trial, F1, 37 = 0.14, p = 0. 713; 3rd versus 4th extinction trial, F1,37
= 8.10, p = 0.007), indicating that extinction learning started after the third trial. To predict the longterm expression of fear memory, we classified the 38 participants according to their behavioral
expression of fear memory (Figure 3a), averaged over these first three ‘retention’-trials before
extinction learning became apparent. We assigned participants to the ‘Retention’-group (n = 22) if
they showed a stronger pupil response to the CS+neg-face stimulus as well as to the CS+neg-house
stimulus, compared to any of the four control stimuli (CSs+neut and CSs–). The remaining participants
were assigned to the ‘No retention’-group (n = 16). Groups did not differ on subjective and
procedural variables (Supplementary Table 3 and Supplementary Figure 5).
We assessed the predictive value of fear learning curves derived from neural pattern
similarity, by comparing groups on mean ‘conditioning’-indices (Methods), which expressed the
relative increase of the CS+neg responses over the course of learning. For within-stimulus pattern
similarity no substantial differences were found (Supplementary Table 4; Supplementary Figure 6).
For between-stimulus pattern similarity, we found more stimulus differentiation during initial fear
learning in the ‘Retention’-group compared to the ‘No retention’-group, in the ACC (F1, 36 = 6.53, p
= 0.015, ηP2 = 0.15), insula (F1, 36 = 5.10, p = 0.030, ηP2 = 0.12), amygdala (F1, 36 = 4.96, p = 0.032, ηP2
= 0.12), hippocampus (F1, 36 = 5.16, p = 0.029, ηP2 = 0.13) and vmPFC (F1 ,36 = 8.47, p = 0.006, ηP2 =
0.19; Figure 3b), with a trend observed in the SFG (p = 0.079) (Supplementary Figure 7;
Supplementary Table 5). Notably, the ‘Retention’- and ‘No retention’ group did not differ in pupil
responses at the time of fear learning (F1, 33 = 2.19; p = 0.148; Figure 3a).
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Figure 3 Pupil dilation and neural pattern similarity split by long-term procedural fear memory. Pupil dilation responses (n = 35)
show differential learning and extinction of fear (a). Based on differential pupil responses during the first three trials from the
extinction phase, participants were assigned to the ‘Retention’-group (n = 19 for pupil data, n = 22 for MRI-data) or the ‘No
retention’-group (n = 16) (a, b). While differential pupil responses during learning did not predict subsequent pupil responses,
differential pattern similarity in several brain regions, including the ventromedial prefrontal cortex (vmPFC; b), did. Error bars
represent SEM.

Follow-up tests for both groups separately (Supplementary Table 6) revealed strong fear learning –
as indexed by differential pattern similarity - in the ‘Retention’-group in all areas (ps ≤ 0.018; Figure
3b; Supplementary Figure 7). The ‘No retention’-group showed a different pattern. For this group,
no fear learning was observed in the amygdala, hippocampus (Supplementary Figure 7) and vmPFC
(Figure 3b), but some fear learning was observed in the ACC, the insula and the SFG (Supplementary
Figure 7). A continuous assessment of the predictive value of pattern similarity (Supplementary
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Material) revealed a linear relationship between differential between-stimulus pattern similarity in the
ACC, insula, vmPFC and SFG during fear learning and subsequent differential pupil dilation during
the retention trials (Supplementary Table 7). Again, differential pupil responses during fear learning
did not predict differential pupil responses at test (p = 0.464).
Crucially, we found that average activation did not predict the later expression of fear
memory in any of the ROIs (Supplementary Figure 8; Supplementary Table 7 and 8), or anywhere
else in the brain (Supplementary Material; Supplementary Table 9). We repeated the ROI analyses
while only considering voxels that were responsive to the task (Haxby et al., 2001) (Supplementary
Material). This enhanced learning effects for both pattern similarity and mean activation
(Supplementary Table 10), but again revealed that the prediction of procedural fear memory was
restricted to between-stimulus pattern similarity (Supplementary Table 4, 5 and 8). Although withinstimulus pattern similarity did not clearly predict procedural fear memory, we replicated other
findings on declarative memory (Xue et al., 2010) by showing that in the hippocampus withinstimulus pattern similarity was higher for subsequently remembered stimuli compared to
subsequently forgotten stimuli (F1,15 = 5.28, p = 0.036, ηP2 = 0.26, uncorrected; Supplementary Table
11).
In sum, the refinement of an individual stimulus representation (within-stimulus) seems
different from the formation of a higher-order fear association (between-stimulus). The cortical
distribution of between-stimulus and within-stimulus pattern similarity further substantiates this idea
(Visser et al., 2011). Whereas these two types of neural pattern similarity both reflect fear- and
extinction learning, they apparently contain different information about future consolidation
processes, given that only between-stimulus neural pattern similarity predicts the later behavioral
expression of fear memory. Higher-order fear learning expressed as changes in neural patterns may
offer a promising signature to examine the determinants of fear memory.
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Supplementary Figures
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Supplementary Figure 1 Experimental design. Schematic drawing of different experimental phases, consisting of a learning
phase and a memory phase, all of which took place during functional MRI-scanning (a). During the learning phase, fear
associations were acquired through differential fear conditioning. Participants were told that two out of six stimuli could be
followed by the shock, that two other stimuli could be followed by a sound, while the remaining two would never be followed by
a shock or a sound, and that they had to learn these contingencies. During the memory phase, participants were told that no
shocks or sounds were delivered during the first run, and that this run served as a baseline. In between the two runs, the
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experimenter entered the scanner room and attached the electrodes. During this run, participants were instructed to remember
what they had learned during the previous session, to prevent participants from erroneously expecting a different contingency
scheme. The shock intensity was explicitly set at the individual level as determined in the previous session, but no actual shocks
were delivered. Six stimuli, which were backward-projected onto a screen that was viewed through a mirror attached to the
head-coil, were repeatedly presented for 4.5 seconds. During fear conditioning (b), two of these co-terminated with a shock on
46% of the trials (CS+neg), two co-terminated with a sound on 46% of the trials (CS+neut), and two were never reinforced (CS-).
Inter-trial intervals were fixed. The paradigm consisted of repeating sequences of target trials (bold), presenting the six different
stimuli in a fixed order such that the time between two consecutive target trials was equal over the six conditions (c). In
between, the semi-random presentation of filler trials ensured the unpredictability of stimuli. Administration of a UCS or AS only
occurred on filler trials, which were discarded from the fMRI analyses to be certain that shock- or sound-related activity did not
confound CS-related activity. The first paired CS+ trials were presented between the second and third sequence of target trials.
Images are not to scale.

Within-stimulus neural pattern similarity
CS+neg

+
n
n+1

n
n+1

n
n

CS+neut

+
n

n

n
n

n+1

n

+

+

+
+

n

CS–

n+ 1

+

/2
n

n+1

n

Original association

/2
n

CS+neut

CS–

Between-stimulus neural pattern similarity
Learned association
CS+neg

n

n

/6
n

+

n

/2
n

n+1

n

n

n

n

n

n

Supplementary Figure 2 Assessment of neural pattern similarity. In order to assess neural pattern similarity, correlations
were calculated between patterns evoked by consecutive trials of the same stimulus (within-stimulus), trials of stimuli that share
(non)reinforcement (categories based on learned association [i.e., a similar outcome]: CS+neg-face with CS+neg-house, CS+neut-face
with CS+neut-house and CS--face with CS--house) and trials of stimuli that belong to the same category (original associations: faces
and houses). Note that the number of between-stimulus correlations is equal to the number of target trials, whereas the number
of within-stimulus correlations is equal to the number of target trials minus one. Results reported for original category
correlations and within-stimulus correlations are averaged over faces and houses (see Methods). Images are not to scale.
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Supplementary Figure 3 Neural pattern similarity versus average activation during different experimental phases. Graphs
refer to neural pattern similarity, within-stimulus and between-stimulus, (a) and average single-trial activation (b) in the
hippocampus, insula and ventromedial prefrontal cortex (vmPFC) (n = 38). This illustrates how the processing of stimuli based on
affective significance is reflected throughout the cortex, during different experimental phases. Differential correlations emerge
during fear conditioning. After a few weeks, no differential correlations are visible at baseline, when electrodes are not attached.
However, the presence of a threat causes reactivation of the fear associations, which extinguish when participants learn that the
aversive consequence is no longer delivered. Error bars represent SEM.
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Trial
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Supplementary Figure 4 Pupil dilation responses. Pupil dilation responses to the CS (n = 35), calculated as the peak change
from baseline in a window from 0 to 4 s after picture onset, show differential learning and extinction of fear associations. The
relatively high temporal resolution of the pupillary response allowed for the inclusion of filler trials (i.e., CSs+ that co-terminated
with a UCS or AS), as responses triggered by UCS or AS could not confound the CS-related signal. Each condition thus
contained 13 trials from the learning and extinction phase and 4 trials from the baseline phase. Based on the behavioral
expression of fear memory during the first three trials from the extinction phase, participants were assigned to the ‘Retention’group (n = 19 for pupil data, n = 22 for MRI-data) or the ‘No retention’-group (n = 16). Next, we compared data from the
learning phase to predict subsequent procedural fear memory (group membership). Our main dependent measure for fear
learning (between-stimulus pattern similarity) is based on the correlation between separate stimuli, not the average of individual
stimulus presentations (as with within-stimulus pattern similarity). To match this as closely as possible, we used a classification
criterion that ensured that for anyone in the retention group both CS+neg stimuli, not just one, were encoded as predictors of
threat (the UCS). The ‘Retention’-group therefore consisted of individuals that had a stronger pupil dilation response (average
over first three retention-trials) to both CS+neg stimuli separately, compared to any of the other four stimuli. Note that in the ‘No
retention’-group individuals could potentially have retained their fear for only one CS+neg stimulus, which would be expressed as
an enhanced pupil response to either the CS+neg-face or the CS+neg-house. Hence, after averaging pupil data over faces and houses
(see Methods), pupil dilation responses in the CS+neg condition still appear to be slightly increased in the ‘No retention’-group as
well (Figure 3a). Error bars represent SEM.
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Supplementary Figure 5 UCS- and AS-expectancy scores. Mean retrospective UCS- and AS-expectancy scores (n = 32, see
Participants), collected after the learning phase and the memory phase, displayed separately for the ‘Retention’-group (n = 17) and
the ‘No retention’-group (n = 15). Participants were asked to identify which houses and which faces were followed by shocks and
by sounds, and to indicate retrospectively their expectation of the UCS or AS on a continuous rating scale consisting of 9 points
labeled from “certainly no electric stimulus/ sound” (1) through “uncertain” (5) to “certainly an electric stimulus/ sound” (9), for
three time points during the scan. Mean retrospective UCS-expectancies revealed significant acquisition of fear associations
(interaction effect of time point (3) x stimulus type (3); F2.17, 67.37 = 146.01, p < 0.0005, ηP2 = 0.83) and reactivation and extinction
of fear associations (main effect of stimulus type and interaction effect of time point (3) x stimulus type (3) during the extinction
phase; F1.31, 40.70 = 98.10, p < 0.0005, ηP2 = 0.76 and F2.43, 75.32 = 34.63, p < 0.0005, ηP2 = 0.53 respectively) (a). Similarly, mean
retrospective AS-expectancies revealed significant acquisition (F2.39, 73.94 = 56.01, p < 0.0005, ηP2 = 0.64) and reactivation and
extinction (F1.40, 43.26 = 54.48, p < 0.0005, ηP2 = 0.64 and F2.17, 67.17 = 20.13, p < 0.0005, ηP2 = 0.39) of neutral associations (b). Longterm expression of fear memory was not predicted by UCS-expectancies at the time of encoding (difference last time-point
minus difference first time point, between-subject ANOVA; F1, 30 = 2.71, p = 0.11). Error bars represent SEM.
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Supplementary Figure 6 Neural pattern
similarity split by group. Graphs present
within-stimulus neural pattern similarity in 6
ROIs for the ‘Retention’-group (n = 22) and
‘No retention’-group (n = 16) separately.
Differential correlations at the time of
encoding seem slightly enhanced in the
‘Retention’-group compared to the ‘No
retention’-group, although the difference
between groups with regard to learning
effects is only significant (uncorrected) in the
vmPFC. Interestingly, in all areas the
behavioral expression of fear memory was
paralleled by pattern similarity during the
memory phase, as indicated by the absence of
differential correlations during the memory
phase in the ‘No retention’-group. Error bars
represent SEM.
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Supplementary Figure 7 Neural pattern
similarity split by group. Graphs present
between-stimulus neural pattern similarity in
5 ROIs for the ‘Retention’-group (n = 22) and
‘No retention’-group (n = 16) separately.
Differential correlations at the time of
encoding seem enhanced in the ‘Retention’group, and predictive of subsequent memory
expression, although learning effects in the
‘No retention’-group reached significance, or
trend significance in the anterior cingulate
cortex (ACC), insula and superior frontal
gyrus (SFG) as well. Interestingly, in all areas
the behavioral expression of fear memory
was paralleled by pattern similarity during the
memory phase, as indicated by the absence of
differential correlations during the memory
phase in the ‘No retention’-group. Error bars
represent SEM.
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Supplementary
Figure
8
Average
activation split by group. Graphs present
single-trial activation in 6 ROIs for the
‘Retention’-group (n = 22) and ‘No
retention’-group (n = 16) separately. In none
of these ROIs does differential activation
predict the long-term behavioral expression
of fear memory. Error bars represent
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Supplementary Tables
Supplementary Table 1 fMRI data for the learning phase
Within‐stimulus

Region

Between‐stimulus

Mean activation

Main effect

Interaction

Main effect

Interaction

Main effect

Interaction

(3)

(3 x 6)

(4)

(4 x 7)

(3)

(3 x 7)

F

p

F

p

F

p

F

p

F

p

F

p

ACC

37.69

<0.0005

9.31

<0.0005

16.66

<0.0005

3.61

<0.0005

20.54

<0.0005

1.49

0.161

Amygdala

10.12

<0.0005

3.32

<0.0005

3.50

0.032

2.62

0.004

5.37

0.007 a

0.93

0.512

a

Hippocampus

10.18

<0.0005

3.12

0.004

3.24

0.034

2.35

0.009

6.24

0.003

1.01

0.435

Insula

56.66

<0.0005

10.36

<0.0005

25.37

<0.0005

5.61

<0.0005

13.77

<0.0005

2.16

0.033

SFG

33.23

<0.0005

9.26

<0.0005

16.62

<0.0005

6.36

<0.0005

1.54

0.221

NT

NT

1.31

0.234

vmPFC

11.41

<0.0005

5.40

<0.0005

3.47

0.034

2.33

0.009

4.63

0.019

a

All significant values (p < 0.05) are in italics, and those that reach FDR-corrected significance are in bold. NT = not tested: Areas
without significant main effect of stimulus type are not tested for acquisition effects. a effect not caused by significantly higher
values for CS+neg stimuli

Supplementary Table 2 fMRI data for the extinction phase
Within‐stimulus
Region

Between‐stimulus

Mean activation

Main effect

Interaction

Main effect

Interaction

Main effect

Interaction

(3)

(3 x 6)

(4)

(4 x 7)

(3)

(3 x 7)

F

p

F

p

F

p

F

p

F

p

F

p

ACC

13.23

<0.0005

1.04

0.408

7.49

0.001

2.16

0.018

4.35

0.016

0.81

0.593

Amygdala

4.73

0.012

2.36

0.010

6.28

0.002

0.66

0.775

0.79

0.458

NT

NT

Hippocampus

5.20

0.008

2.12

0.022

7.44

<0.0005

0.69

0.737

0.28

0.754

NT

NT

Insula

17.28

<0.0005

2.15

0.020

13.66

<0.0005

1.86

0.049

3.23

0.045

1.59

0.132

SFG

11.55

<0.0005

1.63

0.095

14.52

<0.0005

0.87

0.569

0.18

0.834

NT

NT

vmPFC

4.00

0.022

0.92

0.514

3.05

0.032

0.77

0.675

1.73

0.185

NT

NT

All significant values (p < 0.05) are in italics; those that reach FDR-corrected significance are in bold. NT = not tested: Areas
without significant main effect of stimulus type are not tested for extinction effects.
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Supplementary Table 3 Participant- and UCS- and AS-characteristics
Retention (n = 22)

No retention (n = 16)

Main effect (2)

Mean (± s.d.)

Mean (± s.d.)

F

p

ASI

8.9 (± 5.3)

10.3 (± 5.9)

0.60

0.445

STAI‐S

31.3 (± 6.3)

33.9 (± 9.2)

1.04

0.316

STAI‐T

34.2 (± 8.6)

36.2 (± 8.8)

0.49

0.487

UCS intensity (mA)

36.4 (± 16.5)

32.1 (± 14.5)

0.68

0.414

UCS evaluation

3.4 (± 1.4)

3.5 (± 1.3)

0.01

0.934

AS evaluation

8.9 (± 0.4)

8.8 (± 1.0)

0.24

0.629

# of days between scans

22.3 (± 7.5)

22.0 (± 4.8)

0.02

0.883

# of participants (%)

# of participants (%)

χ2

p

17 (77.3)

10 (62.5)

0.983

0.321

Correct declarative memory for

CS+neg stimuli

Summary of participant- and UCS- and AS-characteristics (n = 38, between-subjects ANOVA and chi-square), split by group.
Prior to the experiment, the Anxiety Sensitivity Index (ASI; Peterson & Reiss, 1993) was used to assess one’s tendency to
respond fearfully to anxiety-related symptoms. In addition, state and trait anxiety were assessed with the State and Trait Anxiety
inventory (STAI-S and STAI-T; Spielberger, 1983). Furthermore, participants evaluated the unconditioned stimulus (UCS) and
neutral associative stimulus (AS) on a 9-point scale (1 = “very unpleasant”, 9 = “not unpleasant at all”). No significant differences
were found on any of these measures. Although the number of participants that did not correctly identify both CS+neg stimuli was
slightly higher in the ‘No retention’-group than in the ‘Retention’- group, this difference was not significant, nor was the average
retention-index larger for individuals with a correct declarative memory (p = 0.234), suggesting that declarative fear memory and
the emotional expression of fear memory are at least to some extent independent.

Supplementary Table 4 Within-stimulus pattern similarity during learning compared between groups
Region

Within‐stimulus
Anatomical ROI

Functional ROI

Mean conditioning‐index

Main effect (2)

(± s.d.)

Mean conditioning‐index

Main effect (2)

(± s.d.)

Retention

No retention

(n = 22)

(n = 16)

ACC

2.33 (±2.05)

Amygdala

1.34 (±1.73)

Retention

No retention

(n = 22)

(n = 16)

0.230

2.21 (± 1.73)

0.459

1.36 (±1.78)

F

p

1.51 (±2.06)

1.49

0.96 (±1.25)

0.56

F

p

1.43 (± 1.95)

1.71

0.199

0.80 (±1.23)

1.20

0.280

Hippocampus

1.12 (±1.61)

1.19 (±1.51)

0.02

0.879

1.16 (±1.93)

1.00 (±1.45)

0.08

0.778

Insula

2.24 (±1.50)

2.16 (±1.95)

0.02

0.883

2.08 (±1.40)

1.92 (±1.79)

0.09

0.761

SFG

2.21 (±1.71)

1.43 (±1.81)

1.85

0.183

2.32 (±1.67)

1.35 (±1.71)

3.07

0.088

vmPFC

1.78 (±1.54)

0.60 (±1.93)

4.37

0.044

1.81 (±1.90)

0.55 (±1.77)

4.36

0.044

Summary of statistics of within-stimulus neural pattern similarity for the learning phase (n = 38, between-subjects ANOVA),
compared between groups, for atlas-based ROIs (left). Within each ROI ‘conditioning’-indices, which expressed the relative
increase of the CS+neg responses over the course of learning, were compared between groups. It is possible that MVPA suffers
less from functionally unresponsive voxels than an analysis in which activity is averaged across all voxels. We therefore repeated
the analysis for each of the six anatomical ROIs, but only considering those voxels whose responses explained variance in our
model (F-test on target trials, voxels thresholded at Z > 1.7; hereafter referred to as functional ROIs; right). All significant values
(p < 0.05) are in italics; none of the values survives FDR-correction.
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Supplementary Table 5 Between-stimulus pattern similarity during learning compared between groups
Region

Between‐stimulus
Anatomical ROI

Functional ROI

Mean conditioning‐index

Mean conditioning‐index

Main effect (2)

(± s.d.)
Retention

No retention

(n = 22)

(n = 16)

ACC

3.63 (±2.92)

Amygdala

3.29 (±2.39)

Hippocampus

2.99 (±2.38)

Main effect (2)

(± s.d.)
Retention

No retention

(n = 22)

(n = 16)

0.015

3.43 (±2.70)

0.032

2.58 (±2.46)

0.029

2.72 (±2.65)

F

p

1.24 (±2.75)

6.53

1.53 (±2.41)

4.96

1.11 (±2.69)

5.16

F

p

1.48 (±2.56)

5.06

0.031

1.10 (±1.74)

4.26

0.046

0.83 (±2.55)

4.86

0.034

Insula

4.10 (±2.16)

2.48 (±2.21)

5.10

0.030

3.87 (±2.55)

2.83 (±2.25)

1.72

0.198

SFG

3.74 (±2.18)

2.43 (±2.28)

3.26

0.079

3.75 (±2.39)

2.62 (±2.03)

2.34

0.135

vmPFC

2.62 (±2.94)

‐0.18 (±2.89)

8.47

0.006

2.55 (±2.79)

0.87 (±2.94)

3.21

0.082

Summary of statistics of between-stimulus neural pattern similarity for the learning phase (n = 38, between-subjects ANOVA),
compared between groups. The assessment of the predictive value of between-stimulus neural pattern similarity was done for
atlas-based ROIs (left), and for ROIs based on individual functional ROIs (right). Within each ROI ‘conditioning’-indices, which
expressed the relative increase of the CS+neg responses over the course of learning, were compared between groups. All
significant values (p < 0.05) are in italics; those that reach FDR-corrected significance are in bold.

Supplementary Table 6 Between-stimulus pattern similarity during learning split by groups
Retention (n = 22)
Region

Main effect

No retention (n = 16)
Interaction

(4)

Main effect

(4 x 7)

Interaction

(4)

(4 x 7)

F

p

F

p

F

p

F

p

ACC

9.19

<0.0005

3.13

0.003

7.03

0.003

1.48

0.098

Amygdala

3.62

0.031

2.57

0.009

0.43

0.661

NT

NT

Hippocampus

4.12

0.010

2.37

0.018

0.50

0.682

NT

NT

Insula

14.86

<0.0005

4.34

<0.0005

9.97

<0.0005

1.88

0.018

SFG

9.85

<0.0005

4.42

<0.0005

6.91

0.003

3.08

<0.0005

vmPFC

5.23

0.008

2.59

0.012

0.02

0.996

NT

NT

Summary of statistics of between-stimulus neural pattern similarity for the learning phase (n = 38, between-subjects ANOVA),
split by subsequent behavioral expression of fear memory, in six anatomical ROIs. All significant values (p < 0.05) are in italics;
those that reach FDR-corrected significance are in bold. NT = not tested: Areas without significant main effect of stimulus type
are not tested for acquisition effects.
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Supplementary Table 7 Continuous assessment of procedural fear memory
Within‐stimulus

Region

Between‐stimulus

Mean activation

r

p

r

p

r

p

ACC

0.259

0.117

0.447

0.005

‐0.013

0.939

Amygdala

0.111

0.507

0.194

0.243

0.056

0.736

Hippocampus

0.063

0.706

0.210

0.206

0.090

0.592

Insula

0.038

0.821

0.469

0.003

0.036

0.832

SFG

0.301

0.066

0.542

<0.0005

‐0.044

0.792

vmPFC

0.329

0.043

0.363

0.025

‐0.163

0.332

Correlations between conditioning-indices and differential pupil dilation responses at the retention test (n = 38), in six anatomical
ROIs. Aside from the split-group analysis, the prediction of the behavioral expression of fear was also continuously assessed, by
calculating the average difference between the CS+neg stimuli and the other stimuli (thus the relative response to the CS+neg
stimuli) in pupil dilation responses. This is substantially different from our split-group analysis, as in the continuous assessment a
strong pupil response to either one CS+neg stimulus (compared to the other stimuli) could drive the difference score up. Some
participants showed a large difference score on the retention trials, while not meeting the requirements for the ‘Retention’-group
(i.e., in the case that not both CS+neg stimuli elicited stronger responses than the other stimuli). Nevertheless, results from the
split-group analyses and continuous assessment of memory largely overlap (compare with Supplementary Table 5). All significant
values (p < 0.05) are in italics; those that reach FDR-corrected significance are in bold.

Supplementary Table 8 Average activation during learning compared between groups
Mean activation
Anatomical ROI
Region

Functional ROI

Mean conditioning‐index

Main effect (2)

(± s.d.)

Mean conditioning‐index

Main effect (2)

(± s.d.)

Retention

No retention

(n = 22)

(n = 16)

ACC

0.34 (±0.94)

Amygdala

0.13 (±0.66)

Hippocampus

‐0.03 (±0.59)

Retention

No retention

(n = 22)

(n = 16)

0.513

0.73 (±1.21)

0.959

0.32 (±1.01)

0.844

‐0.01 (±0.86)

F

p

0.52 (±0.70)

0.44

0.11 (±0.80)

0.00

‐0.08 (±0.71)

0.04

F

p

0.76 (±0.81)

0.01

0.936

0.15 (±1.01)

0.27

0.609

‐0.12 (±0.89)

0.15

0.698

Insula

0.38 (±0.94)

0.60 (±0.81)

0.60

0.442

0.75 (±1.07)

0.87 (±0.82)

0.13

0.720

SFG

‐0.14 (±0.95)

0.10 (±0.82)

0.66

0.421

0.00 (±1.17)

0.20 (±0.93)

0.30

0.586

vmPFC

‐0.13 (±0.95)

0.10 (±0.75)

0.65

0.427

‐0.30 (±1.20)

0.15 (±1.04)

1.46

0.236

Summary of statistics of mean activation for the learning phase (n = 38, between-subjects ANOVA), compared between groups.
The assessment of the predictive value of mean activation was done for atlas-based ROIs (left), and on ROIs based on individual
functional ROIs (right). Within each ROI ‘conditioning’-indices (see Methods), which expressed the relative increase of the
CS+neg responses over the course of learning, were compared between groups. None of the values reached statistical
significance.
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Supplementary Table 9 Brain areas showing differential activation during fear learning
Brain region (COG)

MNI coordinates
x

y

Anterior cingulate cortex

0

Brain stem, thalamus

0

Insula right

46

Volume
z

Size (mm3)

Max. Z

8

38

11396

7.42

‐14

‐6

5593

6.28

16

1

4298

6.75

Learning phase, CS+neg > CS+neut & CS‐
Group mean (n = 38)

Insula left

‐44

13

‐3

3644

7.80

Posterior supramarginal gyrus right

62

‐40

25

2375

6.26

Posterior supramarginal gyrus left

‐62

‐35

28

1878

7.07

Cerebellum left

‐35

‐61

‐38

1085

5.65

Frontal pole left

‐34

48

24

567

4.79

Retention (n = 22) > No retention (n = 16)
No significant clusters
No retention (n = 16) > retention (n = 22)
No significant clusters
Whole brain activation (Z > 2.3, cluster-corrected at p < 0.05) that discriminates the threat-associated stimuli from the control
stimuli, and within this contrast, activation that discriminates between groups. Univariate results are reported in order to
facilitate integration and interpretation of the data in the light of the previous findings (LaBar & Cabeza, 2006; Sehlmeyer et al.,
2009) and assess whether there are any clusters of voxels outside the six anatomically defined ROIs that predict subsequent
procedural fear memory. The three conditions (CS+neg, CS+neut and CS-, split by house and face stimuli) were separately modeled
in a GLM by convolution with a double-gamma response function, taking into account the onset times and duration of the trials.
We modeled target and filler trials separately and the UCS- and AS-trials in a similar fashion as the CS-trials. All trials and head
motion parameters were included in the model. However, only target trials were used for higher-level analysis. Subsequently, a
mixed-effect group analysis was conducted using the FMRIB FLAME stages 1 and 2. Main effects of fear learning were assessed by
contrasting CS+neg trials with CS+neut and CS- trials, and comparing this contrast between the two groups. For all contrasts, a
threshold value of Z > 2.3 was set with a cluster probability of p < 0.05, thereby correcting for whole-brain multiple comparisons
(using Gaussian random field theory). No significant clusters were observed that distinguished between the groups. Uncorrected,
at a threshold of p < 0.001, the largest cluster that distinguished between the groups consisted of 93 voxels. Coordinates are in
MNI-space and depict for each significant cluster the Center of Gravity (COG),
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Supplementary Table 10 fMRI data for the learning phase: functional ROIs
Within‐stimulus
Region

Between‐stimulus

Mean activation

Main effect

Interaction

Main effect

Interaction

Main effect

Interaction

(3)

(3 x 6)

(4)

(4 x 7)

(3)

(3 x 7)

F

p

F

p

F

p

F

p

F

p

F

p

ACC

39.25

<0.0005

9.41

<0.0005

17.20

<0.0005

3.61

<0.0005

27.05

<0.0005

2.37

0.018

Amygdala

17.61

<0.0005

3.40

<0.0005

8.87

<0.0005

2.50

0.005

5.05

0.009

1.15

0.320

Hippocampus

12.38

<0.0005

3.20

0.001

7.74

<0.0005

2.04

0.027

3.46

0.037 a

0.84

0.571

Insula

68.46

<0.0005

10.38

<0.0005

30.14

<0.0005

7.20

<0.0005

18.89

<0.0005

3.28

0.001

SFG

45.53

<0.0005

10.65

<0.0005

22.44

<0.0005

7.80

<0.0005

2.69

0.075

NT

NT

vmPFC

13.61

<0.0005

5.33

<0.0005

11.24

<0.0005

3.17

<0.0005

3.32

0.042 a

1.38

0.173

Summary of statistics of the fMRI data for the learning phase (n = 38, within-subjects ANOVA) in six functional ROIs. Although
interaction effects now become significant for mean activation in ACC and insula (compare with Supplementary Table 1), effect
sizes are increased for similarity analysis as well and thus remain substantially larger for similarity analysis than for activation
analysis. All significant values (p < 0.05) are in italics, and those that reach FDR-corrected significance are in bold. NT = not
tested: Areas without significant main effect of stimulus type are not tested for acquisition effects. a effect not caused by
significantly higher values for CS+neg stimuli.

Supplementary Table 11 Within-stimulus pattern similarity predicting declarative memory
Within‐stimulus
Region

Mean Fisher‐transformed correlation (± s.d.)
forgotten

remembered

F

p

ACC

0.19 (±0.38)

0.30 (±0.25)

0.67

0.424

Amygdala

0.11 (±0.25)

0.30 (±0.23)

4.27

0.057

Hippocampus

0.09 (±0.27)

0.31 (±0.26)

5.28

0.036

Main effect (2)

Insula

0.16 (±0.31)

0.27 (±0.22)

0.84

0.375

SFG

0.23 (±0.42)

0.36 (±0.30)

0.70

0.417

vmPFC

0.19 (±0.26)

0.22 (±0.25)

0.10

0.760

Summary of statistics of within-stimulus pattern similarity for the learning phase (n = 16, within-subjects ANOVA) in six
anatomical ROIs. Comparisons are made between stimuli based on long-term declarative memory for the CS-UCS and CS-AS
associations. Starting the memory phase, participants received a sheet presenting the 6 stimuli they had seen before and were
asked to identify the stimuli (‘forced choice’) and to rate their degree of certainty. Twenty-two participants correctly identified all
six stimuli and 16 participants mixed up at least two stimuli. To establish the predictive value of pattern similarity for declarative
memory we compared subsequently recognized items with subsequently forgotten items (averaged over experimental conditions
and trials) within the 16 participants that had mixed up at least one stimulus. Stimuli that were subsequently remembered elicited
more similar patterns of activation in the hippocampus on consecutive presentations than stimuli that were subsequently
forgotten. Although not completely comparable (declarative memory in this study refers to memory for the association, whereas
in the study by Xue and colleagues (2010) declarative memory referred to the recognition of the item itself) this is in line with
Xue et al. (2010). All significant values (p < 0.05) are in italics; none of the values survives FDR-correction.
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Supplementary Table 12 Between-stimulus pattern similarity during learning compared between groups: equal-sized ROIs
Between‐stimulus
Region

Mean conditioning‐index (± s.d.)
Retention

No retention

(n = 22)

(n = 16)

ACC (2967 voxels)

2.58 (±3.00)

Hippocampus (2967 voxels)

2.76 (±2.70)

Insula (2967 voxels)

3.31 (±2.23)

Main effect (2)
F

p

r

p

1.35 (±3.10)

1.53

0.224

0.230

0.164

0.98 (±2.47)

4.30

0.045

0.223

0.179

1.44 (±2.37)

6.20

0.018

0.351

0.031

SFG (2967 voxels)

3.14 (±2.39)

1.81 (±2.22)

3.05

0.089

0.376

0.020

vmPFC (2967 voxels)

2.28 (±2.88)

‐0.33 (±2.93)

7.50

0.010

0.336

0.039

Summary of statistics of between-stimulus pattern similarity for the learning phase (n = 38). ROIs are downsized to match the
number of voxels from the smallest ROI (amygdala). First, we calculated the distance between each voxels within a ROI and the
center of gravity (COG; based on probability values) of that particular ROI. Next, voxels were subtracted from this ROI, in
order of distance to the COG (highest to lowest), until the ROI contained 2967 voxels. The main predictive analyses were
repeated for these equal-sized ROIs, to examine whether the number of voxels within each ROI could explain the dissociation
between different brain regions with regard to how between-stimulus pattern similarity predicts fear memory (continuous versus
discrete). Hereto ‘conditioning’-indices, which expressed the relative increase of the CS+neg responses over the course of learning,
were compared between groups (discrete, left) and correlated with differential pupil dilation responses during the memory phase
(continuous, right). Results are, with the exception of the ACC, comparable to results from the original ROIs (Supplementary
Table 5, 7), so the size of the ROI cannot account for the dissociation between the results from the continuous assessment of
fear memory and the results from the split-group analysis. All significant values (p < 0.05) are in italics; those that reach FDRcorrected significance are in bold.
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CHAPTER 4

Abstract
Neuroimaging research on emotional memory has greatly advanced our understanding of the
pathogenesis of anxiety disorders. While the behavioral expression of fear at the time of encoding
does not predict whether an aversive experience will evolve into long-term fear memory, the
application of multi-voxel pattern analysis (MVPA) for the analysis of BOLD-MRI data has recently
provided a unique marker for memory formation. Here, we aimed to further investigate the utility of
this marker by modulating the strength of fear memory with an α2-adrenoceptor antagonist
(yohimbine HCl). Fifty-two healthy participants were randomly assigned to two conditions - either
receiving 20 mg yohimbine or a placebo pill (double-blind) - prior to differential fear conditioning
and MRI-scanning. We examined the strength of fear associations during acquisition and retention of
fear (48 hours later) by assessing the similarity of BOLD-MRI patterns and pupil dilation responses.
Additionally, participants returned for a follow-up test outside the scanner (2-4 weeks), during
which we assessed fear-potentiated startle responses. Replicating our previous findings, neural
pattern similarity reflected the development of fear associations over time, and unlike average
activation or pupil dilation, predicted the later expression of fear memory (pupil dilation 48 hours
later). While no effect of yohimbine was observed on markers of autonomic arousal, including
salivary α-amylase (sAA), we obtained indirect evidence for the noradrenergic enhancement of fear
memory consolidation: sAA levels showed a strong increase prior to fMRI scanning, irrespective of
whether participants had received yohimbine, and this increase correlated with the subsequent
expression of fear (48 hours later). Remarkably, this noradrenergic enhancement of fear was
associated with changes in neural response patterns at the time of learning. These findings provide
further evidence that representational similarity analysis is a sensitive tool for studying (enhanced)
memory formation.
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Introduction
Whereas much of what we learn will be forgotten with the passage of time, emotional memory
appears to be particularly resilient to forgetting (LaBar & Cabeza, 2006; McGaugh, 2000; McGaugh &
Roozendaal, 2002; Pape & Pare, 2010). Long-lasting memory for emotional experiences is in
principle adaptive, but can become dysfunctional as in the case of anxiety disorders.
The quintessential model for studying fear learning and memory is Pavlovian fear
conditioning, describing how a previously neutral event (Conditioned Stimulus, CS) elicits fear
responses after it has become associated with an aversive event (Unconditioned Stimulus, UCS). The
traditional fear-conditioning paradigm was originally designed to explore normal processes of fear
learning and memory. Given that anxiety disorders are characterized by the persistence of fear, and
by generalization of fear to other stimuli and contexts in the absence of actual danger, abnormal fear
memory as such cannot be defined at the time of learning. In laboratory settings, however, abnormal
fear memory can become apparent at later retention tests. A key question is whether the processes
that lie at the root of the development of abnormal fears are already active during the initial phase of
associative fear learning, or whether they are predominantly active during the post-encoding
consolidation phase.
To mimic abnormal processes of fear learning and memory, the noradrenergic system can
be stimulated during or immediately after fear conditioning, either directly through the central
administration of noradrenaline (LaLumière, Buen, & McGaugh, 2003), or indirectly through the
administration of the α2-adrenoceptor antagonist yohimbine HCl (Gazarini, Stern, Carobrez, &
Bertoglio, 2013; Gazarini, Stern, Piornedo, Takahashi, & Bertoglio, 2015; Soeter & Kindt, 2011,
2012). By blocking the α2-adrenergic autoreceptor, yohimbine interrupts the negative feedback
control of noradrenaline release, thereby increasing noradrenergic activity (Hedler, Stamm, Weitzell,
& Starke, 1981; Langer, 1974; Wemer, van der Lugt, de Langen, & Mulder, 1979). This experimental
model has been shown to strengthen fear memory, characterized by the persistence and
overgeneralization of fear (Gazarini et al., 2013, 2015; Soeter & Kindt, 2011, 2012). Interestingly, the
effect of yohimbine administration prior to fear learning was not yet expressed at the time of
learning (i.e., in more differential startle potentiation or elevated skin conductance) (Soeter & Kindt,
2011, 2012), suggesting that post-learning processes accounted for this enhancement. Indeed, ample
evidence supports the role of noradrenaline in synaptic changes, including long-term potentiation
(LTP), underlying the stabilization of a memory trace after its acquisition (Cahill & Alkire, 2003;
Cahill, Prins, Weber, & McGaugh, 1994; Hurlemann et al., 2005; Southwick et al., 2002; Strange &
Dolan, 2004).

69

CHAPTER 4

A crucial question is, however, whether the most commonly used physiological measures
in fear-conditioning paradigms are in this case reliable indicators of the formation of fear memory.
An inherent restriction of all memory research, including fear conditioning, is that one cannot assess
what is stored in memory until a memory is expressed. Yet, behavior during learning (e.g., freezing
in rats, physiological responding in humans) is not necessarily predictive of long-term memory, as
much of what we learn will be either lost over time or will not be consolidated in the first place. In
order to establish whether the memory enhancing properties of noradrenaline are already at play
during a learning experience, a reliable (neural) signature for the formation of fear memory is
required. Ideally, such a marker would indicate during learning whether, and how well, information
will subsequently be consolidated.
In a recent functional Magnetic Resonance Imaging (fMRI) study, we applied
representational similarity analysis (Kriegeskorte et al., 2008; Visser et al., 2011) to show that
changes in neural response patterns at the time of encoding were predictive of the long-term
physiological (i.e., pupil dilation) expression of fear memory (Visser, Scholte, Beemsterboer, & Kindt,
2013), while the physiological expression during fear learning did not predict the later expression of
fear. Specifically, we showed that response patterns evoked by two unrelated stimuli became alike as
a result of their association with an aversive outcome (between-stimulus pattern similarity). The
degree to which these patterns became similar predicted differential pupil responses 2-6 weeks
later. This suggests that part of the consolidation process, or the selection of information for
subsequent consolidation, already occurs during learning, but cannot be observed in indices of
peripheral nervous system activity. The question is whether noradrenergic enhancement of fear
associations can also be observed in neural patterns at the time of learning, indicating that the
transition from normal fear to excessive fear may start instantaneously.
Here, we further investigate whether changes in neural response patterns at the time of
learning are 1) a marker for memory formation, and 2) related to changes in noradrenergic
activation. In previous studies, noradrenergic enhancement resulted in a stronger fear memory,
expressed as increased fear responses, slower extinction of learned fear, stronger reinstatement and
reacquisition of a successfully extinguished fear and (over)generalization of fear to other stimuli and
contexts (Gazarini et al., 2013, 2015; Soeter & Kindt, 2011, 2012). In the current experiment,
consisting of three sessions (separated by 48 hours and 2-4 weeks respectively), we incorporated
similar tests of long-term fear memory, including extinction, reinstatement and generalization of fear
(Session 2) and renewal and reacquisition of fear (Session 3). We measured BOLD activation, pupil
dilation (Session 1 and 2), and fear-potentiated startle responses (Session 3), in order to assess at
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what point in time it is possible to detect the enhancing effects of noradrenaline on fear memory
consolidation.
We predicted that the increases in noradrenergic activity would be observed on different
measures of long-term fear memory, both at the behavioral level (i.e., differential pupil dilation and
fear-potentiated startle response) and the neural level (i.e., differential activation and differential
pattern similarity). Crucially, we predicted that changes in similarity of neural response patterns
(between-stimulus pattern similarity) would already signal the enhancement of fear at the time of
learning.
Although our initial aim was to experimentally modulate the strength of fear by enhancing
noradrenergic activation, our findings did not show any effects of the oral administration of 20 mg
yohimbine HCl prior to fear conditioning on markers of noradrenergic activation (i.e., salivary alphaamylase; sAA). In fact, both experimental groups showed a strong increase in sAA levels prior to
scanning, which implies a failed manipulation (for further details see Supplementary Material). We
therefore collapsed the data across groups, and explored whether individual differences in
noradrenergic activation during fear conditioning were related to the long-term expression of fear
and were reflected in neural response patterns at the time of encoding.

Methods
Participants
Fifty-two healthy undergraduate students were recruited by means of advertisements at the
university website. During the period of data collection, 11 participants were excluded for several
reasons: equipment failure (n = 1), not finishing the experiment (n = 2), excessive sleepiness during
one of the experimental phases (judged on the basis of eye-tracker data combined with self-report, n
= 5), or excessive head motion (n = 3). For the fMRI-analyses, the final sample consisted of 41
participants (11 male, 32 right-handed) between 18 and 24 years of age (mean 20.6 ± 1.8 s.d.). As
described in more detail in the sections below, some of these 41 participants missed reliable saliva
samples (n = 3-5, depending on the time point, section on saliva sampling), part of the pupil data (n =
2, section on pupil dilation), or EMG-data (n = 1, section on fear potentiated startle). The list-wise
inclusion of data points yielded different sample sizes, depending on which variables are analyzed or
combined (e.g., individuals that lack pupil data do not also lack saliva samples), as will be specified for
each analysis. All participants were free from any condition contraindicative to the administration of
20 mg yohimbine (Soeter & Kindt, 2011) (Supplementary material). Participants earned partial course
credit or €60,- for their participation. All participants gave their written informed consent before
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participation, had normal or corrected-to-normal vision, and were naive to the purpose of the
experiment. Procedures were executed in compliance with relevant laws and institutional guidelines,
and were approved by the University of Amsterdam’s ethics committee (2013-CP-2387).
Apparatus and materials
Stimuli. The experiment consisted of three sessions: Session 1 and Session 2 (2 days later) were
conducted during fMRI-scanning, while Session 3 was conducted in a physiological lab, 14-27 days
later (mean 17.4 days ± 3.4 s.d.; Figure 1).
Session 1

20 mg Yohimbine HCI/ placebo

Pill

T0 T1

Session 2

Acquisition

1 hr

Session 3

Extinction Reinstat. Generaliz. Renewal Reacquis.

1

48 hr

≥ 2 wk

46%

13

+

13

100%

13

+

1

+

1

+

3

+

3

+

+

13

+

1

+

1

+

3

+

3

+

13

+

13

+

1

+

1

+

3

+

3

+

13

+

13

+

1

+

1

+

3

+

3

+

46%

T2

100%

T3 T4

T5 T6

T7

Figure 1 Mixed within-between-subject design, consisting of three sessions, with fear learning and several tests of retention of
fear. As the pharmacological manipulation (T1) failed (Supplementary material), data are collapsed across groups. We measured
BOLD activation, pupil dilation (Session 1 and 2), and fear-potentiated startle responses (Session 3), in order to assess at what
point in time it is possible to detect the enhancing effects of noradrenaline on fear memory consolidation. Reinst. =
Reinstatement, Generaliz. = Generalization; Reacquis. = Reacquisition.

For the learning phase, a differential fear-conditioning paradigm was used, with delay conditioning
and partial reinforcement. Two pictures of neutral faces (AM34NES and AM23NES), derived from
the Karolinska Directed Emotional Faces dataset (Lundqvist, Flykt, & Öhman, 1998), and two
pictures of houses, derived from the Web, were separated from their background and converted to
greyscale, and served as the to-be conditioned stimuli (CS). Each stimulus was presented 13 times
for 4.5 seconds. One face and one house were followed by a mild electrical stimulus in 6 out of 13
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presentations (46%, CSs+). The electrical stimulation served as an unconditioned stimulus (UCS) and
was delivered at CS+ offset for 2 ms, by a Digitimer DS7A through MRI-compatible carbon
electrodes attached to the right shinbone. The other two stimuli were never reinforced (CSs-).
Subjective assessments and retrospective UCS-expectancy ratings. Prior to the
experiment, trait anxiety and anxiety sensitivity were assessed with the Trait Anxiety inventory (
STAI-T; Spielberger, 1983) and the Anxiety Sensitivity Index (ASI; Peterson & Reiss, 1993)
respectively. At time point T0, T3, T4, T5, and T6 state anxiety was assessed with the State Anxiety
inventory (STAI-S; Spielberger, 1983). At time point T3, T5 and T7 retrospective UCS-expectancies
ratings (“How much did you expect the shock when this picture was presented?”) were obtained for
each stimulus on a 9-point scale for different stages during the experiment.
Saliva sampling and analysis. The salivary enzyme α-amylase (sAA) is an indicator of
noradrenergic activation (Nater & Rohleder, 2009). At time point T0, T2 and T3 saliva samples were
collected, using cotton salivette collection devices (Sarstedt, Nümbrecht, Germany). Participants
were instructed to place the swab in their mouth until it was soaked. Each sampling was preceded
by a 5-minute rest period. To allow for controlled saliva collection, participants were asked to
refrain from caffeine, alcohol and excessive exercise starting twelve hours before the beginning of
the experiment, and to refrain from food, drinks (except for water), chewing gum, cigarettes and
teeth brushing two hours prior to testing (Bosch, Veerman, de Geus, & Proctor, 2011). Saliva
samples were stored at -30 °C until biochemical analysis was performed, which was conducted
independently in the lab of Dr. Bosch at our university (assay RE80111; http://www.ibljapan.co.jp/datasheet/82671_j.pdf) and in the lab of Prof. Kirschbaum at the Technische Universität
Dresden, Germany.
Salivettes that did not contain enough saliva for a reliable assessment were excluded from
analyses, leaving 36-38 participants for the separate time points (Table 1). Assays of sAA
corresponded well between the lab of Dr. Bosch and the lab of Prof. Kirschbaum (r = 0.973, r =
0.957 and r = 0.937, for the three time points respectively). Reported here are the values that were
obtained in the Kirschbaum lab. To assess individual changes in sAA, we calculated the percentage
change in sAA levels, from T0 to T2 and from T0 to T3 (yielding 34 valid cases list-wise for both
time points). Values that exceeded three standard deviations above or below group average were
regarded as outliers and were removed (n = 1 for change from T0 to T2 and n = 1 for change from
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T0 to T3), leaving 33 participants for both time points to correlate with neural measures (Table 1),
31 of which had valid pupil data as well.
Pupil dilation. Pupil dilation and eye-movements were recorded continuously throughout MRIscanning, using a remote non-ferromagnetic infrared Eyelink-1000 Long Range Mount eye-tracker
(SR Research). Before task onset, a nine-point calibration procedure was performed.
Data were sampled at 1000 Hz. Samples around series of missing samples were regarded
as unreliable and were removed (100 ms before and 100 ms after each series of 10 missing samples)
and replaced by a linear trend at point, using the entire time series. Next, the interpolated pupil time
series were low-pass filtered (third order Butterworth, 4 Hz). The baseline pupil diameter was the
average value during the 500 ms prior to each CS onset. The pupil response to the CS was
calculated as the peak change from baseline in a window from 0 to 4 seconds after picture onset (a
window of 3-4 seconds - instead of 0-4 seconds - yielded identical results, indicating that the results
are not affected by initial dilation or restriction induced by changes in luminance). Trials that suffered
substantial signal loss, affecting more than 50% of either the baseline samples or the 4 seconds after
stimulus onset were eliminated and replaced entirely by estimating the linear trend at point over
trials for each condition separately. Participants that ended up missing more than 15% of the trials
were excluded from further analyses of pupil data (n = 2), leaving 39 participants in the final sample
(0 - 10.7 % replaced trials per participant, median = 0 %). Next, data were Z-transformed for each
of the two experimental sessions separately, to reduce between-subjects variability.
In both sessions, participants were instructed not to move their eyes, but instead fixate on
the center of the screen for as long as a stimulus was presented. Prior to stimulus onset, a white
fixation cross appeared on the screen for three seconds, remaining visible for the duration of the
stimulus.
Fear-potentiated startle (FPS). During the third session, startle responses were measured by
means of electromyography (EMG) of the right orbicularis oculi muscle. The startle probe eliciting
the eye blink reflex was a 104 dB, 40 ms burst of broadband white noise with near instantaneous
rise time, delivered binaurally through headphones (Sennheiser, model HD 25-1 II).
The strength of the eye blink reflex was measured by two 7 mm Ag/AgCl electrodes filled
with electrolyte gel (Signa Gel, Parker), positioned approximately 1 cm below the pupil and 1 cm
below the lateral canthus (outer corner of the eye; Fridlund & Cacioppo, 1986). A ground electrode
was placed on the participant’s forehead (Blumenthal et al., 2005). The electrodes were connected
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to a custom made bipolar EMG amplifier with an input resistance of 1GPhm and a bandwidth of 51000 Hz. To remove unwanted interference, a notch filter was set at 50 Hz. The integrated EMG
signal was sampled at 1000 S/s (National Instruments, NI-USB6210). Raw EMG data were band-pass
filtered (28-500 Hz, 4th order Butterworth, Blumenthal et al., 2005), and peak amplitudes of the blink
reflex were identified within a 0-175 ms latency window following probe onset using custom-made
software (VSRRP98 v9.0b, 1998, University of Amsterdam). Data from one participant were lost due
to equipment failure, leaving 40 participants in the final sample. Fear-potentiated startle responses
that exceeded three standard deviations above or below individual average peak amplitude were
regarded as outliers (7 trials in total; 0.6%). Those values were replaced by the mean-plus-three
standard deviations calculated over all trials from that individual, excluding the previously defined
outlier trial(s). The data were subsequently Z-transformed to reduce between-subjects variability.
Image acquisition. Scanning was performed on a 3T Philips Achieva TX MRI scanner using a 32channel head-coil. Functional data were acquired using a gradient-echo, echo-planar pulse sequence
(TR = 2000 ms; TE = 27.63 ms; FA = 76.1°; 37 axial slices with ascending acquisition; 3 x 3 x 3.3 mm
voxel size; 80 x 80 matrix; 240 x 133.98 x 240 FoV) covering the whole brain. Session 1 consisted of
636 volumes and Session 2 of 740 volumes. Foam pads minimized head motion. Online motion
correction was applied by comparing each recorded volume to the initially recorded volume and
adjusting the plane of recording with the displacement. A high-resolution 3D T1-weighted image (TR
= 8.11 ms, TE = 3.73 ms, FA = 8°; 1 x 1 x 1 mm voxel size; 240 x 220 x 188 FoV) was additionally
collected for anatomical visualization. Stimuli were backward-projected onto a screen that was
viewed through a mirror attached to the head-coil.
Pre-processing. FEAT (FMRI Expert Analysis Tool) version 6.0, part of FSL (Oxford Centre for
Functional MRI of the Brain [FMRIB] Software Library [www.fmrib.ox.ac.uk/fsl]) was used to analyze
the (f)MRI data. We applied the same pre-processing and registration as in our previous study
(Visser et al., 2013) in order to optimize comparability of the results. Pre-processing included slicetime correction, motion correction, spatial smoothing using a 5 mm full-width-at-half-maximum
Gaussian kernel, high-pass filtering in the temporal domain (σ = 50 s) and pre-whitening (Woolrich
et al., 2001). Structural images were co-registered to the functional images and transformed to MNI
standard space (Montreal Neurological Institute) using FLIRT (FMRIB's Linear Image Registration
Tool, FSL). The resulting normalization parameters were applied to the functional images.
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Region of interest selection. Regions of interest (ROI) were selected based on their role in fear
learning and (extinction) memory and included the anterior cingulate cortex (ACC, 9213 voxels),
the insula (6591 voxels), amygdala (2967 voxels), hippocampus (5837 voxels) and ventromedial
prefrontal cortex (vmPFC, 4160 voxels). We additionally included the superior frontal gyrus (SFG,
18946 voxels), a region outside the salience network, for its large fear acquisition effect as revealed
by previous similarity analysis, in the absence of differences in average activation (Visser et al., 2013,
2011). ROIs were obtained from the Harvard-Oxford cortical and subcortical structural atlases
(Harvard Center for Morphometric Analysis).
Experimental procedure
Upon arrival participants were screened (T0) and saliva samples were collected. Approximately 20
minutes later, the intensity of the electric stimulus was determined by adapting the level individually
to be aversive but not painful (intensity range 8-60 mA, mean 26.5 ± 13.3 s.d.). Participants were
told that two out of four stimuli might be followed by the electric stimulation, whereas the other
two would never be followed by the electric stimulation. They were instructed to learn and
remember the specific contingencies. Prior to structural scanning, when participants were already
lying inside the scanner, a second saliva sample was collected (T2). After scanning, participants filled
out questionnaires (T3) and another saliva sample was collected.
During the second session, 2 days later, the shock intensity was explicitly set at the
individual level as determined in the previous session, but none of the CS stimuli were reinforced.
Near the end of this session, one unpredictable shock was delivered to reinstate the memory of the
CS-UCS contingencies. This session finished with the presentation of the CS-stimuli in different
colors, to test for generalization of fear. Prior to this second session (T4) participants were
instructed to remember what they had learned during acquisition, to prevent participants from
erroneously expecting a different contingency scheme. After scanning, participants filled out
questionnaires (T5).
During the third session, 2-4 weeks later, participants returned for a test of fear retention
in a different context (i.e., a physiological lab, T6), conducted by a different experimenter. Each of
the CS-stimuli was presented six times, of which the first three times were unreinforced (renewal
test) and the last three times were reinforced (reacquisition of fear), while fear-potentiated startle
responses were measured. Participants were told that they would be seeing the same stimuli and
were reminded that the same two stimuli would never be followed by the shocks. After the
experiment, participants filled out questionnaires (T7).
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Stimulus presentation was similar to previous designs (Visser et al., 2013, 2011), i.e., inter-stimulus
intervals were fixed (19.5 seconds, Figure 2a) and each trial onset was triggered by the start of the
acquisition of a BOLD-MRI volume. The order of stimulus presentation was fixed (counterbalanced
across participants) and consisted of a repeating sequence of four target trials, with filler trials of the
same stimuli in between (Figure 2b). In total, the acquisition-phase consisted of 52 trials: 28 target
trials (7 per stimulus type) and 24 filler trials (6 per stimulus type), including all CS+ -trials that coterminated with a shock. The extinction phase also consisted of 52 trials: 28 target trials (7 per
stimulus type) and 24 filler trials (6 per stimulus type), followed by 4 trials to test for reinstatement
of fear (1 per stimulus) and 4 trials to test for generalization of fear (1 per stimulus). For each run,
we constrained our analyses to target trials, to be certain that a) shock-related activity did not
confound CS-related activity (during the acquisition-phase) and b), that the time between two
consecutive target trials was equal over the four CS types (for both acquisition- and extinction
phase), while filler trials ensured that the stimulus presentation remained unpredictable for the
participant (Visser et al., 2013, 2011). The distinction of target and filler trials was irrelevant for the
third session, where no fMRI (hence no similarity analysis) was conducted, meaning that all 24 trials
(6 per stimulus type) from this session were analyzed. Similarly, the relatively high temporal
resolution of the pupil dilation response allowed for the analysis of reinforced trials, so pupil data
from the first two sessions include both filler and target trials.
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Figure 2 a) Stimulus presentation with
fixed inter-trial intervals and partial
reinforcement. b) The paradigm
consisted of repeating sequences of
target trials, presenting the four stimuli
in a fixed order such that the time
between two consecutive target trials
was equal over the four conditions. In
between,
the
semi-random
presentation of filler trials ensured the
unpredictability
of
stimuli.
Administration of a UCS was restricted
to filler trials. The first paired CS+
trials were presented between the
second and third sequence of target
trials. c) In order to assess neural
pattern similarity, correlations were
calculated between patterns evoked by
consecutive trials of the same stimulus
(within-stimulus), trials of stimuli that
share (non)reinforcement and trials of
stimuli that were originally associated.
Pupil dilation responses, startle
responses, average activation, withinstimulus correlations and correlations
for original associations were averaged
over face- and house stimuli. This was
done to reduce the number of
comparisons and because we were not
interested in the difference between
faces and houses with regard to the
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Trial-by-trial similarity
For the trial-by-trial representational similarity analysis each trial was modelled as a separate
regressor in a voxelwise whole-brain analysis using a general linear model (GLM), including six
motion parameters as regressors of no interest. The resulting parameter estimates were
transformed into t-values to down-weight noisy voxels. To this end, each voxel’s parameter estimate
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was divided by the standard error of that voxel’s residual error term after fitting the first-level GLM.
The resulting t-values were converted to Z-values. In Matlab (version 8.0; MathWorks) we created
for each participant, for each ROI a vector containing Z-values per voxel, for a particular trial (i.e.,
the ‘spatial representation’ of that trial). Next we calculated pair-wise Pearson correlations (i.e.,
‘representational similarity’) between all vectors of all single trials, disregarding filler trials, resulting
in a similarity matrix containing correlations among trials, for each participant, for each ROI. From
this matrix, three different types of correlations were selected (Figure 2c). The strength of these
correlations was used as a metric of similarity. First, we examined within-stimulus correlations on
consecutive target trials. Second, we examined between-stimulus correlations, both between adjacent
target trials of original-related stimuli (original associations: faces and houses) and correlations
between adjacent target trials that shared (non)reinforcement (learned associations: CS+ face with
CS+ house and CS- face with CS- house). Of the between-stimulus correlations, the ‘learned
associations’ are characterized by a focus on a common outcome and putatively reflect a type of
higher-order fear learning (Visser et al., 2013, 2011). Note that the number of between-stimulus
correlations is equal to the number of target trials, whereas the number of within-stimulus
correlations is equal to the number of target trials minus one. Correlations were Z-transformed for
each experimental session separately.
Univariate analysis
To visualize trial-by-trial changes in average activation, we analyzed data as described in the previous
section, except that when we analyzed the normalized single-trial parameter estimates, we averaged
across voxels in a ROI. Thus, instead of preserving the spatial information by creating a vector of
voxels per ROI, we obtained one value per ROI (average response amplitude), which we then Ztransformed across trials for each experimental session separately, to reduce between-subject
variability.
To explore fear-related activation outside the selected regions of interest, we ran a
standard voxelwise whole-brain analysis, modeling all target trials within a condition as one
regressor and including filler trials, motion parameters and temporal derivatives as regressors of no
interest. Higher-level mixed effects analyses were conducted to explore group differences
(Supplementary material).
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Statistical analyses
Z-transformed pupil dilation responses, startle responses, average activation, within-stimulus
correlations and correlations for original associations were averaged over face- and house stimuli.
This was done to reduce the number of comparisons and because we were not interested in the
difference between faces and houses with regard to the experimental manipulation.
Statistical comparisons of the learned associations were performed by within-subjects
Analysis of Variance (ANOVA), using Statistical Package for the Social Sciences (SPSS, version 21;
SPSS Inc.). Statistical tests are equivalent for behavioral and neural measures, the only difference
being the number of trials that is included in the analysis (e.g., for the learning phase this is 13 for
pupil dilation, 6 for within-stimulus similarity, 7 for between stimulus similarity and average
activation) and stimulus type (2 levels [CS+ and CS-, averaged over faces and houses] for withinstimulus similarity, average activation, pupil dilation and EMG data, and three levels [CS+, CS- and
original associations, the latter averaged over faces and houses] for between-stimulus similarity).
Differential fear learning was assessed by the interaction of all acquisition trials x stimulus
type, but was only tested when there was also a significant main effect of stimulus type. Retention of
fear memory was assessed by a main effect of stimulus type during the first three trials from the
extinction phase (Visser et al., 2013), henceforth referred to as ‘retention trials’, and if significant,
extinction was assessed by a significant interaction between all extinction trials and stimulus type.
Reinstatement of fear was assessed by an interaction of stimulus type and trial (last extinction trials
and reinstatement trial), and was only assessed if there was significant retention and extinction of
fear. Furthermore, to measure the extent to which fear generalized to similar stimuli we compared
responses on the generalization trial. Note that for the assessment of within-stimulus pattern
similarity at least two trials for each stimulus are needed (Figure 2c). Given that there was only one
trial to test for reinstatement and one trial to test for generalization of fear, assessment of withinstimulus pattern similarity was not possible at these retention tests. Also, renewal of fear could not
be assessed directly, as the measures differed between the second and third experimental session.
Hence, for the third phase, retention of fear was assessed by a main effect of stimulus type during
the three renewal trials, and reacquisition of fear was assessed by comparing the last two trials of
the reacquisition phase (when differential fear should be re-acquired) with the last renewal trial
(when differential fear should be re-extinguished).
To explore individual differences in fear learning and memory we first calculated difference
scores for each individual trial in each of the three phases: CS+ minus CS- for within-stimulus
correlations, single-trial activation data, EMG data and pupil data; 2(CS+) minus CS-minus original
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association for between-stimulus correlations. For the ‘conditioning’-index we subtracted the average
difference over the first trials (when participants did not know the contingencies; Figure 2b) from
the average difference over the later trials (when contingencies could have been learned), yielding an
index that expressed the relative increase of the CS+ responses over the course of learning.
Similarly ‘retention’-indices were calculated as the average difference between CS+ and CS- on the
three retention trials (Session 2) and the first three trials of the renewal phase (Session 3). The
different indices were used for the continuous assessment (i.e., correlation analysis) of the predictive
value of the different measures. For example, to test whether pattern similarity during learning
predicts the behavioral expression of fear two days later, the conditioning-index calculated for
pattern similarity was correlated with the retention-index calculated for pupil dilation.
Predictions were tested while correcting for multiple comparisons (6 ROIs) by limiting the
false discovery rate (FDR; Benjamini & Hochberg, 1995). Prior to each test, normality was assessed
by visually inspecting the data and a Kolmogorov-Smirnov test. In case that the assumption of
sphericity was violated a Greenhouse-Geisser correction was applied. All p-values are reported twosided, with the significance level set at α = 0.05.

Results
Subjective assessments
All participants were aware of the contingencies immediately after fear conditioning and all
remembered the contingencies 48 hours later. At follow-up (> 2 wk), 36 out of 41 participants still
remembered the contingencies. Table 1 presents an overview of self-reported trait and state
anxiety.
Pupil dilation responses
As an independent index for the expression of conditioned fear (Reinhard et al., 2006; Visser et al.,
2013), differential pupil dilation responses were compared over trials for the first two phases (n =
39, Figure 3a). Consistent with previous work, successful fear conditioning was evident from a trialby-trial change in pupil dilation in response to the CS+, relative to the CS- (F12,

456

= 13.98, p <

2

0.0005, ηP = 0.27). Follow-up tests revealed strong main effects of stimulus type (F1, 38 = 117.86, p <
2
0.0005, ηP = 0.76) indicating that pupil size increased when a CS+ was presented. Retention of fear

was evident from a main effect of stimulus type on the three retention trials (F1, 38 = 206.03, p <
0.0005, ηP2 = 0.84). Extinction of fear was evident from a significant interaction of all extinction trials
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2

x stimulus type (F 12, 456 = 16.03, p < 0.0005, ηP = 0.30). Finally there was reinstatement of fear (F1, 38
2
2
= 6.95, p = 0.012, ηP = 0.16), and generalization of fear (F1, 38 = 6.49, p = 0.015, ηP = 0.15).

Table 1 Mean values ± s.d. of self-reported anxiety sensitivity (ASI), trait anxiety (STAI-T), state anxiety (STAI-S) and salivary α amylase (sAA)
n

Mean (± s.d.)

ASI

41

10.6 (5.2)

STAI‐T

41

34.7 (8.8)

STAI‐S T0

41

32.3 (8.3)

STAI‐S T3

41

35.0 (8.9)

STAI‐S T4

41

32.7 (8.0)

STAI‐S T5

41

30.1 (6.0)

STAI‐S T6

41

31.6 (8.1)

Raw sAA levels (U/ ml) T0

36

53.8 (67.7)

Raw sAA levels (U/ ml) T2

37

78.4 (84.6)

Raw sAA levels (U/ ml) T3

38

101.7 (88.6)

Change in sAA from T0 at T2 (%)

33

191 (147)

Change in sAA from T0 at T3 (%)

33

329 (323)

Fear-potentiated startle responses
As a second index for the retention of conditioned fear differential startle responses were assessed
during Session 3 (week 3-5) through a test of renewal and reacquisition of fear (n = 40, Figure 3b).
Retention of fear was evident from a main effect of stimulus type on the renewal trials (F1, 39 = 22.22,
p < 0.0005, ηP2 = 0.36). Fear seemed to persist in the reacquisition phase, as evidenced by strong
2
main effects of stimulus type (F1, 39 = 49.39, p < 0.0005, ηP = 0.56).

Neural pattern similarity
As a neural marker for the formation and retention of fear associations, changes in similarity
between patterns of BOLD MRI were examined over trials (n = 41). Consistent with previous work
(Visser et al., 2013, 2011), the application of trial-by-trial similarity analysis revealed clear learning
curves that indexed the formation of fear (for example the ACC, Figure 3c and Figure 4a and
Supplementary Figures 2-3), as evidenced by greater pattern similarity within and between CS+
2
stimuli compared to CS- stimuli in all ROIs (main effect of stimulus type: ps < 0.0005, ηP ranging

from 0.24-0.75). The interaction of stimulus type and learning trials reached significance in ACC,
insula and SFG (ps < 0.0005, ηP2 ranging from 0.12-0.32).

82

MARKERS FOR FEAR MEMORY

Extinction

1.5
1.0
0.5
0.0
-0.5
-1.0
1 2 3 4 5 6 7 8 9 10111213

Pupil

-0.5
-1.0
6

7

CS+

Retention-index pupil

3.0
2.0
1.0
0.0

-1.0

1

Trial

ACC pattern similarity
n = 41

r = 0.519
n = 31
p = 0.003

0.0
-0.5
-1.0
2

3

Trial

2

CS–

3

4

5

6

7

8

4

5

CS–

6

NA

d
Retention-index pupil

0.0

Between-stimulus

e

R. G.

0.5

5

0.5

CS+

1.0

4

1.0

n = 40

Extinction

Reacq.

1.5

CS–

1.5

3

2.0

1

9

3.0
2.0
1.0
r = 0.375
n = 39
p = 0.019

0.0
-1.0
-2

-1

0

1

2

3

4

5

6

Conditioning-index ACC

Original association

g

f

3.0
2.0
1.0
0.0

-1.0

r = 0.612
n = 31
p < 0.0005

Conditioning-index ACC

Correlation (Z-score)

CS+

Acquisition

2

Renew.

EMG

2.0

1

Session 3

1 2 3 4 5 6 7 8 9 10111213 14 15

Trial

n = 39

c

R. G.

Fear potentiated startle
(Z-score)

2.0

b

Session 2

Session 1
Acquisition

Generalization pupil

Pupil response (Z-score)

a

6.0
4.0
2.0
0.0
-2.0

r = 0.442
n = 33
p = 0.010

0 100 200 300 400 500 600

0 100 200 300 400 500 600

0 100 200 300 400 500 600

Change sAA T2 (% from T1)

Change sAA T2 (% from T1)

Change sAA T2 (% from T1)

Figure 3 a) Pupil dilation responses for the learning phase, the extinction phase, the reinstatement test (R.) and the
generalization trial (G.) show strong acquisition, retention and reinstatement of fear, but weak generalization of fear. b) Fearpotentiated startle responses for the renewal and the reacquisition phase 2-4 weeks later demonstrate retention of fear. c)
Between-stimulus pattern similarity shows strong acquisition, retention and reinstatement of fear, but weak generalization of fear.
Error bars represent SEM d) Differential pattern similarity during fear conditioning predicted the later expression of fear.
Similarly, a rise in salivary alpha-amylase (sAA) levels prior to fear conditioning predicted both e) the retention of fear and f)
generalization of fear as indexed by differential pupil dilation. g) Finally, a relation was observed between differential pattern
similarity and percentage change in sAA from T0 to T2, suggesting that changes in neural response patterns at the time of
learning reflect the noradrenergic enhancement of fear memory consolidation. ACC = Anterior Cingulate Cortex.
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2

Retention of fear was evident in all ROIs (ps < 0.0005, ηP ranging from 0.34-0.68) and an interaction
2
of stimulus type and extinction trials was observed in all areas (ps ≤ 0.044, ηP ranging from 0.04-

0.24), except for between-stimulus similarity in the vmPFC (p = 0.100). Reinstatement of fear (only
tested for between-stimulus pattern similarity) was observed in amygdala and insula (p = 0.04 and p
= 0.013, respectively), but did not survive correction for the number of ROIs tested. In contrast
with the pupil data, no area showed a significant difference between CS+ and CS- on the
generalization trial (ps > 0.258). For an overview of the statistics per ROI see Supplementary Table
1-3.
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Univariate analyses
Single-trial univariate analysis (n = 41, Figure 4b) and univariate whole-brain analysis (Supplementary
Table 4-5) showed the typical activation in areas in the ‘salience-network’ in response to the CS+
compared to the CS-. During fear acquisition, higher activation was observed in response to CS+
compared to CS- stimuli in ACC (Figure 4b) and insula (ps < 0.0005, ηP2 0.37 & 0.41 respectively), as
2
well as an interaction of stimulus type and trials (ps ≤ 0.042, ηP 0.05 & 0.08 respectively). During
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2

Session 2, retention of fear was observed in ACC, amygdala and insula (ps ≤ 0.004, ηP ranging from
2
0.19-0.58) as well as an interaction of stimulus type and extinction trials (ps < 0.014, ηP ranging

from 0.06-0.14). For an overview of the statistics per ROI see Supplementary Table 1-3. The finding
that effect sizes were substantially smaller for average activation than for pattern similarity is
consistent with previous results (Visser et al., 2013, 2011). This again shows the high sensitivity of
pattern analysis compared to analysis of average activation for quantifying the changes in fear
associations over time.
Markers for future fear memory
Consistent with previous findings (Visser et al., 2013), the behavioral expression of fear memory
(i.e., differential pupil dilation during Session 2) was predicted from between-stimulus pattern
similarity during learning, in ACC (n = 39, Figure 3d; r = 0.375; p = 0.019), insula (r = 0.299; p =
0.064) and vmPFC (r = 0.330; p = 0.040). However, the effects were smaller in the current
experiment and did not survive correction for the number of tested ROIs (for an overview of the
statistics per ROI see Supplementary Table 6-7). While in our previous study (Visser et al., 2013)
pupil dilation during learning was unrelated to pupil dilation at test, we observed a trend significant
relation between the two in the current study (r = 0.278; p = 0.086). These discrepancies are likely
due to the differences in interval between learning and testing (2 days in the current study versus 26 weeks in Visser et al., 2013). In line with this, only 3 out of the 39 participants showed a stronger
pupil response to a CS- compared to a CS+ at the retention trials, whereas 16 out of 38 participants
showed this reverse responding in our previous study (Visser et al., 2013). This suggests that the
short interval between learning and testing resulted in a ceiling effect. Notably, pattern similarity was
not related to differential startle responses (all ps > 0.091), indicating that neural pattern similarity is
not predictive of all types of fear memory and illustrating once more that response systems tend to
dissociate (Bradley et al., 2008; Mauss & Robinson, 2009; Shackman et al., 2013; Soeter & Kindt,
2010; Weike et al., 2007).
Relation between noradrenergic activation and fear memory
We conducted exploratory analyses to investigate the relation between noradrenergic activity and
associative fear learning and memory. A strong increase was observed from T0 to T2 and from T0
to T3 (Table 1), indicating that the scanner and/ or the conditioning procedure itself might have
provoked psychological stress (Bosch et al., 1996; Chatterton, Vogelsong, Lu, Ellman, & Hudgens,
1996; van Stegeren, Rohleder, Everaerd, & Wolf, 2006, but see Bosch et al., 2011 for a
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comprehensive review on the interpretation of sAA values). It is conceivable that scanner-induced
stress increased noradrenergic activity and obscured any additional effects of the yohimbine
manipulation on sAA levels, brain activation and behavioral measures of fear (Supplementary
material).
The question that remained was whether this increase in noradrenergic activity, either
manipulated or induced by the scanning procedure, had a role in the formation of fear associations.
To answer this question, we correlated percentages change in sAA with conditioning- and retentionindices calculated for pupil dilation responses (n = 31). This revealed a positive correlation between
percentage increase in sAA levels from T0 to T2 and retention (Figure 3e; r = 0.519, p = 0.003), and
generalization of fear (Figure 3f; r = 0.612; p < 0.0005). Interestingly, this increase in sAA was
unrelated to the conditioning-index (p = 0.108), indicating that an increase in noradrenergic
activation was not behaviorally expressed (i.e., pupil dilation) at the time of learning. On the other
hand, percentage increase in sAA levels from T0 to T2 correlated with neural conditioning-indices
calculated for between-stimulus pattern similarity in ACC (Figure 3g) and insula (n = 33; r = 0.442, p
= 0.010 and r = 0.387, p = 0.026 respectively, uncorrected for the number of tested ROIs), but not
with within-stimulus pattern similarity (ps > 0.087) or average activation (ps > 0.190).
To further examine the association between noradrenergic activation and betweenstimulus pattern similarity in relation to memory strength, we performed a standard multiple
regression with pupil dilation as the dependent variable (retention and generalization of fear in two
separate models), and pattern similarity and percentage change in sAA from T0 to T2 as
independent variables (Table 2). When both independent variables are included in the model, only
sAA levels contribute significantly to the regression. This suggests that the noradrenergic
modulation of fear memory may indeed be (partially) reflected in changes in pattern similarity at the
time of encoding. Finally, we explored the relation between noradrenergic activation after encoding
and later fear memory. As the assumption of normality was violated for percentages increase in sAA
levels from T0 to T3, we performed a Spearman correlation, revealing a relation with generalization
(ρ = 0.39; p = 0.028), but not with retention (ρ = 0.131) of fear, suggesting that rises in
noradrenaline after learning only had a moderate effect on the strength of memory. Where T3
marked the end of the first session, T2 marked the start of the scanning procedure and sAA levels at
that time point presumably reflect anticipatory arousal. It seems that this anticipatory arousal may
have affected the strength of the fear memory traces, while simultaneously concealing the effects of
the pharmacological manipulation.

86

MARKERS FOR FEAR MEMORY

Table 2 Standard multiple regression (n = 31) of between-stimulus pattern similarity and percentage change in salivary α-amylase
(sAA) on retention and generalization of fear (pupil dilation)
Bivariate

sr2 (semipartial

P

Β

0.448a

0.011

0.267

0.055

0.137

0.519

0.003

0.397

0.125

0.031

correlation with

P

correlation, unique)

retention pupil
Between‐stimulus
similarity ACC
Change in sAA
from T0 at T2 (%)

Full model: F2, 28 = 6.75, p =0.004, R2 = 0.33
Bivariate

sr2 (semipartial

P

Β

0.425 a

0.017

0.183

0.027

0.612

<0.0005

0.528

0.221

correlation with

P

correlation, unique)

generalization pupil
Between‐stimulus
similarity ACC
Change in sAA
from T0 at T2 (%)

0.136
0.003
2

Full model: F2, 28 = 9.39, p = 0.001, R = 0.40
Two separate regression models are presented, with retention of fear (pupil dilation; top) and generalization of fear (pupil
dilation; bottom) as the dependent variables. In both models the independent variables are between-stimulus pattern similarity
and percentage change in salivary α-amylase (sAA). a These correlation coefficients deviate from the values reported in the main
text and Fig. 3d and g, due to the list-wise inclusion of participants that have data for all three variables (i.e., n = 31). Bivariate
correlations between both independent variables (r = 0.457, p = 0.010) and between each independent variable and the
dependent variable remain significant. ACC = Anterior Cingulate Cortex.

Discussion
The aim of the current study was to investigate whether changes in neural response patterns at the
time of learning are a marker for memory formation and whether these changes are related to
noradrenergic activation. Replicating our recent findings (Visser et al., 2013), between-stimulus
pattern similarity in ACC, insula and vmPFC predicted the behavioral expression of fear (pupil
dilation) two days later. Furthermore, despite our failed attempt to experimentally manipulate
noradrenergic activation, results showed that a rise in sAA levels prior to scanning predicted the
later expression of fear, which is in line with the putative role of noradrenaline in memory
consolidation. Whereas a rise in sAA was not expressed in pupil dilation, within-stimulus pattern
similarity or average activation at the time of encoding, it seemed that the noradrenergic modulation
of later memory expression was already reflected in between-stimulus pattern similarity at that time.
These results tentatively suggest that changes in neural response patterns during learning, specifically
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those that reflect higher-order fear learning (between-stimulus pattern similarity), uniquely mark the
subsequent changes in synaptic structure that underlie (enhanced) consolidation.
These data again underscore the superior sensitivity of multi-voxel pattern analysis
(MVPA) compared to analysis of average activation (Haxby et al., 2001; Haynes & Rees, 2005), and
illustrate its heuristic value for the study of memory (Rissman & Wagner, 2012, for a review) and
fear learning in particular (Bach et al., 2011; Dunsmoor, Kragel, Martin, & LaBar, 2014; Li et al., 2008;
Visser et al., 2013, 2011). Furthermore, the superior sensitivity of MVPA allows UCS to monitor the
development of fear associations on a trial-by-trial basis. Whereas single-trial analysis is standard for
behavioral data in the majority of animal and human fear-conditioning studies, it is still very
uncommon in neuroimaging research due to the low signal-to-noise ratio of the BOLD-signal.
Having a neural measure that is sensitive enough for single-trial analysis brings UCS one step closer
to bridging the gap between behavioral and neuroimaging studies on associative fear learning and
memory. In general, these findings emphasize the utility of neuroimaging research in the search for
markers for memory.
A limitation of the current study is that we cannot make any causal inferences with regard
to the relation between memory strength, changes in response patterns and noradrenergic
activation, as our pharmacological manipulation failed (see Supplementary material). Although the
dosage of yohimbine HCl was the same as used in lab experiments (Soeter & Kindt, 2011, 2012) and
scanner experiments (van Stegeren, Roozendaal, Kindt, Wolf, & Joëls, 2010) only systolic blood
pressure and not diastolic blood pressure increased over time in the yohimbine group. And even
though there was an increase in sAA over time in the yohimbine group, this increase was equally
strong in the placebo group, which clearly deviates from what has been observed before (Soeter &
Kindt, 2011, 2012). The question is why the placebo group showed this steep increase in sAA levels.
It may be that the MRI-scanning procedure in itself already evoked a stress response, as supported
by previous studies that found rises in sAA and/ or cortisol (Eatough, Shirtcliff, Hanson, & Pollak,
2009; Muehlhan, Lueken, Wittchen, & Kirschbaum, 2011; Peters, Cleare, Papadopoulos, & Fu, 2011).
Specifically, other studies on emotional memory have observed moderate (van Stegeren et al., 2010)
to strong (van Stegeren et al., 2006) rises in sAA levels in the placebo group prior to scanning,
accompanied by a lack of an effect of yohimbine alone (i.e., without cortisol administration) on
declarative memory performance (van Stegeren et al., 2010), which the authors attributed to
scanner-related sympathetic arousal. Compared to solely being exposed to emotional pictures, the
anticipation of a fear-conditioning procedure may be even more arousing for naïve participants. Very
few studies have combined fear conditioning (using electrical stimulation), MRI scanning and a
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pharmacological manipulation. This combination may have created a stressful environment, thereby
boosting noradrenaline levels and concealing any additional effects of the pharmacological agent.
A putative ceiling effect in noradrenergic activation could also explain the lack of group
effects on the dependent variables of interest. Both pupil dilation and neural pattern similarity
showed strong differential fear responses during each experimental phase. In previous reports,
extinction of fear was completed after two trials in the placebo condition (Soeter & Kindt, 2011,
2012), versus six (Soeter & Kindt, 2012) or eleven (Soeter & Kindt, 2011) in the yohimbine
condition. In comparison, extinction in the current study required eight trials in the placebo
condition versus ten trials in the yohimbine condition. These observations suggest that it is not the
absence of a strong fear memory in the yohimbine condition, but rather a stronger-than-expected
fear memory in the placebo condition that accounts for the negative results. Future studies should
consider implementing a training phase inside a (mock) scanner prior to the actual experiment to
reduce scanner related fear responding (Chapman, Bernier, & Rusak, 2010; Lueken, Muehlhan,
Evens, Wittchen, & Kirschbaum, 2012).
Another issue that may be marked as a potential weakness of the study is that the pupil
dilation response is not a specific index of fear, as pupils have been found to dilate in response to
positively arousing pictures as well (Bradley et al., 2008). We acknowledge that most physiological
measures used in fear-conditioning paradigms (e.g., skin conductance, acoustic startle reflex, heart
rate) measure certain aspects of the defensive response system, and may not necessarily relate to
conscious feelings or other (behavioral) aspects of fear (e.g., Beckers, Krypotos, Boddez, Effting, &
Kindt, 2013; LeDoux, 2014; Mauss & Robinson, 2009). As it is unlikely that our experiment induced
positive emotions, we do believe that in this particular setting pupil dilation responses reflected a
type of negative autonomic arousal that is at least related to fear, regardless of whether these
responses indexed the actual subjective experience of fear, increased orienting to threatening
stimuli, or perhaps even action preparation (e.g., Reinhard & Lachnit, 2002). In any case, it seems
that pupil dilation does not merely reflect contingency learning, as no pupil dilation was observed for
a control stimulus (CS that co-terminated with a neutral sound) in our previous study (Visser et al.,
2013). This is not to say that neural pattern similarity is an exclusive marker for the formation of
fear memory. Future research should establish whether neural pattern similarity is predictive of all
types of arousing memories.
To recap, although our pharmacological manipulation failed, we obtained indirect evidence
for the noradrenergic enhancement of fear memory at the time of encoding. These results may have
important clinical implications. Based on the assumption that the transition from normal fear to
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pathological fear occurs in the aftermath of the actual learning experience, many contemporary
interventions are aimed at secondarily preventing the development of disorders such as posttraumatic stress disorder (PTSD), for example by pharmacologically disrupting post-trauma
consolidation processes (Steckler & Risbrough, 2012). These interventions are, however, not always
effective (Cohen et al., 2011; Hoge et al., 2012; Stein, Kerridge, Dimsdale, & Hoyt, 2007) and require
that people have access to treatment within a few hours after the trauma. The present findings
suggest that the strengthening of a fear memory is already initiated at the time of encoding and
support the view that time-dependent stages of memory formation are based on independent
processes acting in parallel (McGaugh, 2000). Moreover, these parallel processes seem
independently influenced by phasic increases in noradrenergic activity (McGaugh & Roozendaal,
2002; Sara, 2009). This raises the question whether post-trauma interventions may in fact be too
late to interfere with the cascade of events that may eventually lead to psychopathology. Further
research is needed to establish whether primary interventions (e.g., keeping noradrenaline levels as
low as possible when the risk of experiencing aversive events is high) are a promising alternative in
the prevention of PTSD.
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Supplementary Material – chapter 4
Pharmacological manipulation: methods & results
Participant characteristics per group. The 11 participants that were excluded during data
collection were immediately replaced by other participants, to balance the number of participants in
each condition (yohimbine group: n = 21, 5 male; placebo group: n = 20, 6 male), while preserving
double blindness for the experimental conditions. Participants did not differ in reported trait anxiety
and anxiety sensitivity, or in selected shock intensities (p = 0.527; p = 0.570; p = 0.198 respectively;
Supplementary Table 8). There was a trend significant difference in how the groups rated the UCS:
the placebo group rated the UCS as slightly more unpleasant (t39 = -2.05, p = 0.05; Supplementary
Table 8). All participants were aware of the contingencies immediately after the learning phase and
all remembered the contingencies 48 hours later. Likelihood ratio’s revealed that correct declarative
memory more than two weeks after encoding did not differ between groups (p = 0.674), nor did the
time between Session 2 and 3 (mean 17.5 ± 3.3 s.d. days in the placebo group; mean 17.3 ± 3.5 s.d.
days in the yohimbine group), nor did the number of participants that suspected receiving yohimbine
(p = 0.112) (Supplementary Table 9).
Pharmacological treatment. The yohimbine HCl (20mg) and placebo pills were ordered at a
local pharmacy (Huygens Apotheek, Voorburg, The Netherlands). The pills were identical in
appearance and blinded by an independent researcher. Prior to the experiment, participants were
screened (T0), blood pressure was measured and saliva samples were collected, after which they
received either 20 mg yohimbine or a placebo (T1). The administration was timed in a way that peak
plasma levels (Tmax < 1 hr; Grasing et al., 1996) were reached halfway through the functional scan
(range 40-55 minutes after pill intake, mean 48.9 ± 3.5 s.d. minutes). The dose of 20 mg of
yohimbine HCl was based on previous findings showing successful increases on measures of
sympathetic activity in healthy participants (Soeter & Kindt, 2011, 2012; A. H. van Stegeren et al.,
2010). Approximately forty minutes after pill intake (T2), and 5 minutes after scanning (T3), saliva
samples were again collected. Functional scanning began at 50 minutes after pill intake, so that peak
levels were reached halfway through the learning phase.
Manipulation check drug administration. At time point T0 and T3 blood pressure was
measured using an electronic sphygmomanometer (OMRON M2), with a cuff attached to the left
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upper arm. Before measurements were obtained, participants were instructed to remain seated for
five minutes without crossing their legs.
Analysis of the effect of the yohimbine manipulation on systolic and diastolic blood
pressure (BP) revealed a significant interaction between time and group for systolic BP (F1,

39

=

2

17.72, p < 0.0005, ηP = 0.31), but not for diastolic BP (p = 0.151) (Supplementary Table 10).
Follow-up analyses yielded a strong rise in systolic BP from T0 to T3 in the yohimbine group (F1, 20 =
28.07, p < 0.0005, ηP2 = 0.58), but not in the placebo group (p = 0.332). Although diastolic BP
seemed to change in opposite directions in both groups, this change was not significant in either
group (ps > 0.107), nor was there an interaction of time and group on state anxiety (p = 0.159).
Salivettes that did not contain enough saliva for a reliable assessment were excluded from
analyses, leaving 32 participants (list-wise) for the overall manipulation check over the three time
points (Supplementary Table 10). Contrary to previous findings (Soeter & Kindt, 2011, 2012; A. H.
van Stegeren et al., 2010), sAA levels increased over time in both the yohimbine and the placebo
condition (F2, 34 = 13.08, p < 0.0005, ηP2 = 0.44, and F2, 26 = 9.67, p = 0.001, ηP2 = 0.43 respectively),
while no significant interaction of time and group was observed (p = 0.179). Together, this indicates
that our manipulation of noradrenergic activation was not successful. This is supported by the lack
of group effects on neural and behavioral measures of fear, as outlined in the next sections.
Behavioral expression of fear. Pupil dilation data and EMG data for the two groups are displayed
in Supplementary Fig. 1. As expected, conditioning-indices calculated for pupil dilation responses did
not differ between groups (p = 0.650). Contrary to what we expected, retention-indices,
reinstatement and generalization of fear did not differ between groups (ps > 0.350) (Supplementary
Fig. 1a). With regard to the EMG data (Supplementary Fig. 1b), both groups did not differ in strength
of fear as reflected in retention-indices calculated over the renewal trials or the reacquisition trials
(ps > 0.860).
Neural measures of fear. Conditioning-indices calculated for within-stimulus pattern similarity
responses did not differ between groups (ps > 0.452) (Supplementary Fig. 2), neither did
conditioning-indices calculated for between-stimulus pattern similarity (ps > 0.362). There was a
trend in the amygdala (F1,39 = 3.27, p = 0.078, ηP2 = 0.08) and a small effect in the hippocampus (F1,39
= 4.17, p = 0.048, ηP2 = 0.10, Supplementary Fig. 3, which did not survive multiple comparison
correction.
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Neural pattern similarity or average activation (ROI-analysis, Supplementary Fig. 4) also did not
show clear effects of yohimbine with regard to the retention of fear (i.e., on retention- and
extinction-indices, or reinstatement and generalization of fear). Whole brain univariate analyses was
thresholded at Z = 3.5 such that meaningful clusters of activation could be identified. At this
threshold no effects of the yohimbine manipulation were observed. At a lower threshold (Z = 2.3)
one cluster of voxels located in the medial occipital cortex (2291 voxels, COG = -2, -79, 10, Z-max
= 3.67), showed more differential activation (contrast CS+ vs. CS-) for the yohimbine group
compared to the placebo group.
Supplementary Figures
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Supplementary Figure 1 a) Pupil dilation responses for the learning phase, the extinction phase, the reinstatement test (R.)
and the generalization trial (G.) for the two groups show acquisition, and reinstatement of fear, but no generalization of fear. b)
Fear potentiated startle responses for the renewal and the reacquisition phase 2-4 weeks later demonstrate retention of fear.
Upper panels show the yohimbine group and lower panels the placebo group. Error bars represent SEM.
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Within-stimulus pattern similarity
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Supplementary Figure 2 Within-stimulus pattern similarity showing clear acquisition and extinction of fear in ACC (left
panels) and hippocampus (right panels) for the yohimbine (top panels) and the placebo (bottom panels) group. Error bars
represent SEM.
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Between-stimulus pattern similarity
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Supplementary Figure 3 Between-stimulus pattern similarity showing clear acquisition and extinction of fear in ACC (left
panels) and hippocampus (right panels) for the yohimbine (top panels) and the placebo (bottom panels) group, but no clear
reinstatement (trial 8) and generalization (trial 9) of fear. Error bars represent SEM.
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Average activation
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Supplementary Figure 4 Average activation showing moderate acquisition of fear in ACC (left panel) and hippocampus (right
panel, albeit with stronger activation in response to CS- stimuli) both in the yohimbine (top panels) and the placebo (bottom
panels) group. Extinction and reinstatement of fear is only observed in the ACC. Error bars represent SEM.
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Supplementary Tables
Supplementary Table 1 Summary of statistics of the fMRI data for the learning phase (n = 41), within-subjects ANOVA in six
anatomical ROIs
Within‐stimulus

Between‐stimulus

Mean activation

Main effect of

Interaction of

Main effect of

Interaction of

Main effect of

Interaction of

stimulus (2)

stim(2) x trial(6)

stimulus (3)

(3 x 7)

stimulus (2)

stim(2) x trial(7)

F

p

F

p

F

p

F

p

F

p

F

p

ACC

64.54

<0.0005

13.24

<0.0005

70.18

<0.0005

6.71

<0.0005

23.48

<0.0005

2.22

0.042

Amygdala

24.87

<0.0005

2.10

0.067

12.51

<0.0005

1.21

0.293

0.56

0.458

NT

NT

Hippocampus

29.15

<0.0005

4.08

0.002

20.32

<0.0005

1.49

0.124

6.65

0.024 a

0.86

0.525

Insula

116.87

<0.0005

19.16

<0.0005

83.63

<0.0005

5.28

<0.0005

27.82

<0.0005

3.23

0.005

SFG

82.11

<0.0005

11.85

<0.0005

89.28

<0.0005

6.73

<0.0005

1.07

0.307

NT

NT

vmPFC

37.94

<0.0005

1.74

0.126

24.96

<0.0005

1.62

0.084

6.04

0.018 a

1.50

0.179

Region

All significant values (p < 0.05) are in italics, and those that reach FDR-corrected significance are in bold. NT = not tested: Areas
without significant main effect of stimulus type are not tested for acquisition effects. Main effects are calculated over all
acquisition trials, 6 for within-stimulus pattern similarity, 7 for between-stimulus pattern similarity and 7 for average activation.
stim = stimulus. a effect caused by significantly higher values for CS- stimuli. ACC = Anterior Cingulate Cortex; SFG = Superior
Frontal Gyrus; vmPFC = ventromedial Prefrontal Cortex.

Supplementary Table 2 Summary of statistics of the fMRI data for the extinction phase (n = 41), within-subjects ANOVA in
six anatomical ROIs
Within‐stimulus

Between‐stimulus

Mean activation

Main effect of

Interaction of

Main effect of

Interaction of

Main effect of

Interaction of

stimulus (2)

stim(2) x trial(6)

stimulus (3)

(3 x 7)

stimulus (2)

stim(2) x trial(7)

F

p

F

p

F

p

F

p

F

p

F

p

ACC

84.58

<0.0005

12.83

<0.0005

80.37

<0.0005

4.58

<0.0005

40.63

<0.0005

3.55

0.002

Amygdala

34.46

<0.0005

5.63

<0.0005

20.33

<0.0005

1.81

0.044

9.54

0.004

2.73

0.014

Hippocampus

41.89

<0.0005

3.84

0.002

23.10

<0.0005

1.82

0.043

0.18

0.673

NT

NT

Insula

85.01

<0.0005

10.38

<0.0005

86.24

<0.0005

5.24

<0.0005

54.37

<0.0005

6.69

<0.0005

SFG

59.38

<0.0005

7.27

<0.0005

64.47

<0.0005

3.36

0.001

0.01

0.915

NT

NT

vmPFC

28.58

<0.0005

3.40

0.006

24.71

<0.0005

1.56

0.100

4.75

0.035 a

1.30

0.260

Region

All significant values (p < 0.05) are in italics, and those that reach FDR-corrected significance are in bold. NT = not tested: Areas
without significant main effect of stimulus type are not tested for extinction effects. Main effects are calculated over the retention
trials, 2 for within-stimulus pattern similarity, 3 for between-stimulus pattern similarity and 3 for average activation. stim =
stimulus. a effect caused by significantly higher values for CS- stimuli. ACC = Anterior Cingulate Cortex; SFG = Superior Frontal
Gyrus; vmPFC = ventromedial Prefrontal Cortex.

97

SUPPLEMENTARY MATERIAL - CHAPTER 4

Supplementary Table 3 Summary of statistics of the fMRI data for the reinstatement phase and the generalization trial (n =
41), within-subjects ANOVA in anatomical ROIs
Within‐stimulus
Region

‐

Between‐stimulus

‐

Mean activation

Reinstatement

Generaliz trial,

Reinstatement

Generaliz trial,

stim(3) x trial(2)

stimulus (3)

stim(2) x trial(2)

stimulus (2)

F

p

F

p

F

p

F

p

F

p

F

p

ACC

NT

NT

NT

NT

0.33

0.681

1.38

0.258

4.58

0.038

4.00

0.052

Amygdala

NT

NT

NT

NT

3.34

0.040

0.23

0.726

0.52

0.474

0.42

0.520

Hippocampus

NT

NT

NT

NT

0.81

0.447

0.71

0.455

NT

NT

NT

NT

Insula

NT

NT

NT

NT

4.59

0.013

1.07

0.348

2.71

0.108

0.26

0.612

SFG

NT

NT

NT

NT

1.19

0.309

0.19

0.826

NT

NT

NT

NT

vmPFC

NT

NT

NT

NT

0.52

0.526

0.47

0.630

NT

NT

NT

NT

All significant values (p < 0.05) are in italics; none of the values survives FDR-correction. NT = not tested: Reinstatement and
generalization (Generaliz trial) of fear is only assessed if there was significant retention and extinction of fear and is not tested for
within-stimulus pattern similarity, as this requires at least two trials per stimulus type. ACC = Anterior Cingulate Cortex; SFG =
Superior Frontal Gyrus; vmPFC = ventromedial Prefrontal Cortex.

Supplementary Table 4 Brain areas showing differential activation during fear learning (n = 41)
MNI coordinates
x
y

z

Volume
# voxels

Max. Z

Brain stem, thalamus

0

‐13

‐5

3354

7.03

Anterior cingulate cortex

2

14

34

2950

6.54

R Insula

39

19

‐3

1735

8.44

L Insula

‐38

16

‐1

1532

8.00

L Parietal operculum cortex

‐57

‐30

22

236

6.13

L Superior parietal lobule

‐20

‐51

74

79

5.17

32

‐43

38

10985

8.13

‐37

‐47

38

7682

7.13

Brain region (COG)
Learning phase, CS+ > & CS‐
Group mean (n = 41)

Yohimbine HCl (n = 21) > placebo (n = 20)
No significant clusters
Learning phase, CS‐ > & CS+
Group mean (n = 41)
R Postcentral gyrus, R superior parietal lobule, R lateral occipital cortex
L Postcentral gyrus, L superior parietal lobule,
L lateral occipital cortex
L Superior/middle frontal gyrus, frontal pole,
L Temporal (occipital) fusiform cortex,
L parahippocampal gyrus
R Temporal (occipital) fusiform cortex,
R parahippocampal gyrus
L Middle temporal gyrus

‐23

26

43

1752

6.39

‐27

‐36

‐18

1270

6.67

29

‐33

‐15

652

6.00

‐58

‐8

‐15

621

4.92

R Middle frontal gyrus

27

24

49

387

5.27

Frontal pole, frontal medial cortex

‐2

60

‐11

344

5.28

R Cerebellum

23

‐88

‐36

109

4.76

R Occipital pole

24

‐91

‐18

103

4.67

L Frontal orbital cortex

‐44

30

‐17

84

4.79

R Frontal pole

53

37

12

80

4.36

L Frontal pole

‐49

39

6

79

4.40

Yohimbine HCl (n = 21) > placebo (n = 20)
No significant clusters
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Whole brain activation (Z > 3.5, cluster-corrected at p < 0.05) that discriminates the threat-associated (CS+) stimuli from the
control stimuli (CS-), and within this contrast, activation that discriminates between groups. Coordinates are in MNI-space and
depict for each significant cluster the Center of Gravity (COG). Labels are derived from the Harvard-Oxford cortical and
subcortical atlases. L = left; R = right.

Supplementary Table 5 Brain areas showing differential activation during extinction learning (n = 41)
Brain region (COG)

MNI coordinates
x
y

z

Volume
# voxels

Max. Z

Extinction phase, CS+ > & CS‐
Group mean (n = 41)
Anterior cingulate cortex

1

11

37

5187

8.18

Brain stem, thalamus

0

‐15

‐5

3459

6.61

L Insula

‐39

13

‐4

2446

7.45

R Insula

41

18

‐5

2193

8.22

L Parietal operculum cortex

‐60

‐35

20

843

6.93

L Superior parietal lobule, precuneus

‐15

‐49

62

677

6.51

R Supramarginal gyrus

58

‐41

22

587

5.32

R Middle temporal gyrus, R posterior division

55

‐25

‐10

200

6.17

R Cerebellum

38

‐57

‐33

120

4.85

R Postcentral gyrus

49

‐24

42

2703

7.39

R Lateral occipital cortex, superior division

30

‐71

40

1996

6.06

L Lateral occipital cortex, superior division

‐29

‐75

34

1826

5.91

L Postcentral gyrus

‐50

‐25

42

1420

5.79

L Middle frontal gyrus

‐28

12

47

657

5.60

L Temporal fusiform cortex

‐28

‐34

‐21

623

5.80

R Middle frontal gyrus

30

17

51

544

5.95

L Lateral occipital cortex, inferior division

‐47

‐63

‐8

382

4.74

R Inferior temporal gyrus

50

‐56

‐10

271

4.62

R Temporal fusiform cortex

30

‐42

‐15

213

5.28

L Precuneus

‐5

‐61

14

198

4.83

L Superior frontal gyrus

‐17

34

42

171

4.91

L Frontal pole

‐46

45

0

168

5.26

R Precentral gyrus

9

‐30

66

157

5.56

R Parahippocampal gyrus

25

‐15

‐26

155

5.74

R Central opercular cortex

38

‐9

14

128

5.75

L Inferior frontal gyrus

‐51

28

20

100

4.42

R Precuneus

12

‐55

10

98

4.89

Frontal pole

‐4

59

‐16

91

5.16

Yohimbine HCl (n = 21) > placebo (n = 20)
No significant clusters
Extinction phase, CS‐ > & CS+
Group mean (n = 41)

Yohimbine HCl (n = 21) > placebo (n = 20)
No significant clusters

Whole brain activation (Z > 3.5, cluster-corrected at p < 0.05) that discriminates the threat-associated stimuli (CS+) from the
control stimuli (CS-), and within this contrast, activation that discriminates between groups. Coordinates are in MNI-space and
depict for each significant cluster the Center of Gravity (COG). Labels are derived from the Harvard-Oxford cortical and
subcortical atlases. L = left; R = right.
Supplementary Table 6 Correlations between conditioning-indices and differential pupil dilation responses at the retention
test (n = 39), in six anatomical ROIs
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Within‐stimulus

Region

Between‐stimulus

Mean activation

r

p

r

p

r

ACC

0.025

0.881

0.375

0.019

0.108

p
0.514

Amygdala

‐0.017

0.917

‐0.060

0.715

‐0.067

0.686

Hippocampus

‐0.015

0.927

0.047

0.776

‐0.162

0.323

Insula

0.359

0.025

0.299

0.064

0.089

0.591

SFG

‐0.168

0.305

0.096

0.561

‐0.015

0.929

vmPFC

‐0.173

0.293

0.330

0.040

‐0.329

0.041

ACC = Anterior Cingulate Cortex; SFG = Superior Frontal Gyrus; vmPFC = ventromedial Prefrontal Cortex. All significant
values (p < 0.05) are in italics; none of the values survived FDR-correction.

Supplementary Table 7 Correlations between the main measures of outcome: sAA levels at T2 (% from T1), conditioningindices, retention-indices, and generalization-indices, calculated for pupil responses and between-stimulus pattern similarity in
ACC, insula and vmPFC.
Pupil
sAA

sAA T2

1

Con

‐

ACC

Insula

vmPFC

Ret

Gen

Con

Ret

Gen

Con

Ret

Gen

Con

Ret

Gen

‐

‐

‐

‐

‐

‐

‐

‐

‐

‐

‐

‐

‐

‐

‐

‐

‐

‐

‐

‐

‐

‐

1

‐

‐

‐

‐

‐

‐

‐

‐

‐

‐

1

‐

‐

‐

‐

‐

‐

‐

‐

‐

1

‐

‐

‐

‐

‐

‐

‐

‐

1

‐

‐

‐

‐

‐

‐

‐

1

‐

‐

‐

‐

‐

‐

1

‐

‐

‐

‐

‐

1

‐

‐

‐

‐

Pupil
Cond

.29
.108

1

31
Reten

Gener

.52

.28

.003

.086

31

39

.61

.16

.30

.000

.334

.067

31

39

39

.44

.38

.38

.26

.010

.016

.019

.110

33

39

39

39

‐.04

.05

.34

‐.05

.27

.817

.764

.037

.766

.092

33

39

39

39

41

.02

‐.18

.28

.01

.04

.21

.896

.264

.083

.948

.799

.198

33

39

39

39

41

41

.39

.41

.30

.17

.62

.07

.00

.026

.009

.064

.314

.000

.651

.998

33

39

39

39

41

41

41

.25

.06

.45

.13

.38

.59

.00

.25

.168

.733

.004

.426

.013

.000

.982

.123

33

39

39

39

41

41

41

41

ACC
Cond

Reten

Gener
Insula
Cond

Reten
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Gener

.14

‐.03

.26

.07

.16

.11

.43

‐.10

.27

.449

.847

.109

.683

.310

.498

.005

.518

.090

33

39

39

39

41

41

41

41

41

.25

.14

.33

.22

.60

.26

‐.04

.37

.41

.24

.170

.393

.040

.173

.000

.082

.813

.017

.008

.137

33

39

39

39

41

41

41

41

41

41

.00

.12

.41

‐.07

.26

.54

.12

.12

.44

.13

.15

.990

.473

.009

.678

.099

.000

.472

.474

.004

.412

.345

33

39

39

39

41

41

41

41

41

41

41

.15

.07

.29

.19

.19

.19

.56

.21

.07

.32

.13

.02

.413

.696

.075

.240

.235

.236

.000

.199

.658

.043

.462

.893

33

39

39

39

41

41

41

41

41

41

41

41

1

‐

‐

‐

1

‐

‐

1

‐

vmPFC
Cond

Reten

Gener

1

Each cell depicts (top to bottom) a Pearson correlation coefficient, a p-value and the number of participants that contributed to
the correlation. ACC = Anterior Cingulate Cortex; vmPFC = ventromedial Prefrontal Cortex; Con = conditioning-index; Ret =
retention-index; Gen = generalization-index. As fear-potentiated startle responses correlated with none of the indices we have
not included these in this table. All significant values (p < 0.05) are in italics.

Supplementary Table 8 Mean values ± s.d. of the intensity of the UCS, subjective evaluation of the UCS, reported trait
anxiety and anxiety sensitivity for the experimental groups separately.
Yohimbine HCl

Placebo

(n = 21)

(n = 20)

ASI

11.1 (± 5.6)

10.1 (± 5.0)

STAI‐T

35.5 (± 9.7)

33.8 (± 8.0)

UCS intensity (mA)

23.9 (± 11.1)

29.3 (± 15.1)

UCS evaluation

4.1 (± 1.8)

3.2 (± 0.8)

Supplementary Table 9 Number of participants that correctly remembered the stimulus-outcome associations, and the
number of participants that suspected having received yohimbine HCl, per group.
Yohimbine HCl

Placebo

(n = 21)

(n = 20)

Correct declarative memory after 2 wk

18 (85.7%)

18 (90.0%)

Guessed receiving yohimbine HCl

9 (42.9%)

4 (20.0%)
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Supplementary Table 10 Mean values ± s.d. of the systolic blood pressure (BP), diastolic blood pressure, state anxiety and
salivary alpha-amylase levels for different time points during the learning phase for the experimental groups separately.
yohimbine HCl (n = 21)
T0

Placebo (n = 20)

T2

T3

T0

T2

T3

Systolic BP

114.4 (8.3)

‐

123.9 (11.8)

121.9 (12.4)

‐

119.8 (12.9)

Diastolic BP

71.2 (7.7)

‐

72.7(10.2)

73.5 (9.5)

‐

71.2 (8.0)

STAIS‐S

32.9 (9.3)

‐

33.6 (8.6)

31.8 (7.3)

‐

36.5 (9.3)

yohimbine HCl (n = 18 )
Raw sAA levels

47.79

(U/ ml)

(16.98)

Log‐transformed

3.48

3.79

sAA levels

(0.27)

(0.27)

Placebo (n = 14 )
123.92

80.66 (21.20)

100.11

66.52 (19.25)

90.63 (24.04)

4.55

3.46

4.09

4.28

(0.21)

(0.31)

(0.30)

(0.23)

(21.69)

(24.59)

Supplementary Table 11 Summary of statistics of neural pattern similarity for the learning phase (n = 41), compared between
groups.
Region

Conditioning‐indices
Within‐stimulus

Between‐stimulus

Mean conditioning‐index (± s.d.)

Mean conditioning‐index (± s.d.)

Placebo

Yohimbine HCl

(n = 20)

(n = 21)

Placebo

Yohimbine HCl

(n = 20)

(n = 21)

ACC

0.99 (±0.66)

Amygdala

0.41 (±0.71)

0.704

2.0 (± 1.68)

0.721

‐0.43 (±2.32)

Hippocampus

0.58

0.452

1.02 (±0.74)

0.05

0.97 (±0.77)

0.87 (±0.89)

0.26 (±0.87)

0.45 (±0.96)

F

p

F

p

0.88 (±1.04)

0.15

0.32(±0.92)

0.13

2.17 (± 1.54)

0.12

0.735

0.73 (±1.78)

3.27

0.50 (±0.78)

0.30 (±0.90)

0.078

0.20 (±2.68)

1.52 (±1.21)

4.17

0.048

Insula

1.07 (±0.64)

0.824

1.72 (±2.13)

1.91 (±1.80)

0.09

0.762

SFG
vmPFC

0.15

0.698

2.36 (±1.37)

2.15 (±2.18)

0.13

0.718

0.43

0.514

0.83 (±2.27)

1.46 (±2.10)

0.85

0.362

Within each ROI, conditioning-indices (which expressed the relative increase of the CS+ responses over the course of learning)
were compared between groups. ACC = Anterior Cingulate Cortex; SFG = Superior Frontal Gyrus; vmPFC = ventromedial
Prefrontal Cortex. All significant values (p < 0.05) are in italics; none of the values survives FDR-correction.
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CHAPTER 5

Abstract
Single-trial analysis is particularly useful for assessing cognitive processes that are intrinsically
dynamic, such as learning. Studying these processes with functional magnetic resonance imaging
(fMRI) is problematic, as the low signal-to-noise ratio of fMRI requires the averaging over multiple
trials, obscuring trial-by-trial changes in neural activation. The superior sensitivity of multi-voxel
pattern analysis (MVPA) over univariate analyses has opened up new possibilities for single-trial
analysis, but until now few studies have focused on optimizing study designs for this type of analysis.
Here, we present two experiments in which we systematically compare study designs to determine
empirically which of these designs are optimal for single-trial pattern analysis. In Experiment 1 we
employed slow event-related fMRI combined with classical fear conditioning to assess associative
learning in a trial-by-trial manner. This experiment consisted of four between-subject conditions (n =
50), which varied in order and spacing of trials (8.1-18.5 s). In Experiment 2 we examined the
discriminability of stimulus categories, using rapid event-related fMRI in six within-subject conditions
(n = 18), which varied in number and spacing of trials (2-6 s, with and without null-events, equal scan
durations). Representational similarity analysis (RSA) on data from Experiment 1 revealed clear
learning curves in all conditions, but showed the strongest effects when trial order was
counterbalanced, such that temporal autocorrelations affected the comparisons of interest to a
similar degree. Furthermore, support vector machine classification on data from Experiment 1 and 2
showed that classification of stimulus category was above chance in all conditions and comparable
for different pattern estimation techniques (Least Squares Single [LSS] and Least Squares All [LSA]).
Yet, our data indicate that - given a fixed amount of time - longer intervals are preferred over more
stimulus repetitions for single-trial pattern analysis, while at the same time confirming that these
designs are inefficient for univariate analyses. In sum, the current findings emphasize the importance
of deciding on the type of data analysis before carrying out an experiment.
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Introduction
Over the last two decades much effort has been devoted to optimizing study designs for functional
magnetic resonance imaging (fMRI). The signal-to-noise ratio (SNR) of fMRI is low, given that events
often do not evoke more than a 1% change in the blood-oxygenation-dependent (BOLD) signal
(Huettel, Song, & McCarthy, 2004). A common method for improving SNR in event-related fMRI
studies is to collect multiple observations for each experimental condition and to combine these as a
single regressor in a general linear model (GLM). This method reduces noise and allows for a better
estimation of the amplitude of the hemodynamic response. Rapid event-related designs (intervals of
less than 10 s) generally produce the strongest effects, as more trials can be presented in the same
amount of time, increasing the total variance in the BOLD signal and thereby the experimental
power (Dale & Buckner, 1997; Huettel & McCarthy, 2001).
However, many psychological constructs are intrinsically dynamic. The first time a picture
is presented is not equivalent to the second time it is presented, as the picture may have become
familiar. As a result, at least part of the brain will respond differently. This change may in some cases
be of specific interest, as for example in learning paradigms. In other cases, one is interested in the
subtle differences and similarities between many different stimuli (stimulus rich design). In both
scenarios, averaging across trials or stimulus categories would obscure the type of information that
is supposed to be extracted from the data and would therefore defeat the purpose of the study. The
information of interest is simply not available in the average responses and can only be obtained with
single-trial analyses (Chadwick et al., 2012; Rey, Ahmadi, & Quiroga, 2015). However, single-trial
fMRI analyses are quite challenging due to the low SNR and the sluggishness of the hemodynamic
response.
The advent of multi-voxel pattern analysis (MVPA) opened up new avenues for single-trial
analysis of BOLD-MRI data. Instead of average signal change, MVPA assesses distributed (multivoxel) patterns of BOLD-signal to characterize the distinctive neural representation of a stimulus or
condition. Although single-trial analysis suffers from a reduction in SNR due to a decrease in
variance of the explanatory variable (temporal domain), single-trial MVPA compensates for this by
evaluating multiple voxels at the same time (spatial domain). Over the last decade, numerous studies
have underscored the superior sensitivity of MVPA compared to analysis of average activation for
reading cognitive states from BOLD-MRI data (Haxby et al., 2001; Haynes & Rees, 2005; Kamitani &
Tong, 2005) and quantifying the relationships between patterns induced by different states or stimuli
(Kriegeskorte et al., 2008). For most applications of MVPA, trials are modeled as single regressors in
a general linear model (GLM), instead of combined into one regressor per condition. The response
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patterns related to the different events are then used either for (binary) classification analysis, or
(continuous) similarity analysis. In classification analyses some of the response patterns are used to
train a classifier (e.g., a support vector machine, SVM) and other patterns are used to test the
classifier. In representational similarity analysis (Kriegeskorte et al., 2008) similarity values (e.g.,
Pearson’s r) are calculated between different response patterns, resulting in matrices that display the
representational (dis)similarity between stimuli or trials. In a way, these analytical techniques are not
strictly single-trial: with classification analysis you need multiple trials within a condition to train and
test a classifier, and with RSA you always need pairs of trials to calculate similarity indices. Yet, both
types of MVPA may require the estimation of single-trial response patterns.
Despite the growing popularity of MVPA, relatively little is known about how to optimize
study designs for this particular type of analysis. Rapid event-related designs with many trial
repetitions and jittered periods of prolonged stimulus intervals (null events) are clearly the most
efficient designs for estimating univariate signal changes. However, these designs pose problems for
the estimation of single-trial activation patterns, since overlapping BOLD signals cannot be
decorrelated unless multiple trials are combined into a single regressor (Mumford, Davis, &
Poldrack, 2014; Mumford, Turner, Ashby, & Poldrack, 2012). Furthermore, temporally
autocorrelated noise introduces false positive correlations between the activation patterns of trials
that are close in time. When multiple trials of the same stimulus are presented in a row (e.g., mini
blocks, or other types of structured stimulus presentation), which is often done in univariate designs
to optimize detection power (Liu, Frank, Wong, & Buxton, 2001), both collinearity in the model and
temporal autocorrelations in the data can lead to inflated classification accuracies or, in the case of
RSA techniques, they may differentially affect the correlations of interest (Mumford et al., 2012). As
mentioned above, the response patterns used in MVPA are usually obtained by modeling trials as
separate regressors using a single GLM, that is, a Least Squares All (LSA) approach. An alternative
approach is to use a separate GLM for each trial, in which the trial is modeled as the regressor of
interest and all other trials are combined into a single nuisance regressor per condition (Least
Squares Single, LSS; (Mumford et al., 2012). Although this latter technique has recently been shown
to provide somewhat better parameter estimations in rapid-event related designs (Mumford et al.,
2012), it does not completely solve the problems caused by collinearity (Mumford et al., 2014).
Alternatively, between-run analysis alleviates this problem as the BOLD-signal that is used for
training is never mixed-up with the BOLD-signal that is used for testing, reducing biases in
classification analysis (Mumford et al., 2014) and promoting a classifiers’ ability to generalize across
exemplars (Coutanche & Thompson-Schill, 2012). However, while between-run analyses are clearly
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beneficial in most cases, we can only assess trial-by-trial changes in activation patterns - the measure
of interest in learning paradigms - by employing within-run analyses (Visser, Kunze, Westhoff,
Scholte, & Kindt, 2015; Visser et al., 2013, 2011).
In this paper we address several questions. First of all, is reliable classification and RSA
possible with single-trial data obtained from a rapid event-related fMRI design? Does it matter how
the data are modeled (LSA versus LSS)? Second, given a fixed amount of time, is it better to
increase trial spacing (e.g., more independence of heamodynamic responses) or is it better to have
more trials (e.g., more observations)? Related to this: what is the effect of jittering on the estimation
of single-trial response patterns? Third, what are optimal design choices for assessing trial-by-trial
changes in activation patterns (i.e., learning-paradigms)? Is it important to keep temporal noise
constant, by presenting the trials in a counterbalanced order?
Here, we present two experiments in which we systematically compare study designs and
statistical approaches (LSA versus LSS). The first experiment focuses on learning-paradigms, while
the second experiment focuses on the tradeoff between trial spacing and number of stimuli that can
be presented in a fixed amount of time. The aim of these experiments is to empirically test the
effects of different design choices on the estimation of single-trial response patterns.
Experiment 1
Experiment 1 consisted of one session of fMRI scanning during which we used discriminant
conditioning to assess associative learning in a trial-by-trial manner. In four (between-subject)
conditions we compared the effects of trial spacing and trial order on neural pattern similarity. We
did not use the generally more powerful within-subject comparisons (i.e., where individuals
participate in all conditions) because the learning experience with electrical stimulation might
influence subsequent learning within the same experimental context.

Experiment 1: Methods
Participants
Fifty-five participants were recruited by advertisements in the social media and the university
website. For the analyses of BOLD-MRI data, participants were excluded because of sleep (n = 1),
excessive head motion (n = 3) or substantial signal drop-out (n = 1). In the remaining sample of 50
participants, 2 participants lacked eye-tracker data. Hence, BOLD-MRI data are reported for 50
participants (11 male, 3 left-handed, mean = 22.4, ± 2.8 s.d. yrs. of age), and pupil data are reported
for 48 participants. Participants earned a small amount of money or partial course credit for their
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participation. All participants gave their written informed consent before participation and had
normal or corrected-to-normal vision. Procedures were executed in compliance with relevant laws
and institutional guidelines, and were approved by the University of Amsterdam’s ethics committee
(2012-CP-2638).

Apparatus and materials
Stimuli and conditioning procedure. A classical fear-conditioning paradigm was used, with delay
conditioning and partial reinforcement (Figure 1a). Two pictures of neutral faces, derived from the
Todorov database (Oosterhof & Todorov, 2008), which was generated with FaceGen Modeller 3.1,
and two pictures of houses (Visser et al., 2013) were converted to grey scale and presented on a
grey background. Each picture was presented 11 times for 4.5 seconds and served as a to-be
conditioned stimulus (CS). One face and one house were followed by a mild electrical stimulus in 5
out of 11 presentations (CSs+). The electrical stimulation served as an unconditioned stimulus
(UCS) and was delivered at CS+ offset for 2 ms, by a Digitimer DS7A through MRI-compatible
carbon electrodes attached to the right shinbone. The intensity of the electric stimulus was
individually adapted at a level that was aversive but not painful (mean = 30.89 mA ± 14.97 s.d.). The
other two stimuli were never reinforced (CSs-). Participants were told that two out of four stimuli
might be followed by electrical stimulation while the other two would never be reinforced, and
were instructed to learn the specific contingencies. Stimuli were backward-projected onto a screen
that was viewed through a mirror attached to the head-coil.
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Figure 1 a) Experimental design with
four between-subject conditions,
varying in trial spacing, order of
presentation and in use of jitter. Each
of the four stimuli was repeatedly
presented for 4.5 seconds, with two
of the four stimuli (CSs+) coterminating with an electric stimulus
on 45% of the trials. b) In condition I,
II and III, the paradigm consisted of
repeating sequences of target trials,
presenting the four stimuli in a fixed
order such that the time between two
consecutive target trials was equal
over the four stimulus types. In
between,
the
semi-random
presentation of filler trials ensured the
unpredictability
of
stimuli.
Administration of a UCS was
restricted to filler trials and the first
paired CS+ trials were presented
between the second and third
sequence of target trials. In condition
IV the order of stimulus presentation
was semi-random. c) In order to
assess neural pattern similarity,
correlations were calculated between
patterns evoked by consecutive trials
of the same stimulus (within-stimulus)
and trials of stimuli that share
(non)reinforcement.
Average
activation
and
within-stimulus
correlations were averaged over faceand house stimuli, to reduce the
number of comparisons and because
we were not interested in the
difference between faces and houses
with regard to the experimental
manipulation. Images are not to scale.

n
n+1
Within-stimulus
CS- house

Pupil dilation. Pupil dilation responses were assessed as an independent index of associative
learning, measuring anticipatory autonomic arousal (Reinhard et al., 2006; Visser et al., 2015, 2013).
Pupil dilation and eye-movements were recorded continuously throughout MRI-scanning, using a
remote non-ferromagnetic infrared Eyelink-1000 Long Range Mount eye-tracker (SR Research).
Sampling and filtering procedures were identical to previous work (Visser et al., 2015). The baseline
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pupil diameter was the average value during the 500 ms prior to each CS onset. The pupil response
to the CS was calculated as the peak change from baseline in a window from 0 to 4 seconds after
picture onset. Trials that suffered substantial signal loss, affecting more than 50% of either the
baseline samples or the 4 seconds after stimulus onset were eliminated and replaced entirely by
estimating the linear trend at point over trials for each condition separately. Participants that ended
up missing more than 25% of the trials were excluded (n = 2), leaving 48 participants for the analysis
of pupil responses (0 - 20.5 % replaced trials per participant, median = 0%). Next, data were Ztransformed, to reduce between-subjects variability.
Image acquisition. Scanning was performed on a 3T Philips Achieva TX MRI scanner using a 32channel head-coil. Functional data were acquired using a gradient-echo, echo-planar pulse sequence
(TR = 2000 ms; TE = 27.63 ms; FA = 76.1°; 39 sagital slices with interleaved acquisition; 3 x 3 x 3.3
mm voxel size; 64 x 64 matrix; 192 x 192 x 141.24 FoV) covering the whole brain. In condition I and
II 500 volumes were recorded; in condition III and IV 304 volumes were recorded. Foam pads
minimized head motion. A high-resolution 3D T1-weighted image (TR = 8.11 ms, TE = 3.72 ms, FA
= 8°; 1 x 1 x 1 mm voxel size; 240 x 220 x 188 FoV) was additionally collected for anatomical
visualization.
Pre-processing. FMRI data processing was carried out using FEAT (FMRI Expert Analysis Tool)
Version 6.00, part of FSL (FMRIB's Software Library, www.fmrib.ox.ac.uk/fsl). Pre-processing
included motion correction using MCFLIRT (Jenkinson, Bannister, Brady, & Smith, 2002); slice-timing
correction using Fourier-space time-series phase-shifting; non-brain removal using BET (Smith,
2002); high-pass temporal filtering (σ = 50 s), and pre-whitening (Woolrich et al., 2001). No spatial
smoothing was applied. Registration to high resolution structural images was carried out using FLIRT
(Jenkinson et al., 2002; Jenkinson & Smith, 2001). Registration from high resolution structural to
standard space was then further refined using FNIRT nonlinear registration (Andersson, Jenkinson,
Smith, & others, 2007).
Region of interest selection. Regions of interest (ROI) were selected based on their role in fear
learning and (extinction) memory and included the anterior cingulate cortex (ACC, 9213 voxels),
the insula (6591 voxels), amygdala (2967 voxels), hippocampus (5837 voxels) and ventromedial
prefrontal cortex (vmPFC, 4160 voxels). We additionally included the superior frontal gyrus (SFG,
18946 voxels), a region outside the salience network, for its large learning-effect as revealed by
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previous similarity analysis, in the absence of differences in average activation (Visser et al., 2015,
2013, 2011). ROIs were obtained from the Harvard-Oxford cortical and subcortical structural
atlases (Harvard Center for Morphometric Analysis).
Trial spacing and order of presentation
Participants were randomly assigned to one of four conditions (Figure 1a). In condition I, interstimulus intervals were fixed (17.5 s) and the onset of each trial was triggered by the start of the
acquisition of a BOLD-MRI volume. In condition II, inter-stimulus intervals varied randomly between
16.5 and 18.5 seconds. In condition III and condition IV, inter-stimulus intervals were drawn from a
truncated exponential distribution (8.1-12.5 seconds, mean 9.2 seconds). In condition I, II and III, the
order of stimulus presentation was fixed (counterbalanced across participants) and consisted of a
repeating sequence of four target trials, with filler trials of the same stimuli in between (Figure 1b).
In total, the experiment consisted of 44 trials: 24 target trials (6 per stimulus type) and 20 filler trials
(5 per stimulus type), including all CS+ -trials that co-terminated with electrical stimulation. In
condition IV, the order of stimulus presentation was semi-random, with the restriction that stimuli
were roughly equally distributed across the experiment and that (like the other three conditions)
the experiment started with two unreinforced presentations of each stimulus, to estimate a preconditioning baseline response to the pictures. For each run, we constrained our analyses to target
trials, to be certain that UCS-related activity would not confound CS-related activity (all four
conditions) and b), that the time between two consecutive target trials was equal over the four CS
types (condition I, II and III), while filler trials ensured that the stimulus presentation remained
unpredictable for the participant (Visser et al., 2015, 2013, 2011). The relatively high temporal
resolution of the pupil dilation response allowed for the analysis of reinforced trials, so for the
analysis of pupil data both filler and target trials are included.
Trial-by-trial similarity analysis
For the trial-by-trial representational similarity analysis we employed a Least Squares – All (LSA)
approach, modeling each trial as a separate regressor in a voxelwise whole-brain analysis using a
single general linear model (GLM) and including six motion parameters as regressors of no interest.
The resulting single-trial parameter estimates were transformed into t-values to down-weight noisy
voxels (Misaki, Kim, Bandettini, & Kriegeskorte, 2010). To this end, each voxel’s parameter estimate
was divided by the standard error of that voxel’s residual error term after fitting the first-level GLM.
In Matlab (version 8.0; MathWorks) we created for each participant, for each ROI, a vector
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containing t-values per voxel, for a particular trial (i.e., the ‘spatial representation’ of that trial). Next
we calculated pair-wise Pearson correlations (i.e., ‘representational similarity’) between all vectors of
all single trials, resulting in a similarity matrix containing correlations among trials, for each
participant, for each ROI (Figure 2, left panels). From this matrix, two different types of correlations
were selected (Figure 1c, Figure 2, right panels), discarding filler trials. The strength of these
correlations was used as a metric of similarity. First, we examined within-stimulus correlations on
consecutive target trials. Second, we examined between-stimulus correlations between adjacent target
trials that shared (non)reinforcement (learned associations: CS+ face with CS+ house and CS- face
with CS- house). Note that the number of between-stimulus correlations is equal to the number of
target trials, whereas the number of within-stimulus correlations is equal to the number of target
trials minus one. Next, data were Z-transformed, to reduce between-subjects variability.
Trial-by-trial univariate analysis
To visualize trial-by-trial changes in average activation, we analyzed data as described in the previous
section, except that when we analyzed the normalized single-trial parameter estimates, we averaged
across voxels in a ROI. Thus, instead of preserving the spatial information by creating a vector of
voxels per ROI, we obtained one value per ROI (average response amplitude), which we then Ztransformed across trials to reduce between-subject variability.
Statistical analyses
Z-transformed pupil dilation responses, average activation, and within-stimulus correlations were
averaged over face- and house stimuli. This was done to reduce the number of comparisons and
because we were not interested in the difference between faces and houses with regard to the
experimental manipulation.
Statistical comparisons of the learned associations were performed by within-subjects
Analysis of Variance (ANOVA), using Statistical Package for the Social Sciences (SPSS, version 21;
SPSS Inc.). Statistical tests are equivalent for pupil dilation and neural measures, the only difference
being the number of trials that is included in the analysis (i.e., 11 for pupil dilation, 5 for withinstimulus similarity, 6 for between-stimulus similarity and average activation). Differential fear learning
was assessed by the interaction of trials x stimulus type (2 levels [CS+ and CS-, averaged over faces
and houses]), but was only tested when there was also a significant main effect of stimulus type.
Likewise, the reported average effect sizes represent the average over the tested main effects, and if
significant also over the tested interaction effects (see also Supplementary Table 1-4). Note that the
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sample sizes are too small to directly compare the learning effects (which include numerous
parameters, i.e., different trials and stimuli) between groups, but the estimated effect sizes within
each scenario may guide choices for study designs.
In case that the assumption of sphericity was violated a Greenhouse-Geisser correction
was applied. All p-values are reported two-sided, with the significance level set at α = 0.05.

Experiment 1: Results
Conditioned pupil dilation response
Consistent with previous work (Visser et al., 2015, 2013), successful fear conditioning was evident
from a trial-by-trial change in pupil dilation in response to the CS+, relative to the CS- in all four
conditions (Figure 3a). Interaction effects of trial (11) and stimulus type (2) reached significance in
2
2
condition II (F3.95, 39.52 = 4.59, p = 0.004, ηP = 0.31), condition III (F10, 110 = 2.61, p = 0.007, ηP =

0.19) and condition IV (F10, 130 = 2.77, p = 0.004, ηP2 = 0.18), but not in condition I (F4.16, 41.58 = 1.45,
2
p = 0.232, ηP = 0.13). Follow-up tests revealed strong main effects of stimulus type in condition I
2
2
(F1, 10 = 15.04, p = 0.003, ηP = 0.60) in condition II (F1, 10 = 28.06, p < 0.0005, ηP = 0.74), condition
2
2
III (F1, 11 = 13.84, p = 0.003, ηP = 0.56) and condition IV (F1, 13 = 85.15, p < 0.0005, ηP = 0.87),

indicating that pupil size increased when a CS+ was presented.
Neural pattern similarity
The left panels in Figure 2 present similarity matrices in the superior frontal gyrus, showing all trials
(filler and target trials) in order of presentation. In condition III and IV, which have shorter inter-trial
intervals, high correlations were observed between adjacent trials. Still, when controlling stimulus
presentation such that the time between consecutive target trials was equal over conditions
(condition I, II, and III), higher pattern similarity was observed within and between CS+ stimuli
compared to CS- stimuli (Figure 2, right panels). This differential pattern similarity was weaker when
the trial presentation was random (condition IV).
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Figure 2 Neural pattern similarity
in the superior frontal gyrus,
showing all trials (filler and target
trials) in order of presentation
(left panels), averaged over
participants. In condition III and
IV, which have shorter inter-trial
intervals, high correlations are
observed between adjacent trials,
suggesting stronger temporal
autocorrelations.
Still,
when
controlling stimulus presentation
such that the time between
consecutive target trials is equal
over conditions (condition I, II,
and III), we clearly observe higher
pattern similarity within and
between CS+ stimuli compared to
CS- stimuli (right panels). This
differential pattern similarity is
weaker
when
the
trial
presentation is random (condition
IV). ISI = inter-stimulus interval.

A trial-by-trial assessment of within-stimulus pattern similarity (Figure 3b) revealed successful
learning as evidence by an increase in similarity for CS+ stimuli, relative to CS- stimuli. This is in line
with our previous work (Visser et al., 2015, 2013, 2011), although effects did not reach statistical

116

DESIGNS FOR SINGLE-TRIAL PATTERN ANALYSIS

significance in all areas and all conditions (Supplementary Table 1-4). For between-stimulus pattern
similarity, learning curves were observed when trial presentation was controlled (condition I, II, and
III), but not when presentation was semi-random (condition IV). In general, main and interaction
effects were stronger in ACC (mean ηP2 = 0.34), insula (mean ηP2 = 0.28) and SFG (mean ηP2 =
0.35) than in amygdala (mean ηP2 = 0.16), hippocampus (mean ηP2 = 0.17) and vmPFC (mean ηP2 =
2

2

0.20). Furthermore, effects were stronger in condition I (mean ηP = 0.29) and II (mean ηP = 0.30)
2
2
than in condition III (mean ηP = 0.25) and IV (mean ηP = 0.19).

Trial-by-trial mean activation
Results obtained with single-trial univariate analysis dissociated from results obtained with similarity
analyses in some, but not all of the regions. Typical learning curves were observed in areas in the
‘salience-network’ (ACC and insula), but were absent in hippocampus, amygdala, vmPFC and SFG
(Figure 3c). For an overview of the statistics per ROI see Supplementary Table 1-4. The fact that
effect sizes were substantially smaller for average activation (mean ηP2 = 0.18) than for pattern
similarity is consistent with previous results (Visser et al., 2015, 2013, 2011). This again shows the
high sensitivity of pattern analysis compared to analysis of average activation for quantifying the
changes in (fear) associations over time.
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Figure 3 a) Pupil dilation responses and b) Neural pattern similarity in the superior frontal gyrus - both within-stimulus and
between-stimulus - show clear acquisition of fear over the course of conditioning in each of the four conditions, with the
exception of between-stimulus pattern similarity in condition IV. c) For average activation in the superior frontal gyrus no
learning-dependent changes are observed. ISI = inter-stimulus interval. Error bars represent SEM. *p < 0.05.
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Experiment 1: Discussion
Consistent with previous work (Visser et al., 2015, 2013, 2011), Experiment 1 shows that the
application of trial-by-trial similarity analysis produces clear learning curves that index the formation
of aversive associations, even in the absence of differences in mean activation. Furthermore,
although longer inter-trial intervals yielded stronger effects, we were able to detect learningdependent changes in designs with shorter intervals as well, provided that the order in which stimuli
were presented was fixed. Given that longer scans are costly, boring, and increase the risk of head
motion, inter-trial intervals of medium length (8-12 seconds) may be preferred, at the cost of signal
strength, as long as the experiment is designed in such a way that pattern similarity will not be
biased by temporal proximity of the trials of interest. However, while in learning paradigms the
number of trials is usually based on theoretical considerations, in other paradigms the number of
trials may solely depend on how much information is needed to obtain a reliable signal (see
Experiment 2).
A limitation might be that we have not tested whether learning effects would be observed
in a true rapid event-related design (an interval of 8.1-12.6 is still quite long). Shorter intervals are
problematic in fear-conditioning paradigms (and therefore rarely used; Fullana et al., 2015) for
several other reasons. For example, the sensation of the electrical stimulus always requires a few
seconds to fade. This poses problems if many trials were to be presented in a short amount of time,
causing unwanted effects such as backward conditioning (Moscovitch & LoLordo, 1968) and possibly
additional discomfort as the uncomfortable stimulation summates. Furthermore, the number of
conditioning trials is usually limited, given that learning in these paradigms often reaches an
asymptote within a few trials, and/ or peripheral indices of sympathetic activity tend to habituate.

Experiment 2: Methods
Experiment 2 consisted of one session of fMRI scanning, in which we compared six designs to
measure BOLD-MRI in response to face and house stimuli. As the experiment did not induce
aversive learning, it was possible to compare the effects of interest in a within-subject design.
Participants
Twenty-one participants were recruited by means of advertisements in the social media and the
university website. Three participants were excluded because of excessive head motion (n = 1),

119

CHAPTER 5

because of equipment failure (n = 1), and because of excessive sleepiness (n = 1). The remaining
sample included 18 participants (3 male, 3 left-handed, mean = 25.0, ± 2.2 s.d. yrs. of age).
Participants earned a small amount of money or partial course credit for their participation. All
participants gave their written informed consent before participation and had normal or correctedto-normal vision. Procedures were executed in compliance with relevant laws and institutional
guidelines, and were approved by the University of Amsterdam’s ethics committee (2012-CP-2638).
Apparatus and materials
Stimuli. The experiment consisted of six blocks of functional scanning. In each block we used a new
stimulus set (Figure 4), consisting of two pictures of neutral faces, derived from the Karolinska
Directed Emotional Faces dataset (Lundqvist et al., 1998), and two pictures of houses, derived from
the Web. Stimuli were separated from their background and converted to greyscale. Each picture
was presented for 300 ms, with stimulus intervals varying per block (see section on trial spacing).
Participants were instructed to pay close attention to the stimuli. During stimulus intervals a fixation
cross turned either green or blue: the participant pressed a button with their right middle finger for
blue and with their left middle finger for green.
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Figure 4 Within-subject design
consisting of six conditions
(blocks), varying in trial spacing
and use of null events. In each
block we used a new stimulus set,
consisting of two pictures of
neutral faces and two pictures of
houses. The order of blocks and
the order of stimulus-sets were
independently
counterbalanced
across participants. Each picture
was presented for 300 ms, with
trial durations varying per block.
In each block, the number of trials
and null events together fill 390
seconds of functional scanning.
Images are not to scale.
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Image acquisition. Scanning was performed on a 3T Philips Achieva TX MRI scanner using a 32channel head-coil. Functional data were acquired using a gradient-echo, echo-planar pulse sequence
(TR = 2000 ms; TE = 27.63 ms; FA = 76.1°; 37 axial slices with ascending acquisition; 3 x 3 x 3 mm
voxel size; 80 x 80 matrix; 240 x 121.8 x 240 FoV) covering the whole brain. Each of the six
conditions consisted of 195 volumes. Foam pads minimized head motion. A high-resolution 3D T1weighted image (TR = 8.16 ms, TE = 3.73 ms, FA = 8°; 1 x 1 x 1 mm voxel size; 240 x 220 x 188
FoV) was additionally collected for anatomical visualization.
Pre-processing. Preprocessing was performed in the same way as in Experiment 1.
Region of interest selection. Since our aim was to assess how well we could classify faces and
houses in different study designs, we selected the temporal occipital fusiform cortex (TOFC; 7485
voxels), a region that is known to be involved in the processing of these stimuli (e.g., Epstein &
Kanwisher, 1998; Haxby et al., 2001). The ROI was obtained from the Harvard-Oxford cortical
atlases (Harvard Center for Morphometric Analysis). No feature selection was performed. To
identify temporal correlations in the data that were not related to hemodynamic responses a
control region was examined (ventricles, 556 voxels).
Trial spacing and order of presentation
Each participant underwent six 6.5 min blocks of fMRI scanning, across which the number of trials
and the length of the intervals were varied (Figure 4). The order of blocks and the order of stimulussets were independently counterbalanced across participants. Trial duration was 2 seconds in block
A and B, 4 seconds in block C and D and 6 seconds in block E and F. The onset of each trial was
triggered by the start of the acquisition of a BOLD-MRI volume. While in block A, C, and E no null
events were used, block B and D contained 29.2% null events and block contained 18.8 % null
events. The inclusion of null events is a convenient means of achieving a stochastic distribution of
stimulus intervals, typically used in fMRI to decorrelate the different regressors. The question here is
whether such a stochastic distribution is required and/ or beneficial for the estimation of single-trial
parameters.
The total number of stimulus presentations was 192 in block A (48 per stimulus), 136 in
block B (34 per stimulus), 96 in block C (24 per stimulus), 68 in block D (17 per stimulus), 64 in
block E (16 per stimulus) and 44 in block F (11 per stimulus). To the extent that this was possible
(given our demands), we used a genetic algorithm (Kao et al., 2009) to create for each block three
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optimized sequences of stimulus presentation, and we counterbalanced these sequences across
participants. Note that this algorithm is not designed for single-trial analysis. We are currently not
aware of any algorithm that is designed for optimization of single-trial analysis.
Representational similarity analysis
To get an impression of the effect of study design on the correlation structure of the BOLD-MRI
data, we examined pattern similarity in the TOFC. To this end, each trial was modelled separately in
a GLM. For the LSA analysis, t-values per voxel were obtained in the way that is described in
Experiment 1 (section on trial-by-trial similarity), i.e., using a single GLM containing all trials as
separate regressors. For the LSS (Least Squares — Single) analysis, a separate GLM was run for each
trial where the trial was modeled as the regressor of interest and all other trials were combined
into a single nuisance regressor. Note that the LSS analysis is explicitly developed to cope with
problems occurring when combining short intervals with classification analysis, not necessarily
similarity analysis (Mumford et al., 2014, 2012), but that similarity analysis is a useful way to visualize
the difference between the two estimation techniques. The resulting parameter estimates were
transformed into t-values in the same way as for the LSA analysis. In Matlab (version 8.0;
MathWorks) we created for each participant, a vector containing t-values per voxel, for a particular
trial (i.e., the ‘spatial representation’ of that trial). Next, we calculated pair-wise Pearson
correlations (i.e., ‘representational similarity’) between all vectors of all single trials, resulting in a
similarity matrix containing correlations among trials, for each participant. Finally, data were
averaged over stimulus category (see Figure 5 & 6), excluding the diagonal (i.e., autocorrelations).
Data from Experiment 1 were reanalyzed using pattern similarity in the TOFC, to assess
whether we could reliably distinguish faces from houses, independent from any learning-dependent
effects. To enable a fair comparison between the different study designs we ‘matched’ scanning time,
by limiting the classification analysis to a number of target trials that could have been presented in a
6.5 minute scan. For condition III and IV (with stimulus intervals varying between 8.1 and 12.6 s), this
did not change the number of target trials per condition (i.e., 6), but for condition I and II (intervals
16.5-18.5 s) we restricted our analysis to 4 out of 6 target trials per condition. Note that we only
performed a LSA analysis on these data, as LSS analysis is specifically recommended for rapid eventrelated fMRI (Mumford et al., 2012).
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Classification analyses
The aim of the classification analysis was to assess how well each design allowed for the decoding of
stimulus categories from the neural response patterns in the TOFC.
Single trial response patterns were obtained as described in the previous sections. Data
were further analyzed in a leave-two-out classification analysis, with 2000 iterations using a one-class
support vector machine with a linear kernel function (LIBSVM, Chang & Lin, 2011). Software
available at http://www.csie.ntu.edu.tw/~cjlin/libsvm). Within each iteration, one face trial and one
house trial were separated as test dataset and the rest of the data were used as training data.
Iterations were semi-random, such that the selection of test trials was equally distributed over trials
and each trial was sampled at least 10, 14, 20, 29, 31 or 45 times for block A-F respectively. For the
data from Experiment 1, each trial was sampled at least 125 times in condition I and II and 83 times
in condition III and IV.
Univariate analyses
To examine if guidelines for design optimization differed for MVPA and traditional fMRI analyses, we
ran a standard voxel-wise univariate analysis, modeling all trials within a category (faces and houses)
as one regressor and including filler trials (data from Experiment 1), motion parameters and
temporal derivatives as regressors of no interest. Next, we counted within the TOFC those voxels
that differentiated between faces and houses, thresholded at Z > 2.3 and divided this by the total
number of voxels within this region. This yielded a percentage of activated voxels per participant,
per condition (i.e., extent of activation). Furthermore, we averaged across these voxels to obtain the
average signal strength of the activated voxels (i.e., average response amplitude).
Statistical analyses
Statistical comparisons of neural pattern similarity were performed by within-subjects ANOVA
(SPSS, version 21; SPSS Inc.), with spacing (6 blocks) as within-subject level, and the difference in
pattern similarity (within-category minus between-category) as dependent variable, for the two
approaches (LSA versus LSS) separately. Within-category similarity was averaged over faces and
houses. For data from Experiment 1 a between-subjects ANOVA was conducted, with condition (I,
II, III, IV) as between-subject factor and differences in pattern similarity (within-category minus
between-category) as dependent variable. Follow-up paired t-tests were performed per condition to
test whether within-category pattern similarity was higher than between-category similarity.
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Statistical comparisons of classification performance were performed by within-subjects ANOVA,
with spacing (6 blocks) as within-subject level and proportion of correctly classified trials as
dependent variable, for the two approaches (LSA versus LSS) separately. For data from Experiment
1 a between-subjects ANOVA was conducted, with condition (I, II, III, IV) as between subject factor
and proportion of correctly classified trials as dependent variable. To examine classification
performance in each condition separately, one-sample t-tests were performed, comparing the
proportion correctly classified trials in each condition to chance level (0.5). A within-subjects
ANOVA with block and approach (LSA an LSS) as within-subjects level, as well as paired t-tests,
were used to directly compare differential pattern similarity and classification performance obtained
with the LSA and the LSS approach (data from Experiment 2 only). For the univariate analyses, the
extent of activation, as well as the average response amplitude were compared between conditions
(Experiment 1 and 2). All p-values are reported two-sided, with the significance level set at α = 0.05.

Experiment2: Results
Pattern similarity
Figure 5 (LSA) and Figure 6 (LSS) present neural pattern similarity in the TOFC in the different
blocks, calculated on data from Experiment 2. Left panels show the trials in order of presentation,
middle panels show the trials sorted per stimulus category and right panels show pattern similarity
averaged over trials within stimulus categories.
Not surprisingly, a regular LSA analysis was not possible in block A and in one of the three
(for univariate analyses optimized) presentation orders in block B (n = 6), because the design matrix
was rank deficient (i.e., the extremely short intervals increased the correlations between the
predictors to an unacceptable height). In contrast, the LSS analysis did not have any problems with
block A and B. Yet, ANOVAs that directly compare the two approaches are conducted on 5 blocks
(B-F) and on data from 12 participants (listwise inclusion of cases). Especially the blocks without null
events (A, C and E) suffered from temporal autocorrelations (i.e., higher correlations for trials close
in time), although this problem appeared less severe in the LSS approach (Figure 6) than in the LSA
approach (Figure 5). The problem was negligible in data from Experiment 1 (Figure 7), in which
relatively long stimulus intervals were used.
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Figure 5 Average neural pattern
similarity in the temporal occipital
fusiform cortex, showing all trials
(Experiment 2) in order of
presentation (left), sorted by
stimulus category (middle), and
averaged over trials within each
stimulus category (right). Values
on which correlations are
calculated are obtained using a
Least Squares All approach. As the
correlations in conditions C are all
above 0.95 these matrices are
plotted on a scale from 0.4-1.0.
The difference between withincategory similarity and betweencategory similarity is significant in
all conditions and largest in block
C and D, which are designs
without null events.
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Figure 6 Average neural pattern
similarity in the temporal occipital
fusiform cortex, showing all trials
(Experiment 2) in order of
presentation (left), sorted by
stimulus category (middle) and
averaged over trials within each
stimulus category (right). Values
on which correlations are
calculated are obtained using a
Least Squares Single approach.
The difference between withincategory similarity and betweencategory similarity is significant in
conditions A, B, D and F, and
greatest in block B.
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Figure 7 Average neural pattern
similarity in the temporal occipital
fusiform cortex, showing all trials
(Experiment 1) in order of
presentation (left), sorted by
stimulus category (middle), and
averaged over trials within each
stimulus category (right). Values
on which correlations are
calculated are obtained using a
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and this difference is significantly
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What is also evident from looking at the matrices is that the difference between within-category
similarity and between-category was most pronounced in designs with longer intervals. A crucial
question is to what extent temporal autocorrelations impede the ability to distinguish between
stimulus categories. To this end, we first compared average within-category similarity with average
between-category similarity. There was an effect of block (5) in the LSA approach (F4, 44 = 9.19, p =
0.001, ηP2 = 0.46), and an effect of block (6) in the LSS approach (F5, 85 = 4.44, p = 0.001, ηP2 = 0.21),
with the difference between within- and between-category similarity being largest in the designs
without null-events (an overview of the statistics from Experiment 2 is presented in Supplementary
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Table 5). Results differed for the two approaches, as indicated by a significant interaction between
block and approach (F4, 44 = 19.44, p < 0.0005, ηP2 = 0.64) and a significant main effect of approach
(F1, 11 = 44.50, p < 0.0005, ηP2 = 0.80). Follow-up t-tests showed that in designs without null events
(block C and E) the LSA approach showed more differential pattern similarity (within- minus
between-category) than the LSS approach (ps < 0.0005). In block B and D (designs with null events)
the LSS approach yielded slightly better results than the LSA approach (p = 0.080 and p = 0.052
respectively).
In Experiment 1 (Supplementary Table 6), the difference between within- and betweencategory pattern similarity was significant in all conditions (p < 0.0005). Furthermore, there was a
trend significant effect of condition (F3, 46 = 2.78, p = 0.051, ηP2 = 0.15). Independent t-tests revealed
more differential pattern similarity in condition II than condition III (t22 = 2.10, p = 0.048, d = 0.85)
and condition IV (t23 = 3.05, p = 0.006, d = 1.20). None of the other post-hoc comparisons were
significant (ps > 0.205).
Classification
Figure 8a presents the classification performance for the LSS and LSA approach for data from
Experiment 2 (left panels) and for the LSA approach for data from Experiment 1 (right panels),
sorted on ascending intervals. Average classification performance for the data from Experiment 2
was above chance in each of the six conditions (all ps < 0.0005, Cohen’s d ranging from 1.10-2.65),
regardless of the approach, with the exception of the blocks for which a LSA analysis was not
possible (block A and part of block B). The interaction between block (5) and approach (2) was
2
marginally significant (F4, 44 = 2.42, p = 0.063, ηP = 0.18). For both the LSA and the LSS approach,
2
there was an effect of block (5 blocks for LSA: F4, 44 = 4.04, p = 0.007, ηP = 0.27, and 6 blocks for
2
LSS: F5, 85 = 11.35, p < 0.0005, ηP = 0.40, respectively), indicating that average performance differed

as a function of trial-duration. Follow-up tests indicated that there was a significant increase from
block B to C for the LSA approach (t11 = 4.13, p = 0.002, d = 1.19) and the LSS approach (t17 = 2.21,
p = 0.041, d = 0.52), and for the LSA approach there was also a significant increase from block D to
E (t17 = 2.65, p = 0.017, d = 0.62). Furthermore, follow-up tests revealed that the LSA approach
outperformed the LSS approach in block C (t17 = 2.27, p = 0.037, d = 0.53) and E (t17 = 2.67, p =
0.016, d = 0.63), which is in line with the results from the similarity analyses. A complete overview
of the statistics per block is presented in Supplementary Table 7.
Classification performance for the data from Experiment 1 was at ceiling in all four
conditions (ps < 0.0005, Cohen’s d ranging from 10.03-19.16). As a consequence, no effect of
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2

condition was observed (F3, 46 = 0.57, p = 0.635, ηP = 0.04). A complete overview of the statistics
per condition can be found in Supplementary Table 8.
To verify that the significant effects were not explained by nonspecific autocorrelations in
the data, or Type 1 errors caused by the specific trial orderings (Mumford et al., 2014), we
examined performance in a control region (ventricles, Supplementary Figure 1a & b). This
performance remained at chance level for the LSA approach in Experiment 1 (ps > 0.239) and
Experiment 2 (ps > 0.273). However, the LSS approach yielded false positives in block A (p = 0.010),
block B (p = 0.062) and block D (p = 0.074).
Univariate analyses
In contrast to MVPA analyses, traditional activation analyses did not benefit from very long interstimulus intervals at the cost of information (i.e., number of trials that can be presented in a same
amount of time). As expected, a design with intermediate trial intervals and null events produced the
strongest differential activation in the TOFC (Figure 8b), both in terms of extent of activation and
average signal amplitude.
In Experiment 2 (Figure 8b, left panels), a within-subject ANOVA (5 blocks) was not
significant for extent and strength of activation (ps > 0.280). Paired t-test revealed a trend significant
difference between extent of activation in block A and block D (t17 = 1.96, p = 0.066, d = 0.46), and
higher average amplitude in block D compared to block C (t17 = 2.72, p = 0.015, d = 0.64) and block
E (t17 = 2.31, p = 0.034, d = 0.54).
In Experiment 1 (Figure 8b, right panels), there was a significant effect of condition on the
extent of activation (F3, 46 = 3.48, p = 0.023, ηP2 = 0.18), but not on average amplitude (p = 0.182).
Independent t-tests revealed a larger extent of activation in condition III compared to condition I (t23
= 2.67, p = 0.014, d = 1.07) and condition II (t18.34 = 2.05, p = 0.055, d = 0.82). A larger extent of
activation was also observed in condition IV compared to condition I (t24 = 2.12, p = 0.045, d =
0.83). Higher average activation was observed in condition III compared to condition I (t23 = 1.95, p
= 0.063, d = 0.78). None of the other post-hoc comparisons were significant (ps > 0.136).

129

CHAPTER 5

a

Support Vector Machine classification in TOFC
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Figure 8 a) Results from the support vector machine classification on rapid event-related fMRI data (Experiment 2, left) and slow
event-related fMRI data (Experiment 1, matched for scan duration, right) in the temporal occipital fusiform cortex (TOFC),
depicting classification performance for each individual (box plots). Classification scores are obtained using a Least Squares All
(LSA) approach (purple) and a Least Squares Single (LSS) approach (green). In each of the six within-subject conditions (left)
average performance is above chance. Both approaches yield similar results, except for block A, where a LSA approach could not
be calculated, and block C and E, where a LSA approach outperformed the LSS approach. Data from the slow event-related
designs (right) show that in each of the four between-subject conditions average performance was above 0.8. b) Average
activation derived from rapid event-related fMRI designs (Experiment 2, left), and slow event-related designs (Experiment 1,
matched for scan duration, right). Top panels depict the percentage of voxels that was activated (Z > 2.3) in the TOFC; bottom
panels depict the average response amplitude of these activated voxels. In contrast to MVPA analyses, slow-event related designs
are inefficient for traditional univariate analyses. Note that data are presented from short to long intervals; hence the conditions
in Experiment 1 (right panels) are presented in reversed order. *p < 0.05; #p < 0.08.
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Experiment 2: Discussion
The results from this experiment demonstrate that design optimization for univariate analyses
cannot be automatically applied to single-trial MVPA. This is exemplified by the fact that a regular
LSA analysis was not possible for trial durations of 2 seconds, in all trial orders in which null events
were omitted (block A), and in a third of the trial orders in which null events were present (block
B), because the design matrix turned out to be rank deficient. Interestingly, the LSS approach did not
have problems with these short trial durations. Although this seems to suggest that LSS is preferred
in rapid event-related designs, the story seems to be more complicated. First of all, aside from the
failed LSA analyses in block A and part of block B, results from Experiment 2, and the reanalysis of
data from Experiment 1, show that faces and houses can be reliably distinguished using a SVM,
independent of study design. However, when comparing within- and between-category pattern
similarity the distinction can be made in all designs using a LSA approach, but using a LSS approach
this distinction can only be made if designs include null events. Still, except for block A, the LSA
approach outperforms the LSS approach, not only in its performance on designs without null events,
but also in its performance in designs with null events. This is seen for both classification analysis and
similarity analysis. In sum, LSA benefits most and LSS suffers most from the omission of null events,
while the omission of null events seems the best design choice for MVPA. Second, although a LSS
approach may be the solution for very short trial durations, classification analysis on a control region
(ventricles) was above chance level, indicating that there may be the risk of Type 1 error inflation
using this approach. Third, results from Experiment 2, but especially the reanalysis of data from
Experiment 1, revealed that longer inter-stimulus intervals produced larger effects, despite the
smaller number of trials included in the model, in which case a LSS approach is not required.
Note that while the outcome of our experiments favor long trial durations, we have not
systematically varied the effect of stimulus duration. In Experiment 1, stimulus durations were 4.5
seconds, which is substantially longer than the 300 ms used in Experiment 2. Perhaps the observed
benefit of longer intervals is in fact explained by longer stimulus durations. Given that within each
experiment conditions with longer intervals (and equal stimulus durations) yielded better results
than conditions with shorter intervals, it seems unlikely that stimulus duration alone can account for
the observed advantage of slow event-related designs.
In sum, given a fixed amount of scanning time, designs with longer intervals yield better
results in MVPA. However, the univariate results showed a different pattern than the classification
and similarity analysis. Here, the optimal tradeoff between trial duration and number of trials
included in the model yielded a design with trial durations of 4 seconds and null events. The
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discrepancy between single trial MVPA and univariate analysis in the degree to which each profits
from null events seems to be explained by the fact that in the parameter estimation of single trials
null events induce a rather arbitrary and uneven distribution of statistical power across trials, causing
some response patterns to be estimated much more reliable than others. Indeed, this can be
observed in more variability in classification performance (Figure 8a).

General discussion
The first question that we aimed to answer in this study was whether it is possible to apply singletrial MVPA to data obtained in a rapid event-related fMRI design. Our results show differential
pattern similarity and reliable classification using both very short intervals and longer intervals. Next,
we asked whether, given a fixed amount of scanning time, one should opt for more trials, or longer
intervals. The results clearly advocate for the latter, that is, long inter-stimulus intervals should be
used (average of 10 seconds or longer) if single-trial MVPA is the analysis of choice, at the cost of
reducing the number of trials. Additionally, it is important to keep the durations of stimulus intervals
fixed, as periods of rest (null events) are detrimental for a stable estimation of single-trial
parameters. Finally, our third question was specifically relevant for learning paradigms and regarded
the intervals and order in which stimuli should be presented if one is interested in assessing changes
in representational similarity over the course of a task. Although longer inter-trial intervals yielded
the strongest effects, we were able to detect learning-dependent changes in designs with shorter
(8.1-12.6 s) intervals as well, but only if the order of stimulus presentation was controlled for
temporal proximity.
The present findings show that it is important to decide which type of data analysis has
priority before carrying out an experiment, as they show that rapid event-related designs are suboptimal for MVPA and at the same time confirm that slow event-related designs are inefficient for
univariate analyses. For univariate analyses, multiple trials usually contribute to a single regressor,
facilitating the deconvolution of the different regressors by using a jitter to obtain a stimulus onset
asynchrony. In contrast, the use of null events seems to be detrimental for single-trial MVPA
analysis, leading to more variability in the estimation of single-trial response patterns. An explanation
for this is that the variance that is introduced by a jitter cannot be used to decorrelate all
regressors, as is done in standard fMRI analysis, hence only the trials surrounding a longer interval
profit from an increase in statistical power. Estimating a parameter weight with only the information
of a single observation is unreliable unless the intervals are very long. With longer intervals, the trial-
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specific activation patterns have more power and are more independent from each other, as both
the impact of temporal autocorrelation in the data and collinearity in the model is reduced. The
discrepancies between univariate analysis and MVPA can thus be explained by the fact that for MVPA
each trial is modeled as a separate regressor. The problems that occur for single-trial MVPA in rapid
event-related designs would probably also apply to single-trial univariate analysis.
A potential weakness of the study could be that the trials were not randomly ordered for
each subject. Simulations and analyses on resting-state data (Mumford et al., 2014) have shown that
single-trial pattern analysis on a design with a blocked trial presentation and short intervals (mean of
3 s or 7 s) results in higher within-category correlations than between-category correlations, which
is not surprising given the collinearity in the model. Although we did not present trials in a blocked
fashion, the risk of having sequences that are optimized for univariate analyses is that such sequences
often contain mini blocks where there are several trials in a row of the same type (which in
univariate analysis increases detection power, (Kao et al., 2009; Liu et al., 2001). Such mini blocks
may bias pattern analysis and classification performance (Mumford et al., 2014), especially when
intervals are short (e.g., Experiment 2). However, we do not think that the results from the two
experiments reflect an inflated Type 1 error. First, the order of stimulus presentation in Experiment
1 consisted of a repeated sequence of trials that was carefully counterbalanced across participants.
This trial ordering did not contain mini blocks and was designed in such a way that all pair-wise
correlations of interest were unbiased with regard to temporal proximity. Still, learning-dependent
effects were evident from trial-by-trial changes in pattern similarity, and stimulus categories could be
reliably distinguished using similarity and classification analysis. Second, if the 18 optimized sequences
in Experiment 2 (3 per block) contained mini blocks, this should have led to an inflated Type 1 error
in the control region (ventricles) as well, as temporal correlations in the hemodynamic response are
not the only source of temporal autocorrelations in fMRI data. However, at least with an ordinary
LSA approach, classification accuracy was at chance in this control region. Third, mini-blocks would
be expected to have their greatest effect for designs with the shortest intervals (i.e., they contain
more trials and therefore the chance of clustering is higher). So any effect of mini blocks would only
further enhance our argument that short intervals need to be avoided in single-trial analysis. Of
note, many stimulus-rich designs (e.g., Kriegeskorte et al., 2008) are aimed at assessing the similarity
between patterns related to single items, but not necessarily single trials. In that case, regressors can
include multiple presentations of the same stimulus and/ or between-run classification can be
performed. Our conclusions primarily apply to experiments that completely rely on single-trial
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parameter estimation; the degree to which they apply to stimulus-rich designs needs to be
elucidated.
In conclusion, our data show that the optimal trade-off between trial duration and number
of trials is different for single-trial MVPA and classical univariate approaches. While the latter
benefits from rapid-event related designs and a jittered stimulus presentation, single-trial analysis
benefits from slow event-related designs and fixed inter-trial intervals. We therefore recommend
the use of slow event-related designs if single-trial pattern analysis is the main analysis of interest.
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Supplementary Figure

a Rapid event-related designs, Support Vector Machine
Control

Proportion correcty classified

1.0
0.9
0.8
#

0.7

*

0.6

#
chance

0.5
0.4
0.3
0.2

Least Squares Single (LSS)
Least Squares All (LSA)

0.1
0.0

A
2s

B
2 s Null

C
4s

D
4 s Null

E
6s

F
6 s Null

b Slow event-related designs, Support Vector Machine
Control

Proportion correcty classified

1.0
0.9
0.8
0.7
0.6

chance

0.5
0.4
0.3
0.2
0.1
0.0

Least Squares All (LSA)

I
17.5 s

II
16.5-18.5 s

III
8.1-12.6 s

IV
8.1-12.6 s

Supplementary Figure 1 a) Control analyses using a support vector machine classification on rapid event-related fMRI data
(Experiment 2) in the ventricles. For the Least Squares All (LSA) approach (purple), performance was at chance in all blocks. In
contrast, false positive findings were found for the Least Squares Single (LSS) approach (green) in block A, B and D. b) Results
from the support vector machine classification on slow-event related fMRI data (Experiment 1), depicting classification
performance for each individual (box plots). In each of the four between-subject conditions performance is at chance. *p < 0.05;
#p < 0.08.
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Supplementary Tables
Supplementary Table 1 Summary of statistics of the fMRI data in condition I (n = 12), within-subjects ANOVA, in six
anatomical ROIs
Within‐stimulus

Between‐stimulus

Mean activation

Main effect of

Interaction of

Main effect of

Interaction of

Main effect of

Interaction of

stimulus (2)

stim(2) x

stimulus (2)

(2 x 6)

stimulus (2)

stim(2) x

trial(5)
F
p‐val
ACC

15.00

ηP 2
0.58

0.003
Amygdala

0.98

1.91

0.08

12.99

SFG

23.84

0.15

0.268

NT

NT

0.54

0.63

0.68

4.07

NT

NT
NT

p‐val
10.80

ηP2
0.50

0.56

NT

2.32

0.05

6.65

0.27

16.78

0.17

0.084

NT

NT

0.38

2.22

0.60

1.69

0.10

NT

NT
NT

p‐val
6.72

ηP 2
0.38

0.72

NT

3.20

0.06

4.90

0.13

0.04

0.23

0.155

NT

NT

0.31

3.90

0.00

NT

0.14

NT

NT

0.26

0.004

0.856
2.33

1.74

ηP 2

NT

0.049

NT

p‐val

NT

0.101
0.17

F

0.142

0.416

0.152
0.25

F

0.025

0.065

0.002
3.62

1.23

ηP 2

NT

0.026

NT

p‐val

NT

0.156
0.05

F

0.313

0.469

0.007
0.11

F

0.007

0.641

<0.0005
1.36

0.33

NT

0.004

vmPFC

5.39

ηP2

NT

0.194
Insula

p‐val

0.001

0.344
Hippocampus

F

trial(6)

NT

NT
0.18

NT

NT

NT

All significant values (p < 0.05) are in italics, and those that reach FDR-corrected significance are in bold. NT = not tested: Areas
without significant main effect of stimulus type are not tested for interaction effects. Main effects are calculated over all
acquisition trials, 5 for within-stimulus pattern similarity, 6 for between-stimulus pattern similarity and 6 for average activation.
stim = stimulus. a effect caused by significantly higher values for CS- stimuli. ACC = Anterior Cingulate Cortex; SFG = Superior
Frontal Gyrus; vmPFC = ventromedial Prefrontal Cortex.
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Supplementary Table 2 Summary of statistics of the fMRI data in condition II (n = 11), within-subjects ANOVA, in six
anatomical ROIs
Within‐stimulus
Main effect of
Region

stimulus (2)
F

ηP 2

16.50

0.62

0.002
Amygdala

3.28

9.21

0.25

7.07

0.48

11.79

0.41

1.29
0.283

2.17

0.18

NT

2.26

1.63

0.54

5.25

NT
NT

Main effect of

Interaction of

(2 x 6)

stimulus (2)

stim(2) x trial(6)

F

ηP 2

15.62

0.96

0.02

6.30

0.61

16.45

0.09

14.10

0.39

1.01
0.339

0.20

NT

0.61

0.62

1.85

NT

1.14

0.09

NT

0.06

0.45

1.91

1.32

0.16

17.88

0.16

1.10

NT

0.64

0.12

0.10

NT

NT

NT

NT

NT
0.64

4.02

0.29

0.004
0.10

NT

0.06

NT

0.320

0.443

1.06

NT

0.002
0.10

ηP2

0.393

0.277

0.344

NT

8.22

F
p‐val

0.197

0.121
0.59

ηP 2

0.017

0.691

0.004
NT

2.44

F
p‐val

NT

0.002
0.34

ηP 2

0.094

0.031
0.14

F
p‐val

0.351

0.002
0.11

Interaction of

stimulus (2)

0.003
NT

Mean activation

Main effect of

p‐val

0.186

0.006
vmPFC

ηP 2

0.904

0.024
SFG

F

NT

0.013
Insula

trial(5)

0.090

0.100
Hippocampus

stim(2) x

p‐val

p‐val
ACC

Between‐stimulus
Interaction of

NT

NT
NT

NT

All significant values (p < 0.05) are in italics, and those that reach FDR-corrected significance are in bold. NT = not tested: Areas
without significant main effect of stimulus type are not tested for interaction effects. Main effects are calculated over all
acquisition trials, 5 for within-stimulus pattern similarity, 6 for between-stimulus pattern similarity and 6 for average activation.
stim = stimulus. a effect caused by significantly higher values for CS- stimuli. ACC = Anterior Cingulate Cortex; SFG = Superior
Frontal Gyrus; vmPFC = ventromedial Prefrontal Cortex.
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Supplementary Table 3 Summary of statistics of the fMRI data in condition III (n = 13), within-subjects ANOVA, in six
anatomical ROIs
Within‐stimulus
Main effect of
Region

stimulus (2)
F

ηP 2

5.32

0.31

0.040
Amygdala

1.79

2.65

0.13

15.62

0.18

2.62

vmPFC

9.52

0.57

2.79

0.19

NT

NT

2.42

0.18

NT

0.44

1.36

Main effect of

stimulus (2)

(2 x 6)

stimulus (2)

F

ηP2

12.81

2.40

NT

0.00

0.52

10.11

0.17

12.00

0.10

8.68

0.00

0.10

NT

NT

0.46

0.41

NT

1.61

NT

2.05
0.084

0.07

0.43

0.03

5.96

0.01

0.01

0.03

31.26
<0.0005a

NT

NT

NT

NT

NT

NT

NT
0.33

1.98

0.14

0.095
0.00

0.921
0.15

ηP2

NT

0.031
0.12

F

NT

0.522

0.172
0.42

0.15

stim(2) x

p‐val

0.706

0.843
0.50

0.90

Interaction of

trial(6)
ηP2

0.361

NT

0.005

0.012

1.31

F
p‐val

NT

0.008
NT

ηP2

0.273

0.949
0.17

F
p‐val

0.147

NT

0.263

Interaction of

0.004
NT

Mean activation

Main effect of

p‐val

0.061

0.132

0.009

ηP2

NT

0.002
SFG

F

NT

0.129
Insula

trial(5)

0.036

0.205
Hippocampus

stim(2) x

p‐val

p‐val
ACC

Between‐stimulus
Interaction of

NT

NT

NT
0.72

2.61

0.18

0.031

All significant values (p < 0.05) are in italics, and those that reach FDR-corrected significance are in bold. NT = not tested: Areas
without significant main effect of stimulus type are not tested for interaction effects. Main effects are calculated over all
acquisition trials, 5 for within-stimulus pattern similarity, 6 for between-stimulus pattern similarity and 6 for average activation.
stim = stimulus. a effect caused by significantly higher values for CS- stimuli. ACC = Anterior Cingulate Cortex; SFG = Superior
Frontal Gyrus; vmPFC = ventromedial Prefrontal Cortex.
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Supplementary Table 4 Summary of statistics of the fMRI data in condition IV (n = 14), within-subjects ANOVA, in six
anatomical ROIs
Within‐stimulus

Region

Main effect of

Interaction of

Main effect of

stimulus (2)

stim(2) x trial(5)

stimulus (2)

ηP2

F

19.05

0.59

10.75
0.006

Hippocampus

6.09

6.83

0.34

SFG

17.76

vmPFC

2.92

0.58

0.04

0.04

0.16

0.58

0.18

0.05

0.19

0.08

NT

NT

NT

NT

0.08

0.66

0.00

11.06

0.91

NT

NT

2.24

NT

NT

NT
0.05

NT

NT

NT
0.00

NT

NT

NT
0.46

2.19

0.14

0.066
0.07

0.358

NT

0.12

0.215

1.05

ηP2

F
p‐val

0.005

NT

1.70

NT

ηP 2

F

0.994

NT

0.297

NT

NT

NT

1.18

stim(2) x trial(6)

0.432

NT
NT

0.72

0.027

0.111

0.10

0.413

3.00

NT

NT

1.42

Interaction of

stimulus (2)

0.324

NT

0.255

2.53

NT

NT
0.18

Main effect of

p‐val

NT

0.112

0.51

ηP2

p‐

0.14

2.90

0.051

0.001

F

0.172

0.728

0.021

(2 x 6)

val

2.09

0.681
0.32

0.028
Insula

0.12

0.155
0.45

of

p‐val

1.74

Mean activation
Interaction

ηP 2

F

p‐val

0.001
Amygdala

ηP2

F

p‐val
ACC

Between‐stimulus

NT

NT

NT
0.15

0.158

NT

NT

NT

All significant values (p < 0.05) are in italics, and those that reach FDR-corrected significance are in bold. NT = not tested: Areas
without significant main effect of stimulus type are not tested for interaction effects. Main effects are calculated over all
acquisition trials, 5 for within-stimulus pattern similarity, 6 for between-stimulus pattern similarity and 6 for average activation.
stim = stimulus. a effect caused by significantly higher values for CS- stimuli. ACC = Anterior Cingulate Cortex; SFG = Superior
Frontal Gyrus; vmPFC = ventromedial Prefrontal Cortex.

Supplementary Table 5 Summary of statistics of the similarity analysis (within-category correlation – between-category
correlation) in the temporal occipital fusiform cortex on data from Experiment 2
A

B

C

D

E

F

LSA

LSS

LSA

LSS

LSA

LSS

LSA

LSS

LSA

LSS

LSA

LSS

Mean diff.

‐

0.01

0.01

0.02

0.03

0.00

0.01

0.01

0.03

0.00

0.02

0.01

Std. Dev.

‐

0.01

0.00

0.01

0.01

0.01

0.01

0.01

0.01

0.01

0.02

0.01

t

‐

4.39

6.39

7.18

13.61

1.13

2.08

4.74

9.57

1.40

3.56

2.81

df

‐

17

11

17

17

17

17

17

17

17

17

17

p‐value

‐

<0.0005

<0.0005

<0.0005

<0.0005

0.274

0.053

<0.0005

<0.0005

0.181

0.002

0.012

Cohen’s d

‐

1.04

1.84

1.69

3.21

0.27

0.49

1.12

2.26

0.33

0.84

0.66

P-values are obtained with paired-sample t-tests, comparing within-category and between-category similarity. All significant values
(p < 0.05) are in italics, and those that reach FDR-corrected significance are in bold. LSA = Least Squares All; LSS = Least Squares
Single.

139

SUPPLEMENTARY MATERIAL - CHAPTER 5

Supplementary Table 6 Summary of statistics of the similarity analysis (within-category correlation – between-category
correlation) in the temporal occipital fusiform cortex on data from Experiment 1
I

II

III

IV

LSA

LSA

LSA

LSA

Mean diff

0.12

0.16

0.11

0.09

Std. Dev.

0.07

0.06

0.05

0.04

t

6.09

8.51

8.01

8.45

df

11

10

12

13

p‐value

<0.0005

<0.0005

<0.0005

<0.0005

Cohen’s d

1.76

2.57

2.22

2.26

P-values are obtained with paired-sample t-tests, comparing within-category and between-category similarity. All significant values
(p < 0.05) are in italics, and those that reach FDR-corrected significance are in bold. LSA = Least Squares All.

Supplementary Table 7 Summary of statistics of the classification performance in the temporal occipital fusiform cortex on
data from Experiment 2
A

B

C

D

E

F

LSA

LSS

LSA

LSS

LSA

LSS

LSA

LSS

LSA

LSS

LSA

LSS

Mean

‐

0.56

0.57

0.58

0.66

0.62

0.65

0.66

0.71

0.66

0.68

0.66

Std. Dev.

‐

0.05

0.05

0.03

0.07

0.07

0.09

0.09

0.09

0.06

0.11

0.08

t

‐

4.67

4.99

10.72

9.52

6.96

6.81

7.96

10.02

11.23

7.29

8.93

df

‐

17

11

17

17

17

17

17

17

17

17

17

p‐value

‐

<0.0005

<0.0005

<0.0005

<0.0005

<0.0005

<0.0005

<0.0005

<0.0005

<0.0005

<0.0005

<0.0005

Cohen’s d

‐

1.10

1.44

2.53

2.24

1.64

1.60

1.87

2.36

2.65

1.72

2.10

P-values are obtained with one-sample t-tests (compared to the 0.5 chance level). All significant values (p < 0.05) are in italics, and
those that reach FDR-corrected significance are in bold. LSA = Least Squares All; LSS = Least Squares Single.

Supplementary Table 8 Summary of statistics of the classification performance in the temporal occipital fusiform cortex on
data from Experiment 1
I

II

III

IV

LSA

LSA

LSA

LSA

Mean

0.96

0.98

0.98

0.96

Std. Dev.

0.04

0.03

0.05

0.04

t

39.95

63.56

36.15

40.08

df

11

10

12

13

p‐value

<0.0005

<0.0005

<0.0005

<0.0005

Cohen’s d

11.53

19.16

10.03

10.71

P-values are obtained with one-sample t-tests (compared to the 0.5 chance level). All significant values (p < 0.05) are in italics, and
those that reach FDR-corrected significance are in bold. LSA = Least Squares All.
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CHAPTER 6

Abstract
A core symptom of anxiety disorders is the tendency to interpret ambiguous information as
threatening. Using EEG and BOLD-MRI, several studies have begun to elucidate brain processes
involved in fear-related perceptual biases, but thus far mainly found evidence for general
hypervigilance in high fearful individuals. Recently, multi-voxel pattern analysis (MVPA) has become
popular for decoding cognitive states from distributed patterns of neural activation. Here, we used
this technique to assess whether aberrant fear generalization is already present during the initial
perception and categorization of a stimulus or emerges during the subsequent interpretation of a
stimulus. Individuals with low spider fear (LSF, n = 20) and high spider fear (HSF, n = 18) underwent
functional MRI scanning while viewing series of schematic flowers morphing to spiders. Participants
were required to indicate for each picture whether they saw a spider, flower or none of the two. In
line with previous studies, individuals with high spider fear were more likely to classify ambiguous
morphs as spiders than individuals with low spider fear. To our surprise, support vector machine
(SVM) classification in 12 functional ROIs did not reveal a clear bias in the classification of morphs in
high fearful individuals. On the contrary: response patterns in visual association areas were more
likely to be classified as spiders when individuals were not afraid of spiders. Although preliminary,
these results tentatively suggest that generalization of spider fear is not a perceptual phenomenon,
but emerges at a later stage of information processing. Average activation in sensory areas was
heightened in individuals with high fear of spiders, independent of stimulus type. Together, these
findings support the idea that univariate analysis and multi-voxel pattern analysis tell complementary
stories. The combination of these methods may be valuable for disentangling the parallel and semiindependent processes underlying behavior, yet seems to require special design considerations.
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Introduction
The ability to recognize threatening stimuli clearly increases the chances of survival. Given that a
known threat can take many forms, it is also adaptive to be cautious with other exemplars of the
same semantic category that may predict a similar aversive outcome (Mineka, 1992). Stimulus
generalization is the mechanism that enables a fast response to novel potentially threatening stimuli,
but it can turn into maladaptive behavior when nonthreatening stimuli or contexts are
inappropriately treated as harmful. Maladaptive fear generalization is a characteristic of anxiety
disorders and post-traumatic stress disorder (Bishop et al., 2015; Kong et al., 2014; Lissek et al.,
2005, 2014; Mineka & Zinbarg, 2006) and may even play a causal role in these disorders (Mathews &
MacLeod, 2002; Wilson, MacLeod, Mathews, & Rutherford, 2006). For example, while in spider
phobia fear responses to real spiders may be debilitating in itself, fear responses to stimuli that more
or less resemble the object of fear (e.g., a piece of dust) may interfere most with daily functioning, as
phobic individuals find themselves in a permanent state of hypervigilance, avoiding many ‘safe’
situations (e.g., not eating tomatoes as their insides resemble the legs of a spider). Clarifying which
processes enhance fear generalization will ultimately help to answer the fundamental question of
why and how people differ in their disposition to develop maladaptive fear behaviors.
Based on decades of animal conditioning research that focused on the perceptual similarity
and discriminability of threatening stimuli, it has been implicitly assumed that overgeneralization of
fear is a perceptual deficit (Shepard, 1987). In line with this, examples from research in humans show
that fearful individuals judge neutral faces as more negative (Bell et al., 2011; Richards et al., 2002),
and that individuals with spider phobia more easily see a spider in pictures morphing from flowers to
spiders (Kolassa et al., 2007). Only recently, it became evident that fear generalization depends not
solely on the physical properties of threatening stimuli, but also on their conceptual properties
(Dunsmoor, Martin, & LaBar, 2012; Dunsmoor, Mitroff, & LaBar, 2009; Dunsmoor, White, & LaBar,
2011; Kindt, 2014; Soeter & Kindt, 2012, 2015b). This raises the question whether
overgeneralization observed for perceptual cues (such as when a tomato triggers a fear response) is
in fact a perceptual process, or instead emerges at a later stage of processing, when the
interpretation of a stimulus is guided (biased) by activation of the dominant (fear) network.
As the observed behavior does not allow us to specify whether overgeneralization of fear
already occurs during the initial perception and categorization of a stimulus, or emerges at a later
stage, it is necessary to go beyond behavioral observations to study the (neural) processes that drive
these behaviors. A number of studies have begun to elucidate brain processes involved in fearrelated perceptual biases. These studies mainly found heightened sensory sensitivity to all external
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stimuli in high fearful individuals, expressed as enhanced early (100 ms) event-related potentials
(ERPs) (Frenkel & Bar-Haim, 2011; Kolassa et al., 2007, 2009; Weymar, Keil, & Hamm, 2013) and
heightened responses in visual (association) areas to phobogenic objects, often paralleled by
heightened responses in the amygdala (Alpers et al., 2009; Dilger et al., 2003; Straube, Mentzel, &
Miltner, 2006). These findings are in line with the commonly observed fear-related attentional bias
(Bar-Haim, Lamy, Pergamin, Bakermans-Kranenburg, & Van Ijzendoorn, 2007), suggesting that fear
facilitates afferent cortical processing in the human visual cortex when individuals search for
potential threat. However, heightened sensory sensitivity does not explain how the classification of a
stimulus is biased once it is detected. Studies on generalization of fear in healthy individuals have
found that varying degrees of perceptual resemblance to a conditioned stimulus elicit graded
responses (generalization curves) in the same neurocircuitry that is involved in the acquisition and
expression of conditioned fear (i.e., insula, dorsal anterior cingulate cortex; (Dymond et al., 2014)
and salience processing in general (e.g., the ventral tegmental area; Cha et al., 2014). While in
normal fear these graded responses inversely relate to activation in inhibitory brain systems such as
the hippocampus and the ventromedial prefrontal cortex, individuals with generalized anxiety seem
specifically impaired in recruiting these systems, broadening the range of stimuli to which they
respond with fear (Bishop et al., 2015; Cha et al., 2014; Greenberg, Carlson, Cha, Hajcak, & MujicaParodi, 2013).
Even though the aforementioned studies provided useful insights into the brain areas that
are hyper- or hypoactive in anxiety disorders, a univariate difference in activation per se does not
indicate where in the cortical hierarchy ambiguous stimuli are initially being processed as
threatening. In contrast, multi-voxel pattern analysis (MVPA) evaluates the information across
groups of voxels, to characterize the distinctive neural representation of a stimulus in a certain brain
region (Haxby et al., 2001). By training a classifier on neural patterns related to distinct stimulus
classes, one can classify patterns related to novel stimuli, providing a more sensitive way to assess
the degree to which different stimuli or cognitive states are alike (Haynes & Rees, 2005; Kamitani &
Tong, 2005; Kriegeskorte et al., 2008; Norman et al., 2006), or altered by fear (Dunsmoor et al.,
2014; Li et al., 2008; Visser et al., 2015, 2013, 2011).
Here, we combined fMRI with an adapted version of the task used by Kollassa and
colleagues (2007), to study overgeneralization of fear in individuals with low and high fear of spiders.
Based on previous work, we predicted that individuals with high spider fear (HSF) would be more
likely to classify ambiguous morphs as spiders than individuals with low spider fear (LSF).
Furthermore, we examined in a data-driven manner whether overgeneralization of fear is associated
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with functional anomalies in regions traditionally associated with early perception and object
identification (Ungerleider & Haxby, 1994), with fear and saliency (Etkin & Wager, 2007; Hermans et
al., 2011; Ipser et al., 2013; Seeley et al., 2007) or with higher cognitive processes (Miller & Cohen,
2001). Using support vector machine classification in all cortical and subcortical areas we assessed at
what point in the information-processing stream (i.e., ‘low-level’ visual areas, areas associated with
salience processing, or ‘higher’ cortical areas associated with decision making) this bias would
become apparent.

Methods
Participants
Participants were recruited by means of advertisements in newspapers, social media and the
university website. Selection was based on self-reported spider fear as measured by the Spider
Phobic Questionnaire (SPQ; Klorman, Weerts, Hastings, Melamed, & Lang, 1974), with scores above
16 representing high spider fear (HSF) and scores below 6 representing low spider fear (LSF). Of the
forty-four participants that were initially included, one participant was excluded because of excessive
sleepiness, three participants because they did not comply with task instructions, and two
participants because of excessive head motion. The final sample included 18 participants in the HSF
condition (all female, 3 left-handed, mean = 24.1, ± 5.9 s.d. yrs. of age), and 20 participants in the LSF
condition (14 female, 2 left-handed, mean = 22.9, ± 1.8 s.d. yrs. of age). Participants earned €20, for their participation. All participants gave their written informed consent before participating and
had normal or corrected-to-normal vision. None of the participants had knowledge of the Chinese
language (see materials). Procedures were executed in compliance with relevant laws and
institutional guidelines, and were approved by the University of Amsterdam’s ethics committee
(2014-CP-3390).
Apparatus and materials
Stimuli. The experiment consisted of one session of fMRI scanning, during which participants
performed a task aimed to assess overgeneralization of spider fear (Figure 1a). This task was a
modified version of the task used by Kolassa and colleagues (2007), who generously provided part of
the stimulus material. This material consisted of schematic morphs that gradually transformed from a
flower into a spider by shifting the outlines of the petals until they turned into spider legs (Figure
1b). Three variations existed of this continuum, with each continuum consisting of seven steps,
yielding a total of 21 morphs. The presentation of a morph was alternated with the presentation of
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an unambiguous picture (Figure 1b), which was either a spider (n = 7), a flower (n = 7) or a Chinese
character (n = 7). We collected these unambiguous pictures from the Web, adjusted their
luminance, and separated them from their original background. Both the morphs and unambiguous
pictures were presented on a grey background.

Figure 1 Design. The experiment consisted of one session of fMRI scanning during which a generalization task was performed
(a). This task consisted of the presentation of schematic flowers morphing to spiders (generously provided by (Kolassa et al.,
2007), intermitted by pictures of spiders, flowers and Chinese characters, to which participants had to respond. Three variations
existed of this flower-spider continuum (b). Each variation was presented once, but the fixed order of stimulus presentation was
designed in such a way that priming effects could be averaged out: each step of the continuum was once preceded by a flower,
once by a spider and once by a Chinese character. Images are not to scale.

Subjective measures. Fear of spiders was assessed with the SPQ (Klorman et al., 1974) and used
to select participants. Prior to the experiment, trait anxiety and anxiety sensitivity were assessed
with the Trait Anxiety inventory (STAI-T; Spielberger, 1983) and the Anxiety Sensitivity Index (ASI;
Peterson & Reiss, 1993) respectively. State anxiety was assessed before and after the scanning
procedure with the State Anxiety inventory (STAI-S; Spielberger, 1983).
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Image acquisition. Scanning was performed on a 3T Philips Achieva TX MRI scanner using a 32channel head-coil. Functional data were acquired using a gradient-echo, echo-planar pulse sequence
(TR = 2000 ms; TE = 27.63 ms; FA = 76.1°; 37 axial slices with ascending acquisition; 3 x 3 x 3.3 mm
voxel size; 80 x 80 matrix; 240 x 133.98 x 240 FoV) and consisted of 415 dynamics. Foam pads
minimized head motion, and online motion correction was applied by comparing each recorded
volume to the initially recorded volume and adjusting the plane of recording with the displacement.
A high-resolution 3D T1-weighted image (TR = 8.30 ms, TE = 3.82 ms, FA = 8°; 1 x 1 x 1 mm voxel
size; 240 x 220 x 188 FoV) was additionally collected for anatomical visualization. Stimuli were
backward-projected onto a screen that was viewed through a mirror attached to the head-coil.
Pre-processing. FMRI data processing was carried out using FEAT (FMRI Expert Analysis Tool)
Version 6.00, part of FSL (FMRIB's Software Library, www.fmrib.ox.ac.uk/fsl). Pre-processing
included motion correction using MCFLIRT (Jenkinson et al., 2002); slice-timing correction; nonbrain removal using BET (Smith, 2002); high-pass temporal filtering (σ = 50 s), 5 mm spatial filtering
and pre-whitening (Woolrich et al., 2001). Registration to high-resolution structural images was
carried out using FLIRT (Jenkinson & Smith, 2001) and further refined using FNIRT nonlinear
registration (Andersson et al., 2007).
Region of interest selection. Our region of interest (ROI) selection consisted of two steps. First,
we conducted a univariate whole-brain analysis to identify clusters that distinguished between
unambiguous flower and spider pictures (see section on univariate analysis). The resulting parametric
map was then thresholded at Z > 3.1 and masked with a whole brain mask created from the
Harvard-Oxford cortical and subcortical atlas (part of the FSL software), which excluded brain stem
and cerebellum and was thresholded at a probability of > 10 %. Next, 12 ROIs were created from
clusters consisting of at least 100 adjacent voxels. Using these functional ROIs, we then classified the
ambiguous stimuli using a support vector machine (see first two paragraphs of section on multivoxel pattern analysis).
Second, we conducted a voxel-wise classification analysis in 56 anatomical ROIs (all
cortical and subcortical ROIs provided with the Harvard-Oxford cortical and subcortical atlas) to
determine in a data-driven manner which voxels best reflected each individual’s behavioral
responses. All masks were thresholded at > 25 % probability to limit overlap between neighboring
regions. Within each ROI, we performed classification analysis to select voxels that best
distinguished between unambiguous spiders and flowers (see third paragraph of section on multi-

149

CHAPTER 6

voxel pattern analysis) and then used this selection for subsequent classification of the ambiguous
stimuli.
The reason that we conducted this classification analysis per anatomical ROI, and not on
the basis of a whole brain mask, was that we aimed for some regional specificity. Feature selection
on the basis of a whole brain mask only revealed clusters in the occipital lobe, ignoring voxels that
showed subtler univariate differences between flowers and spiders, but that nevertheless accurately
coded for the process of interest.
Experimental design
Upon arrival participants were screened and instructed about the scanning procedure. The
experiment started with a structural scan. During functional scanning participants performed the
generalization task, viewing morphs (ambiguous) as well as pictures (unambiguous) (Figure 1a, 1b).
Each morph was presented once during the task, alternated by the presentation of an unambiguous
picture (Figure 1b). Participants were requested to make a response after each stimulus by pressing
a button, indicating whether they had seen a spider, a flower, or none of the two (represented by a
question mark). With regard to the morphs, we informed participants that the ‘drawings’ they would
be seeing would resemble spiders or flowers to a certain degree, while a proportion of these
drawings would resemble none of the two. We emphasized that responses to these drawings were
purely subjective and that there were no right or wrong answers. Furthermore, we explicitly
instructed participants to wait until the stimulus (3 seconds) disappeared and the response screen (2
seconds) was presented. Consequently, reaction times cannot be reliably interpreted, as they do not
reflect the initial response to the picture. The response screen (Figure 1a) reminded participants
which button to press (left, middle or right), but only the first two letters of the options were
shown (‘sp’, ‘fl’, ?), to prevent a fear response to the word ‘spider’ in HSF individuals.
The Chinese characters were included to introduce a clear ‘none-of-the-two’ category, so
that responses to the morphs were not biased by response frequencies to the unambiguous stimuli.
Stimulus presentation was fixed and was designed in such a way that priming effects could be
averaged out: each step of the continuum was once preceded by a flower, once by a spider and once
by a Chinese character (Figure 1b). Response buttons and stimulus presentation were
counterbalanced across participants. Inter-trial intervals were fixed and relatively long (13 seconds),
which seems optimal for single-trial pattern analysis (Visser et al., 2015). The task started with three
practice trials (unambiguous pictures of a flower and a spider, and a Chinese character), which were
discarded from further analysis. Participants were instructed to pay close attention to the pictures,
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even if pictures were unpleasant. Continuous eyetracker-recordings ensured that participants
complied with these instructions.
Univariate fMRI analysis
In order to create functional ROIs, and to facilitate interpretation of the results in light of previous
fMRI studies on spider fear, we ran a standard voxelwise whole-brain analysis, modeling all trials
within a condition as one regressor (10 regressors in total: 7 morph steps (3 per morph),
unambiguous flowers (7), unambiguous spiders (7) and Chinese characters (7)) and including 6
motion parameters and temporal derivatives as regressors of no interest. Higher-level mixed-effects
analyses were conducted to assess group differences in the contrast of interest, that is, unambiguous
spiders > unambiguous flowers. Furthermore, we explored whether there were voxels which’ tuning
curve followed the gradient of flowers morphing to spiders (i.e., we set up a contrast to test
whether there was a linear increase or decrease as function of morphing) and whether these voxels
showed overlap with the ones identified using the multivariate approach. Activation was thresholded
at Z > 2.3 (Z > 3.1 for creating the ROIs) and cluster-corrected at p < 0.05. Finally, we plotted for
each of the functional ROIs the average activation per stimulus type, to examine if the generalization
curves mirrored the behavioral data.
Multi-voxel pattern analysis
Single-trial response patterns. Each trial was modeled as a separate regressor in a general linear
model (GLM), including six motion parameters as regressors of no interest. The resulting parameter
estimates were transformed into t-values to down-weight noisy voxels, by dividing each voxel’s
parameter estimate by the standard error of that voxel’s residual error term after fitting the firstlevel GLM. In Matlab (version 8.0; MathWorks) we created for each participant, for each ROI a
vector containing t-values per voxel for a particular trial. Next, these vectors were used for
classification analysis (next two paragraphs).
Classification analysis: functional ROIs. Within each functional ROI, we performed a leavetwo-out classification analysis with 1000 iterations, using a one-class support vector machine (SVM)
with

a

linear

kernel

function

(LIBSVM,

Chang

&

Lin,

2011,

Software

available

at

http://www.csie.ntu.edu.tw/~cjlin/libsvm). With each iteration two unambiguous stimuli (one flower
and one spider) were separated as test set, while the other unambiguous stimuli (6 flowers and 6
spiders) were used to train the classifier. Next, the two separated stimuli as well as the 21
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ambiguous stimuli were classified, yielding a total number of 23 classifications per iteration (1 flower,
1 spider and 21 morphs). These classifications were averaged over iterations and over the different
stimulus types (spider, flower and 7 steps of the flower-spider continuum).
Classification analysis: matching brain and behavior. Aside from the ROI analysis we
conducted a voxel-wise classification analysis in 56 anatomical ROIs to determine in a data-driven
manner which voxels best reflected each individual’s behavioral responses. Hereto, data were again
analyzed in a leave-two-out classification analysis with 1000 iterations, except that we now used
feature selection. With each iteration two unambiguous stimuli (one flower and one spider) were
separated as test set, while the other unambiguous stimuli (6 flowers and 6 spiders) were used to
train the classifier and to select the most differentiating voxels. Feature selection thus changed with
each iteration: First, z-values were calculated by subtracting the mean t-values over spider trials (6)
from the mean t-values over flower trials (6) and dividing the difference by the standard error of the
difference. Next, testing was performed using for each individual, within each ROI, the 100 voxels
with the highest z-value. Again, this yielded a total number of 23 SVM classifications per iteration (1
flower, 1 spider and 21 morphs). Critically, we now compared the SVM classifications with the
responses that the participant made on the ambiguous trials (21 responses, discarding misses and
‘none of the two’ responses). A percentage was calculated that expressed to what degree SVM
classification paralleled behavioral choices. To identify the voxel that accurately paralleled behavior,
we assigned a one to the selected features (i.e., the voxels that were involved in that particular
classification) if a) the unambiguous spider and flower were correctly classified, and b) if the
percentage correctly classified ambiguous stimuli exceeded 90%. Note that ‘correct’ in this case
refers to the correspondence between SVM classification and the behavioral choice. We then
divided these ‘perfect match’- scores by the total number of iterations. This way we created a whole
brain map expressing how often a certain voxel contributed to a near perfect classification
(‘information map’, Chadwick et al., 2012). We then averaged over all individuals, creating a ‘perfect
match’-map. As the number of voxels that accurately reflected behavior differed substantially across
individuals, we created from this map ‘perfect-match’ ROIs using a minimum cluster size of 100
adjacent voxels and subsequently repeated our SVM analysis (this time without additional feature
selection), to visualize the group effects in each ROI. In a way this is double dipping (Kriegeskorte,
Simmons, Bellgowan, & Baker, 2009), since the voxels were (across individuals) selected on their
match with behavior. However, this ROI analysis was done to explore to what degree the obtained
clusters were representative for the groups, that is, truly reflected the behavioral effect.
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Statistical analyses
Behavioral data. The behavioral responses, denoted by Y, were dichotomized (Y = 1 for "spider",
Y = 0 for other responses). To account for the nesting of stimulus responses within persons, the
data were modeled with a mixed logistic regression model: P(Y = 1) = exp(Z)/(1+exp(Z)), where P(Y
= 1) denotes the probability that Y = 1, and where Z denotes a linear combination of fixed and
random effects. Note that these models could also be considered as mixed Rasch models (Kolassa
et al., 2007; Rijmen, Tuerlinckx, De Boeck, & Kuppens, 2003). We considered four models: Model 1
consisted of a fixed group effect (LSF vs. HSF, coded as 0 and 1, respectively) and a random person
effect. Model 2 consisted of a fixed stimulus effect (the degree to which a stimulus resembles a
spider, 7 levels) and a random person effect. Model 3 consisted of a fixed stimulus effect, a fixed
group effect, and a random person effect. Model 4 consisted of a fixed stimulus effect, a fixed group
effect, a multivariate random person effect with a variance parameter for each group, and a
covariance parameter between the two groups.
The model fit was evaluated with AIC and BIC fit statistics, as well as with likelihood ratio
tests for nested models. The models were estimated with the statistical software package R, version
3.1.1. (R Core Team, 2014) using the glmer() function within the R-package 'lme4' (Bates, Maechler,
Bolker, & Walker, 2013; De Boeck et al., 2011).
SVM classification. By iterating training and test sets we obtained normally distributed
classification scores for the brain data. Hence, we used parametric tests to assess whether the
classification of BOLD-MRI patterns revealed on average more spider classifications in the HSF
group, compared to the LSF group. Statistical comparisons of the two groups were performed by
between and within-subjects Analysis of Variance (ANOVA), using SPSS (version 21). We specifically
tested within each ROI whether there was a main effect of stimulus type (indicating that the region
was sensitive to the experimental manipulation), and if significant or trend-significant, whether there
was a main effect of group. Predictions were tested while correcting for multiple comparisons (the
number of ROIs) by limiting the false discovery rate (FDR; Benjamini & Hochberg, 1995). In case that
the assumption of sphericity was violated a Greenhouse-Geisser correction was applied. All p-values
are reported two-sided, with the significance level set at α = 0.05.
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Results
Participant characteristics
Participants in the LSF and HSF group did not differ in trait anxiety and anxiety sensitivity (p = 0.847;
p = 0.277 respectively; Table 1). The (anticipated) confrontation with spider-related material was
associated with higher state anxiety in the HSF group, both before (F1, 35 = 6.02, p = 0.019, ηP2 =
2
0.15) and after (F1, 35 = 3.97, p = 0.054, ηP = 0.10) scanning.

Table 1 Mean values ± s.d. of self-reported fear of spiders (SPQ), anxiety sensitivity (ASI), state anxiety (STAI-S, pre- and postscan), and trait anxiety (STAI-T) per group.
HSF

LSF

(n = 18)

(n = 20)

SPQ

21.0 (± 3.0)*

3.2 (± 1.6)*

ASI

8.3 (± 4.2)

10.0 (± 5.0)

STAI‐T

35.2 (± 9.5)

35.8 (± 9.0)

STAI‐S PRE

36.4 (± 9.1)*

29.3 (± 8.5)*a

STAI‐S POST

35.7 (± 13.8)#

28.5 (± 7.4)#a

aBased

on 19 participants. SPQ = spider phobia questionnaire; ASI = Anxiety Sensitivity Index. *p < 0.050; #p < 0.080

Behavioral responses
Figure 2 displays the average proportions in both groups of stimuli identified as spiders, flowers or
neither/nor. Table 2 summarizes the fit of the four models as described in the statistical analysis
section.
Table 2 Number of estimated parameters (df), log-likelihood (logLik), AIC, and BIC of the four models described in 2.6.1
df

logLik

AIC

BIC

Model 1

3

‐529.72

1065.44

1079.48

Model 2

8

‐303.43

622.86

660.32

Model 3

9

‐299.53

617.05

659.19

Model 4

11

‐298.95

619.89

671.40

The fit statistics indicate that model 3 was the best fitting model. This conclusion was supported by
the results of the likelihood ratio tests in Table 3. The fit of model 3 was significantly better than the
fit of model 1 and 2, while the fit of model 4 was not significantly better than the fit of model 3.
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Figure 2 The average proportions in both groups of stimuli identified as spiders, flowers or neither/nor. These results replicate
previous findings (Kolassa et al., 2007), suggesting that an individual with high fear of spiders is more likely to classify an
ambiguous stimulus as a spider.

Table 3 Results likelihood ratio tests
‐2log(Lik‐ratio)

df

p

Model 1 vs. model 3

460.38

6

< 0.0001

Model 2 vs. model 3

7.80

1

0.005

Model 3 vs. model 4

1.16

2

0.56

The parameter estimates of model 3 are displayed in Table 4. The interpretation of the parameters
is as follows: since LSF is arbitrarily chosen as reference group, the probability that a randomly
selected person with LSF will classify morph 3 as "spider" is exp(-0.9872)/(1+exp(-0.9872)) = 0.271,
while the probability that a randomly selected person with HSF will classify morph 3 as "spider" is
exp(-0.9872+1.4036)/(1+exp(-0.9872+1.4036)) = 0.603. Note that the estimates of the stimulus
parameters increase from morph 1 to 7, which implies that the probability that a stimulus will be
classified as spider increases from morph 1 to 7. The estimated group effect is statistically significant,
z = 2.889, p = 0.004. These results replicate previous findings (Kolassa et al., 2007), suggesting that
an individual with high fear of spiders is more likely to classify an ambiguous stimulus as a spider.
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Table 4 Parameter estimates of model 3
Parametera

Estimate

SE

Morph 1

‐6.4112

1.1208

Morph 2

‐2.0682

0.4191

Morph 3

‐0.9872

0.3895

Morph 4

‐0.2625

0.3827

Morph 5

0.6497

0.3896

Morph 6

1.9926

0.4402

Morph 7

3.7894

0.6796

Group

1.4036

0.4859

Fixed effects:

Random effect:
Intercept person (s.d.)
aEstimates

1.314

based on the following parameterization: glmer(Y ~ -1 + stimulus + group + (1|person), family = binomial)

Univariate fMRI results
Whole brain univariate analyses showed typical salience-network activation in response to spider
pictures compared to flower pictures (Table 5 & Figure 3). This effect was strongest in individuals
with high spider fear, who showed more activation in the salience network as well as visual
(association) areas, than individuals with low spider fear (Table 5). These results are in line with
previous findings (Alpers et al., 2009; Dilger et al., 2003; Straube et al., 2006). Univariate analysis on
activity related to the ambiguous stimuli revealed a cluster in the occipital cortex that responded
more to ‘spiderness’ and a cluster in the dorsal paracingulate cortex that responded more to
‘flowerness’. No group differences were observed (Table 6). Finally, Figure 4 shows the average
activation per stimulus type, in 12 functional ROIs. Although individuals with high fear of spiders
showed more activation than individuals with low fear of spiders in the occipital cortex and a cluster
comprising the left amygdala and insula, these effects only reached trend significance (p = 0.085 and
p = 0.082 respectively) and were not specific for ambiguous stimuli (i.e., no effects of morph in any
of the ROIs). They therefore seemed to reflect a type of nonspecific hypervigilance rather than an
overgeneralization of fear.
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Table 5 Brain areas showing differential activation for the unambiguous pictures (n = 38)
Brain region (COG)

MNI coordinates

Volume

x

y

z

# voxels

Max. Z

1

1

‐27

69638

8.49

‐3

‐62

10

14658

4.91

Spider > Flower
Group mean (n = 38)
Salience network (i.e., frontoinsular cortex, orbitofrontal
cortex, dorsal anterior cingulate extending into posterior
cingulate cortex, paracingulate cortex, superior frontal gyrus
and juxtapositional lobule cortex, temporoparietal junction,
amygdala, thalamus, brainstem, cerebellum) and lateral
occipital cortex
High spider fear (n = 18) > Low spider fear (n = 20)
Lingual gyrus, precuneus, intracalcarine cortex
R superior, middle frontal gyrus, precentral gyrus

23

4

54

1354

4.16

R insula, frontal operculum, orbitofrontal cortex

49

16

‐5

1308

4.65

R middle temporal gyrus (temporooccipital part), lateral

56

‐52

12

1137

4.13

occipital cortex (inferior division), angular gyrus, parietal
operculum cortex, supramarginal gyrus
Anterior cingulate cortex

1

18

25

1102

3.95

L insula, frontal operculum, orbitofrontal cortex

‐39

12

‐8

704

3.89

L parietal operculum cortex, supramarginal gyrus

‐56

‐39

28

520

3.8

9

‐31

67

473

3.60

Flower > Spider
Group mean (n = 38)
R Precentral gyrus, R Postcentral gyrus
High spider fear (n = 18) > Low spider fear (n = 20)
No significant clusters
Whole brain activation (Z > 2.3, cluster-corrected at p < 0.05), showing clusters of voxels that discriminate between
unambiguous spider and flower pictures, and within this contrast, activation that discriminates between groups. Coordinates are
in MNI-space and depict for each significant cluster the Center of Gravity (COG). Labels are derived from the Harvard-Oxford
cortical and subcortical atlases. L = left; R = right.
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Figure 3 Univariate parametric maps showing clusters of voxels that discriminate between unambiguous flower and spider
pictures (top panels, Z > 3.1, cluster corrected at p < 0.05). Bottom panels show the average SVM classifications in 2 functional
ROIs. In the lateral occipital cortex and the precuneus response patterns are more often classified as spider in individuals with
low spider fear.

Table 6 Brain areas showing differential activation for the ambiguous pictures (n = 38)
Brain region (COG)

MNI coordinates

Volume

x

y

z

# voxels

Max. Z

2

‐80

8

8591

4.85

4

35

31

1633

3.64

More spider
Group mean (n = 38)
Occipital cortex
High spider fear (n = 18) > Low spider fear (n = 20)
No significant clusters
More flower
Group mean (n = 38)
Paracingulate gyrus, superior frontal gyrus
High spider fear (n = 18) > Low spider fear (n = 20)
No significant clusters
Whole brain activation (Z > 2.3, cluster-corrected at p < 0.05), showing clusters of voxels which’ tuning curves followed the
gradient of flowers morphing to spiders and vice versa, and within these contrasts, activation that discriminates between groups.
Coordinates are in MNI-space and depict for each significant cluster the Center of Gravity (COG). Labels are derived from the
Harvard-Oxford cortical and subcortical atlases.
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Classification results
SVM classification: functional ROIs. SVM classification in 12 functional ROIs did not reveal
group differences in the proportion of response patterns classified as spider (Table 7), except for
small (uncorrected) effects in the left lateral occipital cortex and the precuneus. However, the
effects were in the opposite direction as hypothesized, given that response patterns were more
likely to be classified as spiders when individuals were not afraid of spiders (Figure 3). This reversed
pattern was visible in all visual association areas, but not in the primary visual cortex. An exploratory
analysis showed that classification of unambiguous spiders was significantly higher in the HSF group
than in the LSF group in a number of regions (ROI 3-5, 11-12, see Table 7, all ps < 0.018), indicating
that these pictures elicited more generalized responses when individuals were afraid of spiders
(Watts & Dalgleish, 1991). It is noteworthy that the classification did not change substantially when
we corrected for average activation, which we did by subtracting the signal per trial, averaged across
voxels within that ROI (i.e., preserving the spatial pattern, but scaling the activation so that every
trial’s mean activation in a particular ROI was zero).
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Table 7 Summary of statistics of the support vector machine classification (n = 38), in 12 functional ROIs

Brain region

# voxels

Main effect of morph (7)

Main effect of group (2)

(within‐subject)

(between‐subject)

F

p

ηP 2

F

p

ηP2

3110

1.86

0.089

0.049

0.296

0.590

0.01

4542

3.92

0.001

0.10

5.15a

0.029a

0.13a

3090

2.42

0.040

0.06

1.97

0.169

0.05

4806

5.26

<0.0005

0.13

1.57

0.218

0.04

5044

2.83

0.011

0.07

1.40

0.244

0.04

1125

0.96

0.451

0.03

NT

NT

NT
0.00

ROI 1: L amygdala, anterior insula, inferior
temporal gyrus, anterior division, inferior
frontal gyrus, frontal operculum, frontal
pole
ROI 2: L lateral occipital fusiform cortex,
lateral occipital cortex inferior division,
occipital fusiform gyrus
ROI 3: R amygdala, anterior insula, inferior
temporal gyrus, anterior division, inferior
frontal gyrus, frontal operculum, frontal
pole
ROI 4: R lateral occipital fusiform cortex,
lateral occipital cortex inferior division,
occipital fusiform gyrus
ROI 5: Dorsal anterior cingulate cortex,
paracingulate cortex, superior frontal
gyrus, juxtapositional lobule cortex
ROI 6: L & R thalamus
ROI 7: L Occipital pole

113

2.27

0.052

0.06

0.03

0.870

ROI 8: L intracalcarine cortex

133

6.11

<0.0005

0.15

0.12

0.734

0.00

ROI 9: Posterior cingulate cortex

122

0.84

0.540

0.02

NT

NT

NT

ROI 10: L supramarginal gyrus

397

3.23

0.005

0.08

0.85

0.361

0.02

ROI 11: R precentral gyrus

215

0.37

0.900

0.01

NT

NT

NT

ROI 12: Precuneus

301

2.26

0.039

0.06

3.88a

0.056a

0.10a

All significant values (p < 0.05) are in italics, and those that reach FDR-corrected significance are in bold (corrected for 12 ROIs).
NT = not tested: Areas without significant main effect of morph are not tested for group effects. aGroup effect caused by more
classifications as spider in the low spider fear group. L = left; R = right.

SVM classification: matching brain and behavior. The voxel-wise classification analysis
revealed four regions that matched individual behavior (Table 8 and Figure 5). However, none of the
clusters in this network showed a significant effect of group, indicating that the match between brain
and behavior that was found in some individuals was not representative of the entire group. The
region that most closely resembled behavior was a region in the postcentral gyrus (Figure 5). In this
cluster more spider classifications were made in the HSF group compared to the LSF group.
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Figure 5 Regions in which support vector machine classification overlapped with behavior in some, but not all individuals.
Graphs depict the average SVM classifications per region. L = left; R = right.

Table 8 Summary of statistics of the support vector machine classification (n = 38), in 4 ROIs created on match with behavior
# voxels

R parahippocampal gyrus, amygdala,
hippocampus

Main effect of group (2)

(within‐subject)

Brain region

L parahippocampal gyrus

Main effect of morph (7)

(between‐subject)
F

P

ηP2

0.10

0.08

0.776

0.00

0.03

NT

NT

NT

F

P

ηP

111

4.11

0.001

191

1.21

0.304

2

Subcallosal cortex

440

8.27

<0.0005

0.19

0.60

0.443

0.02

L Postcentral gyrus

123

10.22

<0.0005

0.22

2.17

0.150

0.06

All significant values (p < 0.05) are in italics, and those that reach FDR-corrected significance are in bold (corrected for 4 ROIs).
NT = not tested: Areas without significant main effect of morph are not tested for group effects. L = left; R = right.
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Discussion
The aim of the present study was to examine how fear influences the processing of ambiguous
stimuli. Specifically, we used support vector machine (SVM) classification in a data-driven manner to
determine at what stage in the information-processing sequence spider fear biases the resolution of
ambiguity. In line with previous findings (Kolassa et al., 2007), individuals with high spider fear were
more likely to classify ambiguous morphs as spiders than individuals with low spider fear.
Unexpectedly, support vector machine (SVM) classification in 12 functional ROIs did not resemble
behavior in high fearful individuals. On the contrary: response patterns in visual association areas
related to ambiguous stimuli were more likely to be classified as spiders when individuals were not
afraid of spiders. An exploratory whole brain search - using feature selection and SVM classification identified a small cluster of voxels in the postcentral gyrus that matched the behavioral results, in
some, but not all individuals.
Although preliminary, these results tentatively suggest that overgeneralization of fear is not
a perceptual phenomenon, but emerges at a later stage of information processing, which is in line
with recent findings in social phobia (Riwkes, Goldstein, & Gilboa-Schechtman, 2015). This notion,
however, does not explain the striking dissociation between SVM classification in visual association
areas and behavior. Not only do these behavioral and neural levels of responding diverge, they even
show opposite effects. This may point at methodological limitations of the current paradigm. Unlike
most studies, which used either pictures of phobogenic material (Dilger et al., 2003) or schematic
morphs (Kolassa et al., 2007), we alternately presented morphs and pictures of real spiders. In the
SVM classification, we trained a classifier on the unambiguous pictures to classify the schematic
morphs. This seemed the most ecologically valid approach, as we were interested in the degree to
which the morphs would resemble ‘true’ spiders or flowers, not in the similarity between schematic
morphs per se. However, by mixing the two types of stimuli, we may have unintentionally deflated
the valence of the spider drawings, skewing the classification of these stimuli. Although these morphs
could have been a valid representation of the fearful category if presented alone, the (anticipated)
presence of stimuli that are substantially more arousing may have turned the morphs into relatively
safe stimuli. For individuals without spider fear both classes of unambiguous stimuli were virtually
neutral, so training a classifier on these stimuli showed a linear increase in the likelihood that an
ambiguous morph is classified as a spider. For individuals with high spider fear, however, the
classifier is trained on two very distinct categories: one neutral and one highly emotional. This is also
evident from the fact that these unambiguous categories are better classified - thus more distinct - in
high fearful individuals than in low fearful individuals. In this scenario, a relatively neutral morph is
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classified as a flower, probably not on the basis of perceptual or even conceptual similarity, but on
the absence of a strong emotional response. Between-run classification, with ambiguous and
unambiguous stimuli presented in separate runs, could partially solve this problem: without the
continuous anticipation of the (terrifying) unambiguous spider pictures, the spider drawings could be
semantically categorized as spiders, instead of merely being categorized as ‘relatively safe’. Yet, even
in separate runs, the unambiguous spider pictures will undoubtedly elicit a much stronger emotional
response than the morphs, which may still hamper a balanced classification of stimulus categories if
the unambiguous stimuli were to be used for training. These results exemplify that it is
methodologically challenging to classify emotional and neutral stimuli in groups that differ in their
judgment of emotionality.
Even though the design may have skewed the classification of morphs in many areas of the
brain, participants did eventually indicate that they had seen a spider. Given that every behavioral
response must have a neural correlate, one would assume that it should be possible with SVM
classification to detect an area that codes for this behavior. Although we observed a cluster in the
postcentral gyrus that closely matched the behavioral results, this result should be interpreted with
caution. First, we did not have prior hypotheses about this area, and its role in decision-making is
not immediately obvious. Second, group effects did not reach statistical significance, indicating that
there was a substantial amount of inter-individual variability in the degree to which the voxels in this
area mirrored behavior. Third, and more importantly, the kind of task may not have been optimal
for detecting subtle effects. While overgeneralization of fear was observed at the level of the group,
individual behavior consisted of three discrete responses per stimulus type, yielding a proportion of
stimuli classified as flower or spider. Thus, individual behavior was not necessarily representative of
the group average. Although we based our behavioral task on previous research (Kolassa et al.,
2007), future research should explore the possibility of having participants evaluate ambiguous
stimuli on a continuous scale, which seems a more sensitive approach for linking individual behavior
to brain data. Furthermore, the number and spacing of stimuli used in this experiment were based
on previous studies (Visser et al., 2015, 2013, 2011), where pattern analysis was applied to
distinguish face and house stimuli (Epstein & Kanwisher, 1998; Haxby et al., 2001) and to assess the
effects of Pavlovian conditioning (a strong manipulation). The present manipulation - gradually
morphing a flower into a spider - was presumably subtler and therefore required a greater number
of trials. Increasing the power and using different behavioral measures would likely yield stronger
effects and would open up avenues for model-based searchlights, using (continuous) representational
similarity analysis (Kriegeskorte, 2011; Kriegeskorte et al., 2008) instead of the rather coarse
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(dichotomous) classification analysis. Approaches like these could further elucidate how initial
perceptual evaluation and subsequent conceptual information is eventually combined into deliberate,
yet biased, decision-making (Blanchette & Richards, 2010).
Average activation in visual association areas was heightened in individuals with high fear of
spiders, independent of stimulus type. As this effect was not specific for ambiguous stimuli, it seemed
to reflect a type of nonspecific hypervigilance rather than overgeneralization of fear. Heightened
sensory sensitivity fits well with the commonly observed attentional bias in fearful individuals (BarHaim et al., 2007). Together, these findings support the idea that univariate analysis and multi-voxel
pattern analysis tell complementary stories (Jimura & Poldrack, 2012). The combination of these
methods could potentially be valuable for disentangling the parallel and semi-independent processes
that build up to behavior, especially when they tap into dissociating components of complex neural
systems. However, special attention should be paid to optimizing fMRI designs in such a way that
they enable both types of analysis.
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General discussion

GENERAL DISCUSSION

Our brain is a busy organ, capable of simultaneously perceiving, processing, acting and reflecting
upon its environment. Only a small portion of what is concurrently happening in our brain is
translated into actions and peripheral physiology; an even smaller portion of these processes is
verbally accessible. The discrepancy between the expression of fear during learning and the actual
formation of a fear memory has thus far complicated research on emotional memory. While
neuroimaging techniques seem intuitively promising in revealing the parallel processes that take place
during memory formation, traditional applications of these techniques often fail to quantify the
moment-to-moment changes in associative networks as a function of learning. Conversely, while
behavioral and peripheral measures of fear often do capture these moment-to-moment changes,
these measures only reflect the fear at that moment and do not predict long-term expression of fear.
In this thesis we used multi-voxel pattern analysis to disentangle different neural processes involved
in the formation and expression of human fear memory, combining several experimental procedures
(Pavlovian fear conditioning, a pharmacological manipulation, and a perceptual judgment task) with
different behavioral and neural indices of fear (BOLD-MRI, pupil dilation, fear potentiated startle,
perceptual decisions and subjective reports). This general discussion will start with a summary of the
findings for each of the individual studies presented in this thesis. Hereafter, the findings are
interpreted from different perspectives. Possible implications, limitations, and future directions that
have not been addressed in the previous chapters will be discussed.

Summary of findings
In chapter 2 we aimed to measure the dynamic nature of associative fear learning. By applying
MVPA in a trial-by-trial manner, we quantified changes in patterns of BOLD-MRI over the course of
fear conditioning. Our findings showed an increase in similarity of neural response patterns on
consecutive trials of stimuli that were followed by a nocuous stimulus (electrical stimulation), but
not of unreinforced stimuli. These changes in representational similarity resulted in clear differential
learning curves that indexed the formation of associative fear, comparable to the curves that are
observed using peripheral measures of fear learning (Soeter & Kindt, 2010). Remarkably, the
representations of different stimuli, derived from two very distinct categories (faces and houses) also
became more similar over the course of conditioning, but again only when stimuli were paired with
an aversive consequence. This between-stimulus pattern similarity, induced by linking different
stimuli with the same aversive outcome, putatively reflected a type of higher-order fear learning. In
line with this notion, the large-scale distribution of within-stimulus pattern similarity and between-
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stimulus pattern similarity differed across the cortex. The entire cortex, including low-level
perceptual areas, showed a tuning toward stimuli that were paired with the aversive outcome,
resulting in higher within-stimulus pattern similarity. Conversely, the representational dominance of
stimuli that shared an aversive outcome, as reflected in between-stimulus pattern similarity,
appeared to be restricted to frontoparietal areas. In other words, while a house was still more
similar to a house in occipital and inferotemporal regions, frontoparietal regions seemed less
sensitive to perceptual resemblance and tuned more towards stimulus significance. These findings
suggested that trial-by-trial MVPA is a useful tool for examining how the human brain encodes
relevant associations and forms new associative networks.
Even though it is tempting to interpret the changes in representational similarity as a sign
of fear memory (Bach et al., 2011; Dunsmoor et al., 2014), they were not examined in relation to a
later, independent test of fear. The question that we addressed in chapter 3 was whether these
changes in similarity structure solely reflected the sensory and behavioral processes that are active
during fear conditioning, or whether they also inform about upcoming consolidation processes,
thereby providing a neural signature for predicting the long-term expression of fear memory. This
would indicate that - in the case of fear memory research - MVPA is more than a cross-validation
technique for assessing transient learning-dependent changes. In this study, we used trial-by-trial
MPVA, as described in chapter 2, to quantify learning-dependent changes. Next, we linked these
changes to a behavioral expression of long-term fear memory, which was measured by differential
pupil dilation responses. Replicating the findings from chapter 2, both within-stimulus and betweenstimulus pattern similarity revealed clear learning curves that indexed the formation of associative
fear. This increase in pattern similarity was much weaker for stimuli that predicted a neutral
outcome (a sound), indicating that the refinement in neural processing is characteristic of salient
associations. After a few weeks, the reactivation of fear memory traces (through reinstatement of
the same threatening context) was again reflected in differential pattern similarity. When the
aversive outcome was no longer delivered, differential similarity eventually disappeared. The learning
curves that were obtained with trial-by-trial similarity analysis were either absent or substantially
weaker (depending on the region) for single-trial activation analysis. Crucially, our findings showed
that the strength of between-stimulus pattern similarity at the time of learning - and not changes in
average activation, within-stimulus similarity or the behavioral expression itself - predicted the longterm behavioral expression of fear memory. This suggests that changes in functional patterns at the
time of encoding, specifically those that reflect the formation of higher-order associations, ‘mark’ the
subsequent changes in synaptic structure that underlie consolidation.
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In chapter 4 we examined how changes in neural patterns could be interpreted in terms of
neuromodulatory mechanisms. Replicating our previous findings, neural pattern similarity reflected
the development of fear associations over time, and unlike average activation or pupil dilation,
predicted the later expression of fear memory (pupil dilation 48 hours later). To our surprise, we
did not observe an effect of yohimbine HCl (an α2-adrenergic auto-receptor antagonist that
increases central noradrenergic activity) on markers of autonomic arousal, such as salivary αamylase (sAA). However, we obtained indirect evidence for the noradrenergic enhancement of fear
memory consolidation: sAA levels showed a strong increase prior to fMRI scanning, irrespective of
whether participants had received yohimbine, and this increase correlated with the subsequent
expression of fear (48 hours later). Moreover, this noradrenergic enhancement of fear was
associated with changes in neural response patterns at the time of learning. These findings provided
further evidence that representational similarity analysis is a sensitive tool for studying (enhanced)
memory formation. Furthermore, they indirectly support the idea that the tagging of memories for
subsequent consolidation (Frey & Morris, 1997; Lesburguères et al., 2011; Redondo & Morris, 2011)
is related to noradrenaline (Johansen et al., 2014) and - as indexed by changes in neural response
patterns - already occurs during encoding.
To justify and facilitate the implementation of the methods used in chapter 2, 3 and 4, in
chapter 5 we systematically examined the effects of different design choices on single-trial pattern
analysis in general, and the ability to assess the dynamics of fear learning in particular.
Representational similarity analysis on data from Experiment 1 revealed clear learning curves in all
conditions, but showed the strongest effects when trial order was counterbalanced, such that
temporal autocorrelations affected the comparisons of interest to a similar degree. Furthermore,
support vector machine (SVM) classification on data from Experiment 1 and 2 showed that
classification of stimulus category was above chance in all conditions and comparable for different
pattern estimation techniques (Least Squares Single and Least Squares All). Yet, the data indicated
that - given a fixed amount of time - longer intervals are preferred over more stimulus repetitions
for single-trial pattern analysis, while at the same time confirming that these designs are inefficient
for univariate analyses. These findings were in line with our hypothesis that the key to successful
single-trial analysis depends on the length of the inter-stimulus intervals, since overlapping BOLD
signals cannot be decorrelated unless multiple trials are combined into a single regressor. The
results furthermore emphasize the importance of deciding on the type of data analysis before
carrying out an experiment.
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In chapter 6, we examined how a strong, previously formed fear memory influenced stimulus
processing. Specifically, we used SVM classification on distributed patterns of activity to assess how
the brain (mis)interprets ambiguous information in spider fear. In line with previous findings (Kolassa
et al., 2007), individuals with high spider fear were more likely to classify ambiguous morphs as
spiders than individuals with low spider fear. To our surprise, SVM classification in functional ROIs
did not reveal a clear bias in the classification of morphs in high fearful individuals. On the contrary:
response patterns in visual association areas were more likely to be classified as spiders when
individuals were not afraid of spiders. Although preliminary, these results tentatively suggest that the
overgeneralization of fear in phobic individuals is not a perceptual phenomenon, but emerges at a
later stage of information processing. Univariate analysis showed more activation in individuals with
high fear of spiders in a number of areas. In contrast with the MVPA results, this heightened sensory
sensitivity was independent of stimulus type and thus appeared to be rather nonspecific, fitting well
with the commonly observed attentional bias in fearful individuals (Bar-Haim et al., 2007). Together,
these findings support the notion that univariate analysis and multi-voxel pattern analysis tell
complementary stories (Jimura & Poldrack, 2012). The combination of these methods may be
especially valuable for disentangling different neural processes involved in the formation and
expression of human (fear) memory, although it does seem to require special design considerations.
What is driving the change in neural pattern similarity?
In the previous chapters we showed that patterns of BOLD-MRI carry information about stimulus
identity and stimulus significance. This information can be used to decode stimuli or predict future
behavior. However, the human brain consists of neurons, not of voxels. Eventually, our aim is to
understand how neuronal signaling and neuromodulatory mechanisms give rise to cognition, not
changes in MR signal. At this point, a straightforward question is what constitutes (the changes in)
patterns of BOLD-MRI. Despite the predictive value of patterns of voxels, which makes them a
useful tool in memory research, they may by themselves not inform us about how something is
encoded in the brain (Davis et al., 2014). Differences between results found for MVPA and other
analysis techniques often merely indicate that one is more sensitive than the other, while the signal
that is being detected may be only indirectly related to the process of interest (Chadwick et al.,
2012; Davis et al., 2014; Davis & Poldrack, 2013). My interpretation of the data will undoubtedly be
outdated in a few years from now, given that this is a relatively young and fast developing field of
research (Haxby, 2012). There are also quite a few levels at which this issue could be addressed. In
the next sections, I will first present an idea of what may be occurring at the voxel level, before

172

GENERAL DISCUSSION

focusing on the significance of the findings in terms of cognition (perception, attention and memory)
and emotion. I will use the rather arbitrary term ‘neural’ (responses or tuning) to refer to the signal
measured with BOLD-MRI, while the term ‘neuronal’ (responses or tuning) refers to the cellular
level. Then, I will briefly discuss the findings at a more conceptual level, touching upon their clinical
implications, followed by suggestions for future research and some concluding remarks.
Pattern metamorphosis: the voxel level
In this section, the term ‘voxel tuning’ refers to the preferential response of a voxel to a particular
stimulus or stimulus category (Çukur, Nishimoto, Huth, & Gallant, 2013). In short, I propose four
possible scenarios of how neural response patterns might change as a function of learning (Figure 1).

Figure 1. Four possible scenarios of how neural response patterns might change as a function of learning

First, voxels that had a certain tuning completely shift their tuning as a function of learning (i.e.,
voxels that were activated compared to baseline now become deactivated and vice versa: a
rearrangement of the pattern). Second, more voxels become involved in a certain task (i.e., global
tuning towards the salient stimuli: more concerted activity). Third, voxels do not change their
tuning, but noisy voxels are silenced (global reduction of noise: sharpening of the pattern). Four,
voxels that show a certain tuning, will enhance their tuning (activated voxels become more activated
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and deactivated voxels become more deactivated: inflation of the pattern). Which of these scenarios
best explains our findings may depend on the brain area, but each scenario yields specific testable
predictions. Although we have not formally tested all of these scenarios, examination of the data
from chapter 2, 3, 4 and 5 provided some clues as to what could have been happening at a voxel
level during associative fear learning.
To start with the second scenario, more concerted activity would necessarily predict a
change in average signal amplitude. In at least some of the brain areas where changes in pattern
similarity were observed (e.g., the superior frontal gyrus) there was no such change in average signal,
ruling this scenario out (at least for those areas). It is noteworthy that a global increase in blood
flow that is related to the experimental manipulation, yet unrelated to neuronal activity (e.g.,
changes in heart rate in response to emotional stimuli), would also lead to a net change in average
signal. This suggests that the effect that we observe is not merely a physiological artifact caused by
emotional arousal. The distinction between the third and the fourth scenario can be made based on
noise levels and signal strength. In the third scenario, higher pattern similarity is driven by a
reduction of noise and hence more consistent pattern reinstatement. In the fourth scenario, higher
similarity would be driven by a stronger signal. In our data we observed an increase in variance for
stimuli that were followed by an aversive consequence compared to the control stimuli (data not
reported in this thesis), indicating that within a particular region some voxels showed more
activation and other voxels showed more deactivation than before conditioning. This renders
scenario 3 (no change in signal, solely a reduction in noise) unlikely. Whether the increase in signal
additionally coincided with a reduction of noise remains to be explored.
Clearly, the creation of a completely different pattern (scenario 1) would lead to lower
correlations between consecutive trials, instead of higher correlations. Nevertheless, it is possible
that very early in the experiment a new pattern emerged (scenario 1), which would then be
amplified (scenario 4). In this case, there should be a point where two patterns (e.g., before the first
UCS administration and after the first UCS administration) are very dissimilar, leading to a low or
negative correlation. If there is only an inflation of a pattern that was already present, then there
does not have to be such an initial dip. To distinguish between the two scenarios, we searched (per
individual) for an initial dip in correlation values calculated over consecutive trials, but - in line with
the fourth scenario - similarity seemed to increase steadily over trials (data not reported in this
thesis). A preliminary conclusion to draw from this is that aversive conditioning ‘inflates’ the pattern
that is already present.
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A general inflation of existing patterns (i.e., amplification in both directions) would also explain the
distribution of the effects across the cortex that we described in chapter 2: if a representation is
inflated in areas that are retinotopically organized, then this will increase within-stimulus pattern
similarity, as response patterns reflect the same (perceptual features of a) stimulus and even more
so after conditioning. However, amplification of patterns related to perceptually dissimilar stimuli
would not increase the (between-stimulus) correlations. In higher cortical areas, response patterns
hardly represent specific perceptual features (the identity of the stimulus), but may represent the
fact that a stimulus - regardless which - is presented. Amplifying a response pattern will result in
higher correlations with other amplified response patterns (between-stimulus pattern similarity).
Merely the fact that these stimulus patterns are amplified, reflecting a type of stimulus significance,
makes them more alike. This touches upon the next question: How do (changes in) neural response
patterns relate to cognitive processes such as perception, attention, memory and emotion, and their
underlying neural-endocrinological circuits?
Pattern metamorphosis: attention
In the previous chapters we showed that stimuli that predict threat elicit more stable response
patterns than safe stimuli. Several lines of research have demonstrated a close link between pattern
stability and behavioral performance, suggesting that greater pattern stability may be a sign of more
refined and efficient processing. For example, motor training increases the stability of activation
patterns in motor cortices (Huang et al., 2013; Wiestler & Diedrichsen, 2013) and higher pattern
stability is associated with conscious (versus unconscious) experiences (Schurger et al., 2010), taskrelevant object detection (Li et al., 2009; Zhang et al., 2010) and face recognition (Zhang, Li, Song, &
Liu, 2012) as well as better explicit memory (Kuhl, Bainbridge, & Chun, 2012; Xue et al., 2010).
The fact that pattern stability has been nonspecifically associated with different types of
performance raises the question whether the effects described in this thesis could be explained by
attention. Insofar as the classic neurocognitive interpretation of attention equates attention with
more activation - not deactivation - in BOLD and in spike activity (Corbetta & Shulman, 2002;
Desimone & Duncan, 1995; Hillyard & Anllo-Vento, 1998), the multivariate results presented in this
thesis cannot all be explained by attention, as they were independent of global increases in BOLDactivation. However, recent accounts of attention acknowledge that both activation and deactivation
are important for the efficient processing of relevant stimuli. For example, attention during natural
vision has been shown to tune voxels in occipitotemporal as well as frontoparietal regions toward
certain perceptual categories, while suppressing other (Çukur et al., 2013; Sprague & Serences,
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2013). This tuning was observed even when the attended category was not present (in a movie),
indicating that it was not a detection-artifact and suggesting that attention alters visual
representations to optimize processing of behaviorally relevant objects (Çukur et al., 2013). Since
aversive conditioning is a powerful method to make neutral stimuli behaviorally relevant, it is
conceivable that the changes in pattern similarity simply indicate that some stimuli are better
attended to than others. In retinotopically organized areas this would manifest itself as a sharpening
of individual stimulus presentations, whereas in higher cortical areas (where there is no such
organization) this would result in a more general arousal pattern. In line with this, our findings in
higher cortical areas do not show a clear categorical similarity structure before any learning takes
place. In other words, these areas only seem to distinguish between safety and (learned) saliency,
without first representing one semantic category and then switching over to another. This suggests
that differential pattern similarity in these areas reflects a state, rather than a mnemonic engram.
Pattern metamorphosis: memory
The question is whether there are other areas, for example in the visual cortex, where pattern
similarity does reflect a memory trace. Obviously, insofar as ‘engram’ refers to the physical entity in
the brain that stores information (Goelet, Castellucci, Schacher, & Kandel, 1986), engrams cannot be
directly studied with fMRI. However, given that some memories involve distributed associative
storage systems, encompassing multiple regions (Alvarez & Squire, 1994; McClelland, McNaughton,
& O’Reilly, 1995; Norman & O’Reilly, 2003), memory engrams may - when activated - elicit subtle
changes in regional blood flow that could be detected with functional imaging, enabling their indirect
investigation. For example, Li and colleagues (2008) used MVPA to show that the neural patterns
related to a pair of indiscriminable odor cues became discriminable after conditioning. This
behavioral change was paralleled by changes in the representation of these stimuli: while patterns in
the olfactory cortex were virtually identical before conditioning, they became distinct after
conditioning. Similarly, Bach and colleagues (2011) found a stable sparse representation of
conditioned stimuli in the human amygdala, which - as in our studies - was unrelated to average
activation.
These effects are reminiscent of findings from animal studies, showing that only a subset of
the neurons involved in learning is involved in the encoding of a memory (Rogerson et al., 2014). In a
number of brain regions, including amygdala, hippocampus and sensory cortices, the allocation of
memory to specific neurons and synapses seems dependent on the presence of proteins such as
cyclic AMP-responsive element-binding protein (Sano et al., 2014; Zhou et al., 2009). As only
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neurons containing high concentrations of this protein continue to respond during and after learning,
the total number of neurons responding to a stimulus decreases, suggesting a refinement of neuronal
activation (sparse population coding), which may reflect a memory trace, and possibly more efficient
processing (Rogerson et al., 2014). Because this ‘refinement of patterns’ is observed both at the
neuronal level as sparse population coding, and at the systems level as changes in patterns of BOLDMRI, it is appealing to assume that the two levels are somehow connected. In line with this, many
terms derived from computational neuroscience have been used to describe processes at both
levels. Pattern separation, for example, refers to the transformation of overlapping memory traces
into discrete (orthogonal) traces to enhance their discriminability and limit interference among
them, while pattern completion refers to the reinstatement of a complete memory, based on a
partial input pattern (Marr, Willshaw, & McNaughton, 1991; McClelland et al., 1995; O’reilly &
McClelland, 1994). Using electrophysiology in rodents, evidence for these processes has been
obtained in hippocampal areas CA3 and the dentate gyrus (Clelland et al., 2009; Guzowski, Knierim,
& Moser, 2004; Lee, Yoganarasimha, Rao, & Knierim, 2004; Leutgeb, Leutgeb, Moser, & Moser, 2007;
Leutgeb, Leutgeb, Treves, Moser, & Moser, 2004; Vazdarjanova & Guzowski, 2004). Recently,
pattern separation has been used to describe the decorrelation of patterns of BOLD-MRI in the
human hippocampus (Bonnici et al., 2012; Lacy, Yassa, Stark, Muftuler, & Stark, 2011). With regard
to the results presented in this thesis, we could use the term pattern separation to label the
decrease in similarity within an original category, with the simultaneous increase in similarity (over
consecutive presentations) of the same stimulus, an effect mainly observed in occipital and
inferotemporal regions. Pattern completion could at the voxel level be used to describe the
similarity between patterns related to distinct categories, through their pairing with a shock (chapter
2-5), given that two input patterns seem to activate a common representation. Likewise, the
individual representations of different exemplars within a certain category (e.g., tools) can become
more similar as a function of conditioning (Dunsmoor et al., 2014), or, as shown in chapter 6, may
lead to a better classification of distinct (unambiguous) spider pictures in individuals with spider fear.
At the voxel level and the cellular level, terminology derived from computational
neuroscience can be insightful. However, given the widespread changes in similarity structure that
we observed at the voxel level, it seems implausible that these effects reflect underlying structural
changes related to memory formation. The formation and activation of a memory automatically
initiates and affects a variety of other processes, such as perception, attention, subjective feelings
and action tendencies, all of which we may be sampling with MVPA. For example, is has been shown
that it is possible to decode subjective mnemonic states (e.g., a feeling that a face is new or old)
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from whole-brain patterns of voxel activity (Rissman, Greely, & Wagner, 2010). The pattern of
activation did not seem specific to any particular stimulus, but instead reflected the cognitive states
related to recognition memory (Chadwick et al., 2012). Especially in studies that involve salient
stimuli (Bach et al., 2011; Dunsmoor et al., 2014; Li et al., 2009; Visser et al., 2015, 2013, 2011)
changes in patterns may be secondary to mnemonic processes happening elsewhere, at a much
smaller scale, and mainly reflect a type of threat-related attention. Corroborating this notion is the
fact that the effects that we observed in hippocampus and amygdala were relatively small, despite
their generally accepted (modulating) role in the formation of emotional memory (Hermans et al.,
2014; Johansen, Cain, Ostroff, & LeDoux, 2011; McGaugh, 2004; McGaugh & Roozendaal, 2002;
McIntyre, McGaugh, & Williams, 2012). It is likely that the effects observed in the cortex are driven
or modulated by amygdala activity (as suggested in chapter 2), and the release of noradrenaline (as
suggested in chapter 4). However, it should be noted that the role of the amygdala in human fear
conditioning is still debated as it is rarely confirmed in fMRI studies (Fullana et al., 2015; Mechias et
al., 2010; Sehlmeyer et al., 2009). This is possibly due to the difficulties in imaging this structure
(Mechias et al., 2010; Sehlmeyer et al., 2009), or because the amygdala tends to habituate fast if no
new information is presented (Büchel et al., 1998; LaBar et al., 1998). Alternatively, decades of
convincing animal work may have resulted in an overestimation of the role of the amygdala in
associative fear learning in humans.
Another indication for the idea that changes in patterns do not map closely onto the
physical memory engram is that in chapter 3 we showed that differential pattern similarity was
absent when the shock electrodes were not attached, despite the fact that participants previously
learned - and had explicit knowledge about - the contingencies. Apparently, the conscious
anticipation of an aversive outcome, not just the presentation of a conditioned stimulus, was
necessary to reinstate the tuned neural representations. Finally, memory formation is not unique to
threatening stimuli. Unreinforced stimuli become safety cues over learning and pairing stimuli with a
neutral tone also induces a form of associative learning. Yet, nowhere in the brain were these types
of learning expressed in higher pattern similarity. Although these stimuli could be decoded in a
recognition test using other types of MVPA (classification), this would probably not directly reflect
the memory trace, but would point at a general ‘recollective’ state (Chadwick et al., 2012; Rissman
et al., 2010). It remains to be elucidated whether we could ever use MVPA to discriminate between
the different states indirectly triggered by activation of the engram, and local changes in blood flow
specifically related to activation of the engram itself.
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Pattern metamorphosis: fear
As argued above, it seems that changes in neural patterns primarily reflect ‘a state’. Whether this
state is purely attentional, or specifically reflects fear, is another question. Obviously, the previously
cited studies demonstrate that higher pattern similarity per se is not specific for fear (Huang et al.,
2013; Kuhl et al., 2012; Schurger et al., 2010; Wiestler & Diedrichsen, 2013; Xue et al., 2010; Zhang
et al., 2012). However, pattern similarity may reflect multiple systems, and thus provide distinct
read-outs of fear memory, depending on which stimuli are compared and where in the brain the
comparison is made. In chapter 2-5 we examined three types of pattern similarity: within-stimulus
and between-stimulus correlations, the latter including the similarity between adjacent trials of
original-related stimuli (original associations: faces and houses) and the similarity between adjacent
target trials that shared (non)reinforcement (learned associations: CS+ face with CS+ house and CSface with CS- house). To what degree do these different types of pattern similarity relate to other
measures of fear?
Behaviorally, the degree to which response systems reflect certain components of fear has
been examined by systematically varying dimensions such as valence, arousal and conscious
expectations (Bradley & Lang, 2000). For example, evidence shows that the pupil dilation response
and the skin conductance response - clearly the most popular measure of fear, especially in
neuroimaging research (Fullana et al., 2015; Sehlmeyer et al., 2009) - are elicited by non-aversive but
arousing events (i.e., positive pictures and reaction time tasks) as well (Bos, Jentgens, Beckers, &
Kindt, 2013; Bradley, Codispoti, Cuthbert, & Lang, 2001; Bradley et al., 2008; Critchley, Melmed,
Featherstone, Mathias, & Dolan, 2002; Hamm & Vaitl, 1996; Reinhard & Lachnit, 2002; Reinhard et
al., 2006). Furthermore, several studies show that skin conductance requires the conscious
anticipation of threat and is in that sense more an index of contingency learning than a specific
measure of fear (Sevenster et al., 2012a; Sevenster, Beckers, & Kindt, 2014; Weike et al., 2005,
2007). The startle response, on the other hand, seems to be an automatic defensive reflex that is
specifically elicited by aversive experiences and is therefore regarded as a reliable index of fear
(Hamm & Vaitl, 1996; Sevenster et al., 2012a, 2014; Weike et al., 2005, 2007). As shown in chapter
3 and as explained above, the conscious notion of a threat was necessary to reinstate differential
pattern similarity, suggesting that pattern similarity is not purely a measure of valence (Sevenster et
al., 2012a, 2014), but like skin conductance and pupil dilation responses reflects anticipatory arousal
or attention. However, this seems only partly true as in chapter 3 and to a lesser extent in chapter
4, we observed a striking dissociation between within-stimulus and between-stimulus pattern
similarity. While both types of similarity showed learning-dependent changes (acquisition and
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extinction), only between-stimulus pattern similarity predicted the long-term expression of fear.
More importantly, between-stimulus pattern similarity proved to be a better predictor of later pupil
dilation responses than pupil dilation responses themselves during learning. Even though the process
that is reflected in between-stimulus similarity may not be specific to fear, the fact that it reflects
memory formation has important implications for the study of emotional memory.
Neural markers for emotional memory: conceptual and clinical implications
Neuroimaging has been frequently used for studying memory processes, not in the least because of
the intriguing possibility to predict which elements of a learning-experience will later be
remembered and which will later be forgotten. The approach that we used in chapter 3 and 4 can be
regarded as a ‘subsequent memory paradigm’ (Paller & Wagner, 2002), which has been combined
with both univariate and multivariate analysis techniques to study memory formation (Rissman &
Wagner, 2012). Furthermore, consolidation processes have also been directly studied during postencoding rest-periods (Lewis, Baldassarre, Committeri, Romani, & Corbetta, 2009; Tambini, Ketz, &
Davachi, 2010; Tompary, Duncan, & Davachi, 2015; van Kesteren, Fernández, Norris, & Hermans,
2010), yielding several markers that predicted the later conscious recollection of (emotional) items.
What makes our application unique is that we demonstrated that neural pattern similarity is not
restricted to the arena of declarative memory, but can also be used to successfully predict the
subsequent consolidation of long-term procedural memory. Moreover, this marker dissociated both
from the conscious recollection of the stimuli (declarative memory) as well as the behavioral
expression of fear during learning. As mentioned before, between-stimulus pattern similarity
putatively reflects a state and this state seems to be more related to general arousal and attention
than to fear. However, it expresses a type of arousal or attention that thus far has not been quantified
behaviorally and that carries unique information about future consolidation processes. While it seems
probable that in declarative memory research other behavioral measures during learning, such as
heightened attention or elaborate conscious processing (Schurger et al., 2010; Xue et al., 2010)
could predict future retrieval, thus far, only neural pattern similarity has provided a marker for
predicting long-term fear memory based on data from the encoding phase. Importantly, this teaches
us that the selection of information for storage in long-term procedural memory occurs during
learning. Furthermore, since this marker is based on the learning-dependent changes in a trial-bytrial manner, it allows us to see what is happening during encoding. While single-trial analysis is
standard for behavioral data in the majority of animal and human fear-conditioning studies, it is still
very uncommon in neuroimaging research due to the low signal-to-noise ratio of the BOLD-signal.
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Having a neural measure that is sensitive enough for single-trial analysis brings us one step closer to
bridging the gap between behavioral and neuroimaging studies on associative fear learning and
memory.
The direct utility of the marker in the identification of premorbid risk factors for psychopathology
has not been examined in this thesis, but seems limited. First of all, in the studies presented in
chapter 3 and 4 no relation was found between the marker and personality characteristics, such as
trait anxiety and anxiety sensitivity. Furthermore, our indices for fear learning and retention are
calculated by comparing stimuli that predict threat to control stimuli. Higher indices signify more
differentiation between threatening and safe stimuli, and thus the formation of a selective fear
association. However, the formation of fear memory is in itself very efficient for survival. A hallmark
of anxiety disorders is not a strong fear response to a stimulus that predicts threat, but rather the
inability to recognize safety cues and the tendency to generalize fear to perceptually or conceptually
similar stimuli (Bishop et al., 2015; Dymond et al., 2014; Haaker et al., 2015; Kong et al., 2014; Lissek
et al., 2005, 2014; Mineka & Zinbarg, 2006). In conditioning paradigms, (sub)clinical fear has been
characterized by less differentiation between CS+ and CS- during learning, a slower rate of
extinction and more generalization of fear (Blechert, Michael, Vriends, Margraf, & Wilhelm, 2007;
Gazendam, Kamphuis, & Kindt, 2013). Our index on the other hand reflects more differentiation
between CS+ and CS- stimuli during learning and only predicts retention of fear (i.e., the first few
trials from the memory phase), not the persistence or generalization of fear. Based on these
observations, we would expect that more differential pattern similarity is a sign of adaptive fear
learning, rather than a vulnerability factor, reflecting that an individual is in a ‘memory-encoding
state’. In this state, relevant associations are tagged for subsequent consolidation, using pattern
completion to extract commonalities across the different stimulus-outcome associations and using
pattern separation to prevent generalized responses to similar stimuli (i.e., the CS-).
The clinical implications of the present work seem to lie in the possibilities for
experimentally studying mechanisms involved in fear memory. A marker that indicates whether
information is going to be stored opens up new avenues for the identification of (state-dependent)
factors that contribute to the aberrant encoding of threatening events. Similarly, the use of MVPA in
the study of fear memory has the potential to distinguish between different accounts of
overgeneralization of fear in anxiety disorders (although chapter 6 illustrates that this requires
special design considerations). Knowing at what stage in the information processing stream stimuli
are (mis)classified as threatening could hypothetically guide the selection of interventions, either
favoring those that directly target perceptual processes in phobic fear (Grey & Mathews, 2000;
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Hakamata et al., 2010), those that target cognitive and behavioral aspects of fear, including in vivo
exposure therapy (Choy, Fyer, & Lipsitz, 2007; Craske, Treanor, Conway, Zbozinek, & Vervliet,
2014), or those that are aimed at permanently eliminating fear responses by pharmacologically
disrupting the reconsolidation of the affective component of a fear memory (Kindt et al., 2009;
Soeter & Kindt, 2015a). In general, using multiple behavioral and neural measures to unravel
dissociating systems involved in fear responding could help clarify why rational cognitions so often
seem incapable of controlling our subjective feelings of fear.
Integrating memory and response systems: future directions and concluding remarks
In the introduction of this thesis I referred to the once hotly debated question of how memory
should be studied, using the term ‘modern behaviorism’ for the idea that cognitive neuroscience
offers ways to directly observe processes occurring inside the ‘black box’. Observing changes in
patterns of BOLD-MRI however is in many ways just as indirect as any other physiological measure,
as it is still unclear what happens between input (a stimulus) and output (the signal that we
measure). The question of whether we can ever directly observe a mental concept such as memory
is essentially a philosophical issue: at the level at which we can see the neuronal and synaptic changes
that code for memory engrams, we lose sight on the broader scale at which memories reside and
form associative networks. Although patterns of BOLD-MRI may be closer related to neural
networks than patterns of responses on questionnaires and neuropsychological tests, the latter may
be more sensitive for detecting (processes related to) post-traumatic stress disorder or preclinical
dementia. While cognitive neuroscience has added an indispensable explanatory level between
neuronal processes and psychological experiences, the relation between these levels remains to be
elucidated. In fact, it is not entirely obvious how, or even whether, we will be able to develop
translations from one explanatory level to another (or whether we even should, Lamme, 2006). This
challenge is known as the ‘reduction problem’ (Kievit, 2014; Kievit et al., 2011).
Despite these challenges, the last decade has witnessed an upsurge in exciting new
developments that at least seem promising for detecting individual memory engrams. A recently
developed technique called ‘optogenetics’ uses light to control neurons that have been genetically
sensitized to light. This has been used to causally test the real-time contribution of populations of
neurons in rodents (Deisseroth, 2011) and has led to a number of groundbreaking discoveries on
dissociating mechanisms underlying the formation and expression of fear memory (Huff, Miller,
Deisseroth, Moorman, & LaLumiere, 2013; Johansen et al., 2014; Redondo et al., 2014). In humans,
advances have been made by combining pattern analysis with additional methods that explicitly test
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assumptions about the dimensionality or the content of those patterns (Davis et al., 2014), such as
representational geometry (Kriegeskorte & Kievit, 2013; Kriegeskorte et al., 2008) and encoding
models (Dumoulin & Wandell, 2008; Kay, Naselaris, Prenger, & Gallant, 2008). While the latter
approach, so-called ‘population receptive field’ imaging, has been successful in early visual cortex
where there are well-defined models of neuronal population dynamics, it seems challenging to apply
the same approach to higher-level regions such as those involved in the formation of memories.
Knowing what properties could be usefully modeled in, for example, a hippocampal voxel is harder
than modeling activity in early visual cortex, where voxels respond to a relatively constrained set of
dimensions (e.g., orientation, spatial location, spatial frequency). The number and type of possible
dimensions that a hippocampal voxel could respond to is infinitely more complex (Chadwick et al.,
2012). However, the use of high-resolution and high field-strength imaging in humans (Carr,
Rissman, & Wagner, 2010), combined with single-unit electrophysiology in rats (Doeller, Barry, &
Burgess, 2010), provide important steps toward bridging the gaps between computational models of
memory and observations at the cellular level and the voxel level.
Fortunately, even without knowing the precise relations between different levels, each
level at which memory can be studied has the potential to yield unique insights in different aspects of
fear memory. It should be stressed though that a crucial element of memory, which is still often
overlooked in neuroimaging research, is the fact that it evolves over time. ‘Learning’ can - by
definition - not be assessed at a single moment and testing for ‘memory’ effects immediately after
learning does not aid in identifying factors that contribute to the long-term storage of information. In
this thesis we therefore focused on moment-to-moment changes in memory and separated learning
and testing phases by periods ranging from several days to weeks. To capture fear memory in its full
complexity, including its malleability and its context-dependent reinstatement, the study of
emotional memory also cannot rely on a single method. And even if multiple methods are used, the
focus should not only be on how these converge, but also on how these dissociate. Neuroimaging
research often aims to characterize brain activation that correlates with behavior, which is a valuable
method for cross-validation. Yet, it is arguably also the lack of such correlates – the specificity of
findings – that fuels our understanding of the processes that build up to behavior.
In sum, there are many ways to assess different levels of associative fear memory in
humans, using subjective, behavioral and neural measures. Our findings provide a new perspective
on the complex and dynamic nature of fear memory, including the different levels at which fear
associations emerge, reside and become activated, offering a framework to examine the conditions
under which fear learning results in long-lasting fear memory.
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Summary
The neural dynamics of fear memory

THE NEURAL DYNAMICS OF FEAR MEMORY

While much of what we learn will be forgotten over time, emotional memory appears to be
particularly resilient to forgetting. This is in principle adaptive: the ability to store relevant
information enables us to cope effectively with similar events in the future and promotes survival.
Long-lasting memory for emotional experiences can, however, also become harmful and
maladaptive, such as in patients suffering from post-traumatic stress disorder. Even though we know
quite a lot about the processes that can weaken or strengthen memory for fearful events, our
understanding of how these events are processed, consolidated and eventually expressed remains
poor. Studying fear memory is complicated by the fact that we cannot directly observe memory, but
have to infer it from the different ways it is expressed. Yet, only a small portion of what is
concurrently happening in our brain is translated into observable actions and peripheral physiology;
an even smaller portion of these processes is verbally accessible. Hence, there is a notable
discrepancy between the expression of fear during learning and the actual formation and expression
of a fear memory. The fact that someone is learning does not imply that a memory is being formed;
and even if a memory has been formed, it may not be observable in any given context, at any
moment in time, nor remain stable over time. To better understand how fearful events are
transformed into durable memory and how memory influences the processing of (novel) stimuli, we
need multiple indices of fear memory, including read-outs of neural processes that cannot (yet) be
observed in behavior.
To explain individual differences in the formation of memories for arousing events,
experimental psychology reduces complex real-life situations to relatively simple experiments that
permit us to rigorously test ideas about cause and effect. The classic model to study fear learning
and memory is Pavlovian fear conditioning, which is well suited for research across species. In this
paradigm an initially neutral stimulus (conditioned stimulus, CS+; e.g., a picture of a face) is
repeatedly paired with an intrinsically aversive stimulus (unconditioned stimulus, UCS; e.g., an
electric shock), while another conditioned stimulus (CS-; e.g., a picture of another face) is never
paired with the UCS. With sufficient CS+/ UCS pairings, the CS+ acquires the same aversive
qualities as the UCS and will elicit a conditioned fear response (CR) on its own. After repeated
presentations of the CS+ without the UCS, the fear response usually diminishes, a process that is
referred to as ‘extinction’.
In this thesis, we used a variety of methods to identify indices that capture the complexity
of human fear memory, combining several experimental procedures (Pavlovian fear conditioning, a
pharmacological manipulation, and a perceptual judgment tasks) with behavioral and neural indices of
fear (BOLD-MRI, pupil dilation, fear potentiated startle, perceptual decisions and subjective reports).
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To specifically gauge the dynamic nature of fear (un)learning and memory, we developed a singletrial application of multi-voxel pattern analysis (MVPA; a technique that evaluates distributed
patterns of BOLD-MRI) and disentangled learning and memory processes by testing on different
days, varying contextual cues to (de)activate specific memories.
In chapter 2 we measured the dynamics of associative fear learning, to examine whether
the acquisition of aversive associations would affect the neural representation of neutral stimuli and
to examine how new knowledge is incorporated into existing semantic networks. By applying MVPA
in a trial-by-trial manner, we quantified changes in patterns of BOLD-MRI over the course of
Pavlovian fear conditioning. Our findings showed an increase in similarity of neural response patterns
on consecutive trials of stimuli that were followed by an aversive stimulus (UCS, i.e., electrical
stimulation), but not of unreinforced stimuli. These changes in representational similarity resulted in
clear differential learning curves that indexed the formation of associative fear. Remarkably, the
representations of different stimuli, derived from two very distinct categories (faces and houses) also
became more similar over the course of conditioning, but again only when these stimuli were paired
with an aversive outcome. This between-stimulus pattern similarity, induced by linking different
stimuli with the same aversive outcome, putatively reflected a type of higher-order fear learning. In
line with this notion, the large-scale distribution of within-stimulus pattern similarity and betweenstimulus pattern similarity differed across the cortex. The entire cortex, including low-level
perceptual areas, showed a tuning toward stimuli that were paired with the aversive stimulus,
resulting in higher within-stimulus pattern similarity. Conversely, the representational dominance of
stimuli that shared an aversive outcome, as reflected in between-stimulus pattern similarity,
appeared to be restricted to frontoparietal areas. In other words, while a house was still more
similar to a house in occipital and inferotemporal regions, frontoparietal regions seemed less
sensitive to perceptual resemblance and more tuned toward stimulus significance. These findings
suggested that trial-by-trial MVPA is a useful tool for examining how the human brain encodes
relevant associations and forms new associative networks.
The question that we addressed in chapter 3 was whether these changes in similarity
structure solely reflected the sensory and behavioral processes that are active during fear
conditioning, or whether they also inform about upcoming consolidation processes, thereby
providing a neural signature for predicting the long-term expression of fear memory. In this study,
we used trial-by-trial MVPA, as described in chapter 2, to quantify learning-dependent changes.
Next, we linked these changes to a behavioral expression of long-term fear memory (i.e., differential
pupil dilation responses). Replicating the findings from chapter 2, both within-stimulus and between-
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stimulus pattern similarity revealed clear learning curves that indexed the formation of associative
fear. This increase in pattern similarity was much weaker for stimuli that predicted a neutral
outcome (a sound), indicating that the refinement in neural processing is characteristic of salient
associations. After a few weeks, the reactivation of fear memory traces (through reinstatement of
the same threatening context) was again reflected in differential pattern similarity. When the
aversive outcome was no longer delivered, differential similarity eventually disappeared. The learning
curves that were obtained with trial-by-trial similarity analysis were either absent or substantially
weaker (depending on the region) for single-trial activation analysis. Crucially, our findings showed
that the strength of between-stimulus pattern similarity at the time of learning - and not changes in
average activation, within-stimulus similarity or the behavioral expression itself - predicted the longterm behavioral expression of fear memory. This suggests that changes in neural activation patterns
at the time of encoding, specifically those that reflect the formation of higher-order associations,
‘mark’ the subsequent changes in synaptic structure that underlie consolidation.
In chapter 4 we examined how changes in neural patterns could be interpreted in terms
of neuromodulatory mechanisms. Given that noradrenaline is known to strengthen the consolidation
of emotional memory, we aimed to investigate the effects of this neurotransmitter on neural
activation patterns during fear conditioning. Replicating our previous findings, neural pattern
similarity reflected the development of fear associations over time, and unlike average activation or
pupil dilation, predicted the later expression of fear memory (pupil dilation 48 hours later). While
no effect of yohimbine HCl (the pharmacological manipulation) was observed on markers of
autonomic arousal, including salivary α-amylase (sAA), we obtained indirect evidence for the
noradrenergic enhancement of fear memory consolidation: sAA levels showed a strong increase
prior to fMRI scanning, irrespective of whether participants had received yohimbine, and this
increase correlated with the subsequent expression of fear (48 hours later). Moreover, this
noradrenergic enhancement of fear was associated with changes in neural response patterns at the
time of learning. These findings provided further evidence that representational similarity analysis is a
sensitive tool for studying (enhanced) memory formation. Furthermore, they indirectly support the
idea that the tagging of memories for subsequent consolidation is related to noradrenaline, and - as
indexed by changes in neural response patterns - already occurs during encoding.
To justify and facilitate the implementation of the methods used in chapter 2, 3 and 4, in
chapter 5 we systematically examined the effects of different design choices on single-trial pattern
analysis in general, and the ability to assess the dynamics of fear learning in particular. Data from two
experiments showed that designs with longer stimulus intervals showed stronger learning effects and
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augmented the classification of stimulus categories (houses and faces), even if this came at the cost
of the number of trial repetitions. This finding can be explained by the fact that with shorter
intervals the trial-specific BOLD-responses overlap, and these overlapping responses cannot be
separated unless multiple trials are combined into a single regressor. Furthermore, the trial-by-trial
changes in neural response patterns were clearest when the order of stimulus presentation was
fixed, such that temporal autocorrelations affected the comparisons of interest to a similar degree.
Finally, the data confirmed that these slow event-related designs are inefficient for univariate
analyses (where multiple trials are combined into a single regressor), emphasizing that it is important
to decide on the type of data analysis before carrying out an experiment.
In chapter 6, we examined how a strong, previously formed fear memory influences
stimulus processing. Specifically, we used support vector machine (SVM) classification on distributed
patterns of activity to assess how the brain (mis)identifies ambiguous information in spider fear. In
line with previous findings, individuals with high spider fear were more likely to classify ambiguous
morphs as spiders than individuals with low spider fear. To our surprise, SVM classification in
functional regions of interest did not reveal a clear bias in the classification of morphs in high fearful
individuals. On the contrary: response patterns in visual association areas were more likely to be
classified as spiders when individuals were not afraid of spiders. Although preliminary, these results
tentatively suggest that the phobia-related overgeneralization of fear is not a perceptual
phenomenon, but emerges at a later stage of information processing. Univariate analysis showed
more activation in individuals with high fear of spiders in a number of areas. In contrast with the
MVPA results, this heightened sensory sensitivity was independent of stimulus type and thus
appeared to be rather nonspecific, fitting well with the commonly observed attentional bias in fearful
individuals. These findings support the notion that univariate analysis and multi-voxel pattern analysis
tell complementary stories and that the combination of these methods may be especially valuable for
disentangling different neural processes involved in the formation and expression of human (fear)
memory.
In sum, there are many ways to assess different levels of associative fear memory in
humans, using subjective, behavioral and neuronal measures. Our findings provide new insights into
the different levels at which fear associations emerge, reside and become activated, offering a
framework to examine the conditions under which fear learning results in long-lasting fear memory.
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Hoewel een groot deel van wat we meemaken niet beklijft, blijft geheugen voor emotionele
gebeurtenissen relatief goed behouden. Iemand die slachtoffer is van een gewelddadige overval zal
dat niet snel vergeten. Het goed opslaan van emotionele informatie is nuttig, omdat we daardoor
vergelijkbare situaties in de toekomst kunnen herkennen en vermijden. In het geval van de overval
zullen we misschien alerter zijn als we een pinautomaat gebruiken of besluiten om ’s nachts niet
door bepaalde steegjes te lopen. Angst heeft dus een beschermende functie en vergroot onze kans
op overleven. Te sterke emotionele herinneringen kunnen echter ook disfunctioneel worden en
bijvoorbeeld resulteren in de ontwikkeling van posttraumatische stress stoornis (PTSS) of specifieke
fobieën. Eén van de fundamentele vragen in de psychologie is waarom angstgeheugen bij sommige
mensen veel persistenter en minder flexibel is dan bij anderen. Onderzoek naar de processen die
een rol spelen bij de vorming van angstgeheugen is essentieel als we willen verklaren waarom
sommige mensen angststoornissen ontwikkelen en anderen niet.
Er is al behoorlijk veel bekend over de processen die ons geheugen voor nare
gebeurtenissen kunnen verzwakken of versterken, maar nog betrekkelijk weinig over hoe deze
gebeurtenissen in ons brein worden verwerkt, opgeslagen en uiteindelijk tot expressie komen.
Onderzoek naar angstgeheugen is complex vanwege het feit dat geheugen niet direct zichtbaar is,
maar afgeleid moet worden uit gedrag. Het probleem daarbij is dat slechts een klein deel van wat er
in ons brein plaatsvindt tot uiting komt in gedrag en een nog kleiner deel daarvan ook onder
woorden gebracht kan worden. Uit onderzoek blijkt dat er een opvallende discrepantie bestaat
tussen de expressie van angst tijdens een nare gebeurtenis en de feitelijke vorming van een
angstgeheugen: dat iemand iets naars meemaakt, wil niet zeggen dat hij op dat moment ook een
blijvend angstgeheugen vormt. En zelfs als er een angstgeheugen is gevormd, wil dat niet zeggen dat
dit op iedere moment en in iedere context zichtbaar is, of dat het onveranderlijk is. Zo zal de
herinnering aan een overval sneller in een onverlichte steeg worden geactiveerd dan midden op de
dag op kantoor, en kan het zo zijn dat in de loop van de jaren de angst afneemt (of juist toeneemt).
Als we beter willen begrijpen hoe nare gebeurtenissen opgeslagen worden in ons brein, en hoe dit
geheugen vervolgens ons gedrag beïnvloedt, is het essentieel om neurale processen te meten die
niet onmiddellijk tot uiting komen in waarneembaar gedrag. Een belangrijke vraag in dit proefschrift
was of er een manier is om tijdens een angstige gebeurtenis onderscheid te maken tussen de neurale
processen die het gedrag op dat moment weerspiegelen en de neurale processen die betrokken zijn
bij de vorming en expressie van een lange-termijn angstgeheugen.
In experimenteel onderzoek worden alledaagse situaties teruggebracht tot relatief
eenvoudige experimenten, om op die manier fundamentele (hersen)mechanismen te onderzoeken
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die ten grondslag liggen aan complexe gedragingen. Pavloviaanse angstconditionering is al jaren het
dominante paradigma in onderzoek naar angst, bij zowel dieren als mensen. In dit paradigma wordt
angst aangeleerd door een neutrale stimulus (bijvoorbeeld de afbeelding van een gezicht) te
koppelen aan een aversieve stimulus (bijvoorbeeld een pijnprikkel). Na verloop van tijd weten
mensen dat de (voorheen) neutrale stimulus pijn voorspelt en gaan zij deze stimulus vrezen: de
neutrale stimulus is een geconditioneerde stimulus geworden en roept een geconditioneerde
angstrespons op. Deze respons is op verschillende manieren te meten: fysiologisch gezien kan angst
zich bijvoorbeeld uiten in een versnelde hartslag, zweten, sterkere reflexen en een verwijding van de
pupil. Daarnaast kunnen mensen proberen de stimulus te vermijden (handelingen) en kunnen zij
verbaal kenbaar maken dat ze bang zijn (subjectieve angst). Al deze maten worden in dit proefschrift
samengenomen onder de noemer ‘gedrag’.
Naast gedragsmaten voor angst zijn er ook manieren om te meten wat er in de hersenen
gebeurt, de zogenaamde ‘neurale’ maten. Een maat die veel gebruikt wordt in angstonderzoek is
BOLD-MRI, de belangrijkste vorm van functionele MRI (fMRI). Deze beeldvormingstechniek meet
veranderingen in bloedtoevoer in de hersenen, die ontstaan doordat neuronen vuren en daarmee
energie verbruiken. fMRI is dus een indirecte maat voor hersenactiviteit. De toepassing van fMRI
heeft veel kennis opgeleverd over welke hersengebieden er betrokken zijn bij angstleren. Een
tekortkoming van de traditionele technieken om fMRI data te analyseren is echter dat ze niet goed
de processen die betrokken zijn bij angstleren kunnen blootleggen. In dit proefschrift zijn we daarom
ook op zoek gegaan naar alternatieve technieken om fMRI data te analyseren.
In hoofdstuk 2 van dit proefschrift hadden we specifiek als doel om het proces van
angstleren in kaart te brengen. Proefpersonen lagen in een MRI-scanner terwijl zij herhaaldelijk
neutrale afbeeldingen van huizen en gezichten te zien kregen, waarvan sommige afbeeldingen werden
gevolgd door een pijnprikkel. Op deze manier vormden proefpersonen angstassociaties. Om de
ontwikkeling van een neutrale stimulus naar een geconditioneerde stimulus goed te kunnen meten,
was het nodig om naar losse leermomenten (single trials) te kijken, in plaats van deze leermomenten
op één hoop te gooien, zoals gebruikelijk is in fMRI onderzoek. Het BOLD-signaal bevat echter
teveel ruis om dit met standaard analysetechnieken te doen. Daarom pasten we een relatief nieuwe
methode toe die het (ruimtelijke) patroon van hersenactiviteit in kaart brengt (multi-voxel pattern
analysis, of MVPA) in plaats van de gemiddelde activiteit in een bepaald gebied. Het patroon van
activiteit is bij iedere stimulus-presentatie anders en daardoor een unieke neurale weergave van de
stimulus op dat moment. Door patronen van twee opeenvolgende stimulusaanbiedingen met elkaar
te correleren kun je meten hoe de weergave van de stimulus verandert over tijd: een manier om
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angstleren in kaart te brengen. Uit de resultaten bleek dat afbeeldingen die gekoppeld werden aan
een pijnprikkel (en daardoor voorspellers waren voor pijn of gevaar) een scherper patroon van
activiteit opriepen dan afbeeldingen die nooit werden gevolgd door een pijnprikkel. Ook bleek dat
afbeeldingen die aanvankelijk niets met elkaar gemeen hadden (huizen en gezichten) neuraal gezien
steeds meer op elkaar gingen lijken als ze gevaar voorspelden, maar niet als ze géén gevaar
voorspelden. Er ontstond dus een hogere-orde angstassociatie. Deze resultaten toonden aan dat
MVPA, toegepast per trial, een bruikbare methode is om te onderzoeken hoe het menselijk brein
angstassociaties leert en nieuwe associatieve netwerken vormt.
De vraag die centraal stond in hoofdstuk 3 was of deze veranderingen in patronen
informatie bevatten over toekomstige processen van geheugenconsolidatie, oftewel de opslag van
informatie in het lange-termijn geheugen. Dat zou betekenen dat we tijdens een angstige gebeurtenis
onderscheid kunnen maken tussen de neurale processen die het gedrag op dat moment
weerspiegelen en de neurale processen die toekomstig gedrag voorspellen. Opnieuw kregen
proefpersonen in een MRI-scanner neutrale afbeeldingen te zien van huizen en gezichten, waarvan
sommige afbeeldingen werden gevolgd door een pijnprikkel. Proefpersonen lieten een angstreactie
zien wanneer de afbeeldingen getoond werden die een pijnprikkel voorspelden. Die angstreactie
werd deze keer niet alleen in kaart gebracht door patronen van hersenactiviteit te analyseren, maar
ook door de verwijding van de pupil te meten op het moment dat er een afbeelding getoond werd.
Een paar weken later keerden proefpersonen terug voor het tweede deel van het experiment,
waarin zij dezelfde afbeeldingen te zien kregen. Ook nu werden hersenactiviteit en pupil diameter
gemeten. Het verschil in de verwijding van de pupil bij het zien van de afbeeldingen die eerder door
een pijnprikkel werd gevolgd en afbeeldingen die nooit door een prikkel werden gevolgd, werd als
expressie van het eerder gevormde angstgeheugen beschouwd. Opnieuw bleek dat afbeeldingen die
gekoppeld waren aan een pijnprikkel een scherper patroon van activiteit opriepen in de hersenen
dan afbeeldingen die nooit werden gevolgd door een pijnprikkel en ook dat afbeeldingen die
aanvankelijk niets met elkaar gemeen hadden (huizen en gezichten) neuraal gezien steeds meer op
elkaar gingen lijken als ze gevaar voorspelden. Maar belangrijker was dat de mate waarin dit
gebeurde een indicatie was voor de vorming van een angstgeheugen: hoe sterker deze hogere orde
associatie tijdens het leren was, des te sterker was de angstreactie op lange termijn. Deze
bevindingen zijn opzienbarend omdat er tot dusver geen maten bestonden die angstgeheugen
konden voorspellen. Het was zelfs de vraag of de selectie van informatie voor opslag in het langetermijn geheugen tijdens het leren plaatsvond, of pas na afloop. Ook in deze studie bleek dat de
gedragsexpressie van angst tijdens leren (pupil verwijding), de latere expressie van angst niet kon
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voorspellen. Daarnaast bleken veranderingen in de gemiddelde activatie van hersengebieden, waar
zich men doorgaans op richt in fMRI onderzoek, niets te zeggen over de angstrespons van een paar
weken later. Nu bleek dus dat het aan de hand van neurale patroonanalyse wel degelijk mogelijk is
deze informatie al tijdens het leren uit te lezen. Tevens suggereren de bevindingen dat de selectie
van informatie voor opslag in het lange-termijn geheugen al plaats vindt tijdens de nare gebeurtenis
zelf, en niet uitsluitend daarna.
In hoofdstuk 4 stelden we de vraag hoe veranderingen in neurale patronen
geïnterpreteerd kunnen worden vanuit de wetenschap dat bepaalde hormonen en neurotransmitters
invloed uitoefenen op neurale processen. Omdat noradrenaline een belangrijke rol lijkt te spelen bij
de vorming van emotioneel geheugen, was ons doel aanvankelijk om het niveau van deze
neurotransmitter in de hersenen te verhogen door toediening van yohimbine HCl in pilvorm.
Hiervan vonden we echter geen effect. Wel lieten de resultaten opnieuw zien dat
patroonveranderingen voorspellend waren voor de expressie van lange-termijn angstgeheugen (pupil
verwijding na 48 uur). Ook vonden we indirect ondersteuning voor het idee dat noradrenaline
betrokken is bij de vorming van angstgeheugen: middels een indirecte marker (een eiwit in het
speeksel van proefpersonen) konden we zien dat noradrenerge activiteit omhoog ging vlak voordat
proefpersonen de scanner in gingen, ook als ze geen yohimbine HCl hadden ontvangen. De mate
waarin noradrenerge activiteit toenam hing bovendien samen met de latere expressie van angst (48
uur later) én met veranderingen in neurale patronen tijdens conditioneren. Deze bevindingen
bevestigden dat patroonanalyse een gevoelige methode is om de vorming van (versterkt)
angstgeheugen te meten. Daarnaast suggereren ze dat noradrenaline een belangrijke rol speelt bij de
selectie van informatie voor toekomstige geheugenopslag.
Om de methode die gebruikt werd in hoofdstuk 2-4 te verantwoorden en het voor
andere onderzoeksgroepen beter inzichtelijk te maken hoe deze methode kan worden toegepast,
vergeleken we in hoofdstuk 5 verschillende fMRI designs. Uit de resultaten van twee experimenten
bleek dat designs met langere stimulus intervallen sterkere leereffecten lieten zien en de classificatie
van stimulus categorieën (huizen en gezichten) bevorderden, zelfs als dat betekende dat er minder
afbeeldingen konden worden aangeboden. Verder bevestigden de resultaten dat designs met lange
stimulus intervallen en weinig stimulus presentaties inefficiënt zijn voor traditionele activatieanalyse.
Het is daarom belangrijk om voorafgaand aan een experiment te besluiten welk type analyse
prioriteit heeft: de analyse van gemiddelde activiteit of de analyse van patronen van activiteit.
In hoofdstuk 6 onderzochten we hoe een sterk, eerder gevormd angstgeheugen de
waarneming en verwerking van nieuwe stimuli beïnvloedt die in meer of mindere mate gerelateerd

215

zijn aan dit angstgeheugen. Een kenmerk van patiënten met angststoornissen is dat ze niet alleen
bang zijn voor bedreigende stimuli, maar ook voor stimuli die enigszins op de dreigende stimuli
lijken. Zo kan het dat een persoon met een spinfobie geen tomaten wil eten omdat de binnenkant
van een tomaat iets weg heeft van een spin. Aan de hand van support vector machine (SVM)
classificatie, wederom toegepast op neurale patronen, probeerden we te achterhalen hoe het brein
van individuen met spinangst ambigue informatie waarneemt en verwerkt. In overeenstemming met
eerdere bevindingen en de theorie vonden we dat deze individuen sneller een spin zagen in ambigue
tekeningen dan individuen zonder spinangst. De resultaten van de neurale patroonanalyse stonden
echter haaks op de gedragseffecten: de neurale patronen die werden opgeroepen door ambigue
stimuli werden eerder geclassificeerd als spin wanneer mensen niet bang waren voor spinnen.
Hoewel meer onderzoek nodig is, lijken de resultaten er op te wijzen dat de neiging van mensen
met een spinfobie om ambigue stimuli als bedreigend waar te nemen niet een visueel proces is, maar
in een later stadium van informatieverwerking tot stand komt. De gemiddelde activatie in visuele
gebieden was wel hoger voor individuen met spinangst. Dit effect was echter niet specifiek voor
ambigue stimuli en leek daarom meer te passen bij de verhoogde alertheid die vaak in verband is
gebracht met angststoornissen. De bevindingen laten zien dat verschillende neurale maten
verschillende informatie bevatten en elkaar kunnen aanvullen. De combinatie van traditionele
activatieanalyse en patroonanalyse lijkt veelbelovend om neurale processen te onderscheiden die
betrokken zijn bij de vorming en expressie van angstgeheugen.
Kort samengevat zijn er diverse manieren om de complexiteit van angstgeheugen bij
mensen te meten, waarbij gebruik gemaakt kan worden van subjectieve, fysiologische en neurale
maten. Door naar patronen van hersenactiviteit te kijken hebben we een manier gevonden om
processen te meten die nog niet zichtbaar zijn in gedrag, maar op termijn wel tot uiting komen in
gedrag. Dit biedt ons de mogelijkheid om te voorspellen of mensen een angstgeheugen zullen
vormen. Toekomstig onderzoek zal moeten aantonen of met deze techniek ook het onderscheid
gemaakt kan worden tussen het ontstaan van gezonde (adaptieve) angst en pathologische angst.
Vooralsnog bieden onze bevindingen fundamentele inzichten in de verschillende niveaus waarop
angstassociaties ontstaan, opgeslagen worden en tot expressie komen. Daarmee vormen ze een
nieuw raamwerk voor onderzoek naar de factoren die bepalen of angstleren resulteert in blijvend
angstgeheugen.
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