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A tool for false positive rate estimation in cognitive 
impairment research: Handling correlated tests, small 
samples, and composite criteria

Joost A. Agelink van Rentergema  and Sanne B. Schagena,b 
aDepartment of Psychosocial Research and Epidemiology, Netherlands Cancer Institute, Amsterdam, The 
Netherlands; bDepartment of Psychology, University of Amsterdam, Amsterdam, The Netherlands

ABSTRACT
Background: In the field of clinical neuropsychology, researchers 
and clinicians often use predefined criteria to determine whether 
there are indications of cognitive impairment. However, corrections 
and expected false-positive rates are typically available only for 
uncorrelated tests and simple consensus criteria. Objective: To 
present an easy-to-use and freely available online tool as a solution 
for scenarios involving correlated tests and composite consensus 
criteria, as frequently encountered in clinical neuropsychological 
research and practice. Method: Our tool employs Monte Carlo sim-
ulations to account for the number of participants, thus addressing 
the uncertainty in estimating false positive rates with small sam-
ples. We demonstrate the tool’s utility through an example involv-
ing cognitive impairment assessment in cancer patients after 
chemotherapy. Results: The tool reveals considerable uncertainty 
in false positive rates, especially with small sample sizes, where 
rates may be higher than traditionally assumed. We found that cor-
relations between tests affect impairment rates differently depend-
ing on whether single or multiple test criteria are used. For 
single-test criteria, lower correlations are associated with more 
false positives, while for multiple-test criteria, lower correlations 
lead to fewer false positives. Conclusions: This innovative tool 
enables more accurate estimation of false positive rates in various 
neuropsychological conditions. By providing a user-friendly inter-
face and accounting for real-world complexities such as test cor-
relations and composite criteria, our tool empowers clinicians and 
researchers to:

1.	 Make informed decisions when interpreting neuropsychological 
test results.

2.	 Design more robust research protocols for cognitive impairment 
studies.

3.	 Better understand the implications of sample size on false pos-
itive rates.

Abbreviations:  ICCTF: International Cognition and Cancer Task 
Force; MCI: Mild Cognitive Impairment; SD: Standard Deviation
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Introduction

A substantial proportion of patients with neuropsychological disorders show cognitive 
impairment according to consensus criteria. However, the same is true for individuals 
in control groups (Binder et  al., 2009). This statistical artifact is known and acknowl-
edged in the literature, but no satisfactory solution has yet been identified. This brief 
article offers a solution that is accessible via the internet (see https://
joostagelinkvanrentergem.shinyapps.io/FPRE/).

Multiple testing causes the number of false positives to increase. Simply put, if we 
assume in research that a true effect is zero, performing a single statistical test will 
lead to one in 20 studies achieving a p value < 0.05, which is a risk researchers are 
willing to take. Most studies perform many more statistical tests (Szucs & Ioannidis, 
2017). Statistical corrections such as the Bonferroni correction can prevent the number 
of false positives from rising above the predefined 5%. If no corrections are applied 
and outcomes are moderately correlated, performing eight statistical tests will mean 
that 25% of studies with a true effect of zero will find a significantly non-zero effect. 
The same holds true for normative comparisons in clinical practice, where clinical 
neuropsychologists statistically test whether there are indications of cognitive impair-
ment or not.

Where to set the cutoff for cognitive impairment is currently based on top-down 
consensus criteria. These criteria make an attempt at formalizing rules for size of 
deviations and number of deviations on neuropsychological outcomes, that will lead 
to sensitive and specific normative comparisons for different disorders. Bottom-up 
alternatives are beyond the scope of this article (Agelink van Rentergem et  al., 2024). 
Different criteria for cognitive impairment have been formulated for different disorders 
(Petersen et  al., 2014, Wefel et  al., 2011, Litvan et  al., 2012).

As an alternative, multiple testing issues could be avoided by calculating a single 
cognitive factor, removing all test-specific information. This is undesirable in clinical 
neuropsychology, as the profiles of strengths and weaknesses are central to defining 
and understanding an impairment (Crawford & Garthwaite, 2005a, 2005b). The cog-
nitive functions as measured by neuropsychological tests can be classified into discrete 
domains, that is, they are not all measures of the same common cognitive factor 
(Agelink van Rentergem et  al., 2020).

However, even though tests measure different functions, they are correlated. This 
is an empirical fact for which there are several theoretical accounts, such as shared 
underlying cognitive processes, similarities in testing procedures between outcomes, 
and differences in overall brain health (Kovacs & Conway, 2016, Delis et  al., 2003, 
Hedden & Gabrieli, 2004). Regardless of the etiology, correlations between tests com-
plicate an otherwise sensible solution to multiple testing in the form of Bonferroni 
correction and similar techniques. With correlated tests, the analytical solution becomes 
more complicated, and one cannot use a simple formula to calculate the expected 
number of false positives or apply corrections.

In establishing consensus criteria, some groups have acknowledged that false 
positive rates need to be taken into account. The International Cognition and Cancer 
Task Force (ICCTF; Wefel et  al., 2011) recommends the consultation of curves in 
Ingraham and Aiken’s article (1996). In this article, plots are available that show the 

https://joostagelinkvanrentergem.shinyapps.io/FPRE/
https://joostagelinkvanrentergem.shinyapps.io/FPRE/
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expected number of cognitive impairments given zero effects. Ingraham and Aiken 
specifically provide curves of the probability of cognitive impairment, given deviation 
cutoffs of −1, −1.5, or −2 z-scores, shown on 1, 2, or 3 tests. They acknowledge that 
their method cannot take into account correlations between tests. Furthermore, the 
ICCTF criteria for cognitive impairment have an important difference from the scenario 
discussed by Ingraham and Aiken: They use an either/or rule, where a patient can 
be cognitively impaired either with “at least one outcome with a z-score deviation 
lower than −2”, or with “at least two outcomes with a z-score lower than −1.5”. Such 
composite criteria further complicate the calculation of false positive rates.

Where analytical approaches fail, Monte Carlo simulations often provide the solu-
tion. Monte Carlo simulation involves using the computer to repeatedly generate 
random data implied by a model and analyze these data as one would with real data 
(Morris et  al., 2019). Simulations allow for the brute-force solution of many problems 
and are a customary method for methodological research into the correct functioning 
of statistical approaches (e.g. Arend & Schäfer, 2019). By letting the computer run 
through different scenarios thousands of times and recording the results, analytical 
solutions and their constraints are avoided. For this approach, there is no need to 
recruit participants, and it works even when the mathematics is intractable. This 
method is flexible in that any correlational structure can be implemented and any 
set of criteria can be tested.

Simulation has also previously been proposed for use in clinical neuropsychology. 
In the detection of malingering, simulation has been used to show how many scores 
would be expected to indicate malingering based on chance alone (Berthelson et  al., 
2013). In addition, the study that is most similar to our solution is that of Crawford 
and Garthwaite (2005b), who used Monte Carlo simulations to calculate expected 
false positive rates for various numbers of tests and sizes of deviations. In Crawford 
et  al.’s article, the correlation between tests was included. Composite criteria were 
however not considered and neither was the sample size, which we will turn to next.

The sample size does not impact the false positive rate, but does affect its variation 
from one sample to the next. The false positive rate is itself a random variable. 
Consider that with a p value threshold of 0.05, we stated that we expect one in 20 
studies with a true effect of zero to show a significant result. However, this does not 
mean that we expect that exactly 5% will. In practice, 0–3 studies out of 20 will show 
a significant result. We would have to do 7500 studies before we can be confident 
that exactly 5% would become significant. This is important because our clinical 
sample sizes are closer to 20 than they are to 7500. So when our number of cognitive 
impairments is higher than expected, we need to know not just the expected false 
positive rate, but also the range of false positive rates we can expect given our 
sample size.

The tool

The tool is hosted online as a Shiny application, which in the background uses  
the MASS R-package (Venables & Ripley, 2002) to perform random sampling for the 
Monte Carlo simulations. Shiny is an interface that can run R code using a website 
(Chang et  al., 2024). The input is simplified to a set of buttons, sliders and text fields. 
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The tool runs 500, 5000, or 50.000 simulations of the scenario entered by the user. 
For experimentation, 500 is quickest and results will be more unstable. For definitive 
results in publications, 50.000 will take some time but will be stable. The functionality 
is intentionally kept simple; a screenshot is provided as Figure 1. There are six inputs: 
number of patients, number of tests, correlation between tests, criterion used, number 
of simulations, and optionally, the observed percentage of patients meeting the cri-
teria. For offline use, the analysis code is also provided in the Appendix.

The graphical output is a table and a histogram (top of Figures 3 and Figure 4). 
The x-axis of the histogram displays the percentage of patients who met the criteria 
for impairment. Note that in the simulation, they are not impaired: Any impairment 
is a false positive. The y-axis displays the number of simulations in which this 

Figure 1. S creenshot of the input section of the tool.
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Figure 2. S creenshot of the analysis information from the tool.

Figure 3. S creenshot of the numerical output from the tool.

Figure 4. S creenshot of the graphical output from the tool.
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percentage was found. The table displays the same information, but in more precise 
numerical form. It displays the 2.5%, 25%, 50% (i.e. median), 75%, 97.5% percentiles 
of the simulations.

Optionally, an observed percentage impaired from a study can be entered. If so, 
this observed percentage is compared to the simulations to obtain a one-sided  
p value (bottom of Figure 3). If this p value is below 0.05, the observed percentage 
can be considered significantly higher than expected.

Effect of correlations

The effect of correlations between tests on cognitive impairment results with com-
posite test criteria has not been reported before, so it is worth reporting some results. 
Higher correlations between tests affect results differently depending on whether a 
single test score is sufficient for deviation or whether more deviations are required. 
With a single-test-score criterion, lower correlations between tests are associated with 
more false positives, as each test can independently fall below the cutoff score by 
chance. With a two-test-score criterion, lower correlations between tests are associated 
with fewer false positives. The chance of two tests falling below the cutoff score 
together is reduced when they are independent. Composite criteria, like those of the 
ICCTF, allow these two forces to counteract each other so the total effect of correla-
tions on false positives is nil.

Examples of use

Analysis of rates in an established dataset

As a simple example of how the tool can be used, we have taken the results of a 
recent study of ours that investigated the prevalence of cognitive impairment in 
cancer patients who received conventional chemotherapy or high-dose chemotherapy 
(Albers et  al., 2024). In the original study, several information sources were combined 
into a diagnosis of MCI. In this example, only the neuropsychological test results are 
examined to arrive at a prevalence estimate.

In this study, the chemotherapy sample consisted of 240 women. The control 
sample consisted of 66 women who had not had any form of cancer. Five neuropsy-
chological tests were administered and a criterion of 1.5 standard deviations below 
the mean on at least one test was used to determine cognitive impairment. We 
assume that these tests have an average pairwise correlation of 0.35. If correlations 
between tests are unknown and an average correlation has to be inferred for a set 
of tests, there are resources available: Some studies with normative participants publish 
their correlation matrices in full (Adrover-Roig et  al., 2012, Andreotti & Hawkins, 2015), 
so if the test batteries in one of those studies corresponds to the test battery of 
interest, they can be used directly. In the appendix of our factor meta-analysis of 
correlation matrices (Agelink van Rentergem et  al., 2020), several correlation matrices 
from published studies are shared (with permission from the original authors), for 
subsets of the most commonly used tests. One such matrix comes from Bennett & 
Stark (2016), who included the five outcome variables that were used in the current 
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analysis in the oncology setting. The average of the correlations was 0.35, which we 
used in our re-analysis of the Albers et  al. (2024) dataset.

At this point, we can plug the numbers into the left panel of the tool: N = 240 for 
the chemotherapy group as in Figure 1 (or N = 66 for the control group), 5 tests, 
correlation = 0.35, criterion of z < −1.5 on at least one test. After running the sim-
ulation, the last used input settings are displayed in the upper right corner, as in 
Figure 2. Below that, the output is displayed in a table showing percentiles  
(Figure 3), and a histogram showing the same information in a graphical format 
(Figure 4). For N = 240, there is a median expected false positive rate of 24% (50th 
percentile), with a 95% confidence interval: 19–29% (2.5th percentile and 97.5th 
percentile), as displayed in Figure 3. For N = 66 (not pictured), there is a median 
expected false positive rate of 24%, with a 95% confidence interval of 14–34%. The 
smaller sample size in the control group leads to greater uncertainty in the false 
positive rate estimate, reflected in the wider confidence interval. We can also calculate 
the p value directly, equaling 0.707 for the control group (not pictured) and less than 
0.001 for the chemotherapy group (bottom of Figure 3). Therefore, we can confidently 
say that the chemotherapy sample had an increased prevalence of impairment, and 
that the control group did not.

The primary difference between this study and that of the “typical criteria” (also 
a criterion of 1.5 standard deviations below the mean on at least one test) exam-
ination of Jak et  al. (2009) is that they used 14 tests, rather than 5. With more 
tests, we can expect the false positive rate to become higher. Indeed, if we plug 
in their N  =  90 and our earlier r  =  0.35 with 14 tests, we can see that the false 
positive rate increases to 42%, with a 95% confidence interval of 32–53%. With 
uncorrelated tests, this even increases to 62%, with a 95% confidence interval 
of 52–72%.

Study planning

When planning a neuropsychological study, researchers could use this tool to make 
informed decisions about their assessment battery and criteria. For example, consider 
a researcher planning a small pilot study to examine the occurrence of cognitive 
impairment after a new treatment, with the intention of including 10 patients. With 
nine tests – using the same 0.35 average correlation and 1  ×  1.5 SD criterion – the 
researcher can expect somewhere between 10% and 60% of patients (in other words, 
1–6) to show a cognitive impairment, in case the null-hypothesis is true that this new 
treatment is not associated with cognitive impairment. Only if seven or more patients 
show a cognitive impairment, this would be indicative that the new treatment is 
associated with cognitive impairment. If zero patients show an impairment, it would 
indicate a protective effect. The researcher now has several options:

•	 Select three higher-correlated (r = 0.6) neuropsychological tests: the confidence 
interval shrinks to 0–40%.

•	 or recruit 10 additional patients: the confidence interval shrinks to 15–55%.
•	 or select a more stringent criterion of at least twice a 1.5 SD deviation: the 

confidence interval shrinks to 0–40%.
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•	 or decide that with this limited scope for an appropriate sample size, the 
cognitive impairment criteria are unlikely to provide meaningful information 
on the impact of the treatment.

By allowing researchers to study these numbers a priori before any data are col-
lected, uninterpretable results—what would a finding of 4/10 impaired mean in this 
case—can be prevented.

Clinical uses

The tool can assist clinical practitioners in several ways:

1.	 Interpretation context: When evaluating individual patients, clinicians can better 
understand the baseline probability of seeing certain patterns of test scores 
by chance alone. This helps avoid over-interpretation of apparently abnormal 
patterns that may actually be relatively common.

2.	 Battery design: When selecting tests for their assessment battery, clinicians can 
use the tool to understand how different combinations of tests and cutoff 
criteria affect false positive rates.

3.	 Decision support: In cases where clinicians may wish to consider different 
diagnostic criteria (e.g. using -1.5 SD vs. -2 SD cutoffs), the tool can help inform 
judgements by showing relative false positive rates.

4.	 Communication: The tool can help clinicians explain to patients or other health-
care providers why a certain pattern of scores may or may not be meaningful, 
grounded in statistical reasoning.

Limitations

A limited number of decision criteria are currently provided in the tool. We expect 
this to grow organically as more criteria can be added to the tool later. Also, the 
R-code that we provide in the Appendix is intended to be well-documented 
enough that novice R-users can adapt it to include other rules and criteria 
themselves.

A second limitation is that the tool does not currently allow the manual entry 
of a complete correlation matrix between tests. This is a conscious choice for three 
reasons. First, information on correlations between all pairs of tests is unavailable, 
especially for large normative populations (Agelink van Rentergem et  al., 2020). 
Second, with more opportunities for data entry, the stability of the online applica-
tion would be affected as variations in data entry can cause crashes, which would 
reduce the overall user experience. Apart from international differences in whether 
decimals should be indicated with commas or periods, which leads to complications, 
manual data entry can result in non-positive definite correlation matrices that pre-
vent any further analysis. Third, although this may seem like a pragmatic rather 
than a rational choice, we do think that simplicity and reliability would facilitate 
broader adoption of these methods. More advanced users with access to the rele-
vant correlation matrices would be able to implement inclusion of their own 
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correlation matrix with relative ease. In the Appendix, the section of code is high-
lighted where this would be done. Lastly, in a simulation study reported in the 
supplementary materials, we studied the impact of using the average estimated 
correlation rather than the full correlation matrix. The effect seems to be small: a 
1% difference in false-positive rate.

One assumption that we make in the simulation is that test scores come from a 
multivariate normal distribution. The normality of the distribution is also assumed in 
the consensus criteria used in research, although this tends to be implicit. Not all 
neuropsychological test scores are normally distributed in their raw form in the nor-
mative group, and some cannot be viably transformed to normality. We advise against 
including tests in research settings that are characterized by skewed data in normative 
samples, as the z-score is not properly defined in this case. This holds not only for 
this tool, but also for the application of the consensus criteria on which it is based. 
A second assumption is that normative sample sizes are large enough that population 
parameters can be treated as known. While corrections exist for small normative 
samples, such as using t-statistics instead of z-scores (Crawford & Garthwaite, 2012), 
these have not yet been incorporated into current consensus criteria. The tool and 
the criteria on which it is based make these distributional and sample size assump-
tions: The tool can therefore only be relied upon to produce valid false positive rates 
if these assumptions are met.

Conclusion

The tool we propose provides a simple service that can be used in all neuropsy-
chological applications where cognitive impairment is established. We hope that 
our tool will give researchers (1) more confidence in what to do when faced with 
a control group that has a percentage of abnormal participants, (2) more confi-
dence in what do when the percentage of cognitive impairment in the patient 
group is only slightly higher than in the control group, (3) more of a sense of 
how correlations and multiple testing impact normative comparisons, and (4) more 
control when sample sizes are small and the percentage of cognitive impairment 
seems off.
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Appendix:  Source R code for complete analysis (with comments 
denoted by #)

library(MASS)

# Parameter settings
numpats <- 200
numtests <- 10
correl <- 0.4
nsims <- 5000

sim <- function(N = numpats, k = numtests, corr = correl){
################################################################
# As discussed in the limitation section,	 #
# the correlation matrix can be included manually.	 #
# This would be the place to do it, replacing cormat.	 #
# (for example by running the following code	 #
#   for a 5-test situation)	 #
# cormat <- matrix (	 #
#  c (	 #
#    1.00, 0.29, 0.70, 0.34, 0.13,	 #
#    0.29, 1.00, 0.08, 0.24, 0.40,	 #
#    0.70, 0.08, 1.00, 0.09, 0.35,	 #
#    0.34, 0.24, 0.09, 1.00, 0.35,	 #
#    0.13, 0.40, 0.35, 0.35, 1.00	 #
#   ),	 #
#  nrow  =   5,	 #
#  byrow = TRUE	 #
#)		 #
################################################################
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# By default, the correlation matrix has 1s on the diagonal
# (standard-normal data, so sd and variance   =   1)
# Its dimensions are determined by the number of tests
cormat <- matrix(corr, k, k)
diag(cormat) <- 1

# Multivariate standard-normal data for N patients are generated
# using the MASS package.
# Means on all tests are 0, because we are considering false positives
# (i.e., the ground truth is 0 by definition)
patdat <- mvrnorm(N, mu   =   rep(0, k), Sigma   =   cormat)

# The different normative criteria are specified here.
# New ones could easily be invented and placed instead of 

the  ….  in
# sum(rowSums (  ….  )/N * 100
# The | symbol means inclusive OR (& would be AND)
choice1 <- sum(rowSums(patdat < -1.5) >= 2 | rowSums(patdat < 

-2) >= 1)/N * 100
choice2 <- sum(rowSums(patdat < -1) >= 2)/N * 100
choice3 <- sum(rowSums(patdat < -1.5) >= 2)/N * 100
choice4 <- sum(rowSums(patdat < -2) >= 1)/N * 100
choice5 <- sum(rowSums(patdat < -1.5) >= 1)/N * 100

# To keep the code clean, the choice for criteria has to be 
made here:

return(choice1)
}

# Here the brute-force simulation of scenarios takes place. If 
nsims is
# large, this may take time
# Lower nsims will run faster and make subsequent analysis 
faster, but
# results will be more variable
# Advice: Experiment with low nsims (say 500), and for defini-
tive results,
# use high nsims once (say 50000)
results <- replicate(nsims, sim())

# Output:
# A simple histogram, with x-axis running from 0 (no false 
positives) to
# 100 (only false positives)
hist(results, xlim   =   c(0,100))

# Quantiles
quantile(results, c(0.025, 0.25, 0.5, 0.75, 0.975))

# If there is an observed percentage, this can be provided 
here, replacing
# the 20
pval <- mean(results > 20)

# The p-value ranges from 0 to 1, and can be interpreted (0 
is < 0.001).
pval
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