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HIGHLIGHTS

« Extensive dataset holding original, preprocessed, and steganographic images.

« First dataset for steganography that makes use of many different widely available steganography software packages, allowing for the exploration of steganalysis in
the wild.

« First dataset to also include AI generated images alongside images taken with cameras.

« First steganography dataset that comes close to practical scenarios forensic investigators could encounter, thus enhancing the applicability of steganalysis schemes
that are created using this dataset.

ARTICLE INFO ABSTRACT

Keywords: Detection methodologies for steganography are a topic of study both within academia and in law enforcement.
Steganography For the development of detection methods and the validation of their use for law enforcement, a large-scale
Steganalysis representative dataset is essential. Current datasets are lacking in terms of representing real-life steganography,
Image dataset as they only include low resolution images, are taken with only a few different cameras, and are validated
Forensics

with only a minimal number of steganography methods. A new large-scale comprehensive image steganography
dataset is needed with many typical examples of steganography one could encounter in casework. To that end,
we present the REVEAL dataset containing 100.006 images taken with more than 50 different cameras. The set
contains a rich variety of images, the attributes of which have a wide distribution. There are for example over
200 different sizes, ranging from 256x256 to 7680x4320. All 100.006 images have then been subjected to many
different chains of image preprocessing steps. After the preprocessing, a total of more than 50 different image
steganography algorithms were used to hide information in the images. This results in three image sets namely:
original, preprocessed, and stego, in total more than 300.000 images. This properly annotated dataset can help
to achieve accurate detection using supervised machine-learning based methods. At the same time, this dataset
can be used for both forensic evaluation and validation, thus improving the applicability of detection methods.
The dataset with full annotations, algorithms, and results is made publicly available.

1. Introduction steganography-based malware has recently gained popularity (Lamshoft
et al., 2022; Knochel and Karius, 2024). Thus, it is of the utmost impor-
tance to also consider its counterpart, the detection of hidden messages,
which is called steganalysis. Currently, image steganalysis is mostly con-
sidered as a binary decision on the presence of hidden content. For
forensic investigators, this is not enough. They need forensic steganal-
ysis (Chutani and Goyal, 2019), which aims to provide more than a
binary answer (e.g., an estimate of the length of the hidden content).

Steganography is the art and science of hiding communication be-
tween parties. It has been claimed (Dalal and Juneja, 2021) to have
been used to aid criminal activity. For example, by terrorists (Dalal
and Juneja, 2021) (i.e., the preparation of the 9/11 attacks) and to
aid child sexual abuse material (CSAM) distribution (Dalal and Juneja,
2021; Steel et al., 2020) (i.e., the Shadowz Brotherhood). Additionally,
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Fig. 1. Graphic overview of the steps taken to create all three subsets of the REVEAL dataset.

After all, the use of steganography is not a criminal offense in and of
itself, whereas the hidden message can be. Forensic steganalysis is less
frequently investigated within academia.

Of the steganalysis schemes, machine-learning based methodolo-
gies—despite their current shortcomings—seem most promising for the
future (Kombrink et al., 2024). However, the relevance and applica-
bility of machine-learning schemes are significantly determined by the
datasets available to train the models (Sarker, 2021). Existing datasets
are severely lacking in terms of their representation of realistic scenar-
ios. For example, none of the three currently most used datasets (Bas
et al., 2011; Cogranne et al., 2019; Newman et al., 2019) employ more
than 6 steganography schemes. For both BOSSbase (Bas et al., 2011)
and ALASKA (Cogranne et al., 2019) the steganographic schemes have
been applied to images with only one relative amount of hidden infor-
mation (or embedding rate (ER)) which was improved by StegoAppDB
(Newman et al., 2019) to 5, but the amount of information one might
want to hide can be much more diverse than these limited amounts.
None of the current datasets have steganographic images with resolu-
tions bigger than 512x512, whereas modern-day cameras take images
with resolutions of up to 8 k. Additionally, none of the existing datasets
include generated images, although it is to be expected that these will be
increasingly used for steganographic purposes as well. It is of vital im-
portance to release a more representative steganography dataset, so that
research into (forensic) steganalysis can be performed on less abstract
representations of steganographic images and include the schemes that
a broader public is likely to use. With a more realistic dataset, steganal-
ysis schemes become more applicable in practice. Additionally, a more
realistic dataset offers new directions that forensic steganalysis can ex-
plore, potentially allowing for more informative insights to be provided
alongside steganography detections.

Apart from being required for machine learning, a more represen-
tative and “in the wild” dataset is crucial for benchmarking purposes.
Currently, BOSSbase (Bas et al., 2011) is the most used dataset for this
purpose, even though it has only one steganography scheme applied to
256x256 grayscale images (Giboulot et al., 2020; Sedighi et al., 2016).
It was previously found (Sedighi et al., 2016) that benchmarking should
be considered within a given environment, and its results are not abso-
lute. However, due to the homogeneous nature of BOSSbase (Giboulot
et al., 2020), it does not account for any deviations, and its images are
seldom relevant in real life applications. Thus, any benchmark should
only be considered within applications with the same homogeneous na-
ture. It has also been shown that slight differences in preprocessing of an
image (i.e., a crop of an image vs. the original image) can result in large
performance differences for steganalysis schemes. This phenomenon is

called Cover Source Mismatch (CSM) (Giboulot et al., 2020). Due to the
CSM, a more representative dataset is necessary that can be used as a
benchmark.

Current datasets do not allow investigation of the effect of the per-
ceptual image content on steganography and steganalysis performance.
To analyse the influence of image content on steganalysis, two features
could be of particular interest. First, the number of color channels in an
image. Online, both grayscale images and color images are shared, yet
the effect of their difference on steganalysis performance is unknown.
In addition, image complexity could also influence the steganalysis abil-
ities and therefore in this paper we use a simple but effective measure
for complexity namely the pixel-wise difference in color values.

From the above arguments, we define the following characteristics
for a representative dataset that maximises forensic applicability:

» Regarding the production of the images
- To be suitable for Al-based solutions to (forensic) steganalysis the
dataset should be sizeable enough to allow the necessary variation
within the dataset.
- The dataset should include a large number of different cameras.
- The dataset should include artificially produced images.
- Different picture types should be present in the dataset.
- Images of many different resolutions should be present in the
dataset.
» Regarding the content of the images
- Different types of preprocessing should be applied to images in
the dataset.
- The dataset should contain images of different complexities.
- The dataset should include both color and grayscale images.
» Regarding the embedding within the images
- A large number of steganography tools should be represented
in the dataset, most of which should be based on ready-to-use
software to enhance the applicability of the dataset.
- Different embedding rates (ER), i.e., the relative amount of
hidden information, should be used.

This paper will first explain the methodology used to create the large-
scale REVEAL dataset, which includes the collection of images, the
preprocessing of these images, as well as the application of steganog-
raphy to these images. After that, the dataset will be compared with
existing datasets. Finally, we will discuss opportunities arising due to
the availability of this new dataset. The resulting dataset can be found
here: https://doi.org/10.17026/PT/DITX0A.
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2. Dataset creation

The dataset as presented in this paper consists of three subsets.
Each subset holds the same 100.006 images in different states. The first
subset consists of all 100.006 images as taken directly from the imag-
ing method used to create that subset. The second subset includes all
100.006 images after preprocessing operations were applied to them.
Lastly (most of) the 100.006 images were subjected to steganography,
which results in the steganography subset. This is graphically shown in
Fig. 1. We will now describe how the images were collected, what pre-
processing steps were applied, and the steganography that was applied
to the images.

2.1. Image collection

For this dataset, the researchers produced a total of 100.006 im-
ages. No images were downloaded from the Internet, as there could
be no guarantee that these would not contain steganographic con-
tent and/or a watermark which could hamper analysis. Additionally,
to comply with GDPR demands, no humans or license plates were
photographed. Because of copyright rules, no logos were included
in the dataset either. The photographs were taken by a total of 17
different individuals, although the number of images taken by each
person is not evenly distributed. Some individuals took a limited
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Fig. 2. This plot shows the number of pictures that each camera has contributed
to the final dataset.
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number of images (around 100), while others contributed greatly (over
10.000 images).

In order to make the dataset as representative as possible, a total of
57 different imaging methods were used. Of these 57, 6 are Al based
image generation models (all with a resolution of 0.26 MP), 5 are digi-
tal cameras, and the other 46 are cameras embedded in a smartphone.
The cameras’s resolutions range from 0.3 MP to 108 MP. An overview
of the number of images for each camera in the dataset can be seen
in Fig. 2.

All images were taken within the Netherlands. Images were captured
in various circumstances, which include: during daytime, at nighttime,
indoors, outdoors, in moving objects, etc. Additionally, images were also
taken from copyright-free videos of nature and cities around the world
playing on a computer screen (not screenshots). Of all cameras used
for the creation of REVEAL, 10 provided HDR options when capturing
images. We manually turned HDR off for three of these cameras (Huawei
EML-L09 _back, Oneplus Nord CE 5 G_back & Sony Xperia 1 III_back),
kept the autoHDR setting enabled for 2 of the cameras (Asus Zenfone
8_back & Oppo Find X3 Neo_back), and turned HDR on for the remaining
5 (Oppo Find X3 Lite_back, Samsung Galaxy A32_back, Samsung Xcover
Pro_back, Xiaomi Mi 11i_back & Xiaomi Poco F3_back).

The generated images were created using Stable Diffusion,! with dif-
ferent denoising algorithms. All prompts used to generate these images
are available on GitHub?.

The image collection resulted in a dataset of 100.006 different
images.

2.2. Preprocessing

In order to adhere to how people would normally share images,
preprocessing was applied to most of the images. The preprocessing
operations that were applied were selected based on a probability (im-
plemented as a weight) given to the prominence of this specific operation
happening in real life. In an ideal world, the prominence of preprocess-
ing operations would be experimentally determined using real-world
data on the Internet. However, it is not possible to gather every sequence
of processing operations an image has undergone when only a version
available online can be used. Thus, rather than working with ideally
experimentally found probabilities, we made educated guesses to de-
termine the probability used within this dataset. This educated guess
of the probability given to each operation in turn decides the preva-
lence of the operation within the dataset. This was done by guessing
relevant occurrences (e.g., if no modifications would be applied 0.35
times, then compression would occur 0.4 times and filetype conversion
0.6 times) after which the probabilities were normalised. The resulting
initial probabilities of preprocessing operations occurring can be seen in
Table 1.

Different preprocessing operations were pipelined together into a
chain. Not all stego tools accept all types of images as input, there-
fore, after construction of the preprocessed images, changes sometimes
had to be made to its chain. The estimated profoundness that is used
to guide preprocessing is, therefore, only a guideline. A maximum of 4
consecutive operations can occur in a chain. An elaboration on all the
preprocessing operations that were selected, as well as their educated
guess of profoundness, will be given next. Their explicit weights can
be found in Table 1, and a comparative total occurrence of different
preprocessing categories is presented in Fig. 3.

Note that, apart from the chosen operations, no alterations were
made to the images. Between operations Pillow’s.save‘ function was used
to store the image (as one would after editing an image). This func-
tion saves the image as the file type that the image already, which
means that.jpg images are recompressed during this saving operation.

1 https://github.com/Stability-Al/stablediffusion
2 https://github.com/NetherlandsForensicInstitute/REVEAL
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Table 1
Table depicting the different modifications used within the dataset, and their assigned weights.
category (cat) operation (op) op weight cat weight
No modification - - 0.21696
Filetype conversion to PNG 0.15497 0.35951
to JPEG quality preset maximum 0.03099
to JPEG quality preset medium 0.03099
to JPEG quality preset low 0.03099
to JPEG quality preset web_high 0.03099
to JPEG quality preset web_low 0.03099
to GIF 0.03099
to BMP 0.01860
Compression to JPEG quality preset maximum 0.04339 0.25290
to JPEG quality preset medium 0.04339
to JPEG quality preset low 0.04339
to JPEG quality preset web_high 0.04339
to JPEG quality preset web_low 0.04339
zip and unzip 0.03099
log 0.00496
Downsampling to 1280x720 0.00496 0.01395
to 1920x1080 0.00310
to 1080x1080 0.00186
to 512x512 0.00186
to 256x256 0.00186
to 500x500 0.00124
to 4096x2160 0.00062
to 3840x2160 0.00031
Upsampling to 4096x2160 0.01240 0.03664
to 1920x1080 0.00930
to 1280x720 0.00496
to 1080x1080 0.00496
to 3840x2160 0.00310
to 7680x4320 0.00186
to 500x500 0.00006
Cropping to 1:1 0.00930 0.0465
to 3:2 0.00930
to 5:4 0.00930
to 9:16 0.00930
to 16:9 0.00930
Color changes to RGBA (and PNG) 0.01860 0.02765
to RGB 0.00620
to HSV and back to RGB 0.00155
toL 0.00124
to CMYK and back to RGB 0.00006
Rotation rotate 90 0.01240 0.031
rotate —90 0.01240
rotate 180 0.00620
Other mirror 0.00620 0.01302
EXIF wipe 0.00496
Screenshot and crop 0.00186

no preprocessing operations

filetype conversion

compression

resolution change

crop

colour model change

rotate

Preprocessing operation category

other

T T T T
40.000 60.000 80.000 100.000

Nr of times applied

T
0 20.000

Fig. 3. Shows the number of times an operation within a general category was
applied to images in the dataset.

This was deemed to be the most realistic way of applying preprocessing
operations.

The number of images subjected to an operation within the general
categories is presented in Fig. 3. It shows how often, relative to the
others, an operation was used within the dataset.

Not all preprocessing operations can occur immediately after each
other, so some limitations were put in place. First, cropping doesn’t
make sense directly after a previous cropping operation. Secondly, file
conversion was considered unlikely to happen twice in a row. Lastly,
resolution changes should not occur immediately after the image’s reso-
lution has already been altered. Within categories, no differentiation is
made, except for resolution changes. This is because they are sometimes
impossible to apply; for example, one cannot downsample a 512x512
image to 1980x1080.

The process of applying preprocessing to the image, which is depicted
graphically in Fig. 4, is as follows. A random modification is selected
based on its weight. Then all remaining modifications are filtered to
eliminate those no longer possible for reasons explained above. Based
on these filtered modifications and their weights, a new modification
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Fig. 4. A graphic depiction of the steps within the preprocessing operations pipeline. The numbers beneath the preprocessing operations are their relative weights

when the category ‘no operations’ is eliminated.

is chosen. These steps are iterated until a maximum chain of 4 opera-
tions has been reached. Because ‘no modifications’ is also a category in
itself, after each step there is a probability of that being selected which
would end the chain. This results in chains of different lengths. An extra
modification can be added later. This can occur when a steganography
tool does not accept the current image’s file extension or bit depth. In
these cases, the image is converted to the accepted file extension or bit
depth before being used as input. Labeling of the image is applied so
that filetype conversion in the chain and file extension conversion to
be compliant with a tool can be distinguished. For every operation, an
image was read from disk, the operation was applied, and the image
was resaved to disk in the same file format as before the operation
(unless the operation itself required filetype conversion). This closely
resembles real life scenarios where images are opened, edited, and then
saved again.

All preprocessing operations were applied using the PIL (Pillow)
library v 9.5.0 (Python 3.10) without any alterations (Clark, 2015).
To create grayscale images, PIL’s 'ITU-R 601-2 luma transform’ was
used. Automatic screenshots were taken using xdotool v3.2 (jordansissel,
n.d.). All code used to create the dataset can be found on GitHub.3

2.3. Steganography

To apply steganography to the 100.006 preprocessed images, a total
of 51 different tools were applied. Among these are 3 watermarking
schemes, while all others are steganography schemes. All tools used
are based on publicly available software (as of the beginning of 2023,
when the dataset was constructed) or GitHub repositories that presented
themselves without bugs. All tools in the dataset have been tested for
functionality, where it was verified whether the input message could
also be extracted from the steganography image.

It should be noted that this dataset focuses on creating stegano-
graphic images as one might find them in the wild, based on software
that was available at the time of construction. This means that stego al-
gorithms were taken from the internet as anyone might. This has some
implications:

« It is often unknown how software embeds information. While some
are well documented or even accompanied by scientific publications,
others are simply a Graphical User Interface without any information
about the hiding process. Since these are still realistic tools to be used

3 https://github.com/NetherlandsForensicInstitute/REVEAL

in practice, they were included despite this lack of understanding of
the scheme.

Any tool in this dataset was taken ‘as is’ without any alterations.

In this paper we assume that users of steganography are most likely
to use readily available software or functioning GitHub repositories
for their secret communication. Of course, some users of steganog-
raphy techniques might have the knowledge needed to adapt code
based schemes or even write their own. However, we exclude these
schemes from our dataset because we believe this comprises a much
smaller part of steganography in the wild, yet is covered to a greater
extent in existing datasets.

Table 2 shows all 51 schemes applied to this dataset, including in-
formation on the accepted input and output formats, password options,
and the maximum Embedding Rate (ER) supported.

2.3.1. Embedding rate

One major difference between tools is the relative amount of infor-
mation they allow a user to hide inside a single image, referred to as the
embedding rate (ER). The ER in bits per pixel (bpp) is used to determine
how much information is hidden inside an image. However, for jpeg im-
ages the bits per non-zero ac coefficients (bpnzac) are also computed
and are given alongside the bpp.

Within the dataset, 10 different ERs were used. However, many tools
restrict the ER in order to stay less detectable, therefore only allow-
ing lower embedding rates. The standard division of ERs in the dataset
is: 1e-05, 0.0001, 0.0005, 0.001, 0.005, 0.01, 0.05, 0.1, 0.5 and 1.0.
In general, longer messages were deemed less likely to be sent using
steganography than shorter ones hence more comparatively lower em-
bedding rates were included in this division. Shorter messages were
deemed more likely to be sent because we believe that a person taking
the precaution of using steganography will likely understand the risk of
using higher embedding rates as well. Additionally, messages that are
hidden steganographically will likely still be cryptic and short, as an
extra safety precaution in case the data is intercepted. Of course, this
reasoning is purely that, since no information on embedding rates used
in practice is available.

The maximum ER from our division that was allowed by a tool
is given in Table 2. The resulting distribution of embedding rates
throughout the full dataset can be seen in Fig. 5. The method used to
generate messages to hide can be found on GitHub*.

4 https://github.com/NetherlandsForensicInstitute/REVEAL
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Embedding tools and their properties. Please note that the source associated with each tool is its source code as we applied it. No
academic/founding papers are cited, since the implementation used can sometimes differ from the original publication.

Toolname Type Max ER Password Cover File Extensions Stego File Extensions
2Pix (skot84, 2015) s 0.5 o} png, jpeg, gif, bmp, jpg bmp
aleXaSteganographyTool (landrian, 2016) S 1.0 o png, jpeg, gif, bmp, jpg png, jpeg, gif, bmp, jpg
DCT-Image-Steganography (Edgar, 2020) S 1.0 N jpeg, jpg jpeg, ipg

F5 (Westfield, n.d.) S 1.0 o jpg, gif ipg

Free File Camouflage (Software, 2014) S 1.0 o jpg jpg

Hide N Send (MRP-IM, 2020) S 0.1 R ipg jpg

Hide4PGP (Repp, 2000) S 1.0 N bmp bmp
HIDEandREVEAL (Cottin, n.d.) S 1.0 N png, bmp png, bmp
Invisible-watermark (Shield Mountain, 2023) w - N png, jpeg, bmp, jpg png, jpeg, bmp, jpg
JPHIDE-JPSEEK (h3xx, 2017) S 0.1 R jpeg, ipg jpeg, ipg

JSteg (Champine, 2023) S 0.0005 N jpeg, ipg jpeg, ipg

Matroschka (fabian, 2019) S 0.5 o png, bmp png, bmp

OpenPuff (EmbeddedSW, n.d.) S 0.05 R (x3) png png

OpenPuff (EmbeddedSW, n.d.) w - R (x3) png, jpeg, bmp png, jpeg, bmp

Open Stego (Vaidya, 2023) S 1.0 o png, jpeg, gif, bmp, jpg bmp, png

Open Stego (Vaidya, 2023) w - N png, jpeg, bmp, jpg png, jpeg, bmp, jpg
Our Secret (SecureKitInc, n.d.) S 1.0 [¢] png, jpeg, gif, bmp, jpg png, jpeg, gif, bmp, jpg
Paranoia (paranoiaworks, n.d.) S 0.1 R png, jpg, bmp irg

Pixel Value Difference (Josi, 2022) S 0.5 N png, jpeg, gif, bmp, jpg png, jpeg, gif, bmp, jpg
Quickstego (CybernescencelLtd, n.d.) S 1.0 N jpeg, bmp, gif bmp

rSteg (xgi, 2017) S 1.0 N png, jpeg, bmp, jpg png, jpeg, bmp, jpg
SecurEngine (Pinet, 2008) S 1.0 R png, gif, bmp png, gif, bmp

Shusssh! (NiczProductions, 2013) S 1.0 N png, jpeg, gif, bmp, jpg png, jpeg, gif, bmp, jpg
SSuite Picsel (Henk van Loo, n.d.) S 1.0 N png, jpeg, bmp, jpg png, bmp
Steganography PNG (Augusto, 2021) S 1.0 N png png

Steganography Studio - BattleSteg (Acevedo, 2011) S 0.5 o png, jpg, bmp png, bmp
Steganography Studio - BlindHide (Acevedo, 2011) S 0.5 o png, jpg, bmp png, bmp
Steganography Studio - FilterFirst (Acevedo, 2011) S 0.5 o png, jpg, bmp png, bmp
Steganography Studio - HideSeek (Acevedo, 2011) S 0.5 o png, jpg, bmp png, bmp
Steganography Studio - SLSB (Acevedo, 2011) S 0.1 o png, jpg, bmp png, bmp

Stegano (Bonhomme, 2025) S 1.0 N png, jpeg, gif, bmp, jpg png, jpeg, gif, bmp, jpg
SteganoG (Gaijin.at, 2013) S 1.0 o} png, jpeg, gif, bmp, jpg bmp

SteganographX Plus (Soft, 2010) S 0.5 N bmp bmp
Steganography/Stegolsb (Gibson, 2024) S 1.0 N jpeg, jpg jpeg, jpg

SteganPEG (Abhiram, 2011) S 0.5 R jpeg, ipg jpeg, ipg

StegArmory - LSB (Hedrick, 2021) S 1.0 N png png

StegArmory - PVD (Hedrick, 2021) S 1.0 N png png

SteggoLeggo (C., R., 2015) S 1.0 N bmp bmp

Steghide (Hetzl, 2003) S 1.0 R jpeg, bmp jpeg, bmp

Stegify (Petrov, 2023) S 1.0 N png, jpeg; jpg png

Stego (Wagar, 2019) S 1.0 N png png

StegOnline (Omnet, 2020) S 1.0 N jpeg, ipg jpeg, ipg

stegman (Rex, 2014) S 1.0 R png png

Stegomatic (Mensink et al., 2019) S 0.05 R png, jpeg, bmp, jpg png, bmp

StegoShare (DigitalEqualityFoundation, n.d.) S 1.0 o png, jpeg, ipg png

Stegosuite (D, C., 2022) S 1.0 R png, gif, bmp, jpg png, gif, bmp, jpg
Stegote -LSBR (triinuerik, 2019) S 0.05 N jpeg, jpg, png png

Stegote - LSBM (triinuerik, 2019) S 0.05 N jpeg, jpg, png png

Stepic (Kitterman and domnit.org, 2020) S 1.0 N png, jpeg, bmp, jpg png, jpeg, bmp, jpg
Tartarus (TrueTheos, 2021) S 1.0 N png, jpeg, bmp png, jpeg, bmp
WBStego (WbStego, 2004) S 0.5 o bmp bmp

S = Stego, W = Watermarking, O = Optional, R = Required, N = No password

le-05 0.0001

0.0005 0.001 0.005 0.01  0.05
Embedding rate (bpp)

0.1

0.5

1.0

Fig. 5. The number of images that have been embedded with the different ERs.

3. Image content within the dataset

As previously defined as a characteristic of a good dataset, the con-
tent of an image should be considered. This section will delve into both

criteria previously defined.

3.1. Complexity (C)

Some of the best known embedding algorithms hide information by di-
rectly altering the pixel colors of an image. If an image is very uniform
(i.e., color values of neighboring pixels are identical or very similar and
colors gradually change), such alterations may be more obvious com-
pared to when the colors of neighboring pixels vary significantly because
of the image content. Hence, the image’s pixel value (dis)similarity could
influence the detection ability of some steganalysis schemes. For this
dataset we refer to the level of smoothness of an image as the complexity

of an image.
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C = 5.9189

C = 211.2369

Fig. 6. Example images of a wall with very low and tiles with very high
complexity.

The notion of how much the colors in neighboring pixels differ has
been quantified in (Redies et al., 2012). Examples of low and high com-
plexity images, as determined by this method, can be seen in Fig. 6.
Through these examples, it can be seen that complexity, as referred to
in this paper, is different from some other complexity computations.
This is due to the fact that for steganography the local distribution of
color differences between pixels is most interesting, as this is where hid-
ing (for a large part of the tools) occurs, even if those differences could
be interpreted as overall the same color. Others have computed com-
plexity based on how humans judge it. Humans are likely to consider
an image with many varying visual textures and patterns as more com-
plex, not considering differences at the pixel level. However, for this
paper, considering the pixel value level differences is more important
than the variations between textures and patterns. Hence, complexity
measurement methods that aim to map complexity close to a human’s
perception of it, like file compression ratio (Marin and Leder, 2013),
Fourier transform based complexity (Khan et al., 2022), pattern cluster-
ing methods (Mahon and Lukasiewicz, 2024) or methods based on the
fractal dimension (Lam et al., 2002) were deemed unfit for the purpose
of this dataset.

Following Redies et al. (2012), the complexity of an image can be
calculated by taking the average of the maximum gradients A of all pix-
els in the image Eq. (1). These maximum gradients are determined by
converting the image to Lab color space and taking the maximum of the
gradients along the L, a and b color channels for every pixel (x, y). The
mathematical equation for computation of image complexity is given in
Eq. (1), where N & M are the width and height of the image, and in
Eq. (2). For this computation we used the absolute value as norm: L1.
Complexity values have been calculated for all images in the dataset and
have been fully annotated.

1

37 2 Gnan(%:9) eY)

(x,y)

Complexity(G,,,,) =

Table 3
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G ax(x, y) = max([|A L e, Y| AL x, WL AT, Y] ()]
3.2. Colors

Within our dataset, both grayscale and RGB based images are present.
Since the excluded objects all have a subset of colors like skin color or
bright yellow in them, the distribution of colors within the images could
potentially be different from a non-restricted set of images. However,
because of the size of the excluded objects in the images, we do not
believe that this difference is significant.

4. Dataset comparison

In this section REVEAL will be compared to the currently available
and widely used steganography datasets: BOSSbase (Bas et al., 2011),
ALASKA (Cogranne et al., 2019) & StegoAppDB (Newman et al., 2019).
This will be done based on the previously defined characteristics of a
relevant dataset for steganography and steganalysis.

BOSSbase (Bas et al., 2011) was first published in 2011. It contains
a total of 9.074 images taken with 7 different cameras. BOSSbase used
only one embedding algorithm: HUGO (Pevny et al., 2010), which was
applied at one embedding rate (0.4). Additionally, BOSSbase contains
only grayscale 512x512 steganographic images.

ALASKA (Cogranne et al., 2019) was first published in 2019 and
contains 300.000 images which were captured with over 40 different
cameras. A total of three different steganography schemes were ap-
plied: J-UNIWARD (Holub et al., 2014), UERD (Guo et al., 2015) and
J-MiPOD (Cogranne et al., 2020), all of which operate in the transform
domain. They used one embedding rate and one resolution (512x512)
for steganographic images.

StegoAppDB is a large 960.000 image dataset first published in 2019
and created using 24 different cameras. It contains 6 embedding al-
gorithms: PixelKnot, Passlok, MobiStego, PocketStego, Steganography-
Meznik & Pictograph, all of which are mobile phone steganography apps.
StegoAppDB’s steganographic images have 5 different embedding rates
and feature one resolution (512x512).

Reveal is more or equally representative than the currently available
datasets in all but one aspect, the number of images it includes. Even
though this dataset is large, StegoAppDB holds more images. However,
this is in part also due to their duplicate use of images (i.e., embedding
into the same image using 2 or more different steganography schemes).
We chose not to do so in order to avoid bias based on specific images.
Aside from the number of images, REVEAL outperforms the other three
in terms of: number of cameras used (including the number of smart-
phone cameras used), use of an image generation model, number of
stego tools used, number of embedding rates within the dataset, number
of different image types (png, jpg, jpeg, bmp, gif), number of resolutions
present in this dataset and the number of preprocessing options within

Table depicting the numerical/factual differences between REVEAL and the existing steganalysis datasets. Underlined numbers signify the best
option within a feature (e.g., more steganography schemes in a dataset are better/more representative). For comparisons, the stego part of the
datasets is used (e.g,. most datasets also provide raw images which are of different resolutions and colors than the preprocessed images).
StegoAppDB is continuously updated, therefore the number of images it holds is subject to change.

BOSSbase Alaska StegoAppDB REVEAL

(Bas et al., (Cogranne (Newman (ours)

2011) etal., 2019) et al., 2019)
# Images 9.074 300.000 960.000* 100.006
# Cameras 7 (0 phones) >40 (1 phone & 1 tablet) 24 (24 phones) 51 (46 phones)
# Image generation models 0 0 0 1
# stego tools 1 3 6 51
# embedding rates 1 1 5 10
# Picture types 1 1 3 5
# Stego Resolutions 1 (512x512) 2 (256x256 & 512x512) 1 (512x512) >20 (256x256 - 7680x4320)
# Preprocessing options 1 3 7 (512x512 - 4048x3036) 41
Grayscale/color Grayscale Both Both Both
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the dataset. A numeric overview of the differences in features between
the datasets can be seen in Table 3.

From the above, we conclude that the REVEAL dataset possesses
many more of the characteristics of a representative dataset, as defined
in the introduction, for steganography and steganalysis than the
previously published datasets: BOSSbase (Bas et al., 2011), ALASKA
(Cogranne et al., 2019) & StegoAppDB (Newman et al., 2019).

5. Numerical feature analysis

To give a more complete overview of the dataset proposed in this
paper, this section will highlight some numerical analyses on the reso-
lutions present in the dataset as well as the complexity values of images
within the dataset.

5.1. Resolution

As can be seen in Section 4, one of the biggest improvements that
REVEAL offers is the range of resolutions it contains within the dataset.
We have analysed the different resolutions within all three subsets and
provide the results in Table 4.

What becomes evident from the data in Table 4, is that the resolu-
tions do not differ much between the different subsets. This is interesting
because some of the operations that are applied to the modified set
specifically alter the resolution of images. Additionally it is known that
some steganography tools change the resolution of images. However,
the mean and mode are rather close to each other. We can see that the
median changes quite drastically between the original width and mod-
ified width. The standard deviation also increases after preprocessing
and again after steganography has been applied.

5.2. Complexity

REVEAL is the first dataset that also provides the complexity of dif-
ferent images as a feature within the dataset. We will now provide some
statistical insights about this feature, which can be found in Table 5.

It can be seen in Table 5 that the complexity hardly varies between
the different sets, the mean, standard deviation and median do not
change greatly between applying preprocessing operations or steganog-
raphy schemes to the images within the sets. There is, however, a slight
trend where after applying steganography the mean is slightly higher
and so are the standard deviation and median. This could be explained
by some of the schemes using Least Significant Bit embedding, which

Table 4

The Mean, Standard Deviation (STD), Median and Mode of the height and width
of all images in the original (O) set, modified (M) set and steganography (S)
set. All values are computed using Pandas’ built-in functions and are (when
necessary) rounded to 1 decimal point.

O height O width M height M width S height S width
Mean 2792.6 3382.5 2713.1 3158.1 2666.1 3049.3
STD 1184.8 1354.4 1232.2 1436.5 1282.4 1473.1
Median 3024 4000 3024 3296 3024 3264
Mode 3024 4032 3024 4032 3024 4032
Table 5

The Mean, Standard Deviation (STD) and Median of the com-
plexity of all images in the original (O) set, modified (M) set and
steganography (S) set. All values are computed using Pandas’
built-in function and are rounded to 2 decimal points.

original (O) Modified (M) Stego (S)
Mean 67.76 67.31 68.24
STD 38.59 40.98 41.22
Median 57.06 56.55 57.50
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directly alters the pixel values, and could thus increase the complexity
value of images.

6. Discussion and conclusion

This paper has shown that current steganography datasets are far
from representative of the current steganography options. Therefore,
REVEAL was constructed for image steganography, which meets the
criteria previously defined: The dataset holds 100.006 unique images
(making it sizeable enough), is taken with 51 different cameras (of
which 46 are smartphone cameras) and different image generators, with
vastly varying complexities and different color encodings. A total of 51
steganography tools have been used to embed many different lengths of
information into these images. Preprocessing operations were applied
under controlled conditions, resulting in many different picture types
and resolutions. Through the above, we conclude that the images in the
dataset come close to natural image distributions.

6.1. Strengths

Compared to existing datasets, REVEAL has been shown to be sig-
nificantly more applicable to real-life situations. Providing a necessary
step forward in the data that is used for the creation of new steganalysis
schemes.

Now that REVEAL is available, (forensic) steganalysis research can
be further developed so that the new findings can be applied more read-
ily to the forensic practice. REVEAL provides new steganalysis schemes
with all the necessary data to be robust in practical scenarios within
forensic science, as the data now resembles natural images more closely.
Up until now most state-of-the-art systems are only built to handle the
current benchmarking dataset (mostly ALASKA) and cannot process im-
ages of different resolutions. This would be a necessary future direction
to allow steganalysis to be applied in practice. REVEAL also allows for
thorough analysis of the specific cases in which new schemes do not
perform optimally, something that is greatly valued within forensic sci-
ence. Specifically for forensic steganalysis REVEAL allows for promising
new research, of which the clearest opportunity lies in tool attribu-
tion of steganographic images. Since REVEAL holds a lot more different
steganography tools than other datasets, tool attribution can, for the first
time, be thoroughly researched for a large number of tools. Additionally,
the large payload variations also provide more substantial data for cre-
ating schemes that estimate the embedded message length alongside
the detection. One other interesting opportunity that arises from the
availability of REVEAL is the deep dive into different public software
systems it allows for. Through this, despite the software not disclosing
their embedding process one could potentially discover such informa-
tion regardless. Providing the forensic investigators with more critical
knowledge during an investigation. Additionally, as this dataset holds
a lot more variables in its image construction, all annotated in detail,
it would allow more in depth research into the Cover Source Mismatch
(CSM) problem. Through this dataset, a step towards answering what
image differences truly affect the outcome of steganalysis schemes can
be made.

6.2. Limitations

Although this dataset provides a major step forward, it also has some
limitations. Firstly, in order to take privacy and legal issues out of the
equation, no faces, logos, or number plates are present in any of the
images in the dataset. This exclusion could lead to a change in both
the color distribution and the complexity distribution of the dataset.
Additionally, it could be hypothesised that the dataset does not provide
an accurate representation of realistic photos. It should also be taken into
account that all images within the dataset were taken within 4 months
of each other and all were taken in the Netherlands. Therefore, a slight
bias in terms of weather conditions as well as location characteristics
will be present in the dataset. For the purpose of steganography and
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steganalysis this should not be of major concern, however, it should be
taken into account when using the dataset.

Additionally, steganography tools can change enormously over time.
Some completely disappear within a period of 3 months after the tool, is
discovered, while others undergo numerous updates that change the em-
bedding, though not often significantly. Therefore, any dataset that uses
publicly available software will represent an instance of this software
at a specific moment in time. It is therefore possible that, when using
this dataset, creating new images with the same but updated software
may yield different images. Consequently, it could be hypothesised that
REVEAL will be highly sensitive to software versioning and that the im-
ages within do not represent future software updates. However, we do
believe that using a (slightly outdated) version of existing steganography
schemes is still an improvement compared to the current steganography
datasets. In order for researchers to handle updates, all the material used
to create the dataset is shared on GitHub ® so that researchers can man-
age future updates of specific tools, or add tools they wish to research. It
should be noted that not all tools are easily run and added to the dataset.
For those with easy automation updated tools should not pose a huge
problem. Yet for the tools that only provide a GUI and are difficult to
automate, updated software can greatly impact the relevance of these
images within REVEAL. Through the provided code, an effort has been
made to ensure that extending REVEAL with new(er) tools is as straight-
forward as possible. When relevant and requested, the researchers will
aim to update REVEAL with new versions of tools.

7. Ethics statement

The data gathered for the REVEAL dataset consists of 100,006 im-
ages that were taken by several researchers over the course of 4 months.
The images do not contain any personally identifiable information (e.g.
no faces or license plates) nor any reference to copyrighted logos. No
ethical implications have arisen from the collection of the images and
their processing thereof.

8. Licensing

This dataset may be used freely under the CC-BY-SA license. Hence
the dataset is free to use for anyone (both commercial and academic use
are allowed), though it does require attribution and mandates that any
new works derived from the dataset must be shared under the same or
a compatible license.
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