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Chapter 8
General conclusion

This thesis focused on analyzing data with multiple outcome variables. The motivat-

ing data sets comprised longitudinal markers of patients’ disease state (e.g. B cells

and CD4+ T cell) as well as information on the time to an event (e.g. death) or

(multiple) recurrent event times (e.g. repeated bacterial and viral infections). It was

interesting to study how these longitudinal markers relate with the event times and

how their updated values may change prognosis. This could help to guide decision

making for patient care.

In part I (chapters 2, 3 and 4) and part II (chapter 5), we respectively applied

joint models for longitudinal and time-to-event data and landmark analysis to study

the association between the markers and event times, as well as to perform dynamic

predictions of survival probabilities. In part III, we looked at how to perform internal

validation (via bootstrap resampling) of prediction models in the presence of multiply

imputed data. We evaluated four approaches of handling the multiply imputed data

in the resampling procedure.

Part I: Joint modelling

In chapter 2, we extended the application of the joint modelling strategy to a

setting with recurrent infections of different types and multiple markers. Our model

offered a framework for joint inference on both the markers and the recurrent events

subprocesses, while acknowledging underlying association within and between recur-

rent infections of different types, as well as the relationship between the development

of the longitudinal markers and the event process. Our proposed model was imple-

mented in OpenBUGS using the MCMC approach to handle analytically intractable

integrals. The findings revealed that low CD3+ T cell and natural killer cell values
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146 Chapter 8. General conclusion

were related to high infection risks, with patients previously infected having a higher

risk for future infections of any type. This could be valuable in identifying frailer

patients who may need prophylaxes or a modification of their immunosuppressive

therapy. We also showed via a simulation study that our joint model yielded param-

eter estimates that had a small bias that was not statistically significant (at the .05

level) based on 250 simulations, with the exception of the standard deviations of the

random effects in the survival submodel. Li et al. (2010) also observed that, especially

for estimates of the random effect variance, relatively large sample sizes were required

to achieve a minimal bias.

In chapter 3 we proposed to use the simulated maximum likelihood (SML) ap-

proach, based on the quasi-Monte Carlo (QMC) integration technique, to evaluate

the likelihood of joint models with high dimensions of random effects. With the

QMC technique, the integrals in a joint model were evaluated using a deterministic

point set. We showed in a simulation study that this approximation technique gave

accurate parameter estimates in a joint model. The accuracy improved with larger

sizes of the QMC point set. We also illustrated this technique using the transplanta-

tion data, where we fitted a joint model comprising four markers and four recurring

infection types, and also a terminal event, which was too time consuming to fit with

the Bayesian approach in chapter 2. Though the strong law of large numbers guaran-

tees that the SML estimator is equivalent to the maximum likelihood estimator, there

is still some computational costs that comes with drawing larger numbers of point

vectors from the random effects distribution. It is important to be able to determine

the minimum number of points that would generate accurate parameter estimates

with minimal integration errors. This requires further research.

In chapter 4, we proposed the joint modelling framework as a tool to perform

dynamic prediction of mortality amongst intensive care patients using the sequential

organ failure assessment (SOFA) score. Our joint model comprised a linear mixed

effects submodel for the development of longitudinal SOFA scores, and a proportional

subdistribution hazards submodel for death as end point, with discharge as competing

risk. The predictive performance of our joint model was as good and sometimes better

than those obtained from an earlier modelling approach by Toma et al. (2007). The

Toma approach mined the data over a given period of time to discover patterns in

the SOFA scores, which were included in a logistic regression to predict mortality at

the end of hospital stay.

Whether or not it is correct to use a subdistribution hazard model with time-



Processed on: 28-9-2016Processed on: 28-9-2016Processed on: 28-9-2016Processed on: 28-9-2016

504928-L-bw-Zebedee504928-L-bw-Zebedee504928-L-bw-Zebedee504928-L-bw-Zebedee

147

varying covariates remains an issue of discussion (Beyersmann and Schumacher, 2008).

The interpretability of the fitted marker value for subjects who remained in the risk set

despite already experiencing the competing event is questionable. We could argue that

with a non-lethal competing event like discharge, SOFA score values are measurable

in theory. But there is still no guarantee that the true SOFA score values after

discharge are the same as what is predicted. On the other hand, if discharge was the

event interest, then SOFA score values do not exist for patients who died and so their

predicted values will be highly speculative. Deslandes and Chevret (2010) showed in

a simulation study that fitting a joint model with a subdistribution hazards submodel

yielded almost unbiased estimates if the sample size was large enough. As a point

for further research, it would be interesting to compare a joint model that assumes

a subdistribution hazards submodel to that with a cause-specific hazards submodel,

since time varying covariates are handled in the standard way with cause-specific

hazards models.

In this thesis, we implemented the parameterization used in joint modelling which

uses the fitted marker values as time-dependent covariates in a relative risk model.

Alternatively, we could consider other parameterizations which assume that the event

risks directly depend on random effects values or some general frailty term that de-

scribes the relationship between longitudinal marker and the event time. Rizopoulos

and Ghosh (2011) have discussed these alternatives within three general families of

parameterizations of joint models, as well as the assumptions behind them.

Part II: Landmarking

In chapter 5 we extended dynamic prediction by landmarking to a setting with

recurrent events. The motivating data comprised patient records of repeated urinary

tract infections and repeated measurements of multiple markers. First, for each land-

mark s, a Cox proportional hazards model with a frailty term was fitted using only

the data from patients who were at risk at the given landmark time points ts. The

frailty term in these separate landmark models accounted for possible reinfections

within a patient during a given landmark period. In order to smooth parameters

over the different landmark time points, we fitted supermodels using a stacked data

set that merged all separate landmark data sets. We described and evaluated four

ways of parameterizing supermodels for recurrent event data. The first parameteri-

zation, the most general, allowed all components to be landmark dependent, with the

landmark specific frailty terms following a multivariate normal distribution. Since

it was not straightforward to implement such a model within available software, we

constrained this parameterization in three ways: (i) an independent-frailty model in
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which landmark specific frailty terms were assumed to be uncorrelated, (ii) a shared-

frailty model which assumed a single frailty term over the landmark periods, and

(iii) a nested-frailty model with a frailty term that was shared by all landmarks and

landmark specific frailty terms that were mutually independent. All three models

were implemented using the partial likelihood estimation procedure via coxme in the

R statistical software.

With both the study data and simulated data sets, we observed that it mattered

how the stacked data set was constructed for recurrent event data. In the simulation

study, we observed an upward bias in the parameter estimates, especially for the

variance of the shared frailty when overlapping landmarks were used. This could be

attributed to the multiple counting of events over the landmark period. Thus, unlike

the setting with a single-type event that occurs only once, where the stacked data sets

often comprise overlapping landmark periods, it may be better to use non-overlapping

landmark periods to stack data in a setting with recurrent events.

We restricted to parameterizations of a supermodel that allowed the baseline haz-

ards to depend on landmark. Another possibility would be to fit a supermodel that

assumes a proportional landmark effect by including landmark as a covariate. Also,

the dependency of the hazards on markers was assumed to be via the fitted marker

values at the landmark time points ts using mixed effects models. This was more

plausible for our data, compared to using the last available marker value before ts,

since some patients had a large time difference between the last marker measurement

and ts. Furthermore, it has the extra benefit of accounting for possible measurement

error in the original marker measurements. Other possibilities would be to assume

that the hazard also depends on the rate of change of the marker via a slope term

that is calculated using the available marker values up till ts or the area under the

marker trajectory up to ts(Rizopoulos et al., 2013).

In comparison to joint modelling, the advantage of landmarking is that it requires

fitting a simple Cox model in which the longitudinal marker value at the landmark

time point ts is handled as a time fixed covariate. This makes it easy to implement in

practice as opposed to a joint model that requires specialized software (Rizopoulos,

2010). Additionally, landmark models require fewer modelling assumptions, hence

are more robust compared to joint models that make more modeling assumptions

which might affect predictions in case of misspecification. Also, landmark models are

more computationally friendly and can easily be extended to include several longitu-

dinal markers. Conversely, joint models may become too computational demanding,
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especially when several longitudinal markers are involved, due to increased dimension-

ality. However, landmark models commonly use only the last observed longitudinal

marker value (less information), making them less optimal compared to joint models

that make use of all the data (more efficient), hence are less biased (more accurate

predictions).

Part III: Construction and validation of prediction models in the

presence of multiply imputed data

In chapters 6 and 7, using the primary care data of Chronic Obstructive Pul-

monary Disease (COPD) patients, we aimed at constructing models to predict either

4 domains of the quality of life, QoL (dyspnoea, fatigue, emotional function, and

mastery) or the overall QoL. The lasso technique (Tibshirani, 1997) was used due to

its appealing features, that is, its ability to shrink regression coefficients and auto-

matically perform variable selection by setting some coefficients to zero. We chose

the optimal lasso-penalty parameter as the one that generated the smallest average

mean squared error (MSE) via bootstrapping, and called the corresponding model

the "best model".

We also aimed at a more parsimonious model by employing a larger penalty pa-

rameter such that the bootstrap based MSE was within 3% of the optimum. We

referred to this model as "tolerance model". The final best and tolerance models com-

prised regression coefficients which were averaged over the ten imputed data sets. For

instance, if a covariate was chosen in only 4 of the 10 imputed data sets, the sum

of its non-zero values was divided by 10, resulting in a smaller regression coefficient.

An alternative would be to use multiple imputation lasso (MI-LASSO) which applies

a group lasso penalty to select the same variables across multiply-imputed data sets

(Chen and Wang, 2013).

Although the lasso was expected to perform better than unpenalized regression, we

observed that the lasso could still show some optimism. Based on calibration plots, we

saw that the parameters were sometimes over shrunken and thus required unshrinking

via a calibration slope βLP . For unpenalized regression, βLP < 1 implies that low

predictions of the outcome will be too low and high predictions too high. But with

the lasso βLP was greater than one and implied that low predictions of the outcome

will be too high and high predictions too low. Hence multiplying each coefficient

by βLP led to unshrinking, which improved both the calibrative and discriminative

performance.
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In the simulation study presented in chapter 6 we observed that though the best

model often retained the most important variables, it also had an unappealing ten-

dency to select undesired variables. Van Houwelingen and Sauerbrei, 2013 earlier

observed this as well. However we noticed that there was much less contamination

with noisy variables when we applied a stronger penalty as with the tolerance model.

Generally, the tolerance model was more attractive for use in practice since it retained

fewer variables compared to the best model. Furthermore, the performance of the tol-

erance model was often as good as the best model. The choice of a 3% criteria for a

tolerance model was ad hoc and could be tuned to obtain desired levels of parsimony,

as long as the final model makes sense and does not sacrifice too much performance.

Using both the study data set and simulated data sets, we investigated four ways

of handling imputed data sets when performing internal model validation via boot-

strap resampling. With approach 1, for a bootstrap draw, the samples from each

imputed data set differed only by the imputed values as in the original data sets,

whereas with approach 2 bootstrap samples over the imputed data differed by the

imputed values as well as the selected subjects. With approach 3, we performed the

validation procedure using only one of the imputed data sets, hence mimicking the

procedure where there was no missing data (Harrell et al., 1996). As opposed to the

first three approaches where multiply imputed data sets were resampled, approach 4

resampled the incomplete data set and then applied multiple imputation (MI), thus

also incorporating the MI step in the validation.

While results based on approach 1, 3 and 4 suggested that the lasso models were

optimistic, approach 2 on the other hand substantially underestimated optimism.

With approach 2, the fact that bootstrap samples over the imputed data sets differed

by both the imputed values and selected subjects, introduced more heterogeneity be-

tween the bootstrap imputed data sets than there should be. Consequently, averaging

the coefficients from all data sets yielded a more robust final averaged model which

performed similarly well with both the bootstrap and the original samples. Hence,

negligible estimates of optimism were obtained. We recommended approach 4 since

it fully replayed every step that was performed with the original data with missing

values, and yielded estimates of optimism that were closer to the true value.


