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Chapter 3 

Testing the regulatory landscape of a gene 
using set-based approaches: application to 

autism spectrum disorder 
 

 

Eric R. Gamazon, James S. Sutcliffe, Edwin H. Cook, Nancy J. Cox, Eske M. Derks, Lea K. 
Davis.  
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Abstract 

 The recent comprehensive efforts to catalog human genetic variation and their 

functional consequences have resulted in a deluge of data that hold promise for 

furthering our understanding of the genetic basis of disease. Here we develop and 

explore gene-based methods that exploit the growing amount of functional data – 

derived from recent studies of gene regulation in a variety of tissues as well as from 

studies to better characterize protein-altering variants in the genome. In contrast to 

conventional gene-based tests, these methods test the larger regulatory landscape of a 

gene and explicitly utilize current knowledge of function in the genome. A variance-

component method evaluates the overall evidence for the gene using the distribution of 

genetic effects for different types of SNP functional categories; its power comes, in part, 

from facilitating joint analyses of different categories of function in the genome. A 

second method utilizes reference transcriptome panels to impute the genetic 

component of gene expression in GWAS samples despite lack of directly measured gene 

expression data, facilitating investigation of the tissue specificity of implicated genes; it 

provides a powerful test of gene expression as a mechanism underlying an observed 

association. Using two independent GWAS studies of autism spectrum disorders, 

expression quantitative trait loci data in cerebellum and parietal cortex and gene 

expression prediction models generated using transcriptomes in hypothalamus and 

hippocampus, we identified and replicated several genes from an application of these 

methods. Notably, our study highlights the role of telomerase biogenesis and regulation 

in psychiatric traits. We investigated connections with (and compared our results to 
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those derived from) Mendelian randomization and BLUP-derived prediction models. 

Finally, we present a test that combines the two methods. The approach we present has 

important implications for the integration of diverse omics data into GWAS of complex 

traits and promises to reorient genome analysis of disease towards functional 

characterization. 

 

Introduction 

Despite the vast catalog of human genetic variation[2] that has been amassed in 

the past decade and the large-scale systematic efforts[79-81] to document their 

functional consequences, the exploration of methods to inform the interpretation of 

how genetic variation influences disease remains a paramount challenge. Genome-wide 

association studies (GWAS) have identified genetic variation at thousands of loci 

associated with a wide array of human diseases[3], but the precise mechanisms for the 

observed associations remain largely unexplained. Here we explore the use of gene-

based methods that explicitly utilize the growing amount of functional data that have 

been generated, for the robust discovery of disease-associated loci, focusing on a 

complex neuropsychiatric trait that has been largely intractable and has become a major 

public health concern. Instead of relying solely on the functional annotations of 

individual variants, these methods assess the overall evidence for the association with 

the trait using the variants that belong to the regulatory landscape of the gene.  One 

important difference between a conventional gene-based test and the methods we 

describe here is that non-genic SNPs with presumed regulatory function – which can be 
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quite distant from the gene (such as the FTO [enhancer] SNP that belongs to the 

regulatory landscape of IRX3)[5] – may be included in the test for the target gene.  

Over the past several years , there has been substantial progress made in the 

genetic study of autism spectrum disorders (ASD), including the discovery that ASD is 

highly heritable and polygenic, with risk spread over many hundreds or thousands of 

DNA variants across the genome[82]. GWAS utilizing sample sizes in the low thousands 

provide only weak and inconsistent evidence for the identification of individual risk 

alleles. Among common psychiatric conditions with genetic architecture similar to 

autism, only schizophrenia, for which larger numbers of cases have been amassed (i.e. 

>25,000), has generated large numbers (>100) of significantly associated and 

consistently replicated loci[19, 83], suggesting that GWAS of ASD are still underpowered 

to identify individual risk alleles that survive multiple testing correction.  

Despite small sample sizes and low statistical power to detect associations at a 

stringent threshold of genome-wide significance, studies from our group showed that 

nominally associated results from a large family-based test of ASD association[84] are 

enriched for risk alleles that are also associated with gene expression (i.e., expression 

quantitative trait loci, eQTL) in disease-relevant brain tissues, but are not enriched for 

risk alleles associated with gene expression in lymphoblastoid cell lines (LCLs)[85]. 

Similar findings have been published for non-neuropsychiatric diseases, including Type 2 

diabetes, in which modest association results show enrichment for variants also 

associated with gene expression in adipose and muscle, but not in LCLs[86].  
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Furthermore, genetic studies of ASD have posited an important role for rare 

variants in the etiology of the disease[87]. Statistical approaches that facilitate the joint 

analysis of rare variants (such as from exome sequencing studies) have thus been the 

subject of active research[88]. In particular, uncovering the allele frequency spectrum of 

disease variants[89, 90] (i.e., the relative contribution of rare and common variants) has 

informed the strategy of numerous association studies of complex traits and diseases. 

These developments help to motivate the implementation and application of the gene-

based approaches described in this manuscript. Here we focus on methods, which, 

instead of testing all SNPs in the genome (a large number of which are likely to have no 

association with the phenotype), requires only a subset of SNPs that alter the sequence 

of the encoded protein (i.e., missense, nonsense or frameshift) as well as those SNPs, 

possibly non-coding and/or distal, that have regulatory function on transcription (i.e., as 

cis-acting eQTLs)[15] in a disease-relevant tissue. Previous studies have sought to use 

functional information in the context of individual variant analyses[91, 92] and some 

have suggested to combine individual variants into gene-based tests to increase 

power[88, 93, 94]. We hypothesized that combining these two approaches would be a 

great improvement and we show here how to implement this using methods with very 

distinct implementations and points of emphasis. First, in  a variance-component 

method implemented here, fQTL-SCAN, non-synonymous variants and eQTLs were 

assigned to the genes that they regulate and tested for their distribution of genetic 

effects, but we note the method can be extended to incorporate other SNP functional 

categories (e.g., DNase I hypersensitive sites or transcription factor binding sites). 
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Second, in another method that we had recently published[10] and that we extended 

here, PrediXcan, we imputed the genetic component of gene expression for the GWAS 

samples using a reference panel of tissues (GTEx)[31, 79] derived from brain, allowing us 

to identify gene expression associations despite the lack of directly measured gene 

expression data. Here we apply this approach to the discovery of genes associated with 

ASD as an illustration, but note that the approach we take can be applied to any 

phenotype for which a relevant tissue, in which to conduct eQTL mapping, exists. Our 

study is made more relevant by the availability of eQTL data in an increasingly 

comprehensive set of tissues[79] as well as the improved characterization of protein-

altering variants (such as loss-of-function SNPs) within the context of sequencing 

(whole-genome or exome) studies[95, 96]. 

 

Results 

Gene set annotations for fQTL-SCAN 

 We generated functional annotations that incorporate the cis-eQTLs identified in 

cerebellum and parietal cortex and the non-synonymous exonic variants for use in the 

kernel-based fQTL-SCAN (see Methods). These functional annotations provide a 

framework for grouping these SNPs into biologically meaningful units (in this case, 

genes). Supplementary figure 1 shows the minor allele frequency (MAF) distribution for 

these SNPs in the SSC dataset (see “GWAS discovery and validation data” in Methods for 

a description). We also investigated the relationship between MAF and effect size (as 
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derived from the single-variant analysis of the SSC GWAS) for the most significant (p < 

0.001) cis-eQTLs and non-synonymous SNPs (Supplementary figure 2) in order to inform 

the parameters for the simulation experiments we conducted to evaluate the power of 

the fQTL-SCAN method (see Methods). There was (perhaps as expected) a significant 

correlation (spearman rho=0.14, p < 2.2x10-16, Supplementary figure 3 in SSC) between 

the length of a gene and the number of SNPs annotated to the gene (some of which may 

be at considerable distance from the gene’s transcription start or end site). 

Supplementary figure 4 (panel A) shows the distribution of the number of annotated 

markers for the genes. Since the gene-based methods incorporate non-genic 

(regulatory) SNPs and the SNP weights in the test statistic may be assigned using MAF, 

we compared the MAF distribution of genic SNPs to non-genic SNPs in the SSC data 

(Supplementary figure 5) and found the genic SNPs to have lower median MAF (0.186 

versus 0.194, Mann-Whitney U test p < 2.2x10-16). 

fQTL-SCAN association results 

  Using fQTL-SCAN, we found a genome-wide significant (under Bonferroni 

adjustment) gene association (TTC22, p = 4.3x10-6) in SSC, which replicated (p = 0.01) in 

AGRE (see “GWAS discovery and validation data” in Methods for a description). A near 

genome-wide significant association was found for MYL5 (p = 7.8x10-6) in SSC, which 

replicated (p = 0.03) in AGRE. There was a small but significant negative correlation 

(spearman rho = -0.05, p = 8.7x10-14, Supplementary figure 4 panel B) between the 

number of annotated markers and the p-value for the gene in SSC.  
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Figure 1.  Q-Q plot and manhattan plot from the fQTL-SCAN analysis.  The left panel 
shows the association p-values from the application of fQTL-SCAN to the SSC GWAS 
data. Several thresholds (FDR < 0.05, 0.10 and 0.25; Benjamini-Hochberg procedure) are 
shown. Notably, several genes meet FDR < 0.05. The right panel shows the 
corresponding manhattan plot from this analysis. 

 

 Figure 1 shows the QQ-plot and the Manhattan plot (the latter generated using 

the R package qqman) for the gene-level results from the fQTL-SCAN analysis in the SSC 

dataset. We note that Bonferroni adjustment is generally too stringent. Using the 

Benjamini-Hochberg procedure, we identified several additional genes with FDR < 0.05 

(Figure 1). Clearly, genes with only one annotated variant would yield no improvement 

over single-variant tests. We therefore evaluated the extent to which our top findings 
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were driven by a small number of SNPs. Figure 2 illustrates the distribution of p-values 

in SSC from fQTL-SCAN, stratified by the number of annotated variants. Notably, the 

enrichment for low gene-level p-values was observed for genes with 10 or more 

annotated variants (indeed, even for genes with 20 or more, this enrichment for low p-

values was observed, although, as expected, the number of such genes was greatly 

reduced). 

  

  

 

Figure 2. Q-Q plot by number of annotated variants. The figure illustrates the 
distribution of p-values in SSC from fQTL-SCAN, stratified by the number of functionally 
annotated variants. Several FDR threshold are shown as well as the Bonferroni threshold 
(shown as a horizontal line). The enrichment for low gene-level p-values was observed 
for genes with 10 or more annotated variants (indeed, even for genes with 20 or more, 
this enrichment for low p-values was observed, although, as expected, the number of 
such genes was greatly reduced). 
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The choice of weights can result in a substantial difference in power. Indeed, in 

contrast to the weight scheme  (which assigns higher weights to the 

variants, primarily the coding SNPs, at the rare end of the frequency spectrum), the 

weight scheme  (which assigns equal weights to the coding SNPs and 

eQTLs) showed no departure from the null (Figure 3) in SSC. (The use of a widely-used 

scheme, , which is equivalent to the so-called Madsen & Browning 

weighing procedure[97] and is expected to capture both common and rare variants, 

yielded no significant signal [Supplementary figure 6] in SSC.) We found that a weight 

scheme based on the C-score metric (of SNP pathogenicity) (Supplementary figure S7) 

shows greater (Spearman) correlation ( , p < 2.2x10-16) with the uniform 

weight scheme  than with  ( , p < 2.2x10-16) 

(Supplementary figures 8 and 9 respectively).  
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Figure 3. Effect of weight scheme. In contrast to the weight scheme  
(which assigns higher weights to the functionally annotated variants, primarily the 
coding SNPs, at the rare end of the frequency spectrum, and is shown in the top panel), 
the weight scheme  (which assigns equal weights to the coding SNPs 
and the cis-eQTLs and is shown in the bottom panel) showed no departure from the 
null.  

 

PrediXcan-derived gene expression models in brain 

 We conducted PrediXcan analysis (see Methods) using the hypothalamus and 

hippocampus transcriptome data (RNA-Seq) made available by the GTEx Consortium. 

The method tests the combined effect of the SNP predictors of gene expression that 

were identified through regularized regression (i.e., elastic net with α = 0.5; see 

Methods) by correlating the imputed genetically regulated component of gene 

expression with phenotype. Under this approach, a coding variant is not necessarily 
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included in the prediction model unless it also shows evidence for regulatory function 

(specifically as a predictor of the gene expression trait within the penalized regression 

framework). Figure 4 (top panel) shows the distribution of the size of the gene 

expression prediction models in each tissue. The performance prediction on the genetic 

component of gene expression is determined by the heritability of the gene expression 

trait, which provides an upper limit on how well the genetic component can be 

estimated. Figure 4 (middle panel) shows the distribution of the (cis) heritability of gene 

expression, which was estimated using restricted maximum likelihood within a mixed-

effects model (see Methods), in each tissue. The plot includes only the genes for which a 

significant (nominal p < 0.05) heritability could be estimated. Figure 4 (bottom panel) 

shows that there is a small but significant correlation, in each tissue, between the 

heritability of the gene expression phenotype and the number of predictors/features for 

the corresponding gene model.  
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Figure 4. Gene expression prediction models in hypothalamus and hippocampus. The 
top panel shows the distribution of the size of the gene expression prediction models in 
each tissue. The middle panel shows the distribution of the (cis) heritability of gene 
expression, which was estimated using restricted maximum likelihood within a mixed-
effects model. The bottom panel shows that there is a small but significant correlation, 
in each tissue, between the heritability of the gene expression phenotype and the 
number of predictors/features for the corresponding gene model. 

 

PrediXcan association results 
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Figure 5. Q-Q plot from the PrediXcan analyses in hypothalamus and hippocampus. 
Shown are the QQ-plots for the hypothalamus and hippocampus results from the 
PrediXcan association analysis in SSC. 

 

Figure 5 provides the QQ-plot for the hypothalamus and hippocampus results 

from the PrediXcan association analysis in SSC. Six genes were genome-wide significant 

(under Bonferroni adjustment) in SSC using the hypothalamus gene expression models: 

GTF2H2 (p = 1.7x10-14), CCNL2 (p = 6.4x10-9), ABCC6 (p = 1.6x10-8), NVL (p = 3.0x10-8), 

SMN2 (p = 2.31x10-6) and IL16 (p = 2.35x10-6). Increased expression of NVL or ABCC6 and 

decreased expression of the remaining genes are associated with increased disease risk. 

The gene NVL replicated (p = 0.04) in the independent AGRE dataset with consistent 

direction of effect using the same gene expression models in hypothalamus. In contrast, 

one gene reached significance (under Bonferroni adjustment) using the hippocampus 
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prediction models in SSC. Overall, the p-values for the two tissues were modestly but 

significantly correlated (spearman rho = 0.086, p = 1.2x10-7). Collectively, these results 

derived from the two brain regions show the tissue specificity of the PrediXcan results. 

  “Mendelian randomization” (i.e., a 2-sample instrumental variable approach; 

see Methods[98]) is akin to PrediXcan for genes with a single annotated eQTL SNP (here 

treated as the instrumental variable) in the prediction model. No gene-trait pair was 

found to be significant (at less stringent FDR < 0.10, Benjamini-Hochberg procedure) in 

the SSC dataset from this analysis. Furthermore, we tested for association now using the 

Best Linear Unbiased Prediction (BLUP) of SNP effects or, equivalently, the ridge 

regression estimator under a particular penalty (see Methods). No significant gene-level 

association was found (FDR < 0.10, Benjamini-Hochberg procedure) in the SSC dataset. 

Taken together, these results demonstrate that the PrediXcan approach performs at 

least as well as these alternative approaches given the genetic architecture of the trait. 

Baseline aggregation test results 

For the aggregation test (See Supplementary Methods), the most significant 

association discovered was ZNF204P (p = 2x10-5) within the AGRE/iControl analysis and 

ITFG2 (p = 2x10-5) within the SSC/SAGE analysis; neither result exceeded the threshold 

for genome-wide significance. However, upon meta-analysis, three genes were found to 

exceed genome-wide significance including ITFG2 (p = 1.01x10-6), MTHFD2 (p = 1.05x10-

6), and ZNF2 (p = 1.83x10-6).  

Overall type I error and power 
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 We examined whether the fQTL-SCAN test controlled type I error. We first 

evaluated the use of the p-value from the asymptotic distribution. Using genotype data 

of the SSC GWAS dataset for the cis-eQTLs and non-synonymous polymorphisms 

annotated to the genes on chromosome 22 , we compared the empirically derived p-

values (from 10,000 permuted datasets obtained by shuffling the disease status while 

preserving the correlation among the disease status and covariates and while preserving 

the genotype correlation structure during the association analysis) with the theoretically 

derived p-values (calculated from the theoretical [mixture of chi-squared] distribution). 

The empirical p-values and the theoretical p-values for all genes in the chromosome 

tracked each other well (Spearman correlation = 0.99, p < 2.2x10-16, Supplementary 

figure 10).  

We quantified the fQTL-SCAN type I error rate and observed that the proportion 

of permuted datasets (n = 10,000) with p < 0.05 averaged across all null genes was 

0.048, matching the threshold. Supplementary table 1 shows the corresponding 

proportions of the permuted datasets at varying p-value cutoffs, indicating that type I 

error rate for the method was maintained. 

Next, we evaluated the type I error rate for PrediXcan evaluating the genetic 

component of gene expression imputed in the SSC samples using the gene expression 

prediction models generated from the hypothalamus transcriptome data. We 

performed logistic regression with the 10,000 permuted phenotypes (while preserving 

the correlation among the disease status and the covariates and while preserving the 

correlation structure between genes of their imputed genetically determined 
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component). Supplementary table 1 summarizes the results from this analysis, showing 

that the type I error rate for this method was also maintained. 

 We performed power analysis under PrediXcan (see Methods), varying the 

GWAS sample size and effect size (defined as the difference in mean of the genetic 

component of gene expression between cases and controls) and assuming α = 10-6 for 

the level of the test. Supplementary figure 11 illustrates the effect on power of different 

values of gene-based effect size and GWAS sample size. PrediXcan assumes a reference 

transcriptome dataset, which is used to train the tissue-dependent gene expression 

prediction models and which makes direct comparison with fQTL-SCAN difficult. We 

evaluated the power for fQTL-SCAN assuming k = 3 and 5 independent causal variants 

for a gene where all annotated variants were causal (see Methods), comparing the 

equal-weight scheme and the default weight scheme. The ROC curves in Supplementary 

figure 12 show the relationship between power and the level of the test and the 

dependence of power on the weight scheme. We then performed more complex 

simulations that explicitly utilized haplotypes that reflect the linkage disequilibrium 

pattern and population history of Europeans under different values (2%, 10% and 20%) 

for the sparsity of the causal variants (i.e., the proportion of causal variants among the 

functionally defined SNPs annotated to the gene). We tested several different scenarios 

for the effect size of a causal, functionally annotated SNP as a function of MAF 

(Supplementary figure 2) and found that the default choice in the SKAT simulations (i.e., 

the log relationship with constant of proportionality of 0.40) was slightly conservative 

when applied to the functional data (Supplementary figure 2) and indeed the genetic 
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architecture of the trait, as encoded in the relationship between effect size and MAF, 

could have substantial impact on the power of the test (see, for example, 

Supplementary figure 13 panel A, which assumes 10% causal variants and is restricted to 

the functionally annotated variants within the core gene region). We then fit a linear 

regression model between effect size and log10-transformed MAF using the functionally 

annotated SNPs in the actual (SSC) data (with p < 0.001 with disease status in the actual 

data, which should contain some truly associated SNPs) for use in the simulations; 

Supplementary figure 13 panel B indicates how much gain in power (at α = 10-6) could 

be achieved through the use of the functionally annotated variants versus all variants 

over the extended region (spanning 50 kb upstream and downstream of the core 3 kb 

gene region) and shows the importance of the use of functional annotation particularly 

for studies with small sample size. Assuming that 10% of the annotated variants were 

causal, we quantified the substantial gain in power (at α = 10-6) from the use of the 

extended gene region over that of the core region (Supplementary figure 14). Finally, 

assuming varying levels of sparsity, figure 6 panel A summarizes the power of the 

method. 
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Figure 6. fQTL-SCAN power under varying levels of sparsity and  PrediXcan power 
assuming different effect sizes. The left panel shows the power from fQTL-SCAN 
assuming different percentages of causal variants (2%, 10%, 20%) among the 
functionally annotated variants. The right panel shows the power from PrediXcan under 
different effect sizes (the difference in mean expression between cases and controls 
divided by the pooled standard deviation).  

 

Functional validation 

 We sought additional validation of our findings by re-analyzing a publicly 

available dataset of mRNA expression profile in blood-derived lymphoblastoid cells 

(LCLs) from males with autism and non-autistic controls[99]. TTC22 (which was genome-

wide significant from fQTL-SCAN) significantly differed in expression in LCLs between 

cases and controls with higher expression levels in controls (p = 0.049) while MYL5 

showed higher expression levels in cases (p = 0.003). 
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The gene ITFG2 showed a significant reduction in expression in autistic males 

relative to controls (p = 0.001). MTHFD2 showed significantly higher expression in cases 

than in controls (p = 0.002). 

Comparison of the methods and development of combined test 

The p-values from fQTL-SCAN and PrediXcan association analyses were highly 

correlated (Spearman correlation = 0.36, p < 2.2x10-16, Supplementary figure 15). 

However, because PrediXcan interrogates the common cis-eQTLs while fQTL-SCAN up-

weights the lower-frequency cis-eQTLs and non-synonymous variants, the two methods 

yielded different signals.  One gene, PSMD12, was an exception, showing genome-wide 

significance, p = 8.7x10-9 and p = 6.04x10-7, from fQTL-SCAN and PrediXcan respectively 

and resulting in p = 1.7x10-13 from the combined test (see Methods). Only this gene was 

genome-wide significant from one method and nominally significant (p < 0.05) from the 

other.  

In addition to sample size, power for PrediXcan, which imputes the genetic 

component of gene expression, is also a function of the difference in mean of this 

component between cases and controls; in contrast, power for fQTL-SCAN, which seeks 

to aggregate all types of genome function, is also a function of the level of sparsity 

among the functionally annotated variants. Figure 6 summarizes the power obtained 

from the two methods under different values for these parameters. 

 

Discussion 
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Recent publications have shown that SNPs with regulatory roles on the 

expression of genes are more likely to be associated with disease phenotypes[14, 15] 

and that, in particular, ASD associated SNPs are specifically enriched for eQTLs active in 

the parietal cortex and cerebellum[85]. Taking advantage of this observation, we 

developed and applied gene-based approaches that allow testing gene-level association 

signals consisting of regulatory as well as coding variants. (We note that these methods 

can be applied more broadly to “sets” [i.e., aggregates of SNPs] or “units” [i.e., genomic 

segments such as conserved elements].)  Our approach extends the usual gene 

definition, on which conventional gene-based tests (of rare variants) are premised, to 

test the much larger regulatory landscape. The variance-component method fQTL-SCAN 

presented here builds on a widely used test of rare variants to evaluate the distribution 

of genetic effects for two functional categories (i.e., cis-eQTLs and protein-altering SNPs) 

but, as we would like to stress, can be extended to incorporate other functional 

annotations such as those being generated by ENCODE and Roadmap in a variety of cell 

types[81]. Indeed, fQTL-SCAN implements a “genetic relatedness matrix”, at the gene 

level, which facilitates a test for non-zero contribution to heritability for a given 

decomposition of the component SNPs into functional categories. PrediXcan explicitly 

tests the genetic component of gene expression for association with the phenotype, 

which extends traditional single-variant GWAS, offers mechanistic insights into observed 

associations and provides a framework for the integration of the rich body of 

transcriptome data that have been generated into genome studies of disease. At 

bottom, PrediXcan implements a “polygenic risk score”, at the gene level, with weights 
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derived from gene expression prediction models (such as generated through the use of 

machine learning) based on reference transcriptome data. 

We utilized two independent case/control GWAS datasets in our analysis: SSC as 

discovery GWAS and AGRE as replication. Brain cis-eQTLs associated with the expression 

of genes in the parietal cortex or cerebellum and non-synonymous exonic SNPs were 

incorporated into gene-level signals for the variance-component and aggregation tests; 

our approach shows how functional annotations (such as being generated by large-scale 

efforts [e.g., GTEx or ENCODE] to characterize function in the genome) can be utilized, 

beyond the conventional single-variant analysis, to map disease-associated loci. 

Furthermore, gene expression prediction models were generated using the PrediXcan 

approach[10] in two GTEx tissues, hypothalamus and hippocampus; our approach 

facilitated the investigation of the tissue dependence of the genetic component of gene 

expression (estimated using reference transcriptome panels) in GWAS samples without 

directly measured gene expression data in the analyzed tissues and, in general, enables 

the exploration of the tissue specificity of the role of implicated genes using only GWAS 

data. Several genes exceeded genome-wide significance from the application of 

PrediXcan and the variance-component methods. Using hypothalamus, PrediXcan 

identified NVL as a genome-wide significant gene in SSC, which replicated in AGRE. NVL 

encodes a human telomerase reverse transcriptase-interacting protein NVL2, which is 

important for telomerase biogenesis and is regulatory for telomerase activity[100]. In a 

recent report that adds to the growing evidence for the importance of telomerase for 

psychiatric disorders[101] (including a suggestive association [p = 1x10-7] of a SNP 
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rs11579964 within the gene as reported by the MDD Working Group of the Psychiatric 

Genomics Consortium[102]), the NVL gene has been shown to confer risk for both major 

depressive disorder and schizophrenia in the Han Chinese population[103]. Using fQTL-

SCAN, we found a genome-wide significant association for TTC22 in SSC and replicated 

in AGRE. TTC22 is highly expressed in brain and adrenal gland. Notably, a study reported 

a maternally inherited gain of nearly 300 kb on chromosome 1 at the gene in a child 

with speech delay and ASD[104]. Finally, no gene attained significance using the 

aggregation method; however, three promising genome-wide significant candidates 

emerged upon meta-analysis. 

 

Conclusions 

In summary, we have developed gene-based methods that exploit the enormous 

volume of functional data that are being generated and becoming widely available. The 

methods investigate the regulatory landscape of the gene and evaluate the overall 

evidence for association with phenotype either by explicitly incorporating current 

understanding of genome function into the test (as in fQTL-SCAN) or by directly utilizing 

the imputed genetically determined component of gene expression in a mechanism-

informed framework (as in PrediXcan). We identified and replicated several genes for 

association with ASD. The application of these methods to other disease traits may 

uncover disease mechanisms not otherwise available through standard single-variant 

tests. 
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Methods 

Gene-based methods  

We constructed SNP-based functional annotations for each known gene in the 

human genome (using GENCODE v12)[105]. In particular, we annotated each gene with 

regulatory variation (i.e., cis-eQTLs, within 1 Mb of the gene and defined using a loose 

threshold p<0.01 for association with the target gene expression) previously identified 

in the parietal cortex (GSE35977) and the cerebellum (GSE35974) as well as exonic 

variants (i.e., nonsense, frameshift, and missense SNPs) likely to be enriched for 

function within the gene. In our analyses, we included SNPs with MAF > 0.01. 

Incorporating the eQTLs active in parietal cortex and cerebellum into a functional 

annotation framework for fQTL-SCAN extends our recent study of tissue-specific 

regulatory variation (conducted within a single-variant analysis) as potentially conferring 

disease risk for ASD[85]. We also utilized hypothalamus and hippocampus gene 

expression data (each tissue > 80 samples) from a comprehensive collection of tissues 

made available by the GTEx Consortium[79] to build gene expression prediction models 

within the PrediXcan framework[10] (see below), and here we extended the framework 

by investigating the power of the test, the dependence of the results on the particular 

(brain) tissue used in the model building and the performance of the method compared 

to Mendelian randomization and a BLUP-based approach. We performed extensive 

simulations and tested for improved power to detect gene-level associations by using 
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the (potentially much) larger regulatory landscape versus restricting the test region to 

the gene boundary. For fQTL-SCAN and PrediXcan, we report the associations from the 

discovery GWAS that pass the genome-wide significance (rather than experiment-wide 

significance) threshold since we are interested in the results from each method (rather 

than from the study as a whole), and define p < 0.05 as the replication significance 

threshold in the independent validation GWAS (see “GWAS discovery and validation 

data” for description). 

a. Joint testing of SNP functional categories 

We considered a SNP functionality-based gene-based test, which is similar in 

spirit to SKAT[77] and kernel-based methods[106]. fQTL-SCAN evaluates the 

distributions of genetic effects for the different functional categories annotated to the 

gene, which, as we noted, can extend at megabase distances from the gene. The 

properties of genic SNPs (which have been the focus of conventional gene-based tests) 

versus non-genic SNPs (which may be part of the [potentially long-range] regulatory 

circuitry that is the primary focus of our approach) may differ, impacting the analysis 

and informing the implementation of the extended method described here. We 

compared the MAF distribution as well as the distribution of C-score, a metric of 

pathogenicity[107], of genic and non-genic SNPs (using the Mann-Whitney U test) to 

test for any difference. If there is such a difference in the distribution of MAF or 

measure of pathogenicity, it may be even more important, within our particular gene-

based framework, to incorporate SNP-level weights into the statistical test.  
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For fQTL-SCAN, we assume the following model: 

  

The sum is the contribution to phenotype from the non-genetic covariates 

. The  is the genotype for individual i and the SNP j that is annotated to 

the gene (using the functional annotation category ) with  as the corresponding 

effect size. Consider the vector  of effect sizes , each viewed as a 

random variable. Here  and , with , a 

diagonal matrix of weights, which may reflect (additional) prior SNP functional 

information (e.g., evolutionary conservation, deleteriousness, or pathogenicity).  The 

(non-overlapping) functional categories  can be defined, for example, using the 

SNP overlap with ENCODE[81] cell-type-specific regulatory elements. Alternatively, we 

can choose the , as assumed in the results presented below, to be the regulatory 

variation [eQTL], , or the non-synonymous coding variation [frameshift, nonsense, 

missense], . One can assign a different value to the scale parameter  for each 

functional category (e.g.,  and  for the coding variants and cis-eQTLs, respectively) 

and the choice can reflect prior knowledge of the genetic architecture of the trait. In this 

case,  

  

is a direct sum of matrices (i.e., a diagonal block matrix with a block for each functional 

category). In contrast to a conventional variance-component method, the functional 

categories  may assume distinct distributions of genetic effects, as controlled by 



79 
. We note that the following parameterization, with the parameter a (as a prior) 

reflecting the relative contribution to the phenotypic variance of the two functional 

categories and , reduces the 2-class model of coding variants and of cis-eQTLs 

to a single scale parameter: 

     

The known coding variants (possibly of low frequency, such as derived from 

exome sequencing studies) and/or eQTL SNPs (such as those implicated as causal for the 

phenotype from the results of GWAS fine-mapping[108]) with large effect sizes may be 

incorporated into the model as fixed effects. The terms  and 

 are the random (possibly polygenic) components attributable to the two 

functional categories. Here we assumed a specific weight system, with SNP weights 

drawn from the beta distribution on the basis of MAF (estimated as  using all cases 

and controls), which is likely to distinguish the coding variants and the eQTLs: 

. (For secondary analyses, we evaluated the use of a weight 

procedure which assigns equal weights to all SNPs, whether coding or regulatory: 

. Furthermore, instead of MAF, we evaluated 

the use of C-score[107] to define the weights, although of course such a metric may 

show some correlation with allele frequency.)  

To test for the null hypothesis that the vector β = 0, representing a model in 

which there is no SNP-based heritability for the gene, we test the equivalent hypothesis 



80 
 using a variance-component score statistic, which is asymptotically a mixture of 

chi-square statistics[77]: 

 

where the kernel 

 

is the product of the genotype matrix X, the diagonal matrix of the weights and the 

transpose of X, and  is the vector of estimated probabilities for the disease phenotype 

under the null model. We note that the kernel is a “genetic relatedness matrix” defined 

by the SNPs within a given functional category in the gene’s regulatory landscape and 

the method explicitly tests for a non-zero contribution to heritability from the 

annotated SNPs. 

b. Testing the imputed genetically-driven component of gene expression 

We used two reference brain tissues – hypothalamus (n = 81) and hippocampus 

(n = 81) – that have been made available by the GTEx Consortium[79] to perform 

PrediXcan[10] analysis, a gene-based test that utilizes information on transcriptome 

regulation to impute the genetic component of gene expression for GWAS samples and 

performs disease-loci mapping with the predicted gene expression levels. Here, we 

extended the original framework by investigating the tissue dependence of the 

PrediXcan results. In each tissue, we adjusted normalized (directly measured) gene 

expression for sex, the top 3 (genetic-based) principal components, and 15 PEER factors. 
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We then generated gene expression prediction models in these tissues using elastic 

net[48] with α = 0.5 (which essentially combines the features of ridge regression and 

LASSO):  

 

 where ; all SNPs within 1 Mb of a gene were used as input in the model 

building. LASSO enforces sparsity and generates prediction models that are consistent 

with a genetic architecture in which a small number of variants have relatively large 

effect sizes. In contrast, ridge regression is consistent with a highly polygenic 

architecture with a large number of contributory variants. To generate the SNP 

predictors, the glmnet R package was used. Ten-fold cross validation (within the GTEx 

data) was performed to assess the quality of the prediction. Genes that satisfy (out-of-

sample) prediction R2 > 0.01 from the cross validation were included in the downstream 

analysis. The weights from the prediction models in each tissue allow us to impute, in a 

tissue-dependent manner, the genetic component of gene expression, , for individual 

i (in the GWAS data) using the weights  from the reference tissue panel (GTEx) 

and the individual’s genotype  (coded as the number of effect alleles):  

    

This estimate of the genetic component of gene expression level facilitates trait-

association testing (in this study, using logistic regression with case-control status) 

without the directly measured gene expression data. Because the individual’s (germline) 
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genetic profile is (likely) not altered by the phenotype (disease or drug treatment), an 

observed association between the estimated genetic component and the trait suggests 

a particular causal direction underlying the association. Thus, one advantage of the 

method is that it offers potential mechanistic insights (via gene regulation) into the 

observed association.  

We compared this mechanism-centric approach with other related methods. For 

genes with a single SNP predictor, PrediXcan is akin to “Mendelian randomization” 

(more precisely, a 2-sample instrumental variable approach[98]) using the cis eQTL as 

the instrumental variable. However, it is, in general, non-trivial to demonstrate that the 

conditions of Mendelian randomization are fulfilled exactly; for example, a pleiotropic 

effect (i.e., a direct genetic effect on the disease phenotype) cannot be entirely ruled 

out using a single genetic variant. Thus, we investigated whether this approach can be 

used to establish a causal or pleiotropic link between gene expression and the 

phenotype[109]. Furthermore, we evaluated an alternative approach that utilizes the 

Best Linear Unbiased Prediction (BLUP)[110] to identify gene-level associations with the 

disease phenotype[111]. The BLUP of SNP-based polygenic component is equivalent to 

the ridge regression prediction (assuming a specific penalty [  and ]), and 

the BLUP-based SNP effect equals the ridge regression estimator: 

  

We note that the imputed genetically regulated component of gene expression 

is similar in form to the test statistic for the burden test, which collapses information for 
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the variants into a summary genetic score and counts (using the a priori defined set of 

weights ) the total number of minor alleles across the variants 

annotated to the gene: 

.   

To see the relationship between the imputed genetic component of gene expression 

and the burden score, we note that the weight  included in the genetic 

score is assigned using the weights  for the gene expression prediction models 

derived from the reference tissue panel, with the indicator function  if the 

effect allele from the reference gene expression tissue set matches the minor allele and 

 otherwise. Thus, PrediXcan is a method that performs “polygenic risk score 

analysis”, at the gene level, using weights estimated in reference transcriptome data 

and this burden score also provides a (tissue-dependent) estimate of the genetic 

component of gene expression. 

 We characterized the gene expression prediction models trained on the 

transcriptome data in the brain regions in terms of heritability of gene expression 

(which sets an upper bound on prediction performance[10]) and the size of the set of 

predictors. Using a mixed-effects model, we estimated the heritability of gene 

expression[22] attributable to SNPs within 1 Mb of the gene. Briefly, we assumed the 

following model:
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where  is the genetic relatedness matrix estimated from these (local) SNPs,  is 

the aggregate local genetic effect on the gene expression trait , and   comprises the 

contribution from the fixed effects. Variances were estimated using restricted maximum 

likelihood (REML) as implemented in GCTA[21], and the cis heritability was then 

calculated as . We also investigated the distribution of the size of 

the set of predictors/features for the generated gene expression models as well as the 

correlation of the size with the heritability  in both hypothalamus and hippocampus. 

 (For baseline comparison, we evaluated an aggregation test that utilizes Fisher’s 

method to combine p-values [See Supplementary Methods], but we do not emphasize 

the test in this study because we find the method has less power than the ones we focus 

on here.  See also “Gene-based test results” below.) 

Type I error analysis 

We examined whether the methods controlled the type I error. We applied the 

variance-component test fQTL-SCAN to 10,000 permuted datasets (obtained by 

permuting disease status and by preserving the linkage disequilibrium pattern), using 

the genotype data in the SSC GWAS dataset (see “Sample” below) for the cis-eQTLs and 

non-synonymous polymorphisms annotated to the genes on chromosome 22 , to assess 

the type I error control of the method. For PrediXcan, we performed logistic regression 

analysis with each of the 10,000 null datasets (obtained by permuting disease status and 

preserving gene-gene correlations) using the imputed genetic component of gene 

expression on chromosome 22 (based on the hypothalamus-derived gene expression 
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models) in the SSC samples. In performing the association analyses on the permuted 

datasets, we preserved the correlation structure among the disease status and the 

covariates (see description of GWAS data below). The proportion of permutations, 

averaged across all null genes, that satisfy p < 0.05 provides the type I error rate. We 

also considered the corresponding proportion of permutations at other p-value cutoffs 

(0.005, 5x10-4, 0.001, 1x10-4). 

Power analysis 

 We evaluated the power from the PrediXcan analysis using simulated data. In 

contrast to fQTL-SCAN, the framework explicitly requires an external dataset (i.e., the 

reference transcriptome panel). We simulate two normal distributions,  and 

 of imputed gene expression corresponding to cases and controls, 

respectively. Empirically, the parameters from fitting this distribution from real data can 

be obtained via maximum likelihood estimation. Suppose the population standard 

deviations (SDs) in the genetically regulated component of gene expression (GReX) of 

cases and controls (σA and σB) are known. Suppose μA and μB are the corresponding 

means in GReX, and let Δ = μA – μB be the difference in means (i.e., the effect size).  Let n 

and m be the sample sizes of the two groups, and  and 

. We can calculate a Z-score Z as follows: 

    

Power then can be calculated at a given significance level α as follows: 
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where the integrals are taken using the standard normal density curve . Thus, as 

expected, power depends on the true effect size Δ, the SDs (σA and σB, with smaller 

values leading to greater power) and sample sizes (n and m, with larger sample sizes 

leading to greater power). In the case of unknown (and equal) standard deviations, we 

can estimate using the sample SD, and generate a T statistic which follows a t-

distribution with n+m-2 degrees of freedom to perform a power calculation. 

 We also evaluated the performance of the fQTL-SCAN method in terms of 

power. We began with a simple scenario. We sampled from the alternative distribution 

 one standard deviation away. We generated 20,000 simulated data, each from 

k draws from the alternative distribution, where k = 1, 3, 5 and 10 independent causal 

variants. We report the results for k = 3 and 5 because of the rapid improvement in 

power from this method in the presence of multiple causal variants. At this stage, we 

assumed all k annotated variants were causal. We calculated the fQTL-SCAN statistic for 

each simulated dataset, assuming equal weights for the k SNPs as well as the 

(default) weight scheme  with (pseudo- minor allele frequency 

parameter)  generated from the log relationship (see below) between MAF and the 

effect size of a causal variant under the 2 scenarios for the number of causal variants 

(i.e., k = 3 and 5). The Ecdf function from the R package Hmisc was used to plot a 
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receiver operating characteristic (ROC) curve showing the statistical power ( ) as a 

function of the level of the test α. Because this simulation procedure does not capture 

the haplotype structure of a genomic region, the sparsity of the causal SNPs among all 

SNPs tested and an empirically reasonable gene length, we performed additional (more 

complex) simulations, following SKAT but with some key modifications, using haplotypes 

(n = 10,000) simulated by COSI[112] according to a coalescent model in which linkage 

disequilibrium pattern and population history reflected those of the European 

population and assuming different percentages of causal SNPs (2%, 10%, 20%) among 

the SNPs annotated to a gene. We randomly selected genes of length 3 kb but also 

tested the wider region (treated as the gene’s regulatory landscape) that spans 50 kb 

upstream and downstream of the gene (for a total extended region length of 103 kb) to 

test for differential power. We assumed that the percentage of causal variants with 

minor allele showing a negative effect on disease risk was 50%. In the simulations, the 

causal variants were assigned effect sizes as observed for the cis-eQTLs and non-

synonymous polymorphisms included in the gene set annotations in the real (SSC 

GWAS) data as a function of MAF (Supplementary figure 1). This facilitated comparison 

with causal effect size assignment based on all variants in a gene as well as in an 

extended region without the use of functional annotation. (In addition, one may utilize, 

in the simulated data, the well-known distribution of the position of the cis-eQTLs[113] 

near the transcription start site or transcription end site to choose the causal SNPs 

among the cis-eQTLs.) We investigated several scenarios (on the underlying genetic 

architecture) for the magnitude of the effect of the causal variants, for use in 
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simulations, among the cis-eQTLs and non-synonymous SNPs (namely, the effect size as 

a linear function of log10-transformed MAF with constant of proportionality of 0.90, a 

constant of proportionality of 0.40 [the default choice in SKAT], or by fitting linear 

regression as well as an inverse relationship [Supplementary figure 2]); again, we were 

guided by real (SSC GWAS) data, in particular the effect size distribution of the 

annotated cis-eQTLs and non-synonymous variants. We evaluated power using two 

levels of significance (α = 0.001 and 1x10-6).  For power analysis, phenotype was then 

simulated from the generative model: 

  with  

where Z is the component of the phenotype that includes non-genetic covariates 

(calculated as , with  and ) and  is 

the vector of effect sizes from the causal SNPs among the cis-eQTLs and non-

synonymous variants annotated to the gene and X represents their corresponding 

genotypes. 

Functional validation 

 We sought additional validation for the genes that meet genome-wide 

significance in our analyses using a publicly available dataset[99] of mRNA expression 

profile in blood-derived lymphoblastoid cells from males with autism and non-autistic 

controls. We performed differential expression analysis of the data between cases and 

controls using the R Bioconductor package limma[114]. 

Comparison of the methods and development of combined test 
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 To assess overall concordance, we calculated the Spearman correlation in p-

value between fQTL-SCAN and PrediXcan (using the fQTL-SCAN gene-based annotations 

and the PrediXcan gene expression prediction models generated from the cerebellum 

transcriptome data). We also identified the genes that were significant from both 

methods.  

We used Fisher’s method to combine the two methods and permutation to 

assess the significance of the test. Alternatively, we may view the methods 

geometrically. Let n b the number of samples and  the space of nxn matrices 

over the real numbers R. We consider the -valued path : 

 

Here G is the n-vector of imputed genetic component of gene expression and X is the 

genotype matrix for the functionally annotated variants. The diagonal entries for 

 consist of the square of the imputed gene expression in the samples. 

 is the fQTL-SCAN kernel. Then  defines a path in the space , which  

starts ( ) at the latter and ends ( ) at the former. Note that, for each , 

 defines a symmetric matrix: , and 

 

defines a quadratic form statistic, which starts at the fQTL-SCAN score statistic and ends 

at the score statistic for the logistic regression test for an imputed gene expression 

association. In addition to the start and end point, there are other choices of the 

parameter t that may be of interest (e.g., the midway point  or the point at 
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which the variance explained by the predicted expression from PrediXcan equals that 

explained by the functionally annotated variants from fQTL-SCAN). For a given choice of 

the parameter, the null distribution of  may be approximated by a mixture of chi-

square distributions. 

GWAS discovery and validation data 

The discovery cohort consisted of 1,679 probands from the Simons Simplex 

Collection (SSC)[115] genotyped on the Illumina 1M Duo, 1M and Omni2.5 platforms 

and 1,297 controls from the Study of Addiction: Genetics and Environment (SAGE)[116] 

downloaded with permission from the Database of Genotype and Phenotype (dbGAP). 

The independent replication cohort consisted of 654 probands from the Autism 

Genetic Resource Exchange (AGRE) genotyped on the Illumina HumanHap550v3. This 

dataset is described in depth in Geschwind et al.[117]. This case sample was combined 

with 1,593 unselected controls from the iControl data set also genotyped on the 

Illumina HumanHap550v3. From this control sample, 33 individuals were removed due 

to suspected relatedness for sharing greater than 10% of typed SNPs identity-by-

descent.  

Quality control, imputation, and genetic-based covariates 

The AGRE/iControl (hereafter “AGRE”) was restricted to 1,945 individuals of 

western European descent based on results from multidimensional scaling conducted 

using PLINK. Next, SNPs with MAF < 0.01, HWE p-values < 0.001, genotype missingness > 

0.02, and differential missingness between cases and controls > 0.01 were excluded. 
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After these quality control measures, 511,483 SNPs were used for imputation to 

HapMAP3 R2 Build 36 with MaCH[118].  

The same QC procedures were applied to the SSC/SAGE data (hereafter “SSC”) 

resulting in a sample set of European descent with 836,173 SNPs available for 

imputation to HapMAP3 R2 Build 36 with MaCH.  

The top 10 principal components were included in each association analysis as 

covariates to correct for any residual population stratification.    
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Supplementary figure 1. MAF profile of the cis-QTLs and non-synonymous variants. 
The figure shows the MAF distribution of the functionally annotated SNPs included in 
the fQTL-SCAN gene-set annotation. 

Supplementary figure 2. The relationship between MAF and effect size for the most 
significant (p < 0.001) cis-eQTLs and non-synonymous polymorphisms in the SSC data. 
We investigated several scenarios for the relationship between MAF and effect size for 
the functionally annotated SNPs and used these as input in the simulations. 

Supplementary figure 3. Correlation between gene length and number of annotated 
variants. There was a significant correlation in the SSC data (spearman rho=0.14, p < 
2.2x10-16,) between the length of a gene and the number of SNPs annotated to the gene 
(some of which may be at considerable distance from the gene’s transcription start or 
end site). 

Supplementary figure 4.  Distribution of annotated variants and effect on p-value. 
Panel A shows the distribution of the number of annotated markers for the genes. Panel 
B shows the relationship between the fQTL-SCAN p-value and the number of annotated 
variants. 

Supplementary figure 5. MAF distribution of genic and non-genic SNPs included in the 
gene-set annotation.  Genic (cis-eQTL and non-synonymous) SNPs tend to have lower 
median MAF than the corresponding (cis-eQTL) non-genic SNPs.  

Supplementary figure 6. Madsen & Browning weight procedure. There was no 
significant signal found for the Madsen & Browning weight scheme, which has been 
widely used in conventional gene-based tests.  

Supplementary figure 7. CADD score weight scheme.  Two genes reached Bonferroni 
significance under this weight scheme. 

Supplementary figure 8. Correlation between CADD score and uniform weight scheme. 
There was a significant correlation for the p-values ( , p < 2.2x10-16) derived 
from these weight schemes.  

Supplementary figure 9. Correlation between CADD score and  
weight scheme.  There was a significant correlation for the p-values ( , p < 
2.2x10-16) derived from these weight schemes.  

Supplementary figure 10. Correlation between empirically generated and theoretical 
p-value for fQTL-SCAN.  There was a significant correlation between the p-value derived 
from the theoretical (asymptotic) distribution and the permutation-derived p-value 
(Spearman correlation = 0.99, p < 2.2x10-16). 

Supplementary figure 11. PrediXcan power analysis. The effect on power of different 
values of gene-based effect size (difference in mean expression between cases and 
controls) and GWAS sample size is shown. 
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Supplementary figure 12. ROC curves from fQTL-SCAN power analysis. The plot shows 
the relationship between power and the level of the test as well as the dependence of 
power on the weight scheme assuming k = 3 and 5 independent causal variants for a 
gene for which all annotated variants are assumed causal. 

Supplementary figure 13. fQTL-SCAN power analysis using European haplotypes and 
10% causal variants. Panel A shows that the relationship between MAF and effect size 
can have substantial impact on the power of the fQTL-SCAN test; panel B indicates how 
much gain in power (at α = 10-6) could be achieved through the use of the functionally 
annotated variants versus all variants over the extended region (spanning 50 kb 
upstream and downstream of the core 3 kb gene region) and shows the importance of 
the use of functional annotation particularly for studies with small sample size. 

Supplementary figure 14. Regulatory landscape versus gene region. Assuming 10% 
causal variants, the plot shows the substantial gain in power (at α = 10-6) from the use of 
the extended gene region over that of the core region in the fQTL-SCAN analysis. 

Supplementary figure 15. Correlation between fQTL-SCAN and PrediXcan association 
results. The results from the two methods are highly correlated (Spearman correlation = 
0.36, p < 2.2x10-16).  One gene was genome-wide significant using both methods. In 
general, the two methods implicate different signals. 

 

Supplementary table 1.  Type I error analyses for fQTL-SCAN and PrediXcan. Several p-
value thresholds were used to assess type I error rate. 

 

The Supplementary Material can be downloaded from 
http://www.scandb.org/newinterface/SuppMaterialVol.zip 

 

 

 

 

 

 

 

 

 


