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Consider a single server that should serve a given number of customers during a fixed period. The Appoint-
ment Scheduling Problem (ASP) determines the schedule of planned appointments that minimizes some cost
function that accounts for both the cost of idle times and the cost of waiting. When service time distributions
are fully specified, the ASP presents a much investigated computationally challenging stochastic program.
When service time distributions are only partially specified, one can apply distributionally robust optimiza-
tion (DRO) to find the schedule that minimizes costs in worst-case circumstances. We assume that only
the mean, mean absolute deviation and range of the service times are known, and develop a DRO method
that finds the optimal (minimax) schedule. For independent service times, the min-max problem becomes
nonlinear and difficult, if not impossible, to solve exactly. Existing DRO methods for ASP with partial in-
formation (such as mean and variance) therefore consider relaxations that allow correlations between service
times. Such relaxations have major repercussions, as the worst-case scenario will then be highly correlated.
Our method thus deals with independent service times and finds the robust schedule as the solution to a
linear program. We identify several new structural features of optimal robust schedules. We also apply the

method to model extensions including sequencing and alternative objective functions.
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1. Introduction

Unpredictability of arrival times and service times can lead to long waiting times and idleness,
signals of poor quality of service and inefficient capacity usage. Ideally, a service system combines
high quality and high efficiency. One way to achieve this dual goal is by having appointments
scheduled in advance, so that customer waiting times are shortened and server utilization is in-
creased. Appointment scheduling has long been recognized as a way to better regulate service
processes. Spurred by increased availability of online reservation systems and teleservices, appoint-
ment scheduling rapidly gained further ground and became a driving factor in regulating modern

economies.



Finding the best schedule of planned appointments is known in the queueing literature as the
Appointment Scheduling Problem (ASP). The basic version of this problem involves a single server
that serves a total of n customers over a period of length T'. The service times are independent and
identically distributed (i.i.d.) random variables and the objective function consists of the weighted
sum of the expected waiting times and the expected idle times. The ASP then aims to determine the
optimal schedule of arrival times that minimizes the objective function and strikes the right balance
between wait and efficiency. Customers arrive punctually on the scheduled times (an assumption
that can be easily relaxed) and wait in a queue before receiving service. Notice that queues are
formed due to the stochastic service times. The ASP describes services that require instore or
onsite visits, such as surgeries or outpatient clinics (Cayirli and Veral, 2003)), but also remote care
and teleservices. These are often service systems that operate close to maximum capacity, which
can lead to long waiting times, urging the need to find a good if not optimal schedule.

Solving the ASP, and finding the optimal schedule, involves a stochastic optimization problem
with an objective function that accounts for both the cost of idle times and the cost of waiting.
This optimization problem requires as input the distributions of the uncertain sources, such as the
service times (length of appointments) and arrival times. With historical data you could statistically
estimate the service time distributions, but we take a different, more robust approach in this paper.
We work under the assumption that we do not know the distribution, but only have access to
partial information in the form of summary statistics. More specifically, we assume that we know
the mean, the mean absolute deviation (MAD) and the range of the service times. We then analyze
the stochastic ASP with this partial information to find a robust optimal schedule that applies
to all distributions that share the same partial information. We determine the robust schedules
under partial information with a min-max analysis consisting of two steps. First we determine
the worst-case (maximum) costs of the objective function under the conditions of the partial
information. Then we determine the schedule by minimizing the maximum costs. As will become
clear, the partial information consisting of mean, MAD and range presents a solvable maximization
problem, which makes the minimization step particularly feasible and leads to optimal schedules
with insightful structures.

The min-max approach in this paper belongs to a much larger class of distributionally robust
approaches that seek to calculate worst-case model performance, over the set of distributions
satisfying some partial information, with applications in many domains such as scheduling (Mak
et al.l 2015} [Kong et al.l 2013)), portfolio optimization (Popescu, 2007; Delage and Ye, |2010) and
inventory management (Perakis and Roels, 2008). A classic distributionally robust approach is due

to Scarf] (1958]), who considered the newsvendor problem with mean-variance demand information.



Scarf was able to derive explicit expressions for the worst-case distribution, and solved the min-
max problem to obtain the optimal order quantity. An overview of many more applications of
Distributionally Robust Optimization (DRO) can be found in |Rahimian and Mehrotra (2019)).
Compared with tractable one-dimensional problems such as the newsvendor model, apply-
ing DRO techniques to problems with multiple independent random variables and distributions
presents considerable, if not insurmountable, challenges. An early account of these specific chal-
lenges of multiple independent random variables can be found in the work by |[Kingman| (1963)),
who searches for tight bounds for E[f(X)] with f a real-valued function and X a vector of random
variables for which partial information is available, such as the first few moments. For the univari-
ate case, Kingman shows that a standard optimization technique—related to the duality theory of
general conic linear programs and moment problems (Shapiro| [2001)—yields tight bounds. For the
multivariate case, Kingman explains that the same approach no longer works, because the dual
problem can only be solved by allowing dependence between the random variables. That leads to
less sharp bounds, or in Kingman’s words: “It is not altogether surprising that this larger class
of random variables allows a wider range of values of E[f(X)] to be attained. (...) These we must
expect to be fairly weak, and the determination of refinements of these inequalities which are sharp
is an unsolved problem, apparently of very considerable difficulty.” It is indeed well known in the
DRO literature that multiple independent variables can cause major problems, and that allowing
correlation often alleviates these problems. In DRO one needs to find the worst-case distribution
within the ambiguity set. The expectation Ep|-] is typically a linear operator relative to the (joint)
probability distribution P. However, to account for the independence assumption, the nonconvex
product measure must be introduced. Hence, finding the worst-case distribution involves solving
an optimization problem where the objective is multilinear in the probabilities, rendering it highly
nonconvex. For the classic ASP we are in fact facing this challenging setting with multiple inde-
pendent random variables, as the objective function depends on all n independent service times.
Why do we then focus on independent random variables when it creates such considerable chal-
lenges? Indeed, it may be mathematically easier to allow for correlated random variables or to
include correlation information. However, while correlations may exist in some situations, the inde-
pendence assumption provides a baseline that can be adjusted, or expanded upon, based on specific
characteristics of a given system. Let us now list four reasons as to why the independence assump-
tion became the standard for classical appointment scheduling. First, the independence assumption
aligns well with service systems that cater to diverse needs of a large and varied customer base.
Take healthcare as an example. In a large patient population, there is likely to be a diverse range of

health conditions and medical needs. Different individuals may have different illnesses, conditions,



or preventive care requirements. This diversity contributes to the independence of healthcare de-
mands, as the health issues of one patient may not be strongly correlated with those of another. At
the same time, it is important to note that there are situations where dependencies may exist, such
as during disease outbreaks or when certain health conditions are more prevalent in specific sub-
populations. Second, stochastic models based on independence allow for the use of well-established
probability distributions (e.g., exponential distributions for service times) and queueing models,
making analysis and optimization more straightforward (which is generally not true for DRO).
This explains why queueing-based papers in this area all rely on the i.i.d. assumption. Third,
independent service times simplify the design and implementation of scheduling algorithms, and
make it easier to predict and plan for future demand. If appointment durations are influenced
by prior appointments, predicting future service times becomes more challenging. Independence
thus simplifies forecasting and allows better scheduling decisions. Fourth, statistical analysis, in-
ference and sensitivity analysis become more straightforward with the independence assumption.
Common statistical tools and tests rely on the assumption of independence for valid results. This
simplifies the application of statistical techniques to estimate parameters and make predictions
about future system behavior. Changes such as an increase in the arrival rate or increased service
time deviation can be more clearly understood without the complicating effects of correlations
between appointment times. As will become clear, DRO is particularly sensitive and leads to vastly
different schedules when the independence assumption is dropped. As Mak et al.| (2015, p. 319)
notes, “the worst-case distribution corresponding to a given solution could be highly correlated,
which does not accurately reflect the independence of job durations.” Taken together, independent
service times make models more generally applicable across different scenarios and settings. We
should acknowledge that the assumption of independent service times is a simplification, and real-
world systems may exhibit dependencies. However, in many practical scenarios, the advantages of
assuming independence outweigh the drawbacks, especially when it comes to designing efficient
and manageable scheduling systems. If specific situations require considering correlations, more
sophisticated models can be developed to address those complexities, as we shall also demonstrate
in this paper.

In what follows, we introduce a new perspective for solving the ASP under partial information
by introducing a DRO approach that can deal with i.i.d. service times. We start with a detailed
model description in Section [2] where we also discuss more ASP and DRO literature, and formulate
the main contributions of this paper. Section [3] presents the new robust perspective for the ASP.
We show how robust schedules can be determined as solutions to linear programs (LPs) and draw
comparisons with other DRO approaches, including those with correlated service times. Section []

discusses several extensions of the classic ASP model, such as sequencing decisions when service



times can have different distributions. We also discuss an alternative model for the ASP that uses
as objective the conditional value at risk (CVaR), to address risk aversion and unfairness, and
an asymptotic version of the model, with equidistantly spaced arrival times, that serves as an
approximation to the ASP as the number of appointments grows large. For all stochastic programs
in Section [4] our robust method gives rise to LP reformulations and insightful robust schedules.

We present some conclusions in Section

2. Robust appointment scheduling
We now give a more precise specification of the appointment scheduling problem (ASP), with full
and partial information, discuss more literature, and summarize our main contributions for robust

appointment scheduling.

2.1. ASP with full information

Consider a total of n customers that need service from a single server during a period of length
T. The goal is to find the appointment book (the arrival times of all n customers) that minimizes
costs associated with waiting times, idle times and overtime. Let X, denote the service time of
customer k, and assume that all customers arrive precisely according to schedule. The scheduling
problem is then to determine the interarrival times between customers, given the sequence in
which they arrive. We use s;, to denote the interarrival time between job k and the next job, i.e.,
the length of the slot reserved for job k. The vector s = (sy,S2,...,s,) will be referred to as the
schedule. Job k is thus scheduled to arrive at time Zi.:ll s;. Define the set of all possible schedules
S={seR}:s;+...4+s, <T}, where T is a positive upper time limit within which the schedules
should be fit. Let W), denote the delay of job k and let W, denote the overtime. Delay cost is
incurred at rate c,,. If the last job is completed after time T', an overtime cost is incurred at rate c,.
Let Wiy =0and W= (Wy_1+ X1 —sx_1)", k=2...,n+ 1. It is then natural to seek a schedule

s € S that minimizes the total delay and overtime cost

n

fn(S7X) :CwZWk +60Wn+17 (1)

k=2

and the classic ASP can be formulated as
min B[ £, (5. X)) @)

with the expectation taken over the distribution P of the service times X = (X1,..., X,,). To simplify
the exposition, we focus on the objective function without idle times. It should be noted that,
for identical idle time costs, one can construct an equivalent instance of the ASP with only waiting

and overtime costs that has the same optimal solution (see, e.g.,|Denton et al.,|2010, Proposition 1).



The ASP thus tries to find an optimal design through an objective function that weighs conflicting
performance measures, a tried and tested concept in OR. A prerequisite for successful execution
is the availability of tractable expressions for the performance measures and thus the objective
function. Special for the ASP is that the objective function consists of performance measures of
a single-server queue, which in full generality renders an intractable optimization problem. With
that in mind we divide the ASP literature into two methodological directions.

The first direction uses advanced queueing theory and approaches the ASP with explicit queue
analysis and tractable objective functions (Bailey, 1952; Mercer, 1960; [Wang), [1993; Kaandorp and
Koolel, |2007; |Green and Savinl, 2008; [Hassin and Mendell, 2008; [Zacharias and Pinedo|, 2014; [Liul,
2016} Kuiper et al., |2017; Zacharias and Yunes, 2020; Zhou et al. 2021)). This queueing approach
requires further simplifying assumptions that facilitate exact analysis. Many works in this direction
use specific service time distributions (such as exponential and phase-type distributions) and some
also assume stationarity, hence approximating the ASP with finitely many appointments with
an idealized model that considers an infinite number of appointments. Indeed, stationary, long-
term queue analysis is simpler than non-stationary analysis. Since the stationary regime makes
no distinction between customers, the approximate schedule is equidistant with slots of fixed size,
which in many cases is far from optimal.

The second direction avoids advanced queueing theory and views the ASP as an optimization
problem which only requires the distributions of the service times and the queue dynamics, i.e., the
recursive relations that describe the waiting times and idles times as function of the appointment
times and service times. The expected value problem (2)) can be (approximately) solved using
various methods, including sample average approximation (SAA), quasi-gradient methods and
sequential bounding approaches; see, e.g., Shapiro et al. (2009); |Robinson and Chen| (2003); Birge
and Louveaux (2011)); Denton and Gupta (2003). SAA leverages that, for a given realization of

service times x = (xy,...,,), the optimal schedule solves the LP

n

fu(s,x) =minc, Z W, + CoWp 11
v k=2
s.bt. we 2 x — S84, (3)

Wiyl 2 W, +Tp— S, k=2,...,n,

w,=0, k=2,....,n+1.
For more background on the numerical implications of SAA, see Shapiro et al.| (2009, Section
5.3). These optimization methods can be computationally intensive and moreover require a precise

description of the distribution PP, or at least a sufficient number of independent samples from this

distribution.



2.2. Robust ASP with partial information

The computational problems of the full-information ASP, and the wish to design robust schedules
that can deal with situations of partial information, have triggered earlier studies using min-max
analysis and partial distributional information of the uncertain service times such as range, marginal
moments and covariance. The distribution-free methods, proposed in these studies, lead to schedules
that minimize the worst-case expected objective value among all possible distributions that comply
with the partial information, as in the present paper. The robust ASP can be formulated as

min max Ep[f, (s, X)] (4)

seS PeP

with S the feasible set of appointment schedules and ambiguity set P taken to be the family of all
probability distributions consistent with the information known about the probability distribution
of X. This information can include, e.g., moments and covariance structures. Several papers solve
some version of the robust ASP in (Kong et al., 2013; [Mak et al., 2015; |Qi, 2016; Bertsimas
et al., 2018; Padmanabhan et al., 2021). Kong et al.| (2013) formulate for known mean and covari-
ance a robust min-max problem that can be approximately solved by semidefinite programming.
Mak et al.| (2015) construct for known marginal moments of the service time a tractable conic
program. Both approaches cannot cope well with the case of i.i.d. service times, for the reasons
explained earlier. That is, without restricting covariance and only specifying marginal moments,
the worst-case probability distributions often correspond to highly correlated, unrealistic service
times, see Mak et al. (2015]), while explicit specification of covariance leads to nonlinear hard-to-
solve optimization models, see Kong et al. (2013). We will discuss these and other DRO papers
Bertsimas et al.| (2018); Padmanabhan et al. (2021)) in more detail later, but none of them can
handle the setting of independent service times. To understand why the independent/i.i.d. case
stays out of reach, notice that independent service times make the expectation in (4) nonlinear
and nonconcave (viewed as a function of the probability distribution). Therefore, the associated
semi-infinite program is no longer a convex optimization problem, which makes it hard, if not

impossible, to find the worst-case distribution.

2.3. Features of optimal schedules

Several universal features of optimal schedules were reported in the literature. For i.i.d. service
times with a known distribution, [Wang| (1993), Denton and Gupta (2003) and [Robinson and Chen
(2003)) observe independently that optimal schedules typically follow a ‘dome-shape’ pattern, with
successive time slots first increasing and later decreasing. This schedule allocates more time for
customers in the middle and less time to customers at the beginning and the end of the day. This

universal pattern fits with queueing theory intuition. Delays that arise early cause further delays,



which pleads for longer slots in early stages. However, longer slots increase the chance of idleness.
Shorter slots at the beginning and end of the day prevent idling and overtime, while longer slots
in the middle of the day protect against long waiting times for many customers.

In most robust studies with only partially known service time distributions, it is not the dome
shape but a ‘decreasing’ schedule in which the slot lengths become smaller (Mak et al., 2015;
Jiang et al., 2017). This has to do with correlations between service times that are tolerated in the
robust optimization models. The robust schedule is meant to guard against the worst-case scenario,
which due to correlations, will be a scenario where long service times will follow each other at
the beginning of the period. Because early delays are likely to transfer into delays for downstream
jobs, this potentially creates major problems that can be mitigated by allocating more time for
these first jobs. Such worst-case scenarios with positively correlated service times of consecutive
customers inevitably lead to a strategy that avoids early delays, hence the decreasing schedule.

This decreasing schedule is also at odds with the famous Bailey’s scheduling rule that lets
the first two customers arrive at the start of the day, and schedules succeeding appointments at
intervals equal to the expected service time (Bailey, [1952; |[Kong et al., [2013). Bailey shows, using
Monte-Carlo simulation, that this rule—which is an extreme case of an increasing (as opposed
to decreasing) schedule—strikes a good balance between idle times and waiting times. With two
customers present the server will not idle early on, while the waiting times remain acceptable.
Sang et al.| (2021]) discusses the use of a quantile objective instead of the expected cost objective.
They demonstrate that the allocated schedules exhibit a semi-dome-shaped pattern, which initially
increases like the dome-shaped pattern, but then does not decrease monotonically.

Allowing or banning correlations among service times thus leads to vastly different worst-case
scenarios and min-max system designs. When anticipated, or statistically estimated, it makes
sense to include correlations. However, there are also many situations where the independence
assumption is more realistic and preferable. Moreover, the classic ASP with its origin in the single-
server queue and inherent independence assumption serves as the benchmark model in the field. We
therefore develop a robust optimization method for the ASP that can deal with independent service
times. We will also explain why most other robust ASP studies cannot deal with the independence

assumption.

2.4. Summary of main contributions
We highlight the following contributions to the ASP literature:

(i) We present a robust solution method for the classic ASP that is suitable for independent
service times. For this we work with partial information that includes MAD instead of variance.

This gives a solvable min-max problem, where the worst-case scenario leading to the maximum



expected costs under partial information—the max of min-max—is given by independent three-
point distributions for the service times. These three-point distributions do not depend on the
number of customers, and hence remain the same for all problem sizes.

(ii) We also show that the min-max problem is computationally tractable, by performing the
minimization after the maximization. The three-point distributions that follow from the maxi-
mization thus serve as input for the minimization, which can therefore be written as a standard
stochastic program, solvable as an LP or as a stochastic program with e.g. SAA. To accurately
approximate the optimal solution, SAA typically requires a number of samples that depends on
n (i.e., the dimension of the problem). In our case, the required sample size for obtaining a near-
optimal solution remains manageable because we work with three-point distributions. Furthermore,
we develop an algorithm that can solve larger instances than traditional DRO methods which incor-
porate correlation information, under relatively mild additional assumptions. This algorithm takes
full advantage of the fact that service times are independent and that, under this independence
assumption, the worst-case distribution is a discrete distribution known in advance without the
need to solve explicitly a DRO problem.

(iii) Unlike other robust methods, our method leads to worst-case scenarios that respect the
independence assumption. Most other robust studies do not impose independence, resulting in
extreme worst-case scenarios, where long service times follow each other in rapid succession (due
to the tolerated correlations). These scenarios in turn yield overly conservative schedules that
build in most slack in the initial stages of the planning horizon. Our method gives realistic worst-
case scenarios for the independent setting, and hence intuitive robust schedules that resemble for
instance dome-shape patterns and Bailey’s rule.

(iv) Finally, we show that our robust method does not only work for the classic ASP, but for many
variants and extensions. We consider approaches for other settings with correlation structures and
min-min (instead of min-max) analysis, but also for extended models that include features such
as sequencing and risk-aversity. The latter extensions are typically difficult to solve in the partial-
information setting. However, when using mean-MAD information, the partial-information setting
reduces to the full-information setting since we know a priori the worst-case distribution, which
is independent of the decision variables, and the extensions are therefore solvable as stochastic

programs.

3. Novel DRO approach for ASP
In Section we discuss the ASP under partial information and present our min-max method
for mean, MAD and range information of the service time distribution. In Section [3.2] we discuss

the numerical aspects of this approach, and present several structural properties of the robust



schedules. In Section we present a min-min method, complementing the upper bounds found
in Section with lower bounds. In Section [3.4] it is demonstrated that explicitly incorporating

the independence assumption leads to substantially sharper bounds.

3.1. Solvable min-max problem
We now turn to the distributionally robust approaches for the ASP and seek for the solution

of the min-max problem for independent service times. Observe that

n—1
Fu(8,X) =0 Y gi(8,X) + (s, X), (5)
k=1
where
k k
gk(sax):maX{O’Xk_Slm Z (Xj_sj)v"‘vz(Xj_sj)}’ kzla"'a”) (6)
j=k—1 j=1

which is obtained by recursively applying Lindley’s formula W}, = max{0, Wj_; + Xx_1 — sr_1}, see
Lindley| (1952). Upon noting that @ represents the pointwise maximum of affine functions, we

readily arrive at the following result:
LEMMA 1. The function f,(s,X) is jointly convezr in s and X.

Because the function f,(s,-) is convex, we choose to work with the mean-MAD ambiguity set
Pu.ay = {P: supp(Xy) C [ar, bi], Ep[Xy] = pir, Ep [|Xi — pnl] = di, VE, X L X, VE# 35}, (7)

where X, I X, Vk # j, denotes stochastic independence of the components X, ..., X,,. This ambi-
guity set is known to generate, in conjunction with convex objective functions, explicit worst-case
distributions and tight bounds, see |Ben-Tal and Hochman (1972) and Postek et al.| (2018]). After

applying these results to the maximization problem in , we obtain the following result:

LEMMA 2. The extremal distribution that solves maxpep,, , Ep[f.(s,X)] consists for each X} of

the three-point distribution on {ay, pix, b} .

For notational convenience, we denote the three values of the extremal distribution of X, as

Tl(k) = ag, Tz(k) = U, Ték) = b, and the associated probabilities as
W=t sty
2(pr — ax)’ 20k —a)  2(bx — )’ 2(br. — px)

Since this extremal distribution is independent of s, we can substitute the 3" terms (all values
of the n independent three-point distributions of X7,..., X,,), and still maintain a convex function
in s. The worst-case expectation of f,(s,X) is obtained by enumerating over all 3" permutations

of outcomes a;, j1;,b; for each of the components X, ..., X,,. Therefore, the minimization problem

10



over s and hence the robust ASP with independent service times and mean-MAD ambiguity is
equivalent to

min_max Ep[f,(s,X)] =min Z Hp&)fn s, 70T, 9)

seS PEP( ) seS
ac{l1,2,3}" i=1

By describing the maximum operator in @ in terms of linear terms, @ can be formulated as a

tractable linear optimization problem (LP):

PROPOSITION 1. The optimization problem minges maxpep,, , Ep[fn(s,X)] can be written as

min > (To( Zg““ﬂoga)

ac{1,2,3}n i=1

s.t. gff)/(), k=1,...,n, Vaoe{1,2,3}", (10)

>Z (9 —s;), k=1,...,n, I=1,... .k VYae{l,2,3}"

Here g denotes the value of g, when permutation « is realized. We solve the LP , and
other LPs presented later, with the programming language Julia and Gurobi 9.1. Because the
number of constraints grows exponentially in n, the problem size that we can deal with is limited
(say n < 15), even when exploiting the problem structure with the L-shaped method (see, e.g.,
Denton and Gupta, 2003). However, since the worst-case distribution of the service times is known
explicitly, and consists of only three support points, SAA presents an effective way of computing
the bounds for large problem sizes. In the next subsection, we explain why SAA yields such an
effective method and also introduce a numerical procedure to solve more efficiently, albeit

under several additional, yet relatively mild, assumptions.

3.2. Computing optimal robust schedules

A key observation is that the extremal distribution is known beforehand, enabling the use of vari-
ous stochastic programming techniques. It is important to note that other distributionally robust
methods typically necessitate performing the optimization first, and can only obtain the worst-case
distribution as an outcome of this process. By plugging in the worst-case distribution, it becomes
possible to formulate the large-scale deterministic equivalent, as shown in Proposition [T} However,
due to its sheer size, solving problem is impractical. As mentioned earlier, even the L-shaped
method proves impractical due to the substantial number of subproblems required to be solved,
scaling as O(3™). While variants like the multi-cut method and regularized decomposition can im-
prove the L-shaped method’s convergence speed (see, e.g., [Birge and Louveaux, [2011, Chapter 5),
they do not effectively address the issue of managing this large number of subproblems. A common

method to handle this issue is to approximate the total number of scenarios with fewer samples,

11



specifically through the application of SAA. As demonstrated by Begen et al.| (2012)), in order to
achieve a reasonably accurate approximation, the necessary number of samples from a given dis-
crete distribution is polynomial in the problem dimension n. To be specific, let € € (0,1) represent
the desired accuracy level, and § € (0,1) the confidence level. Then, if the number of samples is
O (n®(1/€*)In(n/d)), the optimal value obtained from the SAA approximation has a relative error
of no more than (1+¢), compared to the exact optimal value, with a probability of at least (1 —J).

Our primary aim in this section is to develop an algorithm, with low computational complexity,
that obtains the exact optimal value and corresponding robust schedule. Central to this approach
is the discrete and explicitly known worst-case distribution. To derive a tractable algorithm, we
use the results developed in Begen| (2010) on the appointment scheduling problem with discrete
random service times that are independent of each other. In particular, Begen| (2010, Appendix A)
discusses how to obtain the subgradients of the objective function with respect to the decision
vector s in polynomial time under the latter conditions. Lemmal[3|below is a direct corollary of these
results. Further, |Begen (2010, Appendix A.4) suggests using these subgradients in conjunction with
nonsmooth optimization techniques. Proposition [2| below exploits the computational efficiency of
computing the subgradients and describes the implementation of such a nonsmooth optimization
algorithm. We now make the following simplifying assumption: The support boundaries and the
mean of the service times are integer-valued. This implies operating with a base time unit, say
fixed-length slots of length A = 1. For instance, A could represent one minute, or possibly an
hour. If the estimated mean service time equals e.g. 1.5 hours, it is necessary to switch to a finer
time granularity, such as minutes or quarters of an hour, to maintain this assumption. One could
also round the mean service times (e.g., in minutes) to the nearest integer value to obtain an
approximation. Selecting an appropriate time granularity involves a trade-off: Finer slots enhance
the accuracy of performance predictions, whereas larger slots reduce computational effort. It is
important to acknowledge that while our methodology is applicable to finer time granularities,
doing so inevitably increases computational efforts. To apply our methodology, we must determine
the probability mass functions of customer waiting and completion times. The waiting time for the
(k4 1)th customer can be related to the previous customer’s waiting time using Lindley’s recursion
(Lindley, 1952). Due to the discrete-time modeling, these probabilities are easy to compute. We
compute them using discrete convolutions, leveraging the fact that the waiting time of a customer
is independent of its service time, given that all service times X,..., X, are independent.

Our proposed algorithm further requires, in addition to evaluations of the objective function,
subgradients of E[f,(s,X)]. For convenience, we base the subgradients on the left-hand partial

derivatives

agk_l_{1 if k>1and w; >0 forall j=1+1,...k, an

0s; 0  otherwise,

12



where wy, is the waiting time of the kth customer for some realization of the uncertainty. The
relation follows from noting that s; only appears in the expression of the waiting time of
the (I + 1)th and later customers; see also (). Intuitively, the choice of s; will not affect the
waiting time of earlier customers. Only later customers will be affected if they, and all customers in
between, have to wait. In such a scenario, even a marginal increase in the job allowance s, reduces
the waiting times for all delayed customers. Then, from and some standard analysis, it follows
that

8E[ckgk_1] . —CkP(VVl+1 >O,...,Wk>0), 1fl€>l, (12>
ds; 0, if k<,
foralll=1,...,n, where ¢, =c¢,, for k=1,...,n, and ¢, for k=n+ 1. Hence, we now can express

the (left-hand) partial derivatives of E[f, (-, X)] in terms of multivariate probabilities. We shall use
these partial derivatives to establish for the expected objective value a subgradient with respect to
s, denoted by VE[f, (-, X)].

It turns out that by using our discrete-time modeling, both the expected objective values and
the subgradients can be computed in polynomial time in terms of the dimension n and the upper

bound of the support. The proof of this result is delegated to Section [EC.3]of the online appendix.

LEMMA 3. Suppose that ay, i, by €N, for allk=1,...,n, and X* follows the three-point distri-
bution stated in Lemma 2] Then the expected value E[f,(s,X*)] and its subgradient VE[f,(s, X*)]

can be evaluated in O(n’b) time, where b=max{b;,bs,...,b,}.

The subgradients can be determined exactly through a recursive algorithm, or approximately by
a sampling-based approach estimating the multivariate probabilities in . With the established
methods for evaluating both the objective values and the subgradients, we introduce a subgradient
algorithm designed to converge to the optimal robust schedule. This optimization procedure is
a variant of the L-shaped method that uses the subgradients computed with expression .
Its convergence relies on well-established results for the L-shaped method (see, e.g., Birge and

Louveaux, 2011, Section 5.1).

PROPOSITION 2. The optimal robust schedule that solves minses maxpep,, Ep[f.(s,X)] can be

found by the following iterative procedure:
(i) Solve ming0:3 " | s; <T,0> L where L is some trivial lower bound for Ep[f, (s, X*)], with
X* as in Lemma and store the current solution s(9,0(). Set t =1 and the tolerance level

e>0 (e.g., e=107%).

(ii) Solve
ming g 0
st. O=alz+b,i=1,... 1, (13)
Z?:l 5 < T,

and store the solution s, 6® .
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(iii) Compute Ep[f, (s, X*)]. If Ep[f.(s®,X*)] — 0@ < ¢, then the solution is optimal, stop. Else
continue to (iv).

(iv) Compute a subgradient @ of E[f,(-,X*)] at 8:=s®. Then add the subgradient inequality 6 >
al 18+ b1 with apyr :=a and by, =Ep[f, (s, X")] —a"s®. Set t:=t+1, and go to (ii).

Moreover, this procedure finitely converges to an optimal solution.

In essence, the outlined procedure yields a polyhedral outer approximation of , iteratively
constructed through by adding the subgradients. Since E[f(-,X*)] is a polyhedral convex
function which by definition equals the pointwise maximum of all its finitely many supporting
hyperplanes, it can be shown that the algorithm converges in a finite number of iterations. The
problem instances below, which determine robust schedules for 25 customers, can all be solved
within reasonable time (i.e., within an hour), using the algorithm specified in Proposition [2| It

typically takes a maximum of 500 iterations for the algorithm to reach the optimal solution.

Sk Sk

2r —e— Uniform
1 —46— Mean-MAD
1 1 1 1 1 V# 1 1 1 1 1 1 1 1 1 1 1 1
1 5 10 15 20 25 1 5 10 15 20 25 1 5 10 15 20 25
customer customer customer
(a) c,=1 (b) ¢, =10 (¢) ¢, =40

Figure 1 Optimal time allocation for ¢, =1 and n = 25 with schedules based on the worst-case three-point

distribution and U(1,5) distributed service times (obtained through SAA with 100,000 samples).

We now present some first numerical results regarding the structure of the optimal schedules,
based on the LP formulation . Figure |1{ shows the minimax schedules for several settings with
25 customers. The optimal schedule for the uniformly distributed service times is indeed dome-
shaped, see |Denton and Guptal (2003), and turns from dome-shaped to increasing when overtime is
more heavily penalized. The robust schedule also resembles a dome shape, but of a different nature:
the schedule installs longer slots in a periodic fashion. We see four such longer slots in Figure
and two in Figure Since waiting times build up progressively, these longer slots can protect
against long waiting times. Then, in Figures[Ta] and [ID] at some point during the day, the schedule

becomes constant, and the final customers arrive relatively early since the schedules should be
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fitted within the time limit. The spiked structure of the robust schedules in Figures [1a] and [Lb| can
be viewed as a robust counterpart of the earlier observed dome-shaped schedules. In Figure [1¢| we
see that for large overtime costs, the optimal schedule becomes nearly constant, except for the final
customer for which additional time is reserved to avoid excessive overtime.

Also observe that the robust schedules in Figure [lal consist of integer-valued appointment slots,
which indeed is the case when service times are discrete random variables; see Corollary 8.2 in|Begen
and Queyranne (2011). We see this also confirmed in Figure [2| where the reference distribution is

the (discrete) Binomial distribution.

Sk Sk Sk
4 F 6
5
3
4
2 3
ok —e— Binomial 2
——6— Mean-MAD 1F

1F 1

1 1 1 1 1 - 1 1 1 1 1 1

AA AL
1 5 10 15 20 25 1 5 10 15 20 25
customer customer customer
(a) c,=1 (b) ¢, =10 (¢) e, =40

Figure 2 Optimal time allocation for ¢, =1 and n = 25 with schedules based on the worst-case three-point

distribution and Binomial(6, 1) distributed service times.

Figure again reveals the spiked patterns, but now turns for higher overtime costs into a
flat line in Figure This flat line means that the robust schedule prescribes equal slots for all
customers. Figure 2d shows a schedule similar to the one in Figure

Figure [3| shows three robust schedules for ambiguity sets that include the Beta distribution with
increasing MAD. Observe that with increasing MAD, so when scenarios become less predictable,

more spikes are scheduled in the early stages.

3.3. Solvable min-min problem

The min-max model discussed in the previous section provides a tight upper bound on system
performance. If a lower bound were also available, it would offer clearer insight into the ‘sharpness’
of the upper bound relative to the true cost value. Together these bounds serve as a benchmark for
evaluating the performance of the robust approach. We next show that tight lower bounds for the
ASP objective function can be obtained by adding skewness information f=P(X > ) and hence

considering the ambiguity set

P(u,dﬁ) = {]P Pe P(M}wdk)’ ]P)(Xk = ,U,k) = /Bk, Vk} . (14)
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Figure 3  Optimal time allocation for ¢, =1 and n = 25 with schedules based on the worst-case three-point

distribution and Beta(, 0) distributed service times.

Based on this ambiguity set, Ben-Tal and Hochman| (1972)) also derive a tight lower bound as well
as the distribution that attains this bound for the expectation of a convex function of random
variables. Hence, again relying on the convexity shown in Lemma 1, we derive a lower bound for

the ASP:

LEMMA 4. The distribution that solves minpep Ep[f.(s,X)] consists for each X}, of the two-

(n,d,B)
‘ o d d
point distribution on {py + ﬁ, M — Q(T’“ﬁk)}
Again for notational convenience, write
(k) _ ") _q_ (k) _ A o 15
4 Bry G Br, v ﬂk+2ﬁka Vg Mk 21— By) (15)

We can substitute the 2" terms (all values of the the n independent two-point distributions of

X1,...,X,) to obtain the following result:

PROPOSITION 3. The optimization problem minges minpep, , Ep[f,(s,X)] can be written as

n n—1
min Y ([T (0 o8 +casl?))
k=1

ac{1,2}n i=1

st. g®>0, k=1,...,n, Vaec{1,2}", (16)

k
gfﬁ}Z(v@—sﬂ, k=1,...,n, I=1,...,k, Vo€ {1,2}".
j=1

The tight lower bound that follows from solving the min-min problem provides, in conjunction
with the optimal value of the min-max problem @, a tight performance interval for the optimal
schedule. That is, the upper and lower bounds give a closed interval for Ep[f, (s, X)], VP € P, q,5)-
Denote the optimal values of and by gv and gr, respectively. The upper and lower bounds

then also provide closed intervals for the optimal values:
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COROLLARY 1. For all distributions P € P, a5

rsrggEﬂ”[fn(&X)] € [gLygU]'

Using the skewness information, we thus obtain a sharp performance interval for the expected value
of f.(s,X) instead of only an upper bound. Figure 4|shows the optimal values of the ASP problem
under mean-MAD ambiguity, where (¢, ¢,) =(1,2), [a,b] =[1,5], p =3, T =nu,d=1and f=1/2.
As a result of Corollary |1} the red and green lines together provide a tight upper and lower bound
for all distributions in P31,1/2) with support on the interval [1,5]. As a point of reference, we also
plot the exact costs in the case that the X}, represent U(1,5) distributed service times, which is a

member of this ambiguity set.

rsréig]Ep[fn(s,X)]

60 I
| —— Uniform
| Mean-MAD
40 b Mean-MAD-3
20
1 5 10 15 20 25

Figure 4  Tight bounds for the optimal objective values of the ASP (obtained by SAA using 100,000 samples). The
worst-case three-point distribution provides an upper bound and the best-case two-point distribution
gives a lower bound. The middle curve represents the optimal expected costs of the ASP when service

times are U(1,5) distributed.

Although the above min-min approach provides valuable insights for robust ASP performance,

we will discuss in the remainder of this paper only the min-max perspective.

3.4. Price of correlations

As mentioned earlier, the assumption of independent service times is challenging and greatly in-
fluences the structure of optimal schedules. For the sake of comparison, we now consider the
relaxation that allows for correlated service times. We explain why this setting is mathematically
more tractable, but does lead to entirely different schedules.

Consider the ambiguity set

P(C;’f;) ={P: supp(Xy) C [ar,bi], Bp[Xi] = pur, Bp [| Xy — prl] = d, Vk}, (17)
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which is larger than P, 4 since correlations are allowed. In Section of the online appendix,
we extend results for marginal moments of |[Mak et al. (2015)) to the setting of generalized moments

(such as MAD) to obtain the following result:

PROPOSITION 4. Suppose that py, € (ai,by), di, € (0, w)ﬂk. Then, the optimization

(bx—ag)
problem mingeg maxpepeor Ep[f.(s,X)] can be written as
,
min + us A +d )\(2)>
s e A®) ; (Ck HrAg kAL
min{n,j} min{n,j}
i=k i=k
&2 (my = MY) b= AP (b —p),  1<i<n, i<j<n+1, (18)

where

19
CotCp(n—i), for1<i<n,j=n+1 (19)

{cw(j—i), for 1<i<j<n,
ij —

Notice that the complexity of the LP dropped compared to , with the number of
constraints reduced to O(n?). Hence, this model remains tractable for larger values of n. However,

since we can no longer deal with i.i.d. service times, produces vastly different schedules.

rsrélg]E]P’[fn(&X)] Sk
0t 5 teEaas4
Uniform 4 F
| —— Independent
100 } Correlated 3 [0H000 dDHed86aS00a80
2t .
| —e— Uniform
50 I

—&6— Independent
[ —=— Correlated

1 5 10 15

n customer
Figure 5 Tight bounds and optimal schedules for the ASP under the independence assumption and when allowing
correlated service times. The blue line represents the optimal expected costs of the ASP when service

times are i.i.d. as U(1,5) (obtained through SAA with 100,000 samples).

As a reference consider U(1,5) distributed service times, ¢, =1 and ¢, = 2. Next to the ‘true’

optimal value, we compare the mean-MAD upper bound for the original model with i.i.d. service
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times and ambiguity set P, 4), and the relaxation with possibly correlated service times and ambi-
guity set P( . Figure depicts the optimal values and the corresponding schedules. Observe that
the schedule that allows correlated worst-case distributions provides much looser bounds compared
to the tight bounds that follow from . This is as expected, since dropping the independence
condition enlarges the solution space with distributions that tolerate correlations between the ser-
vice times. As a consequence, the optimal schedules lose the dome structure, and instead prescribe
monotonically decreasing slot lengths as reported in earlier DRO studies (Mak et al.l 2015; [Qi,
2016)).

It is possible to reduce conservatism by incorporating correlation information. However, covari-
ance information typically leads to intractable, nonlinear models (Kong et al. 2013)). To avoid
such nonlinearity, Qi| (2016|) proposes an alternative approach for capturing correlation, also using
the MAD dispersion measure. Observe that a customer’s delay may be influenced by the uncer-
tain service times of earlier customers. As a way of modeling correlation, we can then impose the

constraints

gc{lk) l7k:17"'7n7l<k)

k
E‘ DX wy
=l

where dj;, denotes some upper bound on the dispersion of the aggregation of earlier customers’
service times. Clearly, it makes sense to let dy;, < dj, which is equivalent to the dispersion infor-
mation E| X}, — u| < dj,. Since the underlying service times are independent, an obvious candidate

for these upper bounds (see, e.g., Proposition 5 in [Postek et al., |2018) is

k

k
| <dip = Z (Hpgz)‘z:%(i)_ﬂj

J=l ac{1,2,3}k—i+1 i=l J=l

This allows us to specify a less conservative uncertainty set that approximates the zero-correlation
setting, while still keeping the model linear. The corresponding ambiguity set can then be expressed

as

k
P(Op,d) = {IP: supp(Xy,) C [ax, by], Ep[Xi] = pur, VE, EIP" ZXj — M| < di, VL k=1,...,n, 1< k}7
j=l
(20)
where we assume that dj; € (0,d},) with dj, being a tight upper bound on the maximum absolute

dispersion. The following robust model is obtained by applying robust optimization techniques on

the partial sums, rather than the individual service times:
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PROPOSITION 5. Suppose that py, € (ay,by),Vk, and dy € (0,d};,),V1,k. Then, the optimization

problem minge s maXpepy Ep[f.(s,X)] can be written as the robust optimization problem
Hs

min ~ A© +Z“ AL +ZZdlk)\lk

seS,A0) A1) A(Z)

k=11=1

s.t. )\(m—l—Z)\(l)x +ZZ)\Z(k) sz W Zorgaix{ckgk] x,8)}, VX Elap,bi] X - X [an,,b,],
k=11=1

A§§’>0, Vik=1,....n, 1<k,

(21)
where gi; denotes the jth max term in @ with ¢, = ¢y, for k<n, and c, =c,. Furthermore, the

semi-infinite program can be reformulated as a linear optimization problem.

We defer the proof of this result to the electronic companion. It is a rather straightforward appli-
cation of the duality theory for generalized moment problems and reformulation techniques from
robust optimization. It can easily be shown that problem does not scale well with the number
of customers, n. The sum-of-maxima term can be expressed in terms of linear inequalities through
full enumeration (Gorissen and Den Hertog, 2013)). However, this approach results in a reformula-
tion that involves roughly O(n!) semi-infinite constraints, each of which is the robust counterpart
of a linear optimization problem with a bounded box uncertainty set. When the problem is reduced
to an LP, this leads to an additional O(n?) increase in the number of variables and constraints per
semi-infinite constraint. As a result, the size of the LP reformulation grows roughly as O(n!-n?).
Even though this model provides a useful approximation for the model with independence, it has
limited practical use because the maximum instance size that can be solved is even more restrictive
than that of problem . The factorial growth of the size of the LP model limits the maximum
number of customers to n < 10.

Further numerical experiments, presented in [EC.2] demonstrate that the robust approach
presents sharp performance guarantees, when compared to the (near-)optimal schedules. The per-
formance gaps do not vary much when assuming different distributions. We conclude that the
robust schedules are valuable in practice, and certainly not overly conservative, despite their ability

to protect against all scenarios possible given the partial information.

4. Broader application of robust scheduling method

We now discuss extensions and variations of the standard ASP to which the novel robust approach
developed in Section [3| can be applied. We first discuss three extensions: Section discusses the
model with sequencing decisions. We then introduce in Section [£.2] the risk-averse ASP in which
the conditional value at risk (CVaR) is the objective function, with the goal of reducing delay

unfairness. Finally, we discuss in Section the stationary analysis of the ASP, which hinges
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critically on the assumption of i.i.d. service times and an equidistant schedule, and show that our
min-max approach can also deal with this setting that can serve as an approximation when the

number of appointments grows large. We propose several more extensions in [EC.4]

4.1. Sequencing

In this section we discuss the problem of jointly determining the schedule and arrival sequence
of customers, which we refer to as the appointment sequencing problem. We thus generalize the
ASP model such that it includes the sequencing decision. Denote the sequencing decision by the
variable ¥ = (Ykm)k=1, .. nim=1,...n, Where yi,, is set to 1 if customer m is assigned to slot k. To
ensure that the sequence of jobs is feasible, we make sure each slot is assigned to a customer (i.e.,
the assignment variables yy,,, should add up to 1 for each k), and since every customer should be
treated, the assignment variables should amount to 1 for each m. Denote the feasible set by ).
The distributionally robust appointment sequencing problem, under mean-MAD ambiguity, then

reduces to a stochastic mixed-integer programming problem.

PROPOSITION 6. The optimization problem minyey ses maxpep,, Ep[f.(s,X)] can be written as

n n—1
i (@) (k) (n)
yE{O,lI?nIE”,SES Z (Hpai (Cw ; Yo + Cola ))

ae{1,2,3}n i=1

st. g™=>0, k=1,...,n, Vac{1,2,3}",
k n

ggk>>Z(Zng>yjm—sk), k=1,...,n, l=1,....k Yae{1,2,3}",
=l

=1

(22)
Zykm:17 m:17~~~7n7
k=1

Zn:ykaL k=1,...,n.
m=1

The sequencing decision does not affect convexity of f,(s,X) as a function of X, and therefore
the three-point distribution again constitutes the extremal distribution. For more details on the
mathematical programming model, we refer the interested reader to Section 5 of |Qi| (2016]).

We next show that, although a popular heuristic in practice, sequencing jobs by increasing order
of variance (OV), or MAD, is not necessarily optimal for the distribution-free model with inde-
pendent service times. Before doing so, we discuss some further literature. Since the sequencing
decision makes the problem nonconvex, the appointment sequencing problem is significantly more
difficult. For the model with only two jobs, Denton et al. (2007) prove the optimal sequence is
determined by ordering jobs by increasing variance of job duration. In Mancilla and Storer| (2012)

it is shown that the appointment scheduling problem, formulated as a stochastic mixed-integer
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program, is NP-hard, even when the number of job duration scenarios is finite. By exploiting a con-
nection with serial supply-chain inventory models, a mixed-integer second-order cone programming
approximation is developed by Mak et al.| (2014]). When only the mean and variance are known,
Mak et al.| (2015)) show OV is optimal for their distributionally robust model. Using an analytical
model, Kong et al. (2016) provide insights into when the OV sequencing rule obtains superior
performance. The OV rule is shown to be asymptotically optimal by de Kemp et al. (2021), that
is, as n — 00.

Contrary to the mean-variance setting of Mak et al.| (2015)), the optimal mean-MAD sequence is
not necessarily obtained by ordering the jobs by increasing magnitude of the dispersion measure
d. To demonstrate this, consider the following four instances with n =6 jobs. Case 1 contains the
following choices for the parameters: p, =10, d, =14+0.5(k—1), ay =0 and by =15 k=1,...,n.
For case 2, we have pu, =13.5—k, d, =14+ 0.5(k—1), a;, =0, by =15 k=1,...,n, and for case
3, let up =135—k, dy=1+05(k—1), a; =ay=a3=0, ay = a5 =as =5, by = by = b3 =25 and
by = bs = bg = 15. For case 4, the parameters are given by u, =13.5—k, d, =2, a, =0, b, =15

k=1,...,n. In addition, we consider two values for the overtime costs: ¢, =2 and ¢, = 20.
Table 1 Optimal job sequences for ¢, = 2. Table 2 Optimal job sequences for ¢, = 20.
n 1 2 3 4 5 6 n 1 2 3 4 5 6

case 1| 1 2 3 4 5 6 case 1| 1 2 3 4 5 6
Sk 10.0 10.0 10.0 10.0 10.0 10.0 Sk 10.0 10.0 5.0 10.0 10.0 15.0
case 2| 1 2 3 4 5 6 case 2| 1 2 6 5 4 3
Sk 12.5 11.5 13.0 9.5 85 5.0 Sk 125 115 2.5 85 10.0 15.0
case 3| 1 2 4 5 3 6 case 3| 1 6 2 3 5 4
Sk 12.5 11.5 9.5 11.0 10.5 5.0 Sk 12,5 5.0 11.5 10.5 5.5 15.0
case 4| 4 5 6 3 2 1 case 4| 6 5 4 1 2 3
Sk 95 85 75 105 11.5 125 Sk 5.0 7.5 10.5 12.5 11.5 13.0

Tables [1] and [2] provide the optimal sequencing and scheduling decisions for the four instances
above, for both choices of ¢,. When overtime costs are low, i.e. ¢, = 2, the optimal sequence follows
the increasing MAD pattern for cases 1 and 2. However, the optimal sequence for case 2 changes
when the overtime costs are high, and instead places customers with higher expected service times
at the end of the planning period, even though their service times are less variable. This ensures
that larger jobs, with less variability, are dealt with at the end of the day to mitigate the risk of
excessive overtime. Moreover, the third case shows that the range of the service time also affects
the sequencing decision. Thus, next to variability in terms of MAD, the width of the support also
brings about changes in the optimal sequence. We thus conclude that under the independence

assumption, the optimal job sequence does not admit a straightforward structure. However, we do

22



expect the increasing MAD sequence to perform well as a heuristic, like the performance of OV in
Denton et al.| (2007); Mancilla and Storer| (2012]).

In addition, we consider an example inspired by Kong et al| (2013, Section 6.2). Assume in
total 25 customers are scheduled to arrive, divided in three distinct customer classes. The first
class has the highest and most variable service requirements and consists of n; =5 customers. The
other two customer classes both consist of ny, = ns = 10 customers and have lower mean and MAD.
The customer classes are scheduled in decreasing order of mean and MAD. Figure [f] compares
the mean-MAD schedule which assumes independence to the mean-MAD schedule that allows
all dependency structures. The schedule with independence exhibits the “Bailey’s rule 4+ break”
pattern, which was first observed by Kong et al. (2013)). In contrast, the correlated schedule allots
gradually decreasing slot lengths, and rather than inserting a break when switching to a different
customer class, it schedules a tighter slot around the transitions since the next customer class has
lower service requirements. For all three instances presented in Figure[6] it was found that the costs
associated with the correlated schedule were approximately 35 to 65 percent higher than those of
the robust schedule based on independence. This is assuming that the ground truth consists of 25
independent beta distributions that match the moment and support information. Therefore, it is
evident that incorporating independence information explicitly leads to substantial benefits, as it
leads to robust scheduling decisions, but with highly reduced average costs compared to the setting

that allows correlations.

customer customer customer

(a) c,=1 (b) ¢, =10 (¢) ¢, =20

Figure 6 Optimal time allocation for different customer classes with varying mean and MAD, and a fixed range
[0,20]. For the first customer class with n; =5, u, =14 and dj = 8. For the second class consisting of
ng = 10 customers, ui =12 and di =4, and for the final class with n3 =10 customers, the parameters

ur =10 and di = 2. The total period length 7" = 290.
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4.2. Risk aversion and delay unfairness

Consider a risk-averse version of the ASP where one makes decisions based on CVaR. First intro-
duced as a performance measure for financial risk management, CVaR denotes the average value
of the costs exceeding the gth quantile of the cost distribution. For f,(s,X), CVaR follows from

solving a convex minimization problem (Rockafellar and Uryasev, 2000, 2002)). That is,
1
p— 3 _ +
CVaR,[fn(s,X)] = min {19 + =5 Q]E(fn(s,X) ) } .

However, as the exact distribution is unknown, we consider the partial information setting as in

Zhu and Fukushima (2009), and solve

min max min< Y+
sesS IP’E'P(Md) YER

iQEp(fn(s,X)—ﬁ)*}z min {19+1 max Ep(fn(s,X)—ﬁﬁ},

1 SES,VER 1—oPeP, 4
(23)

where the identity holds by Sion’s minimax theorem because the objective function of is
convex in ¢, concave in P, and P, 4y is weakly compact as supp(D) is compact. Since (-)* preserves
convexity, the three-point distribution maximizes Ep(f,(s,X) —¥)".

The risk-averse scheduler thus needs to solve the following problem:

PROPOSITION 7. The optimization problem minges maxpep, , mingep {19 + ﬁEp('fn(S’ X) — 19)+}

can be written as

i, 0= 2 1k

ac{1,2,3}n i=1

n—1
S a2 Cw Y g% +cogl? — 0, Vace {1,2,3}",
k=1
Ne = 0, Vo €{1,2,3}", (24)
g >0, k=1,...,n, Va€{1,2,3}",

.k, Yoe {1,2,3}"

If the scheduler considers the ambiguity set that allows correlation, it leads to the following LP

instead (the proof is deferred to Section of the electronic companion).

24



PROPOSITION 8. Assume py, € (ay,by), di. € (0, W),Vk. Then, the optimization prob-

lem minges maxpepeor minger {19 + 1%/)Ep(!}"n(s, X) — 19)+} can be written as
W,

1 n
i Y+ — [ 2@ [ )\(1) d )\(2)i|
s,C,ﬁ,cp,A(Ig)l,lil(l),)\@),ﬁ + =0 ( +kz_; Ay~ + Ay
S.t. )\(0) = ZQO]C,
k=1
or = - Ab = A2 (b, — ), 1<k<n,
o= =M s 1<k<n,
or = =M ag = N (u — ), 1<k<n,
I+AO =D G (25)
k=1
min{n,j} min{n,j}
Z G = Z (&ij — simij) s I<k<n, k<j<n+l,
i=k i=k
&> (7 = A b= AP (b — o), 1<i<n, i<j<n+l,
5132(7%—)\51))/% 1<i<n, i<j<n+1,
&> (7= 2) a0 = AP (i - a0, 1<i<n, i<j<n+1,
seSs,

where ;; is as defined in Proposition [

Figure [7] illustrates the optimal schedules when minimizing CVaR with the overtime cost set
to ¢, = 2. The schedule allots time to n =7 customers, for which the service times are U(1,5)
distributed. The total time allowance is restricted to T'= 21. For these parameter settings, the
mean-MAD schedule with independence closely resembles the optimal schedule under exact knowl-
edge of the underlying distribution.

Instead of the total costs, the scheduler can consider customer unpleasantness in terms of delays
exceeding certain thresholds. A suitable service quality measure for this purpose is the delay un-
fairness measure (DUM), introduced in |Qi| (2016). Let v, be the tolerance threshold for customer
k. Then, the delay unfairness for client k is found by solving

inf {1— 0| max CVaR,[gr_1(s,X)] <wy, 0€[0,1)}. (26)

PEP(u,a)

In this definition, CVaR denotes the worst-case expected delay conditioned on the (1— p) tail of the
delay distribution. The quantity in thus represents the smallest (1 — p)th quantile such that

the worst-case average in the tail is not greater than the threshold level. Note that this definition
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Figure 7 Optimal schedules for CVAR. ¢, =1, ¢, =2, n=7, X; ~U(1,5)

also holds for the server overtime g,. If the goal is to minimize the maximum delay unfairness (26}),
one solves

inf 1—0
0€1[0,1),s€8,9

s.t. 9, + b sup Ep (gr_1(s,X) — 19k)+ <y, k=1,....n. 27)
l-o PEP(,a)

This problem is nonlinear in . However, since the objective function and constraints are monotonic

in o, a simple bisection search will suffice to find the solution that minimizes 1 — p. We note that

the worst-case distribution is again the three-point distribution supported on a, p and b. After

substituting this distribution and fixing the value of g, problem reduces to an LP for which

we only have to check feasibility.

In Figure [8] we provide the optimal schedules when minimizing the maximal delay unfairness.
The parameter values are consistent with the setting of the CVaR example. Figure [8a] shows the
optimal schedule when minimizing total costs. In Figure we minimize the maximum DUM with
a higher threshold value for the server overtime, and in Figure the threshold values are set to
v, =5, Vk. Since we consider another type of objective, the schedules exhibit a different kind of
dome shape. Compared to the optimal schedule for cost minimization, when minimizing DUM, we

allocate a much shorter slot to the first customer to reduce waiting times of later customers and

the total server overtime.

4.3. Equidistant scheduling

As explained in Section [2| the ASP can be approximated by a version with infinitely many ap-
pointments and equidistant schedules with slots of fixed length. The ASP objective function can
then be formulated in terms of the stationary waiting time W in a D/G/1 queue, which in turn
can be leveraged to determine the optimal slot length. Here W satisfies W = max{W + X —s,0}

with X the generic service time and s the slot length.
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Figure 8  Optimal time allocation based on DUM thresholds. n =7, T =21, X}, ~U(1,5)

We assume that s > pu, so that the long-run expected idle time per slot is s — u. The trade-off
between stationary idle and waiting time then forms the ASP:

min w(s—p)+ (1 —w)E[W]. (28)

SZ=[

Here w € (0,1) is a cost parameter. Under the i.i.d. assumption, we can use the infinite-series

expression (Spitzer} 1956])
=1
E[W] :ZEE[maX{O,Xl — 54 ...+ X, —s}]. (29)
k=1

One can then write in the form ming. , Ep[f(s,X)] with the expectation taken over the
distribution P of the service times X = (X7, X5,...). Adopting the DRO method presented in this
paper, we then first determine tight bounds for Ep[f. (s,X)] under mean-MAD ambiguity of X,
and then solve for the optimal (robust) slot length:

min = min Ep|f,(s,X and min max Ep|f(s,X)]. 30
Dnin  min plfoo (5, X))] nin | max plfoo (5, X)] (30)
Tight bounds for
min  Ep[f(s,X)] and max Ep|[f.(s,X 31
i B/ (s X)) and  mox Eelf () (3

do not follow directly from Lemma |4 and Lemma [2| because the function f. (s,X) can be viewed
as a special case of f,(s,X), but then with n — co. A limiting argument for n — oo was provided
in van Eekelen et al.| (2022), where the distributions that attain the bounds in were shown to
correspond to the two-point and three-point distributions in Lemma [ and Lemma [2] respectively.
Figure @ shows some examples of the tight lower and upper bounds , where we use uniformly

U(1,5) distributed service times as a reference.
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Figure 9 Optimal stationary schedules and costs (reference values obtained by simulation).

We next consider the optimal slot length, s* say, where we also compare with a DRO approach
in |[Kuiper et al| (2017) based on mean-variance infinite-range information, which uses Kingman’s

bound E[W] < o?/(2(s—p)) (tight for the D/G/1 queue, see Daley et al., [1992)) and hence solves

0.2

r&n>1£1 w(s—p)+(1 —w)m.

Figures [9D] and plot the optimal slot lengths and costs, respectively, for different values of
w. We use a bisection search procedure to find the optimal value s* and solve the problems in
. The objective function is convex in s, and hence efficient numerical techniques can be
applied. We also plot the objective function that follows from Kingman’s bound for the matching
mean-variance ambiguity set. Notice that the optimal mean-MAD slot length is close to the ‘true’
optimum for all values of w, while Kingman’s bound suggests relatively large slot lengths when w

is small. This difference arises because the mean-MAD bound conditions on the range of service

times, whereas Kingman’s bound allows for unbounded support.

5. Conclusions and outlook
This paper presents a novel distributionally robust approach for the ASP that, in contrast to exist-
ing robust methods, can incorporate explicitly independent service times in a min-max formulation.
The key idea is to use MAD instead of variance as dispersion measure, so that the worst-case
scenarios that maximize costs are formed by independent three-point distributions for the service
times. These three-point distributions are independent of the chosen schedule and hence render
the min-max problem amenable to standard stochastic programming techniques.

As explained in Section [} existing DRO approaches for the ASP are confronted with formidable
challenges when dealing with independent and identically distributed service times, due to the non-

linearity of the stochastic program. Our novel approach beats these challenges by cleverly choosing
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the ambiguity set, resulting in exact yet easy-to-solve linear programs. Another way to circum-
vent the challenges is to relax the assumption of i.i.d. service times and allow for correlation and
dependency structures, and using DRO approaches that optimize over joint probability measures
instead of product measures. To the best of our knowledge, this is the first paper that deals with
independent random variables in a DRO setting for the ASP. Other DRO approaches allow either
freely varying dependency structures or restricted linear dependence through conditioning on the
covariance matrix, setting all covariance terms equal to zero; see Kong et al. (2013); Padmanabhan
et al.| (2021). The latter approach, however, is only an approximation for the independent setting.

We have revealed several new structural properties of optimal robust schedules, including the
‘spiked patterns’ in Figures negligible early slots that resemble Bailey’s rule, and optimal
schedules that turn from dome-shaped to increasing when overtime costs become large. As shown,
DRO approaches that allow for dependent service times prescribe entirely different schedules, such
as decreasing patterns to counter several long service times that occur early during the day (due
to positive correlation).

A further comparison between correlated and independent settings is worth exploring in more
detail. To measure the ‘price of correlations’, the method in this paper could serve as a benchmark

for system performance under full independence of the driving random variables.
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e-companion to van Eekelen, den Hertog, and van Leeuwaarden: Distributionally robust scheduling under independence ecl

E-Companion to “Appointment scheduling with independent
service times”

EC.1. MAD formulas for some well-known probability distributions
For the distributions used in the paper, explicit formulas for the MAD d are available:
e Uniform distribution on [a, b]:

1
d:Z(b—a)

Beta distribution with shape parameters -, 6 on support [a,b]:

2770 (v + )

= 8 T ()1 (6)

(b—a)

Triangular distribution on [a,b] with mode ¢:

2(a+c—2b)>

p {W for a + b < 2c¢,
81(a—b)(b—c)’

81(a—b)(a—c)’
for a+b>2c

Binomial distribution with success probability p and N trials:

a=2(1-p g ()

Discrete uniform distribution on [a,b], with a,b integers and N =b—a+ 1:

J {iN, for N even,

(N—1)(N+1)
WDWNHD -+ for N odd.

EC.2. Additional numerical results

To compare the performance of the robust schedules against some optimal schedules, we use Monte
Carlo simulation to compute the total costs of the mean-MAD schedule for n appointments, where
n € {10,15,25}. Our numerical experiments are based on |Mak et al. (2015]). The service times are
generated under two common distribution types, the beta and triangular distributions, and all
service times are independent but not necessarily identically distributed. That is, for each customer

k, we randomly set the parameters of the beta distribution, vz, 0, ~ U(%,2), and draw the mode of

2
the triangular distribution from U(10,20). Let all distributions be supported on the interval [0, 30].
For each generated instance, the total session length is determined as T'=3 ", .+ R-> ,_, dy,
with R € {—0.5,0,0.5}. Next, we generate 10,000 independent samples from these distributions
and use SAA to approximate the schedule that minimizes , which assumes full knowledge of the
distribution. We also use SAA and 10,000 independent samples from the three-point distributions

(with matching mean and MAD) to compute the optimal mean-MAD schedule. In addition, we also
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solve a second-order conic program, as in Mak et al. (2015), to compute the mean-variance schedule,
which does not specify any correlation or dependency structure. To compare the out-of-sample
performance of the three scheduling solutions, a Monte Carlo simulation is performed. We generate
1,000,000 scenarios from the underlying distributions that were used to generate the near-optimal
solution. We then estimate the percentage difference between the distributionally robust solutions
and the full-information solution for several performance measures: means, upper semivariances,
and four percentiles. For each parameter setting and type of distribution, we consider 50 randomly
generated instances. We then report the average percentage differences over these 50 instances for
each case.

Table provides a number of interesting insights. First, observe that the differences between
the expected costs of the mean-MAD schedule and the near-optimal solution are not large, ranging
from 1.2% to 13.6%. Second, congestion in the system, controlled by the parameter R, affects
the performance differences the most, whereas the performance of the mean-MAD schedule is
barely dependent on the number of customers n. In contrast, the performance of the mean-variance
schedule deteriorates as m increases since it guards against scenarios where a large number of
consecutive jobs have long durations simultaneously, which, in the setting with independence, leads

to overly conservative schedules and hence high average costs.

Table EC.1 Percentage difference between the expected costs of the robust schedules and the full information

schedule when scheduling 25 appointments. The total costs are determined by Monte Carlo simulation.

Mean-MAD Mean-variance

Perf. measure R X, ~P 10 15 25 10 15 25
mean -0.25 Beta(2,0) 1.6% 1.5% 1.2% 8.0% 11.5% 17.8%
Beta(y,2)  24% 22% 2.7% 7.2% 11.6% 20.6%

Triangular 3.5% 4.9% 4.6% 79% 121% 19.9%

0 Beta(2,6) 22% 2.2% 1.9% 10.9% 16.4% 27.9%

Beta(v,2) 35% 4.4% 4.3% 10.3% 18.4% 31.3%

Triangular 8.6% 6.9% 7.2% 10.8% 18.9% 30.4%

0.25 Beta(2,0) 4.4% 3.5% 4.0% 16.4% 24.1% 42.0%

Beta(y,2) 72% 6.3% 6.9% 17.0% 25.5% 48.7%
Triangular  12.6% 10.8% 13.6% 17.4% 24.7% 46.5%

We next present some further numerical results for the same experimental setup as in Table
In Table [EC.2] we add next to the mean two other performance measures: the upper semivariance
and the 75th percentile of the total costs. Recall that the upper semivariance of a random variable
X is defined as E[max(0,X — E[X])?]. In Table we present the gth percentiles, for ¢ = 85,

95, and 99. In addition, we also mention the relative performance of the ‘optimistic’ schedule; that
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is, the total costs that we would incur if we work with a schedule that is based on the two-point
distribution of Lemma [4

Tables [EC.2| and [EC.3| offer various insights. First, observe that the expected costs of the ‘op-

timistic’ schedule are close to optimal like the total costs of the robust schedules. However, con-
sidering the right tail of the cost distribution, this policy is less useful since it does not guard
against the worst-case distribution and therefore also produces less reliable performance for ex-
treme scenarios compared to the robust mean-MAD and mean-variance schedules. Second, the
full information solution outperforms the robust approaches for the 75th and 85th percentiles in
most cases. Third, for the 95th and 99th percentiles, as well as the upper semivariance, the robust
approaches mostly outperform the full information solution. The increase in expected costs of the
robust solutions is thus compensated by reducing the costs in the right tail. Compared to the full
information schedule, the robust schedules produce cost distributions with shorter right tails and
less upside dispersion. The robust solutions are therefore interesting when decision makers are risk

averse and, next to minimizing expected costs, want to protect against extreme scenarios.

EC.3. Proofs

Proof of Lemma[3 The following proof partly follows the approach in Begen and Queyranne
(2011). We first show that if the service times are stochastically independent, then the expectation
E[f.(s,X*)] can be computed in O(n®b) time. Let S, denote the starting time of job j, and let
C;:=5;+ X, denote its completion time. The first customer is served punctually, at time zero, so
that S; =0, and its completion time C; = X, so the probability mass function of C| is that of X;.
For the other start times, we have S; = max (Zf;ll Sis Cj,1>, so that

0, if k< Zl ' S5,
P(S;=k) =S P(C;i<k), k=31 151, (EC.1)
]P)(ijlzk’), 1fk‘>zz 131
If s is integer-valued, then k can only take on the values 0, 1,...,nb. However, when s is not integer,

we must also consider fractional values that arise from the schedule being considered. The first
arrival takes place at time zero, so that there are at most nb integer values for k, from the second
starting time at most (n — 1)b, from the third starting time at most (n — 2)b, and so forth. This
means that we need to consider a maximum of n?b different values in total. Then, by conditioning

on X; and using independence of X; and S;, we see that
b
P(Cj=k)=> P(S;=k—i)P(X;=1). (EC.2)
i=0

Further, P(C;_; < P(C;-1 =k) +P(Cj_1 < k —1). The probability P(C;_; < k) can be com-

k) =
puted in O((j — 1)?b) time. Once we have the distribution of S;, we can compute P(C; = k).
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Table EC.2 Percentage difference between the robust schedules and the full information schedule, for several

performance measures, when scheduling 25 appointments. The costs are determined by Monte Carlo simulation.

mean-MAD mean-MAD-3 mean-variance
Perf. R Xp~P 10 15 25 10 15 25 10 15 25
mean -0.25 Beta(2, ) 1.6% 1.5% 12% 5.0% 4.1% 31% 8.0% 11.5% 17.8%

Beta(v,2) 24%  22%  27% 5.0% 56% 3.9% 7.2% 11.6% 20.6%
Triangular  3.5% 4.9% 4.6% 3.9% 3.6% 3.7% 7.9% 121% 19.9%
0 Beta(2,0)  2.2%  22% 19% 74% 53% 52% 10.9% 164% 27.9%
Beta(y,2) 3.5% 4.4% 43% 94% 6.7% 62% 10.3% 184% 31.3%
Triangular 8.6% 6.9% 72%  93% 54% 57% 10.8% 18.9% 30.4%
0.25 Beta(2,0) 4.4% 3.5% 4.0% 87% 10.1% 8.6% 16.4% 24.1% 42.0%
Beta(vy,2) 7.2% 6.3% 6.9% 89% 13.9% 9.3% 17.0% 25.5% 48.7%
Triangular 12.6% 10.8% 13.6% 9.6% 11.2% 8.3% 17.4% 24.7% 46.5%

semivariance  -0.25 Beta(2,60) 1.5% -28% -54% -0.5% 1.7% 5.0% -19.4% -24.5% -30.8%
Beta(v, 2) 9.7%  -97% -25.8% 11.1% 13.3% 12.5% -20.2% -25.9% -38.4%

Triangular 24.9% -5.5% -23.6% 4.9% 7.0% 9.8% -21.3% -25.7% -36.7%

0 Beta(2,0) 53% -83% -108% 1.3% 9.5% 11.8% -17.5% -24.8% -30.1%

Beta(vy,2) -8.5% -25.7% -28.8% 25.1% 15.1% 12.7% -19.9% -35.8% -35.1%

Triangular  -5.1% 0.2% -23.0% 10.4% 10.4% 13.7% -16.4% -36.1% -34.7%

0.25 Beta(2,0) -7.0%  -9.2% -224%  8.0% 14.6% 11.1% -26.3% -20.4% -22.2%

Beta(vy,2) -20.9% -26.9% -31.7% 19.7% 37.7% 13.2% -29.8% -22.6% -23.6%

Triangular 6.3% -224% -29.4% 12.3% 28.2% 13.2% -31.3% -24.9% -26.8%

75th -0.25 Beta(2,6) 21%  1.3% 0.7% 4.7% 4.3% 3.5% 8.6% 12.0% 17.8%
percentile Beta(v,2) 24% 25% 1.7% 58% 6.6% 4.4% 9.1% 13.8% 21.1%
Triangular  7.3%  5.6% 3.5% 42% 3.8% 4.3% 89% 13.3% 20.0%

0 Beta(2,6) 3.1% 1.8% 1.8% 7.2% 59% 5.6% 132% 17.8% 28.6%

Beta(y,2) 41%  3.6% 3.6% 11.5% 71% 6.4% 13.4% 18.9% 31.9%
Triangular 10.3%  8.5%  6.9% 10.2% 54% 5.6% 13.9% 185% 30.5%
0.25 Beta(2, ) 52%  42%  3.7% 89% 104% 8.0% 17.3% 26.5% 42.5%
Beta(vy, 2) 6.9% 6.0% 62% 9.9% 16.2% 9.2% 18.4% 28.1% 48.9%
Triangular  16.0% 11.0% 13.0% 9.5% 12.6% 7.8% 17.3% 26.6% 45.8%

Computing P(S; = k) by using requires a constant number of operations, and computing
P(C; = k) by using also requires O(1) operations, since P (X; =1) follows the three-point
distribution. Thus, computing the entire start- and completion-time distributions, for each cus-
tomer j, requires O(n?b) operations, so that the objective value can be evaluated in O(n?b) time.
To understand the latter statement, it is important to note that the waiting-time distribution
follows directly from the relation W; = (C;_; — 23;11 si)t.

In order to compute the subgradients, we need to determine the multivariate probability men-
tioned in equation . This probability represents the likelihood of the completion times of each
customer, j =1,...,k— 1, exceeding the scheduled starting time of the next customer. Begen! (2010,
Section A.3) developed a recursive computational algorithm to compute such probabilities and the

corresponding subgradients. Their algorithm can be easily adapted to our setting, and it runs in
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Table EC.3 Percentage difference between the robust schedules and the full information schedule, for several

performance measures, when scheduling 25 appointments. The costs are determined by Monte Carlo simulation.

mean-MAD mean-MAD-3 mean-variance
Perf. R Xp~P 10 15 25 10 15 25 10 15 25
85th -0.25 Beta(2,0) 20% 07% -02% 35% 3.7% 3.7% 42% 6.7% 11.5%
percentile Beta(v,2) 0.6% 0.8% -1.0% 6.0% 6.9% 50% 56% 9.7% 15.4%
Triangular  9.2%  3.6% 02% 3.9% 4.0% 4.8% 4.6% 85% 13.8%
0 Beta(2,0) 3.0% -01% -0.1% 58% 61% 6.2% 8.3% 11.7% 20.8%

Beta(v, 2) 24%  0.0% 03% 121% 7.6% 6.7%  9.7% 12.9% 24.8%
Triangular  7.2%  6.7% 3.1% 93% 59% 62% 9.8% 11.7% 22.8%
0.25 Beta(2, ) 2.2% 1.8% 0.3% 82% 10.2% 7.8% 10.6% 19.8% 33.2%
Beta(vy,2) 24%  21%  21% 10.8% 17.1% 89% 121% 22.2% 40.0%
Triangular 12.9%  6.2% 7.5% 9.1% 135% 7.7% 102% 19.8% 36.1%

95th -0.25 Beta(2,0) 1.3% -0.1% -1.0% 2.0% 24% 3.0% -27% -2.1% 0.2%
percentile Beta(7,2) -1.9% -18% -56% 5.2% 64% 55% -2.3% -01%  2.8%
Triangular  8.3%  0.3% -49% 32% 3.8% 4.8% -28% -1.1% 1.2%

0 Beta(2,0)  2.7% -2.2% -3.0% 3.3% 55% 64% -11% 0.0% 5.6%

Beta(vy,2) -12% -6.2% -5.8% 10.8% 7.8% 6.9% 0.2% 0.0% 9.7%
Triangular 1.3%  2.6% -3.7% 7.3% 6.0% 7.0% 05% -1.3% 7.4%
0.25 Beta(2,0) -1.9% -24% -54% 6.3% 9.4% 7.6% -1.8% 6.3% 15.7%
Beta(vy,2) -4.8% -52% -5.1% 9.4% 17.2% 84% -0.9% 8.8% 22.0%
Triangular  6.2% -2.7% -2.1% 8.1% 14.0% 7.9% -2.6% 6.1% 17.9%

99th -0.25 Beta(2,0) 0.2% -0.6% -1.0% 1.0% 1.3% 1.9% -6.9% -7.9% -8.3%
percentile Beta(v,2) -2.6% -23% -7.2% 4.2% 4.6% 4.5% -81% -9.1% -10.2%
Triangular  6.0% -0.5% -5.8% 24% 29% 3.5% -7.7% -85% -10.1%

0 Beta(2,0) 2.0% -2.0% -3.2% 18% 3.9% 4.8% -7.6% -9.4% -8.7%

Beta(vy,2) -2.6% -8.2% -10.0% 8.8% 6.2% 58% -9.3% -12.9% -8.2%
Triangular -0.2%  0.8% -7.3% 4.9% 4.5% 6.0% -7.4% -12.7% -9.0%
0.25 Beta(2,0) -1.7% -32% -9.3% 3.9% 6.8% 6.3% -11.7% -81% -3.8%
Beta(vy,2) -7.2% -10.6% -11.9% 82% 14.6% 7.2% -13.3% -8.0% -0.2%
Triangular  3.4% -8.3% -10.4% 5.9% 11.3% 7.2% -13.3% -9.2% -2.9%

the claimed polynomial time after substituting the three-point distribution as in the computation
of the expectation E[f,(s,X*)] above. [

Proof of Proposition[f]. We first consider the marginal moment model for the uncertain service
times discussed in |Mak et al.| (2015). Assume knowledge of only the marginal moments of the joint
distribution and consider the min-max problem

min max Ep[f, (s, X)], (EC.3)

seS IP’EJ:(X’Q)

where the probability measure PP is chosen from the marginal moment ambiguity set F(x o) with
X =la1,b1] X ... X [an,b,] the Cartesian product of the supports of the individual service times
and Q an information set that comprises vectors (E[hy (X)), ..., Elhm (X)) = (¢t ..., ¢™), V&,

containing information on m generalized moments for all service time distributions. For the setting
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with traditional power moments (i.e., h;(z) = '), Mak et al.| (2015)) show that problem (EC.3) is

equivalent to

NIRRT
k=1

k=1 1=1
min{j,n} m "
! .
s.t. ZZ: ngﬁ}a] ((xz — 8i) Tij — ;Ak hi(z;) — Ci) <0, forl1<k<n, k<j<n+1,
SsES,

(EC.4)
with the ;; as stated in Proposition @ These parameters characterize the extreme points of the
polyhedron A that describes the feasible set corresponding to the dual of LP (3)), see [Mak et al.
(2015, Section 2). Recall that (3) determines the total costs f,(s,x) for a given realization of service
times x. Close inspection of the proof of Proposition 2 in Mak et al.| (2015]) shows that this result
also holds for generalized moment functions such as the MAD dispersion function h(x) = |z — u|. To
see this, note that strong duality for generalized moment problems holds for the inner maximization
in when the generalized moment vector lies in the interior of the set of feasible moment
vectors; see, e.g., [Popescu (2005)). For mean-MAD ambiguity, this specializes to the conditions
wx € (ag,by), di € (0, W),Vk. By analyzing the dual problem of the semi-infinite LP
maxper , o) Er[f,(s,X)], an analog of Lemma 1 in Mak et al| (2015) for generalized moments can
be derived. Then, to obtain problem , the proof of Proposition 2 in|Mak et al.[(2015) exploits

the structure of the polyhedron A but does not require the functionals h;(x) to be of a specific

form. We thus conclude that equivalence between (EC.3) and (EC.4)) also holds for generalized

moments.

Specializing (EC.4)) to the case where the mean and MAD are known, (EC.3)) gives rise to

n

min Z (Cz +/’Li)\1('1) + di)\§2)>

s,¢,A (M) A (2) Py
min{n,j}
s.t. Z n%axb]{(a:i—si)wij_)\Z(l)mi—)\f)‘g;i—m|—g} <0, for 1<k<n,1<k<j<n+1,
T;€|a;,b;
ses.

Since the function to be maximized is piecewise linear, the optimal solution lies either on the

boundary points a;,b; or at the kink point ;. Hence,

max {(z; — si)mi; — )\51)%‘ - AE”Iwi —pil = Gr=max {(z;—si)m; — )\2(1)%_ - )\1(2)|$i — il = G}

@;€[a;,b; zi€{a;,pibi}
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Using the auxiliary variable §;; to replace the maximum operator by linear inequalities, we obtain

min{n,j} min{n,j}
Y &< Y Gtsimy, for ISk<snl<k<jsntl
i=k i=k
ij = (Wij _/\51))1%‘ —/\52)(6’1' — [4), forI<ism, i<j<n+l,
&j>(mj_)\l(1))m, for 1<i<n, i<j<n+1,
51] = (sz _)‘El))ai _)‘EQ)(:U%' _ai)’ forl<isn, i<j<n+l.

This yields . i
Proof of Proposition[J. To justify the first claim, we first notice that the inner maximization
problem maXpepo Ep[f.(s,X)] can be written as an equivalent optimization problem over prob-
By
ability distributions as follows:
max Ep[fn(s,X)]
S.t. ]P)(Xk € [ak,bk], Vk) =1,
EP[Xk]:Mk, szl,...,n, (EC5)
k
Y oXi—w
j=l

E]p gCZlk, Vl,kzl,...,n,lgk,

Using standard results from the theory on generalized moment problems (see, e.g., [Shapiro, 2001}

Isii, [1962)), its dual form can be written as

n nk
min )\(0) + )\(1) + CZ )\(2)
A0) (1) X(2) kg_:l'uk k ZZ 1k N\

k=1 I=1
n—1 n k k
st 2O 4 Z /\,(Cl)xk + Z E )\l(,z) Zl‘l —
k=1 k=1 I=1 =l
AP >0, Vi k=1,...,n, 1<k
(EC.6)
Plugging in the definition of f,(s,X) and combining (EC.6)) with the outer minimization over S
yields . Strong duality follows from Proposition 3.4 in [Shapiro| (2001) and the stated assump-

> fu(s,X),  Vx€la,b] X X [an,b,],

tion. For the second claim, notice that the sum-of-maxima term can be expressed in terms of linear
inequalities through full enumeration (Gorissen and Den Hertog, 2013)). This reformulation results
in roughly O(n!) semi-infinite constraints. Each of these constraints is the robust counterpart of
a linear optimization problem with a bounded box uncertainty set. Therefore each semi-infinite
constraint can be reformulated in terms of linear constraints at the costs of an O(n?) increase in

the number of variables and constraints, yielding the claimed LP reformulation. [



ec8 e-companion to van Eekelen, den Hertog, and van Leeuwaarden: Distributionally robust scheduling under independence

Proof of Proposition[§. We reformulate the inner maximization problem in (23)) as a minimiza-
tion problem using strong duality, and combine it with the outer minimization over the set of

appointment schedules. It can thus be shown that the robust CVaR model is equivalent to
. 1 n ) 2
min 9+ —— | N0 ¢ { A g, ]
s A0 A1) A(2) g 1— 0 ( ; KA kg

st A0+ (A w4 A an = gl ) > (fuls.x) = 9)F, Vxex,

1 n
= 04— (203 [+ an?]
SA(O)EH?)\(Q)ﬂ +1—Q< + HiAy T+ dipAy

k=1

)\,(cl)xk + )\22)|xk — uk\) >0, VxedX,
Az + APz — uﬂ) > fu(s,x) =1, VxelX,

where the equivalence relation follows from the definition of the max operator (-) := max{0,-},
and X = [ay,b;] X ... X [a,,b,]. The second semi-infinite constraint can be handled similarly to the
marginal moment model in [Mak et al.| (2015)) and Proposition {4 with a minor adjustment. For the
first one, notice that

)\(O)—I—Z ( :Uk—|->\( )]atk—,uko , Vxe X, <— A© >Z max ()\,(Cl)aik+)\§€2)|$k—ﬂk|) )

T 7K€ [agby]

which yields the other set of constraints in , after invoking auxiliary variables as in the proof
of Proposition[d O

EC.4. Extensions
Section considers the model where customers no longer arrive punctually at the scheduled
times (or do not arrive at all). In Section [EC.4.2| we present a dynamic version of the ASP, which

is solved with techniques from adjustable robust optimization.

EC.4.1. No-shows
Let I be a Bernoulli(gy) indicator variable that equals 1 when customer k shows up, and 0

otherwise. The delay of job k now satisfies
Wi= Wiy + L1 Xk 1 _Sk—1)+- (EC.7)

Since expression (EC.7) remains convex in the uncertain parameters, we obtain a similar result

as in previous sections.
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ProrosiTioN EC.1. Let all I, Z,. be independent, with Ij, ~ Bernoulli(qx). Then, the optimiza-

tion problem minses minpep,, Ep[fn(s,X)] can be written as

n—1

Isl’élg Z (1_‘[1704Z Cuw Z g(k) + Coga >

ae{1,2,3}"x{0,1}" i=1

st. g™ >0, k=1,...,n, Ya€{1,2,3}" x {0,1}", (EC.8)
g > qugj TV —s;),  k=1,...,n, 1=1,..k Yae{l,2,3}" x{0,1}".

Problem considers all possible scenarios for X, and I;. Here we still charge waiting time
costs regardless of whether the customer actually shows up, as in |Jiang et al.| (2017)). Alternatively,
one could waive the waiting time costs when a customer does not show up by modifying the
objective function, thus modeling the waiting time costs as ¢, [, W.

The LP in 8]) presents a new DRO perspective for ASP with no shows. Other DRO studies
are|Jiang et al. (2017) with ambiguity for the no-show variables, and Kong et al.| (2020)) who extend
this model by introducing time-dependent no-show probabilities and deriving a conic programming
formulation. We now compare our robust approach for partial information to the full information
ASP with no shows, an extension of work in |Denton and Gupta (2003)) covered in Erdogan and

Denton (2013)).

Sk Sk L Sk
4f 3L 3t
3t [
2F 27
2r [
—e— Uniform 1 [ 1L
1Fr ——6— Mean-MAD 3
. . . W 3
2 4 6 8 10 2 4 6 8 10
customer customer customer
(a)g.=1, ¢c,=1 (b)) 1—¢,=0.2, ¢, =1 (¢)1—¢,=04, ¢,=1

Figure EC.1 Optimal time allocation for schedules based on known customer no-show probabilities. n =10, T =
25, X, ~U(1,5)

We now perform some numerical experiments motivated in part by the examples in Section 5.1
of [Erdogan and Denton (2013). As a reference, we also consider the setting with all service times
independent and identically distributed as U(1,5). Figures [EC.1| and [EC.2| provide the optimal
schedules for the ASP with no shows. Figure[EC.1|shows that, when no shows occur with probability
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Sk Sk Sk
3t 4k
2t 3t
2 -
1F —e— Uniform
——>— Mean-MAD 1F

customer

(a) p=1, ¢, =20

customer

(b) 1— ¢, =0.2, ¢, =20

customer

(¢)1—¢.=0.4, ¢,=20

Figure EC.2 Optimal time allocation for schedules based on known customer no-show probabilities. n =10, T' =

25, Xj, ~U(1,5)

1 —qr = 0.4, the optimal schedules allot less time to the customers in the middle of the session to
hedge against possible idling of the server in case of a no show. In addition, for large overtime costs

¢, = 20, the first two customers are double booked as with Bailey’s rule.

EC.4.2. Dynamic appointment scheduling

This section considers a dynamic variant of the ASP in which the schedule can be adjusted for
future customers at every arrival epoch. For simplicity, we assume that the required service time of
a customer is sufficiently long so that at the arrival of customer k, the arrival time of customer k41
can be scheduled. We next discuss an adjustable DRO approach in which we solve the dynamic
ASP in a multistage fashion.

Before serving the kth customer, we observe the realizations zy,...,x;_; of the random variables
Xi,...,X,_1. We can use this knowledge for choosing the optimal value of s; by writing the
appointment slot length as a function of the realizations: sy = sy (z1,...,Zr_1). Since such functional
dependencies typically give rise to NP-hard optimization problems, in robust optimization one

often resorts to so-called linear decision rules (see, e.g., Ben-Tal et al., |2004; Yanikoglu et al., 2019

of the form

k-1
Sk = 2ZKo + Z Zkili, (EC.9)
1=1

where the z;; become decision variables in the new optimization problem. After substituting (EC.9))
into , the problem remains convex in the uncertain parameters. Hence, we can apply Lemma

to obtain the following linear program:
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PRrOPOSITION EC.2. The optimization problem minses maxrep, , Ep[fu(s,X)] can be written

as

n—1

w3 (I[ke o3l + cal?))
s€S,z

ac{1,2,3}1n i=1

st. gP>0, k=1,...,n, Vae{l 2,3}", (EC.10)

>Z< j)_ZO_ZZ TU) k=1,....n, I=1,....k, va€{17273}n'

The linear program is an approximation of the distributionally robust multistage prob-
lem and yields an upper bound since we only consider the subclass of linear functions for the
decision s;. Nevertheless, the solution of still provides a robust schedule, which protects
against distributional ambiguity, but additionally takes into account past realizations and thus
makes adaptive decisions. To circumvent computational issues arising from the exponential number
of constraints, we can again resort to SAA.

The model is advantageous in practical settings where customers are already on standby,
and thus benefit from regular schedule updates. Consider, for example, delivery services or surgery
scheduling where the patient is already physically present in the hospital (Mahes et al., [2021)).
Another related line of research concerns settings in which, next to routine customers which are
scheduled in advance, we have add-on customers that are fitted dynamically into the existing
schedule as they call to request appointments, see Erdogan and Denton| (2013));|Chen and Robinson
(2014)).

Sk Sk Sk

5 8
7

4 6
5

3
4

2 3
2

1
1

customer customer customer
(a) c,=1 (b) ¢, =10 (¢) ¢, =20

Figure EC.3  Optimal time allocation for T'= 21, ¢,, = 1 and n =7 with adjustable schedules based on the worst-
case three-point distribution for a =1, b=15, =3 and d = 1. The dashed lines represent the

adjustable schedules for three different service time traces.

Figure illustrates the adjustable robust schedules for T'= 21, n = 7 and three different

overtime costs. The figures show the range of values that the adjustable schedules assume and also
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display three possible traces of the schedule. For low overtime costs, the range of time allocation to
the different customers remains narrow and almost no time is planned for the last customer. For
higher values of c,, the range of values widens and the slot length of the final customer strongly

depends on the previous service time realizations.
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