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Chapter 1

Prologue

You know nothing, Jon Snow.
A Song of Ice and Fire

GEORGE R. R. MARTIN

1.1 Data-driven research in life sciences

1.1.1 A historical introduction to data-driven research in life sciences
The history of data analysis is as old as the history of science itself. Scientists make ob-
servations, collect them into datasets and generate new knowledge by analysing them. For
example, John Snow, the father of the modern epidemiology, studied the Broad Street cholera
outbreak case in London in 1854 and he suggested that the source of the outbreak was the
contaminated water from the public water pump. Snow used a dot map to demonstrate how
cases of cholera were centred around the pump and he used data analysis to illustrate the
connection between the quality of the water from the pump and the numbers of cholera
cases. It turned out that the Broad Street pump had been dug next to an old cesspit, which
had begun to leak. In the cesspit the diapers of babies, who had contracted cholera from
another source, had been washed [218, 28]. Although the basic principles of generating
knowledge by analysing available data have not changed since then, the volume of datasets
changed dramatically. For example, sequencing of one entire human genome was achieved
for the first time by The Human Genome Project in 2003, resulting in identification of more
than 1.4 million single nucleotide polymorphisms [113]. Storing and analysing such a large
amount of biological data is a great challenge and this is true for many branches of modern
life sciences due to progress made in molecular biology.

The discovery of the molecular structure of DNA by James Watson and Francis Crick in
1953 revolutionized biology. Francis Crick formulated the central dogma of molecular biol-
ogy [47] as ”the detailed residue-by-residue transfer of sequential genetic information cannot
be transferred back from protein to either protein or nucleic acid.” Since then, molecular bi-
ology data became a useful source of discovery for new biological hypotheses, because of
a technological progress made in -omics technologies, such as metagenomics, proteomics,
transcriptomics, metabolomics etc. Multi-omics research originates from the idea that every
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process within a living organism can be measured and quantified. These processes can be
split into several -omics layers and there is a flow of genetic information from one layer
to another one, which keeps the organism in a state of homeostasis with the environment.
Each of the -omics technologies measures a part of the genetic information flow allowing
to understand biological processes in a very detailed way. For example, studies which used
metagenomics data revealed new discoveries about microbiota of the gut [149, 223, 57, 147],
airways [209, 17, 56, 104], oral cavity [16, 48, 18], or urogenital tract [21]. Transcriptomics
data can help to find cancer biomarkers [166], peptidomics data analysis revealed oral health
biomarkers [158], and studies analysing metabolomics data allow to discover biomarkers of
pulmonary injury and infection [22].

1.1.2 Data-driven research and hypothesis-driven research
Wide implementation of -omics technologies into daily practice has split life sciences to
pre-omics and post-omics era. An illustrative example of such a split can be found in the
history of genomics studies. Pre-genomic molecular biology tended to follow function first
attitude and sought genes that were involved in providing that function. Post-genomics starts
with all the genes, for many of which there is no corresponding biochemical activity or
function known, and thus followed gene first attitude. At the present days, it is known that
the function first mode of reasoning failed to find approximately 40% of the genes that were
uncovered, even in well-worked model organisms, after whole-genome sequencing methods
were applied [99]. This function first approach is an example of a traditional hypothesis-
driven research, where the word hypothesis originates from the ancient Greek word which
means to suppose. Thus, in pre-omics era, scientists supposed that there is a factor X causing
phenomena Y and then they tested this hypothesis by performing the experiments which
either proved or disproved the hypothesis. Such a method is risky, because the researcher first
tries to predict or guess the biological hypothesis and then he starts to collect data pertaining
to it. The problem here is that the scientist approaches the experiments with his inherent
limitations of knowledge and experiential bias, merely by choosing one possible cause out
of perhaps hundreds of possibilities [214].

The Broad Street cholera outbreak case is an excellent example of the data-driven re-
search, because John Snow analyzed data to find the environmental or other characteristics
that are differentially prevalent in those who were sick compared to those who were healthy.
Although Snow had no access to metagenomics data in 1854, his research was essentially
data-driven, because his water pump contamination hypothesis was the result of the data
analysis, not its starting point. Furthermore, the analysis of large datasets allows to perform
follow-up hypothesis-driven experiments, based on the results obtained from the data-driven
ones. Such a combination of data-driven and hypothesis-driven research might lead to a
better understanding of biological systems in health and disease [121, 2, 102].
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1.2 Data-driven research in oral health

1.2.1 A novel approach in defining oral health
Oral health is an integral component of overall health and well-being. The human oral cavity
is the entry point for all food, and the first active step of the human digestive system. Also,
the mouth plays an essential role in verbal as well as non-verbal communication between
people [130]. The oral cavity is an entry point for many pathogens, often enforcing systemic
diseases [70, 105, 132, 133]. Whereas most of the previous studies on the oral health condi-
tion have mainly focused on progression and treatment of oral disease, less is known about
the physiological and biological processes involved in the maintenance of good oral health.

Experimental data and some isolated evidences in the scientific literature [103, 85, 45,
151, 154, 48, 239] suggest that biological interactions between salivary components, the oral
microbiota and the host defense system actively promote the oral health status. This may
be an indication that oral health is the ability of the oral ecosystem to counteract perturbing
stresses. These perturbing conditions could include the metabolic, inflammatory as well as
oxidative stresses induced by diet, lifestyle and environment. The elucidation of the interplay
between host, bacteria and stress requires application of an integrative approach using large
amounts of data. Therefore, a good data integration model is crucial to define what oral
health is.

1.2.2 Oral systems biology
Modern biology is far from understanding the full complexity of the human organism, be-
cause thousands of variables are involved in its proper functioning. To understand the in-
terplay between these variables, an integration of metagenomic, transcriptomic, proteomic,
and metabolomic data is required. Data-driven biology can help to generate new hypotheses
from -omics data by discovering subgroups of individuals that have similar -omics profiles.
These subgroups can subsequently be associated with ecosystem shifts and help to diagnose
health problems at the early stage. Hence, data-driven biology can help to distinguish vari-
ous healthy states, without requiring detailed knowledge of the exact mechanisms driving the
changes in the underlying ecosystem. This approach is different from the traditional view on
a health as an absence of symptoms. Data-driven biology provides an opportunity to progress
medicine by providing treatment focused on restoring individual’s normal ecosystem, rather
than merely suppressing the symptoms [209].

The human oral microbiome is a good example of a highly complex ecosystem within
the human organism with around 1,000 species present [60] and it is considered to be the
second most complex in the human body, after the gut ecosystem [43]. The human mouth
is a host for over 600 prevalent taxa at the species level and it is estimated that 20 billion
resident microbes exist in the oral cavity [60]. Thanks to progress in -omics techniques, it
becomes clearer that the traditional ”one microbe - one disease” approach is too simplistic
and it does not reflect the complexity of the biological systems [71]. Instead of that, it is now
established that many potentially dangerous microbial species live and interact with other
microorganisms in vast communities [38, 164] and diseases associated with the commensal
microbiota are not caused by a single species, but they result from the concerted actions of a
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number of microbes [227, 165]. In a normal state, commensal microbes and their hosts are in
a symbiotic equilibrium, but external or internal disturbances may lead to a condition where
microbial imbalance exerts adverse effects on the host known as dysbiosis [7]. A healthy
oral cavity is also a result of a well tuned balance between the host and the oral microbiome,
thus dysbiosis state may disrupt the normal functioning of the human oral cavity [137, 74].
To reduce the burden of oral chronic infections on general health and to keep the costs for
oral healthcare at an acceptable level, more effective strategies for the prevention of oral
diseases are needed [112]. An optimal approach in preventing oral diseases is to identify
novel strategies for actual improvement of oral health status. Oral health is much more than
absence of disease, but how we exactly need to define oral health is currently not clear. To
face this challenge, future research in oral health should be directed towards the next level,
using a data-driven systems biology approach [239].

Systems biology can be defined broadly as the integration of large amounts of biologi-
cal data from various sources to create one or more comprehensive models of a system to
enable: visualization of the changes in the various working parts within a particular system
(e.g. data from changes in genes, proteins, or metabolites in response to different biological
conditions); visualization of the known and/or predicted interactions between those parts;
and creation of a mathematical model of interaction paths from which testable predictions
about the system can be made [61]. Although provided definition makes emphasis on visu-
alization part only, oral systems biology approach should also include biomarker selection,
data clustering, multi-omics data integration, and predictive modeling. That is why appli-
cation of the most appropriate computational algorithms to oral health data is crucial if one
wants to understand what oral health is. This PhD thesis provides an overview of a diver-
sity of problems in defining oral health as well as which computational challenges must be
tackled to solve these problems.

1.2.3 Computational challenges in analysis of -omics data
The opportunities brought by introducing of new -omics technologies also bring new com-
putational challenges, e.g. analysis of clinical proteomics data [187, 46], genetic data [224],
and metabolomics data [216] required solving a few computational issues. The main chal-
lenge is a so called ”curse of dimensionality” [11], which means that the number of samples
(examples) needed to accurately describe a problem increases exponentially with the number
of dimensions (features). Biological data samples are expensive to collect, thus the number
of examples n is usually much lower than the number of features p. In this a so called the
”p >> n” case, many of the conventional statistical methods become numerically unstable
and may lead to misleading conclusions. Another challenge is a multicollinearity of data
features, i.e. many of the biological features are highly correlated to each other. These, if
not properly handled, may lead to overfitting, i.e. when a model performs well on a training
dataset, but makes poor predictions on a test dataset.

Although analysis of every heterogeneous -omics data layer separately may lead to use-
ful discoveries, one can find even more useful biological knowledge using systems biol-
ogy approach. Systems biology focuses on complex interactions within biological sys-
tems, using a holistic approach instead of the more traditional reductionism. This approach
poses computational challenge of the most optimal -omics data integration strategy in many
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fields of life sciences such as cancer research [228], immunology [100], or microbiology
[177, 61, 203, 204]. This research area attracts the attention of many researchers who in-
dicate various advantages of such an integrated approach [42, 201, 34, 40]. Biological data
integration is an actively growing area and there are many different computational strategies
for its successful implementation [163, 200, 15].

The next challenge, associated to the growth of data volume, is a lag between speed of
data generation and speed of knowledge discovery. Since it is now possible to acquire large
datasets quicker and cheaper than it was before, many studies focus on collecting the data
without clear separation on treatment and control groups. A good example of one of such
studies is the National Institute of Health’s Human Microbiome Project [153]. This project
allowed to identify over 10,000 microbial species residing in 18 body parts collected from
over 5,000 healthy individuals. Since all individuals were healthy, traditional data analysis
methods focused merely on validating or rejecting statistical hypotheses are not directly
applicable. Instead of finding statistically significant differences among known groups, -
omics data-driven studies allow discovering previously unknown differences within a healthy
population.

1.3 Machine learning in oral health: a brief overview
Systems biology approach applied to oral health domain may provide many opportunities
to discover insights in functioning of oral ecosystem. Detailed insights in the processes
which are involved in maintaining healthy oral ecosystem may enable the development of
novel methods to evaluate oral health of an individual. Applying these insights in clinical
practice would allow implementation of more effective diagnosis procedures and self-care
instructions. Also, these insights would expand our fundamental knowledge about what oral
health is. To identify the biological interactions that underlie maintenance of oral health, one
should apply a data analysis strategy that integrates multiple heterogeneous -omics datasets
using the best possible computational methodology.

Since conventional data analysis techniques cannot handle large amount of complex -
omics data, one has to use appropriate ones. Results presented in this PhD thesis are obtained
by using a set of data analysis techniques united under umbrella term ”Machine learning”
[41]. This thesis, entitled ”Multi-view Learning and Deep Learning for Heterogeneous Bio-
logical Data to Maintain Oral Health”, is aimed to study the application of single-view ma-
chine learning, multi-view machine learning and deep learning techniques to address some
of the important challenges in defining oral health. Machine learning is a growing area of
science and it is impossible to cover all topics within a few pages of the prologue to this PhD
thesis. Therefore, only a brief introduction to some of the relevant topics together with the
references to major review papers are given in following subsections of this chapter, so that
the reader would become familiar with the techniques used in the subsequent chapters.

1.3.1 Supervised, unsupervised and semi-supervised machine learning
Machine learning is a set of techniques that can automatically detect patterns in data, and
then use the uncovered patterns to predict future data, or to perform other kinds of decision
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making [143]. Depending on the amount of a priori information, machine learning can be
divided into three types: supervised, unsupervised and semi-supervised machine learning.
The goal of supervised machine learning is to learn a mapping from inputs x to outputs y
sometimes called targets or labels, given a set of matching input-output pairs. Input training
data x consists of n rows (samples, observations, examples) and p columns (features, vari-
ables, attributes). In this thesis, terms ”example” and ”feature” will be used to describe a
training dataset.

In contrast to supervised learning, in unsupervised learning one has no access to training
labels. The aim here is to find a natural division of the input data x into homogeneous groups
sometimes called clusters. Therefore, unsupervised learning is often called data clustering
[183]. Clustering techniques can be roughly divided into two categories: hierarchical and
partitioning. In this thesis applications are demonstrated for a partitioning technique called
spectral clustering [222]. This technique arises from concepts in spectral graph theory and
the basic idea is to construct a weighted graph from the input dataset where each node rep-
resents a pattern and each weighted edge takes into account the similarity between patterns.
Unlike classical partitioning clustering algorithms, spectral clustering is able to produce non-
linear separating hypersurfaces among data, since it constructs an adjacency structure from
the input dataset [69].

Semi-supervised learning is halfway between supervised and unsupervised learning. In
addition to unlabeled data, the algorithm is provided with some supervision information. In
this setting, this information will be the labels associated with only some part of the training
examples [32].

1.3.2 Feature selection and regularization
The goal of supervised feature selection is to select a subset of input features, which can
efficiently describe the input data while reducing effects from noise or irrelevant features
and still provide good prediction results. Supervised feature selection techniques can be di-
vided into three types: filter, wrapper and embedded [170, 31, 80]. In this thesis applications
are demonstrated for supervised feature selection techniques called least absolute shrinkage
and selection operator (LASSO) [199] and Elastic Net [245]. Both LASSO and Elastic Net
belong to shrinkage techniques based on a regularization approach. The main idea of regu-
larization is to fit a model to data containing all p features using a technique that constrains
or regularizes the corresponding coefficient estimates, or equivalently, that shrinks the corre-
sponding coefficient estimates towards zero [97, 144]. Besides feature selection, shrinkage
techniques also efficiently reduce overfitting.

Unsupervised feature selection techniques aim to select subset of features that are rele-
vant to data clustering. Many different unsupervised feature selection techniques were pro-
posed to eliminate irrelevant and redundant features while keeping the relevant ones in order
to improve clustering efficiency and quality [3]. Similar to feature selection for supervised
learning, unsupervised feature selection techniques are categorized into filter [52], wrap-
per [169], and embedded techniques [125]. In this thesis applications are demonstrated for
an unsupervised feature selection technique called Joint Embedding Learning and Sparse
Regression [92], because it efficiently combines advantages of both spectral clustering and
LASSO.
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1.3.3 Multi-view learning and co-training
In many scientific domains data are collected from heterogeneous sources or obtained from
diverse feature extractors. Therefore, features of each data example can be naturally parti-
tioned into several heterogeneous groups. Each feature group is referred to as a particular
view, and the multiple views for a particular problem can take different forms. Multi-view
machine learning is a common name for a group of techniques which are specially designed
to exploit all the advantages of datasets represented in a multi-view form. These techniques
explicitly incorporate a multi-view training in an optimal way, which often results in an
improvement of the algorithm’s learning performance [234, 193].

Multi-view machine learning algorithms can be categorized into three groups: co-training
[19], multiple kernel learning [77], and subspace learning [84, 33, 231, 225]. Multi-view
learning is based on consensus and complementary principles. The consensus principle aims
to maximize the agreement on multiple distinct views. The complementary principle states
that in a multi-view setting, each view of the data views may contain some knowledge that
other views do not have [234].

In this thesis applications are demonstrated for the co-training style multi-view learning
algorithms. The co-training style algorithms usually train separate optimization functions
on distinct views, which are then regularized to be consistent on their predictions across all
views. These algorithms are based on three main assumptions: sufficiency, compatibility,
and conditional independence. Sufficiency assumptions states that each view is sufficient
for classification on its own. Compatibility is based on the assumption that the target func-
tions in all views predict the same labels for co-occurring features with high probability.
Conditional independence assumption means that the views are assumed to be conditionally
independent given the class label [234]. Theoretical analysis [19] and empirical verification
[124] demonstrate that co-training works well if these assumptions are satisfied.

1.3.4 Deep learning
Deep learning refers to a class of machine learning techniques, where many hierarchical lay-
ers of information-processing stages are exploited for pattern recognition and representation
learning. Deep learning architectures can be broadly categorized into three main architec-
tures: generative, discriminative, and hybrid [58]. In this thesis applications are demon-
strated for a discriminative deep architecture technique called Convolutional Neural Net-
work (CNN) [51, 118, 107]. CNN architectures are designed to process data that come in the
form of multiple structured arrays, for example in the form of a colour image, which is com-
posed of three 2-dimensional arrays containing pixel intensities in the three colour channels.
There are four key ideas behind these architectures that take advantage of the properties of
the structured arrays: local connections, shared weights, pooling and the use of many layers
[116]. In general, the predictive performance of a model on previously unseen data, i.e. its
generalization, can be improved if certain a priori information about the problem is added
into the choice of the model architecture [117]. In case of images, a priori information of the
problem can be implemented in a model if such a model is able to learn spatial information
between the pixels of an image. This property is explicitly embedded into the CNN model
via a discrete convolution operation [116].
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1.4 A guideline for the reader
The study described in this thesis was performed within a framework of the project entitled
”Novel strategies to promote oral health” funded by the Top Institute Food and Nutrition.
Despite of oral health being the focus of this thesis, many of the techniques and approaches
presented here are applicable to any branch of life sciences where the biological phenomena
can be quantified by multiple heterogeneous -omics datasets. The chapters in this thesis rep-
resent a collection of articles, which are either published in or submitted to several scientific
journals or presented on scientific conferences. Although the chapters are interlinked by the
joint objective of applying machine learning algorithms to provide insights in oral health,
they are generally self-contained and there is no need to read all chapters successively. The
datasets used in this thesis were either downloaded from publicly available resources or were
generated in ”Novel strategies to promote oral health” project.

1.4.1 The datasets used in the thesis
The machine learning algorithms described in the chapters of this thesis were applied to
three different multi-view and single-view datasets. The studies described in Chapters 2,
3, and 4 used Human Microbiome Project single-view metagenomics dataset collected from
about 5,000 healthy individuals [153]. Different strategies were used to adapt this dataset to
a multi-view setting. Views in Chapter 2 were defined by randomly splitting the original
dataset into two datasets with approximately equal number of features. Chapter 3 describes
the application of spectral clustering algorithm to a dataset which was transformed from the
original one, so that the examples in the transformed dataset would correspond to human
individuals, not to oral niches. The multi-view dataset used in Chapter 4 was obtained from
the original dataset by using various subsets of the oral niches as view indicators.

In Chapter 5, multi-view algorithm was applied to the National Cancer Institute’s NCI-
60 dataset [161, 181]. This dataset consists of several multi-omics views collected from 60
different cancer patients. Hence, this dataset can be used directly without any prior transfor-
mations to a multi-view setting and it contains labels which, if necessary, can be used in a
supervised machine learning setting.

The studies in Chapters 6, 7, 8 describe the application of single-view machine learning
techniques to various views of multi-view datasets collected in ”Novel strategies to promote
oral health” project. The study in Chapters 6 describes the application of unsupervised
learning and supervised feature selection algorithms. The studies in Chapters 7 and 8 de-
scribe the application of deep learning and supervised feature selection algorithms respec-
tively. Unlike the dataset used in Chapter 6, the dataset used in Chapters 7 and 8 has clinical
labels in a form of dental plaque data, because the goal of the second clinical study within
the project was to observe changes in dental plaque accumulation induced during clinical
intervention.

1.4.2 Outline of the thesis
In Chapter 2 an online multi-view semi-supervised algorithm is applied to the Human Mi-
crobiome Project dataset to show that a large amount of unlabelled data helps to improve the
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model’s predictive performance. In Chapter 3 a personalized microbial network is inferred
via application of the co-regularized spectral clustering algorithm to the Human Microbiome
Project dataset to visualize clusters of healthy individuals as a network of interacting mi-
crobial species. Chapter 4 presents a novel Unsupervised Multi-View Feature Selection
algorithm applied to the Human Microbiome Project dataset to show that there are only a
few important features driving differences among clusters, when taking into account the in-
teraction between different views defined by oral niches. In Chapter 5, the same method
is applied to the National Cancer Institute NCI-60 dataset panel, to model the interaction
between different -omics datasets defined by clustering of tumour subtypes and to select the
corresponding discriminative features. All of the algorithms used in Chapters 2, 4 and 5 are
multi-view.

Chapter 6 demonstrates an application of both unsupervised and supervised machine
learning models on salivary metagenomics, salivary metabolomics, and salivary biochem-
istry datasets to show the diversity in the range of healthy parameters of oral health. A deep
multi-layer convolutional neural network is applied to the classification of the dental plaque
accumulation images in Chapter 7, where the performance of the Deep learning model is
compared with the performance of other shallow models. In Chapter 8 supervised feature
selection is applied to predict plaque accumulation and to extract predictive biomarkers per
each of the five oral microbial niches. All algorithms used in Chapters 3, 6, 7 and 8 are
single-view. Chapter 9 is the epilogue which contains general discussion and overview of
the thesis.
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Chapter 2

Online semi-supervised learning:
algorithm and application in
metagenomics

2.1 Introduction and background
The human body is colonized by a myriad of bacterial species, occupying the various sites
of our body and having great impact on health and disease. Distinct microbial populations
can be found at different body sites, reflecting the specific physical and chemical conditions,
and forming an ecological network. Disturbances in the composition of these microbial net-
works (dysbiosis) have been associated with diseases, including periodontal diseases [81].
The development of novel methods for DNA sequencing has allowed researchers to examine
complex microbial ecosystems of the human body in great detail [67]. Linking the com-
position of these microbial ecosystems to clinically relevant physiological data has posed a
challenge from a computational point of view. Online learning methods (e.g. [237]) provide
a natural algorithmic framework for the analysis of such large-scale metagenome datasets.
Furthermore, the collected data may frequently be only partially labeled (e.g. while the mi-
crobial composition is observed, the effects of the ecosystem on host are unknown) and is
typically much easier to obtain than fully labeled data.

In this work we propose an algorithm that is suitable for learning from large scale par-
tially labeled data. As an example we study a relevant problem in oral health domain, namely
the prediction of Porphyromonas species which are implicated in certain forms of periodon-
tal disease. Thus, timely prediction of occurrence of these species could serve as a valuable
preventive approach. Interactions among different microbial species in various niches of hu-
man body are known to exist. For example, many species present in oral cavity could be
also found in nasopharyngeal niche. Such biological interaction suggest possibility to use
additional information in form of ”unlabeled data” from different niches to better predict
occurrence of Porphyromonas bacteria.

Recently, a number of techniques have been proposed that can take unlabeled data into
account to improve model performance. An approach that stands out from the rest and has
a solid theoretical foundation is so called co-regularization [185]. The general idea behind
such algorithms that they split the attributes into independent sets and an algorithm is learnt
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based on these different ”views”. Briefly stated, algorithms based upon this approach search
for hypotheses from different views, such that the training error of each hypothesis on the
labeled data is small and, at the same time, the hypotheses give similar predictions for the
unlabeled data. Within this framework, the disagreement among the predictors is taken into
account via a co-regularization term. Empirical results show that the co-regularization ap-
proach works well for domain adaptation [53], classification [185], regression [26], and clus-
tering [27] tasks. Moreover, theoretical investigations demonstrate that the co-regularization
approach reduces the Rademacher complexity by an amount that depends on the ”distance”
between the views [167]. A classical example of multi-view learning is a web-document
classification task where the document can be represented by keyword features or as the link
features it contains, thus, creating two distinct views of the same data point [19]. Many of
the multi-view algorithms are formulated within a regularization framework [175]. In this
framework, the learning algorithm selects a hypothesis f which minimizes a cost function
and which is, at the same time, not too ”complex”, i.e. which does not overfit while training
and is therefore able to generalize to unseen data. In this work we extend the framework
described in [55] to be applicable to multiple output learning setting.

Consider a training set D = (X, Y ) where X = (x1, . . . ,xm)T ∈ Xm and Y =
(y1, . . . ,ym)T ∈ Rm×p. Also, consider different representation of the data points, that is
unique subsets of features corresponding to M different hypotheses spaces H1, . . . , HM .
The disjoint feature subsets are frequently referred to as views. Let us assume that in addi-
tion to the training set D = (X, Y ) with labeled examples we have a training set D̄ = (X̄)
with unlabeled data points X̄ = (xm+1, . . . ,xm+n)T ∈ X n. In the co-regularization setting
we would like to identify functions F = (f1, . . . , fM) ∈ H1 × . . . × HM minimizing the
objective function

J(F ) =
M∑
v=1

L(fv, D) + λ
M∑
v=1

‖fv‖2
Hv + µ

M∑
v,u=1

LC(fv, fu, D̄), (2.1)

where λ, µ ∈ R+ are regularization parameters, first term of the equation is a loss func-
tion that penalizes the difference between a prediction and the corresponding true value, the
second one is a regularization term that penalizes complex models to counter over-fitting of
the model, and the third one is the loss function measuring the disagreement between the
prediction functions of the views on the unlabeled data.

The above formulation is quite general and allows us to construct various learning schemes
by specializing the loss function and the optimization procedure. For example, by consider-
ing a single view and specializing the loss in the above formulation we can obtain support
vector machines [215] by choosing a hinge loss function or regularized least-squares (RLS)
[162] by choosing a squared loss function. In turn, the RLS algorithm with slight modifica-
tions - possibly including a bias term - leads to a wide class of other learners, such as the
least-squares support vector machine [194], proximal vector machines [72] and kernel ridge
regression [172].

Co-regularized algorithms are usually not straightforwardly applicable to large scale
learning tasks, when large amounts of unlabeled as well as labeled data are available for
the training. Several recently proposed algorithms have complexity that is linear in the num-
ber of unlabeled data points and superlinear in the number of labeled examples (e.g. cubic
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as in case of co-regularized least squares [26]). Such methods become impossible to use as
the dataset size increases.

Our algorithm has complexity that does not depend on the number of data points and
so is suitable for larger datasets. There are additional benefits associated with an online
formulation of the algorithm such as quick retraining of the model given additional unlabeled
or labeled examples, flexibility of co-regularizing iteratively at predefined time points and
natural extensions to multiple convex loss functions e.g. hinge loss, cross entropy or squared
loss.

2.2 Multi-output co-regularized algorithm
Online algorithms are amongst the most popular approaches for large scale learning. Meth-
ods such as PEGASOS [180], LASVM [24] and GURLS [195] have been successfully ap-
plied to a wide range of large scale problems leading to state-of-the-art generalization per-
formance. Our algorithm is related to the above mentioned methods but is preferable in case
unlabeled data points are available for learning.

A popular approach to tackle large scale learning problems is by using efficient approx-
imation techniques such as stochastic gradient decent [237]. In this work we consider
multiple-output prediction setting, e.g. instead of the single output variable Y we have
to simultaneously predict p independent output variables corresponding to output matrix
Y ∈ Rm×p. Let us consider the multi-output co-regularized algorithm (MOCA) in the on-
line setting. Slightly overloading our notations, we write the objective function as a function
of weighting coefficients W

J∗(W) =
M∑
v=1

 m∑
i=1

L(xvi ,yi;W
v) + λLR(W v)

+

+µ
M∑

v,u=1
v 6=u

m+n∑
i=m+1

LC(xvi ,x
u
i ;W

v,W u), (2.2)

where the first term corresponds to the loss function mentioned previously and the second
term to a regularization on the individual prediction functions. The third is again a co-
regularization term that measures the disagreement between the different prediction func-
tions on unlabeled data. The superscript v on each term refers to a certain view in multi-view
setting.

We can approximate the optimal solution (obtained when minimizing (2.1)) by means of
gradient descent

W v
t+1 = W v

t − ηvt∇W vJ∗(W), (2.3)

where the first term refers to a weighting coefficient vector obtained in previous iteration,
and the second term is a product between learning rate ηvt and gradient of objective function
with respect to weighting coefficient vector.

Let us consider the setting in which the squared loss function is used for the co-regularization
andL2 norm for the regularization terms. The choice of squared loss for the co-regularization
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term is quite natural as it penalizes the differences among the prediction functions con-
structed for multiple views (similar to the standard regression setting where the differences
between the predicted and true scores are penalized). For every iteration t of the algorithm,
we first choose a set At ⊆ D of size k. Similarly we choose Āt ⊆ D̄ of size l for each round
t on the unlabeled dataset. Then, we replace the ”true” objective (2.1) with an approximate
objective function and write the update rule as follows

W v
t+1 = (1− ηvt λ)W v

t − ηvt
∑

(x,y∈At)

∇L(xv,y;W v
t )− (2.4)

−4µηvt

M∑
v,u=1
v 6=u

∑
(x∈Āt)

(
W vT
t xv −W uT

t xu
)
xv.

Note that if we choose At = D and Āt = D̄ on each round t we obtain the gradient pro-
jection method. At the other extreme, if we choose At to contain a single randomly selected
example, we recover a variant of the stochastic gradient method. In general, we allow At to
be a set of k and Āt to be a set of l data points sampled i.i.d. from D and D̄, respectively.

The hinge loss function is usually considered as more appropriate for classification prob-
lems, although in several studies it has been empirically demonstrated that squared loss of-
ten leads to similar performance [162, 241]. Let us define A+ to be the set of examples
for which W v obtains a non-zero loss. When the squared loss function is used for labeled
and unlabeled data we obtain the update rule by substituting the second term in (2.4) with
ηvt
∑

(x,y∈At)
(y−W vTxv)xv. Finally, if the number of dimensions in the dataset is not large

we can use all unlabeled data points at every iteration by precomputing multiplication terms
in

4µηvt

M∑
v,u=1
v 6=u

(XvTW v −XuTW u)Xv. (2.5)

We provide a description of the proposed online co-regularized algorithm for classifica-
tion task on Figure 2.1.

2.3 Experiments

2.3.1 Previous experimental results
Recently, online co-regularized algorithm [55] for a single-output prediction problems has
been evaluated on several publicly available datasets from the UCI repository12 and the
BioInfer corpus3 - a real world natural language processing dataset. For completeness, we
report these results as well as new experiments conducted using the HMP dataset. Stan-
dard regression and classification datasets are ABALONE, CADATA, HOUSING, MG, SPACE,

1http://archive.ics.uci.edu/ml/
2http://www.csie.ntu.edu.tw/˜cjlin/libsvm/
3Available at www.it.utu.fi/BioInfer
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Figure 2.1: Multi-output co-regularized algorithm (MOCA-k-l)

Require: Datasets D and D̄, regularization parameter λ, batch sizes k and l, number of
views M , number of iterations N , co-regularization parameter µ.

Ensure: W v = 0
1: for t = 1, 2, . . . , N do
2: Choose At ⊆ D, where |At| = k and Āt ⊆ D̄, where |Āt| = l
3: Set ηvt = 1

λt

4: W v
t+1 ← (1 − ηvt λ)W v

t + ηvt
∑

(x,y∈At)
(y − W vTxv)xv−

−4µηvt
∑M

v,u=1
v 6=u

∑
(x∈Āt)

(
W vT
t xv −W uT

t xu
)
xv

5: Output W v
N+1 (weight vectors for a single view)

SVMGUIDE3, GERMANNUMER, AUSTRALIAN. Depending on the learning task, the perfor-
mance measure is either AUC (Area Under Curve) for classification or RMSE (Root Mean
Square Error) for regression.

The results of the experiments on single output OCA are included in Table 2.1 and Ta-
ble 2.2. For simplicity of comparison, we used MOCA-k-l notation, where k is a number
of labeled and l is a number of unlabeled examples used in semi-supervised setting. Final
evaluation is done based on RMSE estimated on test set, but not on RMSE estimated during
cross-validation (CV RMSE). It can be observed that in all experiments except the housing
dataset, the proposed single-output co-regularized algorithm outperforms supervised learn-
ing methods. The housing dataset is also the smallest dataset considered in our empirical
evaluation. In all cases (with the exception of housing dataset) the OCA leads to statistically
significant improvement over the standard PEGASOS algorithm.

2.3.2 HMP dataset
The ability to relate complex datasets that provide a quantitative description of a microbial
community present on/in the human to clinical relevant parameters on health or physiology
poses a computational challenge. Using the proposed MOCA algorithm we address a rele-
vant problem in oral health domain, namely the prediction of Porphyromonas species which
are implicated in certain forms of periodontal disease. We used the abundance of a particular
group of species as meta data. As bacterial species are part of a more elaborate microbial
ecosystem with shared metabolic and physiological functions, we expected that the presence
and abundance of target species would be reflected in abundance of taxonomic unrelated
species. For this purpose we train our model on the National Institutes of Health Human
Microbiome Project (NIH HMP) dataset, that is publicly available and can be downloaded
from the Human Microbiome Project website4.

The NIH HMP [153] aims at characterizing, using next generation sequencing technol-
ogy, the genetic diversity of microbial populations living in and on humans, and at investi-

4Available at www.hmpdacc.org/HMMCP/
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Table 2.1: Performance of the single-output OCA algorithm and the baseline methods on the
regression datasets. Differences in RMSE performance are statistically significant according
to the Wilcoxon signed rank test.

DATASET METHOD CV RMSE TEST RMSE

ABALONE

PEGASOS SL 14.40 19.46
PEGASOS MV SL 11.70 15.52
OCA-1-5 11.73 13.50

CADATA

PEGASOS SL 24.45 26.00
PEGASOS MV SL 24.29 27.26
OCA-1-1 23.97 25.76

HOUSING

PEGASOS SL 19.34 16.34
PEGASOS MV SL 17.07 17.59
OCA-1-1 17.75 18.54
OCA-1-5 16.13 18.69

MG
PEGASOS SL 45.53 46.71
PEGASOS MV SL 45.88 45.73
OCA-1-1 44.51 45.57

SPACE

PEGASOS SL 58.32 58.17
PEGASOS MV SL 50.42 51.90
OCA-1-1 41.95 36.60

BIOINFER

PEGASOS SL 45.36 63.86
PEGASOS MV SL 44.94 63.16
OCA-1-5 39.85 61.29

Table 2.2: Performance of the single-output OCA algorithm and the baseline methods on the
classification datasets. Differences in AUC performance are statistically significant accord-
ing to the Wilcoxon signed rank test.

DATASET METHOD CV AUC TEST AUC

GER.NUMER

PEGASOS HL 0.72 0.74
PEGASOS MV HL 0.76 0.71
OCA-1-1 0.75 0.75

SVMGUIDE3
PEGASOS HL 0.85 0.74
PEGASOS MV HL 0.83 0.75
OCA-1-5 0.82 0.76

AUSTRALIAN

PEGASOS HL 0.95 0.92
PEGASOS MV HL 0.95 0.92
OCA-1-1 0.93 0.93
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gating their roles in the functioning of the human body. The HMP dataset contain microbial
samples from various body parts but our primal interested is oral health. Thus we subsam-
pled the dataset so that it includes only those sample ID’s referring to following body sites:
saliva; buccal mucosa (cheek), keratinized gingiva (gums), palate, tonsils, throat and tongue
soft tissues, supra- and subgingival dental plaque (tooth biofilm above and below the gum).
We also normalized the dataset by forcing row-wise sum of Operational Taxonomic Unit
(OTU) counts to be equal to one. Preprocessing raw sequencing data resulting in OTU count
numbers is beyond the scope of this chapter and therefore is not described.

Furthermore, for regression task we choose the output variable to be OTU counts of the
Porphyromonas bacteria because it is associated with with chronic periodontitis and den-
toalveolar abscess [171] which are common oral diseases hard to cure. From lookup file we
identify 116 OTUs having ”Porphyromonas” string in their taxonomy name. Furthermore,
we count the amount of non-zero entries of each selected bacteria and chose several most
frequent species as our output variables. Once the dataset, which consists of 2670 examples
in total, is constructed we reshuffle it. We use the classical learning setting, where 70% of
the data is used for training and the remaining 30% as testing. 20% of the training data is
randomly selected to be labeled, and the others are used as unlabeled data. In our learning
task, the performance measure is RMSE. The dataset is preprocessed by applying a linear
scaling to each feature to the interval [0, 1]. We also apply a linear scaling on the labels, to
the interval [0, 100].

Parameter selection for each model is done by 5-fold cross-validation over the train par-
tition of the data. For the supervised models, parameters to be selected are learning rate η0

and regularization parameter λ. For the supervised and semi-supervised multi-view models
we consider two views that are constructed via random partitioning of the data attributes into
two unique sets. Such division of the attributes for constructing multiple views has been
previously used in [26]. For the multi-view model we have to estimate the learning rate η0,
as well as the λ1 and λ2 parameters. The semi-supervised model has an additional parameter
µ controlling the influence of the co-regularization on model selection.

We compare the performance of our MOCA algorithm with several other methods, namely
K-Nearest Neighbors (KNN), Ordinary Least Squares (OLS), Stochastic Gradient Descent
(SGD), Least Angle Regression (LARS), Partial Least Squares Regression (PLSR), and De-
cision Trees Regression (DTR). In our experiments we use the implementation of these base-
line methods from scikit-learn Python package [152]. The results of the experiments are
reported in the Table 2.3. It could be observed that our method clearly outperforms baseline
techniques. These results demonstrate that adding unlabeled data helps to improve predictive
performance of the model.

We also compare performance of semi-supervised algorithm with performance of the
multi-view version of the algorithm, excluding the co-regularization term (multi-view su-
pervised learning (MVSL) MOCA). Furthermore, we compare with several instantiations of
the MOCA algorithm, termed as MOCA-k-l, using various sizes of unlabeled batch exam-
ples (see Figure 2.2). The results show improvement of the prediction performance with
respect to increased number of unlabeled examples sampled at every iteration of the MOCA
algorithm.
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Figure 2.2: Performance of the MOCA algorithm with the various number of unlabeled
data examples per iteration. The experiment with 0 unlabeled examples corresponds to
fully supervised learning setting. For the supervised learning algorithms, only the labeled
part of dataset is used for training. The same set is then used for training the co-regularized
model, together with the unlabeled data.
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Table 2.3: Performance of the MOCA algorithm and the baseline methods on the HMP
dataset. Parameters were chosen via 5-fold cross-validation. Differences in RMSE perfor-
mance on the test dataset are statistically significant according to the Wilcoxon signed rank
test.

METHOD TEST RMSE DIFFERENCE
MOCA-1-10 12.31 0
MOCA MVSL 12.43 0.12
KNN 14.46 2.15
OLS 19.95 7.64
SGD 13.30 0.99
LARS 13.07 0.76
PLSR 15.53 3.22
DTR 12.87 0.56

2.4 Conclusions
We propose a novel multi-output co-regularized learning algorithm (MOCA) and demon-
strate its application on a real world problem in oral health domain. More precisely, we
address the task of prediction of Porphyromonas species which are implicated in certain
forms of periodontal disease. In our semi-supervised modeling approach we use the fact that
interactions among different microbial species in various niches of human body are known to
exist. Such biological interactions suggest possibility to use additional information in form
of ”unlabeled data” from different niches to better predict occurrence of Porphyromonas.
We have made use of a dataset available from the human microbiome project. We derived
a training set in which we used the abundance of Porphyromonas as meta data utilized for
semi-supervised regression problem. The algorithm can be extended and used in future ex-
periments for identification of bacterial species related to the Porphyromonas abundance as
predictive and/or prognostic biomarkers. Such biomarkers may allow identification of novel
intervention strategies to lower abundance of Porphyromonas and prevent or treat periodontal
disease which has an important value for practicing dental clinicians.

Proposed MOCA method is capable of handling multidimensional, sparse metagenomic
data. It is robust to overfitting, computationally fast and capable of making use of large
amounts of unlabeled data. In comparison to supervised approaches our methods leads to
better predictive performance both on standard benchmark datasets from UCI repository and
a real world HMP dataset.
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Chapter 3

Personalized microbial network inference
via co-regularized spectral clustering

3.1 Introduction and background
Although oral health has a great influence on an individual’s quality of life [184], dental
medicine has focused mainly on disease states, comparing healthy and unhealthy individuals
([1], [78]). While this approach has proved its practical usefulness, it has not explained why
certain healthy individuals are prone to disease than others. Recent changes in computational
biology methods now provide oral health scientists with access to large amounts of -omics
data, which promise potentially novel insights into the underlying patterns of the healthy oral
state. A rapid reduction in costs and the rapid development of computational algorithms now
allow oral microbiota to be analyzed at a metagenomics level. However, mining metage-
nomics datasets is not a trivial task, and there are many questions on how to get a general
overview of microbial communities on the OTU (Operational Taxonomical Unit) level.

We aim to answer an important question in the study of metagenomics: whether micro-
bial species are present either in a single homogenous population in their own ecological
niche, or in several distinct interacting communities. Understanding such interactions could
lead to more effective treatment strategies of dental diseases in which microorganisms play
role in their progress. We see three main challenges on the way to achieve goal of having
novel insights in microbial network interactions of bacterial communities. The first concerns
the best method of finding groups or clusters hidden behind the data. Publicly available
datasets such as those collected during the Human Microbiome Project (HMP) [153] pro-
vide excellent opportunities to test the applicability of various clustering approaches. For
instance, it is possible to incorporate existing knowledge about phylogenetic tree-based dis-
tances [176]. However, a single method can have disadvantages, and it is sometimes better
to combine several clustering algorithms to get more accurate results [94].

The second challenge is that although clustering by itself provides better understanding
of the groupings of microbial communities, a more comprehensible means of visualization is
frequently required. A microbial network is one such mean because a network representation
of bacterial community gives an intuitively better way of understanding interactions between
microbial groups. This understanding may lead to better treatment procedures and results.
When we talk about networks we mean all biological networks in a wide range. They include
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protein, gene or microbial interaction networks. Such networks could be constructed at
multiple levels, such as cellular, ecological and supra-organismal [20]. Biological networks
provide many advantages like, for example, identification of early-warning signals associated
with the critical transition in disease progression [128]. By analyzing them it is also possible
to discover robust and specific biomarkers of disease [140]. Due to their visual simplicity,
biological networks reveal important components of biological systems such as essential
genes by identifying important topology nodes such as bottlenecks in regulatory networks
[236].

Thirdly, it is possible to build a network based on a single individual’s data and apply
specific treatment per individual based on his or her -omics profile. Such personalized ap-
proach allows applying the right treatment on the right cause at the right moment of time for
the particular patient [73], [63]. Thus, clustering algorithms can be combined with network
visualization methods to use personalized medicine in any medical field.

Taking into account all these challenges, one might wonder if it is practically possible
to combine clustering algorithms, biological networks, complex metagenomics data, and
personalized clinical treatment. To support our claim that the answer is ”Yes”, we wished to
establish whether there are any differences in microbial interactions on personalized network
level in healthy oral samples acquired from various niches during HMP study. Firstly, we
were inspired by Huttenhower et al. [95] who demonstrated the value of Nearest Neighbor
Networks (NNN) for generating clusters of genes with similar expression profiles. NNN
is a graph-based algorithm which prompted us to use the graph-theory-based clustering
method to reveal clusters in metagenomics data. To reveal co-occurence relationships among
OTU, we used adapted spectral clustering algorithm [222], particularly suited for complex
metagenome data [203] because it outperforms other clustering algorithms such as K-means
and hierarchical clustering. Furthermore, Faust et al. [67] provided a concise review of
co-occurence and correlation networks among bacterial communities derived from 16s py-
rosequencing data. On the basis of HMP data in their other work, Faust et al. [68] also
demonstrated how and what kind of co-occurrence relationships can be found in microbial
networks in healthy individuals.

A major difference between our study and that of other authors is personalization of a
microbial network and the use of state-of-the-art unsupervised machine learning methods.
Unlike in previous studies, we first merged niche-based samples to represent human individ-
uals. Only then did we apply statistical machine learning algorithms to stratify individuals
according to their oral microbiota. Once such personalized stratification has been completed,
we clustered microbial species per group to examine them more closely on different micro-
bial networks that can be visualized in various ways, such as these described by Tumminello
et al. [206] or by Shannon et al. [182]

3.2 Materials and methods

3.2.1 Co-regularized spectral clustering algorithm
In this chapter we used an adapted version of the multi-view clustering method described
in [203]. Consider we are given a dataset containing multiple representations. Let X(v) =

{x(v)
i }ni=1. Note that here superscript v denotes the representation for a single view. Let A(v)
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denote an adjacency matrix of the graph constructed using the data representation in a view
v. We can write the normalized Laplacian matrix as L(v) = D(v)−1/2A(v)D(v)−1/2, where
D(v) is the corresponding degree matrix. Following [146] the standard special clustering
problem (or single view spectral clustering [110]) solves the optimization problem

argmin
Q(v)∈Rn×c

tr
(
Q(v)TL(v)Q(v)

)
, s.t. Q(v)TQ(v) = I (3.1)

where Q(v) ∈ Rn×c denotes the cluster assignment matrix and c is number of predefined
clusters. In standard spectral clustering the final cluster membership is obtained by applying
the k-means algorithm on the rows of the matrix Q(v).

In our work we follow derivation described in [203] to obtain cluster assignment matrix

Jc =
M∑
v=1

c∑
l=1

‖H(v)q
(v)
l − q

(v)
l ‖

2 =

=
M∑
v=1

c∑
l=1

[q
(v)T
l ((H(v) − I)T (H(v) − I))q

(v)
l ] =

= tr[QT ((H− I)T (H− I))Q],

where Q is a (Mn × c) matrix containing the cluster assignments for all views and H is a
(Mn ×Mn) matrix containing predictions of the linear classifiers. Thus, the optimization
problem we solve to determine cluster assignment matrices for all views is

argmin
Q∈RMn×c

tr[QT ((H− I)T (H− I))Q] s.t. QTQ = I (3.2)

The above problem is closely related to the standard spectral clustering and the solutions are
given by top-c eigenvectors of the matrix L = (H− I)T (H− I).

3.2.2 Dataset description and preprocessing
The selected clustering approach was tested on publicly available dataset. The dataset was
downloaded from Human Microbiome Project website ([145, 153]). Namely, we used V35
Mothur Output File originally containing 27483 OTU counts for 5372 samples collected
from eighteen body locations. We subsampled the dataset so that it includes only nine oral
samples referring to following niches: saliva, buccal mucosa (cheek), keratinized gingiva
(gums), hard palate, palatine tonsils, tongue dorsum, throat, supra- and subgingival dental
plaque (tooth biofilm above and below the gum). The choice of those particular sites is de-
termined by clinical relevance in understanding mechanisms of oral diseases such as caries,
gingivitis and periodontitis.

Then we created a dataset which represents individual persons by their oral samples. In
this dataset each row is constructed by stacking all nine oral niches together so that it would
be possible to apply clustering on individual level, not on OTU level. Not all individuals
had all nine oral niches sampled. Since we were not interested in such individuals, we
did not include them in the personalized dataset. Some individuals were sampled in a few
visits. For such individuals we took only samples collected during the first visit. As a result
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we obtained a dataset including 177 individuals. To improve speed of calculations and to
consider only most abundant OTU, we reduced the amount of features by removing those
in which amount of non zero counts per feature was below 60 (roughly one third amount of
individuals). Resulting dataset contained 635 most abundant OTU found in all 9 locations
for 177 individuals. Then, we normalized the dataset by forcing row-wise sum to be equal
to one. Next, all features were linearly scaled between 0 and 100.

3.2.3 Personalized network inference and visualization
Network inference and visualization procedure consists of three subsequent steps. In the first
step we stack all oral samples together such that each individual will be represented by his
oral microbiota as a row in the dataset. The second step is to cluster individuals based on
their microbiota to find groups with similar microbial composition. Also, in this step we
transpose the dataset per each cluster we found. Next, we again perform clustering but now
on OTU level. Clustering and construction of co-occurence matrix is based on the work of
Luxburg [222] and Tsivtsivadze et al. [203]. In the third step we visualize resulting co-
occurence matrices as a network of interactions. In such networks OTU are represented by
network nodes while similarities between them are represented by connecting edges. Short
summary of the method workflow is depicted in Figure 3.1.

3.2.4 Methods summary
To summarize the method description we point out following details. As an input for our
method we use HMP data on OTU counts. As an output we get a network of OTUs according
to the personalized profile of individuals. This network is visualized by a figure where OTUs
are nodes and their mutual co-occurence scores are edges. We used HMP database ([145,
153]) to get OTU counts dataset. As a clustering tool we used spectral clustering based
on the work of Luxburg [222] and Tsivtsivadze et al. [203]. Visualization of clustering
as a network was done via using two different tools, such as filtering complex information
systems by Tumminello et al. [206] and Cytoscape by Shannon et al. [182].

3.3 Results

3.3.1 Clustering of individuals and defining groups with similar micro-
bial composition

To construct co-occurence matrix per individual, the co-regularized algorithm was applied
to the preprocessed dataset. We ran clustering with predefined number of clusters ranging
from 2 to 5. Next, we compute the co-occurrence matrix according to consensus algorithm
described by Grotkjaer et. al. [79]. Afterwards, resulting co-ooccurence matrix was rear-
ranged so that the clusters of co-occurences would be seen immediately. Heatmap plot of the
ordered co-occurence matrix is depicted in Figure 3.2.

The co-occurence matrix is a representation which summarizes multiple clustering results
into a single array. In symmetric case it has as many rows and columns as examples in the
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Figure 3.1: Workflow of the method. The workflow consists of three steps. In the first
step we stack all oral samples together such that each individual will be represented by his
oral microbiota. The second step is to cluster individuals based on their microbiota to find
groups with similar microbial composition, and later to transpose the dataset per each cluster
to perform clustering again, but on OTU level. In the third step we visualize resulting co-
occurence matrices as a network of interactions.
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clustered dataset. Element Ai,j of a co-occurence matrix A represents co-occurence score
of examples i and j. Co-occurence score is calculated as a total count of how many times
these two examples were labeled with the same clustering label divided by the total count
of clustering runs. Obviously, if two examples are labeled by the same arbitrary label in
all simulations then co-occurence score has a value of 1. For the same reason all diagonal
elements of the matrix are always equal to 1. Normally co-occurence score varies between
1 and 0, and some sorting of both rows and columns is required for the better visualization.
The best way to visualize co-occurence matrix is to plot a heatmap of the sorted co-occurence
matrix where axes represent indices of examples. This was done in Figures below.
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Figure 3.2: Sorted co-occurence matrix of clustering of individuals. This plot displays
two groups of individuals. Group 1 clusters about 61 individuals together and it is located
in the upper left corner of the heatmap. Group 2 clusters about 116 individuals together and
it is located in the lower right corner. Numbers on axes are symmetrical and they represent
sorted indices of individuals.

Based on Figure 3.2 we see two groups of individuals. Group 1 clusters about 61 individ-
uals together and Group 2 clusters 116 individuals. It is assumed that within each of these
two groups individuals share similar microbial composition while individuals in different
groups have distinct microbial composition. Therefore, we can split initial dataset into two
groups and apply co-regularized spectral clustering on OTU per each group of individuals
treating them as separate datasets. These datasets were used in the next experiment reported
in the following subsection.

3.3.2 Clustering of microbial species per cluster of similar individuals
After clustering individuals, we need to examine a difference in microbial compositions
between group 1 and group 2. Therefore, we repeated co-regularized spectral clustering
experiment as we did in previous subsection. However, the datasets were transposed so
that the clustering was done on OTU level. Figures 3.3, 3.4 depict heatmaps of sorted co-
occurence matrices of these experiments.
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Figure 3.3: Sorted co-occurence matrix of clustering of OTU per group 1. This plot do
not display clearly distinctive clusters of OTU having only a large cluster of OTU in the
centre and two smaller clusters in the upper left and lower right corners. Numbers on axes
are symmetrical and they represent sorted indices of OTU.
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Figure 3.4: Sorted co-occurence matrix of clustering of OTU per group 2. This plot
displays two distinct OTU clusters with roughly equal size. Similarity scores within clusters
are very high suggesting that intracluster similarity between OTU is high. Numbers on axes
are symmetrical and they represent sorted indices of OTU.
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Figures 3.3, 3.4 allow us to zoom into the differences between groups. We see that the
plot depicted on Figure 3.3 is different from the one depicted on Figure 3.4. On the group
1 plot we do not see clearly distinctive clusters of OTU although we see a big group in the
centre of the Figure 3.3. The Figure 3.4, however, has two distinct OTU clusters with roughly
equal size. Thus, we expect the networks visualized from such personalized datasets to be
very different from each other. We expect to have two distinct clusters in network for group
2 and one cluster for the network visualized from the data of group 1. Those assumptions
were checked and reported in the next subsection.

3.3.3 Personalized network visualization of bacterial species within each
cluster

Network visualisation requires converting pairwise similarity matrix to a 2-dimensional graph.
Such graph can be plotted so that similar nodes will be closer to each other and dissimilar
nodes will be further away from each other. The connections are visualized by edges. In
this work we used algorithm by Tumminello et al. [206]. The algorithm filters complex
datasets by extracting a subgraph of representative links, giving filtered graphs that preserve
the hierarchical organization of the minimum spanning tree but containing a larger amount
of information in their internal structure. Network plots of co-occurence matrices for group
1 and group 2 are depicted in Figure 3.5. As we expected, there are indeed two distinct sub-
networks in network for group 2 and one main network for the network visualized from the
data of group 1.

Figure 3.5: Networks visualized from co-occurence matrices of clustering OTU per each
group. This plot displays two distinct subnetworks in network for group 2 (Right plot) and
one main network for the network visualized from the data of group 1 (Left plot)

To give a better visual impression to a reader we also provide Figures with zoomed in
network representation for each subnetwork in each group. The network nodes are formatted
according to niche so that nich-wise interactions are seen in a more convincing way. Figure
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3.6 depicts main network of group 1, Figure 3.7 depicts subnetwork 1 of group 2, and Figure
3.8 depicts subnetwork 2 of group 2.

Figure 3.6: Zoomed network visualized from co-occurence matrix of clustering OTU in
group 1. This plot displays main network of group 1. Nodes are coloured according to the
corresponding niche

Network of group 1 does not show any obvious patterns in network topology. There
are no obvious hubs and bottlenecks. All OTU are connected with each other without
any dominating niche or OTU name. Most frequent OTU are Prevotellaceae, Flavobac-
teriaceae, Lachnospiraceae, Leptotrichiaceae, Veillonellaceae, Neisseriaceae, Actinomyc-
etaceae, Campylobacteraceae, Porphyromonadaceae.

OTU-wise and niche-wise networks of subnetwork 1 of group 2 depict a cluster topol-
ogy with several OTU closely connected to each other. Prevotellaceae, Flavobacteriaceae,
Lachnospiraceae dominate in this subnetwork. Niche-wise, most of the OTU belong to the
following niches: Muccosa, Throat/Tonsils, Supra/Sub Plaque. Hub OTU in the centre of
the dense cluster belongs Supra/Sub Plaque OTU which is outside of top 10 OTU list.

OTU-wise and niche-wise networks of subnetwork 2 of group 2 show topology similar
to subnetwork 1. There is a cluster of similar OTU and several others which do not belong
to this cluster but have high similarity. Like in subnetwork 1, Prevotellaceae, Flavobacteri-
aceae, Lachnospiraceae dominate in this subnetwork. Niche-wise, most of the OTU belong
to the following niches: Throat/Tonsils, Supra/Sub Plaque, Tongue, Hard Palate. Hub OTU
in the centre of the dense cluster belongs to Supra/Sub Plaque OTU which is outside of top
10 OTU list.

Besides network visualization algorithm described in [206], we also used Cytoscape as a
tool to visualize niche-wise interactions [182]. We used the hierarchical layout algorithm for
visualization, because it is good for representing main direction or ”flow” within a network.
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Figure 3.7: Zoomed subnetwork 1 visualized from co-occurence matrix of clustering
OTU in group 2. This plot displays subnetwork 1 of group 2. Nodes are coloured according
to the corresponding niche

Nodes are placed in hierarchically arranged layers and the ordering of the nodes within each
layer is chosen in such a way that minimizes the number of edge crossings. Plots of network
visualized from niche-wise lumped co-occurence matrices of clustering OTU per group 1
and group 2 are depicted in Figures 3.9, 3.10. To plot these networks we lumped original
OTU similarity matrices to the niche-wise levels. For each OTU we have the assignment to
particular niche. We calculated sum for all normalized OTU abundances per each pair-wise
niche similarity score and divided these sum values by total count per each niche-wise pair
so that niche-wise similarities are normalized and can be comparable with each other. As a
result, we get 9 by 9 niche-wise co-occurence score matrix where each element represents
similarity between all possible pair-wise combinations of all 9 niches. Next, we exported
these matrices per each group and visualized network representation of similarities. For
better visualization purposes only similarities above certain threshold levels are depicted in
the networks. As a similarity measurement we use a co-occurence score, assuming that
maximum co-occurence score of 1.0 indicates perfect similarity and, vice versa, minimum
co-occurence score of 0.0 indicates perfect dissimilarity.

Figure 3.9 depicts a network for group 1 without a clear clustering topology and without a
clearly observed single hub, but Saliva, Tongue Dorsum and Gingiva have more connections
with Palatine Tonsils and Subgingival Plaque. Almost all nodes have connections with other
nodes and with comparable similarity measurement values around 0.63-0.67. Contrary to
that, network for group 2 depicted on Figure 3.10 has two distinct clusters and number of
connections for each node is less that that in group 1 network. Comparing to group 1 both
plaque nodes in group 2 have stronger connections with each other via Buccal Mucosa.
Also in left-hand cluster of group 2 Palatine Tonsils was not included because its similarity
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Figure 3.8: Zoomed subnetwork 2 visualized from co-occurence matrix of clustering
OTU in group 2. This plot displays subnetwork 2 of group 2. Nodes are coloured according
to the corresponding niche

was below the threshold and thus lower than for the other nodes. Again, as in Figure 3.9,
Saliva and Tongue Dorsum have more intermediate connections than other niches. Similarity
measurements are in average higher that that for group 1 and vary in the interval of 0.83-0.90.

3.4 Discussion
The results of our study of healthy oral samples acquired from various niches during HMP
study suggest that microbial interactions on personalized network level differ in several ways.
Co-regularized spectral clustering showed two groups of individuals with a different topol-
ogy of their microbial interaction network; the microbial network suggested that niche-wise
interactions differed between them. According to their oral microbiota, healthy individuals
have different microbial clusters.

Explaining differences between revealed clusters of individuals would be possible if we
had an access to additional metadata of individuals associated with their dental hygiene sta-
tus and oral health related lifestyle habits. In our case we can speculate about connections
between oral microbiota clusters and dental hygiene habits. For example, plaque-related
group differences may arise from the fact how often an individual uses toothpicks to remove
plaque between teeth or whether he/she uses an electric toothbrush instead of a mechanical
one. Although such type of dental metadata were not collected during HMP study, we know
that all participants of HMP study were screened for general health criteria but that does not
necessarily mean that they have perfect oral health. Antunes et al. [4] conducted a com-
prehensive epidemiological survey of oral health of 1,799 healthy adolescents. They used a
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Figure 3.9: Network visualized from niche-wise lumped co-occurence matrix of clus-
tering OTU per group 1. Abbreviations refer to the following niches: S - saliva, BM -
buccal mucosa, AKG - attached keratinized gingiva, HP - hard palate, PT - Palatine Tonsils,
TD - tongue dorsum, T - throat, SpP - supragingival dental plaque, SbP - subgingival dental
plaque. Edge labels refer to the mutual similarity score between nodes

Figure 3.10: Network visualized from niche-wise lumped co-occurence matrix of clus-
tering OTU per group 2. Abbreviations refer to the following niches: S - saliva, BM -
buccal mucosa, AKG - attached keratinized gingiva, HP - hard palate, PT - Palatine Tonsils,
TD - tongue dorsum, T - throat, SpP - supragingival dental plaque, SbP - subgingival dental
plaque. Edge labels refer to the mutual similarity score between nodes
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gingival bleeding as an indicator of oral health and they found that over a third of participants
had gingival bleeding or dental calculus. Maida et al. [135] conducted a full-mouth peri-
odontal and oral examination in 70 subjects and they found 44.8% bleeding on probing and
22.9% normal pocket depth prevalence at subject level. Moreover, they found a significant
linear trend across categories of gingival conditions (healthy, bleeding on probing, calculus
presence) for P. intermedia and A. actinomycetemcomitans. These results may suggest that
in our study we found different groups of individuals with different gingival bleeding with
corresponding microbial niche interactions.

The idea that microbial network demonstrates organization among closely related indi-
vidual body sites such as those in oral cavity is not new and it was shown in Faust et al. [68].
However, unlike them, we have demonstrated personalized differences in such interactions.
Faust et al. used all samples in one network without distinguishing them on individuals. We
claim that due to this difference we found that Supragingival and Subgingival Plaque show
strong interactions with Throat/Tonsislis, Tongue, Hard Palate and Muccosa. In previous
studies Plaque was clustered separately and did not show interaction with other oral niches.
Another difference in our approach is the use of statistical machine learning techniques that
are applicable for analysis of complex metagenomic datasets.

If we lump all similarities on niche level, we found that Saliva, Palatine Tonsils and
Tongue Dorsum have the highest number of connections. The fact that Saliva has many
connections can be explained by the fact that it is a medium washing all niches. Higher con-
nections of Palatine Tonsils and Tongue Dorsum are not so straightforward to explain while
the fact that plaque is clustered separately could come from the nature of the environment,
because plaque is accumulated between tooth and gingiva. This ”hard tissue - soft tissue”
environment can create unique conditions resulting in unique microbial composition.

Our results are generally consistent with the earlier study of Segata et al. [176] in which
they show that Firmicutes, Bacteriodetes, Actinobacteria, Proteobacteria and Fusobacteria
are largely dominated in oral cavity. We found that there are three OTU dominating clusters
in group 2. They are Prevotellaceae, Flavobacteriaceae, Lachnospiraceae where the first
two belong to Bacteriodetes phylum and the last one belongs to Firmicutes phylum. Segata
et al. used clustering algorithm called linear discriminant analysis effect size (LEfSe). This
method is a feature selection method and it uses information about taxonomical differences
between bacteria. Unlike their method, we used clustering algorithm and it does not incor-
porate any taxonomical information into account. We consider the latter fact as an advantage
because our method is less biased and conclusions we found are based on the patterns hidden
behind the data.

We identified presence of network hubs in subnetworks 1 and 2 in group 2. Those hubs
belong to Supra- and Subgingival plaque OTU. Presence of plaque is an important part of
etiology of dental diseases such as periodontitis and gingivitis. If we consider biological
networks, Yu et al. [236] and J. Han et al. [83] showed that hubs in protein networks are
essential in functions of cell while Barabasi et al. [8] showed that the central elements of
biological networks in human disease are more important for the development of the dis-
ease than ones in the periphery of the network. Although, these findings suggest that hubs
of protein interactome networks are important in diseases progression, we can extend this
idea to metagenome networks, particularly in drug discovery process. Hopkins [91] sug-
gests that network methods can help to validate target combinations and optimize multiple
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structure-activity relationships while maintaining drug-like properties in drug discovery in-
dustry. Based on our results, we claim that hubs found in our networks can be used as poten-
tial targets in treatment and/or prevention of oral diseases such as periodontitis, gingivitis,
caries.

In biomedical academic environment oral health has received less attention comparing to
other complex diseases such as cancer, diabetes, pneumonia or endocarditis. However, some
studies indicate that there is an association between oral infections and systemic diseases
e.g. [123]. Also, many academics involved in oral health research realize potential benefits
of -omics technologies in personalized dental treatment ([63], [160]). Such a personalized
treatment based on metagenomics data can shift treatment to more fine-tuned tailored ap-
proach.

3.5 Conclusions
We showed that application of our machine learning methods to complex -omics data can
lead to a personalized approach in oral health. Based on our results, we demonstrated that
co-regularized spectral clustering on oral metagenomics samples could discover personalized
microbial networks. Such networks provide important insights into microbial composition
and into understanding of complex microbial interactions, that can be successfully translated
into a clinical practice.
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Chapter 4

Unsupervised Multi-View Feature
Selection via co-regularization:
algorithm and application on oral
metagenomics data

4.1 Introduction and background
The general aim of the feature selection procedure is to extract a subset of relevant features
that capture ”important” information about the data. These features could be predictive with
respect to a certain output, they can be useful for interpretation of the obtained results, di-
mensionality reduction, visualisation of the data, etc. While supervised feature selection
has been well studied during the past decade, more recently unsupervised feature selection
techniques have received significant attention. Unsupervised feature selection is particularly
suitable when labeled data is not readily available. The methods that can take into account
manifold information contained in the data have been demonstrated to work exceptionally
well in many circumstances (e.g. Laplacian Score [87], Multi-Cluster Feature Selection [59],
Joint Embedding Learning and Sparse Regression [37] algorithms, etc.)

Despite good performance, all of these techniques have one fundamental limitation: they
are not applicable in real-world situations when one has an access to datasets consisting of
multiple views/representations e.g. various omics profiles of the patients, clinical records
coupled with FMRI images, physiological parameters, and other structured datasets that are
frequently encountered in many computational biology problems. In this chapter we intro-
duce a novel unsupervised multi-view feature selection (UMVFS) algorithm that is naturally
applicable to learning on datasets consisting of multiple data representations.

Multi-view datasets are frequently encountered in computational biology. They are also
frequent in natural language processing (e.g. documents translated into several languages),
information retrieval (multiple data representations based on link, text, or images) and many
other domains. Models that are particularly suitable for learning on datasets having more
than a single data representation were proposed, for example, in [19, 185, 33]. A classic ex-
ample being a web document classification task [19], where documents are represented via
two different views - one that is based on the links and another one based on the text docu-
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ment. Frequently, the individual data representations are not sufficient to obtain satisfactory
results and a model based on multiple views is needed to take into account all available
information.

This can be accomplished via a co-regularization framework [185], that builds on the idea
of agreement maximization among hypotheses constructed for different views. Within this
framework, the disagreement is taken into account by the so-called co-regularization term.
This framework has been successfully used for various learning problems such as semi-
supervised classification [106], regression [26], domain adaptation [53], preference learning
[205], clustering [110] and many others.

We use the co-regularization framework to derive the algorithm that simultaneously ex-
tracts the relevant subset of features and performs clustering that is consistent across different
views. In the empirical evaluation on the high dimensional multi-view dataset based on the
National Institutes of Health Human Microbiome Project (NIH HMP) study we demonstrate
the efficacy and applicability of the proposed method.

4.2 The algorithm

Consider we are given a dataset containing multiple representations. Let X(v) = {x(v)
i }ni=1.

Note that here superscript v denotes the representation for a single view. Let A(v) denote an
adjacency matrix of the graph constructed using the data representation in a view v. We can
write the normalized Laplacian matrix as L(v) = D(v)−1/2A(v)D(v)−1/2, where D(v) is the
corresponding degree matrix.

Similarly to existing single view unsupervised feature selection techniques, our multi-
view algorithm can take into account manifold structures in the data and it efficiently selects
the most relevant features via sparse regularization. Consider the following standard spectral
clustering algorithm [146] that solves the optimization problem

argmin
Q(v)

tr
(
Q(v)L(v)Q(v)T

)
,

s.t. Q(v)Q(v)T = I,

where Q(v) ∈ Rm×n denotes the cluster assignment matrix. In spectral clustering the final
cluster membership is obtained by applying the k-means algorithm on the rows of the matrix
Q(v).

Similarly to the approach taken in spectral regression and several unsupervised feature
selection techniques, we regress each sample to its low dimensional embedding and enforce
the sparsity by adding a regularization term. More concretely, we assume that x(v)

i is centered
and denote W(v) = [w

(v)
1 ,w

(v)
2 , . . . ,w

(v)
m ] ∈ Rd×m as the matrix of vectors {w(v)

i }mi=1. Then
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By slightly overloading notation let us denote the w̄(v)
i as the i-th row of the matrix W(v).

Considering the task of feature selection we expect that only a small number of w̄(v)
i have

nonzero elements. As a result, the corresponding features are selected since these feature are
enough to regress original data to its low dimensional representation.

By defining the matrix U ∈ Rd×d as a diagonal matrix whose i-th element is U
(v)
ii =

1

2
∥∥∥w̄(v)

i

∥∥∥
2

we can write
∥∥∥W(v)

∥∥∥
2,1
/2 in a matrix notation as tr(W(v)TU(v)W(v)) when w̄

(v)
i is

nonzero. Then, taking the derivative with respect to W(v) we obtain

W(v) = (X(v)X(v)T + λU(v))−1X(v)Q(v)T .

So far we have formulated single-view task formulation. To take into account the agree-
ment among the hypotheses constructed for different views, we use additional co-regularization
term. For simplicity, we present a pairwise formulation and due to space limitation we omit
the detailed derivation of the algorithm. Let us consider the following objective

argmin
W(v),U(v),W(u),U(u)

tr
(
Q(v)L(v)Q(v)T

)
+

+ ν
(∥∥∥W(v)TX(v)(W(u)TX(u))T −Q(v)Q(u)T

∥∥∥2

2
+

+
∥∥∥W(v)TX(v) −Q(v)

∥∥∥2

2
+ λtr(W(v)TU(v)W(v))

)
s.t. Q(v)Q(v)T = I,Q(u)Q(u)T = I

Substituting precomputed W(v) and W(u) matrices, opening the norms, and simpli-
fying the equations by denoting R(v) = X(v)T (X(v)X(v)T + λU(v))−1X(v) and R(u) =
X(u)T (X(u)X(u)T + λU(u))−1X(u), we end up with the following optimization problem that
can be solved for each view given that the other view is fixed:

argmin
Q(v)

tr
(
Q(v)

(
L(v)+ν(I−R(v)+

+γR(v)R(u)Q(u)TQ(u)
(
R(u)R(v) − I

)
+

+Q(u)TQ(u))
)
Q(v)T

)
s.t. Q(v)Q(v)T = I.

To outline the procedure: we start by eigendecomposition of the Laplacian matrices L(v)

and L(u) constructed for each view and compute the corresponding weight matrices W(v),
W(u). Once the weights are computed we can estimate new co-regularized eigenvectors
Q(v) by fixing R(v), R(u), Q(u), and L(v) and solving the formulation stated above. Simi-
larly, we compute new co-regularized eigenvectors for Q(u) by fixing R(u), R(v), Q(v), and
L(u). We repeat the procedure several times and monitor the convergence by the difference
in the value of the objective between consecutive iterations. We stop when the difference
falls below a minimum threshold ε = 10−6. The number of iterations rarely exceeds 50.
Once the co-regularized eigenvectors for all views are computed we repeat the procedure for
estimating new W(v) and W(u), update corresponding U(v) and U(u) matrices and repeat
until convergence.
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4.3 Empirical evaluation
To demonstrate efficacy of the proposed algorithm we use a biomedical dataset based on the
National Institutes of Health Human Microbiome Project (NIH HMP) study, that is publicly
available and can be downloaded from the Human Microbiome Project website1. The NIH
HMP aims at characterizing, using next generation sequencing technology, the genetic di-
versity of microbial populations living in and on humans, and at investigating their roles in
the functioning of the human body. The HMP dataset contains microbial samples from var-
ious niches, naturally representing multiple data views. We conduct analysis on eight oral
niches: saliva, buccal mucosa (cheek), keratinized gingiva (gums), palate, tonsils, tongue
soft tissues, supra- and subgingival dental plaque (tooth biofilm above and below the gum).

We use two techniques for constructing the views as in [110]. The first approach is to con-
sider different kernel matrices as separate view representations and to combine them either
via element-wise kernel multiplication or by kernel addition. The second approach is to use
naturally existing feature splits in the dataset, representing biological oral niches based on
operational taxonomic units (OTU). We use linear, k-nearest neighbours, Gaussian kernels
and precompute σ as a median of the pair-wise Euclidean distances between the data points.
Similarly to the experimental setup described in [110, 37] we tune hyperparameters in our
model via a grid search procedure based on the labels estimated in [96]. Furthermore, we
use Normalized Mutual Information (NMI) to evaluate performance of the clustering based
on the selected subset of features. We report the results for the best single view and the
co-regularized results based on eigenvalue decomposition of the two co-regularized Lapla-
cians, as in [110]. The results are presented in Table 4.1. In each experiment the number
of features in the selected subset obtained by the UMVFS algorithm is smaller or equal to
the one obtained by the single-view methods. We observe that in most cases our UMVFS
outperforms single-view techniques in the experiments.

In addition to the real-world HMP dataset we evaluate performance of the UMVFS al-
gorithm using a synthetic dataset described in [110]. The synthetic multi-view data consists
of 1,000 examples and each view contains 2 features only. To make the dataset suitable for
feature selection task we add 48 additional noisy features, resulting in 50 features in each
view. The dataset contains two clusters. We follow an experimental setup which is similar
to the one used for the HMP dataset and report the obtained results in Table 4.2. The results
clearly demonstrate better performance of the proposed co-regularized algorithm.

4.4 Conclusions
In this chapter we have proposed an unsupervised multi-view feature selection algorithm,
a novel technique that simultaneously performs clustering and identifies the most relevant
subset of features across different views. Unlike existing unsupervised feature selection
methods, our algorithm simultaneously uses information contained in different views and
leads to more accurate results compared to the ones obtained via single-view techniques.

Our algorithm is naturally suitable for application in the computational biology domain
where datasets with multi-view representations are frequently available. We have demon-

1Available at www.hmpdacc.org/HMMCP/
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Table 4.1: Clustering performance comparison on the NIH HMP dataset. COMBI refers
to the results obtained by concatenation/combination of the features/kernels from both
views, JELSR refers to results obtained by using single-view unsupervised feature selec-
tion method introduced in [37], UMVFS refers to the results obtained by our algorithm via
co-regularization. Bold numbers indicate the method with the best NMI performance.

KERNEL VIEW 1 VIEW 2 COMBI JELSR UMVFS

Product KNN Gaussian 0.301 0.427 0.499
Product KNN Linear 0.301 0.411 0.461
Addition KNN Linear 0.301 0.411 0.461
Gaussian OTUs niche 1 OTUs niche 2 0.427 0.427 0.566

Linear OTUs niche 2 OTUs niche 3 0.411 0.411 0.52
Linear OTUs niche 3 OTUs niche 4 0.411 0.542 0.531
KNN OTUs niche 4 OTUs niche 5 0.301 0.519 0.531
KNN OTUs niche 5 OTUs niche 6 0.301 0.508 0.510
KNN OTUs niche 6 OTUs niche 7 0.301 0.584 0.584
KNN OTUs niche 7 OTUs niche 8 0.301 0.495 0.495

Table 4.2: Clustering performance comparison on a synthetic dataset. COMBI refers to the
results obtained by concatenation of the features from both views, JELSR refers to results
obtained by using single-view unsupervised feature selection method introduced in [37],
UMVFS refers to the results obtained by our algorithm via co-regularization. Bold numbers
indicate the method with the best NMI performance.

KERNEL COMBI JELSR UMVFS

Linear 0.669 0.662 0.754
Gaussian 0.703 0.590 0.740

KNN 0.673 0.514 0.766
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strated the efficacy of the algorithm on the Human Microbiome Project (NIH HMP) study
as well as on a synthetical dataset. In our experiments the proposed UMVFS algorithm
successfully identified a relevant subset of features and led to increased NMI performance.
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Chapter 5

Cancer type categorization and
biomarker selection via unsupervised
multi-view algorithm

5.1 Introduction and background

5.1.1 Motivation
The general aim of the feature selection procedure is to extract a subset of relevant features
that capture “important” information about the data. These features could be predictive with
respect to a certain output, they can be useful for interpretation of the obtained results, di-
mensionality reduction, visualisation of the data, etc. While supervised feature selection
has been well studied during the past decades, more recently unsupervised feature selection
techniques have received significant attention. Unsupervised feature selection is particularly
suitable when labeled data are not readily available. The methods that can take into account
manifold information contained in the data have been demonstrated to work exceptionally
well in many circumstances, e.g. Laplacian Score [87], Multi-Cluster Feature Selection [29],
Joint Embedding Learning and Sparse Regression [92] algorithms, etc.

Despite good performance, all of these techniques have one fundamental limitation: they
are not applicable in real-world situations when one has access to datasets consisting of mul-
tiple views/representations e.g. various -omics profiles of patients, clinical records coupled
with fMRI images, physiological parameters, and other structured datasets. Frequently, in-
dividual biological data representations are not sufficient to obtain satisfactory results and a
model based on multiple views is needed to take into account all available information. This
motivates a need for unsupervised multi-view method capable of simultaneous analysis of
multiple data representations of the underlying biological process from the same set of sam-
ples. Such a multi-view model should be able to investigate interactions otherwise missed
by single-view methods.

This task can be accomplished via a co-regularization framework [185], that builds on the
idea of agreement maximization among hypotheses constructed for different views. Within
this framework, disagreement is taken into account by the so-called co-regularization term.
This framework has been successfully used for various learning problems such as semi-

41



supervised classification [106], regression [26], domain adaptation [53], preference learning
[205], clustering [110] and many others.

In this chapter we introduce a novel unsupervised multi-view feature selection algorithm
(UMVFS) that is naturally applicable to learning on datasets consisting of multiple data
representations frequently encountered in computational biology. Computational cancer bi-
ology is a good example of the area where multi-view unsupervised feature selection can
provide benefits. Development of a tumor is a complex process and it includes interaction
on several layers of molecular biology such as miRNA, mRNA, DNA, peptides, drug ac-
tivities etc. Recent advances in genomics allow collecting multiple datasets referring to the
same sample. Applying machine learning tools on those datasets can extract a subset of
features which differentiate among multiple types of tumors across all views. This can help
to develop fast diagnostic tools and aid cancer treatment. In this work we use a multi-view
cancer dataset panel, NCI-60, available via the CellMiner web-based query tool [181] to
demonstrate applicability of UMVFS on biological data.

5.1.2 Related work
Multiple studies have been published in which feature selection or clustering were applied
separately or subsequently on multi-omics datasets with empirical evaluation on NCI-60
datasets. To the best of our knowledge, UMVFS is the first method which jointly extracts the
relevant subset of features and at the same time performs clustering that is consistent across
different views. In this section we provide an overview of selected previous work applied on
multi-omics NCI-60 datasets.

Our method has multiple advantages compared to other methods applied on similar or
the same datasets. UMVFS is the feature selection method unlike the Similarity network
fusion method [228] applied on integration of mRNA, DNA methylation and miRNA ex-
pression data for five cancer datasets to identify subtypes with differential survival profiles.
A multi-view unsupervised approach called multiple co-inertia analysis (MCIA) was used
on transcriptome and proteome profiles [142]. Our method, compared to MCIA, imposes
sparsity in the result, so that it selects much less features than methods without introducing
regularization.

To extract important features from a quantitative proteome and kinome profile, hierar-
chical clustering and Elastic net were separately used to uncover protein signatures signifi-
cantly associated with drug sensitivity and resistance [75]. Similarly, hierarchical clustering
was first used to get clusters and afterwards correlations were calculated between bioassays
and corresponding PubChem assays to construct a network per each cluster separately [36].
Hence, these methods use a two-step approach which uses two separate objective functions
one after another. Our method, on the contrary, performs both clustering and feature selec-
tion simultaneously, within a single objective function which is faster and more rigorous than
doing so in two separate optimization steps.

Probably, the most simplistic way to integrate multiple views is to concatenate features
across all views, by merging mRNA, miRNA datasets and later applying factor analysis
combined with linear discriminant analysis to extract important features [129]. UMVFS
has an advantage to that approach, because it is robust to overfitting caused by the feature
concatenation. Another approach is to use the Bayesian sparse factor analysis to analyze
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gene expression and drug sensitivity datasets by incorporating prior knowledge regarding
gene-pathway and drug-pathway associations [134]. Our model is more versatile because it
can be applied to integrate all types of -omics datasets even if domain specific knowledge is
limited.

A straightforward approach to solve a feature selection problem is to replace the unsuper-
vised feature selection by a supervised one. Examples usually include classification coupled
with a feature selection method. It has been proposed to use the nearest shrunken centroid
method [229] which uses ”shrunken” centroids as prototypes for each class and then clas-
sification is made to the nearest centroids in a LASSO manner. Besides LASSO, genetic
algorithms can be used to perform classification directly on labels decoded from tumor tis-
sue origins on DNA data [126, 127]. UMVFS is more preferable in real world biomedical
datasets, because it does not need classification labels. In addition to that, comparing to
all three mentioned methods our method is multi-view, thus it explicitly models interaction
between multiple views.

UMVFS algorithm addresses many of the disadvantages of the methods mentioned above.
Namely, it is multi-view, thus it allows to include interaction between multiple data sources
to improve overall performance. Next, it is unsupervised, thus no labels need to be pro-
vided. Furthermore, it is sparse, thus it naturally performs feature selection simultaneously
with clustering. Among other models, ours is closely related to the multi-view clustering
concept [110], and it uses the idea of sparse spectral regression [92]. However, unlike the
multi-view clustering, it performs feature selection and unlike the sparse spectral regression,
it is applicable in multi-view cases.

5.2 Materials and methods
The aim of the study is to develop a learning algorithm that uses multiple views to jointly
select features and perform clustering. The algorithm is empirically evaluated on synthetic
multi-view datasets as well as on real world NCI-60 cancer dataset panel. Clustering perfor-
mance of the model is evaluated using Normalized Mutual Information on synthetic datasets
and compared with the performance of the single-view unsupervised feature selection model.
The relevance of selected features is compared with true features in synthetic dataset case
and with existing scientific literature in NCI-60 dataset case.

5.2.1 Mathematical formulation of the algorithm

Consider we are given a dataset containing multiple representations. Let X(v) = {x(v)
i }ni=1.

Note that here superscript v denotes the representation for a single view. Let A(v) denote an
adjacency matrix of the graph constructed using the data representation in a view v. We can
write the normalized Laplacian matrix as L(v) = D(v)−1/2A(v)D(v)−1/2, where D(v) is the
corresponding degree matrix.

Similarly to existing single view unsupervised feature selection techniques, our multi-
view algorithm can take into account manifold structures in the data and it efficiently selects
the most relevant features via sparse regularization. Consider the following standard spectral
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clustering algorithm [146] that solves the optimization problem

argmin
Q(v)

tr
(
Q(v)L(v)Q(v)T

)
,

s.t. Q(v)Q(v)T = I,

where Q(v) ∈ Rm×n denotes the cluster assignment matrix. In spectral clustering the final
cluster membership is obtained by applying the k-means algorithm on the rows of the matrix
Q(v).

Similarly to the approach taken in spectral regression and several unsupervised feature
selection techniques, we regress each sample to its low dimensional embedding and enforce
the sparsity by adding a regularization term. More concretely, we assume that x(v)

i is centered
and denote W(v) = [w
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By slightly overloading notation let us denote the w̄(v)
i as the i-th row of the matrix W(v).

Considering the task of feature selection we expect that only a small number of w̄(v)
i have

nonzero elements. As a result, the corresponding features are selected since these feature are
enough to regress original data to its low dimensional representation.

By defining the matrix U ∈ Rd×d as a diagonal matrix whose i-th element is U
(v)
ii =
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2
∥∥∥w̄(v)
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we can write
∥∥∥W(v)
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2,1
/2 in a matrix notation as tr(W(v)TU(v)W(v)) when w̄

(v)
i is

nonzero. Then, taking the derivative with respect to W(v) we obtain

W(v) = (X(v)X(v)T + λU(v))−1X(v)Q(v)T .

So far we have formulated single-view task formulation. To take into account the agree-
ment among the hypotheses constructed for different views, we use additional co-regularization
term. For simplicity, we present a pairwise formulation and due to space limitation we omit
the detailed derivation of the algorithm. Let us consider the following objective

argmin
W(v),U(v),W(u),U(u)

tr
(
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+ ν
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2
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)
s.t. Q(v)Q(v)T = I,Q(u)Q(u)T = I

Substituting precomputed W(v) and W(u) matrices, opening the norms, and simpli-
fying the equations by denoting R(v) = X(v)T (X(v)X(v)T + λU(v))−1X(v) and R(u) =
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X(u)T (X(u)X(u)T + λU(u))−1X(u), we end up with the following optimization problem that
can be solved for each view given that the other view is fixed:

argmin
Q(v)

tr
(
Q(v)

(
L(v)+ν(I−R(v)+

+γR(v)R(u)Q(u)TQ(u)
(
R(u)R(v) − I

)
+

+Q(u)TQ(u))
)
Q(v)T

)
s.t. Q(v)Q(v)T = I.

Thus, we have three parameters to be tuned in the final implementation. The first one is λ
controlling the influence of sparsity of the selected features, the second one is ν controlling
the spectral regression part, and finally γ controlling the co-regularization between the views.

5.2.2 Datasets
Synthetic datasets

Before testing the algorithm on real world datasets, we evaluated the performance of the
UMVFS algorithm using synthetic datasets. First, we used a multi-view dataset [110] which
originally consists of a thousand examples, three views and each view contains two features
only. To make the dataset suitable for a feature selection task, we added ninety eight addi-
tional noisy features, resulting in a hundred features in each view. These datasets contain
two clusters only.

A second type of synthetic datasets was generated to assess the influence of the number
of clusters as well as the number of noisy features. We used a scikit-learn implementation
[152] of synthetic data generator to generate a dataset with corresponding labels. Then we
added additional noisy features and split the dataset into two views. Each view in these two
view synthetic datasets contains a thousand examples and twenty features in total. We varied
the number of clusters between three and five to test a multi-cluster setting, at the same time
we varied the number of useful features in each view between three and seven. Although in
most of the biological datasets the number of examples is smaller than the number features,
synthetic datasets were generated so that the number of examples is larger than the number
features. This allows to get more reliable estimation of NMI and to evaluate the influence
of the true features on performance of the model. The more realistic case is tested in the
experiments applied to NCI-60 datasets.

NCI-60 datasets

To test the algorithm on a biological multi-view dataset we used NCI-60 datasets, available
for download via the CellMiner tool [181]. CellMiner is a web application that facilitates
systems biology through the retrieval and integration of the molecular and pharmacological
datasets for the NCI-60 cell lines. It represents multiple biological views such as DNA,
RNA, miRNA datasets from various platforms. We chose the following datasets

• 162 features of reverse-phase protein lysate arrays (Proteomics data);
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• 627 features of an oligonucleotide microchip for genome-wide miRNA profiling in
human and mouse tissue (miRNA data);

• 47 features of specific oligonucleotide probes designed for each of the ATP-binding
cassette transporters (ABC transporters) using DNAStar Primer Select (mRNA data);

• 422 features retrieved from 15000 probes for 723 human and 76 human viral miRNAs
from the Agilent Human miRNA V2 GeneSpringGX platform (miRNA data);

• 626 features of the Spotted 70-mer OSU Transporter microarray (mRNA data);

Each dataset contains sixty examples referring to cell lines of leukemia/lymphomas (LE, six
examples), melanomas (ME, ten examples) and carcinomas of ovarian (OV, seven exam-
ples), renal (RE, eight examples), breast (BR, five examples), prostate (PR, two examples),
colon (CO, seven examples), lung (LC, nine examples) and central nervous system (CNS,
six examples) cancer. All datasets were scaled so that every feature has zero-mean and unit
variance.

5.2.3 Experimental setup
General settings

Similarly to the experimental setup used in previous studies [110, 92], we tuned coefficients
λ, γ and ν in our model via a grid search procedure. The other alternatives to grid search are
Random search [14], Gradient-based optimization [14], and Bayesian optimization [188],
but grid search was chosen due to its relative simplicity.. To compute similarities, we used
Gaussian kernel, where the standard deviation of the kernel is taken equal to the median of
the pair-wise Euclidean distances between the data points [110].

To measure the model performance, we used scikit-learn implementation [152] of Nor-
malized Mutual Information (NMI), which gives the mutual information between obtained
clustering based on the selected subset of features and the true clustering normalized by the
cluster entropies [190]. We report the results for each view and the co-regularized results
based on concatenation of eigenvalues extracted from the co-regularized Laplacians [110].
For simplicity and demonstration purposes, we run the model on two views and extension to
multiple views is also possible.

To evaluate influence of multi-view setting on the model performance, we compared
the performance of UMVFS to the performance of Joint Embedded Learning via Spectral
Regression (JELSR, [92]) as a baseline model. JELSR was shown to be superior to other
single-view unsupervised feature selection models such as Laplacian Score [87], Spectral
Feature Selection [242], Multi-Cluster Feature Selection [29], and Minimum Redundancy
Spectral Feature selection [243]. Since JELSR is the best among all other single-view meth-
ods, using JELSR is sufficient to compare performance of single-view and multi-view mod-
els. The aim of this study is to demonstrate advantage of multi-view model over single-view
one, therefore single-view JELSR was chosen as a good baseline model. We report four
NMI measurements calculated on labels retrieved on both JELSR and UMVFS simulations.
JELSR FC, JELSR V1, and JELSR V2 are results of single-view model runs on concatenated
feature dataset, view one, and view two respectively. UMVFS V12 is a result of multi-view
model run on both co-regularized views simultaneously.
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Choice of tumor types in NCI-60 datasets

To model the influence of biological diversity on clustering results we performed three dif-
ferent experiments on NCI-60 datasets. During each experiment we subsampled datasets
including only examples corresponding to a certain type of tumor. The basic principle be-
hind subsampling is the epithelial or non-epithelial property of a tumor provided by metadata
available on the CellMiner web-site. We performed three experiments on various view com-
binations such as provided below

1. A mix of epithelial carcinomas of ovarian (OV, seven examples), renal (RE, eight
examples), lung (LC, nine examples) cancers and non-epithelial melanoma (ME, ten
examples) tumor examples;

2. Only non-epithelial tumor cells of leukemia (LE, six examples), central nervous sys-
tem (CNS, six examples) and melanoma (ME, ten examples);

3. Only epithelial tumor cells of colon (CO, seven examples), renal (RE, eight examples)
cancers and carcinomas of ovarian (OV, seven examples) cancer.

Other types of tumors such as, for example breast cancer of prostate cancer, are excluded
from analysis due to lack of enough samples for training to distinguish differences across
tumor types. Also, lung cancer examples were excluded from the experiment 3 to achieve
equal number of cluster between experiments 2 and 3.

5.3 Results and discussion

5.3.1 Synthetic datasets
The results of UMVFS application on synthetic datasets are presented in Table 5.1. Numbers
in parentheses after the name of the dataset refer to the number of clusters and the number of
examples. Numbers in parentheses after the name of each of the views refer to the number
of total features and the number of useful ones. Table 5.1 indicates that in datasets with an
unequal number of useful features among views, NMI is usually higher on the views which
have more truly important features. In all simulations UMVFS demonstrated better NMI
compared to the single-view model. The synthetic dataset 1 [110] is imbalanced because its
view 1 contains more useful information which is reflected by higher NMI. Hence, adding
additional, apparently noisier, view 2 did not improve multi-view model’s performance no-
tably. On the contrary, the synthetic dataset 2 demonstrates relatively balanced NMI on
single-view runs. It seems like that information in each view is rather complementary than
repetitive to each other. Hence, modelling both views in a multi-view fashion provides more
benefits than modelling them separately in a single-view setting. It is seen than NMI of
UMVFS is roughly equal to sum of NMI for JELSR of views 1 and 2. These results suggest
that UMVFS is applicable and beneficial only in cases when both views contain complemen-
tary non-redundant information, because then co-regularization results in the modelling of a
clustering interactions among views, which are otherwise missed by a single-view approach.
It also obvious that feature concatenation leads to worse results compared to single view
runs, because the number of noise also increases with the number of total features.
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The number of selected features per each simulation for both JELSR and UMVFS are
depicted on Figure 5.1. This figure provides a comparison of how much real features were
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Figure 5.1: Comparison of the number of selected features between JELSR and UMVFS
on synthetic data. The number of selected features per each view combination in the ex-
periments performed on the synthetic datasets compared between JELSR and UMVFS. The
inverse triangles mark cases when UMVFS selects more true features than JELSR.

selected by JELSR and UMVFS. Based on the output of each simulation, we observe that
in most of the cases the UMVFS algorithm selects the useful features ignoring the noisy
ones. In view combinations 1, 2, 6, 8 both JELSR and UMVFS select the same number of
features. In view combination 8 the number of selected features for both views is exactly
equal to the number of the true features. In view combinations 1, 2, 6 both models do not
select all true features for one of the views (combinations 1 and 6) or for both of views (com-
bination 2). We also observe that UMVFS gives better feature selection results compared to
single-view technique in several view combinations. Such view combinations are marked by
inverse triangles (view combinations 3, 4, 5, 7). In combination 7 UMVFS selects all true
features, while in combination 4 UMVFS selects extra false positive feature in view 2. In
view combinations 3 and 5 both JELSR and UMVFS do not select all true features, but in
combination 3 for view 2 UMVFS selects extra one true feature. Also, in combination 5 for
view 1 UMVFS selects extra one true feature. These results suggest that both UMVFS and
JELSR are conservative in terms of feature selection and tend to the false negative important
features rather than to the false positive important ones.
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Table 5.1: NMI performance of the experiments performed on two synthetic datasets. JELSR
- unsupervised single-view feature selection technique, UMVFS - unsupervised multi-view
feature selection technique. V1 and V2 - single view runs on views 1 and 2, V12 - co-
regularized multi-view runs, FC - dataset obtained by feature concatenation of both views.
First number in parentheses after data name indicates number of clusters, the second - num-
ber of examples. First number in parentheses after view name indicates total number of
features, the second - number of useful features. NMI results in boldface emphasize the best
performance, numbers in italics emphasize the second after the best performance.

Data View 1 View 2 JELSR FC JELSR V1 JELSR V2 UMVFS V12

Synth 1 (2,1000) V1 (100,2) V2 (100,2) 0.92 0.92 0.52 0.94
Synth 1 (2,1000) V1 (100,2) V3 (100,2) 0.92 0.92 0.49 0.94
Synth 2 (3,1000) V1 (20,3) V2 (20,7) 0.22 0.12 0.20 0.28
Synth 2 (3,1000) V1 (20,5) V2 (20,5) 0.22 0.20 0.17 0.36
Synth 2 (3,1000) V1 (20,7) V2 (20,3) 0.22 0.23 0.16 0.35
Synth 2 (4,1000) V1 (20,3) V2 (20,7) 0.26 0.19 0.30 0.50
Synth 2 (4,1000) V1 (20,5) V2 (20,5) 0.26 0.18 0.27 0.45
Synth 2 (5,1000) V1 (20,5) V2 (20,5) 0,31 0,25 0,24 0,36

The results on synthetic datasets suggest that the proposed UMVFS method performs
well in three different tasks simultaneously. Firstly, it detects existing clusters which was
shown by high NMI values. Secondly, it uses complementary information contained in each
views efficiently via a co-regularization procedure leading to a higher NMI than its single-
view counterpart, JELSR. Finally, it selects only the relevant subset of features which is
justified by the results of synthetic datasets where we knew a priori which features are the
true ones. Overall, results of the simulations on synthetic datasets demonstrate the advantage
of UMVFS over JELSR and we suggest that on real world datasets, such as NCI-60 datasets,
UMVFS will remove noisy features jointly with revealing true clusters in a multi-view way.

5.3.2 NCI-60 datasets
Unlike in synthetic dataset cases, we have access neither to true clusters, nor to the number
of true features for NCI-60 datasets. Therefore, measuring NMI becomes impossible and
in this section the main focus is given to the number of features selected after applying
various combinations of views in three experiments. UMVFS still needs a number of clusters
as input, and we use the number of tumor types as the number of clusters, because the
underlying biological assumption is that clustering would reveal the differences possibly
caused by the tumor types.

We performed an exhaustive search among all ten possible combinations of views across
all three experiments. The results of UMVFS for NCI-60 datasets are depicted in Figure 5.2.
This Figure demonstrates that UMVFS selects only the small subset of features and the
percentage of selected features exceeds 25% only in a few rare cases. These are Experiments
1 and 3 in view combination 5, Experiment 1 in view combination 6, Experiment 2 in view
combination 7 and Experiment 1 in view combination 1. Even in these cases one can get less
features selected by tuning λ controlling the influence of sparsity of the selected features. It is
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Figure 5.2: Percentage of selected features on NCI-60 data by UMVFS. The percentage
of selected features per each view combination in the NCI-60 dataset experiments com-
pared among three different experiments. In most of the view combinations and experiments
UMVFS selects only a small subset of useful features.

hard to observe any patterns with respect to experiment number or view combination number.
It is important though that in most other view-experiment combinations model selects a very
small fraction of features. Since UMVFS jointly optimizes feature sparsity and spectral
regression, one can suggest that the selected features are sufficient to predict eigenvectors
of the graph Laplacian matrix. The small subset of features is easier to interpret and in the
NCI-60 dataset case these features may allow finding new biomarkers discriminating clusters
of tumors.

For demonstration purposes, we provide a feature selection overview on one combination
in the Experiment 2, view combination 1; because the number of selected features in each
view was smaller than ten. In this experiment the reverse-phase protein lysate arrays dataset
was combined with the ATP-binding cassette transporters mRNA dataset. Non-epithelial tu-
mor cells of leukemia/lymphomas (LE, six examples), central nervous system (CNS, six
examples) and melanoma (ME, ten examples) were included resulting in three types of
tumors and thus three cluster simulations. Top six selected features of the proteomics-
transcriptomics non-epithelial UMVFS run are shown in Table 5.2. The threshold of top
six was selected for better visualization of results on figures and a simpler interpretation
of the results. It is important to note that these results are not based on single-view, but
on a multi-view model. Both views were co-trained and co-regularized, hence the results
were reported per each view, although they were obtained in a single run of the multi-view
model. The results of clustering were also analyzed and they very closely coincide with the
origins of tumor tissue. All CNS tumors were clustered together as well as all LE exam-
ples. Out of ten melanoma examples nine were clustered together, and only one example
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Table 5.2: The feature selection results on UMVFS for the joint protein and ABC transporters
mRNA datasets. Only non-epithelial tumor cells of leukemia, central nervous system, and
melanoma were included during the experiment. All feature importance coefficients were
normalized so that the maximum value of the coefficient was set to 1.0.

View 1, proteins View 2, mRNA

Rank Name Score Name Score

1 EP300-16 1.00 ABCC12 1.00
2 PTPN6 0.91 ABCE1 0.74
3 EP300-20 0.40 ABCB7 0.46
4 EMS1 0.26 ABCC2 0.35
5 CDK4 0.23 ABCD2 0.35
6 KRT20 0.22 ABCB4 0.25

ME:LOXIMVI was clustered in the same group with CNS tumors. Differences driven by
features among the three clusters in lysate arrays dataset view are visualized in Figure 5.3,
while differences driven by features among the three clusters in ATP-binding cassette trans-
porters mRNA dataset view are visualized in Figure 5.4. Each subplot within the figures
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Figure 5.3: Box plots of the selected top six reverse-phase protein lysate array dataset
features. Each subplot represents a cluster corresponding to a tumor subtype. The dataset
was zero-mean unit-variance scaled per each feature. Red lines on the plot connect the
median values of each feature. Compared to CNS and ME clusters, cluster LE demonstrates
much narrower distribution of selected feature values.

represents the box plot of the top six features grouped by each cluster. For simplicity we
mark cluster one as the CNS cluster, cluster two as the ME cluster and cluster three as the
LE cluster. To emphasize differences, median points were connected with solid lines. Data
were zero-mean unit-variance scaled, therefore values should be interpreted as z-scores. The
absolute value of z-score represents the distance between the raw data value and the popu-
lation mean in units of the standard deviation. Z-score is negative when the raw data value
is below the mean and positive when above. Compared to CNS and ME clusters, cluster LE
demonstrates much narrower distribution of selected feature values. The figures depict that
the combination of the selected features provides a distinct tumor profile per each cluster.
Correct separation of examples based on tumor tissue origin assures that these features in
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Figure 5.4: Box plots of the selected top six ABC transporter mRNA dataset features.
Each subplot represents a cluster corresponding to a tumor subtype. The dataset was zero-
mean unit-variance scaled per each feature. Red lines on the plot connect the median values
of each feature. Compared to CNS and ME clusters, cluster LE demonstrates much narrower
distribution of selected feature values.

combination are sufficient to cluster tumors based on their joint protein-mRNA interaction.

5.3.3 Biological relevance and interpretation
As for the results on NCI-60 datasets, some of the selected features indicated in Table 5.2
were reported in cancer literature as potential prognostic or therapeutic features in various
types of cancer, including the tumor types used in UMVFS simulations (leukemia, glioblas-
toma and melanoma). It is suggested [148] that ABCB7 downregulation is a common path-
way leading to the phenotype refractory anemia with ring sideroblasts. Primary melanoma
and metastatic melanoma cell lines showed marked increase of ABCE1 gene expression [88].
Scientific data [9] support the candidacy of CDK4 as a proto-oncogene and suggest that
deregulation of this checkpoint may represent a common step in the multistage progression
of sporadic malignant melanomas. It is suggested [235] that EP300 may serve as a potential
therapeutic target for melanoma and other malignancies by promoting cellular responses to
DNA damaging agents that are currently ineffective against specific cancers. It was found
[10] that the level of the aberrant intron-retaining splice variant was lower in CD117+ acute
myeloid leukemia patients at remission than at diagnosis, suggesting the involvement of post-
transcriptional PTPN6 processing in leukemogenesis. Not all selected features were reported
in scientific literature for all type of tumors, but that could be because these types of tumors
were not researched well with respect to that set of genes or proteins.

We also note that using the tumor tissue types as clustering labels might not be the best
option to evaluate clustering results. First of all, we solve an unsupervised machine learn-
ing problem, thus per se we do not have labels, otherwise using a classification algorithm
would be the most logical option. Secondly, the biological complexity of the problem might
be an issue. In the previous section we mentioned that ME:LOXIMVI was clustered in the
same group with central nervous system tumors, although it is a melanoma example. Ref-
erence to NCI-60 metadata revealed that this is the only example of amelanotic melanoma,
which is a type of skin cancer in which the cells do not make melanin. This difference in
comparison with the other nine melanotic melanoma examples could explain such a cluster-
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ing result. Similar mismatch between clustering results and tumor tissue types has already
been reported on NCI-60 datasets. For example, it is reported [75] that the estrogen recep-
tor (ER)-negative breast cancer cell line Hs578T clustered with the stromal/mesenchymal
cluster of glioblastoma and renal tumor cell lines. In contrast, the ER-positive breast cancer
lines MCF-7 and T47D clustered to colon cancer lines displaying an epithelial phenotype,
which is, for instance, characterized by the expression of proteins involved in cell-junction
signaling.

As mentioned before, Experiments 1, 2, 3 included cells extracted from patients with
various types of cancer. As it was shown in Figure 5.2, despite the fact that view combina-
tions are fixed, the number of selected features varies greatly among all three experiments.
These differences may be explained by the biological difference between epithelial and non-
epithelial types of tissue. This was previously reported [50] where authors’ method distin-
guished cells with epithelial versus mesenchymal (non-epithelial) characteristics, because
the epithelial to mesenchymal transition is implicated in the progression of malignancy of
epithelial cancers such as breast and colon carcinomas. Similar observations were also made
in other sources [115]. That means that UMVFS can help to reveal additional information
hidden in complexity of domain knowledge in an unsupervised way. Hence, it is more ad-
vantageous compared to supervised methods.

5.3.4 Critical analysis
The current study has a few limitations which have to be addressed. First of all, UMVFS has
three hyperparameters λ, γ and ν which were tuned via a grid search procedure in experi-
ments applied to synthetic and NCI-60 datasets. To tune these parameters a priori known
labels were used to evaluate NMI and choose combination of values resulting in the highest
NMI. However, this is not the realistic case when one uses real world datasets, because this is
an unsupervised machine learning problem. One may use any other clustering performance
measurement which does not require true labels to be known beforehand. Moreover, grid
search is a generally slow procedure, hence the need to optimize values of λ, γ and ν is a
drawback of UMVFS.

Next limitation is the number of views used in both experiments. Although it is claimed
to be multi-view, experiments on both synthetic and NCI-60 datasets were performed on
two views only. Choice of views is critical because some view combinations may lead to
better results than the other ones. Views must contain complementary information and must
give consistent clustering. If one of the views is very different than the rest ones, then co-
regularization will not improve but may even worsen the model performance. To avoid such
possible problems and to provide a proof of principle study, the current implementation of
UMVFS is limited to pairwise co-regularization of two views only.

Another challenge is a choice of a feature score threshold. Although UMVFS is claimed
to be a feature selection method, strictly speaking it is rather a feature ranking method.
Output of the UMVFS are feature score sets {r(v)

i }
(s)
i=1, {r(u)

i }
(s)
i=1. These sets are ranked in

decreasing order of their importance and the final number of selected features depends on
feature score threshold s. Choice of s is provided by a user and it can greatly influence a list
of selected features. For example, to get results depicted in Table 5.2, we used threshold of
s = 0.2, but threshold of s = 0.6 would lead to selection of only top two features per each
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view. To get results depicted in Figure 5.1 and Figure 5.2 we used threshold s = 0.1 and
that resulted in selection of false positive feature in view 2 of view combination 4 synthetic
datasets as shown in Figure 5.1. In the real world datasets it is challenging to claim whether
the selected feature truly important or not, hence biological evaluation of features becomes
very important.

5.4 Conclusions
In this chapter we have proposed an unsupervised multi-view feature selection algorithm,
a novel technique that simultaneously performs clustering and identifies the most relevant
subset of features across different views. Unlike existing unsupervised single-view feature
selection methods, our algorithm jointly uses information contained in different views and
leads to more accurate results compared to the ones obtained via single-view techniques. Our
algorithm is naturally suitable for application in the computational biology domain where
datasets with multi-view representations are frequently available. We have demonstrated the
efficacy of the algorithm on the NCI-60 dataset as well as on a synthetical dataset. In our
experiments the proposed UMVFS algorithm successfully identified a biologically relevant
subset of features and led to increased NMI performance for the synthetic datasets.

In principle, UMVFS can be applied in any biological problem where (a) labels are un-
known, (b) the number of useful features is unknown and (c) phenomenon could be reflected
with multiple complementary representations. Therefore, we used NCI-60 cell panel data as
a proof of principle study to demonstrate the power of UMVFS application in computational
cancer biology.

Features extracted by UMVFS can help specialists involved in biomedical filed to per-
form more efficient diagnosis based on discovered biomarkers and provide guidance in pa-
tient stratification in a more realistic unsupervised way. Moreover, the proposed model can
be used by other biomedical scientists who may be interested in adapting UMVFS to dif-
ferent scenarios, e.g. parallelization, implementation as a part of standard bioinformatics
toolboxes, publishing on-line as a web-based tool etc.
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Chapter 6

On the ecosystemic network of saliva in
healthy young adults

6.1 Introduction and background
The oral ecosystem consists of hundreds of bacterial taxa and other microorganisms that
interact with each other [60, 226]. The importance of understanding the role of the oral
microbiome in maintaining oral and general health has recently been recognized, resulting
in a vast number of studies describing the bacterial component of this ecosystem [227, 238].

Saliva, besides its functions related to oral health and wellbeing (e.g., lubrication, taste
experience and wound healing) is the main nutrient source for oral microbial communities
[138]. Changes in the local environment (e.g., prolonged episodes of low pH levels) con-
tribute to transition of a healthy oral ecosystem from homeostasis towards dysbiosis (e.g.,
driving the pathogenesis of dental decay or caries) [139]. Nevertheless, to the best of our
knowledge the complex relation between the healthy oral microbiome and salivary compo-
sition so far has not been addressed.

Here, we aimed at describing the boundaries of a healthy oral ecosystem by decipher-
ing the relations between salivary bacterial composition (microbiome), salivary metabolites
(metabolome) and the host-related biochemical parameters in a healthy young adult popula-
tion.

A note from the author of the PhD thesis: this chapter represents our joint work with
Egija Zaura, Bernd Brandt, Andrei Prodan and others. Only those parts of Zaura et al. sub-
mission, which are related to the topics of the PhD thesis, i.e., multi-omics data integration,
unsupervised machine learning, supervised feature selection, machine learning applications
to oral health; are included in this chapter as a part of the PhD thesis. Some of the results
presented in this chapter are also included in the PhD thesis of Andrei Prodan.

6.2 Materials and methods
This cross-sectional observational study was carried out on 268 healthy young adults after
overnight fasting and 24 hours since the last tooth brushing. The inclusion and exclusion cri-
teria were as described in the Dutch Trial Register under trial number NTR3649, by Prodan
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et al. [159] and Oliveira et al. [150]. The saliva collection and processing processes are as
previously described by Prodan et al. [159]. Fasting peripheral blood samples were drawn to
confirm that the study individuals presented with blood values within the normal range. The
study was conducted according to the Declaration of Helsinki [6] and the study protocol was
reviewed and approved by the Medical Ethical Committee of the Academic Medical Centre
of Amsterdam (2012 210 B2012406).

6.2.1 16S rRNA gene amplicon sequencing and data processing
Microbial DNA was extracted and processed for amplicon sequencing of the V4 hypervari-
able region of the 16S rRNA gene on the Illumina MiSeq platform. The sequences were
processed with mothur v.1.31.2 [174]. The data were stored on a dedicated server at TNO
and are available upon request1.

6.2.2 Metabolome assessment
The saliva samples were extracted, prepared and processed at Metabolon (Durham, NC,
USA) as described previously [65]. The normalized metabolome dataset provided by Metabolon
was range-scaled between 0 and 10. Metabolites with a single value were omitted from sta-
tistical analysis. This resulted in a dataset with 493 metabolites.

6.2.3 Unsupervised machine learning
Spectral clustering (SC) [222] was performed using the neighborhood co-regularized SC
algorithm [203]. For the SC on the microbiome data, the Operational Taxonomic Unit (OTU)
data were pre-processed by removing rare OTUs, i.e., OTUs with a count of less than 5 (per
individual) in less than 10 individuals, then sample-wise normalized to a sum of one and
feature-wise range-scaled from 0 to 10. For the SC on the metabolome data, the range-
scaled metabolome dataset with 493 metabolites without sample-wise normalization was
used. A co-occurrence matrix was subsequently calculated based on the clustering results,
quantifying the tendency of any two samples to fall within the same cluster over multiple
SC clustering assignments using varying parameters. After defining the number of clusters,
examples were assigned to the clusters using a probabilistic decomposition algorithm [198].

6.2.4 Supervised feature selection
Elastic Net regression, a regularization and variable selection method, was used to select
features (OTUs or metabolites) that were related to the host environmental variables. It is a
regularized regression model that combines the penalties of the least absolute shrinkage and
selection operator (LASSO) and ridge regression methods [245]. Here, we applied Elastic
Net with Stability Selection [141]. Different parameter sets were used, and for each param-
eter set a model was trained on 80% of the data with ten-fold cross-validation, selecting the
most stable features. The rest 20% of data were used as test set. For the stability selection
100 runs were performed.

1https://dashin.eu/download/TIFN_WP1_saliva/.
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The Elastic Net with Stability Selection was implemented in Python using scikit-learn
v.0.16.1 [152]. The Elastic Net balancing parameter, which defines a balance between the
L1 and L2 norm penalties, was set at 0.3 to 0.8 in 20 steps. The model’s alpha factor, which
defines the strength of both L1 and L2 norm penalties, ranged from 10−2 to 10+2 in 150
steps. The raw metabolome data were filtered for use with Elastic Net as follows. Firstly, all
unidentified metabolites and metabolites with more than 25% missing measurements were
removed from the raw data. Secondly, missing values were imputed by the minimum value
per metabolite (assuming this is the detection limit). Thirdly, all metabolites were zero-mean
unit-variance scaled. Finally, outliers, defined as metabolite measurements ≥ 3 standard de-
viations from the mean and individual samples with more than 45 of such metabolites, were
removed. This filtered metabolome dataset or the top 400 largest OTUs and a biochemical
variable were used as input data for the Elastic Net.

6.2.5 Other statistical machine learning techniques
Principal component analysis (PCA), permutational analysis of variance, Shannon diversity
index and Chao-1 estimate of species richness were calculated using PAST software v. 3.04
[82]. Inter-cluster differences in host parameters and in microbiome alpha diversity were as-
sessed using the Kruskal-Wallis and Mann-Whitney test in SPSS version 21. Benjamini and
Hochberg False Discovery Rate (FDR) correction of the P-values for multiple comparisons
was performed in R. The LDA Effective Size (LEfSe) biomarker discovery tool [178] was
used with the ”one-versus-all” strategy for multiclass analysis and logarithmic LDA score
threshold of 2, P < 0.05 was used to discriminate the SC clusters. High-dimensional fea-
ture selection by Significance Analysis of Microarrays (SAM) analysis [207], in the TIGR
MultiExperiment Viewer 2, was used to compare scaled metabolite data among metabolome
sample clusters and to assess the differences in host-related SC clusters and microbiome SC
clusters by metabolites.

6.3 Results
In this study, we aimed at capturing the heterogeneity of and the mutual interrelationship
between the bacterial composition of overnight fasting unstimulated saliva (microbiome),
salivary metabolites (metabolome), and host-related biological parameters in a healthy young
adult population. The biochemical host-related parameters [159] and clinical parameters
[150] have been reported previously. Here, we first assessed the boundaries of the salivary
microbiome and metabolome and then related these datasets to different host parameters and
to each other.

6.3.1 The heterogeneity of the salivary microbiome
Of the 268 saliva samples, one sample was lost during sample processing. In total, sequenc-
ing produced 11.66 million reads of which 78.3% passed through the processing pipeline, re-
sulting in 34,211 reads per sample (Standard Deviation (SD) 10,164, range 13,434 - 67,729).

2111.tm4.org/mev.html
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The sequences were clustered into 2,758 operational taxonomic units (OTUs). After filtering
the dataset, 912 OTUs, classified into 95 genera or higher taxa belonging to 11 microbial
phyla, remained in the dataset. An individual sample contained on average 345.5 OTUs (SD
70.4; median 364; range 175 - 500) after subsampling at 12,000 reads/sample. Twenty OTUs
were present in all samples and contributed to 53% of the reads, while 63 OTUs were found
in 95% of the samples and accounted for 82% of the reads. The largest ubiquitous OTUs
were classified as Streptococcus dentisani/infantis/mitis/oralis (OTU4, 13% of all reads),
Veillonella atypica/dispar (OTU1, 9.4% of reads), Haemophilus parainfluenzae (OTU2, 8%
of reads) and Prevotella melaninogenica (OTU21, 6.3% reads).

To assess the heterogeneity within the salivary microbiome dataset, Spectral Cluster-
ing (SC) was performed. This identified three distinct sample co-occurrence clusters (SC1:
N=191; SC2: N=59, SC3: N=17) (Figure 6.1, A). The microbiome taxonomic profiles within
the largest cluster (SC1) still showed high heterogeneity, particularly due to differences in
relative abundance of genus Neisseria (Figure 6.1, B). Therefore, SC1 was further subdi-
vided into three sub-clusters (SC1.1: N=48; SC1.2: N=63; SC1.3: N=80). The resulting five
clusters were all statistically significantly different among each other (Figure 6.1, C).

To determine which OTUs contributed to the observed differences among the sample
clusters, the LDA Effective Size (LEfSe) biomarker discovery tool was used (Figure 6.1,
D). The smallest cluster, SC3 (N=17), had the highest proportion of OTUs classified as Veil-
lonella atypica/Veillonella dispar (OTU1) and Prevotella histicola (OTU35, OTU94) and the
lowest proportion of Streptococcus, Rothia and Granulicatella among the five sample clus-
ters (Figure 6.1, D). Cluster SC1.3 was discriminated by the highest proportion of Neisseria
subflava (OTU23) and Haemophilus parainfluenzae (OTU2); cluster SC1.2 by Streptococ-
cus salivarius/Streptococcus vestibularis (OTU14), Streptococcus australis/Streptococcus
parasanguinis (OTU15) and Granulicatella adiacens (OTU41); cluster SC1.1 by Prevotella
sp. HOT313 (OTU31) and Paraprevotella/Alloprevotella sp. HOT308 (OTU234); and clus-
ter SC2 by the highest proportion of Streptococcus infantis/Streptococcus mitis/Streptococcus
oralis group (OTU4), Streptococcus gordonii (OTU86) and Rothia aeria (OTU8) (Figure 6.1,
D).

The samples that clustered into SC1.2 showed the lowest alpha diversity: species richness
(number of OTUs/sample), the Shannon Diversity and Chao-1 index were significantly lower
in SC1.2 samples compared to the samples from any other cluster (Mann-Whitney test, P <
0.001). For instance, the estimated species richness (Chao-1) of the SC1.2 samples was 340
(SD=92), while SC1.1 had 508 (SD 69), SC1.3-491 (SD 72), SC2-525 (SD 63) and SC3-490
(SD 52) taxa (Figure 6.1, E).

6.3.2 The heterogeneity of the salivary metabolome
From the 268 saliva samples, 266 metabolome profiles were obtained. The entire salivary
metabolome dataset contained 535 metabolites, 79 of which were present in all samples and
275 in at least 75% of the samples (Table 6.1).

On average, 337 metabolites (SD 52, range 214-430) were identified in an individual
saliva sample. The peptide pathways contained the highest number of metabolites, while
metabolites belonging to amino acid and lipid pathways contributed most to the metabolites
that were found across all samples (Table 6.1). Of the 535 metabolites, 396 were identi-
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Figure 6.1: The heterogeneity of the salivary microbiome: A) Spectral Clustering co-
occurrence plot of microbiome samples ordered along X- and Y-axis according to the co-
occurrence matrix: the more similar the microbiome profiles, the closer they are on the axis.
Co-occurrence values range from 0.0 (samples never cluster) to 1.0 (samples always cluster
together) after multiple clustering assignments. Unsupervised machine learning discovered
three main sample clusters (SC1, SC2 and SC3) where the largest SC1 cluster was further
subdivided into three subclusters (SC1.1, SC1.2, SC1.3). Below the graph are Spectral Clus-
tering labels according to salivary microbiome, metabolome and host parameter (’Host’ SC)
datasets. B) Microbiome profiles at the genus level. C) Principal Component Analysis (PCA)
of microbiome samples. All five microbiome sample clusters differed significantly among
each other (PERMANOVA). D) 33 most significantly discriminatory OTUs between the mi-
crobiome clusters (LDA > 3.5, p < 0.05, LEfSe). E) Estimated species richness (Chao-1)
per individual sample, ordered as in A) and B). SC1.2 samples showed significantly lower
diversity that other samples (P < 0.001).
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Table 6.1: Prevalence of salivary metabolites per metabolic pathway category. The preva-
lence is split into the overall prevalence (presence in at least a single sample), the prevalence
in the majority (75%) of the 266 samples and the prevalence in all samples.

Pathway ≥ 1 sample ≥ 75% of samples All samples

Peptides 97 40 5
Amino acids 94 75 31

Lipids 68 46 16
Xenobiotics 50 17 5

Carbohydrates 38 23 5
Nucleotides 26 18 4

Cofactors & vitamins 17 7 0
Energy 6 6 4

Unidentified 139 43 9
TOTAL 535 275 79

fied to a known biological pathway. Traces of host behavior-related metabolites, such as
cotinine (predominant metabolite of nicotine), were found in 8 (3%) samples, salicylate (a
preservative and antiseptic in toothpastes) in 14 (5.3%) samples, components of paracetamol
(4-acetamidophenol and 4-acetaminophen sulfate) in 8 (3%) samples, while traces of caf-
feine and theobromine (a cacao bean and tea plant alkaloid) were found in 91% and 99% of
the samples, respectively.

As for the microbiome data, spectral clustering (SC) was applied to assess the hetero-
geneity within the metabolome dataset. The SC co-occurrence analysis resulted in four
clusters, where the majority of samples (74%) showed high co-occurrence of metabolites
and clustered together (SC1, N=198), followed by three smaller clusters with N=44 (SC2),
N=19 (SC3) and N=5 samples (SC4), respectively (Figure 6.2, A). The PCA analysis and
PERMANOVA confirmed the spectral clustering outcome (Figure 6.2, B) and indicated that
there is a gradient in metabolites between the clusters. Samples in SC4 had the highest av-
erage number of metabolites (417 metabolites/sample, SD 6.8), followed by SC3 (409, SD
11) and SC2 (386, SD 14), while samples in the SC1 had the lowest number of metabolites
per sample (315, SD 41) compared to the other clusters (P < 0.0001).

Significance Analysis of Microarrays (SAM) identified 222 metabolites that discrimi-
nated the large sample cluster (SC1) from the other three clusters. Only 6 of the 222 metabo-
lites - unidentified metabolites X19870 and X13230, phosphoethanolamine, glycerol, citrate
and urea - were significantly higher in SC1 (Figure 6.2, C). As expected from the PCA anal-
ysis, the metabolites associated with the three smaller clusters indeed showed a gradient in
their abundance (Figure 6.2, C).

6.3.3 The relation between the salivary microbiome and the biochemi-
cal salivary parameters

As reported previously [159], fourteen host-related biochemical parameters of relevance for
oral health were analyzed from the same saliva sample set. These included salivary flow
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Figure 6.2: The heterogeneity of the salivary metabolome: A) Spectral Clustering co-
occurrence matrix clustering the metabolome dataset into four clusters: SC1 (N=198 sam-
ples), SC2 (N=44), SC3 (N=19) and SC4 (N=5); B) Principal Component Analysis (PCA)
of metabolome samples. All metabolome sample clusters differed significantly among each
other (PERMANOVA). C) Significantly positively and significantly negatively associated
metabolites between samples belonging to the SC1 and the other clusters. Only the top 6
of 217 metabolites with the highest negative fold change are shown. D) Significantly dis-
criminatory OTUs of the salivary microbiome between the metabolome clusters (LEfSe,
P < 0.001; LDA > 3).
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rate, pH and various salivary enzymes. Spectral Clustering of these host factors resulted in
two distinct sample clusters, where the smallest cluster (SC1, N=22, 8.3%) was differenti-
ated by low salivary pH and low buffered pH and by high lysozyme activity and salivary
mucin MUC7 content compared to the SC2 (N=245), which comprised the rest of the study
population (Figure 6.3, A).
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Figure 6.3: The heterogeneity of the salivary biochemistry data. A) Data stratified into
Spectral clusters SC1 (N=22) and SC2 (N=245) (Fig. 4 with permission from Prodan et
al., [159]) and compared with the microbiome data B) where 12 most discriminatory OTUs
between the two biochemistry clusters (LEfSe, P < 0.05, LDA > 3) are shown. In total,
42 OTUs were significantly discriminatory (LDA > 2). C) Abundance of the top four
discriminatory OTUs per biochemistry cluster (red - SC1, blue - SC2). D) Metabolites that
significantly discriminated two biochemistry clusters (SAM; ∆ = 0.8; 100 permutations, 0
false significant genes).

Of the 912 microbiome OTUs, 99 significantly discriminated between the two host-
related salivary biochemistry-based SC clusters (LEfSe; LDA > 2, P < 0.05). Strepto-
coccus OTU4 (Streptococcus dentisani/infantis/ mitis/oralis), Haemophilus parainfluenzae
(OTU2), Granulicatella adiacens (OTU41) and Rothia dentocariosa (OTU29) were the most
positively associated taxa with cluster SC1 samples (the ’low pH cluster’), while Veillonella
OTU1 (Veillonella atypica/Veillonella dispar), Prevotella OTU10 (Prevotella sp. HOT 310)
and Fusobacterium periodonticum (OTU22) predominated in the SC2 samples (Figure 6.3,

62



B-C). Additionally, the microbiomes of SC1 samples had a significantly lower Shannon Di-
versity index (3.498, SD 0.39) compared to SC2 samples (3.716, SD 0.27) (P = 0.01).

Next, we assessed the relation between the individual host-related biochemical salivary
parameters and the microbiome sample spectral clusters. Samples belonging to cluster SC3
differed most from samples in the other clusters, with significantly higher salivary chitinase
and albumin and significantly lower lysozyme activity, while SC1.2 and SC2 had lower sali-
vary pH and buffered pH compared to the other clusters (Figure 6.4, A) (P < 0.05).

For cluster-independent analysis, the Elastic Net regression was used to relate the sali-
vary microbiome data with the individual salivary biochemical parameters. Salivary pH,
buffered pH and lysozyme activity could be predicted with good accuracy based on micro-
biome composition (Figure 6.5). Among the 10 most stable OTUs that predicted salivary
buffered pH, eight OTUs (belonging to Streptococcus, Actinomyces, Granulicatella adia-
cens, Rothia dentocariosa and Prevotella oris) decreased in abundance with increasing pH,
while only two OTUs (classified as Capnocytophaga granulosa and Neisseria) were more
abundant at higher pH (Figure 6.5, B). Salivary lysozyme activity was positively associated
with mainly Gram-positive taxa such as streptococci and actinomyces, and negatively as-
sociated with Gram-negatives such asprevotellae, selenomonae and neisseriae (Figure 6.5,
D).

6.3.4 The relation between the salivary metabolome and the biochemi-
cal salivary parameters

Only seven of the 493 metabolites discriminated between the two clusters based on biochem-
istry data: phosphoethanolamine was more abundant in cluster SC1 (the ’low pH’ cluster),
while creatinine, 2-aminoadipate, 3,4-hydroxyisovaleriate, 2-piperidinone, deoxycarnitine
and unidentified metabolite X12944 were significantly more abundant in the biochemistry
SC2 (Figure 6.3, D).

Next, the relation between the biochemical salivary parameters and the metabolome sam-
ple clusters was assessed. Similarly to metabolites, the host-related parameters followed a
gradient: pH, buffered pH, chitinase activity, albumin and MUC5B increased while lysozyme
activity decreased from SC1 through SC4 when different metabolome sample clusters were
compared (Figure 6.4, B).

Based on the metabolites in saliva, Elastic Net regression predicted eight of the four-
teen host parameters and the explained variance r2 with Normalized Root-Mean-Square Er-
ror (NRMSE) were calculated: salivary albumin concentration (r2=0.25, NRMSE=9.5), to-
tal protein (r2=0.296, NRMSE =12), secretory-IgA (r2=0.45, NRMSE =7.4), pH (r2=0.28,
NRMSE =12.8), buffered pH (r2=0.37, NRMSE =13.9) and activity of lysozyme (r2=0.35,
NRMSE =20), amylase (r2=0.28, NRMSE =13.9) and proteases (r2=0.23, NRMSE =10.58).
For instance, albumin concentration was positively associated with pro-inflammatory metabo-
lites (arachidonate, dihomo-linoleate and 1-stearoylglycerophosphoinositol) and negatively
with anti-inflammatory palmitoyl ethanolamide, while pH, low buffered pH and high lysozyme
activity were associated with membrane lipid degradation products phosphoethanolamine,
ethanolamine and glycerol.
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Figure 6.4: Six out of 14 measured host-related salivary parameters where signifi-
cantly different among the samples belonging to the different A) microbiome and B)
metabolome clusters were observed. The lines on top of boxplots connect significantly dif-
ferent clusters (P < 0.05, FDR corrected for multiple comparisons).
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Figure 6.5: The results of the Elastic Net regression analysis on the salivary microbiome
dataset in predicting A) buffered salivary pH and C) salivary lysozyme activity, where
distribution of the top four most stable and abundant OTUs that predicted B) buffered salivary
pH and D) lysozyme activity are shown divided into the quartiles of the respective variable.
Buffered pH was divided into the following quartiles: Q1: pH 4.1-5.9, Q2: pH 5.9-6.3, Q3:
pH 6.3-6.6, Q4: pH 6.6-7.3. Lysozyme activity was divided into Q1: 28-464, Q2: 464-1514,
Q3: 1514-2491, Q4: 2491-5635.
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6.3.5 The relation between the salivary metabolome and the salivary
microbiome

First, we assessed the relationship between different metabolome sample clusters and micro-
bial taxa. Of the 912 OTUs, 207 were significantly discriminatory among the metabolome
clusters (LEfSe; LDA > 2, P < 0.05). Of these, 30 OTUs discriminated one of the
metabolome clusters from the others at an LDA score 3 or above. The largest cluster
(SC1, N=198 samples) had a significantly higher abundance of OTU4 (Streptococcus den-
tisani/infantis/mitis/oralis group), OTU2 (Haemophilus parainfluenzae) and OTU27 (Por-
phyromonas sp. HOT 278 and HOT279), while other clusters were dominated by OTUs
classified as veillonellae and prevotellae (Figure 6.2, D).

We then analyzed the differences in metabolome dataset between the five microbiome
sample clusters. Of the 493 metabolites, 64 were significantly discriminatory (SAM analy-
sis, median FDR 0%, ∆ = 0.0033), the majority of which were significantly more abundant
in the smallest microbiome cluster (SC3, N=17) compared to the rest of the samples. Among
these, the largest difference between SC3 and the other samples was observed in histidylhis-
tidine, leucylserine, phenylacetate, leucyltyrosine and two unidentified metabolites - X18037
and X18165.

6.4 Discussion
We aimed at increasing the understanding of a healthy oral ecosystem. For this, we collected
overnight fasting salivary samples from 268 young healthy adults. The same individual sam-
ples provided microbiome, metabolome and host-related salivary data. The salivary micro-
biome appeared to be heterogeneous, forming five distinct sample clusters. These salivary
microbiota clusters differed not only in microbial community structure and diversity, but also
in salivary pH, buffered pH, albumin levels and activity of lysozyme and chitinase. No direct
relation with the metabolome profiles could be observed. In contrast, the majority of the
individuals had highly similar salivary metabolic profiles.

The most intriguing finding of this study was the strong dichotomy in salivary OTU-
metabolite associations. Species positively associated with metabolites of amino acid fer-
mentation were key members of microbiome clusters SC1.1, SC1.3 and SC3. In samples of
these clusters, a relatively high resting pH was found, in correspondence with deaminase and
decarboxylase activity under amino acid fermentation [196]. Conversely, microbiota clusters
SC2 and SC1.2 were dominated by Streptococcus species and showed a negative correlation
with dipeptides and other metabolites linked to amino acid fermentation. Instead, a positive
correlation was found with glycerol-3-phosphate, a central metabolite in glycolysis, as well
as choline phosphate and phosphor-ethanol amine, both related to phospholipid metabolism.

We propose that the five salivary microbiota clusters identified in these healthy individ-
uals represent different ecological states or ’ecotypes’ of the oral ecosystem, with different
ecological properties and different levels of specialization. We find clusters that are func-
tionally adapted to proteolysis and amino acid fermentation, as well as clusters functionally
adapted for saccharolysis (Figure 6.6). Based on our findings, a proteolytic adaptation is
reflected in a higher dominance of proteolytic bacteria, and a higher resting pH. Cluster SC3
appears to display signs of advanced ecological specialization towards protein and amino
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Figure 6.6: Proposed ecological states or ecotypes of the oral ecosystem and the po-
sitioning of the microbiome clusters according to these states. Dichotomy in bacteria-
metabolite associations and the relation with salivary parameters is depicted in saccharolytic
(left side) or proteolytic (right side) adaptations of the ecosystem. Based on the observed
associations, the sample clusters SC1.2 and SC3 are positioned toward the dysbiotic state
of the system, while clusters SC2, SC1.1 and 1.3 are positioned at the healthy state of the
system.
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acid metabolism, indicative of a dysbiotic shift towards an early inflammatory state. Strik-
ing observation for cluster SC3 is the expensive microbiota community network linkage, the
higher levels of the blood-plasma derived albumin, low levels of lysozyme and high levels
of chitinase. On the other side of the spectrum, we find an ecological state that is more
adept to saccharolytic functions, represented by clusters SC2 and SC1.2. These states are
dominated by streptococcal species. Even in a resting state and in prolonged absence of
external carbohydrate sources as after an overnight fasting the salivary pH in these individu-
als is lower compared to the clusters adapted to proteolysis. Interestingly, the saccharolytic
cluster SC1.2 showed a marked reduction in species diversity with the lowest number of
ecological network connections, as well as a relatively high lysozyme level. We propose that
cluster SC1.2 represents an early phase of acidogenic adaptation, specialized in fast sugar
metabolism and prone to a more cariogenic state [196]. It is clear that longitudinal studies
are required to establish the stability of these five ecosystem states, as well as their relation
with the maintenance of oral health.

Similar to ’enterotypes’ in the gut [5, 233], the presence of ’oral ecotypes’ suggests
a role of host factors in shaping the microbial community structure. This was evidenced
by our findings on associations between the salivary biochemical parameters and microbial
composition. One of the factors that related to the microbial community composition was the
pH of saliva. This was not unexpected, since change in environmental pH is a well-known
driver of microbial community activity and ecological shifts [25, 202].

Other interesting associations were found between salivary lysozyme activity and mi-
crobial composition. Lysozyme is antimicrobial protein excreted in saliva, as well as in the
lysozymal granules of neutrophils and macrophages, and is capable of lysing the bacterial
cell wall peptidoglycan [30]. Therefore, it was surprising to find a positive correlation be-
tween salivary lysozyme activity and streptococci, which are Gram-positive and would be
targeted by lysozyme. Additional to its enzymatic antimicrobial activity, lysozyme is in-
volved in aggregation of bacteria, which are then cleared by swallowing [76]. It adsorbs to
oral bacteria in a strain- and species-specific manner, where, among the species tested, the
lowest adsorption of lysozyme was observed to different Streptococcus mitis strains [111].
Interestingly, the highly abundant OTU with the strongest positive relation with lysozyme ac-
tivity in saliva was classified as Streptococcus dentisani/infantis/mitis/oralis or mitis group
streptococcus (OTU4). These mitis group streptococci are known as primary colonizers of
oral surfaces and are associated with oral health [238]. Higher abundance of mitis group
streptococci was not only associated with a higher lysozyme activity, but also with a lower
salivary pH. In fact, lysozyme activity correlated negatively with salivary pH [159]. Since
the optimum activity of lysozyme depends on pH and ionic strength [54], lysozyme activity,
measured ex vivo, might indicate a compensatory over-expression of lysozyme at salivary
pH below the functional optimum of this enzyme. Lowering of salivary pH by commensal
streptococci could also be part of an evolutionary survival mechanism in symbiosis with the
human host.

The simultaneous assessment of microbiome and metabolome allowed a direct compari-
son between these two datasets. Unlike the heterogeneity in salivary microbiome, a majority
of the metabolome samples had highly similar profile. This implies that overnight fasting
saliva metabolism in different individuals carrying different microbiota is driven by simi-
lar processes and fits well to previously described functional redundancy of human micro-
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bial communities [43]. However, about one fourth of the individuals had clearly different
(e.g., more proteolytic activity-driven) and more diverse metabolome profiles. These pro-
files related with several biochemical parameters of saliva, such as higher pH and higher
albumin concentration, and with microbial communities dominated by anaerobes and Gram-
negatives, the taxa associated with mature oral microbial communities and gingival inflam-
mation [168]. Although no significant relation between clinical status (such as plaque levels
or gingival bleeding) and salivary metabolome and microbiome was found (results are not
shown), the positive relation between salivary albumin and pro-inflammatory metabolites in
these saliva samples suggests the presence of inflammation [89].

6.5 Conclusions
In conclusion, unstimulated overnight fasting saliva in a healthy oral ecosystem is micro-
bially heterogeneous and this heterogeneity is not related to salivary metabolites, but to
biochemical host parameters of saliva. Host-related parameters, appear to affect the oral
ecosystem in multiple ways. Clear dichotomy in the bacteria-metabolite associations and a
relation with specific host parameters suggests presence of highly specialized ecotypes of
a healthy oral ecosystem. An over-specialization either toward proteolytic or saccharolytic
ecotype may indicate a shift toward a dysbiotic state and rewards longitudinal interventional
studies.
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Chapter 7

Application of deep convolutional neural
network to dental red fluorescent plaque
images

7.1 Introduction and background
Diagnosis and therapy in many areas of medicine nowadays extensively rely on technological
advances in biomedical imaging. Many in vivo physiological processes in both normal and
pathological states can be captured, visualized and presented to biomedical experts as 2D or
3D images. Such images utilize different physical phenomena to get a snapshot of the current
condition of an organ. Rapid progress in the development of new imaging techniques brings
new tools for non-invasive diagnostics and treatment of pathological states such as cancer,
neurological disorders, immune deficiency syndromes, complications of diabetes etc.

However, the traditional assessment of these images is lagging behind the technology.
The bottleneck in image processing is no longer a software or a hardware, but a human
expert. Direct visual assessment of images can be laborious and such an assessment must
be performed by experts who have had a specialized expensive training. However, even then
it does not guarantee correct diagnosis. People tend to be subjective and a panel of experts
is often needed to make the right decision during image assessment. Moreover, in a clinical
setting an expert may be required to assess hundreds of images each day, which is beyond the
capacity of a human brain, leading to a larger error after longer image assessment sessions
without breaks in between.

Dental experts are no exception to this as they also face similar problems as their col-
leagues from other fields of medicine. One of the challenges in the visual assessment of
patients during daily dental practice is dental plaque level assessment. Oral diseases like
caries or periodontitis are caused by interactions between the host and dental plaque [136].
A correct assessment of dental plaque aids the dental experts in the appropriate prognosis of a
patients gingival condition, their commitment to an oral hygiene programme or their suitabil-
ity for restorative procedures, partial dental prostheses or dental implants [156]. A novel way
to look at this plaque is the use of a Quantitative Light-induced Fluorescence (QLF) camera
which uses an excitation wavelength of 405 nm with dedicated filters to inspect the teeth
and to make images. When using this system some dental plaque fluoresces red, which is
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suggested to be an indication for the pathogenicity of the dental plaque [211, 120, 220, 212].
In contrast to microbiology or molecular biology based diagnostic tools, these images are
cheaper to collect and easier to interpret immediately. Therefore, the number of imaging
datasets is usually large enough, making them an ideal candidate for Deep Learning [116]
applications in dentistry.

In this chapter we apply Deep Learning on QLF-images to make a predictive classifica-
tion model based on the amount of red fluorescent plaque disclosed in such images. QLF
has been shown to be a convenient tool for the assessment of undisclosed in-vitro mature
dental plaque associated with pathogenic microorganisms [101]. Traditional direct visual
plaque assessment scoring methods are criticized due to their subjective nature and lack of
precision [155]. On the contrary, indirect plaque assessment via QLF-images is free from
this drawback due to its planimetric plaque assessment property [156], which enables even
very small changes in plaque to be detected. Therefore, the time taken in clinical trials to
determine any significant effects is reduced when using QLF-images, hence making clinical
assessments faster and cheaper.

Nevertheless, although both intra- and inter-examiner reliability of QLF analysis are
shown to be high [157, 219], manual assessment of QLF-images may be expensive and labo-
rious if the number of images is large. Therefore, there is a need to automate this procedure
by implementing a computer-based system for assessment of QLF-images depending on the
amount of red fluorescent dental plaque. Existing computer programs developed for this
goal have several drawbacks. They require that a user has to manually select the region of
interest on each image separately, after which the software first determines the edges of the
dentition and then the area of the dentition covered by red fluorescent plaque. This requires
that the images have been captured under the same circumstances given camera geometry,
focal distance and ambient light conditions [101], all hard to achieve under clinical settings,
making it inconvenient for the daily use in a clinical practice.

The problems mentioned above could be solved by the use of Deep Learning models,
because descriptive features can be learnt directly from raw data representations [217] us-
ing greedy layer-wise training procedure [12] combined with gradient-based learning [118].
Applications of Deep Learning in bioinformatics include cancer research [197, 66], under-
standing yeast transcriptome organization [35], prediction of splicing patterns in tissue [122],
virtual screening in drug design [208], diagnosis of Alzheimer disease [192], and prediction
of protein disorder [62].

Since images have a special two-dimensional structure, a group of Deep Learning meth-
ods called Convolutional Neural Network (CNN) explicitly uses the advantages of such a
representation [98, 119, 117]. Although there are a few examples of applications of CNN on
non-image biological datasets [244, 240], the most suitable one is computer vision for both
non-biological [107] and biological images such as mitosis detection in breast cancer [39] or
automated basal cell carcinoma detection [49].

The aim of this chapter is to describe the application of CNN to QLF-images and to com-
pare the performance of the CNN model with one from the other state of the art classification
models. All of these models were tested on several existing plaque assessment scoring sys-
tems. The influence of adding various colour channels as well as the choice of labels on the
model performance were also checked. Possible differences were explained based on the
biological nature of the problem and based on the properties of these models. The filters of
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the Deep Learning model were visualized to get a better understanding of the advantages and
drawbacks of the Deep Learning model.

7.2 Materials and methods
The main aim of this study is to build an image classification system with predictive perfor-
mance as high as possible using an appropriate modelling approach. In this section a brief
mathematical description of the model, a description of the analyzed dataset and experimen-
tal setup are presented.

7.2.1 Convolutional Neural Network
The main aim of this study is to build an image classification system with predictive perfor-
mance as high as possible using an appropriate modelling approach. In this section first a
brief mathematical description of discrete convolution is presented, then definitions of CNN
layers are provided according to Jarrett et al. [98], LeCun et al. [119], and Stutz [191].

Discrete convolution

For simplicity, let us assume a grayscale image I to be defined by a function

I : {1, . . . , n1} × {1, . . . , n2} → W ⊆ R, (j, k), (7.1)

such that the image I can be represented by an array of size n1 × n2 where each I(j, k) ∈
W represents the raw pixel intensity value. In case of colour images, W will be the set
{0, . . . , 255} representing an 8-bit channel. Then, a colour image can be represented by an
array of size n1×n2×3 assuming three colour channels, for example Red-Green-Blue (RGB)
representation. For simplicity, from now on, all definitions will be provided for grayscale
images only. Given the filter K ∈ R(2h1+1)×(2h2+1), the discrete convolution of the grayscale
image I with filter K is given by

(I ∗K)r,s :=

h1∑
u=−h1

h2∑
v=−h2

Ku,vIr+u,s+v

K =

K−h1,−h2 . . . K−h1,h2
... K0,0

...
Kh1,−h2 . . . Kh1,h2

 .

(7.2)

Convolutional layer

Let layer l ∈ Z be a convolutional layer. Then, the input of layer l comprises m(l−1)
1 feature

maps from the previous layer, each of size m(l−1)
2 × m

(l−1)
3 . In the case where l = 1, the

input is a single image I consisting of one or more channels. This way, a convolutional
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neural network directly accepts raw images as an input. The output of layer l consists of m(l)
1

feature maps of size m(l)
2 ×m

(l)
3 . The ith feature map in layer l, denoted Y (l)

i , is computed as

Y
(l)
i = B

(l)
i +

m
(l−1)
1∑
j=1

K
(l)
i,j ∗ Y

(l−1)
j , (7.3)

where B(l)
i is a bias matrix and K(l)

i,j is the filter of size (2h
(l)
1 + 1) × (2h

(l)
2 + 1) connecting

the j th feature map in layer (l − 1) with the ith feature map in layer l [119]. When applying
the discrete convolution only in the valid region of the input feature maps, the output feature
maps have sizes

m
(l)
2 = m

(l−1)
2 − 2h

(l)
1

m
(l)
3 = m

(l−1)
3 − 2h

(l)
2 .

(7.4)

Similarly to stacked denoising auto-encoders [217], convolutional layers can be stacked one
after another and extract useful feature representations using greedy layer-wise training pro-
cedure [12] combined with gradient-based learning [118].

Often, a convolutional layer contains non-linearity such that output Y (l)
i is computed by

equation (7.3) immediately followed by a non-linear transformation given by

Ỹ
(l)
i = f

(
Y

(l)
i

)
, (7.5)

where f is the activation function used in layer l and it operates point wise. Common acti-
vation functions for convolutional neural networks are the logistic sigmoid, the hyperbolic
tangent, and the rectified linear unit f(z) = max{0, z}. Non-linearity allows models to learn
more complicated relations between visible and hidden neurons and hence convolutional fil-
ters learn more complex representations.

Max-pooling layer

Mostly, each convolutional layer is followed by a max-pooling layer. In general, max-
pooling operates by placing windows at non-overlapping positions in each feature map while
keeping the maximum value per window such that the feature maps are subsampled.

Convolutional Neural Network architecture

In this work LeNet-5 architecture [118] was used with a few changes as depicted in Fig-
ure 7.1. This architecture is built based on stacking two convolutional layers with non-
linearities followed by pooling layers. Feature maps learnt after feature transformation are
then fed into the actual classifier consisting of an arbitrary number of fully connected layers.
Compared to LeNet-5, the architecture used in this chapter does not implement location-
specific gain and bias parameters and instead of average-pooling it implements max-pooling.
Furthermore, the final classification is implemented with a multinomial logistic regression,
sometimes also called softmax regression, rather than a Radial Basis Function (RBF) net-
work.
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Figure 7.1: The architecture of the CNN used in the experiments. The network consists
of two alternating convolutional layers including a non-linearity function and max-pooling
layers. The feature maps of the final pooling layer are then fed into the actual classifier, con-
sisting of one fully connected layer followed by a multinomial logistic regression function.
Multiple arrows indicate multiple connections between filters and neurons in each layer. The
output is shown for a three-class problem, therefore there are three neurons in the softmax
regression setting. However, in principle the network can learn as many classes as neces-
sary. Also, for this setting only two feature mapping layers were used, but in principle the
network may consist of more layers, depending on the size of the image and the network
hyperparameter values.
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7.2.2 Dataset
The analyzed images were taken during a clinical intervention study which was conducted
jointly at two departments; the Department of Preventive Dentistry and the Department of
Periodontology of the Academic Centre for Dentistry Amsterdam (ACTA, Academisch Cen-
trum Tandheelkunde Amsterdam in Dutch). The clinical intervention aimed to study the
dynamic changes in the oral ecosystem during an experimental gingivitis protocol, including
changes in red fluorescent plaque accumulation [212]. During this intervention study, sixty-
one systemically and orally healthy individuals were requested to refrain from any form of
oral hygiene for two weeks, resulting in plaque accumulation. QLF-images were taken at
seven time points per each individual during the study. As a result, 427 QLF-images were
taken and translated into the dataset of images with a reduced resolution of 216 × 324 raw
pixel intensities in the Red, Green and Blue channels. Hence, the analyzed dataset has di-
mensions of (427× 216× 324× 3), with feature values normalized to a [0, 1] interval.

To perform a classification on subjects, plaque assessment data per subject were col-
lected. In total, experiments on labels derived from three different plaque scoring systems
were performed as provided below.

• RF-PP: Indirect visual planimetric assessment of images via calculation of Red Fluo-
rescent Plaque (RFP) percentage using RFP analysis software QA2 V1.25 (Inspektor
Research Systems BV, Amsterdam, the Netherlands);

• RF-mQH: Indirect visual planimetric assessment of images using a modified Quigley
and Hein index [219] followed by calculating the average score per subject;

• mSLP: Direct visual assessment of the subjects in the clinical setting, assessing mod-
ified Sillness and Le Plaque Index [230] followed by calculating the total plaque per-
centage per subject.

Each of these labels is a continuous variable, thus to perform classification, these variables
were discretized and split into classes following objective criteria.

7.2.3 Ethics approval and consent to participate
This prospective cohort study was performed in accordance with the ethical principles of the
64th WMA Declaration of Helsinki (October 2013, Brazil) and the Medical Research Involv-
ing Human Subjects Act (WMO), approximating Good Clinical Practice (CPMP/ICH/135/95)
guidelines. The clinical trial was approved by the Medical Ethical Committee of the VU
Medical Center (2014.505) and registered at the public trial register of the Central Commit-
tee on Research Involving Human Subjects (CCMO) under number NL51111.029.14. All
volunteers received oral and written information about the study and signed the informed
consent form.

7.2.4 Plaque assessment and calculation of labels
All three scores are continuous, hence to translate them into classification labels it is nec-
essary to split them into classes. Based on RF-PP, individuals were observed and divided
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into three classes by a dental expert. The subjects whose RF-PP values at day 14 were in
the interval of [0, 1.7] were assigned to class 0 (low plaque accumulation). The subjects with
corresponding RF-PP values in the interval of [1.8, 6.0] were assigned to class 1 (moder-
ate plaque accumulation). The rest of the subjects with RF-PP values higher than 6.0 were
assigned to class 2 (high plaque accumulation) [212]. The thresholds were defined arbi-
trarily to get a better class separation and a roughly equal number of subjects in each class.
Splitting RF-mQH and mSLP into classes was performed separately by a mathematical mod-
elling team using quartiles and upper fence (1.5 times interquartile range) as borders between
classes. Thus, values within each of the quartiles 1, 2, 3, and upper fence received class label
0, 1, 2, and 3 respectively, while every outlier outside upper fence received class label 4.
The measurements of mSLP were made only at four time points (days -14, 0, 14, 21) thus
corresponding labels are available only for 244 examples.

7.2.5 Experimental setup
The CNN model was implemented on an NVIDIA GeForce GTX Titan X Graphics Pro-
cessing Unit (GPU) scripted using the Theano Python package [13]. The model was trained
using a stratified shuffled split procedure where 80% of the data was used as a training set,
10% of the data as a validation set, and 10% as a test set. Model parameters such as the
number of filters, filter shape, max-pooling shape, learning rate, number of epochs, number
of hidden units and others were selected via an exhaustive grid search procedure combined
with an early stopping procedure to prevent overfitting. To compare the influence of differ-
ent colour channels three dataset compositions were tested which are only Red, Red with
Green, and full RGB representations. From the domain knowledge it is known that each
channel represents a certain property of a QLF-image and the goal was to test the influence
of a combination of those properties on the model performance.

To compare the CNN performance with the performance of the other models, experi-
ments were performed using various classification models implemented in the scikit-learn
package [152] such as Logistic Regression (LR), Support Vector Machines Classifier with
Gaussian Kernel (SVMC-K), Support Vector Machines Classifier with Linear Kernel (SVMC-
L), Gaussian Nave Bayes Classifier (GNB), Gradient Boosting Classifier (GBC), K-Neighbors
Classifier (KNC), and Random Forest Classifier (RFC). Detailed description of each model,
except CNN, is out of the scope of this study and can be found elsewhere, for example in
James et al. [97]. Hyperparameters of those models were selected via a five-fold stratified
shuffled cross-validation procedure. All binary models were adapted to a multiclass setting
by using a one-versus-all approach. The predictive performance of the models was assessed
by calculating the F1-score [189]. The reported final F1-score was obtained by averaging the
results of ten random shuffles with fixed splits across all models.

7.3 Results and discussion

7.3.1 Model performance evaluation
Results of experiments for RF-PP, RF-mQH and mSLP labels are provided in Figure 7.2,
Figure 7.3, and Figure 7.4 respectively. As it is seen from Figure 7.2, in the experiment with
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the RF-PP label, most of the models have a perfect classification performance on the training
dataset, but a poor performance on the test dataset. This indicates overfitting and a poor
generalization property. Moreover, the results indicate that using only the Red channel results
in a relatively good and comparable performance between both SVM models and Logistic
Regression. Adding the Green and especially Blue channels improves the performance of
CNN compared to the other models. As a result, the best model (CNN) provided a 0.76 ±
0.05 F1-score on the test set and a 0.89 ± 0.11 F1-score on the training set.

Similar to the experiment with RF-PP labels, results depicted in Figure 7.3, and Fig-
ure 7.4 clearly demonstrate the advantage of CNN over the other models, especially after
adding the Green channel. As a result, the best model (CNN) provided a 0.54 ± 0.07 F1-
score on the test set for RF-mQH labels and a 0.40 ± 0.08 F1-score on the test set for mSLP
labels. However, unlike in the RF-PP case, adding the Blue channel did not improve and even
decreased the performance for most of the models. Also, there is a clear difference between
the performance of models applied on RF-PP and the other labels overall. Namely, even the
best model’s F1-scores are in the interval [0.4, 0.55] in the experiments with RF-mQH and
mSLP labels, which are much less than the 0.76 achieved in experiments with the RF-PP
label.
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Figure 7.2: Test and training performance of models on QLF-images using classes de-
rived from the percentage of red fluorescent plaque percentage (RF-PP) values as la-
bels. The CNN achieves a 0.76 ± 0.05 test F1-score on the dataset of RGB representation,
as compared with 0.62 ± 0.06 test F1-score yielded by the best of the rest models, Support
Vector Machines Classifier with Linear Kernel on the dataset of RGB representation. Verti-
cal bars indicate the average test F1-score with corresponding standard deviations, symbols
over bars indicate the average training F1-score with corresponding standard deviations. La-
bels on the horizontal axis refer to the following models: Convolutional Neural Network
(CNN), Logistic Regression (LR), Support Vector Machines Classifier with Gaussian Kernel
(SVMC-K), Support Vector Machines Classifier with Linear Kernel (SVMC-L), Gaussian
Nave Bayes Classifier (GNB), Gradient Boosting Classifier (GBC), K-Neighbors Classifier
(KNC), and Random Forest Classifier (RFC).

78



CNN GNB GBC KNC LR RFC SVMC−K SVMC−L
0

0.2

0.4

0.6

0.8

1
F

1 
sc

or
e

Model type

Performance on every model per channel on RF−mQH

 

 

R, test per model
RG, test per model
RGB, test per model
CNN, training per channel
GNB, training per channel
GBC, training per channel
KNC, training per channel
LR, training per channel
RFC, training per channel
SVMC−K, training per channel
SVMC−L, training per channel

Figure 7.3: Test and training performance of models on QLF-images using classes de-
rived from the average modified Quigley and Hein (RF-mQH) values as labels. The
CNN achieves a 0.54 ± 0.07 test F1-score on the dataset of RG representation, as compared
with 0.36± 0.1 test F1-score yielded by the best of the rest models, Support Vector Machines
Classifier with Linear Kernel on the dataset of RG representation. Vertical bars indicate the
average test F1-score with corresponding standard deviations, symbols over bars indicate the
average training F1-score with corresponding standard deviations. Labels on the horizontal
axis refer to the following models: Convolutional Neural Network (CNN), Logistic Regres-
sion (LR), Support Vector Machines Classifier with Gaussian Kernel (SVMC-K), Support
Vector Machines Classifier with Linear Kernel (SVMC-L), Gaussian Nave Bayes Classifier
(GNB), Gradient Boosting Classifier (GBC), K-Neighbors Classifier (KNC), and Random
Forest Classifier (RFC).

To demonstrate how balanced the predictions of the CNN model are, a classification re-
port was provided in Table 7.1 per single experiment for RF-PP labels on RG channel dataset.
Results for the other channels and labels are similar to the ones shown in Table 7.1. This clas-
sification report indicates that the CNN model makes balanced predictions for images where
plaque levels are high (class 2) and provides slightly more biased predictions in examples
where the amount of plaque is harder to distinguish, i.e., moderate (class 1) or low (class 0).
Nevertheless, the overall model performance is high and it demonstrates no overfitting.

7.3.2 Advantages of the Deep Learning model
The results of the models’ predictive performance evaluation clearly demonstrated advantage
of the CNN model over the other models. In general, the predictive performance of the
model on previously unseen data, i.e., its generalization can be improved if certain a priori
information about the problem is added into the choice of the model architecture [117]. In
case of images, a priori information of the problem can be implemented in a model if such
a model is able to learn spatial information between the pixels of an image. This property is
explicitly embedded into the CNN model via a discrete convolution operation [116].
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Figure 7.4: Test and training performance of models on QLF-images using classes de-
rived from the percentage of modified Sillness and Le Plaque (mSLP) index values as
labels. The CNN achieves a 0.40 ± 0.08 test F1-score on the dataset of RG representation,
as compared with 0.28 ± 0.06 test F1-score yielded by the best of the rest models, Logistic
Regression Classifier on the dataset of RG representation. Vertical bars indicate the aver-
age test F1-score with corresponding standard deviations, symbols over bars indicate the
average training F1-score with corresponding standard deviations. Labels on the horizontal
axis refer to the following models: Convolutional Neural Network (CNN), Logistic Regres-
sion (LR), Support Vector Machines Classifier with Gaussian Kernel (SVMC-K), Support
Vector Machines Classifier with Linear Kernel (SVMC-L), Gaussian Nave Bayes Classifier
(GNB), Gradient Boosting Classifier (GBC), K-Neighbors Classifier (KNC), and Random
Forest Classifier (RFC).

Table 7.1: Classification report on RF-PP label, RG-channel, single shuffle. Results are
provided per class and separated by the training and test dataset performance. Overall, clas-
sification report reveals well balanced model prediction, because both precision and recall
scores are equally high.

Test Training

Class precision recall F1 precision recall F1

0 0.86 0.55 0.67 0.98 0.53 0.69
1 0.74 0.94 0.83 0.64 0.90 0.75
2 0.77 0.71 0.74 0.76 0.79 0.77

Avg. 0.78 0.77 0.76 0.79 0.74 0.74
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The use of discrete convolution via convolutional layers exploits ideas of local recep-
tive fields and shared weights. The local receptive field for the hidden neuron is a small,
localized area of neurons from the previous layer, to which the hidden neuron is connected.
Stacking multiple layers allows learning local motifs of an image and thus provides auto-
matic learning of local patterns such as edges and borders from raw pixels. Usually, properly
trained filters in each convolutional layer learn abstract visual features which are important
for classification. In the case of the QLF-images filters may learn, for example, the intensity
of red colour associated with plaque, or the sharpness of edges between gingiva and teeth
as well as between teeth. Also, each filter is replicated across the entire visual field, i.e.,
weights and bias terms are enforced to be the same for all neurons in a hidden layer, hence
weights are shared across all neurons in a layer. Such a constraint results in the detection
of image features regardless of their position in the visual field, hence allowing the model
to learn invariant representations of input images. Moreover, using a max-pooling layer
provides indirect information if a given feature is found anywhere in a region of the image
and by removing non-maximum values it removes unimportant spatial information. This re-
sults in a faster convergence during training, and a better robustness to noise and distortions
[98, 173]. Classification results shown in Figures 7.2, 7.3, 7.4 indicate the robustness of
CNN to overfitting despite image variability. Other models used in this study do not directly
embed a priori spatial information unique for image pixel representation, thus these mod-
els have poorer generalization properties and result in a lower classification performance on
previously unseen data.

The QLF-images are a good example of images where learning invariant representation
is crucial for good predictive performance. Typical examples of QLF-images for each of the
three RF-PP classes are provided in Figure 7.5. As seen from this figure, these images were

a b c

Figure 7.5: Typical examples of QLF-images taken at the last day of the clinical inter-
vention separated into three classes depending on different levels of plaque accumula-
tion, for a subject with low (a), moderate (b) or high (c) plaque accumulation. A bright
red area on teeth and the gingival margin indicates accumulated red fluorescent biofilm.
These images demonstrate both technical and natural variability of QLF-images. Images
were shot manually and as a result do not have perfectly aligned sagittal and transversal
planes and identical magnification, which introduces a technical challenge to the classifica-
tion model.

taken under various conditions such as slightly different focal distances, rotations, angles and
not all images are perfectly centered or focussed to get better resolution. Besides ambient
conditions during taking the pictures, the definition of every person is very unique and there
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is a risk that standard models would overfit and learn variations in angles and distances which
are not important for the plaque assessment.

7.3.3 Influence and visualization of convolutional filters
The CNN model has been shown to provide a superior performance in image recognition
tasks, mainly because it learns spatial information of an image by using convolutional fil-
ters. Such filters help to detect local combinations of edges which in turn form motifs,
while motifs assemble into parts, and parts build up objects [116]. It is expected that in the
QLF-images convolutional filters learn the most important patterns which are essential for
classification between the different plaque accumulation levels.

Visualizations of an original QLF-image and its filtered versions are provided in Fig-
ure 7.6. This figure displays that different filters emphasize different properties of images.

Figure 7.6: A typical example of the original image (top left) and its versions filtered
using the convolutional filters. Different filters emphasize the various properties of the
image. The filters may help to distinguish colour differences between teeth and gingiva or
highlight plaque on the dental-gingival margin area or highlight spots on teeth. This figure
visualizes why convolutional filters help to identify the properties of images important for a
better classification with a lower generalization error even if images are not perfectly aligned
or centered.

For example, some filtered images have a clear distinction between teeth and gingiva, some
of them highlight plaque in the dental-gingival margin area, and some of them highlight spots
on the teeth. Properly tuned filters allow reducing the dimensions of a dataset by learning
useful discriminative features. Therefore, CNN provided superior performance compared to
other classification models which neglect such information in their modelling methodology.
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7.3.4 Influence of multi-channel representation
For the experiments on the RF-PP plaque labels, the CNN results in superior performance
over the other classification models if all three colour channels were used. In the experiments
on the RF-mQH and mSLP labels, an improvement was achieved when only the Green chan-
nel was added. Moreover, the standard deviation of the training performance tends to be
narrower compared to when the model is applied on the Red channel only. This is especially
true for GBC, LR and both of the SVMC models.

The Red over Green ratio of pixel values is generally used to identify red fluorescent
plaque [210]. Therefore, previous work performed on QLF-images [120, 101] used the Red
over Green pixel intensities ratio instead of using the Red channel’s pixel intensity values
only. The Green channel helps to distinguish plaque from gingiva, since they have slightly
different pixel values in Green channel of RGB representation. The ratio between corre-
sponding pixel values in the Red and the Green channels is relatively constant within these
tissues in healthy conditions. Calculating ratios ensures that despite various ambient con-
ditions, using the Red over the Green ratio values corrects for differences in illumination
’device to object’ and ’object to detector’ distances. Hence, the invariant plaque estimation
can be achieved. However, values of the Green channel intensities which are closer to zero
may lead to numerical instability, because the denominator of the ratio will tend to zero.

As for adding the Blue channel, the QLF-D camera, used in this study, uses differential
filtering, which transmits nearly 100% in the red part, 15% in the green part and 15% in the
blue part of the spectrum. Unlike common diagnostic devices based on fluorescence, the
QLF-D camera detects a small portion of about 15% of the excitation light back-scattered
from the dentition. Blue backscattered light is expected to produce sharper defined edges in
images with little red fluorescent plaque, in comparison to images with a thicker layer of red
fluorescent plaque. The CNN model incorporates usage of all three colour channels without
calculating ratios, thus numerically it is more stable and preferable.

Therefore, based on these results we conclude that layer-wise feature training in the
CNN benefits from multi-channel representation of the images. Precisely speaking, the CNN
model efficiently and explicitly uses the fact that each colour channel contains important
information relevant to the classification task.

7.3.5 Influence of plaque assessment methods on classification perfor-
mance

Correct quantification and assessment of plaque is critical for patients, clinicians and re-
searchers. There are a few commonly accepted methods of plaque quantification, but none
of them is universally good and free from drawbacks. Some dental researchers recommend
to use several methods together, providing a more complete picture of the plaque quantity
[156].

The results of our study suggest that the choice of classification labels based on various
plaque assessment methods has its influence on model performance. Using RF-PP demon-
strates a better performance compared to using RF-mQH or mSLP labels. This can possibly
be explained by the different distributions for each label. To illustrate this, boxplots per label
are provided in Figure 7.7. This figure indicates that the distribution of the RF-PP is much
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Figure 7.7: The distribution of the values corresponding to each plaque assessment
method. The distribution of the RF-PP is much narrower and it contains much more outliers
outside the upper fence than the distribution of the RF-mQH and, especially, the mSLP
values. Overall, the distributions of all three labels are different although they assess the
same clinical phenomenon, which indicates that each plaque assessment method discloses
different quantity of plaque accumulation.
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narrower and it contains much more outliers outside the upper fence than the distribution
of RF-mQH and, especially, the mSLP values. One advantage of the RF-PP score is that it
provides a single score per image or per individual. RF-mQH and mSL provide scores per
tooth site, thus to get a single score per individual or per image an aggregation procedure
is needed. This introduces an additional uncertainty in plaque assessment. Another disad-
vantage of RF-mQH and mSLP is that they are subjective by nature. To get robust results, a
panel of experts is needed to decrease the influence of such a subjectivity [156]. Moreover,
in this chapter interquartile borders were used to infer discrete scores from continuous values
of RF-mQH and mSLP, and this might not be the optimal approach.

7.3.6 Relevance of an automated classification system to a dental prac-
tice

As it is seen from Figure 7.5, there is an obvious difference between images of subjects with
low and high red fluorescent plaque accumulation. However, the difference between mod-
erate and low plaque accumulation may be less obvious. Such a difference can be judged
by a panel of experts by scoring the images, but this approach can be risky and can lead to
non-reproducible results in manual high-throughput image classification. In case of a rel-
atively small number of images and a clear distinction between classes, a misclassification
error is not a big problem, but in case of fuzzy classes and a very large number of images,
an automated classification system can help dental professionals to avoid personal bias and
greatly reduce misclassification error. Such an objective system can help to perform more
objective profiling of patient risk groups and reduce costs of appropriate preliminary train-
ing of dental professionals to distinguish plaque levels. Eventually, an objective automated
dental plaque scoring system will help to define more standardized treatment planning for
patients, possibly reducing treatment costs for patients too.

Moreover, a previous study [212] showed that classes of low, moderate and high RF-PP
were statistically significantly different at all times during the plaque accumulation period
even already at baseline. The individual RF-PP response during 14 days plaque accumulation
correlated well with RF-PP of 24 hours plaque. Thus, it is possible to use the model as a tool
for prediction of the dental plaque accumulation dynamics over an extended period of two
weeks. One must, however, remember that the results of the current study are obtained on
images taken during an experimental gingivitis intervention. Therefore, additional research
may be needed on images taken from individuals following normal oral hygiene regime to
validate this claim.

7.3.7 Limitations and possible solutions
The current study has at least three limitations which have to be addressed. Firstly, the
number of examples in the dataset is relatively small, yet sufficient enough to make certain
conclusions about the model performance. Successful examples of CNN are applied to a
dataset of about a million images from the web that contained about one thousand different
classes [107]. We expect that feeding larger QLF-image datasets to the proposed model
would result in an even lower generalization error.
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Secondly, the training time for CNN models is long, even when using modern fast GPU
machines, because the model needs to be tuned by finding subsets of optimal hyperparameter
values. Usually, the search for optimal hyperparameter values is performed experimentally
via application of various heuristic rules [23, 90], because the theoretical properties of Deep
Learning models are still poorly understood.

Finally, the results of the current study can be improved by using a boosting procedure
[44, 179, 62], so that the model provides increased weights on misclassified examples and a
total prediction is provided via an ensemble of neural networks’ predictions. However, due
to the previously mentioned training time restriction, developing such a model and imple-
menting it in practice is a challenging task.

7.4 Conclusions
In this study, we applied the CNN model for the automatic classification of red fluorescent
dental plaque images. A comparison with several other state of the art classification methods
clearly showed the advantage of the CNN model in achieving a higher prediction perfor-
mance. Such a result was possible because the CNN model explicitly learns invariant feature
representations from raw pixel intensity values. Such representations were visualized using
the convolutional filters learnt during the training of the model.

We expect that Deep Learning of red fluorescent dental plaque images can help dental
practitioners to perform efficient fluorescent plaque assessments and provide guidance in
patient diagnosis. The proposed model can be implemented as user-friendly software for
dental practitioners in daily practice and thus contribute to the improvement of patients’ oral
health.
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Chapter 8

Metagenomic biomarkers of dental
plaque accumulation

8.1 Introduction and background
Oral health is an important part of general health. The oral cavity is the first entry point
of the human digestion and respiratory systems. Despite all the progress made in oral hy-
giene methods and on the prevention of common dental diseases, maintaining good oral
health still requires quite a lot of effort for many people, including tooth-brushing, period-
ical checkups and dental cleaning procedures. Whereas most studies on oral health have
mainly focused on the progression and treatment of oral disease, a little is known about
intrinsic biological parameters which provide resilience of the oral ecosystem against per-
turbing challenges, e.g., a period of suboptimal oral hygiene regime. Experimental data as
well as some isolated evidences in the scientific literature, suggest that biological interac-
tions between salivary components, the oral microbiota and the host defense system actively
promote the oral health status [85, 45, 48, 239]. This may be an indication that oral health
is the ability of the oral ecosystem to counteract perturbing stresses, i.e, a healthy individual
should demonstrate resilience towards perturbations in oral health status. These perturbing
conditions could include metabolic, inflammatory as well as oxidative stresses, induced by
diet, lifestyle and environment. To uncover interactions between these stress factors, one
should apply a perturbation to the oral ecosystem and explore how biological parameters in
the collected data change during this perturbation. From a computational point of view, the
latter step is done by using an appropriate statistical data analysis technique such as principal
component analysis or partitioning around medoids clustering [93, 114]. In this chapter a su-
pervised feature selection technique is applied to the microbial data collected during clinical
intervention study. In the biomedical domain, feature selection methods are often referred to
as biomarker selection methods.

The goal of supervised feature selection is to select a subset of input features, which can
efficiently describe the input data while reducing effects from noise or irrelevant features
and still provide good prediction results [80]. Selecting a smaller subset of features helps
to reduce training time, gain new insights about the studied phenomena, and reduce costs of
future data collection by removing redundant, irrelevant features. Useful predictive features
are the ones that allow predictions with low generalization error, using only these important
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features instead of a full feature set. Generalization error is an error on a new dataset which
was not seen by a model during training [86]. Hence, lower generalization error indicates
predictive power of selected features.

To perform supervised feature selection in oral health datasets, it is necessary to use la-
bels reflecting oral health status. It is known that oral diseases like caries and periodontitis
are caused by interactions between the host and dental plaque [136]. A correct assessment
of dental plaque aids the dental experts in the appropriate prognosis of a patients gingival
condition, their commitment to an oral hygiene programme [156]. Previous study by van
der Veen et al. [212] indicated that the red fluorescent plaque (RFP) provided an objective
measure of oral hygiene status and the amount of RFP after 24 hours plaque accumulation
was indicatory for the inflammatory response during a prolonged period of no oral hygiene.
Based on the resilience hypothesis mentioned above, it is expected that the oral microflora
should contain certain microbial biomarkers associated with the differences in oral hygiene
status of an individual and thus indirectly with the amount of red fluorescent dental plaque.
The main goal of the study described in this chapter is to find important biomarkers of the
oral microbiota with respect to dental plaque using feature selection technique applied to oral
metagenomics and red fluorescent plaque datasets. These biomarkers are expected to influ-
ence an individual’s ability to have a sufficient oral resilience to dental plaque accumulation.

The study described in this chapter is a proof of concept technology demonstration study,
aimed to show applicability of feature selection techniques to microbial data. Therefore, the
main focus is given to computational aspects of the model performance and a biological
interpretation of the study results is not provided.

8.2 Materials and methods

8.2.1 Dataset
The analyzed datasets were sequenced from samples collected during a clinical interven-
tion study which was conducted jointly at two departments: the Department of Preventive
Dentistry and the Department of Periodontology of the Academic Centre for Dentistry Am-
sterdam. During this intervention study which followed an experimental gingivitis protocol
[131], 61 systemically and orally healthy individuals were requested to refrain from any form
of oral hygiene for two weeks. The intervention aimed to study the dynamic changes in the
oral ecosystem, including but not limited to changes in red fluorescent plaque accumulation
levels [212] and shifts in oral microbiota. Both microbial and red fluorescent plaque datasets
were used in the feature selection simulations described in this chapter.

The simulations were performed using the labels derived from indirect visual planimet-
ric assessment of Quantitative Light-induced Fluorescence (QLF) images. This plaque as-
sessment methodology calculates RFP percentage [212] using the RFP analysis software
QA2 V1.25 (Inspektor Research Systems BV, Amsterdam, the Netherlands). Microbiolog-
ical shifts in the oral cavity were assessed by measuring changes in the microbiota of the
different niches of the oral cavity. These niches included dental plaque (interproximal, sub-
gingival, supragingival), unstimulated saliva and soft tissue plaque (tongue posterior plaque).

Microbial DNA was extracted by bacterial DNA isolation amplification of the 16S rRNA
gene, a component of the small subunit of prokaryotic ribosomes [108] sequenced on the Il-
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lumina MiSeq platform. The sequences were processed using with mothur package v.1.31.2
[174] and later grouped using Minimum Entropy Decomposition (MED) algorithm that clus-
ters 16S rRNA gene amplicons in a sensitive manner. MED provides a computationally
efficient means to partition marker gene datasets into ”MED nodes”, which represent homo-
geneous operational taxonomic units [64]. One group of participants (n=20) was requested
to take six doses of erythritol per day during the entire duration of the study. This group
was excluded from the feature selection simulations, resulting in a dataset with maximum
41 examples referring to a control group of participants who did not take erythritol. More-
over, dropout samples were removed, because of the lack of enough biological material for
sequencing.

The microbiological data collected at day 0 of the experimental period were regressed
to RFP labels data collected 14 days later. Hence, the goal of the regression model was
to predict the plaque labels 14 days before the actual plaque accumulation, using as few
microbiological features as possible.

8.2.2 Ethics approval and consent to participate
This prospective cohort study was performed in accordance with the ethical principles of the
64th WMA Declaration of Helsinki (October 2013, Brazil) and the Medical Research Involv-
ing Human Subjects Act (WMO), approximating Good Clinical Practice (CPMP/ICH/135/95)
guidelines. The clinical trial was approved by the Medical Ethical Committee of the VU
Medical Center (2014.505) and registered at the public trial register of the Central Commit-
tee on Research Involving Human Subjects (CCMO) under number NL51111.029.14. All
volunteers received oral and written information about the study and signed the informed
consent form.

8.2.3 Stability selection
In this chapter, elastic net regression was used as the feature selection model, which aims
to minimize the loss function as indicated in equation8.1. This model is parameterized by
tuning of the coefficient α, which modulates the emphasis of either the L1 or L2 norm reg-
ularizations. This coefficient and multiplication factor λ influence the number of features
selected [245].

L(α, λ,w) =
1

2n
‖y −Xw‖2

2 + λ(α‖w‖1 + (1− α)‖w‖2) (8.1)

Stronger L1 norm regularization results in a lower false discovery rate, but may miss real
associated features; while stronger L2 norm regularization detects more real associated fea-
tures, but also admits more false positives. Thus, the choice of the right values of the regu-
larization parameters λ and α becomes critical, and one has to make sure that a model con-
sistently selects truly relevant features. To minimize the influence of such a critical choice
on the model performance, a stability selection procedure was used.

Stability selection [141] is a technique designed to improve the performance of a feature
selection algorithm based on the sub-sampling of the examples. The general idea of stability
selection is to select only those features that are consistently selected throughout multiple
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runs of a feature selection model. In this study, this is done by running elastic net regression
many times on randomly subsampled data and choosing those features that are selected most
frequently across all sample partitions.

8.2.4 Data pre-processing and setup for simulations
The dataset of MED counts was pre-processed by removing rare MED nodes (species).
Namely, all nodes which had count values less than 5 in less than 10 individuals were re-
moved. Afterwards, the dataset was normalized example-wise so that the total sum of counts
per example was set to be equal to a constant value. To compensate for variance in feature
amplitudes, all input features were zero-mean unit-variance scaled, while output label values
were zero-mean centered only. The overview of the datasets, oral niches, and dimensionality
of each dataset after pre-processing are provided in Table 8.1.

Table 8.1: Overview of the metagenomics datasets.

Code Niche Examples Features

TP Tongue posterior 41 151
PI Plaque interproximal 30 126
PL Supragingival plaque lower jaw 39 87
SL Subgingival plaque lower jaw 40 158
US Unstimulated saliva 41 169

The feature selection was performed by applying regularized elastic net regression imple-
mented in Scikit-Learn Python package v0.17.1 [152]. The features were selected based on
their stability after 50 random shuffles using the stability selection procedure. The predictive
performance of the model was assessed by calculating the Normalized Root Mean Squared
Error (NRMSE) between measured and predicted RFP values. Model parameters were esti-
mated using exhaustive grid search within a 10-fold cross-validation procedure [86] on 80%
of the training dataset, and the model’s generalization error was assessed on the remaining
20% test dataset.

8.3 Results and discussion
The aggregated results of elastic net regression for all five niches are summarized in Ta-
ble 8.2. This table indicates the predictive performance of all shuffles performed during
stability selection for both training and test datasets as well as the predictive performance of
a single run on the top 5 selected features of the full dataset. These results indicate either
moderate or large overfitting, because the average error values on the test sets are almost
three to seven times larger than the ones on the training sets. Therefore, the predictive per-
formance of the selected features is considered to be moderate or poor depending on the
niche. The largest difference between training and test errors is found for the PI niche, while
the smallest one was found for the TP niche. When the dataset was reduced to the top 5 most
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Table 8.2: Overview of the model’s predictive performance.

Niche Training Test R2 all examples, NRMSE all examples,
NRMSE NRMSE Top 5 features Top 5 features

SL 0.11 ± 0.04 0.41 ± 0.08 0.48 0.19
US 0.07 ± 0.05 0.39 ± 0.12 0.36 0.21
PL 0.09 ± 0.06 0.40 ± 0.21 0.74 0.14
TP 0.10 ± 0.06 0.36 ± 0.07 0.52 0.18
PI 0.07 ± 0.06 0.52 ± 0.19 0.57 0.19

stable features and the entire dataset was used for both training and testing, the predictive er-
ror was reasonably small. The smallest difference between training and test NRMSE values
was observed for the TP niche, and for this niche the error for full top five features was the
smallest across all niches except the overfitted PL niche. Therefore, the most reliable predic-
tive feature set was acquired for the TP niche and one should ignore the highest explained
variances R2 for PI, SL and PL niches and consider R2=0.52 for the TP niche as the best
possible predictive performance on the top 5 selected features among all five niches.

Overview of the top five most stable features selected for the US, SL, PL, PI, and TP
niches are presented in Tables 8.3, 8.4, 8.5, 8.6, 8.7, respectively. Results shown in these
tables indirectly reflect the fact that there is a moderate overfitting in predictive model’s
performance, because only a minority of the features is really stable since their stability
coefficients exceed 0.90. Moreover, the standard deviation of the weighting coefficients w is
almost as large as the half of their average values.

Table 8.3: Overview of the stability selection results for the data sampled from unstimulated
saliva.

Feature ID Stability Weight

MED Node #5 0.92 1.03 ± 0.62
MED Node #85 0.82 0.80 ± 0.68

MED Node #104 0.82 0.79 ± 0.61
MED Node #24 0.80 -0.40 ± 0.34

MED Node #115 0.78 0.73 ± 0.58

Since the predictive performance of the model applied to the TP niche dataset was the
highest, it is interesting to visualize the selected features, and to visually compare the pre-
dicted versus the measured label values. The comparison between predicted and measured
plaque values for full example set is depicted in Figure 8.1. The comparison between each
of the smoothed top four selected features and the plaque values is depicted in Figure 8.2.

The elastic net regression model is an intrinsically multivariate model. Therefore, not
a single, but a combination of selected features contribute to the final prediction outcome.
This may explain why univariate plots like the ones depicted in Figure 8.2 cannot illustrate
an obvious mutually increasing or decreasing trend between the feature and the label values.
Also, the plot of the MED Node #49 at the top right corner of the Figure 8.2 is not smooth.
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Table 8.4: Overview of the stability selection results for the data sampled from subgingival
plaque lower jaw.

Feature ID Stability Weight

MED Node #155 0.88 1.16 ± 0.72
MED Node #49 0.86 1.32 ± 0.64
MED Node #42 0.74 0.68 ± 0.52
MED Node #7 0.72 0.78 ± 0.58
MED Node #99 0.70 -0.47 ± 0.43

Table 8.5: Overview of the stability selection results for the data sampled from supragingival
plaque lower jaw.

Feature ID Stability Weight

MED Node #14 0.98 2.14 ± 0.99
MED Node #42 0.94 2.24 ± 1.09
MED Node #26 0.78 0.61 ± 0.56
MED Node #37 0.78 0.87 ± 0.54
MED Node #18 0.70 -0.40 ± 0.49

Table 8.6: Overview of the stability selection results for the data sampled from plaque inter-
proximal.

Feature ID Stability Weight

MED Node #25 0.86 2.17 ± 1.33
MED Node #118 0.86 1.37 ± 0.83
MED Node #42 0.84 1.84 ± 0.99

MED Node #120 0.84 -1.00 ± 0.88
MED Node #67 0.82 -0.73 ± 0.61

Table 8.7: Overview of the stability selection results for the data sampled from tongue pos-
terior.

Feature ID Stability Weight

MED Node #69 0.92 1.31 ± 0.78
MED Node #49 0.90 -1.07 ± 0.79

MED Node #116 0.86 1.15 ± 0.80
MED Node #117 0.76 0.72 ± 0.64
MED Node #148 0.70 0.51 ± 0.56
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Figure 8.1: Comparison plot for predicted and measured red fluorescent plaque for the tongue
posterior data.
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Figure 8.2: Comparison plot for red fluorescent plaque and each of the smoothed top four
selected biomarkers for the tongue posterior data.
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This may be explained by the large standard deviation compared to the average value in the
weighting coefficient w (-1.07 ± 0.79). These facts indicate that none of the selected MED
nodes should be considered as a single biomarker, but only as a part of the biomarker set
selected during the stability selection. As seen in Figure 8.1, the model accurately predicts
moderate plaque values for most of the examples, while only for some of the examples with
extreme values predictions are accurate enough.

Even though the sample size was small, microbial biomarkers could be extracted from
the metagenome dataset with predictive value towards plaque accumulation label values after
14 days abstaining from oral hygiene regime. The smaller sample size may explain why
extreme values are poorly predicted, because there are not enough examples in the training
set to predict those values in the validation set during the cross-validation procedure. From
a computational point of view, the results of this study demonstrate the importance of the
stability selection procedure. As shown in Tables 8.3, 8.4, 8.5, 8.6, 8.7, average values of the
weighting coefficients of the models can vary greatly and results of a single feature selection
run may be misleading.

The associations between RFP obtained by taking QLF-photographs and microbial data
have also been reported in scientific literature [221, 120]. However, previous studies were
applied to in-vitro grown biofilms, thus important in-vivo interactions were missed. Since
oral health is hypothesized as a multi-factorial resilience against perturbing stresses, the cur-
rent study results are more realistic in finding biomarkers of oral health resilience. Usually,
in dental care the patient population is treated as if patients are all at risk for developing
disease, hence patients are asked to brush their teeth twice a day, to limit carbohydrate con-
sumption frequency etc. This is caused due to the lack of good prediction models. Currently
used risk prediction models rely on symptoms of a present or previous dental diseases, e.g.
caries, gingivitis, periodontitis etc. The elastic net model used in this study predicts the
response to a disease challenge based on biomarkers in the healthy situation. That is why,
conceptually, the computational method presented in this chapter is more appropriate in a
way how to approach prognosis of a disease development.

8.4 Conclusions
In this chapter, the associations between red fluorescent plaque and microbial data were eval-
uated. Stability selection with the elastic net regression was applied to oral microbial data
which resulted in selecting smaller subsets of the most important features per each oral niche.
Results suggested that it is possible to predict an individual’s plaque accumulation level 14
days before the actual plaque measurement. These predictions can be achieved by using a
small subset of original features. The predictive power of those features is considered to be
moderate for some oral niches such as tongue posterior plaque, because the average test er-
ror was only three times higher than the training error. Experiments applied to data collected
from different niches provided distinct microbial profiles per each niche. The best predic-
tive performance with the lowest overfitting was obtained on the tongue posterior plaque
data, while the highest overfitting was obtained on the data collected from the interproximal
plaque.
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Chapter 9

Epilogue

All models are wrong, but some are useful.
GEORGE E. P. BOX (1919 - 2013)

9.1 Machine learning for oral health: a biological perspec-
tive

In recent decades, digital technologies are gradually adopted by dentists and oral health pro-
fessionals. Many of the routine manual processes are being automated, e.g. communication
with patients and processing patient dossiers are done via specialized software and diagnos-
tics is often performed using digital radiology or photography. Readiness to accept and to
use these and many other digital technologies by dentists varies largely and depends on many
factors. Oral health professionals should see advantages of digital technology based methods
over the traditional ones and they should see their positive influence on a treatment quality
to accept the technology in their daily practice [213].

Since machine learning is a new technology, it will take a while before dentists realize all
possible advantages of using it in their daily practice. This PhD thesis provides an overview
of machine learning techniques applied to oral health problems and it is already clear that
machine learning can help oral healthcare professionals to solve some of their daily prob-
lems in a more efficient and effective way. For example, the algorithm used in Chapter 2
allows to make efficient predictions of an individual’s microbial composition having only a
little amount of labeled data and a large amount of unlabeled data. Other algorithms required
collecting a large amount of labeled data, but this is not easy to achieve in real world situa-
tions. That is why proposed algorithm is more preferred to be used in practical applications.
Data clustering algorithms used in Chapter 3 and Chapter 4 illustrate the attempts to show
advantage of a more stratified approach to oral health. Data clustering can help to generate
new insights to patients health status from data by discovering subgroups of individuals that
have similar profiles [159]. These subgroups can subsequently be associated with ecosystem
shifts and help to diagnose potential health problems at the early stage. For example, data
clustering may reveal groups which have different risk of developing periodontitis in future,
e.g. ”starting to be sick” group versus ”might become sick” group versus ”no risk at all for
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getting sick” group. Compared to univariate biomarker selection models, the model used in
Chapter 4 is explicitly multivariate and combines several markers of health. This may help
to increase both optimal sensitivity and specificity of a diagnostic test based on the selected
biomarkers.

Integration of salivary metagenomics, metabolomics and biochemistry data in Chapter
6 provided novel insights into healthy oral ecosystem. We propose that the five salivary mi-
crobiota clusters identified in these healthy individuals represent different ecological states
or ’ecotypes’ of the oral ecosystem, with different ecological properties and different levels
of specialization. We find clusters that are functionally adapted to proteolysis and amino
acid fermentation, as well as clusters functionally adapted for saccharolysis. Based on our
findings, a proteolytic adaptation is reflected in a higher dominance of proteolytic bacteria,
and a higher resting pH. Cluster SC3 appears to display signs of advanced ecological special-
ization towards protein and amino acid metabolism, indicative of a dysbiotic shift towards
an early inflammatory state. Striking observation for cluster SC3 is the expensive micro-
biota community network linkage, the higher levels of the blood-plasma derived albumin,
low levels of lysozyme and high levels of chitinase. On the other side of the spectrum, we
find an ecological state that is more adept to saccharolytic functions, represented by clus-
ters SC2 and SC1.2. These states are dominated by streptococcal species. Even in a resting
state and in prolonged absence of external carbohydrate sources as after an overnight fasting
the salivary pH in these individuals is lower compared to the clusters adapted to proteol-
ysis. Interestingly, the saccharolytic cluster SC1.2 showed a marked reduction in species
diversity with the lowest number of ecological network connections, as well as a relatively
high lysozyme level. We propose that cluster SC1.2 represents an early phase of acidogenic
adaptation, specialized in fast sugar metabolism and prone to a more cariogenic state [196].
These findings may indicate that oral health is a result of complex interactions involving the
interplay between diet, lifestyle, natural microbiota and immune system, eventually resulting
in shifts between different ecological states.

Many oral diseases are caused by interactions between the host and dental plaque [136].
A correct assessment of dental plaque aids the dental experts in the appropriate prognosis
of a patient’s gingival condition and their commitment to an oral hygiene programme [156].
Traditionally, dental plaque can be visualised in the clinic by physically touching it with an
instrument or by adding a dye. A novel way to look at this plaque is the use of a Quantitative
Light-induced Fluorescence (QLF) images [212]. In case of a very large number of images,
an automated plaque scoring system presented in Chapter 7 can help dental professionals to
avoid personal bias and greatly reduce evaluation error caused by manual plaque assessment.
Such an objective system can help to perform more objective profiling of patient risk groups
and reduce costs of appropriate preliminary training of dental professionals to distinguish
plaque levels. The proposed model can be implemented as user-friendly software for dental
practitioners in daily practice and thus contribute to the improvement of patients’ oral health.

In Chapter 8, the associations between red fluorescent plaque and microbial data were
evaluated. Results suggested that it is possible to predict an individual’s plaque accumulation
level 14 days before the actual plaque measurement. Traditionally, in dental care the patient
population is treated as if patients are all at risk for developing disease, hence patients are
asked to brush their teeth twice a day, to limit carbohydrate consumption frequency etc.
This is caused due to the lack of good prediction models. Currently used risk prediction
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models rely on symptoms of a present or previous dental diseases, e.g. caries, gingivitis,
periodontitis etc. The model used in that chapter predicts the response to a disease challenge
based on biomarkers in the healthy situation. That is why, conceptually, the computational
method presented in that chapter is more practical and beneficial in a way how to approach
prognosis of a disease development.

9.2 Machine learning for oral health: a mathematical per-
spective

Machine learning is a very broad field of science and it has many algorithms to solve prob-
lems related to oral health domain. Depending on a task, each of the algorithms fits well to
the problem and provides an optimal solution. For instance, one of the algorithms used in this
thesis to integrate oral health data is a co-regularization algorithm. In the co-regularization
setting, several predictor functions are defined over different views of the data, and trained
alternately to maximize mutual agreement [185, 186, 109, 110]. Co-regularization approach
was used in semi-supervised learning of the oral microbial data in Chapter 2 and multi-view
unsupervised learning of the oral microbial data in Chapter 4.

Unlike clinical studies which compare healthy and unhealthy population, studies includ-
ing only healthy participants pose an additional challenge, because labels are not known.
The main hypothesis of the oral health project is that individuals vary in their biological pa-
rameters and data clustering approach should be used to identify subgroups of individuals. In
recent years, spectral clustering has become one of the most popular modern clustering algo-
rithms. It is simple to implement and very often outperforms traditional clustering algorithms
such as the k-means algorithm. The success of spectral clustering is mainly based on the fact
that it does not make any assumptions on the form of the clusters. As opposed to k-means,
where the resulting clusters are always convex sets, spectral clustering can solve very general
problems like intertwined spirals [222]. Spectral clustering was used in single-view learning
of the oral metagenomics data in Chapter 3; multi-view learning of the oral metagenomics
data in Chapter 4; and single-view learning of the oral metagenomics, metabolomics, and
oral biochemistry data in Chapter 6.

One of the biological advantages of the oral cavity is the fact that saliva is a medium
easily accessible without any invasion, which may contain biomarkers of oral health. The
current development of diagnostic biomarkers via proteomic and genomic techniques in con-
junction with technological developments in salivary diagnostics can lead to the development
of robust diagnostic tools used by dentists in making clinical decisions and predicting treat-
ment outcomes [232]. From machine learning point of view, biomarker section task is a fea-
ture selection task applied to biological data. In this thesis applications are demonstrated for
the shrinkage feature selection techniques based on a model regularization such as LASSO
[199] or Elastic Net [245]. Regularized unsupervised multi-view feature selection was ap-
plied to the oral metagenomics data in Chapter 4; regularized supervised single-view feature
selection was applied to the oral metagenomics, metabolomics, and oral biochemistry data
in Chapter 6; and only to the oral metagenomics data in in Chapter 8.

One of the problems in the modern oral healthcare approach is an absence of good pre-
diction models, which can identify currently healthy individuals who are at a higher risk of
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disease development. Many dental diseases are caused by interactions between the host and
dental plaque, thus assessment of the plaque accumulation level can be used to identify in-
dividuals at risk. A novel way for visual plaque level assessment is the use of QLF-images
[212]. Applying an efficient supervised machine learning algorithm to these images can help
dental practitioners to perform more efficient plaque assessments, and provide reproducible,
objective, high-throughput computer-aided guidance in identification of patients with high
risk. Nowadays, the most efficient image classification models are based on convolutional
neural networks [107], because they explicitly learn spatial information between the pixels of
an image. Deep convolutional neural network model was applied to the dental QLF-images
in Chapter 7.

9.3 Machine learning for life sciences: a future perspective
The beauty of mathematics is in its abstract nature, because it can be applied to any field of
science as long as the studied phenomena are quantifiable. Machine learning as a branch of
computer science and mathematics inherits this versatile property. Although this PhD thesis
is focused on machine learning applications to oral health domain, machine learning can, in
principle, help to solve problems in any biomedical domain because of the progress made in
a development of multi-omics technologies and computer science.

Multi-omics data plus data from social networks, wearable devices, sensors, mobile apps
and many other sources can be stored and analyzed using sophisticated machine learning al-
gorithms. This can help to make healthcare system better by diverging from a simplistic one
size fits all approach to precision medicine, which is different from personalized medicine.
Personalized medicine implies that unique treatments can be designed for each individual,
which is practically impossible to reach at this time, because of technical and economic lim-
itations. Instead of that, precision medicine means the ability to split individuals into groups
that differ biologically with respect to susceptibility to disease, disease development or re-
sponse to treatment. Precision medicine and big data-enabled medicine have been receiving
increased attention in the scientific community due to its high complexity and ambitious chal-
lenges [34]. Some experts suggest to apply data integration strategies used in Geographical
Information Systems (GIS) to omics-based medicine data, introducing the term The Human
GIS [201]. The idea of combining all possible data to improve diagnostics and treatment of
diseases led to the launch of the Precision Medicine Initiative by the US president Barack
Obama, who announced it during his State of the Union Address in January 20, 2015 [42].

Of course, it is possible that our society is now experiencing a peak of inflated expecta-
tions from machine learning and big data. However, even in that case one must not become
cynical and give up on his way to seek the truth. The progress of computer science should
help to deliver better medical treatment and bring research results closer to the medical prac-
titioners, and thus to real patients suffering from diseases such as cancer, HIV, diabetes mel-
litus etc. The history of computer science itself is a good example that it is possible, because
in the 50s of the previous century computers were big, slow and they were used exclusively
for computing. However, due to technological progress made in the second half of the 20th
century, computers, smartphones and tablets are nowadays an essential part of our everyday
life. Similarly to this, machine learning can transform our approach in life sciences and help
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us to build a healthier society. This is something I hope to actively contribute to during the
forthcoming years as a scientist.
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Appendix A

Summary

This is a brief summary in English language of the thesis entitled ”Multi-view Learning
and Deep Learning for Heterogeneous Biological Data to Maintain Oral Health” written by
Sultan K. Imangaliyev.

In Chapter 1, a general introduction to data-driven medical research and computational
challenges in multi-omics research are given. Then motivation for multi-omics research in
oral health and a brief introduction to machine learning techniques are provided. The chapter
is concluded by a brief description of the datasets used in the thesis and the outline of the
thesis.

In Chapter 2, a novel multi-output co-regularized learning algorithm was proposed and
its application on a real world problem in oral health domain was demonstrated. More pre-
cisely, we addressed the task of prediction of Porphyromonas species which are implicated
in certain forms of dental diseases. In our semi-supervised modeling approach, we used the
fact that interactions among different microbial species in various niches of human body are
known to exist. Such biological interactions suggest possibility to use additional information
in a form of ”unlabeled data” from different niches to improve prediction of Porphyromonas.
We have made use of a dataset available from the Human Microbiome Project. We derived
a training set in which we used the abundance of Porphyromonas as output data utilized for
multi-view semi-supervised regression problem. The algorithm can be extended and used in
future simulations for identification of bacterial species related to the Porphyromonas abun-
dance as predictive and/or prognostic biomarkers. Such biomarkers may allow identification
of novel intervention strategies to lower abundance of Porphyromonas and diagnose or pre-
vent dental disease which has an important value for practicing dental clinicians.

The results described in Chapter 3 suggest that microbial interactions on personalized
network level differ in several ways. Co-regularized spectral clustering showed two groups
of individuals with a different topology of their microbial interaction network; the microbial
network suggested that niche-wise interactions differed between them. According to their
oral microbiota, healthy individuals belong to one of two different microbial clusters. We
showed that application of the unsupervised machine learning method to complex -omics
data can lead to a personalized approach in oral health. Based on our results, we demon-
strated that co-regularized spectral clustering applied to oral metagenomics data could dis-
cover personalized microbial networks. Such networks provide important insights into mi-
crobial composition and into understanding of complex microbial interactions, which can be
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successfully translated into a clinical practice.
In Chapter 4, an Unsupervised Multi-View Feature Selection (UMVFS) algorithm was

proposed; a novel technique that simultaneously performs clustering and identifies the most
relevant subset of features across different views. Unlike existing unsupervised feature se-
lection methods, our algorithm simultaneously uses information contained in different views
and leads to more accurate results compared to the ones obtained via single-view techniques.
Our algorithm is naturally suitable for application in the computational biology domain
where datasets with multi-view representations are frequently available. We have demon-
strated the efficacy of the UMVFS algorithm on the Human Microbiome Project study as
well as on synthetic datasets. In our simulations the proposed algorithm successfully identi-
fied a relevant subset of features and led to increased clustering performance.

In Chapter 5, the efficacy of the UMVFS algorithm on the NCI-60 multi-view cancer
dataset as well as on synthetic multi-view datasets was demonstrated. In principle, UMVFS
can be applied in any biological problem where (a) labels are unknown, (b) the number of
useful features is unknown and (c) phenomenon could be reflected with multiple comple-
mentary representations. Therefore, we used NCI-60 cell panel data as a proof of principle
study to demonstrate the power of UMVFS application in computational cancer biology.
Features extracted by UMVFS can help specialists involved in biomedical field to perform
more efficient diagnosis based on discovered biomarkers and provide guidance in patient
stratification in a more realistic unsupervised way. Moreover, the proposed model can be
used by other bioinformatics scientists who may be interested in adapting UMVFS to dif-
ferent scenarios, e.g. parallelization, implementation as a part of standard bioinformatics
toolboxes, publishing on-line as a web-based tool etc.

In Chapter 6, the ecobiological relations between the salivary microbiome, salivary
metabolome and salivary biochemistry at health were quantified. Unstimulated overnight
fasting saliva of 268 healthy adults was collected. The heterogeneity of the microbiome,
metabolome, and biochemistry as well as the mutual interrelation between these datasets and
host-related biological parameters were assessed. Individuals clustered into five microbiome
and four metabolome-based clusters that significantly related to biochemical parameters of
saliva. Low salivary pH and high lysozyme activity related to high proportions of strepto-
coccal phylotypes and increased membrane lipid degradation products. The relation with
specific host parameters suggests presence of highly specialized ecotypes of a healthy oral
ecosystem. An over-specialization either toward proteolytic or saccharolytic ecotype may
indicate a shift toward a dysbiotic state. This study shows that a healthy oral ecosystem is
based on concerted interactions between its heterogeneous and multifactorial components
and should be studied as such.

In Chapter 7, a Convolutional Neural Network (CNN) model was applied to automati-
cally classify red fluorescent dental plaque images. A comparison with several other state-
of-the-art classification methods clearly showed the advantage of the CNN model in achiev-
ing a higher prediction performance. Such a result was possible because the CNN model
explicitly learns invariant feature representations from raw pixel intensity values. Such rep-
resentations were visualized using the convolutional filters learnt during the training of the
model. We expect that deep learning of red fluorescent dental plaque images can help dental
practitioners to perform efficient fluorescent plaque assessments and provide guidance in pa-
tient diagnosis. The proposed model can be implemented as user-friendly software for dental

102



practitioners in daily practice and thus contribute to the improvement of patients’ oral health.
In Chapter 8, the associations between red fluorescent plaque and microbial data were

evaluated. Stability selection with the elastic net regression was applied to oral microbial
data which resulted in selecting smaller subsets of the most important features per each oral
niche. Results suggested that it is possible to predict an individual’s plaque accumulation
level 14 days before the actual plaque accumulation. These predictions can be achieved by
using a small subset of original features. Simulations applied to data collected from different
niches provided distinct microbial profiles per each niche. Usually, in dental care the patient
population is treated as if patients are all at risk for developing disease, hence patients are
asked to brush their teeth twice a day, to limit carbohydrate consumption frequency etc. This
is caused due to the lack of good prediction models. Current risk prediction models rely on
symptoms of current or previous disease, e.g. caries, gingivitis, periodontitis etc. Elastic net
model used in this study predicts the response to a disease challenge based on biomarkers in
the healthy situation.

The thesis is concluded by Chapter 9, which contains overview of the machine learning
techniques applied in the thesis, complexity of the problems in oral health domain and a
general discussion about future perspectives of machine learning applications in life sciences.
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Appendix B

Samenvatting

Dit is een korte samenvatting in de Nederlandse taal van het proefschrift getiteld ”Multi-view
Learning and Deep Learning for Heterogeneous Biological Data to Maintain Oral Health”,
geschreven door Sultan K. Imangaliyev. Wanneer betekenend niet duidelijk wordt, moet de
oorspronkelijke Engels versie als een referentie gebruikt worden.

In hoofdstuk 1 wordt een algemene inleiding tot data-driven medisch onderzoek en com-
putationele uitdagingen in multi-omics onderzoek gegeven. Dan motivatie voor multi-omics
onderzoek in mondgezondheid en een korte introductie van machine learning technieken zijn
voorzien. Het hoofdstuk wordt afgesloten met een korte beschrijving van de datasets die in
het proefschrift gebruikt worden en de schets van het proefschrift.

In hoofdstuk 2 wordt een nieuwe Multi-Output Co-regularized Learning algoritme gen-
troduceerd en aangetoond dat het toe is te passen op echte wereld problemen. Preciezer
gesproken onderzochten we de voorspelling van Porphyromonas soorten die betrokken zijn
bij de bepaalde vormen van tandziekten. In het semi-supervised modelleringsbenadering,
gebruikten we het feit dat interacties tussen verschillende microbile soorten in verschillende
niches van het menselijk lichaam bekend zijn. Dergelijke biologische interacties sugger-
eren een mogelijkheid om extra informatie te gebruiken in de vorm van ”unlabeled data”
uit verschillende niches om voorspelling van Porphyromonas te verbeteren. We hebben ge-
bruik gemaakt van een dataset die beschikbaar is vanuit het Human Microbiome Project. We
hebben een training set aangemaakt waarin de overvloed een abundantie van Porphyromonas
als output data wordt gebruikt in een multi-view semi-supervised regression zetting. Het
algoritme kan worden uitgebreid in de volgende simulaties voor de identificatie van pre-
dictieve en/of prognostische biomarkers in verband met de Porphyromonas overvloed abun-
dantie. Dergelijke biomarkers kunnen er voor zorgen dat er nieuwe interventiestrategien
ontwikkeld kunnen worden om de hoeveelheid Porphyromonas te verlagen om vervoglens
tandheelkundige ziekte te diagnosticeren of voorkomen van tandheelkundige ziekte die een
belangrijke waarde voor het beoefenen van tandheelkundige clinici heeft.

De in hoofdstuk 3 beschreven resultaten suggereren dat microbile interacties op per-
soonlijk netwerk niveau op diverse manieren verschillen. Co-regularized spectral clustering
toonde twee groepen van personen met een verschillende topologie van hun microbile in-
teractie netwerk; het microbile netwerk gesuggereerd dat niche-wise interacties verschilde
tussen hen. Volgens hun orale microbiota behoren gezonde individuen tot een van twee
verschillende microbile clusters. We toonden aan dat de toepassing van de unsupervised
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machine learning modellen om complexe -omics gegevens in een gepersonaliseerde manier
in mondgezondheid gebruikt kan worden. Op basis van onze resultaten hebben we aange-
toond dat spectral clustering (wanneer toegepast op orale metagenomica gegevens) geper-
sonaliseerde microbile netwerken kan ontdekken. Dergelijke netwerken geven belangrijke
inzichten in microbile samenstelling en in begrip van complexe microbile interacties, die met
succes in een klinische praktijk kan worden toegepast.

In hoofdstuk 4 hebben we een zogenaamde Unsupervised Multi-View Feature Selec-
tion (UMVFS) algoritme gentroduceerd. UMVFS is een nieuwe techniek die tegelijkertijd
clustert en de meest relevante subset van functies in verschillende views identificeert. In
tegenstelling tot andere unsupervised feature selectie methoden, kan ons algoritme gelijkti-
jdig informatie vanuit verschillende views gebruiken en leidt dit tot nauwkeurigere resultaten
in vergelijking met degenen die via single-view technieken verkregen worden. Ons algoritme
is vooral geschikt voor toepassing in de computationele biologie domein waarin datasets in
een vorm van multi-view representaties vaak beschikbaar zijn. We hebben de werkzaamheid
van het UMVFS algoritme op de Human Microbiome Project dataset onderzocht, alsmede
zijn doeltreffendheid op synthetische datasets gedemonstreerd. In onze simulaties ontdekt
het gentroduceerde algoritme succesvol een relevante subset van features en het geleid tot
betere clustering prestatie.

In hoofdstuk 5 worden de werkzaamheid van het UMVFS algoritme op de NCI-60 multi-
view kanker dataset en op synthetische multi-view datasets aangetoond. In principe kan
UMVFS worden toegepast in een biologisch probleem indien (a) labels niet bekend zijn,
(b) het aantal nuttige features onbekend is en (c) het phenomeen door meerdere comple-
mentaire representaties kan worden voorgelegd. Daarom gebruikten we NCI-60 data cel
panel als een proof of principle studie om de kracht van UMVFS toepassing in de computa-
tionele kanker biologie aan te tonen. Features gevonden door UMVFS kunnen biomedisch
specialisten helpen om een efficintere diagnose op basis van ontdekte biomarkers uit te vo-
eren ende patint stratificatie op een meer realistische ’unsupervised’ manier te begeleiden.
Bovendien kan het voorgestelde model worden gebruikt door andere genteresseerde bioin-
formatica wetenschappers die in het aanpassen van UMVFS aan verschillende scenario’s,
denk bijvoorbeeld aan de parallellisatie, implementatie als een onderdeel van de standaard
bioinformatica gereedschapskisten, publishing on-line als een web-based tool, etc.

In hoofdstuk 6 worden de eco biologische betrekkingen tussen de speekselklieren mi-
crobiome, speeksel metaboloom en speeksel biochemie aan de mondgezondheid gekwan-
tificeerd. Gestimuleerde speeksel van 268 gezonde volwassenen werd verzameld nadat deze
een nacht gevast hadden. De heterogeniteit van het microbioom, metaboloom en biochemie
en de onderlinge relatie tussen deze datasets en gerelateerde aan de gastheer gerelateerde
biologische parameters werden beoordeeld. Individuen worden in vijf microbioom en vier-
metaboloom gebaseerde clusters geclusterd die significant gerelateerd zijn aan de biochemis-
che parameters in het speeksel. We hebben gevonden dat speeksel met een laag pH en een
hoog lysozym activiteit een hoog streptokokken phylotypes bevat en een verhoogde con-
centratie membraan lipide-afbraakproducten aanwezig zijn. De relatie met specifieke gas-
theer parameters suggereert de aanwezigheid van zeer gespecialiseerde ecotypes van een
gezond oraal ecosysteem. Een over-specialisatie, hetzij in de richting van proteolytische
of saccharolytische ecotype kan een verschuiving in de richting van een dysbiotic toestand
aangeven. Deze studie toont aan dat een gezonde oraal ecosysteem gebaseerd is op on-
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derlinge interacties tussen hun heterogene en multifactorile onderdelen en moeten dus als
zodanig bestudeerd worden.

In hoofdstuk 7 wordt een Convolutional Neural Network (CNN) model toegepast om
rode fluorescerende tandplak beelden automatisch te classificeren. Een vergelijking met
een aantal andere state-of-the-art classificatiemethoden toonde duidelijk het voordeel van
het CNN model, een verbetering in de voorspelling prestaties. Een dergelijk resultaat was
mogelijk omdat het CNN model invariant feature representations van rauwe pixelinten-
siteitswaarden expliciet heeft geleerd. Deze feature representations werden gevisualiseerd
met behulp van de convolutionele filters die tijdens de training van het model worden geleerd.
We verwachten dat het toepassen van Deep Learning op de rode fluorescerende tandplak
beelden tandartsen kan helpen om rode fluorescerende plaque evaluaties efficinte uit te vo-
eren en om de patint te begeleiden bij de diagnose. Het gentroduceerde model kan worden
gemplementeerd als gebruiksvriendelijke software die door tandartsen in de dagelijkse prak-
tijk kan worden gebruikt en zo bijdraagt aan de verbetering van de orale gezondheid van de
patinten.

In hoofdstuk 8 werden de associaties tussen de rode fluorescerende plaque en micro-
bile gegevens gevalueerd. Stability selection en werd er Elastic Net regression toegepast
op orale microbile data waardoor een kleinere selectie aan subsets van de belangrijkste fea-
tures per elke orale niche overbleef. Resultaten suggereerden dat het mogelijk is om een
plaque level van een individu 14 dagen vr de feitelijke plaqueaccumulatie te voorspellen.
Deze voorspellingen kunnen bereikt worden met slechts een klein deel van originele features.
Simulaties toegepast op de gegevens die zijn verzameld uit verschillende niches hebben on-
derscheidende microbile profielen per niche. In tandverzorging wordt de patintenpopulatie
meestal behandeld alsof alle patinten een verhoogd risico op ziekte hebben, en wordt patin-
ten om die reden gevraagd om hun tanden twee keer per dag te poetsen of om hun koolhy-
draten consumptiefrequentie te beperken etc. Dit wordt veroorzaakt door het ontbreken van
goede voorspelling modellen. Huidige risicopredictiemodellen zijn afhankelijk van symp-
tomen van actuele of eerdere ziekte, zoals caris, gingivitis, periodontitis etc. Het model dat
in deze studie gebruikt wordt, voorspelt een ongezonde toestand op basis van de biomarkers
in gezonde toestand.

Het proefschrift wordt afgesloten met hoofdstuk 9. Dit hoofdstuk bevat een algemeen
overzicht van de machine learning technieken die in het proefschrift toegepast worden.
Dit hoofdstuk legt ook de complexiteit van de problemen in mondgezondheid domein uit
en het bevat een algemene discussie over de toekomstperspectieven van machine learning
toepassingen in de levenswetenschappen.
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with multiple kernels. In NIPS 2010 Workshop: New Directions in Multiple Kernel
Learning, 2010.

131



[110] Abhishek Kumar, Piyush Rai, and Hal Daumé III. Co-regularized multi-view spectral
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paemmanuil, Kari Högstrand, et al. The transporter ABCB7 is a mediator of the
phenotype of acquired refractory anemia with ring sideroblasts. Leukemia, 27(4):889–
896, 2013.

[149] Elisabeth Nood et al. Fecal Microbiota Transplantation: Clinical and experimental
studies. PhD thesis, University of Amsterdam, 2015.

134

http://www.hmpdacc.org/HMMCP


[150] Sara Cioccari Oliveira, Dagmar E Slot, Roger Keller Celeste, Claides Abegg, Bart JF
Keijser, and Fridus A Van der Weijden. Correlations between two different methods to
score bleeding and the relationship with plaque in systemically healthy young adults.
Journal of Clinical Periodontology, 42(10):908–913, 2015.

[151] Menno J Oudhoff, PAM Van Den Keijbus, KL Kroeze, K Nazmi, S Gibbs, JGM
Bolscher, and ECI Veerman. Histatins enhance wound closure with oral and non-oral
cells. Journal of dental research, 88(9):846–850, 2009.

[152] F. Pedregosa, G. Varoquaux, A. Gramfort, V. Michel, B. Thirion, O. Grisel, M. Blon-
del, P. Prettenhofer, R. Weiss, V. Dubourg, J. Vanderplas, A. Passos, D. Cournapeau,
M. Brucher, M. Perrot, and E. Duchesnay. Scikit-learn: Machine learning in Python.
Journal of Machine Learning Research, 12:2825–2830, 2011.

[153] Jane Peterson, Susan Garges, Maria Giovanni, Pamela McInnes, Lu Wang, Jeffery A
Schloss, Vivien Bonazzi, Jean E McEwen, Kris A Wetterstrand, Carolyn Deal, et al.
The NIH human microbiome project. Genome research, 19(12):2317–2323, 2009.

[154] A Peyret-Lacombe, G Brunel, M Watts, M Charveron, and H Duplan. TLR2 sensing
of F. nucleatum and S. sanguinis distinctly triggered gingival innate response. Cy-
tokine, 46(2):201–210, 2009.

[155] IA Pretty, WM Edgar, and SM Higham. A study to assess the efficacy of a new
detergent free, whitening dentifrice in vivo using QLF planimetric analysis. British
dental journal, 197(9):561–566, 2004.

[156] IA Pretty, WM Edgar, PW Smith, and SM Higham. Quantification of dental plaque in
the research environment. Journal of dentistry, 33(3):193–207, 2005.

[157] IA Pretty, AF Hall, PW Smith, WM Edgar, and SM Higham. The intra-and
inter-examiner reliability of Quantitative Light-induced Fluorescence (QLF) analyses.
British dental journal, 193(2):105–109, 2002.

[158] Andrei Prodan, Henk Brand, Sultan Imangaliyev, Evgeni Tsivtsivadze, Fridus van der
Weijden, Ad de Jong, Armand Paauw, Wim Crielaard, Bart Keijser, and Enno Veer-
man. A study of the variation in the salivary peptide profiles of young healthy adults
acquired using MALDI-TOF MS. PLOS ONE, 11(6):e0156707, 2016.

[159] Andrei Prodan, Henk S Brand, Antoon JM Ligtenberg, Sultan Imangaliyev, Evgeni
Tsivtsivadze, Fridus Weijden, Wim Crielaard, Bart JF Keijser, and Enno CI Veer-
man. Interindividual variation, correlations, and sex-related differences in the salivary
biochemistry of young healthy adults. European journal of oral sciences, 123(3):149–
157, 2015.

[160] Sleiman Razzouk and Omid Termechi. Host genome, epigenome, and oral micro-
biome interactions: Toward personalized periodontal therapy. Journal of periodontol-
ogy, 84(9):1266–1271, 2013.

135



[161] William C Reinhold, Margot Sunshine, Hongfang Liu, Sudhir Varma, Kurt W Kohn,
Joel Morris, James Doroshow, and Yves Pommier. Cellminer: a web-based suite of
genomic and pharmacologic tools to explore transcript and drug patterns in the NCI-
60 cell line set. Cancer research, 72(14):3499–3511, 2012.

[162] Ryan Rifkin, Gene Yeo, and Tomaso Poggio. Regularized least-squares classification.
In J.A.K. Suykens, G. Horvath, S. Basu, C. Micchelli, and J. Vandewalle, editors,
Advances in Learning Theory: Methods, Model and Applications, volume 190 of
NATO Science Series III: Computer and System Sciences, chapter 7, pages 131–154.
IOS Press, Amsterdam, 2003.

[163] Marylyn D Ritchie, Emily R Holzinger, Ruowang Li, Sarah A Pendergrass, and Doky-
oon Kim. Methods of integrating data to uncover genotype-phenotype interactions.
Nature Reviews Genetics, 16(2):85–97, 2015.

[164] Arlin B Rogers. Gastric Helicobacter spp. in animal models: pathogenesis and mod-
ulation by extragastric coinfections. Helicobacter Species: Methods and Protocols,
pages 175–188, 2012.

[165] Geraint B Rogers, Lucas R Hoffman, Mary P Carroll, and Kenneth D Bruce. Inter-
preting infective microbiota: the importance of an ecological perspective. Trends in
microbiology, 21(6):271–276, 2013.

[166] Jorma Jurriaan Ronde et al. The quest for biomarkers: Computational exploration of
the cancer genome. PhD thesis, University of Amsterdam, 2013.

[167] David Rosenberg and Peter L. Bartlett. The Rademacher complexity of co-regularized
kernel classes. In Marina Meila and Xiaotong Shen, editors, Proceedings of the
Eleventh International Conference on Artificial Intelligence and Statistics, pages 396–
403, 2007.

[168] Bob T Rosier, Marko De Jager, Egija Zaura, and Bastiaan P Krom. Historical and
contemporary hypotheses on the development of oral diseases: are we there yet? Front
Cell Infect Microbiol, 4:92, 2014.

[169] Volker Roth and Tilman Lange. Feature selection in clustering problems. In Advances
in Neural Information Processing Systems, pages 473–480, 2004.
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