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Chapter 2

Online semi-supervised learning:
algorithm and application in
metagenomics

2.1 Introduction and background
The human body is colonized by a myriad of bacterial species, occupying the various sites
of our body and having great impact on health and disease. Distinct microbial populations
can be found at different body sites, reflecting the specific physical and chemical conditions,
and forming an ecological network. Disturbances in the composition of these microbial net-
works (dysbiosis) have been associated with diseases, including periodontal diseases [81].
The development of novel methods for DNA sequencing has allowed researchers to examine
complex microbial ecosystems of the human body in great detail [67]. Linking the com-
position of these microbial ecosystems to clinically relevant physiological data has posed a
challenge from a computational point of view. Online learning methods (e.g. [237]) provide
a natural algorithmic framework for the analysis of such large-scale metagenome datasets.
Furthermore, the collected data may frequently be only partially labeled (e.g. while the mi-
crobial composition is observed, the effects of the ecosystem on host are unknown) and is
typically much easier to obtain than fully labeled data.

In this work we propose an algorithm that is suitable for learning from large scale par-
tially labeled data. As an example we study a relevant problem in oral health domain, namely
the prediction of Porphyromonas species which are implicated in certain forms of periodon-
tal disease. Thus, timely prediction of occurrence of these species could serve as a valuable
preventive approach. Interactions among different microbial species in various niches of hu-
man body are known to exist. For example, many species present in oral cavity could be
also found in nasopharyngeal niche. Such biological interaction suggest possibility to use
additional information in form of ”unlabeled data” from different niches to better predict
occurrence of Porphyromonas bacteria.

Recently, a number of techniques have been proposed that can take unlabeled data into
account to improve model performance. An approach that stands out from the rest and has
a solid theoretical foundation is so called co-regularization [185]. The general idea behind
such algorithms that they split the attributes into independent sets and an algorithm is learnt
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based on these different ”views”. Briefly stated, algorithms based upon this approach search
for hypotheses from different views, such that the training error of each hypothesis on the
labeled data is small and, at the same time, the hypotheses give similar predictions for the
unlabeled data. Within this framework, the disagreement among the predictors is taken into
account via a co-regularization term. Empirical results show that the co-regularization ap-
proach works well for domain adaptation [53], classification [185], regression [26], and clus-
tering [27] tasks. Moreover, theoretical investigations demonstrate that the co-regularization
approach reduces the Rademacher complexity by an amount that depends on the ”distance”
between the views [167]. A classical example of multi-view learning is a web-document
classification task where the document can be represented by keyword features or as the link
features it contains, thus, creating two distinct views of the same data point [19]. Many of
the multi-view algorithms are formulated within a regularization framework [175]. In this
framework, the learning algorithm selects a hypothesis f which minimizes a cost function
and which is, at the same time, not too ”complex”, i.e. which does not overfit while training
and is therefore able to generalize to unseen data. In this work we extend the framework
described in [55] to be applicable to multiple output learning setting.

Consider a training set D = (X, Y ) where X = (x1, . . . ,xm)T ∈ Xm and Y =
(y1, . . . ,ym)T ∈ Rm×p. Also, consider different representation of the data points, that is
unique subsets of features corresponding to M different hypotheses spaces H1, . . . , HM .
The disjoint feature subsets are frequently referred to as views. Let us assume that in addi-
tion to the training set D = (X, Y ) with labeled examples we have a training set D̄ = (X̄)
with unlabeled data points X̄ = (xm+1, . . . ,xm+n)T ∈ X n. In the co-regularization setting
we would like to identify functions F = (f1, . . . , fM) ∈ H1 × . . . × HM minimizing the
objective function

J(F ) =
M∑
v=1

L(fv, D) + λ
M∑
v=1

‖fv‖2
Hv + µ

M∑
v,u=1

LC(fv, fu, D̄), (2.1)

where λ, µ ∈ R+ are regularization parameters, first term of the equation is a loss func-
tion that penalizes the difference between a prediction and the corresponding true value, the
second one is a regularization term that penalizes complex models to counter over-fitting of
the model, and the third one is the loss function measuring the disagreement between the
prediction functions of the views on the unlabeled data.

The above formulation is quite general and allows us to construct various learning schemes
by specializing the loss function and the optimization procedure. For example, by consider-
ing a single view and specializing the loss in the above formulation we can obtain support
vector machines [215] by choosing a hinge loss function or regularized least-squares (RLS)
[162] by choosing a squared loss function. In turn, the RLS algorithm with slight modifica-
tions - possibly including a bias term - leads to a wide class of other learners, such as the
least-squares support vector machine [194], proximal vector machines [72] and kernel ridge
regression [172].

Co-regularized algorithms are usually not straightforwardly applicable to large scale
learning tasks, when large amounts of unlabeled as well as labeled data are available for
the training. Several recently proposed algorithms have complexity that is linear in the num-
ber of unlabeled data points and superlinear in the number of labeled examples (e.g. cubic
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as in case of co-regularized least squares [26]). Such methods become impossible to use as
the dataset size increases.

Our algorithm has complexity that does not depend on the number of data points and
so is suitable for larger datasets. There are additional benefits associated with an online
formulation of the algorithm such as quick retraining of the model given additional unlabeled
or labeled examples, flexibility of co-regularizing iteratively at predefined time points and
natural extensions to multiple convex loss functions e.g. hinge loss, cross entropy or squared
loss.

2.2 Multi-output co-regularized algorithm
Online algorithms are amongst the most popular approaches for large scale learning. Meth-
ods such as PEGASOS [180], LASVM [24] and GURLS [195] have been successfully ap-
plied to a wide range of large scale problems leading to state-of-the-art generalization per-
formance. Our algorithm is related to the above mentioned methods but is preferable in case
unlabeled data points are available for learning.

A popular approach to tackle large scale learning problems is by using efficient approx-
imation techniques such as stochastic gradient decent [237]. In this work we consider
multiple-output prediction setting, e.g. instead of the single output variable Y we have
to simultaneously predict p independent output variables corresponding to output matrix
Y ∈ Rm×p. Let us consider the multi-output co-regularized algorithm (MOCA) in the on-
line setting. Slightly overloading our notations, we write the objective function as a function
of weighting coefficients W

J∗(W) =
M∑
v=1

 m∑
i=1

L(xvi ,yi;W
v) + λLR(W v)

+

+µ
M∑

v,u=1
v 6=u

m+n∑
i=m+1

LC(xvi ,x
u
i ;W

v,W u), (2.2)

where the first term corresponds to the loss function mentioned previously and the second
term to a regularization on the individual prediction functions. The third is again a co-
regularization term that measures the disagreement between the different prediction func-
tions on unlabeled data. The superscript v on each term refers to a certain view in multi-view
setting.

We can approximate the optimal solution (obtained when minimizing (2.1)) by means of
gradient descent

W v
t+1 = W v

t − ηvt∇W vJ∗(W), (2.3)

where the first term refers to a weighting coefficient vector obtained in previous iteration,
and the second term is a product between learning rate ηvt and gradient of objective function
with respect to weighting coefficient vector.

Let us consider the setting in which the squared loss function is used for the co-regularization
andL2 norm for the regularization terms. The choice of squared loss for the co-regularization
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term is quite natural as it penalizes the differences among the prediction functions con-
structed for multiple views (similar to the standard regression setting where the differences
between the predicted and true scores are penalized). For every iteration t of the algorithm,
we first choose a set At ⊆ D of size k. Similarly we choose Āt ⊆ D̄ of size l for each round
t on the unlabeled dataset. Then, we replace the ”true” objective (2.1) with an approximate
objective function and write the update rule as follows

W v
t+1 = (1− ηvt λ)W v

t − ηvt
∑

(x,y∈At)

∇L(xv,y;W v
t )− (2.4)

−4µηvt

M∑
v,u=1
v 6=u

∑
(x∈Āt)

(
W vT
t xv −W uT

t xu
)
xv.

Note that if we choose At = D and Āt = D̄ on each round t we obtain the gradient pro-
jection method. At the other extreme, if we choose At to contain a single randomly selected
example, we recover a variant of the stochastic gradient method. In general, we allow At to
be a set of k and Āt to be a set of l data points sampled i.i.d. from D and D̄, respectively.

The hinge loss function is usually considered as more appropriate for classification prob-
lems, although in several studies it has been empirically demonstrated that squared loss of-
ten leads to similar performance [162, 241]. Let us define A+ to be the set of examples
for which W v obtains a non-zero loss. When the squared loss function is used for labeled
and unlabeled data we obtain the update rule by substituting the second term in (2.4) with
ηvt
∑

(x,y∈At)
(y−W vTxv)xv. Finally, if the number of dimensions in the dataset is not large

we can use all unlabeled data points at every iteration by precomputing multiplication terms
in

4µηvt

M∑
v,u=1
v 6=u

(XvTW v −XuTW u)Xv. (2.5)

We provide a description of the proposed online co-regularized algorithm for classifica-
tion task on Figure 2.1.

2.3 Experiments

2.3.1 Previous experimental results
Recently, online co-regularized algorithm [55] for a single-output prediction problems has
been evaluated on several publicly available datasets from the UCI repository12 and the
BioInfer corpus3 - a real world natural language processing dataset. For completeness, we
report these results as well as new experiments conducted using the HMP dataset. Stan-
dard regression and classification datasets are ABALONE, CADATA, HOUSING, MG, SPACE,

1http://archive.ics.uci.edu/ml/
2http://www.csie.ntu.edu.tw/˜cjlin/libsvm/
3Available at www.it.utu.fi/BioInfer
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Figure 2.1: Multi-output co-regularized algorithm (MOCA-k-l)

Require: Datasets D and D̄, regularization parameter λ, batch sizes k and l, number of
views M , number of iterations N , co-regularization parameter µ.

Ensure: W v = 0
1: for t = 1, 2, . . . , N do
2: Choose At ⊆ D, where |At| = k and Āt ⊆ D̄, where |Āt| = l
3: Set ηvt = 1

λt

4: W v
t+1 ← (1 − ηvt λ)W v

t + ηvt
∑

(x,y∈At)
(y − W vTxv)xv−

−4µηvt
∑M

v,u=1
v 6=u

∑
(x∈Āt)

(
W vT
t xv −W uT

t xu
)
xv

5: Output W v
N+1 (weight vectors for a single view)

SVMGUIDE3, GERMANNUMER, AUSTRALIAN. Depending on the learning task, the perfor-
mance measure is either AUC (Area Under Curve) for classification or RMSE (Root Mean
Square Error) for regression.

The results of the experiments on single output OCA are included in Table 2.1 and Ta-
ble 2.2. For simplicity of comparison, we used MOCA-k-l notation, where k is a number
of labeled and l is a number of unlabeled examples used in semi-supervised setting. Final
evaluation is done based on RMSE estimated on test set, but not on RMSE estimated during
cross-validation (CV RMSE). It can be observed that in all experiments except the housing
dataset, the proposed single-output co-regularized algorithm outperforms supervised learn-
ing methods. The housing dataset is also the smallest dataset considered in our empirical
evaluation. In all cases (with the exception of housing dataset) the OCA leads to statistically
significant improvement over the standard PEGASOS algorithm.

2.3.2 HMP dataset
The ability to relate complex datasets that provide a quantitative description of a microbial
community present on/in the human to clinical relevant parameters on health or physiology
poses a computational challenge. Using the proposed MOCA algorithm we address a rele-
vant problem in oral health domain, namely the prediction of Porphyromonas species which
are implicated in certain forms of periodontal disease. We used the abundance of a particular
group of species as meta data. As bacterial species are part of a more elaborate microbial
ecosystem with shared metabolic and physiological functions, we expected that the presence
and abundance of target species would be reflected in abundance of taxonomic unrelated
species. For this purpose we train our model on the National Institutes of Health Human
Microbiome Project (NIH HMP) dataset, that is publicly available and can be downloaded
from the Human Microbiome Project website4.

The NIH HMP [153] aims at characterizing, using next generation sequencing technol-
ogy, the genetic diversity of microbial populations living in and on humans, and at investi-

4Available at www.hmpdacc.org/HMMCP/
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Table 2.1: Performance of the single-output OCA algorithm and the baseline methods on the
regression datasets. Differences in RMSE performance are statistically significant according
to the Wilcoxon signed rank test.

DATASET METHOD CV RMSE TEST RMSE

ABALONE

PEGASOS SL 14.40 19.46
PEGASOS MV SL 11.70 15.52
OCA-1-5 11.73 13.50

CADATA

PEGASOS SL 24.45 26.00
PEGASOS MV SL 24.29 27.26
OCA-1-1 23.97 25.76

HOUSING

PEGASOS SL 19.34 16.34
PEGASOS MV SL 17.07 17.59
OCA-1-1 17.75 18.54
OCA-1-5 16.13 18.69

MG
PEGASOS SL 45.53 46.71
PEGASOS MV SL 45.88 45.73
OCA-1-1 44.51 45.57

SPACE

PEGASOS SL 58.32 58.17
PEGASOS MV SL 50.42 51.90
OCA-1-1 41.95 36.60

BIOINFER

PEGASOS SL 45.36 63.86
PEGASOS MV SL 44.94 63.16
OCA-1-5 39.85 61.29

Table 2.2: Performance of the single-output OCA algorithm and the baseline methods on the
classification datasets. Differences in AUC performance are statistically significant accord-
ing to the Wilcoxon signed rank test.

DATASET METHOD CV AUC TEST AUC

GER.NUMER

PEGASOS HL 0.72 0.74
PEGASOS MV HL 0.76 0.71
OCA-1-1 0.75 0.75

SVMGUIDE3
PEGASOS HL 0.85 0.74
PEGASOS MV HL 0.83 0.75
OCA-1-5 0.82 0.76

AUSTRALIAN

PEGASOS HL 0.95 0.92
PEGASOS MV HL 0.95 0.92
OCA-1-1 0.93 0.93
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gating their roles in the functioning of the human body. The HMP dataset contain microbial
samples from various body parts but our primal interested is oral health. Thus we subsam-
pled the dataset so that it includes only those sample ID’s referring to following body sites:
saliva; buccal mucosa (cheek), keratinized gingiva (gums), palate, tonsils, throat and tongue
soft tissues, supra- and subgingival dental plaque (tooth biofilm above and below the gum).
We also normalized the dataset by forcing row-wise sum of Operational Taxonomic Unit
(OTU) counts to be equal to one. Preprocessing raw sequencing data resulting in OTU count
numbers is beyond the scope of this chapter and therefore is not described.

Furthermore, for regression task we choose the output variable to be OTU counts of the
Porphyromonas bacteria because it is associated with with chronic periodontitis and den-
toalveolar abscess [171] which are common oral diseases hard to cure. From lookup file we
identify 116 OTUs having ”Porphyromonas” string in their taxonomy name. Furthermore,
we count the amount of non-zero entries of each selected bacteria and chose several most
frequent species as our output variables. Once the dataset, which consists of 2670 examples
in total, is constructed we reshuffle it. We use the classical learning setting, where 70% of
the data is used for training and the remaining 30% as testing. 20% of the training data is
randomly selected to be labeled, and the others are used as unlabeled data. In our learning
task, the performance measure is RMSE. The dataset is preprocessed by applying a linear
scaling to each feature to the interval [0, 1]. We also apply a linear scaling on the labels, to
the interval [0, 100].

Parameter selection for each model is done by 5-fold cross-validation over the train par-
tition of the data. For the supervised models, parameters to be selected are learning rate η0

and regularization parameter λ. For the supervised and semi-supervised multi-view models
we consider two views that are constructed via random partitioning of the data attributes into
two unique sets. Such division of the attributes for constructing multiple views has been
previously used in [26]. For the multi-view model we have to estimate the learning rate η0,
as well as the λ1 and λ2 parameters. The semi-supervised model has an additional parameter
µ controlling the influence of the co-regularization on model selection.

We compare the performance of our MOCA algorithm with several other methods, namely
K-Nearest Neighbors (KNN), Ordinary Least Squares (OLS), Stochastic Gradient Descent
(SGD), Least Angle Regression (LARS), Partial Least Squares Regression (PLSR), and De-
cision Trees Regression (DTR). In our experiments we use the implementation of these base-
line methods from scikit-learn Python package [152]. The results of the experiments are
reported in the Table 2.3. It could be observed that our method clearly outperforms baseline
techniques. These results demonstrate that adding unlabeled data helps to improve predictive
performance of the model.

We also compare performance of semi-supervised algorithm with performance of the
multi-view version of the algorithm, excluding the co-regularization term (multi-view su-
pervised learning (MVSL) MOCA). Furthermore, we compare with several instantiations of
the MOCA algorithm, termed as MOCA-k-l, using various sizes of unlabeled batch exam-
ples (see Figure 2.2). The results show improvement of the prediction performance with
respect to increased number of unlabeled examples sampled at every iteration of the MOCA
algorithm.
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Figure 2.2: Performance of the MOCA algorithm with the various number of unlabeled
data examples per iteration. The experiment with 0 unlabeled examples corresponds to
fully supervised learning setting. For the supervised learning algorithms, only the labeled
part of dataset is used for training. The same set is then used for training the co-regularized
model, together with the unlabeled data.

18



Table 2.3: Performance of the MOCA algorithm and the baseline methods on the HMP
dataset. Parameters were chosen via 5-fold cross-validation. Differences in RMSE perfor-
mance on the test dataset are statistically significant according to the Wilcoxon signed rank
test.

METHOD TEST RMSE DIFFERENCE
MOCA-1-10 12.31 0
MOCA MVSL 12.43 0.12
KNN 14.46 2.15
OLS 19.95 7.64
SGD 13.30 0.99
LARS 13.07 0.76
PLSR 15.53 3.22
DTR 12.87 0.56

2.4 Conclusions
We propose a novel multi-output co-regularized learning algorithm (MOCA) and demon-
strate its application on a real world problem in oral health domain. More precisely, we
address the task of prediction of Porphyromonas species which are implicated in certain
forms of periodontal disease. In our semi-supervised modeling approach we use the fact that
interactions among different microbial species in various niches of human body are known to
exist. Such biological interactions suggest possibility to use additional information in form
of ”unlabeled data” from different niches to better predict occurrence of Porphyromonas.
We have made use of a dataset available from the human microbiome project. We derived
a training set in which we used the abundance of Porphyromonas as meta data utilized for
semi-supervised regression problem. The algorithm can be extended and used in future ex-
periments for identification of bacterial species related to the Porphyromonas abundance as
predictive and/or prognostic biomarkers. Such biomarkers may allow identification of novel
intervention strategies to lower abundance of Porphyromonas and prevent or treat periodontal
disease which has an important value for practicing dental clinicians.

Proposed MOCA method is capable of handling multidimensional, sparse metagenomic
data. It is robust to overfitting, computationally fast and capable of making use of large
amounts of unlabeled data. In comparison to supervised approaches our methods leads to
better predictive performance both on standard benchmark datasets from UCI repository and
a real world HMP dataset.
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