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Chapter 4

Unsupervised Multi-View Feature
Selection via co-regularization:
algorithm and application on oral
metagenomics data

4.1 Introduction and background
The general aim of the feature selection procedure is to extract a subset of relevant features
that capture ”important” information about the data. These features could be predictive with
respect to a certain output, they can be useful for interpretation of the obtained results, di-
mensionality reduction, visualisation of the data, etc. While supervised feature selection
has been well studied during the past decade, more recently unsupervised feature selection
techniques have received significant attention. Unsupervised feature selection is particularly
suitable when labeled data is not readily available. The methods that can take into account
manifold information contained in the data have been demonstrated to work exceptionally
well in many circumstances (e.g. Laplacian Score [87], Multi-Cluster Feature Selection [59],
Joint Embedding Learning and Sparse Regression [37] algorithms, etc.)

Despite good performance, all of these techniques have one fundamental limitation: they
are not applicable in real-world situations when one has an access to datasets consisting of
multiple views/representations e.g. various omics profiles of the patients, clinical records
coupled with FMRI images, physiological parameters, and other structured datasets that are
frequently encountered in many computational biology problems. In this chapter we intro-
duce a novel unsupervised multi-view feature selection (UMVFS) algorithm that is naturally
applicable to learning on datasets consisting of multiple data representations.

Multi-view datasets are frequently encountered in computational biology. They are also
frequent in natural language processing (e.g. documents translated into several languages),
information retrieval (multiple data representations based on link, text, or images) and many
other domains. Models that are particularly suitable for learning on datasets having more
than a single data representation were proposed, for example, in [19, 185, 33]. A classic ex-
ample being a web document classification task [19], where documents are represented via
two different views - one that is based on the links and another one based on the text docu-
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ment. Frequently, the individual data representations are not sufficient to obtain satisfactory
results and a model based on multiple views is needed to take into account all available
information.

This can be accomplished via a co-regularization framework [185], that builds on the idea
of agreement maximization among hypotheses constructed for different views. Within this
framework, the disagreement is taken into account by the so-called co-regularization term.
This framework has been successfully used for various learning problems such as semi-
supervised classification [106], regression [26], domain adaptation [53], preference learning
[205], clustering [110] and many others.

We use the co-regularization framework to derive the algorithm that simultaneously ex-
tracts the relevant subset of features and performs clustering that is consistent across different
views. In the empirical evaluation on the high dimensional multi-view dataset based on the
National Institutes of Health Human Microbiome Project (NIH HMP) study we demonstrate
the efficacy and applicability of the proposed method.

4.2 The algorithm

Consider we are given a dataset containing multiple representations. Let X(v) = {x(v)
i }ni=1.

Note that here superscript v denotes the representation for a single view. Let A(v) denote an
adjacency matrix of the graph constructed using the data representation in a view v. We can
write the normalized Laplacian matrix as L(v) = D(v)−1/2A(v)D(v)−1/2, where D(v) is the
corresponding degree matrix.

Similarly to existing single view unsupervised feature selection techniques, our multi-
view algorithm can take into account manifold structures in the data and it efficiently selects
the most relevant features via sparse regularization. Consider the following standard spectral
clustering algorithm [146] that solves the optimization problem

argmin
Q(v)

tr
(
Q(v)L(v)Q(v)T

)
,

s.t. Q(v)Q(v)T = I,

where Q(v) ∈ Rm×n denotes the cluster assignment matrix. In spectral clustering the final
cluster membership is obtained by applying the k-means algorithm on the rows of the matrix
Q(v).

Similarly to the approach taken in spectral regression and several unsupervised feature
selection techniques, we regress each sample to its low dimensional embedding and enforce
the sparsity by adding a regularization term. More concretely, we assume that x(v)

i is centered
and denote W(v) = [w

(v)
1 ,w

(v)
2 , . . . ,w

(v)
m ] ∈ Rd×m as the matrix of vectors {w(v)

i }mi=1. Then
the minimization problem can be written as

argmin
W(v)

n∑
i=1

∥∥∥W(v)Tx
(v)
i − q

(v)
i

∥∥∥2

2
=

=
∥∥∥W(v)TX(v) −Q(v)

∥∥∥2

2
+ λ
∥∥∥W(v)

∥∥∥
2,1
.
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By slightly overloading notation let us denote the w̄(v)
i as the i-th row of the matrix W(v).

Considering the task of feature selection we expect that only a small number of w̄(v)
i have

nonzero elements. As a result, the corresponding features are selected since these feature are
enough to regress original data to its low dimensional representation.

By defining the matrix U ∈ Rd×d as a diagonal matrix whose i-th element is U
(v)
ii =

1

2
∥∥∥w̄(v)

i

∥∥∥
2

we can write
∥∥∥W(v)

∥∥∥
2,1
/2 in a matrix notation as tr(W(v)TU(v)W(v)) when w̄

(v)
i is

nonzero. Then, taking the derivative with respect to W(v) we obtain

W(v) = (X(v)X(v)T + λU(v))−1X(v)Q(v)T .

So far we have formulated single-view task formulation. To take into account the agree-
ment among the hypotheses constructed for different views, we use additional co-regularization
term. For simplicity, we present a pairwise formulation and due to space limitation we omit
the detailed derivation of the algorithm. Let us consider the following objective

argmin
W(v),U(v),W(u),U(u)

tr
(
Q(v)L(v)Q(v)T

)
+

+ ν
(∥∥∥W(v)TX(v)(W(u)TX(u))T −Q(v)Q(u)T

∥∥∥2

2
+

+
∥∥∥W(v)TX(v) −Q(v)

∥∥∥2

2
+ λtr(W(v)TU(v)W(v))

)
s.t. Q(v)Q(v)T = I,Q(u)Q(u)T = I

Substituting precomputed W(v) and W(u) matrices, opening the norms, and simpli-
fying the equations by denoting R(v) = X(v)T (X(v)X(v)T + λU(v))−1X(v) and R(u) =
X(u)T (X(u)X(u)T + λU(u))−1X(u), we end up with the following optimization problem that
can be solved for each view given that the other view is fixed:

argmin
Q(v)

tr
(
Q(v)

(
L(v)+ν(I−R(v)+

+γR(v)R(u)Q(u)TQ(u)
(
R(u)R(v) − I

)
+

+Q(u)TQ(u))
)
Q(v)T

)
s.t. Q(v)Q(v)T = I.

To outline the procedure: we start by eigendecomposition of the Laplacian matrices L(v)

and L(u) constructed for each view and compute the corresponding weight matrices W(v),
W(u). Once the weights are computed we can estimate new co-regularized eigenvectors
Q(v) by fixing R(v), R(u), Q(u), and L(v) and solving the formulation stated above. Simi-
larly, we compute new co-regularized eigenvectors for Q(u) by fixing R(u), R(v), Q(v), and
L(u). We repeat the procedure several times and monitor the convergence by the difference
in the value of the objective between consecutive iterations. We stop when the difference
falls below a minimum threshold ε = 10−6. The number of iterations rarely exceeds 50.
Once the co-regularized eigenvectors for all views are computed we repeat the procedure for
estimating new W(v) and W(u), update corresponding U(v) and U(u) matrices and repeat
until convergence.
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4.3 Empirical evaluation
To demonstrate efficacy of the proposed algorithm we use a biomedical dataset based on the
National Institutes of Health Human Microbiome Project (NIH HMP) study, that is publicly
available and can be downloaded from the Human Microbiome Project website1. The NIH
HMP aims at characterizing, using next generation sequencing technology, the genetic di-
versity of microbial populations living in and on humans, and at investigating their roles in
the functioning of the human body. The HMP dataset contains microbial samples from var-
ious niches, naturally representing multiple data views. We conduct analysis on eight oral
niches: saliva, buccal mucosa (cheek), keratinized gingiva (gums), palate, tonsils, tongue
soft tissues, supra- and subgingival dental plaque (tooth biofilm above and below the gum).

We use two techniques for constructing the views as in [110]. The first approach is to con-
sider different kernel matrices as separate view representations and to combine them either
via element-wise kernel multiplication or by kernel addition. The second approach is to use
naturally existing feature splits in the dataset, representing biological oral niches based on
operational taxonomic units (OTU). We use linear, k-nearest neighbours, Gaussian kernels
and precompute σ as a median of the pair-wise Euclidean distances between the data points.
Similarly to the experimental setup described in [110, 37] we tune hyperparameters in our
model via a grid search procedure based on the labels estimated in [96]. Furthermore, we
use Normalized Mutual Information (NMI) to evaluate performance of the clustering based
on the selected subset of features. We report the results for the best single view and the
co-regularized results based on eigenvalue decomposition of the two co-regularized Lapla-
cians, as in [110]. The results are presented in Table 4.1. In each experiment the number
of features in the selected subset obtained by the UMVFS algorithm is smaller or equal to
the one obtained by the single-view methods. We observe that in most cases our UMVFS
outperforms single-view techniques in the experiments.

In addition to the real-world HMP dataset we evaluate performance of the UMVFS al-
gorithm using a synthetic dataset described in [110]. The synthetic multi-view data consists
of 1,000 examples and each view contains 2 features only. To make the dataset suitable for
feature selection task we add 48 additional noisy features, resulting in 50 features in each
view. The dataset contains two clusters. We follow an experimental setup which is similar
to the one used for the HMP dataset and report the obtained results in Table 4.2. The results
clearly demonstrate better performance of the proposed co-regularized algorithm.

4.4 Conclusions
In this chapter we have proposed an unsupervised multi-view feature selection algorithm,
a novel technique that simultaneously performs clustering and identifies the most relevant
subset of features across different views. Unlike existing unsupervised feature selection
methods, our algorithm simultaneously uses information contained in different views and
leads to more accurate results compared to the ones obtained via single-view techniques.

Our algorithm is naturally suitable for application in the computational biology domain
where datasets with multi-view representations are frequently available. We have demon-

1Available at www.hmpdacc.org/HMMCP/
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Table 4.1: Clustering performance comparison on the NIH HMP dataset. COMBI refers
to the results obtained by concatenation/combination of the features/kernels from both
views, JELSR refers to results obtained by using single-view unsupervised feature selec-
tion method introduced in [37], UMVFS refers to the results obtained by our algorithm via
co-regularization. Bold numbers indicate the method with the best NMI performance.

KERNEL VIEW 1 VIEW 2 COMBI JELSR UMVFS

Product KNN Gaussian 0.301 0.427 0.499
Product KNN Linear 0.301 0.411 0.461
Addition KNN Linear 0.301 0.411 0.461
Gaussian OTUs niche 1 OTUs niche 2 0.427 0.427 0.566

Linear OTUs niche 2 OTUs niche 3 0.411 0.411 0.52
Linear OTUs niche 3 OTUs niche 4 0.411 0.542 0.531
KNN OTUs niche 4 OTUs niche 5 0.301 0.519 0.531
KNN OTUs niche 5 OTUs niche 6 0.301 0.508 0.510
KNN OTUs niche 6 OTUs niche 7 0.301 0.584 0.584
KNN OTUs niche 7 OTUs niche 8 0.301 0.495 0.495

Table 4.2: Clustering performance comparison on a synthetic dataset. COMBI refers to the
results obtained by concatenation of the features from both views, JELSR refers to results
obtained by using single-view unsupervised feature selection method introduced in [37],
UMVFS refers to the results obtained by our algorithm via co-regularization. Bold numbers
indicate the method with the best NMI performance.

KERNEL COMBI JELSR UMVFS

Linear 0.669 0.662 0.754
Gaussian 0.703 0.590 0.740

KNN 0.673 0.514 0.766
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strated the efficacy of the algorithm on the Human Microbiome Project (NIH HMP) study
as well as on a synthetical dataset. In our experiments the proposed UMVFS algorithm
successfully identified a relevant subset of features and led to increased NMI performance.
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