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Chapter 5

Cancer type categorization and
biomarker selection via unsupervised
multi-view algorithm

5.1 Introduction and background

5.1.1 Motivation
The general aim of the feature selection procedure is to extract a subset of relevant features
that capture “important” information about the data. These features could be predictive with
respect to a certain output, they can be useful for interpretation of the obtained results, di-
mensionality reduction, visualisation of the data, etc. While supervised feature selection
has been well studied during the past decades, more recently unsupervised feature selection
techniques have received significant attention. Unsupervised feature selection is particularly
suitable when labeled data are not readily available. The methods that can take into account
manifold information contained in the data have been demonstrated to work exceptionally
well in many circumstances, e.g. Laplacian Score [87], Multi-Cluster Feature Selection [29],
Joint Embedding Learning and Sparse Regression [92] algorithms, etc.

Despite good performance, all of these techniques have one fundamental limitation: they
are not applicable in real-world situations when one has access to datasets consisting of mul-
tiple views/representations e.g. various -omics profiles of patients, clinical records coupled
with fMRI images, physiological parameters, and other structured datasets. Frequently, in-
dividual biological data representations are not sufficient to obtain satisfactory results and a
model based on multiple views is needed to take into account all available information. This
motivates a need for unsupervised multi-view method capable of simultaneous analysis of
multiple data representations of the underlying biological process from the same set of sam-
ples. Such a multi-view model should be able to investigate interactions otherwise missed
by single-view methods.

This task can be accomplished via a co-regularization framework [185], that builds on the
idea of agreement maximization among hypotheses constructed for different views. Within
this framework, disagreement is taken into account by the so-called co-regularization term.
This framework has been successfully used for various learning problems such as semi-
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supervised classification [106], regression [26], domain adaptation [53], preference learning
[205], clustering [110] and many others.

In this chapter we introduce a novel unsupervised multi-view feature selection algorithm
(UMVFS) that is naturally applicable to learning on datasets consisting of multiple data
representations frequently encountered in computational biology. Computational cancer bi-
ology is a good example of the area where multi-view unsupervised feature selection can
provide benefits. Development of a tumor is a complex process and it includes interaction
on several layers of molecular biology such as miRNA, mRNA, DNA, peptides, drug ac-
tivities etc. Recent advances in genomics allow collecting multiple datasets referring to the
same sample. Applying machine learning tools on those datasets can extract a subset of
features which differentiate among multiple types of tumors across all views. This can help
to develop fast diagnostic tools and aid cancer treatment. In this work we use a multi-view
cancer dataset panel, NCI-60, available via the CellMiner web-based query tool [181] to
demonstrate applicability of UMVFS on biological data.

5.1.2 Related work
Multiple studies have been published in which feature selection or clustering were applied
separately or subsequently on multi-omics datasets with empirical evaluation on NCI-60
datasets. To the best of our knowledge, UMVFS is the first method which jointly extracts the
relevant subset of features and at the same time performs clustering that is consistent across
different views. In this section we provide an overview of selected previous work applied on
multi-omics NCI-60 datasets.

Our method has multiple advantages compared to other methods applied on similar or
the same datasets. UMVFS is the feature selection method unlike the Similarity network
fusion method [228] applied on integration of mRNA, DNA methylation and miRNA ex-
pression data for five cancer datasets to identify subtypes with differential survival profiles.
A multi-view unsupervised approach called multiple co-inertia analysis (MCIA) was used
on transcriptome and proteome profiles [142]. Our method, compared to MCIA, imposes
sparsity in the result, so that it selects much less features than methods without introducing
regularization.

To extract important features from a quantitative proteome and kinome profile, hierar-
chical clustering and Elastic net were separately used to uncover protein signatures signifi-
cantly associated with drug sensitivity and resistance [75]. Similarly, hierarchical clustering
was first used to get clusters and afterwards correlations were calculated between bioassays
and corresponding PubChem assays to construct a network per each cluster separately [36].
Hence, these methods use a two-step approach which uses two separate objective functions
one after another. Our method, on the contrary, performs both clustering and feature selec-
tion simultaneously, within a single objective function which is faster and more rigorous than
doing so in two separate optimization steps.

Probably, the most simplistic way to integrate multiple views is to concatenate features
across all views, by merging mRNA, miRNA datasets and later applying factor analysis
combined with linear discriminant analysis to extract important features [129]. UMVFS
has an advantage to that approach, because it is robust to overfitting caused by the feature
concatenation. Another approach is to use the Bayesian sparse factor analysis to analyze
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gene expression and drug sensitivity datasets by incorporating prior knowledge regarding
gene-pathway and drug-pathway associations [134]. Our model is more versatile because it
can be applied to integrate all types of -omics datasets even if domain specific knowledge is
limited.

A straightforward approach to solve a feature selection problem is to replace the unsuper-
vised feature selection by a supervised one. Examples usually include classification coupled
with a feature selection method. It has been proposed to use the nearest shrunken centroid
method [229] which uses ”shrunken” centroids as prototypes for each class and then clas-
sification is made to the nearest centroids in a LASSO manner. Besides LASSO, genetic
algorithms can be used to perform classification directly on labels decoded from tumor tis-
sue origins on DNA data [126, 127]. UMVFS is more preferable in real world biomedical
datasets, because it does not need classification labels. In addition to that, comparing to
all three mentioned methods our method is multi-view, thus it explicitly models interaction
between multiple views.

UMVFS algorithm addresses many of the disadvantages of the methods mentioned above.
Namely, it is multi-view, thus it allows to include interaction between multiple data sources
to improve overall performance. Next, it is unsupervised, thus no labels need to be pro-
vided. Furthermore, it is sparse, thus it naturally performs feature selection simultaneously
with clustering. Among other models, ours is closely related to the multi-view clustering
concept [110], and it uses the idea of sparse spectral regression [92]. However, unlike the
multi-view clustering, it performs feature selection and unlike the sparse spectral regression,
it is applicable in multi-view cases.

5.2 Materials and methods
The aim of the study is to develop a learning algorithm that uses multiple views to jointly
select features and perform clustering. The algorithm is empirically evaluated on synthetic
multi-view datasets as well as on real world NCI-60 cancer dataset panel. Clustering perfor-
mance of the model is evaluated using Normalized Mutual Information on synthetic datasets
and compared with the performance of the single-view unsupervised feature selection model.
The relevance of selected features is compared with true features in synthetic dataset case
and with existing scientific literature in NCI-60 dataset case.

5.2.1 Mathematical formulation of the algorithm

Consider we are given a dataset containing multiple representations. Let X(v) = {x(v)
i }ni=1.

Note that here superscript v denotes the representation for a single view. Let A(v) denote an
adjacency matrix of the graph constructed using the data representation in a view v. We can
write the normalized Laplacian matrix as L(v) = D(v)−1/2A(v)D(v)−1/2, where D(v) is the
corresponding degree matrix.

Similarly to existing single view unsupervised feature selection techniques, our multi-
view algorithm can take into account manifold structures in the data and it efficiently selects
the most relevant features via sparse regularization. Consider the following standard spectral
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clustering algorithm [146] that solves the optimization problem

argmin
Q(v)

tr
(
Q(v)L(v)Q(v)T

)
,

s.t. Q(v)Q(v)T = I,

where Q(v) ∈ Rm×n denotes the cluster assignment matrix. In spectral clustering the final
cluster membership is obtained by applying the k-means algorithm on the rows of the matrix
Q(v).

Similarly to the approach taken in spectral regression and several unsupervised feature
selection techniques, we regress each sample to its low dimensional embedding and enforce
the sparsity by adding a regularization term. More concretely, we assume that x(v)

i is centered
and denote W(v) = [w

(v)
1 ,w

(v)
2 , . . . ,w

(v)
m ] ∈ Rd×m as the matrix of vectors {w(v)

i }mi=1. Then
the minimization problem can be written as

argmin
W(v)

n∑
i=1

∥∥∥W(v)Tx
(v)
i − q

(v)
i

∥∥∥2

2
=

=
∥∥∥W(v)TX(v) −Q(v)

∥∥∥2

2
+ λ
∥∥∥W(v)

∥∥∥
2,1
.

By slightly overloading notation let us denote the w̄(v)
i as the i-th row of the matrix W(v).

Considering the task of feature selection we expect that only a small number of w̄(v)
i have

nonzero elements. As a result, the corresponding features are selected since these feature are
enough to regress original data to its low dimensional representation.

By defining the matrix U ∈ Rd×d as a diagonal matrix whose i-th element is U
(v)
ii =

1

2
∥∥∥w̄(v)

i

∥∥∥
2

we can write
∥∥∥W(v)

∥∥∥
2,1
/2 in a matrix notation as tr(W(v)TU(v)W(v)) when w̄

(v)
i is

nonzero. Then, taking the derivative with respect to W(v) we obtain

W(v) = (X(v)X(v)T + λU(v))−1X(v)Q(v)T .

So far we have formulated single-view task formulation. To take into account the agree-
ment among the hypotheses constructed for different views, we use additional co-regularization
term. For simplicity, we present a pairwise formulation and due to space limitation we omit
the detailed derivation of the algorithm. Let us consider the following objective

argmin
W(v),U(v),W(u),U(u)

tr
(
Q(v)L(v)Q(v)T

)
+

+ ν
(∥∥∥W(v)TX(v)(W(u)TX(u))T −Q(v)Q(u)T

∥∥∥2

2
+

+
∥∥∥W(v)TX(v) −Q(v)

∥∥∥2

2
+ λtr(W(v)TU(v)W(v))

)
s.t. Q(v)Q(v)T = I,Q(u)Q(u)T = I

Substituting precomputed W(v) and W(u) matrices, opening the norms, and simpli-
fying the equations by denoting R(v) = X(v)T (X(v)X(v)T + λU(v))−1X(v) and R(u) =
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X(u)T (X(u)X(u)T + λU(u))−1X(u), we end up with the following optimization problem that
can be solved for each view given that the other view is fixed:

argmin
Q(v)

tr
(
Q(v)

(
L(v)+ν(I−R(v)+

+γR(v)R(u)Q(u)TQ(u)
(
R(u)R(v) − I

)
+

+Q(u)TQ(u))
)
Q(v)T

)
s.t. Q(v)Q(v)T = I.

Thus, we have three parameters to be tuned in the final implementation. The first one is λ
controlling the influence of sparsity of the selected features, the second one is ν controlling
the spectral regression part, and finally γ controlling the co-regularization between the views.

5.2.2 Datasets
Synthetic datasets

Before testing the algorithm on real world datasets, we evaluated the performance of the
UMVFS algorithm using synthetic datasets. First, we used a multi-view dataset [110] which
originally consists of a thousand examples, three views and each view contains two features
only. To make the dataset suitable for a feature selection task, we added ninety eight addi-
tional noisy features, resulting in a hundred features in each view. These datasets contain
two clusters only.

A second type of synthetic datasets was generated to assess the influence of the number
of clusters as well as the number of noisy features. We used a scikit-learn implementation
[152] of synthetic data generator to generate a dataset with corresponding labels. Then we
added additional noisy features and split the dataset into two views. Each view in these two
view synthetic datasets contains a thousand examples and twenty features in total. We varied
the number of clusters between three and five to test a multi-cluster setting, at the same time
we varied the number of useful features in each view between three and seven. Although in
most of the biological datasets the number of examples is smaller than the number features,
synthetic datasets were generated so that the number of examples is larger than the number
features. This allows to get more reliable estimation of NMI and to evaluate the influence
of the true features on performance of the model. The more realistic case is tested in the
experiments applied to NCI-60 datasets.

NCI-60 datasets

To test the algorithm on a biological multi-view dataset we used NCI-60 datasets, available
for download via the CellMiner tool [181]. CellMiner is a web application that facilitates
systems biology through the retrieval and integration of the molecular and pharmacological
datasets for the NCI-60 cell lines. It represents multiple biological views such as DNA,
RNA, miRNA datasets from various platforms. We chose the following datasets

• 162 features of reverse-phase protein lysate arrays (Proteomics data);
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• 627 features of an oligonucleotide microchip for genome-wide miRNA profiling in
human and mouse tissue (miRNA data);

• 47 features of specific oligonucleotide probes designed for each of the ATP-binding
cassette transporters (ABC transporters) using DNAStar Primer Select (mRNA data);

• 422 features retrieved from 15000 probes for 723 human and 76 human viral miRNAs
from the Agilent Human miRNA V2 GeneSpringGX platform (miRNA data);

• 626 features of the Spotted 70-mer OSU Transporter microarray (mRNA data);

Each dataset contains sixty examples referring to cell lines of leukemia/lymphomas (LE, six
examples), melanomas (ME, ten examples) and carcinomas of ovarian (OV, seven exam-
ples), renal (RE, eight examples), breast (BR, five examples), prostate (PR, two examples),
colon (CO, seven examples), lung (LC, nine examples) and central nervous system (CNS,
six examples) cancer. All datasets were scaled so that every feature has zero-mean and unit
variance.

5.2.3 Experimental setup
General settings

Similarly to the experimental setup used in previous studies [110, 92], we tuned coefficients
λ, γ and ν in our model via a grid search procedure. The other alternatives to grid search are
Random search [14], Gradient-based optimization [14], and Bayesian optimization [188],
but grid search was chosen due to its relative simplicity.. To compute similarities, we used
Gaussian kernel, where the standard deviation of the kernel is taken equal to the median of
the pair-wise Euclidean distances between the data points [110].

To measure the model performance, we used scikit-learn implementation [152] of Nor-
malized Mutual Information (NMI), which gives the mutual information between obtained
clustering based on the selected subset of features and the true clustering normalized by the
cluster entropies [190]. We report the results for each view and the co-regularized results
based on concatenation of eigenvalues extracted from the co-regularized Laplacians [110].
For simplicity and demonstration purposes, we run the model on two views and extension to
multiple views is also possible.

To evaluate influence of multi-view setting on the model performance, we compared
the performance of UMVFS to the performance of Joint Embedded Learning via Spectral
Regression (JELSR, [92]) as a baseline model. JELSR was shown to be superior to other
single-view unsupervised feature selection models such as Laplacian Score [87], Spectral
Feature Selection [242], Multi-Cluster Feature Selection [29], and Minimum Redundancy
Spectral Feature selection [243]. Since JELSR is the best among all other single-view meth-
ods, using JELSR is sufficient to compare performance of single-view and multi-view mod-
els. The aim of this study is to demonstrate advantage of multi-view model over single-view
one, therefore single-view JELSR was chosen as a good baseline model. We report four
NMI measurements calculated on labels retrieved on both JELSR and UMVFS simulations.
JELSR FC, JELSR V1, and JELSR V2 are results of single-view model runs on concatenated
feature dataset, view one, and view two respectively. UMVFS V12 is a result of multi-view
model run on both co-regularized views simultaneously.
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Choice of tumor types in NCI-60 datasets

To model the influence of biological diversity on clustering results we performed three dif-
ferent experiments on NCI-60 datasets. During each experiment we subsampled datasets
including only examples corresponding to a certain type of tumor. The basic principle be-
hind subsampling is the epithelial or non-epithelial property of a tumor provided by metadata
available on the CellMiner web-site. We performed three experiments on various view com-
binations such as provided below

1. A mix of epithelial carcinomas of ovarian (OV, seven examples), renal (RE, eight
examples), lung (LC, nine examples) cancers and non-epithelial melanoma (ME, ten
examples) tumor examples;

2. Only non-epithelial tumor cells of leukemia (LE, six examples), central nervous sys-
tem (CNS, six examples) and melanoma (ME, ten examples);

3. Only epithelial tumor cells of colon (CO, seven examples), renal (RE, eight examples)
cancers and carcinomas of ovarian (OV, seven examples) cancer.

Other types of tumors such as, for example breast cancer of prostate cancer, are excluded
from analysis due to lack of enough samples for training to distinguish differences across
tumor types. Also, lung cancer examples were excluded from the experiment 3 to achieve
equal number of cluster between experiments 2 and 3.

5.3 Results and discussion

5.3.1 Synthetic datasets
The results of UMVFS application on synthetic datasets are presented in Table 5.1. Numbers
in parentheses after the name of the dataset refer to the number of clusters and the number of
examples. Numbers in parentheses after the name of each of the views refer to the number
of total features and the number of useful ones. Table 5.1 indicates that in datasets with an
unequal number of useful features among views, NMI is usually higher on the views which
have more truly important features. In all simulations UMVFS demonstrated better NMI
compared to the single-view model. The synthetic dataset 1 [110] is imbalanced because its
view 1 contains more useful information which is reflected by higher NMI. Hence, adding
additional, apparently noisier, view 2 did not improve multi-view model’s performance no-
tably. On the contrary, the synthetic dataset 2 demonstrates relatively balanced NMI on
single-view runs. It seems like that information in each view is rather complementary than
repetitive to each other. Hence, modelling both views in a multi-view fashion provides more
benefits than modelling them separately in a single-view setting. It is seen than NMI of
UMVFS is roughly equal to sum of NMI for JELSR of views 1 and 2. These results suggest
that UMVFS is applicable and beneficial only in cases when both views contain complemen-
tary non-redundant information, because then co-regularization results in the modelling of a
clustering interactions among views, which are otherwise missed by a single-view approach.
It also obvious that feature concatenation leads to worse results compared to single view
runs, because the number of noise also increases with the number of total features.

47



The number of selected features per each simulation for both JELSR and UMVFS are
depicted on Figure 5.1. This figure provides a comparison of how much real features were

1 2 3 4 5 6 7 8
0

1

2

3

4

5

6

7

8

9

View combinations

N
um

be
r 

of
 fe

at
ur

es

 

 

View 1, True
View 1, UMVFS selected
View 1, JELSR selected
View 2, True
View 2, UMVFS selected
View 2, JELSR selected

Figure 5.1: Comparison of the number of selected features between JELSR and UMVFS
on synthetic data. The number of selected features per each view combination in the ex-
periments performed on the synthetic datasets compared between JELSR and UMVFS. The
inverse triangles mark cases when UMVFS selects more true features than JELSR.

selected by JELSR and UMVFS. Based on the output of each simulation, we observe that
in most of the cases the UMVFS algorithm selects the useful features ignoring the noisy
ones. In view combinations 1, 2, 6, 8 both JELSR and UMVFS select the same number of
features. In view combination 8 the number of selected features for both views is exactly
equal to the number of the true features. In view combinations 1, 2, 6 both models do not
select all true features for one of the views (combinations 1 and 6) or for both of views (com-
bination 2). We also observe that UMVFS gives better feature selection results compared to
single-view technique in several view combinations. Such view combinations are marked by
inverse triangles (view combinations 3, 4, 5, 7). In combination 7 UMVFS selects all true
features, while in combination 4 UMVFS selects extra false positive feature in view 2. In
view combinations 3 and 5 both JELSR and UMVFS do not select all true features, but in
combination 3 for view 2 UMVFS selects extra one true feature. Also, in combination 5 for
view 1 UMVFS selects extra one true feature. These results suggest that both UMVFS and
JELSR are conservative in terms of feature selection and tend to the false negative important
features rather than to the false positive important ones.
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Table 5.1: NMI performance of the experiments performed on two synthetic datasets. JELSR
- unsupervised single-view feature selection technique, UMVFS - unsupervised multi-view
feature selection technique. V1 and V2 - single view runs on views 1 and 2, V12 - co-
regularized multi-view runs, FC - dataset obtained by feature concatenation of both views.
First number in parentheses after data name indicates number of clusters, the second - num-
ber of examples. First number in parentheses after view name indicates total number of
features, the second - number of useful features. NMI results in boldface emphasize the best
performance, numbers in italics emphasize the second after the best performance.

Data View 1 View 2 JELSR FC JELSR V1 JELSR V2 UMVFS V12

Synth 1 (2,1000) V1 (100,2) V2 (100,2) 0.92 0.92 0.52 0.94
Synth 1 (2,1000) V1 (100,2) V3 (100,2) 0.92 0.92 0.49 0.94
Synth 2 (3,1000) V1 (20,3) V2 (20,7) 0.22 0.12 0.20 0.28
Synth 2 (3,1000) V1 (20,5) V2 (20,5) 0.22 0.20 0.17 0.36
Synth 2 (3,1000) V1 (20,7) V2 (20,3) 0.22 0.23 0.16 0.35
Synth 2 (4,1000) V1 (20,3) V2 (20,7) 0.26 0.19 0.30 0.50
Synth 2 (4,1000) V1 (20,5) V2 (20,5) 0.26 0.18 0.27 0.45
Synth 2 (5,1000) V1 (20,5) V2 (20,5) 0,31 0,25 0,24 0,36

The results on synthetic datasets suggest that the proposed UMVFS method performs
well in three different tasks simultaneously. Firstly, it detects existing clusters which was
shown by high NMI values. Secondly, it uses complementary information contained in each
views efficiently via a co-regularization procedure leading to a higher NMI than its single-
view counterpart, JELSR. Finally, it selects only the relevant subset of features which is
justified by the results of synthetic datasets where we knew a priori which features are the
true ones. Overall, results of the simulations on synthetic datasets demonstrate the advantage
of UMVFS over JELSR and we suggest that on real world datasets, such as NCI-60 datasets,
UMVFS will remove noisy features jointly with revealing true clusters in a multi-view way.

5.3.2 NCI-60 datasets
Unlike in synthetic dataset cases, we have access neither to true clusters, nor to the number
of true features for NCI-60 datasets. Therefore, measuring NMI becomes impossible and
in this section the main focus is given to the number of features selected after applying
various combinations of views in three experiments. UMVFS still needs a number of clusters
as input, and we use the number of tumor types as the number of clusters, because the
underlying biological assumption is that clustering would reveal the differences possibly
caused by the tumor types.

We performed an exhaustive search among all ten possible combinations of views across
all three experiments. The results of UMVFS for NCI-60 datasets are depicted in Figure 5.2.
This Figure demonstrates that UMVFS selects only the small subset of features and the
percentage of selected features exceeds 25% only in a few rare cases. These are Experiments
1 and 3 in view combination 5, Experiment 1 in view combination 6, Experiment 2 in view
combination 7 and Experiment 1 in view combination 1. Even in these cases one can get less
features selected by tuning λ controlling the influence of sparsity of the selected features. It is
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Figure 5.2: Percentage of selected features on NCI-60 data by UMVFS. The percentage
of selected features per each view combination in the NCI-60 dataset experiments com-
pared among three different experiments. In most of the view combinations and experiments
UMVFS selects only a small subset of useful features.

hard to observe any patterns with respect to experiment number or view combination number.
It is important though that in most other view-experiment combinations model selects a very
small fraction of features. Since UMVFS jointly optimizes feature sparsity and spectral
regression, one can suggest that the selected features are sufficient to predict eigenvectors
of the graph Laplacian matrix. The small subset of features is easier to interpret and in the
NCI-60 dataset case these features may allow finding new biomarkers discriminating clusters
of tumors.

For demonstration purposes, we provide a feature selection overview on one combination
in the Experiment 2, view combination 1; because the number of selected features in each
view was smaller than ten. In this experiment the reverse-phase protein lysate arrays dataset
was combined with the ATP-binding cassette transporters mRNA dataset. Non-epithelial tu-
mor cells of leukemia/lymphomas (LE, six examples), central nervous system (CNS, six
examples) and melanoma (ME, ten examples) were included resulting in three types of
tumors and thus three cluster simulations. Top six selected features of the proteomics-
transcriptomics non-epithelial UMVFS run are shown in Table 5.2. The threshold of top
six was selected for better visualization of results on figures and a simpler interpretation
of the results. It is important to note that these results are not based on single-view, but
on a multi-view model. Both views were co-trained and co-regularized, hence the results
were reported per each view, although they were obtained in a single run of the multi-view
model. The results of clustering were also analyzed and they very closely coincide with the
origins of tumor tissue. All CNS tumors were clustered together as well as all LE exam-
ples. Out of ten melanoma examples nine were clustered together, and only one example
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Table 5.2: The feature selection results on UMVFS for the joint protein and ABC transporters
mRNA datasets. Only non-epithelial tumor cells of leukemia, central nervous system, and
melanoma were included during the experiment. All feature importance coefficients were
normalized so that the maximum value of the coefficient was set to 1.0.

View 1, proteins View 2, mRNA

Rank Name Score Name Score

1 EP300-16 1.00 ABCC12 1.00
2 PTPN6 0.91 ABCE1 0.74
3 EP300-20 0.40 ABCB7 0.46
4 EMS1 0.26 ABCC2 0.35
5 CDK4 0.23 ABCD2 0.35
6 KRT20 0.22 ABCB4 0.25

ME:LOXIMVI was clustered in the same group with CNS tumors. Differences driven by
features among the three clusters in lysate arrays dataset view are visualized in Figure 5.3,
while differences driven by features among the three clusters in ATP-binding cassette trans-
porters mRNA dataset view are visualized in Figure 5.4. Each subplot within the figures
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Figure 5.3: Box plots of the selected top six reverse-phase protein lysate array dataset
features. Each subplot represents a cluster corresponding to a tumor subtype. The dataset
was zero-mean unit-variance scaled per each feature. Red lines on the plot connect the
median values of each feature. Compared to CNS and ME clusters, cluster LE demonstrates
much narrower distribution of selected feature values.

represents the box plot of the top six features grouped by each cluster. For simplicity we
mark cluster one as the CNS cluster, cluster two as the ME cluster and cluster three as the
LE cluster. To emphasize differences, median points were connected with solid lines. Data
were zero-mean unit-variance scaled, therefore values should be interpreted as z-scores. The
absolute value of z-score represents the distance between the raw data value and the popu-
lation mean in units of the standard deviation. Z-score is negative when the raw data value
is below the mean and positive when above. Compared to CNS and ME clusters, cluster LE
demonstrates much narrower distribution of selected feature values. The figures depict that
the combination of the selected features provides a distinct tumor profile per each cluster.
Correct separation of examples based on tumor tissue origin assures that these features in
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Figure 5.4: Box plots of the selected top six ABC transporter mRNA dataset features.
Each subplot represents a cluster corresponding to a tumor subtype. The dataset was zero-
mean unit-variance scaled per each feature. Red lines on the plot connect the median values
of each feature. Compared to CNS and ME clusters, cluster LE demonstrates much narrower
distribution of selected feature values.

combination are sufficient to cluster tumors based on their joint protein-mRNA interaction.

5.3.3 Biological relevance and interpretation
As for the results on NCI-60 datasets, some of the selected features indicated in Table 5.2
were reported in cancer literature as potential prognostic or therapeutic features in various
types of cancer, including the tumor types used in UMVFS simulations (leukemia, glioblas-
toma and melanoma). It is suggested [148] that ABCB7 downregulation is a common path-
way leading to the phenotype refractory anemia with ring sideroblasts. Primary melanoma
and metastatic melanoma cell lines showed marked increase of ABCE1 gene expression [88].
Scientific data [9] support the candidacy of CDK4 as a proto-oncogene and suggest that
deregulation of this checkpoint may represent a common step in the multistage progression
of sporadic malignant melanomas. It is suggested [235] that EP300 may serve as a potential
therapeutic target for melanoma and other malignancies by promoting cellular responses to
DNA damaging agents that are currently ineffective against specific cancers. It was found
[10] that the level of the aberrant intron-retaining splice variant was lower in CD117+ acute
myeloid leukemia patients at remission than at diagnosis, suggesting the involvement of post-
transcriptional PTPN6 processing in leukemogenesis. Not all selected features were reported
in scientific literature for all type of tumors, but that could be because these types of tumors
were not researched well with respect to that set of genes or proteins.

We also note that using the tumor tissue types as clustering labels might not be the best
option to evaluate clustering results. First of all, we solve an unsupervised machine learn-
ing problem, thus per se we do not have labels, otherwise using a classification algorithm
would be the most logical option. Secondly, the biological complexity of the problem might
be an issue. In the previous section we mentioned that ME:LOXIMVI was clustered in the
same group with central nervous system tumors, although it is a melanoma example. Ref-
erence to NCI-60 metadata revealed that this is the only example of amelanotic melanoma,
which is a type of skin cancer in which the cells do not make melanin. This difference in
comparison with the other nine melanotic melanoma examples could explain such a cluster-
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ing result. Similar mismatch between clustering results and tumor tissue types has already
been reported on NCI-60 datasets. For example, it is reported [75] that the estrogen recep-
tor (ER)-negative breast cancer cell line Hs578T clustered with the stromal/mesenchymal
cluster of glioblastoma and renal tumor cell lines. In contrast, the ER-positive breast cancer
lines MCF-7 and T47D clustered to colon cancer lines displaying an epithelial phenotype,
which is, for instance, characterized by the expression of proteins involved in cell-junction
signaling.

As mentioned before, Experiments 1, 2, 3 included cells extracted from patients with
various types of cancer. As it was shown in Figure 5.2, despite the fact that view combina-
tions are fixed, the number of selected features varies greatly among all three experiments.
These differences may be explained by the biological difference between epithelial and non-
epithelial types of tissue. This was previously reported [50] where authors’ method distin-
guished cells with epithelial versus mesenchymal (non-epithelial) characteristics, because
the epithelial to mesenchymal transition is implicated in the progression of malignancy of
epithelial cancers such as breast and colon carcinomas. Similar observations were also made
in other sources [115]. That means that UMVFS can help to reveal additional information
hidden in complexity of domain knowledge in an unsupervised way. Hence, it is more ad-
vantageous compared to supervised methods.

5.3.4 Critical analysis
The current study has a few limitations which have to be addressed. First of all, UMVFS has
three hyperparameters λ, γ and ν which were tuned via a grid search procedure in experi-
ments applied to synthetic and NCI-60 datasets. To tune these parameters a priori known
labels were used to evaluate NMI and choose combination of values resulting in the highest
NMI. However, this is not the realistic case when one uses real world datasets, because this is
an unsupervised machine learning problem. One may use any other clustering performance
measurement which does not require true labels to be known beforehand. Moreover, grid
search is a generally slow procedure, hence the need to optimize values of λ, γ and ν is a
drawback of UMVFS.

Next limitation is the number of views used in both experiments. Although it is claimed
to be multi-view, experiments on both synthetic and NCI-60 datasets were performed on
two views only. Choice of views is critical because some view combinations may lead to
better results than the other ones. Views must contain complementary information and must
give consistent clustering. If one of the views is very different than the rest ones, then co-
regularization will not improve but may even worsen the model performance. To avoid such
possible problems and to provide a proof of principle study, the current implementation of
UMVFS is limited to pairwise co-regularization of two views only.

Another challenge is a choice of a feature score threshold. Although UMVFS is claimed
to be a feature selection method, strictly speaking it is rather a feature ranking method.
Output of the UMVFS are feature score sets {r(v)

i }
(s)
i=1, {r(u)

i }
(s)
i=1. These sets are ranked in

decreasing order of their importance and the final number of selected features depends on
feature score threshold s. Choice of s is provided by a user and it can greatly influence a list
of selected features. For example, to get results depicted in Table 5.2, we used threshold of
s = 0.2, but threshold of s = 0.6 would lead to selection of only top two features per each
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view. To get results depicted in Figure 5.1 and Figure 5.2 we used threshold s = 0.1 and
that resulted in selection of false positive feature in view 2 of view combination 4 synthetic
datasets as shown in Figure 5.1. In the real world datasets it is challenging to claim whether
the selected feature truly important or not, hence biological evaluation of features becomes
very important.

5.4 Conclusions
In this chapter we have proposed an unsupervised multi-view feature selection algorithm,
a novel technique that simultaneously performs clustering and identifies the most relevant
subset of features across different views. Unlike existing unsupervised single-view feature
selection methods, our algorithm jointly uses information contained in different views and
leads to more accurate results compared to the ones obtained via single-view techniques. Our
algorithm is naturally suitable for application in the computational biology domain where
datasets with multi-view representations are frequently available. We have demonstrated the
efficacy of the algorithm on the NCI-60 dataset as well as on a synthetical dataset. In our
experiments the proposed UMVFS algorithm successfully identified a biologically relevant
subset of features and led to increased NMI performance for the synthetic datasets.

In principle, UMVFS can be applied in any biological problem where (a) labels are un-
known, (b) the number of useful features is unknown and (c) phenomenon could be reflected
with multiple complementary representations. Therefore, we used NCI-60 cell panel data as
a proof of principle study to demonstrate the power of UMVFS application in computational
cancer biology.

Features extracted by UMVFS can help specialists involved in biomedical filed to per-
form more efficient diagnosis based on discovered biomarkers and provide guidance in pa-
tient stratification in a more realistic unsupervised way. Moreover, the proposed model can
be used by other biomedical scientists who may be interested in adapting UMVFS to dif-
ferent scenarios, e.g. parallelization, implementation as a part of standard bioinformatics
toolboxes, publishing on-line as a web-based tool etc.
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