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Chapter 7

Application of deep convolutional neural
network to dental red fluorescent plaque
images

7.1 Introduction and background
Diagnosis and therapy in many areas of medicine nowadays extensively rely on technological
advances in biomedical imaging. Many in vivo physiological processes in both normal and
pathological states can be captured, visualized and presented to biomedical experts as 2D or
3D images. Such images utilize different physical phenomena to get a snapshot of the current
condition of an organ. Rapid progress in the development of new imaging techniques brings
new tools for non-invasive diagnostics and treatment of pathological states such as cancer,
neurological disorders, immune deficiency syndromes, complications of diabetes etc.

However, the traditional assessment of these images is lagging behind the technology.
The bottleneck in image processing is no longer a software or a hardware, but a human
expert. Direct visual assessment of images can be laborious and such an assessment must
be performed by experts who have had a specialized expensive training. However, even then
it does not guarantee correct diagnosis. People tend to be subjective and a panel of experts
is often needed to make the right decision during image assessment. Moreover, in a clinical
setting an expert may be required to assess hundreds of images each day, which is beyond the
capacity of a human brain, leading to a larger error after longer image assessment sessions
without breaks in between.

Dental experts are no exception to this as they also face similar problems as their col-
leagues from other fields of medicine. One of the challenges in the visual assessment of
patients during daily dental practice is dental plaque level assessment. Oral diseases like
caries or periodontitis are caused by interactions between the host and dental plaque [136].
A correct assessment of dental plaque aids the dental experts in the appropriate prognosis of a
patients gingival condition, their commitment to an oral hygiene programme or their suitabil-
ity for restorative procedures, partial dental prostheses or dental implants [156]. A novel way
to look at this plaque is the use of a Quantitative Light-induced Fluorescence (QLF) camera
which uses an excitation wavelength of 405 nm with dedicated filters to inspect the teeth
and to make images. When using this system some dental plaque fluoresces red, which is
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suggested to be an indication for the pathogenicity of the dental plaque [211, 120, 220, 212].
In contrast to microbiology or molecular biology based diagnostic tools, these images are
cheaper to collect and easier to interpret immediately. Therefore, the number of imaging
datasets is usually large enough, making them an ideal candidate for Deep Learning [116]
applications in dentistry.

In this chapter we apply Deep Learning on QLF-images to make a predictive classifica-
tion model based on the amount of red fluorescent plaque disclosed in such images. QLF
has been shown to be a convenient tool for the assessment of undisclosed in-vitro mature
dental plaque associated with pathogenic microorganisms [101]. Traditional direct visual
plaque assessment scoring methods are criticized due to their subjective nature and lack of
precision [155]. On the contrary, indirect plaque assessment via QLF-images is free from
this drawback due to its planimetric plaque assessment property [156], which enables even
very small changes in plaque to be detected. Therefore, the time taken in clinical trials to
determine any significant effects is reduced when using QLF-images, hence making clinical
assessments faster and cheaper.

Nevertheless, although both intra- and inter-examiner reliability of QLF analysis are
shown to be high [157, 219], manual assessment of QLF-images may be expensive and labo-
rious if the number of images is large. Therefore, there is a need to automate this procedure
by implementing a computer-based system for assessment of QLF-images depending on the
amount of red fluorescent dental plaque. Existing computer programs developed for this
goal have several drawbacks. They require that a user has to manually select the region of
interest on each image separately, after which the software first determines the edges of the
dentition and then the area of the dentition covered by red fluorescent plaque. This requires
that the images have been captured under the same circumstances given camera geometry,
focal distance and ambient light conditions [101], all hard to achieve under clinical settings,
making it inconvenient for the daily use in a clinical practice.

The problems mentioned above could be solved by the use of Deep Learning models,
because descriptive features can be learnt directly from raw data representations [217] us-
ing greedy layer-wise training procedure [12] combined with gradient-based learning [118].
Applications of Deep Learning in bioinformatics include cancer research [197, 66], under-
standing yeast transcriptome organization [35], prediction of splicing patterns in tissue [122],
virtual screening in drug design [208], diagnosis of Alzheimer disease [192], and prediction
of protein disorder [62].

Since images have a special two-dimensional structure, a group of Deep Learning meth-
ods called Convolutional Neural Network (CNN) explicitly uses the advantages of such a
representation [98, 119, 117]. Although there are a few examples of applications of CNN on
non-image biological datasets [244, 240], the most suitable one is computer vision for both
non-biological [107] and biological images such as mitosis detection in breast cancer [39] or
automated basal cell carcinoma detection [49].

The aim of this chapter is to describe the application of CNN to QLF-images and to com-
pare the performance of the CNN model with one from the other state of the art classification
models. All of these models were tested on several existing plaque assessment scoring sys-
tems. The influence of adding various colour channels as well as the choice of labels on the
model performance were also checked. Possible differences were explained based on the
biological nature of the problem and based on the properties of these models. The filters of
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the Deep Learning model were visualized to get a better understanding of the advantages and
drawbacks of the Deep Learning model.

7.2 Materials and methods
The main aim of this study is to build an image classification system with predictive perfor-
mance as high as possible using an appropriate modelling approach. In this section a brief
mathematical description of the model, a description of the analyzed dataset and experimen-
tal setup are presented.

7.2.1 Convolutional Neural Network
The main aim of this study is to build an image classification system with predictive perfor-
mance as high as possible using an appropriate modelling approach. In this section first a
brief mathematical description of discrete convolution is presented, then definitions of CNN
layers are provided according to Jarrett et al. [98], LeCun et al. [119], and Stutz [191].

Discrete convolution

For simplicity, let us assume a grayscale image I to be defined by a function

I : {1, . . . , n1} × {1, . . . , n2} → W ⊆ R, (j, k), (7.1)

such that the image I can be represented by an array of size n1 × n2 where each I(j, k) ∈
W represents the raw pixel intensity value. In case of colour images, W will be the set
{0, . . . , 255} representing an 8-bit channel. Then, a colour image can be represented by an
array of size n1×n2×3 assuming three colour channels, for example Red-Green-Blue (RGB)
representation. For simplicity, from now on, all definitions will be provided for grayscale
images only. Given the filter K ∈ R(2h1+1)×(2h2+1), the discrete convolution of the grayscale
image I with filter K is given by

(I ∗K)r,s :=

h1∑
u=−h1

h2∑
v=−h2

Ku,vIr+u,s+v

K =

K−h1,−h2 . . . K−h1,h2
... K0,0

...
Kh1,−h2 . . . Kh1,h2

 .

(7.2)

Convolutional layer

Let layer l ∈ Z be a convolutional layer. Then, the input of layer l comprises m(l−1)
1 feature

maps from the previous layer, each of size m(l−1)
2 × m

(l−1)
3 . In the case where l = 1, the

input is a single image I consisting of one or more channels. This way, a convolutional
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neural network directly accepts raw images as an input. The output of layer l consists of m(l)
1

feature maps of size m(l)
2 ×m

(l)
3 . The ith feature map in layer l, denoted Y (l)

i , is computed as

Y
(l)
i = B

(l)
i +

m
(l−1)
1∑
j=1

K
(l)
i,j ∗ Y

(l−1)
j , (7.3)

where B(l)
i is a bias matrix and K(l)

i,j is the filter of size (2h
(l)
1 + 1) × (2h

(l)
2 + 1) connecting

the j th feature map in layer (l − 1) with the ith feature map in layer l [119]. When applying
the discrete convolution only in the valid region of the input feature maps, the output feature
maps have sizes

m
(l)
2 = m

(l−1)
2 − 2h

(l)
1

m
(l)
3 = m

(l−1)
3 − 2h

(l)
2 .

(7.4)

Similarly to stacked denoising auto-encoders [217], convolutional layers can be stacked one
after another and extract useful feature representations using greedy layer-wise training pro-
cedure [12] combined with gradient-based learning [118].

Often, a convolutional layer contains non-linearity such that output Y (l)
i is computed by

equation (7.3) immediately followed by a non-linear transformation given by

Ỹ
(l)
i = f

(
Y

(l)
i

)
, (7.5)

where f is the activation function used in layer l and it operates point wise. Common acti-
vation functions for convolutional neural networks are the logistic sigmoid, the hyperbolic
tangent, and the rectified linear unit f(z) = max{0, z}. Non-linearity allows models to learn
more complicated relations between visible and hidden neurons and hence convolutional fil-
ters learn more complex representations.

Max-pooling layer

Mostly, each convolutional layer is followed by a max-pooling layer. In general, max-
pooling operates by placing windows at non-overlapping positions in each feature map while
keeping the maximum value per window such that the feature maps are subsampled.

Convolutional Neural Network architecture

In this work LeNet-5 architecture [118] was used with a few changes as depicted in Fig-
ure 7.1. This architecture is built based on stacking two convolutional layers with non-
linearities followed by pooling layers. Feature maps learnt after feature transformation are
then fed into the actual classifier consisting of an arbitrary number of fully connected layers.
Compared to LeNet-5, the architecture used in this chapter does not implement location-
specific gain and bias parameters and instead of average-pooling it implements max-pooling.
Furthermore, the final classification is implemented with a multinomial logistic regression,
sometimes also called softmax regression, rather than a Radial Basis Function (RBF) net-
work.
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Figure 7.1: The architecture of the CNN used in the experiments. The network consists
of two alternating convolutional layers including a non-linearity function and max-pooling
layers. The feature maps of the final pooling layer are then fed into the actual classifier, con-
sisting of one fully connected layer followed by a multinomial logistic regression function.
Multiple arrows indicate multiple connections between filters and neurons in each layer. The
output is shown for a three-class problem, therefore there are three neurons in the softmax
regression setting. However, in principle the network can learn as many classes as neces-
sary. Also, for this setting only two feature mapping layers were used, but in principle the
network may consist of more layers, depending on the size of the image and the network
hyperparameter values.
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7.2.2 Dataset
The analyzed images were taken during a clinical intervention study which was conducted
jointly at two departments; the Department of Preventive Dentistry and the Department of
Periodontology of the Academic Centre for Dentistry Amsterdam (ACTA, Academisch Cen-
trum Tandheelkunde Amsterdam in Dutch). The clinical intervention aimed to study the
dynamic changes in the oral ecosystem during an experimental gingivitis protocol, including
changes in red fluorescent plaque accumulation [212]. During this intervention study, sixty-
one systemically and orally healthy individuals were requested to refrain from any form of
oral hygiene for two weeks, resulting in plaque accumulation. QLF-images were taken at
seven time points per each individual during the study. As a result, 427 QLF-images were
taken and translated into the dataset of images with a reduced resolution of 216 × 324 raw
pixel intensities in the Red, Green and Blue channels. Hence, the analyzed dataset has di-
mensions of (427× 216× 324× 3), with feature values normalized to a [0, 1] interval.

To perform a classification on subjects, plaque assessment data per subject were col-
lected. In total, experiments on labels derived from three different plaque scoring systems
were performed as provided below.

• RF-PP: Indirect visual planimetric assessment of images via calculation of Red Fluo-
rescent Plaque (RFP) percentage using RFP analysis software QA2 V1.25 (Inspektor
Research Systems BV, Amsterdam, the Netherlands);

• RF-mQH: Indirect visual planimetric assessment of images using a modified Quigley
and Hein index [219] followed by calculating the average score per subject;

• mSLP: Direct visual assessment of the subjects in the clinical setting, assessing mod-
ified Sillness and Le Plaque Index [230] followed by calculating the total plaque per-
centage per subject.

Each of these labels is a continuous variable, thus to perform classification, these variables
were discretized and split into classes following objective criteria.

7.2.3 Ethics approval and consent to participate
This prospective cohort study was performed in accordance with the ethical principles of the
64th WMA Declaration of Helsinki (October 2013, Brazil) and the Medical Research Involv-
ing Human Subjects Act (WMO), approximating Good Clinical Practice (CPMP/ICH/135/95)
guidelines. The clinical trial was approved by the Medical Ethical Committee of the VU
Medical Center (2014.505) and registered at the public trial register of the Central Commit-
tee on Research Involving Human Subjects (CCMO) under number NL51111.029.14. All
volunteers received oral and written information about the study and signed the informed
consent form.

7.2.4 Plaque assessment and calculation of labels
All three scores are continuous, hence to translate them into classification labels it is nec-
essary to split them into classes. Based on RF-PP, individuals were observed and divided
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into three classes by a dental expert. The subjects whose RF-PP values at day 14 were in
the interval of [0, 1.7] were assigned to class 0 (low plaque accumulation). The subjects with
corresponding RF-PP values in the interval of [1.8, 6.0] were assigned to class 1 (moder-
ate plaque accumulation). The rest of the subjects with RF-PP values higher than 6.0 were
assigned to class 2 (high plaque accumulation) [212]. The thresholds were defined arbi-
trarily to get a better class separation and a roughly equal number of subjects in each class.
Splitting RF-mQH and mSLP into classes was performed separately by a mathematical mod-
elling team using quartiles and upper fence (1.5 times interquartile range) as borders between
classes. Thus, values within each of the quartiles 1, 2, 3, and upper fence received class label
0, 1, 2, and 3 respectively, while every outlier outside upper fence received class label 4.
The measurements of mSLP were made only at four time points (days -14, 0, 14, 21) thus
corresponding labels are available only for 244 examples.

7.2.5 Experimental setup
The CNN model was implemented on an NVIDIA GeForce GTX Titan X Graphics Pro-
cessing Unit (GPU) scripted using the Theano Python package [13]. The model was trained
using a stratified shuffled split procedure where 80% of the data was used as a training set,
10% of the data as a validation set, and 10% as a test set. Model parameters such as the
number of filters, filter shape, max-pooling shape, learning rate, number of epochs, number
of hidden units and others were selected via an exhaustive grid search procedure combined
with an early stopping procedure to prevent overfitting. To compare the influence of differ-
ent colour channels three dataset compositions were tested which are only Red, Red with
Green, and full RGB representations. From the domain knowledge it is known that each
channel represents a certain property of a QLF-image and the goal was to test the influence
of a combination of those properties on the model performance.

To compare the CNN performance with the performance of the other models, experi-
ments were performed using various classification models implemented in the scikit-learn
package [152] such as Logistic Regression (LR), Support Vector Machines Classifier with
Gaussian Kernel (SVMC-K), Support Vector Machines Classifier with Linear Kernel (SVMC-
L), Gaussian Nave Bayes Classifier (GNB), Gradient Boosting Classifier (GBC), K-Neighbors
Classifier (KNC), and Random Forest Classifier (RFC). Detailed description of each model,
except CNN, is out of the scope of this study and can be found elsewhere, for example in
James et al. [97]. Hyperparameters of those models were selected via a five-fold stratified
shuffled cross-validation procedure. All binary models were adapted to a multiclass setting
by using a one-versus-all approach. The predictive performance of the models was assessed
by calculating the F1-score [189]. The reported final F1-score was obtained by averaging the
results of ten random shuffles with fixed splits across all models.

7.3 Results and discussion

7.3.1 Model performance evaluation
Results of experiments for RF-PP, RF-mQH and mSLP labels are provided in Figure 7.2,
Figure 7.3, and Figure 7.4 respectively. As it is seen from Figure 7.2, in the experiment with
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the RF-PP label, most of the models have a perfect classification performance on the training
dataset, but a poor performance on the test dataset. This indicates overfitting and a poor
generalization property. Moreover, the results indicate that using only the Red channel results
in a relatively good and comparable performance between both SVM models and Logistic
Regression. Adding the Green and especially Blue channels improves the performance of
CNN compared to the other models. As a result, the best model (CNN) provided a 0.76 ±
0.05 F1-score on the test set and a 0.89 ± 0.11 F1-score on the training set.

Similar to the experiment with RF-PP labels, results depicted in Figure 7.3, and Fig-
ure 7.4 clearly demonstrate the advantage of CNN over the other models, especially after
adding the Green channel. As a result, the best model (CNN) provided a 0.54 ± 0.07 F1-
score on the test set for RF-mQH labels and a 0.40 ± 0.08 F1-score on the test set for mSLP
labels. However, unlike in the RF-PP case, adding the Blue channel did not improve and even
decreased the performance for most of the models. Also, there is a clear difference between
the performance of models applied on RF-PP and the other labels overall. Namely, even the
best model’s F1-scores are in the interval [0.4, 0.55] in the experiments with RF-mQH and
mSLP labels, which are much less than the 0.76 achieved in experiments with the RF-PP
label.

CNN GNB GBC KNC LR RFC SVMC−K SVMC−L
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CNN, training per channel
GNB, training per channel
GBC, training per channel
KNC, training per channel
LR, training per channel
RFC, training per channel
SVMC−K, training per channel
SVMC−L, training per channel

Figure 7.2: Test and training performance of models on QLF-images using classes de-
rived from the percentage of red fluorescent plaque percentage (RF-PP) values as la-
bels. The CNN achieves a 0.76 ± 0.05 test F1-score on the dataset of RGB representation,
as compared with 0.62 ± 0.06 test F1-score yielded by the best of the rest models, Support
Vector Machines Classifier with Linear Kernel on the dataset of RGB representation. Verti-
cal bars indicate the average test F1-score with corresponding standard deviations, symbols
over bars indicate the average training F1-score with corresponding standard deviations. La-
bels on the horizontal axis refer to the following models: Convolutional Neural Network
(CNN), Logistic Regression (LR), Support Vector Machines Classifier with Gaussian Kernel
(SVMC-K), Support Vector Machines Classifier with Linear Kernel (SVMC-L), Gaussian
Nave Bayes Classifier (GNB), Gradient Boosting Classifier (GBC), K-Neighbors Classifier
(KNC), and Random Forest Classifier (RFC).
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Figure 7.3: Test and training performance of models on QLF-images using classes de-
rived from the average modified Quigley and Hein (RF-mQH) values as labels. The
CNN achieves a 0.54 ± 0.07 test F1-score on the dataset of RG representation, as compared
with 0.36± 0.1 test F1-score yielded by the best of the rest models, Support Vector Machines
Classifier with Linear Kernel on the dataset of RG representation. Vertical bars indicate the
average test F1-score with corresponding standard deviations, symbols over bars indicate the
average training F1-score with corresponding standard deviations. Labels on the horizontal
axis refer to the following models: Convolutional Neural Network (CNN), Logistic Regres-
sion (LR), Support Vector Machines Classifier with Gaussian Kernel (SVMC-K), Support
Vector Machines Classifier with Linear Kernel (SVMC-L), Gaussian Nave Bayes Classifier
(GNB), Gradient Boosting Classifier (GBC), K-Neighbors Classifier (KNC), and Random
Forest Classifier (RFC).

To demonstrate how balanced the predictions of the CNN model are, a classification re-
port was provided in Table 7.1 per single experiment for RF-PP labels on RG channel dataset.
Results for the other channels and labels are similar to the ones shown in Table 7.1. This clas-
sification report indicates that the CNN model makes balanced predictions for images where
plaque levels are high (class 2) and provides slightly more biased predictions in examples
where the amount of plaque is harder to distinguish, i.e., moderate (class 1) or low (class 0).
Nevertheless, the overall model performance is high and it demonstrates no overfitting.

7.3.2 Advantages of the Deep Learning model
The results of the models’ predictive performance evaluation clearly demonstrated advantage
of the CNN model over the other models. In general, the predictive performance of the
model on previously unseen data, i.e., its generalization can be improved if certain a priori
information about the problem is added into the choice of the model architecture [117]. In
case of images, a priori information of the problem can be implemented in a model if such
a model is able to learn spatial information between the pixels of an image. This property is
explicitly embedded into the CNN model via a discrete convolution operation [116].
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Figure 7.4: Test and training performance of models on QLF-images using classes de-
rived from the percentage of modified Sillness and Le Plaque (mSLP) index values as
labels. The CNN achieves a 0.40 ± 0.08 test F1-score on the dataset of RG representation,
as compared with 0.28 ± 0.06 test F1-score yielded by the best of the rest models, Logistic
Regression Classifier on the dataset of RG representation. Vertical bars indicate the aver-
age test F1-score with corresponding standard deviations, symbols over bars indicate the
average training F1-score with corresponding standard deviations. Labels on the horizontal
axis refer to the following models: Convolutional Neural Network (CNN), Logistic Regres-
sion (LR), Support Vector Machines Classifier with Gaussian Kernel (SVMC-K), Support
Vector Machines Classifier with Linear Kernel (SVMC-L), Gaussian Nave Bayes Classifier
(GNB), Gradient Boosting Classifier (GBC), K-Neighbors Classifier (KNC), and Random
Forest Classifier (RFC).

Table 7.1: Classification report on RF-PP label, RG-channel, single shuffle. Results are
provided per class and separated by the training and test dataset performance. Overall, clas-
sification report reveals well balanced model prediction, because both precision and recall
scores are equally high.

Test Training

Class precision recall F1 precision recall F1

0 0.86 0.55 0.67 0.98 0.53 0.69
1 0.74 0.94 0.83 0.64 0.90 0.75
2 0.77 0.71 0.74 0.76 0.79 0.77

Avg. 0.78 0.77 0.76 0.79 0.74 0.74
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The use of discrete convolution via convolutional layers exploits ideas of local recep-
tive fields and shared weights. The local receptive field for the hidden neuron is a small,
localized area of neurons from the previous layer, to which the hidden neuron is connected.
Stacking multiple layers allows learning local motifs of an image and thus provides auto-
matic learning of local patterns such as edges and borders from raw pixels. Usually, properly
trained filters in each convolutional layer learn abstract visual features which are important
for classification. In the case of the QLF-images filters may learn, for example, the intensity
of red colour associated with plaque, or the sharpness of edges between gingiva and teeth
as well as between teeth. Also, each filter is replicated across the entire visual field, i.e.,
weights and bias terms are enforced to be the same for all neurons in a hidden layer, hence
weights are shared across all neurons in a layer. Such a constraint results in the detection
of image features regardless of their position in the visual field, hence allowing the model
to learn invariant representations of input images. Moreover, using a max-pooling layer
provides indirect information if a given feature is found anywhere in a region of the image
and by removing non-maximum values it removes unimportant spatial information. This re-
sults in a faster convergence during training, and a better robustness to noise and distortions
[98, 173]. Classification results shown in Figures 7.2, 7.3, 7.4 indicate the robustness of
CNN to overfitting despite image variability. Other models used in this study do not directly
embed a priori spatial information unique for image pixel representation, thus these mod-
els have poorer generalization properties and result in a lower classification performance on
previously unseen data.

The QLF-images are a good example of images where learning invariant representation
is crucial for good predictive performance. Typical examples of QLF-images for each of the
three RF-PP classes are provided in Figure 7.5. As seen from this figure, these images were

a b c

Figure 7.5: Typical examples of QLF-images taken at the last day of the clinical inter-
vention separated into three classes depending on different levels of plaque accumula-
tion, for a subject with low (a), moderate (b) or high (c) plaque accumulation. A bright
red area on teeth and the gingival margin indicates accumulated red fluorescent biofilm.
These images demonstrate both technical and natural variability of QLF-images. Images
were shot manually and as a result do not have perfectly aligned sagittal and transversal
planes and identical magnification, which introduces a technical challenge to the classifica-
tion model.

taken under various conditions such as slightly different focal distances, rotations, angles and
not all images are perfectly centered or focussed to get better resolution. Besides ambient
conditions during taking the pictures, the definition of every person is very unique and there
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is a risk that standard models would overfit and learn variations in angles and distances which
are not important for the plaque assessment.

7.3.3 Influence and visualization of convolutional filters
The CNN model has been shown to provide a superior performance in image recognition
tasks, mainly because it learns spatial information of an image by using convolutional fil-
ters. Such filters help to detect local combinations of edges which in turn form motifs,
while motifs assemble into parts, and parts build up objects [116]. It is expected that in the
QLF-images convolutional filters learn the most important patterns which are essential for
classification between the different plaque accumulation levels.

Visualizations of an original QLF-image and its filtered versions are provided in Fig-
ure 7.6. This figure displays that different filters emphasize different properties of images.

Figure 7.6: A typical example of the original image (top left) and its versions filtered
using the convolutional filters. Different filters emphasize the various properties of the
image. The filters may help to distinguish colour differences between teeth and gingiva or
highlight plaque on the dental-gingival margin area or highlight spots on teeth. This figure
visualizes why convolutional filters help to identify the properties of images important for a
better classification with a lower generalization error even if images are not perfectly aligned
or centered.

For example, some filtered images have a clear distinction between teeth and gingiva, some
of them highlight plaque in the dental-gingival margin area, and some of them highlight spots
on the teeth. Properly tuned filters allow reducing the dimensions of a dataset by learning
useful discriminative features. Therefore, CNN provided superior performance compared to
other classification models which neglect such information in their modelling methodology.
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7.3.4 Influence of multi-channel representation
For the experiments on the RF-PP plaque labels, the CNN results in superior performance
over the other classification models if all three colour channels were used. In the experiments
on the RF-mQH and mSLP labels, an improvement was achieved when only the Green chan-
nel was added. Moreover, the standard deviation of the training performance tends to be
narrower compared to when the model is applied on the Red channel only. This is especially
true for GBC, LR and both of the SVMC models.

The Red over Green ratio of pixel values is generally used to identify red fluorescent
plaque [210]. Therefore, previous work performed on QLF-images [120, 101] used the Red
over Green pixel intensities ratio instead of using the Red channel’s pixel intensity values
only. The Green channel helps to distinguish plaque from gingiva, since they have slightly
different pixel values in Green channel of RGB representation. The ratio between corre-
sponding pixel values in the Red and the Green channels is relatively constant within these
tissues in healthy conditions. Calculating ratios ensures that despite various ambient con-
ditions, using the Red over the Green ratio values corrects for differences in illumination
’device to object’ and ’object to detector’ distances. Hence, the invariant plaque estimation
can be achieved. However, values of the Green channel intensities which are closer to zero
may lead to numerical instability, because the denominator of the ratio will tend to zero.

As for adding the Blue channel, the QLF-D camera, used in this study, uses differential
filtering, which transmits nearly 100% in the red part, 15% in the green part and 15% in the
blue part of the spectrum. Unlike common diagnostic devices based on fluorescence, the
QLF-D camera detects a small portion of about 15% of the excitation light back-scattered
from the dentition. Blue backscattered light is expected to produce sharper defined edges in
images with little red fluorescent plaque, in comparison to images with a thicker layer of red
fluorescent plaque. The CNN model incorporates usage of all three colour channels without
calculating ratios, thus numerically it is more stable and preferable.

Therefore, based on these results we conclude that layer-wise feature training in the
CNN benefits from multi-channel representation of the images. Precisely speaking, the CNN
model efficiently and explicitly uses the fact that each colour channel contains important
information relevant to the classification task.

7.3.5 Influence of plaque assessment methods on classification perfor-
mance

Correct quantification and assessment of plaque is critical for patients, clinicians and re-
searchers. There are a few commonly accepted methods of plaque quantification, but none
of them is universally good and free from drawbacks. Some dental researchers recommend
to use several methods together, providing a more complete picture of the plaque quantity
[156].

The results of our study suggest that the choice of classification labels based on various
plaque assessment methods has its influence on model performance. Using RF-PP demon-
strates a better performance compared to using RF-mQH or mSLP labels. This can possibly
be explained by the different distributions for each label. To illustrate this, boxplots per label
are provided in Figure 7.7. This figure indicates that the distribution of the RF-PP is much
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Figure 7.7: The distribution of the values corresponding to each plaque assessment
method. The distribution of the RF-PP is much narrower and it contains much more outliers
outside the upper fence than the distribution of the RF-mQH and, especially, the mSLP
values. Overall, the distributions of all three labels are different although they assess the
same clinical phenomenon, which indicates that each plaque assessment method discloses
different quantity of plaque accumulation.

84



narrower and it contains much more outliers outside the upper fence than the distribution
of RF-mQH and, especially, the mSLP values. One advantage of the RF-PP score is that it
provides a single score per image or per individual. RF-mQH and mSL provide scores per
tooth site, thus to get a single score per individual or per image an aggregation procedure
is needed. This introduces an additional uncertainty in plaque assessment. Another disad-
vantage of RF-mQH and mSLP is that they are subjective by nature. To get robust results, a
panel of experts is needed to decrease the influence of such a subjectivity [156]. Moreover,
in this chapter interquartile borders were used to infer discrete scores from continuous values
of RF-mQH and mSLP, and this might not be the optimal approach.

7.3.6 Relevance of an automated classification system to a dental prac-
tice

As it is seen from Figure 7.5, there is an obvious difference between images of subjects with
low and high red fluorescent plaque accumulation. However, the difference between mod-
erate and low plaque accumulation may be less obvious. Such a difference can be judged
by a panel of experts by scoring the images, but this approach can be risky and can lead to
non-reproducible results in manual high-throughput image classification. In case of a rel-
atively small number of images and a clear distinction between classes, a misclassification
error is not a big problem, but in case of fuzzy classes and a very large number of images,
an automated classification system can help dental professionals to avoid personal bias and
greatly reduce misclassification error. Such an objective system can help to perform more
objective profiling of patient risk groups and reduce costs of appropriate preliminary train-
ing of dental professionals to distinguish plaque levels. Eventually, an objective automated
dental plaque scoring system will help to define more standardized treatment planning for
patients, possibly reducing treatment costs for patients too.

Moreover, a previous study [212] showed that classes of low, moderate and high RF-PP
were statistically significantly different at all times during the plaque accumulation period
even already at baseline. The individual RF-PP response during 14 days plaque accumulation
correlated well with RF-PP of 24 hours plaque. Thus, it is possible to use the model as a tool
for prediction of the dental plaque accumulation dynamics over an extended period of two
weeks. One must, however, remember that the results of the current study are obtained on
images taken during an experimental gingivitis intervention. Therefore, additional research
may be needed on images taken from individuals following normal oral hygiene regime to
validate this claim.

7.3.7 Limitations and possible solutions
The current study has at least three limitations which have to be addressed. Firstly, the
number of examples in the dataset is relatively small, yet sufficient enough to make certain
conclusions about the model performance. Successful examples of CNN are applied to a
dataset of about a million images from the web that contained about one thousand different
classes [107]. We expect that feeding larger QLF-image datasets to the proposed model
would result in an even lower generalization error.
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Secondly, the training time for CNN models is long, even when using modern fast GPU
machines, because the model needs to be tuned by finding subsets of optimal hyperparameter
values. Usually, the search for optimal hyperparameter values is performed experimentally
via application of various heuristic rules [23, 90], because the theoretical properties of Deep
Learning models are still poorly understood.

Finally, the results of the current study can be improved by using a boosting procedure
[44, 179, 62], so that the model provides increased weights on misclassified examples and a
total prediction is provided via an ensemble of neural networks’ predictions. However, due
to the previously mentioned training time restriction, developing such a model and imple-
menting it in practice is a challenging task.

7.4 Conclusions
In this study, we applied the CNN model for the automatic classification of red fluorescent
dental plaque images. A comparison with several other state of the art classification methods
clearly showed the advantage of the CNN model in achieving a higher prediction perfor-
mance. Such a result was possible because the CNN model explicitly learns invariant feature
representations from raw pixel intensity values. Such representations were visualized using
the convolutional filters learnt during the training of the model.

We expect that Deep Learning of red fluorescent dental plaque images can help dental
practitioners to perform efficient fluorescent plaque assessments and provide guidance in
patient diagnosis. The proposed model can be implemented as user-friendly software for
dental practitioners in daily practice and thus contribute to the improvement of patients’ oral
health.
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