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1
Introduction

The ambitions of artificial intelligence (AI) research, which is defined as “the study and
design of intelligent agents” [108], have revived recently since the so-called ‘AI winter’
in the 1980s. Much progress has been made since then and major advances were made in
all areas of AI in the 1990s. In the late 1990s, Kismet, a sociable robot head built in MIT,
could express emotions with a face [16]. In 1997, IBM’s Deep Blue [21] which relied on
pre-programmed information to hone skills beat chess world champion Garry Kasparov.
In 2005, a Stanford robot drove autonomously for 131 miles along an unrehearsed desert
trail [134] and Honda’s ASIMO robot [31], an artificially intelligent humanoid robot,
was able to walk as fast as a human, delivering trays to customers in restaurant settings.
In 2007, an autonomous vehicle built by a team from CMU autonomously navigated 55
miles in an urban environment while adhering to all traffic laws [132]. By April 2014,
Google Self-Driving Car that was built in 2009 had logged nearly 700,000 autonomous
miles [131].

“It’s time to try again. We know much more than we did before about biological
brains and how they produce intelligent behavior. We’re now at the point where we
can start applying that understanding from neuroscience, cognitive science and computer
science to the design of intelligent machines”, said Tomaso Poggio, head of Center for
Brains, Minds and Machines (CBMM) based at MIT [49]. Recently, inspired by the
human brain, remarkable progress has been made by researchers at Google DeepMind,
where they developed an artificial-intelligence system using machine learning from mas-
sive training sets to teach itself to play 49 classic computer games with only raw pixel
and game score information as input, demonstrating that it can adapt to a variety of tasks
[110].

The progress made at Google DeepMind is comparable to the important milestone in
AI made by IBM’s Deep Blue and is likely to generate advances in the theory and practice
of AI research, a central goal of which is to deploy autonomous agents to tackle real
world problems. On the strength of the booming of AI, autonomous agents are springing
up like mushrooms after the rain. These agents start entering into people’s daily life and
infiltrating areas including household, entertainment, education, healthcare, sports and
medical domain. There is even an increasing interest in integrating autonomous agents
with mobile technologies and smart products, like smart phones. For instance, Dragonbot
is a low-cost mobile robot developed by researchers at Personal Robots Group at MIT
Media Lab, to support long-term interactions between children and robots. The robot
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1. Introduction

runs entirely on an Android cell phone, which displays an animated virtual face and
provides sensory input (camera and microphone) and fully controls the actuation of the
robot (motors and speakers) [111]. Romo1, a mobile robot running on iPhone, iPod, and
SmartBot2, a robot running on Android, iPhone, iPod and Windows Phone, are two kinds
of programmable smartphone robots developed for entertainment and education that use
smartphone as its brain, sensors and interfaces to interact with the environment.

Robotics, as one popular application domain of autonomous agents, has been a rapidly
developing field with high potential growth in the future. According to an analysis
about the trends of market size of robotics from Japan Robotic Association, by 2025,
the robotics market size will reach $66.4 billion and more than 70% of the robotics mar-
ket will be occupied by personal and service robots.3 Recently, a number of service robot
companies emerged. Robo Garage4, a company in Japan, is developing a pocket-sized
robot that can move, express emotions, and socialize with people. Jibo5, a personal robot
company launched in 2014, tries to develop a social robot to be part of the nuclear family
as personal assistant and companion.

In addition to the increase of autonomous robotics, since these agents will always
operate in human inhabited environments in most real world applications, they will be
closely connected to human beings and the interaction between humans and these agents
will increase as well. Therefore, when autonomous agents enter into the real world, they
not only need to adapt to many novel, dynamic and complex situations that cannot be
imagined and pre-programmed in the lab and try to learn new skills, the human users
may also want to teach the agents behaviors they like.

However, currently, most knowledge transfer from humans to agents is through pro-
gramming, which is time-consuming and inaccessible to the general public. Reinforce-
ment learning [57, 118], a framework in which the agent learns by interacting with the
environment, is a promising approach for creating intelligent agents. In reinforcement
learning, an agent learns to solve a sequential decision task [6] that can be characterized
by the following scenario: an agent interacts with and observes a state of the environment
at the beginning of a series of discrete time steps. On the basis of the observed state of the
environment, the agent chooses and performs an action from a finite set of actions, and
receives a reward signal via a pre-defined reward function. Such environmental rewards
reflect the quality of an agent’s behavior. The agent then transitions to a new state of the
environment based on its current state and selected action. Upon observing the new state,
the agent performs another action, receives another reward and transitions to another new
state. The cycle of state observation, action selection, reward and state transition repeats
for a sequence of time steps. The objective of the agent is to learn an optimal behav-
ior policy that selects the sequence of actions that return the highest cumulative reward.
Such behavior policy associates an action to a state of the environment. Reinforcement
learning has been proven to be an effective method and succeeded in many task domains
[1, 71, 126]. Recently, deep reinforcement learning that is a combination of deep learning
[109] and reinforcement learning, is used to design agents successfully learning from 49

1http://www.romotive.com
2http://www.overdriverobotics.com
3http://www.robotshop.com/blog/en/trends-in-robotics-9806
4http://www.robo-garage.com/en/
5http://www.jibo.com
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1.1. Motivation

game tasks from raw images [92]. However, standard reinforcement learning can not be
applied in real-world agents that learn from human beings, since the optimal behavior is
usually pre-defined via a reward function (together with the transition of states), which is
inflexible and often requires programming to be modified. In the real world, most users
are non-experts in programming and they may want to change the optimal behavior and
even customize the agent’s behavior according to their preferences during the teaching
process. Moreover, the reinforcement learning agent usually learns very slowly. In the
real world, the failure of learning at an initial stage may have a huge cost. In contrast,
a human trainer who though has no expertise in programming but has much task knowl-
edge, can guide an agent’s exploration in the right direction, which will definitely speed
up agent learning to learn a reasonably good policy. Therefore, there will be a great need
for methods to facilitate the non-expert users to teach agents in a natural way.

1.1 Motivation
There are many different ways developed for ordinary people to communicate with au-
tonomous agents naturally, e.g., demonstrations, instructions or advice and human re-
wards/feedback signals. Among them, learning from demonstrations and instructions
have received considerable attention.

Learning from demonstration, also called “imitation learning”, requires an interface
for the trainer to provide demonstrations of the actions to be taught. For complex agents,
it would be hard for trainers to be able to demonstrate. Learning from instruction highly
relies on natural language processing interfaces and human-level natural language pro-
cessing is unsolved yet [142]. Some methods developed require encoding advice/instruc-
tion into a scripting or programming language, which is inaccessible to non-technical
users [88]. Other researchers succeeded in teaching specific tasks with relatively limited
vocabularies [13, 24]. In addition, both learning from demonstration and instruction need
the human trainer to be expert on the task and there could be cases when human train-
ers could not give a clear instruction or they even do not know how to perform the task
themselves but can only observe and evaluate the outcome of the agent’s behavior. In
contrast, the advantages of learning from human-delivered reward are twofold. First, hu-
man reward that evaluates an agent’s action via, e.g., reward or punishment, approval or
disapproval, like or dislike, etc., is mapped to numeric values, and can be communicated
via a simple interface that is intuitive for ordinary people and universal across tasks. Sec-
ond, intuitively, compared to demonstration or instruction, evaluating performance could
potentially take less cognition than performing or advising it oneself.

In this thesis, we focus on learning from human-delivered reward signals. The main
methods developed for agents learning from human reward are called interactive shap-
ing.6 In some interactive shaping methods, human reward is used as a supplement to en-
vironment rewards that are pre-defined via a reward function and combined into a single

6In this thesis, according the source of shaping reward, the methods regarding learning from human-
delivered reward are called interactive shaping. However, methods share the same mechanism with reward
shaping that uses potential-based reward via a potential function are also called reward shaping in some liter-
atures, and some methods take human rewards in a categorical way are called learning from discrete human
feedback, since they do not take human rewards as numeric values like the environment reward signals in
standard reinforcement learning.
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1. Introduction

reward signal to speed up agent learning by guiding its exploration in the right direction.
While in other methods, e.g., TAMER [64], agents learn a human reward function exclu-
sively from human-delivered reward signals in the absence of the environmental reward,
though the learned human reward function can also be combined together with the envi-
ronmental reward function sequentially or simultaneously to climb up the learning curve
[65, 67]. All methods will be reviewed in Section 2.2.

Though the agent can already learn from such human-delivered reward signals, how
an agent can learn efficiently from human reward is still unaddressed since agent learn-
ing critically depends on the quality and quantity of the interaction between the human
teacher and the agent. A disadvantage of learning from human-delivered reward is that
it costs human time and attention during training and the human teacher may get tired
of giving feedback all the time or get frustrated or bored, compared to agent learning
from a pre-coded reward function in reinforcement learning. Therefore, in this thesis, we
are interested in developing methods for increasing the efficiency of agent learning from
human reward by better engaging a human trainer. The inspirations of our approach in
the thesis are mostly drawn from the human learning process, like teacher-student and
parent-child scenarios.

Although TAMER [64] is used as the main foundation, the proposed methods in this
thesis can generalize to other interactive shaping methods, for example reward shaping
that is concerned with agent learning from human reward. Also, in this thesis, we do
not focus on how to learn an optimal policy but how to facilitate an agent to learn a
reasonably good policy efficiently from human reward. Moreover, optimality sometimes
is defined by a human trainer according to her preference and cannot be pre-coded in an
objective function. Therefore, to keep it simple, we focus on agent learning exclusively
from human reward, though combining with an explicitly pre-defined reward function is
also possible but orthogonal to the research in this thesis.

1.2 Research Question

With those motivations in mind, this thesis mainly focuses on answering the following
research question:

How can an autonomous agent learn to perform a sequential decision task effi-
ciently from a human teacher’s reward signal?

Like other natural teaching methods, successful learning from human-delivered re-
ward signals depends on correctly communicating relevant knowledge to the agent learner.
Therefore, we would like to develop methods to improve the efficiency of the interaction
between the human trainer and the agent, which means the effort or cost per unit used
by the trainer to train the agent to perform a task well. Intuitively, a good teacher should
maintain a good mental model of the agent’s learning state and keep track of the agent’s
learning progress. Meanwhile, an agent should be transparent and responsive to the hu-
man teacher’s feedback to better engage her. Therefore, in this thesis we are interested
in investigating what information an agent should communicate with the human trainer
and how to make use of the trainers’ social relationships to better engage them. In addi-
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tion, to further ease the human trainer’s cognitive load, we want to find a better way of
communicating the human reward.

1.3 Approach

To address the research question, in this thesis, we investigate solutions from the perspec-
tives of both agent and human teacher. Specifically, we propose three main approaches:

1. Giving information about an agent’s internal learning state .

Motivated by the knowledge transfer between a human teacher and student, we pro-
pose that the interaction between an agent and its human trainer should ideally be bi-
directional, i.e., in addition to the human giving feedback to the agent, the agent should
also give feedback to the human to inform them about its learning progress and indi-
cate the kind of human feedback that would be most useful. Thus, not only should the
human teach the agent how to complete the task, the agent should also influence the
human to teach it as effectively as possible. In Chapter 4, we propose and implement
our bi-directional approach by facilitating the agent to provide two kinds of informative
feedback: uncertainty and performance. We investigate how these two kinds of agent’s
informative feedback affect a human trainer’s training and finally agent learning. Empir-
ical results of the implementation of the approach via a user study with 51 subjects are
presented.

2. Leveraging socio-competitive feedback.

The experimental results of our bi-directional approach in Chapter 4 show that if an agent
keeps the trainer informed about the agent’s past and current performance, the trainer
will provide more feedback and the agent will ultimately perform better. To improve
the sophistication and efficacy of such a bi-directional approach, in Chapters 5 and 6
we propose to leverage the agent’s socio-competitive feedback since gamification has
been used to drive user engagement in many areas [36, 60, 143]. Therefore, in addition
to receiving feedback about how her agent is performing, the trainer can now compare
her agent’s performance to that of other trainers. The competitive information provided
by the agent forms a kind of socio-competitive feedback that is communicated to the
human trainer. We investigate how competition not only among strangers but also among
close friends or family members in remote as well as co-located scenarios impacts agent
training by human trainers and agent final learning performance. Moreover, we study
whether and how the effect differs across ages and genders.

While both our approach and the social extension mentioned above are bi-directional,
the agent’s role is still passive: it merely displays feedback for the trainer, which the
trainer can choose to look at or ignore. Therefore, we propose a second extension in
which the agent actively provides feedback to the trainer by sending messages to the
trainer to update her on her agent’s performance relative to other trainers even when she
is not training. Two user studies were conducted. One was on a Facebook app with 85
subjects to test the effect of the passive and active socio-competitive feedback among
strangers on the human trainer’s training and agent’s learning. The second user study
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conducted at NEMO (the Dutch national science museum) with 561 subjects (209 adults
and 352 children) further investigated the effect of socio-competitive feedback among
closely related trainers with a much broader range of ages and genders who trained agents
at the same time in the same room.

3. Learning from implicit human reward.

In addition to investigating how an agent can learn efficiently from explicit human reward
that is communicated intentionally, in Chapter 6, we also investigated the potential of an
agent?s learning from implicit human reward — facial expressions. Since the human
teacher may not want to give explicit feedback all the time, and facial expression as a
natural, automatic response to the observed behavior requires less or even no cognitive
load from the human trainer and is much easier to obtain, it would be immensely useful if
the agent can learn from such implicit feedback. In our user study at NEMO with agent
learning from human reward, we also investigate whether telling trainers to use facial
expression as a channel to train the agent has an effect on trainer behavior and agent
performance and whether the effect differs for different age groups and genders. Finally,
we also try to find the correlation between facial expression and explicit human reward
and train a model of them to predict human reward signals based on the trainer’s facial
expressions. The ultimate objective is to use this prediction as a reward signal to train
the agent when no explicit feedback is provided by a human trainer.

1.4 Overview
Here a brief overview of the whole thesis is given as reader’s guide. The thesis consists of
seven chapters with Chapter 1 as introduction, Chapter 2 giving background information
and Chapter 3 reviewing most related work, Chapters 4 to 6 presenting the main technical
contributions of the thesis and finally Chapter 7 summarizing the contributions of the
thesis.

Specifically, Chapter 2 gives an introduction of the crucial background information
on standard reinforcement learning in Section 2.1 and describes two main approaches for
agents learning from human reward signals, reward shaping and the TAMER framework
in Section 2.2. It also discusses supervised learning techniques used in this thesis in
Section 2.3. This chapter is the main foundation of the work in this thesis and forms the
basis for a deep understanding of the thesis’ main contributions.

Chapter 3 reviews previous research that is most related to work presented in this the-
sis. In particular, Section 3.1 surveys the main methods developed for facilitating agent
learning from a human teacher in terms of learning from human reward, demonstration
and instruction. Section 3.2 discusses previous work on agent behavior that influences a
human trainer. Section 3.3 discusses previous research on active learning.

Chapter 4 introduces the bi-directional interaction approach and studies the effects
of an agent’s uncertainty-informative and performance-informative feedback on human
trainer’s training behavior and agent’s learning performance in a user study. It also ex-
amines the reason of the performance discrepancy between agent trained by the human
teacher with uncertainty-informative feedback and control condition with a simulation
experiment.
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Chapter 5 investigates how to leverage an agent’s socio-competitive feedback to en-
gage a human trainer and improve an agent’s learning. A relatively large user study on a
Facebook app is presented. It examines the effects of both an agent’s passive and active
socio-competitive feedback on human trainer’s training and agent’s learning.

Chapter 6 investigates the effect of an agent’s competitive feedback and the poten-
tial for agents to learn from human trainers’ facial expressions via the first large-scale
study with usable data from 498 subjects by implementing TAMER in the Infinite Mario
domain. Our results show for the first time that a TAMER agent can successfully learn
to play Infinite Mario, generalizing prior work in other game environments. In addition,
our experiment supports previous studies in Chapters 4 and 5 demonstrating the impor-
tance of bi-directional feedback and competitive elements in the training interface and
shows the negative effect of telling female trainers to use facial expressions for training.
Furthermore, our analysis shows that when using facial expressions to classify positive
and negative keypress feedback, the use of facial expressions significantly outperforms
the random baseline, and telling trainers to use facial expressions makes them inclined
to exaggerate their expressions, resulting in higher accuracy for predicting positive and
negative feedback using facial expressions. Competitive conditions also elevated facial
expressiveness and further increased predicted accuracy.

Chapter 7 reviews the main contributions and conclusions of the thesis in Section 7.1.
Finally, Section 7.2 provides the most promising directions as future work.

1.5 Origins
The basis of chapters in this thesis are formed by the following publications:

• Chapter 4 is based on Li et al. [78]: Using informative behavior to increase engage-
ment in the tamer framework (AAMAS 2013) and Li et al. [81]: Using informative
behavior to increase engagement while learning from human reward (Journal of
autonomous agents and multi-agent systems).

• Chapter 5 is based on Li et al. [80]: Leveraging social networks to motivate humans
to train agents (AAMAS 2014) and Li et al. [79]: Learning from human reward
benefits from socio-competitive feedback (ICDL-EpiRob 2014).

• Chapter 6 is based on Li et al. [77]: A large-scale study of agents learning from
human reward (AAMAS 2015) and submission Li et al. [76]: Towards learning
from implicit human reward.
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2
Background

This chapter describes the background information that is essential for understanding
the whole thesis. It first briefly introduces reinforcement learning [7, 57, 118] which
provides the principle framework for this thesis. Next, it describes shaping in reinforce-
ment learning, which includes two main methods for speeding up reinforcement learning
and facilitating autonomous agents to learn to perform a sequential decision task from
human reward, namely reward shaping [74, 96] and interactive shaping [62, 64]. Interac-
tive shaping, and the TAMER framework [64] in particular, is used as the foundation for
studies in Chapters 4, 5 and 6. Lastly, this chapter briefly describes supervised learning
[9, 91] techniques, which are used as one important component of TAMER algorithm
and the whole thesis.

2.1 Reinforcement Learning
Reinforcement learning is a framework by which an agent can learn to perform a se-
quential decision task by interacting with its environment. In reinforcement learning, an
agent learns a policy that decides what action to take in the state of the environment it
encounters.

In reinforcement learning, a sequential decision task is modeled as a Markov decision
process (MDP), denoted as {S, A, T , R, �}. Here, S and A are sets of all possible states
and actions. Time is divided into discrete time steps. At each time step t, the agent
receives a representation of the environment’s state, st 2 S, takes an action at 2 A that
results in the next state of the environment. One time step later, as a consequence of
the action at taken based on the state st, the agent will receive a numerical reward, rt+1

specified by the reward function R : S⇥A⇥S ! <, which decides a numeric reward at
each time step on the basis of the current state-action pair and the resultant next state. The
probability of the next state st+1 that the agent will experience is decided by the transition
function T : S⇥A⇥S, which describes the probability of transitioning from one state to
another given a specific action, T (st, at, st+1) = Pr(st+1|st, at). Figure 2.1 depicts the
interaction between an agent and the environment in the standard reinforcement learning
framework.

The agent’s learned behavior is described as a policy , ⇡ : S ⇥ A, where ⇡(s, a) =

Pr(at = a|st = s) is the probability of selecting a possible action a in state s. The goal
of the agent is to maximize the return it receives, denoted as

P1
k=0 �

krt+k+1 at time step
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Figure 2.1: Interaction in the standard reinforcement learning framework (reproduced
from [118]).

t, where �, the discount factor usually 0  � < 1, determines the present value of future
rewards: a reward received k time steps in the future is worth only �k�1 times what it
would be worth if it were received immediately. The return for a policy ⇡ is denoted as
P1

k=0 �
kR(st+k,⇡(st+k), st+k+1). For each policy ⇡, usually there are two associated

value functions. One is the state-value function, referred to as the value of a state,
V ⇡

(s), which is the expected return when an agent starts in a state s and follows a policy
⇡ thereafter, where

V ⇡
(s) = E⇡

" 1
X

k=0

�krt+k+1|st = s

#

. (2.1)

Similarly, another value function is the action-value function, referred to as the
value of a state-action pair, Q⇡

(s, a), which is the expected return after taking an action
a in a state s, and thereafter following a policy ⇡, where

Q⇡
(s, a) = E⇡

" 1
X

k=0

�krt+k+1|st = s, at = a

#

. (2.2)

For an MDP there exists a set of optimal policies ⇡⇤, which share the same op-
timal state-value function, V ⇤, defined as V ⇤

(s) = max⇡ V
⇡
(s). Optimal poli-

cies also share the same optimal action-value function, Q⇤, defined as Q⇤
(s, a) =

max⇡ Q
⇡
(s, a). The goal of the agent is to learn a policy ⇡⇤ from experience.

2.1.1 Value Function Methods
Most reinforcement learning algorithms strive to learn value functions and derive poli-
cies from learned value functions. Once the optimal value function is learned, it will be
relatively easy to determine an optimal policy because any policy that is greedy with re-
spect to the optimal value function is an optimal policy. Here, the term greedy means for
each state the agent chooses a best action at which the maximum value can be obtained
via the value function.

A fundamental property of value functions is that they hold a consistency condition
between the value of the current state s and the value of its possible successor state s0,
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which is expressed as the Bellman equation. The Bellman equation for a state-value
function is:

V ⇡
(s) =

X

a2A

⇡(s, a)
X

s02S

T (s, a, s0)[R(s, a, s0) + �V ⇡
(s0)], (2.3)

and the Bellman equation for an action-value function is:

Q⇡
(s, a) =

X

s02S

T (s, a, s0)[R(s, a, s0) + �
X

a0

⇡(s0, a0)Q⇡
(s0, a0)]. (2.4)

For an MDP with a finite state and action space, if the model (transition function
T and reward function R) is known, the optimal value function can be solved through
dynamic programming [106] with the Bellman optimality equation. Dynamic pro-
gramming works by updating estimates of the values of states based on estimates of the
values of successor states, which is called ‘bootstrapping’. This relationship between
the consecutive states is expressed in the Bellman optimality equation. The Bellman
optimality equation for a state-value function is:

V ⇤
(s) = max

a

X

s02S

T (s, a, s0)[R(s, a, s0) + �V ⇤
(s0)], (2.5)

and the Bellman optimality equation for an action-value function:

Q⇤
(s, a) =

X

s02S

T (s, a, s0)[R(s, a, s0) + �max

a0
Q⇤

(s0, a0)]. (2.6)

The Bellman optimality equations are a system of nonlinear equations that can be
solved with a variety of methods, which is straightforward but requires tedious compu-
tation. Therefore, value iteration, a popular dynamic programming method, is used by
turning the Bellman optimality equation into an update rule to obtain an approximation
of the state-value function:

V k+1
(s) = max

a

X

s02S

T (s, a, s0)[R(s, a, s0) + �V k
(s0)]. (2.7)

Algorithm 1 describes the value iteration algorithm [118]. Value iteration learns by
repeatedly applying the Bellman optimality equation for the state value functions. For
arbitrary initialization of the state value function, the sequence of approximated state
value function is guaranteed to converge to the optimal value function with an infinite
number of iterations (i.e., ✓ is 0) under the same conditions that guarantee the existence
of the optimal value function. In practice, the algorithm stops once the changes of the
value function is small enough in a sweep and the optimal policy can usually be found in
finite iterations.

However, dynamic programming methods require a perfect model of the environ-
ment. When the model is unknown, dynamic programming methods are not applicable
since value iteration cannot be computed without knowing the transition function T and
reward function R. Therefore, temporal-difference (TD) methods [119] that learn an op-
timal action value function Q⇤ were proposed. TD methods combine dynamic program-
ming and Monte Carlo methods using experience–sampled sequences of states, actions,
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Algorithm 1: Value iteration for state-value function
Initialize array V arbitrarily (e.g., V (s) = 0 for all s 2 S+)

1: repeat
2: � 0

3: for each s 2 S do
4: v = V (s)
5: V (s) = maxa

P

s02S T (s, a, s0)[R(s, a, s0) + �V (s0)]
6: � max(�, |v � V (s)|)
7: until � < ✓
8: return a deterministic policy, ⇡, such that

⇡(s) = arg maxa

P

s02S T (s, a, s0)[R(s, a, s0) + �V (s0)]

and rewards to estimate the role of T and R in an update. In TD methods, based on the
estimate of the current Q(s, a), a temporal-difference error � is calculated between the
estimate of the current action value Q(s, a) and its estimate r+�Q(s0, a0) upon the expe-
rienced reward. For example, SARSA, a popular temporal difference method, samples
an experience (s, a, r, s0, a0) in which an agent chooses an action a in the current state s,
receives a reward r and chooses an action a0 in the transitioned next state s0, and updates
its action value as below:

Q(s, a) = Q(s, a) + ↵�

= Q(s, a) + ↵[r + �Q(s0, a0)�Q(s, a)],
(2.8)

where ↵ is the learning rate.
A SARSA agent is guaranteed to converge to the optimal action-value function when

the state and action space is finite and it visits each state-action pair an infinite number
of times. Therefore, SARSA and other TD methods need an exploration action selection
mechanism. One such mechanism that is commonly used is ✏-greedy, in which an agent
chooses actions that are greedy with respect to the current value function with probability
1� ✏ and randomly chooses an action with probability ✏.

So far we have assumed a tabular representation of the estimate of the value functions
with finite state and action space. However, for tasks with large state and action space,
it is impossible to store the value function in a table, or obtain enough data to learn the
value function accurately in reasonable time, especially for those problems with con-
tinuous state and/or action features. In such cases, the only way to learn these tasks is
to generalize from previously experienced states to the ones that have never been seen,
which can be achieved with function approximation.

In function approximation, the value function is approximated via a parameterized
function. Typically, those parameters are incrementally adjusted using supervised learn-
ing methods with features extracted from experienced states or state-action pairs as in-
put. Features extracted from states or state-action pairs often include indicator functions
over multiple states (in tile coding), radial basis functions, or hand-engineered measure-
ments. For example, a linear function approximator models an action value function as
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Q(s, a) = ~wT�(s, a), where ~w is the column weight vector and �(s, a) is the feature
vector for a state-action pair. Choosing the features is very important for function ap-
proximation to effectively represent the value function. Therefore, feature selection is
actively researched in reinforcement learning [72, 90, 99, 100, 137].

2.2 Shaping in Reinforcement Learning

Shaping is a conditioning paradigm first introduced by B.F. Skinner [102]. It is used pri-
marily in experimental analysis of behavior to change the existing behavior or construct a
behavior towards a desired target behavior by rewarding exact segments of the behavior
across successive trials. Inspired by shaping in experimental analysis of behavior, the
idea of shaping in reinforcement learning is to provide the agent learner a supplement
reward signal that encodes heuristic knowledge from the agent system designer or do-
main expert to encourage the learning agent to explore promising parts of the state and
action space in the environment. In reinforcement learning, shaping is used as a common
technique for improving learning performance in complex tasks, since the environmental
reward signal is very sparse and it usually takes a long time for the agent to achieve the
goal for the first time.

However, if these shaping rewards are applied arbitrarily, they run the risk of distract-
ing the learner from the intended goals in the environment [105]. Therefore, to guarantee
that the optimal policy maintains its optimality, potential-based reward shaping [96] was
proposed. It works by directly manipulating the reward function through adding a supple-
ment reward signal provided by a potential function that is usually manually defined by
a system designer and combining it together with the pre-defined environmental reward
as a composite reward signal.

In addition, inspired by potential-based reward shaping, a human reward signal was
also used as a supplemental reward to shape the agent learner [125, 129].1 The objective
is to facilitate the agent to learn from a human observer especially non-experts in the
agent design and speed up the agent learning at the same time. However, since the
shaping reward is provided by a human trainer not a potential function, the optimality
of the optimal policy in the task can not be guaranteed. To learn a policy according to a
human’s desire and preference, the TAMER framework [64] was proposed. A TAMER
agent can learn exclusively from the human reward in the absence of the environmental
reward. Therefore, the agent learner converges to a policy that is optimal in the presence
of human rewards, but may be suboptimal in terms of the original task.

Based on the source of the shaping reward signals, we divide reward shaping into
potential-based shaping, in which the shaping reward is provided via a potential function,
and interactive shaping, in which the shaping reward is provided by a human trainer. In
Section 2.2.1 we discuss potential-based reward shaping and in Section 2.2.2 we describe
interactive shaping, the TAMER framework in particular, since we use it as our main

1These methods regarding shaping with human-delivered reward signal shares the same mechanism with
potential-based reward shaping, since they also work by directly manipulating the reward function. Therefore,
shaping with human-delivered reward through directly manipulating the reward function is also called reward
shaping. But in this chapter, we divide the categories based on the source of shaping reward. Therefore, they
fall into the category of interactive shaping, as in Section 2.2.2.
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foundation in this thesis. Other interactive shaping techniques are reviewed in Section
3.1.1.

2.2.1 Potential-Based Reward Shaping
In potential-based reward shaping, a potential function �(·) over states is defined. The
shaping reward for transitioning from state s at time step t to state s0 at time step t+1 is
defined as F (s, s0):

F (s, s0) = ��(s0)� �(s), (2.9)

where � is a discount factor that is the same as the MDP’s environmental discount rate.
The shaping reward is added to the agent’s environmental reward for each new state the
agent experiences. Therefore, every time the agent transitions to a new state, it not only
receives a reward from a defined reward function R in the environment but also a shaping
reward via the shaping function F :

R0
= R+ F. (2.10)

Ng et al. [96] prove that without exact knowledge of the model, a potential-based
reward function is the only function that can guarantee the consistency of an optimal
policy in an MDP augmented with the potential-based shaping reward with the opti-
mal policy in the unaugmented MDP. Wiewiora [139] proves that simply initializing the
learner’s Q-values with a potential function is equivalent to agent learning from potential-
based shaping rewards provided by this function. This is because the methods regarding
potential-based reward shaping take the value function as a potential function and re-
quire actions to be selected by an advantage-based policy which selects actions based
on the relative differences in Q-values and not the exact absolute magnitude. Common
examples of advantage-based policies include greedy, "-greedy and Boltzmann soft-max
policies.

These potential-based shaping rewards based on the potential function defined over
states can provide advice on whether a state is good or not, but cannot give the same
kind of suggestion on which action to take, which is most relevant for the policy to be
learned. Therefore, Wiewiora et al. extend the potential-based shaping method proposed
by Ng et al. [96] to the case of shaping functions based on both states and actions [140].
This allows for much more specific information – the action to choose – to guide the
agent. They defined two kinds of potential-based advice: look-ahead advice and look-
back advice. In look-ahead advice, the shaping reward for an agent taking an action a in
the state s and transitioning to the next state s0 is defined as:

F (s, a, s0, a0) = ��(s0, a0)� �(s, a), (2.11)

where a0 is defined by the learning policy. In look-back advice, they do not assume
the potential function is deterministic and stable along the agent’s learning, but examine
the difference of the potential function in the current and previous situations the agent
encountered. The shaping reward for an agent taking an action a in the state s at time
step t after choosing the action a0 in the state s0 in the previous time step is defined as:
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F (s, a, s0, a0) = �(s, a)� ��1�(s0, a0). (2.12)

The theoretical properties of potential-based reward shaping still hold for look-ahead
advice and both advice functions require an additional parameter related to the policy the
agent is currently evaluating in addition to the transition execution.

Devlin and Kudenko [38] try to extend potential-based reward shaping to allow for a
dynamic potential function which allows the potential function to change online whilst
the agent is learning. Specifically, they generalize Equation 2.9 to include time as a
parameter in the potential function

F (s, t, s0, t+ 1) = ��(s, t)� �(s0, t+ 1), (2.13)

and show that the policy invariance still holds.
While those approaches for potential-based shaping require the potential function as

input, it is not always easy for the system designer to define an efficient potential func-
tion. The ideal potential function is the value function, but to define or learn such an
ideal potential function is as hard as computing the optimal policy for the MDP. There-
fore, Martha [89] proposes to learn an approximated value function in an abstract MDP
constructed from the original MDP as a potential function to shape the agent learning.
Grzes and Kudenko [48] propose a method called ‘plan-based reward shaping’, which au-
tomatically learns the potential function for potential-based reward shaping with abstract
plan knowledge represented in the form of STRIPS operators [43]. In addition, Haru-
tyunyan et al. [50] propose a framework that allows the learning of an auxiliary value
function from an arbitrary reward function specified by an expert and uses the learned
auxiliary value function as a potential function to extract potential-based advice.

2.2.2 Interactive Shaping: TAMER Framework
In interactive shaping, the shaping reward is provided by a human observer. When learn-
ing from human-delivered reward, the agent takes the reward signal as a measure of the
task performance. Similar to potential-based reward shaping, to speed up agent learning,
human reward can be added as a supplemental reward to the MDP reward to guide the
agent’s exploration [127, 129]. However, an agent can also learn exclusively from hu-
man reward in the absence of the MDP reward [53, 54, 64, 103, 117]. Since we want
to investigate the different ways of interaction and feedback with the human, the results
should not interfere with the environmental feedback and the way that it is obtained given
the followed policy in the exploration phase. Therefore, in this thesis, we mainly con-
sider agent learning from only human reward. In particular, we use Training an Agent
Manually via Evaluative Reinforcement (TAMER) framework [64] as our foundation in
this thesis, since TAMER models human reward directly and was tested and succeeded
in many simulated domains including Tetris, Mountain Car, Cart Pole, Keepaway Soc-
cer, Grid World and Interactive Robot Navigation [62, 68–70, 116]. Below the TAMER
framework and the algorithm used in the thesis are described.

TAMER considers an agent learning in the framework of the Markov decision process
(MDP) without a reward function, denoted as MDP\R. An agent learning with TAMER
consists of three key modules: (1) credit assignment, which deals with delay of human
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rewards and multiple human rewards associated appropriately with recent actions; (2)
learn a predictive model of human reward to predict the future human reward; and (3) se-
lect action with the learned model of human reward. Figure 2.2 illustrates the interaction
between a human trainer, an agent and the environment in the TAMER framework.
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Figure 2.2: Interaction in the TAMER framework (reproduced from [62]).

An agent implemented according to the TAMER framework learns from real-time
evaluations of its behavior, provided by a human trainer. From these evaluations, which
we refer to as “reward”, the TAMER agent creates a predictive model of the future human
reward and chooses actions it predicts will elicit the greatest human reward. Unlike a
standard reinforcement learning agent, in which the quality of a single action can only be
evaluated in the context of both its effect on future state and the actions that occur after the
action of interest, in TAMER, the quality of one action is evaluated by the human trainer
based on the current state the agent meets, though the human trainer may also have a long
term strategy in mind. Therefore, since the agent seeks only to maximize human reward
in TAMER and the optimal behavioral policy is decided by the reward (with transition
function), the optimality of the agent’s learned policy is defined solely by the trainer,
who could choose to train the agent to perform any behavior that can be represented
by the learned model. However, when the agent’s performance is evaluated using an
objective metric, its performance could be limited by the information provided by the
human teacher since the human reward is usually flawed compared to the environmental
reward.

A TAMER agent strives to maximize the reward caused by its immediate action,
which also contrasts with traditional reinforcement learning, in which the agent seeks
the largest discounted sum of future rewards. The intuition for why an agent can learn
to perform tasks using such a myopic valuation of reward is that human feedback can
generally be delivered with small delay—the time it takes for the trainer to assess the
agent’s behavior and deliver feedback—and the evaluation that creates a trainer’s reward
signal carries an assessment of the behavior itself, with a model of its long-term con-
sequences in mind. Until recently [68], general myopia was a feature of all algorithms
involving learning from human feedback and has received empirical support [66]. Built
to solve a variant of a Markov decision process, in which there is no reward function en-
coded before learning, the TAMER agent learns a function ˆRH(s, a) that approximates
the expectation of the experienced human rewards, RH : S ⇥ A ! <. Given a state
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Algorithm 2: TAMER algorithm
Main thread

1: while true do
2: for all sample 2 Samples do
3: ˆh creditAssign(sample,~h) // assign credit for each sample
4: updateModel( ˆRH , sample, ˆh) // update model with recorded sample and

label
5: Samples Samples \ sample // remove sample from memory
6: for all h 2 ~h do
7: if no possibility targeting any sample 2 Samples then
8: ~h ~h \ h // remove fully credited human reward
9: ˆh 0

10: s getState() // get the state description for the current state
11: a argmaxa(

ˆRH .predict(s, a))
12: Samples Samples [ {s, a} // record current state-action pair as sample
13: takeAction(a) // execute the selected action and transition to a new state
14: wait for next time step
Human interface thread

1: while true do
2: if new human reward h is received then
3: ~h ~h [ h // add new human reward signal

s, the agent myopically chooses the action with the largest estimated expected reward,
arg maxa

ˆRH(s, a). The trainer observes the agent’s behavior and can give reward cor-
responding to its quality.

Algorithm 2 describes the TAMER algorithm. In TAMER, human reward is given via
a keyboard input and attributed to the agent’s most recent action. Each press of one of the
feedback buttons registers as a scalar reward signal (either -1 or +1). This signal can also
be strengthened by pressing the button multiple times. The TAMER agent treats each
observed reward signal as part of a label for the previous (s, a). In TAMER, the credit
from the human’s reward must be appropriately distributed across some subset of the pre-
vious time steps, which is called the credit assignment problem in RL: how to distribute
credit for success among the many decisions that may have been involved in producing
it. TAMER uses a credit assignment technique creditAssign() to deal with the delay of
human reward and multiple rewards for a single time step (line 3). Specifically, inspired
by the research on the delay of human subjects’ response in visual searching tasks of
different complexities [51], TAMER defines a probability density function to estimate
the probability of the trainer’s feedback delay. This probability density function provides
the probability that the feedback occurs within any specific time interval and is used to
calculate the probability that a single reward signal is targeting a single time step. Then
TAMER records the start and end times and state-action pair of each step to a credit as-
signment window, and for each state-action pair, it aggregates multiple feedbacks into
a single label ˆh called delay-weighted aggregate reward that is defined as the sum of

17



2. Background

human rewards weighted by each reward’s probability of targeting that state-action pair.
The algorithm uses the state-action pair and calculated label ˆh as a supervised learn-
ing sample to update the model ˆRH(s, a) (line 4), then the sample is removed from the
agent’s experiential memory (line 5). The subroutine updateModel() is specific to the
supervised learning algorithm used in a particular instantiation of TAMER. For example,
incremental gradient descent described in Section 2.3.3, in which the weights of the func-
tion approximator specifying ˆRH(s, a) are updated to reduce the error |ˆh � ˆRH(s, a)|,
where ˆh is the estimate of the intended reward inferred from raw human rewards observed
shortly after taking action a in state s.

After the model update, to save memory and reduce the computational cost, the al-
gorithm removes from ~h any reward signals h that can no longer impact the labels for
future time steps or steps still active in the credit assignment module (in Samples) (lines
6-8). Then ˆh is set to 0 (line 9), and the agent obtains the current state description (line
10). The agent then greedily selects the action according to the human reward model
ˆRH(s, a), yielding the largest predicted reward (line 11). A new sample based on the
current state-action pair is then recorded (line 12). Once the action is selected, the agent
executes the action and transitions to a new state and then waits for the next time step
(lines 13-14).

The human interface thread loops constantly and repeatedly checks for input from
the trainer. If a new human reward signal h is received, it is added to ~h, allowing for any
single action to receive multiple human reward signals.

2.3 Supervised Learning
Different from standard reinforcement learning, supervised learning is a machine learn-
ing technique of inferring a function f from labeled training data [91]. For example,
given a training set X = {(~x1, y1), (~x2, y2), ..., (~xn, yn)} with each sample consisting
of a column vector input ~x and label y, the output of function f will be the label for that
sample:

yi = f(~xi), (2.14)

where i = 1, 2, ..., n.
A supervised learning algorithm analyzes the training data and deduces a best ap-

proximated representation ˆf of the function f , so that for each queried new sample ~xq ,
ˆf(~xq) ⇡ f(~xq). Therefore, ˆf can be used to map any new input sample to a desired out-
put. When the output of a supervised learning algorithm is one of K discrete classes, it
is called classification. When the output is one or more continuous variables, it is called
regression.

This section mainly describes supervised learning techniques used in this thesis.
Specifically, linear regression is employed for function approximation to model human
reward in Chapters 4 and 5 and a tree-based pairwise linear model is used in Chapter
6. Incremental gradient descent is implemented to update the learned model of human
reward in Chapters 4 and 5 and k-Nearest Neighbors is used to estimate the uncertainty
in Section 4.2.1. Random Forest [17] is also employed to model the correlation between
the human trainer’s facial expression and explicit human reward in Section 6.4.5.
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2.3.1 Linear Regression
In linear regression, a linear predictor function that is a linear function of the adjustable
parameters, is modeled from a set of observed samples with corresponding labels. Such
models are called linear models. The simplest form of linear regression models are also
linear functions of the input variables. However, we can obtain a much more useful class
of functions by taking linear combinations of a fixed set of nonlinear functions of the
input variables, known as basis functions. Such models are still linear functions of the
parameters, which gives them simple analytical properties, and yet can be nonlinear with
respect to the input variables. For example,

ˆf(~w, ~x) =

M�1
X

i=0

wi�i(~x) = ~wT
�(~x), (2.15)

where ~x is the input variable vector, M is the total number of parameters, ~w = (w0, ...,
wM�1)

T is the column parameter vector, and �(~x) = (�0(~x), ...,�M�1(~x))
T with �i(~x)

as the basis function, i = 0, ...,M � 1. In the thesis, the vector �(~x) of basis functions
is simply the identity to �(~x) = ~x.

Linear regression models are often fitted using the least squares approach with the
sum of squares error function:

F =

1

2

N
X

i=1

n

yi � ˆf(~w, ~xi)

o2
, (2.16)

where N is the number of observed samples, ~xi is the i-th training sample and yi is the
observed label for the i-th sample, ~w is the weight vector, ˆf(~w, ~xi) is the predicted label
for the i-th sample. This function calculates the sum of square error between the observed
label and predicted label with the linear model. The gradient of the sum of squares error
function is:

r~wF = �
N
X

i=1

�

yi � ~wT
�(~xi)

 

�(~xi). (2.17)

To minimize the sum of squares error, setting this gradient to zero and solving for ~w, we
can obtain the parameters ~w for the linear model.

2.3.2 Random Forest
Random forest is a combination of tree predictors such that each tree depends on the
values of a random vector sampled independently and with the same distribution for all
trees in the forest [17]. In this method a forest of trees is grown. Given a training set
X = {~x1, ~x2, ..., ~xn} with responses Y = {y1, y2, ..., yn} with each sample consisting
of a feature vector input ~x and label y, a Random Forest repeatedly (k times — number
of trees) selects a random sample with replacement of the training set and fits trees to
these samples. At each candidate split in the learning process, a random subset of the
features will be selected. The procedure is as below:

For each tree, b = 1, ..., k:
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1. Sample with replacement n training examples from X , Y ; call these Xb, Yb. This
sample will be the training set for growing the tree.

2. If there are M input variables, a number m << M is specified such that at each
node, m variables are selected at random out of the M and the best split on these
m is used to split the node. The value of m is held constant during the forest
growing.

3. Train a decision or regression tree fb on Xb, Yb to the largest extent possible.

After training, predictions for the testing set X 0 can be made by averaging the pre-
dictions from all the individual regression trees on X 0 or by taking the majority vote in
the case of decision trees.

2.3.3 Incremental Gradient Descent
Gradient descent is a first-order optimization algorithm for updating the parameters of a
function using the gradient of an objective function. To find a local minimum of a func-
tion using gradient descent, one takes steps proportional to the negative of the gradient
(or of the approximate gradient) of the function at the current point. Instead, if one takes
steps proportional to the positive of the gradient, one approaches a local maximum of
that function. For example, when minimizing an objective function F , a standard (or
“batch”) gradient descent method updates the parameter ~w with N samples during one
iteration:

~w  ~w � ↵

N
X

i=1

r~wF (~w, ~xi), (2.18)

where ↵ is a learning rate and N is the total number of samples used for updating.
However, when the training set is very large or the samples come in a continuous

stream and predictions need to be made during training, evaluating the sums of gradients
becomes very expensive. In incremental gradient descent (also known as stochastic gra-
dient descent), the true gradient of function F is approximated by a gradient at one single
sample:

~w  ~w � ↵r~wF (~w, ~x). (2.19)

This is very effective in the case of large-scale or a stream of samples. In this thesis,
incremental gradient descent is used since the human reward signal usually comes in a
stream. Specifically, we use function approximation—a linear model ˆf(~w, ~x) = ~wT~x,
and minimize the error function:

F =

1

2

n

y � ˆf(~w, ~x)
o2

, (2.20)

where ~w is the column weight vector, ~x is the sample in the feature space, y is the label
for the sample.

Therefore, the parameters ~w of the function approximator ˆf(~w, ~x) are updated as
below:
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~w  ~w � ↵r~wF

 ~w � ↵r~w
1

2

n

y � ˆf(~w, ~x)
o2

 ~w � ↵r~w
1

2

�

y � ~wT~x
 2

 ~w + ↵
�

y � ~wT~x
 

~x.

(2.21)

Given suitable learning rate ↵ and subject to relatively mild assumptions, incremental
gradient descent converges almost surely to a global minimum over the distribution of
samples when the objective function is convex, otherwise it converges almost surely to a
local minimum. For linear models, incremental gradient descent converges to the global
minimum and creates a globally linear model with respect to the error function.

2.3.4 k-Nearest Neighbors
The k-Nearest Neighbors algorithm (kNN) is a non-parametric supervised learning meth-
od used for classification and regression [91]. In both cases, the input of kNN consists of
the k closest training samples in the feature space. In kNN classification, the unlabeled
sample is assigned to a class most common among the k nearest neighbors by majority
vote. In kNN regression, the property value for a unlabeled query sample is predicted
using the k closest training examples. To determine the distance between the unlabeled
query sample and training samples, a distance function must be specified. The output
of kNN regression for the unlabeled query is usually the average of the values of its k
nearest neighbors, but sometimes the contributions of the k neighbors can be weighted,
so that the nearer neighbors contribute more to the average than the more distant ones. In
this thesis, we use the Euclidean distance as the distance function. The algorithm works
as follows:

1. Compute the Euclidean distance from the query sample to the labeled training
samples.

2. Order the labeled examples by increasing distance.

3. Find the k nearest neighbors based on the distance between the query sample and
training sample.

4. Calculate a weighted average with the k-nearest neighbors.

Different from the original kNN regression that calculates a weighted (usually by
the inverse of their distance) average of the labels for the k-nearest neighbors, in this
thesis, we use a weighted average of the distance between the k-nearest neighbors and
an unlabeled sample as a measure for the uncertainty as discussed in Section 4.2.1.
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3
Related Work

This chapter reviews previous research for transferring non-technical human knowledge
to an autonomous agent, which is related to methods and goals of work presented in this
thesis. Most work on natural teaching methods for human-agent knowledge transfer via
communication that are accessible to members of the general public try to facilitate non-
technical users to customize the agent’s behavior according to their preferences and/or
speed up the agent learning in some pre-defined tasks.

Ideally, the human-agent teaching process should be similar to a human-human one.
Therefore, some work has studied how people can teach agents, e.g., by providing advice,
guidance, critiques, demonstrations or evaluative human feedback. Section 3.1 discusses
three main categories of natural teaching methods for facilitating agents to learn from a
human teacher, namely learning from human reward, learning from demonstration and
learning from instruction or advice. These natural teaching methods were also used to in-
crease the learning speed when a pre-defined reward function is provided. Others study
how to make the agents more understandable and improve learning with these natural
teaching methods, e.g., by making the agent active or transparent with gaze behaviors,
body gestures or facial expressions. Section 3.2 discusses approaches to allow an agent’s
behavior to influence the trainer’s behavior and Section 3.3 reviews work on active learn-
ing.

3.1 Agent Learning from a Human Teacher
Many approaches have been proposed for transferring knowledge from non-technical
users to an autonomous agent, including learning from demonstration [2, 3, 122, 124],
giving instruction or advice to reinforcement learners [56, 87, 88], and learning from
human feedback [10, 64, 125, 127]. This section reviews the three main categories of
natural teaching methods.

3.1.1 Learning from Human Reward
As we introduced in Section 2.2 about shaping in reinforcement learning (RL), based
on the source of the shaping reward, an agent learning from rewards provided by a hu-
man is also called “interactive shaping”, distinguishing itself from reward shaping with
potential-based rewards via a potential function. Rewards provided by a human teacher is
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termed “human reward”, also different from the environmental reward provided through
a pre-defined reward function in traditional RL. In learning from human reward, a human
trainer evaluates the quality of an agent’s behavior and gives the agent feedback, which
it uses to improve its behavior. This kind of feedback can be restricted to express various
intensities of approval and disapproval and mapped to a numeric “reward” for the agent
to revise its behavior [53, 64, 103, 117, 125]. In contrast to learning from demonstration
[4], learning from human reward requires only a simple task-independent interface, po-
tentially less expertise and cognitive load—the amount of mental effort used to teach the
agent—from the trainer [66].

Clicker training [10, 59] is a related concept that involves using only positive reward
to train an agent. It is a form of animal training in which the sound of an audible device
such as a clicker or whistle is associated with a primary reinforcer such as food and then
used as a reward signal to guide the agent towards the desired behavior. In the first work
using both reward and punishment to train an artificial agent [53, 54], a software agent
called Cobot is developed by applying reinforcement learning in an online text-based
virtual world where users interact with each other. The agent learned to take proactive
actions from multiple sources of human reward, which are ‘reward and punish’ text-verbs
invoked by multiple users.

In addition, Thomaz and Breazeal [127, 129] implemented an interface with a tabular
Q-learning [136] agent which learns an action value function by storing the action value
for each state-action pair in a table. A separate interaction channel is provided in the
interface allowing the human to give the agent feedback. The agent aims to maximize
its total discounted reward, which is the sum of the human reward and environmental
reward. They treat the human’s feedback as an additional reward that supplements the
environmental reward, the approach of which shares the same mechanism with potential-
based reward shaping described in Section 2.2.1. Moreover, an improvement in the agent
performance is shown by allowing the trainer to give action advice on top of the human
reward. Suay and Chernova [117] extended their work to a real-world robotic system
using only the human reward.

Based on Thomaz and Breazeal’s algorithm, Tenorio et al. [125] proposed an algo-
rithm that learns from both explicit demonstrations and human rewards as well as the
environmental reward. The demonstration is first provided via verbal commands and di-
rectly used by the robot to initialize the value function with the environmental reward.
Then, as in the work of Thomaz and Breazeal, the human and environmental reward
signals are added together as a single signal for the robot learning. However, different
from Thomaz and Breazeal’s work, all human inputs (including demonstrated actions
and human rewards) in Tenorio et al.’s algorithm are given via verbal commands or feed-
back, which could introduce errors since the speech recognition system could misinter-
pret them. They assume the wrong verbal reward is not given all the time and could be
corrected with additional feedback from the user. Their results show that the robot learn-
ing with some noisy verbal feedback is slower than with perfect feedback but still faster
than learning with traditional RL.

Instead of adding the human reward and environmental reward together as a sin-
gle signal, Knox and Stone [64] proposed the TAMER framework that allows an agent
to learn from only human reward signals instead of environmental rewards by directly
modeling the human reward. A TAMER agent learns a “good” policy faster than a tra-
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ditional reinforcement agent learner, but the latter is better at maximizing the final, peak
performance after many more trials. To climb up the learning curve, in the TAMER+RL
framework [65, 67], the agent learns from both the human and environmental feedback,
leading to a better performance than learning from either alone. This can be done se-
quentially (i.e., the agent first learns from the human feedback and then the environmen-
tal feedback) [65] or simultaneously (i.e., the agent learns from both at the same time),
allowing the human trainer to provide feedback at any time during the learning process
[67]. TAMER+RL differs from shaping with potential-based rewards in that it uses the
output of the learned human reward function not the direct human reward signal.

Similar to the TAMER framework, Pilarski et al. [103] proposed a continuous action
actor-critic reinforcement learning algorithm that learns an optimal control policy for
a simulated upper-arm robotic prosthesis using only human-delivered reward signals.
Their algorithm does not model the human reward signals but treats them the same as the
environmental rewards in traditional RL and tries to learn a policy to receive the most
discounted accumulated human reward similar to non-myopic TAMER [69]. In their
experiment, a human user teaches the robot arm to learn a control policy that outputs
joint velocity commands to match three activities—reaching, retracted and relaxed, with
each consisting of a temporal sequence of two target joint angles—wrist and elbow. The
state space consists of the two joint angles and two differentials of measures of electrical
activity for each pair of opposing arm muscle groups, and the actions consists of two
angular velocities.

While the work mentioned above interprets human feedback as a numeric reward,
Loftin et al. [83] interpret human feedback as categorical feedback strategies that depend
both on the behavior the trainer is trying to teach and the trainer’s teaching strategy. They
infer knowledge about the desired behavior from cases where no feedback is provided
and show that their algorithms could learn faster than algorithms that treat the feedback
as a numeric reward.

In addition, Griffith et al. [46] proposed an approach called ‘policy shaping’ by for-
malizing the meaning of human feedback as a label on the optimality of actions and
using it directly as policy advice, instead of converting feedback signals into evaluative
rewards. They estimate the probability of optimality of a state-action pair and the feed-
back policy from human feedback with a proposed Bayes optimal algorithm—Advise.
The estimated feedback policy is combined with the learned policy from traditional rein-
forcement learning (in this case, it is Bayesian Q-learning [33] which learns a distribution
for each Q value and uses it to estimate the probability that each action a is optimal in
a state s). They compare the learning performance with policy shaping to strategies
of combining human feedback and environment rewards developed in TAMER+RL and
traditional reward shaping in a series of experiments using a simulated human teacher.
Their results show that Advise has similar performance to these state of the art meth-
ods, but is more robust to infrequent and inconsistent feedback. Cederbog et al. [22]
extended their work by evaluating policy shaping with real human teachers and show
that policy shaping is suitable for human generated data and participants in the experi-
ment even outperform the simulated teacher because they are able to recognize multiple
winning policies. In addition, they evaluate the effect of verbal instructions for when to
give feedback or be silent and different interpretations of silence. Their results show that
the quality of data is affected by what instructions is given to the human teacher and how
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the data is interpreted.
In general, an agent learning from human reward could learn a policy that outper-

forms the policy that the trainer intends to teach on the performance metric of the task
that the trainer is attempting to maximize. However, the agent learning is still limited
by the quality of the interaction between the human trainer and agent. Most above work
focused on how to facilitate an agent to learn from ordinary people with human reward
or using human reward to speed up an agent’s learning in a pre-defined task, but does
not investigate how to improve the agent’s learning from human reward as we do in this
thesis. However, Knox and Stone do investigate methods to improve the agent’s learning
from human reward using environmental rewards via a pre-defined reward function in the
TAMER+RL framework [65, 67]. Our work in this thesis differs in that it comes from the
perspective of the interaction between the agent and human trainer. The work of Loftin
et al. [83] is similar to our work in Chapter 6, where we try to use other information from
the human trainer to improve the agent learning from human feedback. Different from
their work in which they try to infer knowledge from cases where no feedback is pro-
vided, in Chapter 6 we investigate how an agent can make use of and learn from trainers’
facial expressions.

3.1.2 Learning from Demonstration
In learning from demonstration, the agent learns from sequences of state-action pairs
provided by a human trainer who demonstrates the desired behavior [4]. For example,
apprenticeship learning [2] is a form of learning from demonstration, which learns how
to perform a task using inverse reinforcement learning [97] from observations of the
behavior demonstrated by an expert teacher. It learns in an MDP without an explicitly
defined reward function but learns a reward function instead as in the TAMER framework
described in Section 2.2.2. The difference between apprenticeship learning and TAMER
is the input provided by the human trainer, where demonstrations of the desired behavior
are provided for apprenticeship learning and human reward signals—evaluations of the
agent’s behavior—are provided in the TAMER framework.

Compared to other methods for learning from demonstration that learn a direct map-
ping from states to actions with supervised learning algorithm [25, 26, 47], inverse rein-
forcement learning learns a reward function and then uses a planning algorithm to derive
the policy that maximizes the learned reward function. Though bearing a large com-
putational cost because of the planning algorithm, inverse reinforcement learning may
generalize better to novel states. To reduce the computational cost and still general-
ize well across states, MacGlashan and Littman [86] proposed receding horizon inverse
reinforcement learning (RHIRL) which learns a reward function that maximizes the ex-
pected future reward up until an intermediate horizon. Therefore, RHIRL reduces the
computational cost while still keeps the agent some ability to look into the future that
account for generalization across novel situations.

In addition, to achieve rapid learning in traditional RL and facilitate agents to learn
from humans, demonstrations are also used to bias exploration through reward shaping
[19] or improve the approximation of value function at early stages [114]. In the work
of Taylor et al. [124], an algorithm—Human-Agent Transfer (HAT)—combines learn-
ing from demonstration, transfer learning and reinforcement learning. Here, in transfer

26



3.1. Agent Learning from a Human Teacher

learning [123], knowledge from an agent learning in a source task is used in agent learn-
ing in a target task to speed up learning. A HAT agent learns rule-based summaries from
demonstrations. These rule summaries are integrated into a RL learner to bias and even
improve the agent’s learning. They investigate the effect of demonstrations from differ-
ent teachers with varying degrees of task expertise and combined demonstrations with
different qualities and quantities from two of them. They show that HAT can improve an
agent’s learning performance compared to learning without demonstrations regardless of
data source (i.e., demonstrations from single teacher or combined from multiple teach-
ers), and the number and quality of demonstrations. Moreover, the best performance is
achieved by combining the best demonstrations from two teachers.

Learning from demonstration has succeeded in many task domains, including au-
tonomous navigation [113], multi-robot coordination [27], robot soccer skills learning
[47], and helicopter flight [1]. However, there are some cases where the tasks are too
difficult or even impossible for a human trainer to demonstrate. For example, a good
policy requires actions with high-frequency or response times that are beyond a human’s
reaction ability, or when a demonstration requires the trainer to control the agent and
the agent might have more actuators that are too complex for a human demonstrator.
Moreover, the human teacher often has differences in sensing and mechanics from the
agents. In addition, the task may require the human to be an expert before being able
to control the agent, e.g., piloting a helicopter [1]. In these cases, it is infeasible for a
human trainer to provide a demonstration, especially for members of the general public.
But if the human trainer can judge the quality of the agent’s behavior, then she should
be able to provide human reward signals regardless of the task’s difficulty. Moreover, in
learning from demonstration, the learned policy derived from demonstrations is confined
by the states encountered and the corresponding actions taken during the execution of
the demonstration, which could be suboptimal in the task. Therefore, the agent’s perfor-
mance is limited by the information provided during demonstration and it is hard or even
impossible to surpass the expert.

3.1.3 Learning from Instruction or Advice
When autonomous agents learn from human beings, giving instruction or advice via nat-
ural language is an intuitive and promising way for teaching agents to perform a task,
especially for non-technical human users. In the context of agent learning, instruction
and advice can be thought of as providing a desired subset of actions given some pre-
conditions. Following the literal meanings of instruction and advice, they differ in how
the agent uses them: an agent is forced to carry out actions exactly as in the instruction,
while the agent can choose whether to perform actions suggested in advice or not.

The informational richness of instruction and advice is clearly powerful. However,
successful learning in these settings depends on correctly communicating relevant knowl-
edge to the agent learner. This proves to be a non-trivial task since allowing human users
to communicate effectively with autonomous agents in a natural way is one of the longest
standing goals of artificial intelligence.

Many advice-taking systems [88, 94] require the human to encode her advice into
a scripting or programming language, which is inaccessible to members of the general
public. Kuhlmann et al. [73] are the first to demonstrate a method mapping advice ex-
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pressed in natural language into a formal language through a domain-specific natural
language advice interpreter, which can be used to improve the reinforcement agent learn-
ing. However, manually labeled training examples are needed to train the model of the
natural language advice interpreter independently from the agent learner. Instead of map-
ping natural language instructions into a formal language, Branavan et al. [13] proposed
a reinforcement learning framework that learns how to perform a computer instruction
task (such as pressing a button, choosing a menu item, etc.) by directly mapping the
instruction written in natural language to executable actions.

However, there will likely be cases when the trainer knows that the agent has per-
formed well or poorly, but cannot state why or even give clear instructions or advice.
In these cases, positive or negative feedback will be easier to give than instructions or
advice. Although learning from human reward has clear advantages over learning from
instructions, an ideal case would allow an agent to learn from both instructions and hu-
man rewards, or even in combination with demonstrations. For instance, a trainer might
give instructions first and then use reward-based feedback to fine-tune the agent’s behav-
ior or demonstrations to show how to perform it.

Goldwasser and Roth [45] created a system that learns to interpret natural language
instructions from game interaction feedback. Specifically, they translate natural instruc-
tions to actionable game rules for Freecell—the Solitaire card game—with actions la-
beled as legal or illegal by a game API. These legal or illegal labels are used to improve
the translation model. Since these labels are quite similar to the human reward in inter-
active shaping, they could potentially be provided by a non-technical user. Interestingly,
MacGlashan et al. [85] proposed a method to allow a human to use high-level grounding
commands to convey a task without having to tell the agent how to carry it out. They
train the agent how to perform the task communicated via the command with reward
and punishment, like interactive shaping but taking human rewards in a categorical way.
Their results show that the agent can correctly interpret novel commands after training
regardless of the variety of different states or environments.

Chen and Mooney [24] proposed an algorithm that learns how to follow natural lan-
guage navigation instructions in a virtual indoor environment with hallways and land-
marks. In their work, human users first control an agent in the environment and try to
follow specific instructions within a corpus, which creates demonstrations of how to fol-
low those instructions. With these known instructions paired with demonstrations, the
algorithm creates a semantic parser. Using this semantic parser, it can interpret novel
instructions and map them to a planned navigation trajectory. Similarly, Babeş-Vroman
et al. [5] proposed a method allowing an agent to be trained to follow verbal natural lan-
guage instructions representing high-level tasks using a set of instructions paired with
demonstration traces of the appropriate behavior in a simple grid world domain with
rooms and connected doorways and movable objects.

However, general teaching via natural language is still unsolved. Most of the above
methods can only use limited vocabulary or a separate natural language interpreter needs
to be trained first. Moreover, agent learning from instruction or advice also needs the
human trainer to be an expert on the task, but there could be cases in which she does
not know how to perform the task herself but can only observe and evaluate the outcome
of the agent’s behavior. In contrast, agents learning from human reward require only
a simple interface that is intuitive for people in the general public and universal across
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tasks. In addition, it potentially takes less cognitive load and needs less expertise from
the human trainer than learning from instructions or advice.

3.2 Agent Behavior Influences the Trainer

The work reviewed in Section 3.1 considers the ways a human teacher can train an agent
effectively in a natural way. However, the output of the agent learner can also change
the nature of the input from the human, which will in turn affect the agent’s learning
performance, since the whole teaching process is dynamic and reciprocal. For example,
as the agent learning progresses, the agent learner helps the teacher by demonstrating its
current knowledge and mastery of the task to show whether and how her feedback affects
the agent learning. On the other hand, the teacher dynamically adjusts her feedback
based on the agent’s learning stages and confusion. The agent and teacher cooperate in
this process to simplify the learning and teaching of the task for each other. Therefore, a
good teacher should maintain a good mental model of the agent learner’s state and adjust
her input based on the agent learner’s performance level and confusion, thus forming a
bi-directional process.

This thesis is not the first to address the bi-directional interaction problem between
the human trainer and the agent. However, our work is the first to consider this with
learning from human reward, especially within the TAMER framework. Past work on
TAMER and TAMER+RL only communicates the agent’s action and environmental state
to the trainer and does not empirically analyze what agent information should be com-
municated to elicit training of higher quality or longer duration. Using TAMER as a
foundation, Knox et al. [63] examine how human trainers respond to changes in their
perception of the agent and to certain changes in the agent’s task-focused behavior. In
the experiment, the agent deviates from its greedy behavior—intentionally choosing ac-
tions it believes to be sub-optimal—whenever the trainer’s recent feedback is sparse, in
effect punishing the trainer for inattentiveness. They find that the agent can induce the
human trainer to give more feedback but with lower performance when the quality of the
agent’s behavior is deliberately reduced whenever the rate of human feedback decreases.

In the work of Nicolescu and Mataric [98], they allow a robot to engage a human
in the interaction and ask for help when it needs a human to assist for parts of tasks
that it is not able to perform on its own by conveying its intentions through actions.
Specifically, they investigate how a robot can ask for help after failure in the task and
in their experiment, the robot repeatedly tries to execute a failed behavior in front of a
human to communicate the nature of the problem and signal a need for help.

The work in human-robot interaction on transparent learning mechanisms is most
related to our work in Chapters 4 and 5. In the transparent learning mechanism, facial
expressions and body languages are used to express the robot’s learning state and solicit
feedback from the human teacher [14, 15, 128, 130]. For example, Breazeal et al. [14]
examine the effect of a robot’s implicit non-verbal communication (e.g., gaze direction
to communicate attention and visual awareness, eye blinks, shifts in gaze and shifts in
the body gesture between actions to convey liveliness and general awareness, shrugging
gestures and facial expression to convey confusion) in human-robot teamwork. They find
that these non-verbal communications result in a more understandable robot, an efficient

29



3. Related Work

task performance and robustness to errors that arise from miscommunication.
In addition, Thomaz and Breazeal [128] investigate as well as the human reward,

how an agent can take advantage of guidance and agent’s gaze behavior to improve its
learning performance and solicit feedback from the human teacher in a virtual kitchen
environment. A guidance is used by a human teacher to bias the agent’s action selection
by directing the agent’s attention. During the time allowing the human teacher to give
guidance, the agent’s gaze behavior is used to communicate the next action that is going
to follow to a human teacher, providing the opportunity for the human teacher to provide
guidance messages. The number of gazes is determined by the number of actions with
highest action values within some bound; thus more gazing signals a higher level of
uncertainty. Their results show that the human teacher’s guidance improves the agent’s
learning performance and creates a more efficient exploration strategy. Moreover, the
gaze behavior as a transparent act helps the human teacher understand when the agent
does (and does not) need her guidance instruction: more action guidance received from
human trainers at times of high uncertainty and less guidance at times of low uncertainty,
compared to agents that do not have the gaze behavior.

Their later work [15] expanded the interaction channels between a human teacher
and agent by proposing a Socially Guided Exploration learning mechanism, in which
a human teacher can influence the learning process through attention direction, action
suggestions, labeling goal states and good or bad feedback, while social cues, such as
eye gaze, nods, and facial expressions that express the robot’s learning state, were also
used as a transparency mechanism to build a joint activity between the robot and the
human partner, further engaging the human partner. For example, the robot could make
a happy or sad expression to acknowledge the human teacher’s good or bad feedback,
nods to confirm the task stages when the human teacher labels a task goal, or eye gaze
behavior to reassure the teacher that the robot is attending to the right object.

Similar to our work in this thesis, these above works all study the effect of an agent’s
behavior on the human’s training and agent’s learning. While the work of Knox et al. [63]
and Nicolescu and Mataric [98] studies the effect of an agent’s task-focused behavior on
human’s training and agent performance, our work investigates how manipulating the
information the agent provides can affect the trainer’s behavior and the agent’s learning
performance. The work of Thomaz and Breazeal studies the effect of using social cues,
body gestures and facial expressions to express the robot’s learning state and confusion
on the human teacher’s engagement and agent’s learning. However, our work focuses on
the agent’s learning from human reward and studies what information the agent should
share with the human trainer and the effect of agent’s sharing behavior on human’s train-
ing and agent’s learning from human reward. Moreover, our work in Chapter 5 and 6
considers the effect of the agent’s sharing of its socio-competitive feedback to express
its learning state among agents trained by a group of human trainers, while the work of
Thomaz and Breazeal focuses on a single agent. In addition, both the work of Thomaz
and Breazeal and our work seek to use other information provided by a human trainer as
well as human feedback to influence the agent’s learning process. However, while their
work studied the effect of human trainer’s attention direction, action suggestions, and
labeling goal states, our work in Chapter 6 studies how an agent can learn from a human
trainer’s facial expressions via interpreting them as human rewards to further ease the
human trainer’s cognitive load.
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3.3 Active Learning
Active learning is an inherently transparent machine learning approach that learns with
queries by addressing interactive aspects of a teacher/learner pair [29, 112]. An active
learner formulates queries to the oracle (usually a human teacher) and reveal information
about the most uncertain areas of the learning model through these queries. The examples
provided by the human teacher as responses to the queries are most informative to the
active learner and thus can significantly reduce the number of labels required from the
human teacher to learn a good model. In active learning, queries can be viewed as a kind
of transparency into the learning process, but this does not steer subsequent input from
the human teacher. Instead, through these queries, the algorithm is actually in control of
the interaction, disregarding what a human teacher will be able to provide.

In the work of Thomaz and Breazeal [82], a method with Bayesian hypothesis testing
implemented on a humanoid robot extends active learning by making use of social cues
situated in a tutelage process. Their results show that the transparent mechanism of
communicating with demonstrated learned skills and expressive gestures (such as eye
gaze, nods, perking ears) to solicit feedback and further examples from a human teacher
can maintain a mutual belief with the human teacher about the robot’s learning state and
help guide the learning process, leading to more efficient learning.

In learning from demonstration systems, most agents passively receive the demon-
strations from the trainer, neither actively gathering data nor providing feedback infor-
mation to affect the learning process. To improve what is learned from the trainer’s
demonstrations, some approaches that acquire new demonstrations by making the agent
active in the learning process have also been proposed. For example, an agent, based on
its confidence in what it has learned, can request a specific demonstration from the human
[25, 26, 47]. The human can then correct the agent’s mistakes with new demonstrations.

Chao et al. [23] implemented active learning on a robot to allow it to query a human
teacher about a demonstration with nonverbal gestures (such as pointing, gazing, and ear
color) in a tangram symbol learning task. These nonverbal gestures provide feedback of
uncertain areas of the feature space. Their results in a pilot study show that transparency
through active learning has the potential to improve the accuracy and the efficiency of a
teaching process and argue for control strategies for balancing the leading and following
during a social learning interaction.

Cakmak et al. [20] examine the effect of the time of active learning queries in the
context of human-robot interaction. They proposed three interaction modes that differ
in when the robot makes queries: the first makes a query after receiving a label from
the human teacher, the second makes a query only under certain conditions, and the
third makes a query only when explicitly requested by the teacher. The three modes
are compared with a baseline using only passive supervised learning. They find that
robots learning with the proposed three modes outperform that using passive supervised
learning and are more preferred by human subjects.

In inverse reinforcement learning, Lopes et al. [84] use active learning to reduce the
number of samples to estimate the reward function. With the demonstration from an
expert, the posterior distribution over possible reward functions is computed and used to
actively select the states whose action the expert should provide. Therefore, the expert
can demonstrate the desired behavior at the most informative states.
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These approaches are similar in motivation to ours, in that they seek human-agent
interfaces that aid agent learning. In addition, the approach of Chernova and Veloso [26]
is related to the uncertainty-informative interface we propose in Section 4.2.1, in that
the agent’s uncertainty is used to guide this interaction. However, the focus of these
methods is different but complementary to ours. While these studies are concerned with
the impact of enabling the agent to query the trainer and of enabling the trainer to give
corrective feedback after observing behavior learned from demonstration/feedback, our
work investigates how trainer behavior—and resultant agent performance—is influenced
by the specific stream of information that the agent shares with the trainer. Moreover,
like other active learning methods, the agent learning with these approaches is in control
of the interaction between the human and agent, while our method allows the agent to
passively show or actively send the information to the human trainer, where she can
choose when and which states to give feedback.

3.4 Conclusion and Discussion

This chapter first reviewed the three main natural teaching methods, namely learning
from human reward, learning from demonstration and learning from instruction or ad-
vice, which facilitate ordinary people to teach autonomous agents in a natural way. Com-
pared to the other two natural teaching methods, learning from human reward has clear
advantages. For example, it requires only a simple interface that is intuitive for ordinary
people and universal across tasks and potentially takes less cognition load. Moreover, in
learning from human reward, the human trainer can observe and evaluate the agent’s be-
havior at any time and provide the reward signals when needed, which allows the human
trainer to correct the agent’s behavior in real time and change the target behavior in the
middle of training.

By contrast, in learning from demonstration, the demonstrator can only see the agent’s
learning performance after the execution and collection of demonstrations. Once there
are any problems with the agent’s learned behavior or some bad actions that need to be
corrected, the demonstrator cannot adjust her demonstrations during the execution and
the only way is to provide some new ones. Meanwhile, agents learning from instructions
or advice can only use a limited vocabulary or a separate natural language interpreter
needs to be trained first. In addition, both learning from demonstration and instruction or
advice need the human trainer to be an expert on the task to be taught, while in learning
from human reward, only evaluations of the agent’s behavior need to be provided by the
human trainer.

However, how an agent can learn efficiently from human reward is still unaddressed
since agent learning critically depends on the quality and quantity of the interaction
between the human teacher and the agent. A disadvantage of learning from human-
delivered reward is that it costs human time and attention during training and the human
teacher may get tired of giving feedback all the time or get frustrated or bored, compared
to agent learning from a pre-coded reward function in reinforcement learning. Therefore,
our work in this thesis builds on those methods for agents learning from human reward
and explores approaches for increasing the efficiency of agent learning from human re-
ward by better engaging a human trainer.
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In this thesis, we propose methods from the perspectives of both agent and human
teacher. The work that study the effect of agent’s behavior on the human trainer and
active learning reviewed in Section 3.2 and 3.3 is most related to our work in this thesis.
From these related research reviewed in this chapter, we note novel contributions in later
chapters of this thesis.

1. Some work considers the effect of the agent’s behavior on learning from demon-
stration, action guidance, action suggestions and labeling goal states, sometimes
in combination with human feedback, and some even incorporate environmental
rewards. In this thesis, we consider the effect of agent’s behavior on the trainer
and resultant agent’s learning only from human reward, especially with human
reward explicitly modeled.

2. We consider what information the agent should share with the human trainer and
the effect of the agent’s different informative behaviors on the human trainer’s
training and agent’s learning, while others use the agent’s task-focused behavior
or some social cues, such as body language and facial expressions.

3. Outside of this thesis, no one has considered the effect of an agent’s shared social
information from agents trained by a group of trainers.

4. No one has conducted a large-scale study as we report in Chapter 6 or investi-
gated the effect of bi-directional interaction on trainers and the agent’s learning in
different age groups and genders.

5. No one has investigated the effect of telling trainers to use facial expressions as
a separate channel to train the agent, especially across different age groups and
genders.

6. Some work allows a human trainer to provide action guidance, action suggestions
and labeling goal states to further improve agent’s learning, while in Chapter 6 we
consider to further ease the human trainer’s cognitive load by exploring the poten-
tial of an agent learning from a human trainer’s facial expressions via interpreting
them as human reward.
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4
Bi-Directional Training Interfaces

In Chapter 2, we introduced the background information about reinforcement learning
and interactive shaping, and the TAMER framework in particular, for facilitating an
agent to learn from human reward—the judgement of the quality of the agent’s actions—
supplied by a trainer who observes the agent’s behavior. Intuitively, like any agent that
learns from a human, how well a TAMER agent can learn from human users will depend
critically on the efficiency of the interaction between the human trainer and the agent,
which means the effort or cost per unit used by the trainer to train the agent to perform
a task well. Therefore, to effectively transfer task knowledge from ordinary people to
agents, we need to understand how to develop interfaces that facilitate the interaction
between them while learning occurs.

In this chapter, we propose an extension to TAMER that allows the agent to give the
trainer feedback about its learning state to improve the efficiency of this interaction.1
The key idea behind our approach is that, similar to a human student and teacher, the
interactions between an agent and its human trainer should ideally be bi-directional. For
example, the teacher gives the student lessons and grades her performance to guide the
student’s learning, while the student informs the teacher about her confusion by asking
questions. Therefore, the teacher can adjust her teaching to meet the needs of the student
at different learning stages. Similarly, in the human-agent situation, not only should the
human teach the agent how to complete the task, the agent should also influence the
human to teach it as efficiently as possible. Therefore, in addition to the human giving
reward to the agent, the agent should also give feedback to the human trainer to inform her
about its progress and indicate the kind of human feedback that would be most useful.
Our goal is to allow the agent to provide responsive feedback to the trainer’s training.
We expect this could help the human trainer to understand how her feedback affects the
agent’s learning and to adjust her training to make the training process more efficient.

Specifically, in Section 4.2, we present two interfaces investigating the influence of
the agent’s feedback on the human trainer’s training behavior and its learning within the
TAMER framework. In the first, the uncertainty-informative interface, the agent informs
the human of its uncertainty about the actions it selects with a bar graph, in the hope that
this motivates the human to reduce that uncertainty by focusing feedback on the most
needed states. In the second, the performance-informative interface, the agent informs
the human about its current performance in the task relative to its earlier performance

1This chapter is based on publications by the author and his colleagues[78, 81].
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also with a bar graph, which we expect will motivate the human to give the feedback
needed to further improve the performance. We hypothesize that the agent’s informative
feedback will cause the human to train longer, give more feedback and that the agent
performance will be improved as a result.

We tested these hypotheses by conducting a user study with 51 subjects and com-
paring the agents trained with these informative interfaces to the original TAMER agent
in Section 4.3. Section 4.1.2 describes the experimental platform—Tetris. Section 4.4
reports the experimental results. We found that the agent’s informative feedback can
significantly increase the duration of training and the amount of feedback provided by
the trainer, with the uncertainty-informative interface generating the most feedback. As
we expected, our results show that the performance-informative feedback led to substan-
tially better agent performance. Surprisingly, the uncertainty-informative feedback led
to worse agent performance although much more human feedback was elicited. Fur-
thermore, using principle component analysis, we show how trainers in the two con-
ditions train agents differently. In addition, by simulating the influence of the agent’s
uncertainty-informative behavior on a human’s training behavior, we show that trainers
could be distracted by the agent sharing its uncertainty levels about its actions, which
may explain the performance discrepancy between the uncertainty-informative condition
and the control condition.

Altogether, these results not only provide insights into TAMER, they also highlight
the importance of interface design—a previously under-emphasized aspect of agent train-
ing using humans—by providing evidence of its influence on human training behavior.
Furthermore, the results that measuring performance increased performance, and mea-
suring uncertainty reduced uncertainty, also fit with a pattern observed in organizational
behavior research that follows from the adage “you get what you measure” [12]—sharing
behavior-related metrics will tend to make people attempt to improve their scores with
respect to that metric. This provides a potentially powerful guiding principle for human-
agent interface design in general.

4.1 Background

4.1.1 The TAMER Framework

In this chapter, we investigate how manipulating the information a TAMER agent pro-
vides can affect the trainer’s behavior and the TAMER agent’s learning performance. The
TAMER framework is described fully in Section 2.2.2 and summarized here for conve-
nience. A TAMER agent learns from a human reward signal instead of the sparse MDP
reward. The TAMER agent treats each observed human reward signal as part of a label
for the previous state-action pair (s, a), which is then used as a supervised learning sam-
ple to update the estimated human reward model ˆRH(s, a). In this chapter, the represen-
tation of ˆRH(s, a) is a linear model over the state-action features. The updateModel()
subroutine in the TAMER algorithm is incremental gradient descent that is described in
Section 2.3.3, i.e., the weights of the function approximator specifying ˆRH(s, a) are up-
dated to reduce the error between the label of the state-action pair (s, a) and estimated
human reward ˆRH(s, a).
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4.1.2 Experimental Platform: Tetris

Tetris is a fun and popular game that is familiar to most people, making it an excellent
platform for investigating how humans and agents interact during agent learning. We use
an adaptation of the RL-Library implementation of Tetris.2

Tetris is played on a 10 ⇥ 20 game board, in which seven different shapes of Tetris
piece, called tetrominos, composed of multiple configurations of four blocks are selected
randomly and fall from the top of the game board. A player can configure the horizontal
placement of consecutive blocks at the base of the board or on top of previously placed
pieces. When a row is completely filled with blocks, all the blocks in that row are cleared,
and the remaining blocks above this row fall to fill the cleared line. The game ends when
the blocks stack beyond the top of the grid. During this task, the player’s goal is to
arrange the pieces so as to clear as many lines as possible before the game ends.

Although Tetris has simple rules, it is a challenging problem for agent learning
because the number of states required to represent all possible configurations of the
Tetris board is extremely large [35]. In the TAMER framework, the agent uses 46 state
features—including the 10 column heights, 9 differences in consecutive column heights,
the maximum column height, the number of holes, the sum of well depths, the maximum
well depth, and the 23 squares of the previously described 23 features [62]—to represent
the state observation. The input to the human reward model ˆRH is 46 corresponding
state-action features, the difference between state features before a placement and after
the placement and clearing any resulting solid rows.

Like other implementations of Tetris learning agents (e.g., [8, 11, 120]), the TAMER
agent only chooses an action from a set of possible final placements of a piece on the
stack of previously placed pieces. That is, for a given action, the combination of atomic
rotations and left/right movements of a piece to place it in the chosen position are deter-
mined independently by the agent and not learned via trainer feedback. Thus, during the
full time of the placement of the current piece by the agent, the trainer can give reward
to the previous piece’s placement. The previous placement of a Tetris piece is drawn
in black to make the trainer clear that she is currently giving feedback to that specific
piece’s placement. Moreover, to indicate the trainer that her reward is being received,
the screen immediately flashes blue and red for the trainer’s positive and negative reward
respectively.

4.2 Approach

In this section, we propose two variations on the baseline TAMER interface described
in Section 2.2.2 that each display additional information about the agent’s performance
history or internal processes. These variations are motivated by the notion that the in-
teraction between the trainer and the agent should be consciously designed to be bi-
directional, where the agent gives the trainer informative and/or motivating feedback
about its learning process. Our intuition is that such feedback will help keep the trainer
involved in the training process and empower her to offer more useful feedback. More

2
library.rl-community.org/wiki/Tetris_(Java)
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Figure 4.1: The uncertainty-informative interface: (a) the uncertainty graph window, (b)
the current uncertainty (pink bar), and (c) the uncertainty of past actions (dark blue bar).

objectively, we hypothesize that doing so will increase the quantity of the trainer’s feed-
back and improve the agent’s task performance.

4.2.1 Uncertainty-Informative Behavior
The first variation is the uncertainty-informative interface, in which the agent indicates
to the trainer its uncertainty about the action it selects. We hypothesize that doing so
will motivate the trainer to reduce uncertainty by giving more feedback and enable her
to focus that feedback on the states where it is most needed. To implement this interface,
we added a dynamic bar graph above the Tetris board that shows the agent’s uncertainty,
as shown in Figure 4.1.

Many methods are possible for measuring the agent’s confidence of action selection.
For example, the confidence execution algorithm in [26] uses the nearest neighbor dis-
tance from demonstrated states to classify unfamiliar, ambiguous states. Since we are
primarily interested in how a trainer’s perception of the agent’s uncertainty of an action
affects training behavior, we applied a simple uncertainty metric that we expected to
maximize the amount of feedback given. While more sophisticated uncertainty metrics
could also be used, optimizing this metric is not the focus of our study.

Our approach considers an agent to be more certain about its action in a state if it has
received feedback for a similar state. So the best way for a trainer to reduce an agent’s
uncertainty and improve agent learning at the same time is to give as much feedback to as
many states as possible. We calculate the weighted sum of the distance in feature space
from the current state to the k nearest states that previously received feedback, yielding
a coarse measure of the agent’s uncertainty about the current action. Thus, we define the
uncertainty U of the current state sc as

U(sc) =

k
X

i=1

widi, (4.1)

where di is the Euclidean distance between the current state sc and the i-th closest state
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si in the set of all states wherein the agent received feedback:

di =

v

u

u

t

n
X

j=1

(sij � scj)2, (4.2)

where sij is the value of the j-th state feature of state si, scj is the value of the j-th state
feature of the current state sc and n is the dimension of the state feature vector. We chose
the weights wi (where ⌃

k
i=1wi =1) to approximate an exponential decay in the ranking

of farther neighbors. In our experiments, k = 3 and (w1, w2, w3) = (0.55, 0.3, 0.15).
While the human is training the agent, the graph shows both the uncertainty of the

current state (pink rightmost bar) and past states (dark blue bars), as illustrated in Figure
4.1. In the graph window, the uncertainty at each time step (each time a piece is placed)
is shown from left to right chronologically. For the first game, no bar is shown until
the agent has received feedback three times. Then, before each piece is placed, the
agent shows its current uncertainty for the action it is about to make. If the trainer gives
feedback, the value of the current uncertainty is modified according to Equation 4.1 and
the new uncertainty is visualized as a dark blue bar after the piece is placed. Meanwhile,
a new pink bar appears to the right of it, showing the uncertainty of the new placement.
Since the graph window can only show up to 60 time steps, it is cleared when the current
time step is a multiple of 60, and the bar showing the new uncertainty is shown from the
left side again. The vertical axis is labeled only with “high” and “low” so that trainers
focus on relative differences in uncertainty, not absolute values. To keep the changes
in uncertainty visible, the interface starts with a fixed maximum uncertainty value; if
the height of the bar exceeds this maximum, the ceiling value of the vertical axis is
correspondingly adjusted. When the height of the bar exceeds the ceiling value of the
vertical axis, the ceiling value is automatically adjusted to fully show the highest bar.

4.2.2 Performance-Informative Behavior

The second variation is the performance-informative interface, in which the agent indi-
cates to the trainer its performance over past and current games. We hypothesize that
explicitly displaying performance history will increase the trainer’s motivation to im-
prove the agent’s performance, thus leading to more and higher quality feedback. To
implement this interface, we again added a dynamic bar graph above the Tetris board, as
shown in Figure 4.2. In this case, however, each bar indicates the agent’s performance
in a whole Tetris game. Since clearing a line reduces the stack height and in turn gives
the agent the opportunity to clear more lines, we quantified the performance of the agent
by the number of lines cleared. This metric is both intuitive for the trainer to understand
and fits with past work on agents that learn to play Tetris [11, 120]. The interface was
designed to look very similar to the uncertain-informative interface to avoid confound-
ing factors. However, the vertical axes in the two interfaces were labeled according to
the different metrics, to display the information as clearly as possible. During training,
the graph shows the agent’s performance (i.e., lines cleared per game) during past and
current games, ordered chronologically from left to right, so the trainer can keep track of
the agent’s progress.
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Figure 4.2: The performance-informative interface: (a) performance graph window, (b)
current game performance, and (c) performance of past games.

During the first game, after the first line is cleared, the graph shows a pink bar at the
left side of the graph window, representing the number of lines cleared so far. When a
game ends, its corresponding bar becomes dark blue and any new lines cleared in the new
game are visualized by a pink bar to its right. As in the uncertainty-informative interface,
the window is cleared after it is filled with 60 bars—games in this case—and new bars
appear from the left. The vertical axis is labeled “Lines Cleared” and is initially bounded
between 0 and 10. When the number of lines cleared exceeds the axis’s upper bound,
the limit is increased by 25 while all prior performance is in the range [0, 100] and the
height of all bars are adjusted accordingly. Subsequently, the upper bound is increased
by 50 for the range (100, 1000], 100 for the range (1000, 10000], and 1000 for greater
than 10000.

4.3 Experiment
The purpose of the experiment is to understand what information the agent should share
with the trainer and how this specific stream of information affects the trainer’s training
and resultant agent’s learning. Using Tetris and proposed informative interfaces as tools,
we conducted an experiment and post hoc questionnaire.

To maximize the diversity of subject recruitment, we deployed the Tetris game on the
internet. 70 participants from more than 10 countries were recruited by email, a Facebook
page and flyer and poster advertisements. Their ages ranged from 19 to 63 and included
both males and females. Some had backgrounds in AI or related fields while others had
little knowledge of computer science; at least 8 had no programming skills. Of the 38
subjects who filled in the post-experiment questionnaire, 9 were from the Netherlands, 8
from China, 7 from Austria, 3 from Germany, 2 each from the USA, Italy, and Greece,
and one each from the UK, Belgium, Japan, Canada, and Turkey.

In the experiment, all the participants were told “In this experiment you will be asked
to train an agent to play Tetris by giving positive and negative feedback” in the instruc-
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tions. The instructions also described how to give feedback and, for the appropriate
conditions, explained the agent’s informative behavior. The subjects were divided evenly
and randomly into the three conditions. However, data from 19 of the recruited subjects
was removed because the subjects registered but never started training or used the wrong
ID when returning to train their agents (so they trained multiple agents). Thus, the rest
of this chapter analyzes the results from the remaining 51 participants. The experimental
details of each condition are described below:

• Control Condition: 16 participants trained the agent without seeing any informa-
tive behaviors using the baseline TAMER interface described in Section 2.2.2.

• Uncertainty-Informative Condition: 19 participants trained the agent using the
interface described in Section 4.2.1.

• Performance-Informative Condition: 16 participants trained the agent using the
interface described in Section 4.2.2.

The participants in the three conditions trained the agents by pressing two buttons on
the keyboard to give positive and/or negative feedback. Similar to the baseline TAMER
interface described in Section 2.2.2, they could also strengthen their feedback by pressing
each button multiple times. A training session was turned on automatically when any
button was pressed and turned off when no feedback was provided. The participants
were given two minutes for practice and get familiar with the training interface before
starting the real experiment. They were encouraged to train the agent as many times as
they liked during 7 days. We recorded the state observation, actions, human rewards,
lines cleared, the absolute start time, speed of each time step, lines cleared per game, and
number of training sessions.

We also investigated the correlation between the trainer’s training behavior and cer-
tain characteristics of the trainer’s personality. We hypothesized that for the uncertainty-
informative and performance-informative conditions, a respectively empathetic or com-
petitive trainer would spend more time on training, leading to higher performing agents.

To validate these hypotheses, we designed a questionnaire to measure the trainer’s
feelings about the agent, the training process, and the personalities of the trainer. We
used a 5-point scale composed of bipolar adjective pairs: 7 to test the trainer’s feelings
about the agent, and 10 for the training process. Participants were also given a self-
report scale including 13 items from the Empathy Quotient (EQ) [75] to measure the
trainers’ willingness to interpret the informative behavior and 14 items as a measure
of competitiveness, which were adapted from the Sport Orientation Questionnaire [44].
8 filler items were also included to minimise potential bias that can be caused by the
trainers second-guessing what the questionnaire was about (four of them were from the
Introversion-Extroversion Scale and another four from EQ [75]).

Table 4.1 shows a Pearson’s correlation test between the trainer’s training behavior,
the agent’s offline performance and the trainer’s self-report competitiveness and empa-
thy. We observed that, regardless of the experimental condition, the trainers who scored
highly on empathy tended to give more feedback instances (r = 0.31, p = 0.056). Train-
ers in the performance-informative condition who scored highly on empathy also tended
to give more feedback instances (r = 0.60, p = 0.024) and give feedback at more time
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Table 4.1: Pearson’s correlation test between the trainer’s training behavior, the agent’s
offline performance and the trainer’s self-report competitiveness and empathy regardless
of condition, in the control, performance-informative and uncertainty-informative condi-
tions, respectively. ⇤ Statistically significant.

Measure Competitiveness Empathy

Regardless of
condition

Total feedback r = �0.18, p = 0.29 r = 0.31, p = 0.056
Time step w/feedback r = �0.15, p = 0.36 r = 0.20, p = 0.22

Offline performance r = �0.23, p = 0.16 r = �0.20, p = 0.23
Total feedback r = �0.22, p = 0.51 r = 0.02, p = 0.95

Control Time step w/feedback r = �0.14, p = 0.67 r = �0.13, p = 0.71
Offline performance r = �0.35, p = 0.30 r = 0.13, p = 0.71

Performance-
informative

Total feedback r = �0.23, p = 0.43 r = 0.60, p = 0.024⇤

Time step w/feedback r = �0.16, p = 0.58 r = 0.63, p = 0.016⇤

Offline performance r = �0.10, p = 0.75 r = 0.05, p = 0.85

Uncertainty-
informative

Total feedback r = �0.25, p = 0.40 r = 0.23, p = 0.45
Time step w/feedback r = �0.25, p = 0.41 r = 0.07, p = 0.83

Offline performance r = �0.41, p = 0.16 r = �0.73, p = 0.004⇤

steps (r = 0.63, p = 0.016); trainers in the uncertainty-informative condition who scored
highly on empathy trained agents that performed worse (r = �0.73, p = 0.004). How-
ever, there are no significant correlations found between a trainer’s self-reported compet-
itiveness and that trainer’s training behavior or agent performance, which gives further
evidence that at least for the performance metric, the differences in feedback quality
between conditions are influenced more by the condition itself.

4.4 Results
Below we present and analyze the results of our human-user study. All reported p values
were computed via a two-sample t-test. Since each hypothesis specifies a one-directional
prediction, a one-tailed test was used. Additionally, an F-test was used to assess whether
the dependent variables for each condition have equal variances, since the two-sample t-
test is calculated differently if the difference in variance for the two samples is significant
(i.e., p < 0.05).

4.4.1 Influence of Agent’s Informative Behavior on Engagement

a. Training Time

We hypothesized that both conditions would increase the time spent on training com-
pared to the control condition. We found that both informative behaviors did engage the
trainers for longer, in terms of both absolute time and number of time steps. In terms of
mean absolute time spent on training, trainers in the performance-informative condition
spent 2.2 times more time on training (t(17) = 1.74, p < 0.02), as did trainers in the
uncertainty-informative condition, who spent 1.3 times longer (t(21) = 1.72, p = 0.05),
as shown in Figure 4.3a. In terms of mean number of time steps trained by the trainers—a
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Figure 4.3: Mean absolute time trained (a), number of time steps trained (b). Control
condition: blue (left), performance-informative condition: red (middle), uncertainty-
informative condition: green (right). Note: Error bars represent standard error of the
mean.

metric unaffected by the player’s chosen falling speed—for the performance-informative
and uncertainty-informative conditions, the number of time steps spent training the agent
were 5.7 times (t(16) = 1.75, p < 0.01) and 2.7 times (t(19) = 1.73, p = 0.076) more
than for the control condition, as shown in Figure 4.3b.
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Figure 4.4: Number of feedback instance during training (a), number of time steps with
feedback (b). Control condition: blue (left), performance-informative condition: red
(middle), uncertainty-informative condition: green (right). Note: Error bars represent
standard error of the mean.

b. Amount of Feedback

To measure the amount of feedback given, we counted the number of times a feedback
button was pressed, comparing each experimental condition to the control. As shown in
Figure 4.4a, in the performance-informative condition, 1.7 times more feedback is given
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Figure 4.5: Number of feedback instances per 200 time steps over the first 6000 time
steps. Control condition: blue (left), performance-informative condition: red (middle),
uncertainty-informative condition: green (right).

(t(17) = 1.74, p = 0.03), whereas in the uncertainty-informative condition, 3.9 times
more feedback than in the control condition (t(19) = 1.73, p < 0.02). In addition, the
number of time steps with feedback (irrespective of the number of feedback instances at
each time step) for both informative conditions was significantly more than the control
condition (performance-informative: t(19) = 1.73, p < 0.02; uncertainty-informative:
t(19) = 1.73, p < 0.03), as shown in Figure 4.4b.

c. Feedback Frequency

Figure 4.5 shows how feedback was distributed per 200 time steps over the first 6000
time steps. The longest training time is about 20000 time steps; for the sake of brevity,
we show only the first 6000 time steps. After 6000 time steps, only the subjects in the
uncertainty-informative condition still give more feedback. Trainers in both informative
conditions gave feedback for much longer than those in the control condition. Most
notably, trainers in the uncertainty-informative condition gave a strikingly large amount
of feedback, even during later training process, with a much slower fall-off than the other
conditions.

Thus, our results clearly suggest that informative behavior can significantly increase
the amount of feedback given and time spent training, suggesting better involvement.

4.4.2 Influence of Agent’s Informative Behavior on Performance
We also hypothesized that the trainers’ increased involvement would lead to improved
performance by the agents. To test this, we first examined how the agents’ performances
varied over time. Because the duration of a game varies significantly depending on the
quality of the trained policy, we saved each agent’s policy every 200 time steps. We
used the agent’s performance over a window of 200 time steps to get a sense of the
temporal evolution of the agents’ learning progress at a reasonable resolution. Then, we
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Figure 4.6: Offline performance per cumulative 200 time steps for the three condi-
tions. Control condition: blue (middle), performance-informative condition: red (top),
uncertainty-informative condition: green (bottom).

tested the saved policy of each agent offline for 20 games. Figure 4.6 shows the resulting
mean performance averaged across games, and then agents, for the first 2800 time steps,
as well as the final offline performance, after all training was complete. If an agent’s
training stopped before others in the same condition, then in later policy testings its final
average offline performance was used to compute the average for that condition.

Compared with the control condition (average final off-line performance is 926.5
lines), agents in the performance-informative condition learned best (1241.8 lines, t(30) =
1.70, p = 0.27), while those in the uncertainty-informative condition learned worst
(645.1 lines, t(33) = 1.69, p = 0.24). While the differences are not significant (perhaps
due to insufficient samples), Figure 4.6 shows that the uncertainty-informative condition
performs consistently worse than the other conditions while the performance-informative
condition performs consistently better.

Our results show that the agent’s informative behaviors have great effect on the
agent’s performance. The performance-informative behavior allows the trainers to train
the agent better, while the uncertainty-informative behavior worsens the agent’s learning.

4.4.3 Influence of Agent’s Informative Behavior on Distribution of
Feedback Given by Trainer

The main surprise in the results presented in Sections 4.4.1 and 4.4.2 is that, while the
uncertainty-informative condition elicited the most feedback, the resulting agents per-
formed substantially worse. This result is especially puzzling given that the performance-
informative condition also elicited more feedback than the control condition but gener-
ated agents with better performance. The differences in performance between performance-
informative and uncertainty-informative conditions did not always match our hypotheses.
Note that the learning algorithm had no access to uncertainty or performance metrics, and
the interfaces differ only in their feedback to the trainer. Therefore, differences in agent
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Figure 4.7: Distribution of states along the first (horizontal axis) and second (vertical
axis) principal components (PC), with (colored according to corresponding conditions)
and without (colored black) feedback. The three rows from top to bottom show the
control (C), performance-informative (PI) and uncertainty-informative (UI) conditions
respectively. The columns show three sections of the training process: time steps 1-600,
601-1200, and 1201-2800, from left to right, respectively. Note that these graphs were
generated by first plotting the states without feedback and then overlaying the colored
states where feedback was received.

performance result only from the feedback given by the agent.
We hypothesized that this discrepancy could be because the trainers in the performance-

informative condition were influenced by the agent’s feedback that was better aligned
with the goal of the game. In other words, because they were shown the agent’s per-
formance, they were more motivated to train the agent to maximize performance. In
contrast, we suspect that trainers in the uncertainty-informative condition were distracted
from this goal by the agent’s informative behavior. That is, while they trained for longer
and gave more feedback than trainers in the control condition, the trainer feels herself
obliged to give feedback, even in the case that she is uncertain about what that feedback
should be.

In an effort to test this hypothesis, we analyzed how the state of the game itself might
have influenced the feedback given using principal component analysis (PCA) with the
state features of all the states visited by all of the agents in every condition. Then, within
the feature space created by the first two principal components, we examined how the
distribution over states in which feedback was given by trainers differed across time and
across the three conditions.

a. Distribution of State Space along the Whole Training Process

As shown in Figure 4.7, we divided the training process in each condition into 4 sec-
tions chronologically: time steps 1-600, 601-1200, 1201-2800, and 2801 and higher. For

46



4.4. Results

Figure 4.8: Example stacks of the Tetris board along the first and second principal com-
ponents in the section of 1201 to 2800 time steps in the uncertainty-informative condi-
tion. These boards illustrate that the first principal component corresponds roughly with
the height of the stack, and the second to whether the stack is ‘u’ or ‘n’ shaped.

brevity, we do not show plots for time steps 2801 and greater; at this point, all trainers
in the control condition had stopped; plots for the other two conditions are qualitatively
similar to those for time steps 1201-2800. From top to bottom, the three rows show
the control, performance-informative and uncertainty-informative conditions. We plot-
ted the projection of the visited states onto the first two principal components of the data.
Since there were many more states without feedback (shown in black), for visualiza-
tion, they were overlaid with those that received feedback, which were colored according
to their corresponding condition: control in blue, performance-informative in red and
uncertainty-informative in green. The proportion of variance explained by the first and
second components are 45.01% and 9.49%, respectively.

Figure 4.7 shows that, in the initial stage (time steps 1-600), informative behaviors
seem to have little influence on the distribution of states with feedback. However, in
all sections thereafter, the performance-informative behavior appears to keep the trainer
focused on giving feedback in states in the center of the second principal component
(around 0), while the uncertainty-informative behavior receives feedback in a much
wider range of states along the second principal component. Note that in the uncertainty-
informative condition, not all trainers exhibited the broader feedback behavior; trainers
that gave more focused feedback (like the performance-informative users) had the better
performing agents. On closer inspection of the distribution of states with and without
feedback, we observed that, in all cases, the distributions were unimodal.

Inspecting the coefficients of the principal eigenvectors, we observed that the state
features corresponding to the height of the stack and the number of holes contributed
most to the first principal component, and so the narrow point at the far right of the
space is representative of the start of each game when the stack height is 0. For the
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second principal component, negative weights were found for columns 1, 2, 9, and 10,
of the Tetris board, while the features representing the column heights 4, 5, 6, and 7
were positively correlated. This is seen more clearly in Figure 4.8, where along the first
principal component from right to left, the overall height of the Tetris board is gradually
increasing while keeping roughly flat. For the second principal component, the contour
of the Tetris board is changing from n-shaped to u-shaped from the top to the bottom.
Combining with Figure 4.7, we observe that, in the uncertainty-informative condition, a
lot of feedback (including positive and negative feedback) was given to n-shaped states,
especially in time steps 1201-2800.

Figure 4.9: More detailed visualisation of the data from the first column of Figure 4.7 at
a finer temporal resolution. Distribution of states along the first (horizontal axis) and sec-
ond (vertical axis) principal components (PC), with (colored according to corresponding
conditions) and without (colored black) feedback for the first 600 time steps during the
training process. The three rows from top to bottom show the control (C), performance-
informative (PI) and uncertainty-informative (UI) conditions respectively. The columns
show time steps 1-100, 101-200, 201-300, 301-400, 401-500 and 501-600, from left to
right, respectively.

b. Influence of Informative Behavior Starts at the Early Training Stage

After further checking the data, we suspected that the trainer already started training the
agent differently in the uncertainty-informative condition and the other two conditions at
the early training stage (during the first section in Figure 4.7). This is also the time when
all performance improvement takes place, after which performance stagnates, as shown
in Figure 4.6. Therefore, zooming in the first section in Figure 4.7, within the sub-space
created by the first two principal components, we examined how the distribution over
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states in cases of with and without feedback differed across time and across the three
conditions for the first 600 time steps.

As shown in Figure 4.9, we divided the first 600 time steps into 6 subsections chrono-
logically in each condition: time steps 1�100, 101�200, 201�300, 301�400, 401�500,
and 501� 600. From top to bottom, the three rows are control, performance-informative
and uncertainty-informative conditions respectively. Similar to Figure 4.7, the projec-
tion of the visited states were plotted onto the first two principal components. The states
without feedback were colored black and plotted first; then the states with feedback were
plotted and colored according to the condition: control condition (blue), performance-
informative condition (red) and uncertainty-informative condition (green).

Figure 4.9 shows that, for the first three subsections (time steps 1�300), the distribu-
tions of states with feedback are very similar in the three conditions. After that, however,
the distributions of states with feedback in the uncertainty-informative condition is quite
different from the other conditions, especially the control condition. Thus, while Figures
4.7 and 4.8 show trainers in the uncertainty-informative condition providing feedback in
a much larger range of states after the performance has stagnated, Figure 4.9 shows that
this kind of trainer behavior in the uncertainty-informative condition starts much sooner
in the agent’s learning trajectory and interestingly, in the early stages when the agent’s
performance is still improving (Figure 4.6). This observation further highlights that the
condition itself was already having a significant effect on the trainer’s behavior even in
the early stages of learning where the the agent’s policy had yet to mature and hence the
types of states visited and the corresponding actions taken would have been very similar
across all three conditions.

4.4.4 Effect of Uncertainty-Informative Behavior
The analysis in Section 4.4.3 reveals qualitative differences between how trainers trained
the agent in the performance-informative (PI) and the uncertainty-informative (UI) con-
ditions. While we know from Sections 4.4.2 and 4.4.3 that UI leads to worse performance
and UI trainers gave feedback to a wider range of states, we wondered why UI trainers
behave in this way and how it affected the agent’s learning.

We hypothesized that the trainer might be distracted from the main task by the agent’s
uncertainty-informative behavior and therefore sometimes give feedback just to reduce
the agent’s uncertainty, regardless of whether she thinks that feedback will improve the
agent’s performance. A simple model of such behavior is as follows. When the trainer
evaluates the agent’s behavior as positive or negative, she gives the appropriate positive
or negative feedback. However, when she evaluates the agent’s behavior as neutral, then
with probability ", she gives random feedback (to reduce uncertainty) and with probabil-
ity 1� ", she gives no feedback.

To test this hypothesis, we simulated the behavior of a trainer acting according to
this model. Since the trainer’s behavior in the control condition is not affected by the
agent’s informative behavior, we started with the training data collected in this condition,
and then with " probability we added positive or negative feedback randomly to states
without feedback. We tested several values of " and, for each " and each trainer in the
control condition dataset, we repeated this stochastic process ten times. TAMER was
then used to learn a new policy for each altered trainer (ten for each original trainer).
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Figure 4.10: Overall average uncertainty across subjects for different " values and origi-
nal Control and UI conditions. Note: error bars stand for standard error of the mean.

Finally to see how well our simulated user fits with the behaviour of someone in the
uncertainty-informative condition, we measured the uncertainty of the agent’s actions
(as it was in the UI condition; see Equation 4.1 ) and the average offline performance of
the learned policies.

Figures 4.10 and 4.11 show the average uncertainty and final offline performance,
respectively, of the policies learned from these simulated trainers for different "’s and
compares it to the original control and UI conditions. In general, as " increases, the
agent’s average uncertainty and final offline performance decrease. When " is 0.25, the
final offline performance and overall average uncertainty are very close to the original UI
condition.

However, looking at the uncertainty across time, as shown in Figure 4.12, reveals a
more nuanced picture. While " = 0.25 best matches the average uncertainty of UI in
the first 400 time steps, it substantially overestimates it thereafter, with " = 0.5 being
the best match. However, " = 0.5 substantially underestimates uncertainty in the first
400 time steps and, as shown in Figures 4.10 and 4.11, is a poor predictor of overall
uncertainty and final offline performance.

Since the first 400 time steps roughly correspond to the period in which the agent’s
performance was improving (see Figure 4.6), these results suggest that the UI trainers
may have become even more distracted after learning plateaued. In other words, once
performance plateaued, the trainers were even more likely to give feedback for the sake of
reducing uncertainty, rather than in an effort to further improve performance. Since " =

0.25 overestimates uncertainty only after performance has plateaued, it can nonetheless
accurately model final offline performance.

Overall, these results shed some light on the performance discrepancy between the
control and UI conditions. In particular, they show that UI trainers’ behavior is consistent
with a model in which the trainer sometimes gives random feedback instead of neutral
feedback in an effort to reduce the agent’s uncertainty irrespective of its effect on perfor-
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Figure 4.11: Final offline learning performance for different " values and original Control
and UI conditions. Note that error bars stand for standard error of the mean.

mance. The behavior of the UI trainers is most consistent with a model in which neutral
feedback is replaced with random feedback 25% of the time.

4.5 Discussion
Our user study with two informative interfaces shows that the agent’s informative feed-
back can significantly affect the trainer’s training, in terms of the duration of train-
ing, the number of feedback instances and the frequency of feedback. Moreover, the
performance-informative feedback led to substantially better agent performance, whereas
the uncertainty-informative feedback led to worse agent performance. In addition, our
PCA analysis shows that trainers in the uncertainty-informative condition provide feed-
back in a much wider range of states than those in the performance-informative condition,
which is caused by the agent’s informative feedback—the only difference between these
two conditions.

Furthermore, the results of simulating UI trainers’ behaviors suggest that in the initial
training stage, such trainers’ behavior is consistent with that of trainers who are distracted
by the agent’s uncertainty-informative behavior and thus aim to reduce uncertainty by
sometimes (with probability 0.25) giving close to random feedback when they evaluate
the agent’s behavior to be neutral. After the agent’s learning performance plateaued, this
probability increases. These results also point out that encouraging trainers to give more
feedback only helps agent learning if they know that their feedback has a positive effect
on the agent’s performance.

Finally, our results align with what could be expected from the maxim, “you get what
you measure”; i.e., people often try to optimize the metrics you show them while de-
emphasizing others. In our case, measuring (i.e., informing users about) performance in-
creased performance, and measuring uncertainty reduced uncertainty, through increased
feedback, but reduced performance, as shown in Figures 4.6, 4.10 and 4.12. The notion
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that “you get what you measure” has been discussed extensively in organizational litera-
ture (e.g., metrics for software development teams [12]), but we believe our work is the
first to find evidence that suggests the concept applies to the design of interactive inter-
faces for training agents. Consequently, understanding the influence of metric-sharing
on human behavior could be a powerful guiding principle in the design of interactive
interfaces for training agents, though more investigation is needed to judge its general
applicability.

4.6 Conclusion
This chapter studies the proposed bi-directional approach between the agent and the
trainer with two novel informative interfaces, and provides an analysis of the trainer’s
training behavior and agent performance. Our empirical user study showed that the
agent’s informative feedback can significantly increase the trainer’s engagement. The
agent’s performance, however, increases only in response to the addition of performance-
oriented information, not by sharing uncertainty levels. Further investigation of our
experimental data using PCA suggested that trainers trained the agents differently in
performance-informative condition and uncertainty-informative condition. Subsequent
analysis suggests that trainers in the uncertainty-informative condition could be dis-
tracted by the agent’s shared uncertainty levels and thus aim to reduce uncertainty by
sometimes giving close to random feedback, which may explain the performance dis-
crepancy between the uncertainty-informative and control conditions. Our results also
align with the notion “you get what you measure”, providing a powerful guiding princi-
ple for human-agent interface design in general.
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4.6. Conclusion

The work in this chapter contributes to the design of human-agent systems that facil-
itates the agent to learn more efficiently and be easier to teach. To our knowledge, we
are the first to provide the analysis of how manipulating the information the agent shares
with the trainer can affect the trainer’s behavior. We demonstrate that an understanding
of how to design the interaction between the agent and the trainer allows for the design of
the algorithms that support how people can teach effectively and be actively engaged in
the process at the same time. Our results also point out that encouraging trainers to give
more feedback only helps if they do not feel forced to give feedback even to states where
they do not have any strong positive or negative feedback to give. Our approach can also
apply to other interactive learning algorithms, e.g., learning from demonstration.
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5
Leveraging Socio-Competitive Feedback

In Chapter 4, our experimental results show that the way that the agent interacts with the
human trainer can greatly affect the trainer’s engagement and the agent’s learning. In
particular, we show that if an agent keeps the trainer informed about the agent’s past and
current performance, the trainer will provide more feedback and the agent will ultimately
perform better. Hence, this result shows that the interaction between the agent and the
trainer should ideally be bi-directional: not only should the trainer give the agent the
feedback it needs for learning, the agent should explicitly give the trainer feedback on
how well that learning is going.

In this chapter, based on the work in Chapter 4 in which only the agent’s current per-
formance is shown, we investigate the influence of the agent’s social competitive feed-
back on the human trainer’s training behavior and resultant agent’s learning.1 To do so,
we propose a new Socio-competitive TAMER interface, in which the trainer is embedded
in an environment that makes her aware of other trainers and their respective agents. To
this end, we developed a new Facebook app that implements such a social interface. In
addition to receiving feedback about how her agent is performing, the trainer now also
sees a leaderboard that compares her agent’s performance to that of her Facebook friends
as well as all others using the Facebook app. We hypothesize that putting the trainers
in an environment in which they compete with each other can further motivate them to
provide more and better feedback to their agents.

In addition, we propose a second extension in which the agent actively provides feed-
back to the trainer. While both the interface in Chapter 4 and the social extension men-
tioned above are bi-directional, the agent’s role is passive: it merely displays feedback
for the trainer, which the trainer can choose to look at or ignore. To address this limi-
tation, we developed an extension to the Facebook app that uses Facebook notifications,
i.e., messages sent to Facebook users while they are not using the app, that update the
trainers on their performance relative to other trainers. We hypothesize that actively pro-
viding the trainer with feedback in this way will motivate trainers to return more often to
the training process, resulting in more feedback for the agent and better ultimate perfor-
mance.

To test these hypotheses, we conducted an experiment with 85 subjects applying
our Socio-competitive TAMER interface to the game of Tetris. The results of our user
study with 85 subjects suggest that the agent’s socio-competitive feedback substantially

1This chapter is based on the previous publications by the author and his colleagues [79, 80].
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increases the engagement of the participants in the game task and improves the agents’
performance, even though the participants do not directly play the game but instead train
the agent to do so. Moreover, making this feedback active further induces more subjects
to train the agents longer but does not further improve agent performance.

The rest of this chapter begins with a review of related work and description of the
background on TAMER in Section 5.1. Section 5.2 introduces the proposed Socio-
competitive TAMER interface and the experimental conditions. Section 5.3 describes
the experimental setup, and Section 5.4 reports and discusses the results. Finally, Section
5.5 concludes.

5.1 Related Work and Background

In this section, we first discuss some additional related work that motivate our experiment
in this chapter. Since these works are only motivations of the study in this chapter and
part of the following study in the next chapter, we put them here instead of in earlier
chapter. Then we give a brief introduction of background on TAMER and the Tetris task
that the TAMER agents are taught.

5.1.1 Related Work

Social Network

Research on Online Social Networks (OSNs) emanates from a wide variety of disciplines
and involves research such as the descriptive analysis of users, motivations for using
Facebook, identity presentation, the role of Facebook in social interactions, and privacy
and information disclosure [141].

Some researchers use OSNs as a tool for recruiting subjects and testing hypotheses.
Many OSNs such as Facebook and MySpace have opened themselves to developers, en-
abling them to create applications that leverage their users’ social graphs. For example,
Nazir et al. [95] created three popular applications with Facebook Developer, a platform
for developers to build social apps on Facebook. These apps had over eight million
users, providing an enormous data set for research. In addition, in a social game also
on Facebook, Kirman et al. [61] allow the game to display social-contextual information
(e.g. centrality, density, reciprocity, etc.) extracted from the pattern of communication
among users within the game. They find that these additional socio-contextual infor-
mation can increase the social interactive activity and engagement of the users. Similar
to this chapter, Rafelsberger and Scharl [104] propose an application framework to de-
velop interactive games with a purpose on top of social networking platforms, leveraging
the wisdom of the crowd to complete tasks that are trivial for humans but difficult for
computers. In their game, they used the functionality of the platform’s application pro-
gramming interface (API) to motivate the users to play the game and recruit new users,
e.g., incentives such as awards, prizes, and high score ranking, users inviting friends to
install the application will receive a certain percentage of the points, and leveraging the
viral notification system to spread information of the application among the users of the
network. In this chapter, we leverage the social aspects of OSNs both to recruit human
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trainers and to increase the users’ engagement, thus improving the performance of the
agents they train.

Gamification

Gamification is defined as the use of game-design elements (such as a score or leader-
board) in non-game contexts [37]. Recently researchers and practitioners in the field of
online marketing, digital marketing and interaction design have begun to apply gamifi-
cation to drive user engagement in non-game application areas including productivity,
finance, health, education and sustainability [60, 143].

For instance, Dominguez et al. [41] used gamification as a tool to increase student
engagement by building a gamification plugin for an e-learning platform. They demon-
strated that students who completed the gamified experience got better scores in practical
assignments (such as how to complete different tasks using a given application, e.g. word,
spreadsheet), but performed poorly on written assignments and participated less in class
activities.

Inspired by these works, in this chapter, we incorporate gamification into agent train-
ing by embedding the game in an OSN with competitive elements, aiming to increase
the amount of time spent and feedback given by a trainer to further improve the agent
performance.

5.1.2 The TAMER Learning Agent and Tetris Task
In this chapter, human subjects trained a computational learning agent implemented ac-
cording to the TAMER Framework, employing the TAMER algorithm described in Al-
gorithm 2 of Section 2.2.2.

In the experiment carried out in this chapter, human subjects watch their TAMER
agents playing Tetris game on a computer screen and provide reward signals through
keyboard input. The Tetris domain and TAMER Tetris algorithm are the same as the
experiment in Chapter 4, which are fully described in Section 4.1. The training interface
is also the same as that in the experiment in Chapter 4, except that the keys for positive
and negative feedback are changed to ‘p’ and ‘q’ respectively in this experiment to avoid
the effect of different keyboards from different countries on the training process.

5.2 Method

5.2.1 Socio-competitive TAMER Interface
Our Socio-competitive TAMER interface was developed by integrating the original TAMER
interface into a Facebook frame with Facebook Developer. To our knowledge, this inter-
face is the first to incorporate TAMER into a social-network setting. The interface eases
subject recruitment for the experiment by leveraging a subject’s social network to gain
more participants. Moreover, the interface enables the experiment to be integrated into
people’s daily lives, and thereby gather data in a realistic context.

The Socio-competitive TAMER interface facilitates the development of social apps
for numerous different agent training tasks with TAMER in a social network setting. For
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Figure 5.1: Intelligent Tetris, our Facebook app for training.

this chapter, we developed the Facebook App “Intelligent Tetris” as a platform for our
experiments. The Facebook user can visit the app via a Facebook page describing the
experiment, or by searching for it in the App Center. By clicking on the “Play game”
button, the user can enter into the app page. To start training, the user must agree with
the permissions (allowing to use the user information such as email address, location,
age, gender, etc.), terms and conditions (policy regarding the privacy and personal data
protection) to authenticate the app. As shown in Figure 5.1, the training page contains a
game board on the left side and a tip box on the right that shows training instructions.

The key advantage of the Socio-competitive TAMER interface is that, as with other
experimental uses of Facebook [61, 95, 104], many users can be recruited in a short time,
making research in this area more feasible. In our experiment, 100 subjects consented
to install the app within the first three days of this study. By contrast, our experiment
in Chapter 4 obtained only 51 subjects using a more aggressive recruitment effort that
included manually sending emails to potential subjects, putting up flyers and posters,
and sending reminder emails.

5.2.2 Experimental Conditions
In this section, we present the four conditions used in our experiment. The control and
performance conditions are replicated from our work in Chapter 4. The passive and active
social conditions are the novel conditions we propose in this chapter. The conditions and
their corresponding functionalities are summarized in Table 5.1. As described below,
in Table 5.1, the non-social feature is a display of the agent’s performance history, the
passive social feature is the leaderboard, and the active social feature is the notifications
of changes in a user’s leaderboard rank. Note that all conditions allowed people to invite
their friends to install the app, thereby becoming subjects.

Control Condition

The interface for the control condition is the original TAMER interface described in
Section 2.2.2 but placed within the Socio-competitive TAMER interface, as described in
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Table 5.1: Summary of the four conditions.

Condition Non-social behavior Social behavior
(performance interface) Passive Active

Control
Performance X

Passive Social X X
Active Social X X X

Section 5.2.1. The trainer is not given any feedback except for the state and action of
the agent, which are visible from the Tetris game board. As described in Section 2.2.2,
participants can give positive and negative feedback to the previous action of the agent
and strengthen their feedback by pressing the corresponding button multiple times.

Figure 5.2: The performance interface.

Performance Condition

The performance condition is implemented by integrating the performance-informative
interface in Chapter 4 into the Socio-competitive TAMER interface. Here, the agent’s
performance over past and current games is shown in a performance window during the
training process. As shown in Figure 5.2, each bar in the performance window indicates
the agent’s performance in one game chronologically from left to right. The agent’s
performance is measured by the number of lines cleared. During training, the pink bar
represents the number of lines cleared so far for the current game, while the dark blue
bars represent the performance of past games. When a game ends, the corresponding bar
becomes dark blue and any new lines cleared in the new game are visualized by a pink
bar to its right. When the performance window is full, the window is cleared and new
bars appear from the left.

Our experiment in Chapter 4 found that this performance-informative interface, in
comparison to the control interface, can increase the duration of training, the amount of
feedback from the trainer, and the agent’s performance.
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Passive Social Condition

In the performance condition, the agent shows only its own performance to the human
trainer. We hypothesize that people will be further motivated to improve the agent’s
performance if they are put in a socio-competitive situation where they can compare
the performance of their agents with that of others. Therefore, in the passive social
condition, we allow the agent to indicate the rank and score of the trainer’s Facebook
friends, as well as those of all trainers. This condition is called passive because the agent
does not actively seek the attention of the trainer. This information is also displayed only
within game play, unlike the active social condition discussed below.

Figure 5.3: The leaderboards. (The profile images and names are obscured for
anonymization reasons.)

To implement this condition, we added a leaderboard on top of the interface of the
performance condition. An example leaderboard is shown in Figure 5.3. There are two
leaderboards in the leaderboard frame: ‘Facebook Friends’ and ‘All Users’. For each
trainer, all her friends who registered on the app are listed in the ‘Facebook Friends’
leaderboard and all the participants who registered on the app are listed in the ‘All Users’
leaderboard. The trainer’s Facebook friends and other participants in the leaderboard can
also be in other three conditions (the control condition, performance condition and active
social condition that will be described below). The first name and profile image of each
trainer from her respective Facebook account is shown in the leaderboards.

When the trainer starts training for the first time, her agent’s performance is initialized
to 0 and ranked in the leaderboard. Whenever the trainer finishes a game, the new game
score and rank is updated in the two leaderboards. To create more movement up and
down the leaderboard, only the latest game score is used. The trainer can check her score
and rank in each leaderboard by moving the cursor over the corresponding tab. Even
when the trainer quits training without finishing the game, the game is finished for her
off-line and a new game score and rank is updated to both leaderboards. Therefore, the
trainer can keep track of both the agent’s learning progress and the agent’s performance
relative to that of her friends and all other trainers.

Active Social Condition

In the performance and passive social conditions, the performance information is only
passively shown by the agent within game play. Intuitively, as between human teachers
and students, the interaction between the human trainer and agent should not only be
bi-directional, but both the student and teacher should take active roles. Therefore, in
the active social condition, we allow the agent to notify the human trainer outside of the
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socio-competitive TAMER app about its performance relative to others. We hypothesize
that actively informing the trainer in this way will encourage the trainer to return to the
application and further motivate her to improve the agent’s performance.

Figure 5.4: Notification (with names anonymized).

In this condition, in addition to the leaderboards, at the end of each training session,
when the user in this condition quits training without finishing the last game, the app
finishes the game offline. A notification is sent to the trainer. On Facebook, app notifica-
tions are short free-form messages of text. They can effectively communicate important
events, invites from friends or actions people need to take. When a notification is deliv-
ered, it highlights the notifications jewel on Facebook and appears in a drop-down box
when clicked. An app notification is displayed to the right of the corresponding app’s
icon, interspersed with other notifications in chronological order, as shown in Figure 5.4.
Note that this notification is not actively shown in a pop-up display. The trainer can only
see the contents of the notification by clicking on the highlighted notification jewel.

In this condition, notifications about the agent’s performance are sent to the user if the
rank of her agent has increased or decreased relative to others. Likewise, if another agent
surpasses, or is surpassed by the current trainer’s agent, those corresponding trainers in
the active social condition are also notified of the change in their agents’ ranks. Note that
to avoid sending too many notifications and keep relatedness, if an agent jumps several
ranks, only the nearest ranked agent to the new location is considered for the notification.
To ensure that the leaderboards were well-populated, the ranks of all subjects (i.e., ranks
in the ‘All Users’ leaderboard) were used.

More precisely, for the user whose new game score surpasses others, a notification
saying ‘You have surpassed in Intelligent Tetris. Your agent score for last game is ,
ranked of all users.’ is sent to the current user; for the user being surpassed, she
receives a notification saying ‘You have been surpassed by in Intelligent Tetris. Your
current game score is , ranked of all users.’, as shown in Figure 5.4.

There are many other ways the agent could notify the trainer, e.g., by posting on the
user’s wall or newsfeed. However, we were concerned these approaches would carry a
higher risk of annoying the trainer. In addition, the resulting information would be seen
by the trainer’s friends or other trainers who are in other conditions, creating a confound-
ing factor in our experiment. Therefore, we only use notifications to implement the active
aspect of this condition. To avoid annoying the trainer, at most three notifications are sent
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every 24 hours (i.e., only the first three notifications within one day will be sent).

5.3 Experiment
To evaluate our interfaces, we conducted an experiment with our “Intelligent Tetris”
Facebook App. 157 participants were recruited and uniformly distributed into the four
conditions. However, eight participants started training but never gave any feedback and
64 participants registered the app but did not start training. Therefore, only data from
the remaining 85 participants (69 male and 15 female) were analyzed. Of these, 66 were
from Europe, 3 from North America, 3 from South America, 1 from Asia and 1 from
New Zealand, aged from 17 to 46.2

There were 21 participants in the control condition, 19 in the performance condition,
20 in the passive social condition and 25 in the active social condition. The experiment
started on June 18, 2013 and ended on July 18, 2013. For each trainer, we recorded state
observations, actions, human rewards, lines cleared, timestamp of mouse-overs of the
leaderboard tabs, content and timestamp of notifications, as well as other user informa-
tion such as email address, location, age, gender, etc. There was a FAQ page displaying
the instructions for training and problems that may occur when registering the app. The
user could also visit a separate Facebook page dedicated to the experiment via a link
in the FAQ page where detailed terms and conditions regarding consent were provided.
Unlike the experiment in Chapter 4, the trainers were not given time to practice before
training started.

5.4 Results and Discussion
We present and analyze the results of our experiment in this section. In the results below,
the p-value was computed with the non-parametric Mann-Whitney-Wilcoxon test (one-
tailed). In the box plots, the bottom and top of the box are the first and third quartiles, and
the line inside the box is the second quartile (the median). The range spanned by the box
is the interquartile range (IQR). The plotted whiskers extend to the most extreme data
value that is not an outlier; data values are considered outliers (and drawn as plusses)
if they are 1.5 ⇥ IQR larger than the third quartile or 1.5 ⇥ IQR smaller than the first
quartile.

5.4.1 Training Time
Figure 5.5(a) summarizes the total number of time steps trained for each condition (note
the log scale). A time step equates to the execution of one action by the agent, which is
a metric unaffected by the trainer’s chosen falling speed. The results show that, in the
passive social condition, the subjects trained significantly longer than in either the control
(3.3 times in median; U = 114.5, z = �2.48, p < 0.01, r = 0.39) or performance
conditions (3.2 times in median; U = 110.5, z = �2.22, p < 0.02, r = 0.36). Similarly,
in the active social condition, the subjects also trained longer than in either the control

2Note that not all participants provided demographic information via their Facebook accounts.
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Figure 5.5: Boxplots across the four conditions of (a) total time steps trained by subjects
and (b) between-subject distribution of the total number of time steps that were labeled
with feedback. C: control; P: performance; PS: passive social; AS: active social.

(2.2 times in median; U = 188, z = �1.63, p = 0.05, r = 0.24) or performance
conditions (2.2 times in median; U = 179, z = �1.37, p = 0.08, r = 0.21). In
addition, in the active social condition, the subjects trained less in median than in the
passive social condition (0.7 times). However, the active social condition resulted in
longer mean training time than the passive social condition (3.4 times). Thus, the social
conditions positively affected training time, which is consistent with our hypotheses.

5.4.2 Amount of feedback
Figure 5.5(b) summarizes the distribution of the number of time steps with feedback
for all the subjects in the four conditions. The results show that, in the passive social
condition, the trainers gave more feedback than in either the control (2.9 times in median;
U = 152.5, z = �1.49, p = 0.07, r = 0.23) or performance conditions (3.0 times in
median; U = 143.5, z = �1.29, p = 0.098, r = 0.21). Similarly, in the active
social condition, the trainers also gave more feedback than in either the control (1.6
times in median; U = 202, z = �1.32, p = 0.09, r = 0.20) or performance conditions
(1.6 times in median; U = 199, z = �0.90, p = 0.18, r = 0.14). In addition, in
the active social condition the trainers gave less feedback in median than in the passive
social condition (0.6 times), but the active social condition resulted in more mean time
steps with feedback given than the passive social condition (1.6 times). Again, consistent
with our hypotheses, the social conditions positively affected the quantity of time steps
with feedback.

We also analyzed the total instances of feedback, where an instance is a single press
of the feedback button and there can be multiple presses for one time step. In the passive
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social condition, the trainers gave more feedback instances (number of times positive or
negative feedback button was pressed) than in either the control (3.2 times in median;
U = 136.5, z = �1.90, p < 0.05, r = 0.30) or performance conditions (2.2 times in
median; U = 146, z = �1.22, p = 0.11, r = 0.20). Similarly, in the active social
condition, the trainers also gave more feedback instances than in either the control (2.0
times in median; U = 194.5, z = �1.49, p = 0.07, r = 0.22) or performance conditions
(1.4 times in median; U = 198.5, z = �0.91, p = 0.18, r = 0.14). However, in
the active social condition the trainers gave less feedback in median than in the passive
social condition (0.6 times), but the active social condition resulted in slightly more mean
feedback instances than the passive social condition (1.1 times).

Overall, our results suggest that the agents’ social performance feedback can influ-
ence the trainer to give more feedback and spend more time on training.

5.4.3 Performance
We hypothesized that the trainer’s increased engagement (i.e., not only more training
time, but also motivation to give more and better feedback) would lead to improved
performance by the agents. To test this, we first examined how the agents’ performances
varied as the trained policy changed over time. We divided up the training time of each
trainer into intervals. The first six intervals consist of 50 time steps each, next two of 100
time steps each, and thereafter, all intervals consist of 200 time steps each.

0
20
0

40
0

60
0

80
0

Number of time steps

Li
ne

s 
cl

ea
re

d 
pe

r g
am

e

Control
Performance
Passive Social
Active Social

50 100 150 200 250 300 400 500 700 900 … Final

Figure 5.6: Mean offline performance.

For each subject, the agent’s policy was saved at the end of each interval and tested
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offline for 20 games, since the states visited for each game can vary a lot. However, some
factors such as the distribution of the trainer’s skill level across conditions, the domain
stochasticity etc., may still affect the evaluation of agent performance. Nonetheless, we
believe that the relatively large number of participants can compensate for these variabil-
ities encountered while running studies in the wild. The performance for each condition
was computed by averaging across the 20 offline games, then across all the subjects in
each condition. If the subject’s final training instances stop sooner than the final interval,
the performance of her agent’s final policy is taken in later intervals. The longest-trained
agents in the control and performance conditions received up to 10 intervals of feedback,
whereas for the passive and active social conditions the longest-trained agents received
51 and 146 intervals of feedback respectively. Like the performance measure in Chapter
4, in the analysis below we use the mean value across subjects as the performance for
each condition.

As shown in Figure 5.6, early performance within the the four conditions was similar
to each other, with the performance in the active social condition a bit better. Thereafter,
the performance within the passive social and active social conditions increases faster
than the performance and control conditions. Thus, these results suggest that the social
conditions improved the performance of the agent. Surprisingly, however, and not con-
sistent with our hypothesis, the active social condition did not outperform the passive
social condition (p = 0.22). There are two possible explanations that may answer it:
one is that the effect of the active social feedback could be minor in our experiment and
only half of participants in the action social condition reacted as described in the next
section, and the other is that the trainers might train a more complex agent behavior by
optimizing on their own performance metric.

Minor Effect of Active Social Feedback

One explanation of why agents in the active social condition did not outperform those
in the passive social condition is that the improvement of the active social condition is
relatively small and cannot be detected in our experiment, given the size of the groups
and variation in the trainers, or only part of trainers in the active social condition were
affected. From the results in Section 5.4.1 we see that trainers in the active social con-
dition, trained slightly less in median (0.7 times) than in the passive social condition but
much longer in mean (3.4 times), indicating that more trainers came back to further train
agents because of the active social behavior (i.e. receiving notifications) but did not tend
to achieve better agent performance. This can be clearly seen from Figure 5.5 which
shows in the active social condition trainers trained agents with considerable more time
steps on average than in the passive social condition (Figure 5.5a), but this reduces in the
time steps with feedback (Figure 5.5b). Therefore, it can be that trainers in the active
social condition came back to further train agents for a much longer time but did not give
further feedback.

Mutliple Lines Clearing Strategy

Another possible explanation is that trainers may have employed a strategy of training
the agent to clear multiple lines at once, which is given more points per line in some tra-
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ditional Tetris games, but not in our experiment. Since such a strategy is more complex,
it could take longer to train, and its effects might therefore be greater in the active social
condition, where trainers did the most training.

To investigate this further, we retested the final offline performance with the score
mechanism for the original Tetris game, hypothesizing that some trainers were employing
a multi-line strategy and that trainers in the active social condition, by persisting longer
with this more complex strategy, would benefit the most from a score mechanism that
rewards clearing multiple lines at once. This score mechanism gives increasing bonuses
(0.5, 4.5, 26) for clearing 2, 3, or 4 lines respectively. We found that the new offline
performance for the active social condition increased more (from 583 to 719 lines) than
the new offline performance of the passive social condition (from 700 to 728 lines), when
compared to their corresponding bonus-free performances.

This difference in training behavior and the agent performance between the two con-
ditions was not expected and we do not know why the trainers in the active social con-
dition stopped training before their agent performance surpassed those of the passive
social condition. One explanation is the relatively small effect of the agent’s active so-
cial feedback in our experiment given the group size and variation in the trainers. An-
other possible explanation is that the active social trainers stopped training because their
rankings were not improving even with their more complex training strategy. However,
we do not know whether this multi-line strategy was trained during the first interval or
emerged later on in the training process. We suspect the reason that the rankings did not
improve is the large variance of agent performance in Tetris, which could frustrate the
trainer when the agent’s online performance is low despite continued training and a good
learned policy.

5.4.4 Influence of Social Information

Looking at the Leaderboards

To measure the extent to which social information influenced the trainers, we tried to
measure how often they looked at the leaderboard. Since we cannot measure this directly,
we used the number of mouseovers as a proxy for this. Our data shows that more than
half of the participants in the passive and active social conditions moved the cursor over
the leaderboard tabs at least once. In the passive social condition, 11 of 19 trainers
moused over the leaderboard tabs, where 5 of them moused over more than 10 times and
one even checked up to 31 times in five days. In the active social condition, 17 of 25
trainers moused over the leaderboard tabs, where 5 of them moused over more than 10
times and one did this up to 40 times. Using Pearson’s correlation test, we also observed
that for both conditions, the number of tab mouseovers correlates with the number of
time steps trained (r = 0.60, p ⇡ 0.006 and r = 0.89, p ⇡ 0 for passive social and
active social conditions respectively) and the trained agents’ final offline performances
(r = 0.72, p ⇡ 0.0004 and r = 0.67, p ⇡ 0.0002 for passive social and active social
conditions respectively).
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Receiving Notifications

The data shows that 22 trainers received 40 notifications in total in the active social
condition. Of them, 13 trainers received one notification. Of the 40 notifications, 9
notifications said she had been surpassed by others and 31 notifications informed the
trainer she surpassed other trainers. Of the 22 trainers receiving notifications, 2 trainers
only received notifications saying she had been surpassed by others, 16 of them only
received notifications informing the trainer she surpassed other trainers, and 4 of them
received both. The notification jewel was clicked 28 times by 11 of the 22 trainers, where
8 of them clicked more than once. Pearson’s correlation test shows that the number of
notifications the trainer received correlates with the time steps trained (r = 0.18, p =

0.39) and the number of time steps with feedback (r = 0.41, p = 0.04).
However, although most trainers in the active social condition received notifications,

13 of them received only one notification and only 11 trainers clicked on the notification
and came back for further training. Therefore, only 11 of the 25 trainers in the active
social condition were affected by the agent’s active social feedback, and the remaining
14 trainers behaved in the same way as those in the passive social condition. This could
explain why trainers in the active social condition trained slightly less in median (0.7
times) than in the passive social condition but much longer in mean (3.4 times), and gave
less feedback in median (0.6 times) but more mean time steps with feedback than in
the passive social condition (1.6 times), as discussed in Section 5.4.1. Furthermore, the
results support the reason why agents in the active social condition did not significantly
outperform those in the passive social condition, since the effect of the agent’s active
social feedback is relatively small and cannot be detected in our experiment, given the
size of the groups and variation in the trainers.

5.5 Conclusion
By integrating agent training with an online social network via the Socio-competitive
TAMER interface, this chapter investigates the influence of social feedback on human
training and the resulting agent performance. With this interface, we address the chal-
lenge of recruiting subjects and inserted agent training into people’s daily online social
lives. The results of our user study show that the agent’s social feedback can induce
the trainer — possibly by inducing between-trainer competitiveness — to train longer
and give more feedback. The agent performance is much better when social-competitive
feedback is provided.

We find that adding active social feedback induces more trainers to train longer (on
average, but less in median) and provide more feedback but does not further improve
agent performance. One explanation is that the improvement of the active social con-
dition is relatively small and cannot be detected in our experiment, given the size of
the groups and variation in the trainers, and our further analysis shows that only half
of trainers in the active social condition were affected by the agent’s active social feed-
back, the others behave in the same way as those in the passive social condition. Another
possible explanation is that some trainers employed a more complex multi-line clearing
strategy, which has greater effects for the active social condition, where the most train-
ing occurred. This is tentatively suggested by the substantial increase in performance of
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the agents in this condition when using a scoring system that rewards clearing multiple
lines rather than single line. In contrast, in the passive social condition, the increase in
performance when using the multi-line score weighting is much less. Finally, we believe
that our approach could transfer to other domains and methods for agent learning from a
human, since TAMER succeeds in many domains including Tetris, Mountain Car, Cart
Pole, Keepaway Soccer, Interactive Robot Navigation etc. [62].

Indeed, in the following chapter, we investigate our approach in the Infinite Mario
domain, but in a different setting, in which subjects who are familiar with each other are
divided into small groups to train their own agents in the same room at the same time
receiving the competitive feedback about their performance relative to each other. The
results show that our results in this chapter generalize to the Infinite Mario domain.
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6
Learning from Implicit Human Reward

Our results in Chapters 4 and 5 show that the interaction between the agent and the
trainer should ideally be bi-directional. From the agent’s point of view, the way that the
agent interacts with the human trainer can greatly affect the trainer’s engagement and
the agent’s learning. In particular, we show that if an agent informs the trainer about the
agent’s past and current performance and its performance relative to others, the trainer
will provide more feedback and the agent will ultimately perform better.

In this chapter, we present the results of the first large-scale study of TAMER which
involves 561 subjects.1 Our study is conducted at NEMO — the science museum of
Amsterdam — and uses museum visitors as subjects. We investigate the effect of the
agent’s socio-competitive feedback in a new setting where people who know each other
train at the same time in the same room and receive competitive feedback about their
performance relative to each other. The results show for the first time that a TAMER
agent can successfully learn to play Infinite Mario, a challenging reinforcement learning
benchmark problem based on the popular video game. Our study also provides large-
scale support of the results of Chapters 4 and 5 demonstrating the importance of bi-
directional feedback and competitive elements in the training interface.

In addition, from the human’s point of view, as time progresses, humans may get
tired of giving explicit feedback (e.g., button presses to indicate positive or negative re-
ward) on which TAMER relies. In fact, several TAMER studies have shown that humans
give copious feedback early in training but very sparsely thereafter [63, 78]. Therefore,
in our study, we investigate the potential of using facial expressions as reward signals,
which have been often used by humans to consciously or subconsciously encourage or
discourage specific behaviors they want to teach, e.g., smiling to indicate good behav-
ior and frowning to indicate bad behavior [133], instead of button presses. To examine
this potential, we recorded the facial expressions of all trainers during training and, in
some conditions, told subjects that their facial expressions would be used in addition to
key presses, to train the agent. However, due to the computational cost of processing fa-
cial expressions sufficiently accurately online in a fairly unconstrained setting, only key
presses were actually used.

While developing methods to actually learn from facial expressions is beyond the
scope of this chapter, we instead take a first step by examining how telling trainers to use

1This chapter is based on the previous publication [77] and submission [76] by the author and his col-
leagues
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facial expressions as a separate channel for giving feedback affects the behavior of those
trainers, especially the nature of the reward signals they provide through key presses.
Our results show that, while examining the gender and age, telling female trainers to use
facial expressions has a statistically significant negative effect on the agent’s learning,
especially those who are less than 13 years old and cannot train agents to perform well.
That is, telling trainers to use facial expressions lowered the quality of the key press
feedback given by them although the amount of feedback was not affected. Moreover,
our analysis shows that when using facial expressions to classify positive and negative
keypress feedback, the use of facial expressions statistically significantly outperforms
the random baseline, and telling trainers to use facial expressions makes them inclined
to exaggerate their expressions, resulting in higher accuracies for estimating their cor-
responding positive and negative feedback keypresses. Furthermore, competition can
elevate facial expressiveness and further increase the predicted accuracy. These results
suggest that while the use of facial expressions for agent training seems sensible, there
are a number of factors to consider relating to additional cognitive load of making posed
facial expressions which leads to a reduced quality in key-press feedback.

6.1 Background

6.1.1 TAMER Framework

In this chapter, we further investigate how a TAMER agent’s social competitive feedback
can affect the trainer’s behavior and the TAMER agent’s learning performance and ex-
plore the potential of a TAMER agent learning from facial expressions. The TAMER
framework is described fully in Section 2.2.2 and summarized here for convenience.

The TAMER framework was built for a variant of the Markov decision process
(MDP), a model of sequential decision-making addressed via dynamic programming
[52] and reinforcement learning [118]. In the TAMER framework, there is no reward
function encoded before learning and a TAMER agent learns from a human trainer’s
real-time evaluation of its behaviors. The agent interprets this evaluation as human re-
ward, creates a predictive model of it, and selects actions it predicts will elicit the most
human reward. Specifically, it learns a function ˆRH(s, a) that approximates the expected
human reward conditioned on the current state and action, RH : S ⇥ A ! <. Given
a state s, the agent myopically chooses the action with the largest estimated expected
reward, arg maxa

ˆRH(s, a). The TAMER agent strives to maximize the immediate re-
ward, which contrasts with traditional reinforcement learning, in which the agent seeks
the largest discounted sum of future rewards. Until recently, general myopia was a fea-
ture of all algorithms involving learning from human feedback and has received empirical
support [69].

In the TAMER framework, the trainer observes and evaluates the agent’s behavior
and can give reward by pressing two buttons on the keyboard, which are assigned to the
agent’s most recent action. Each press of the two buttons is mapped to a numeric reward
of -1 or +1 respectively. The human trainer can strengthen her feedback by pressing
either button multiple times. A TAMER agent learns by repeatedly taking an action,
sensing reward, and updating ˆRH .
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6.1.2 Experimental Platform: Infinite Mario Domain
Infinite Mario is a complex and challenging domain from the Reinforcement Learning
Competition [138] that was adapted from the classic Super Mario Bros video game. The
Mario avatar must move to the right as soon as possible and at the same time collect as
many points as possible. Figure 6.1 shows a screenshot of the Infinite Mario domain.
To facilitate comparisons of TAMER with other learning methods that have been applied
to this domain, we used the standard scoring mechanism that was established for the
Reinforcement Learning Competition, which gives positive reward for killing a monster
(+1), grabbling a coin (+1), and finishing the level (+100). It gives negative points for
dying (-10) and for each time step that passes (-0.01).

Actions

The actions available for Mario correspond to the buttons on a standard Nintendo con-
troller, which are (left, right, no direction), (not jumping, jumping) and (not sprinting,
sprinting), resulting in 12 different combined actions for the agent at every time step.

Observations

The game is a complete side-scrolling video game with a landscape consisting of 16 by
320 tiles for each level. The tiles define the graphics of the landscape in the game. Figure
6.1 shows an example of the grid of visible tiles in the Infinite Mario domain.

Figure 6.1: A screenshot of the Infinite Mario domain. The screenshot shows the grid of
visible tiles.

At each time step, Mario observes a number of entities on the screen and an array of
visible tiles. There are 12 different types of entities:

• 0: Small Mario,

• 1: Red Koopa,

• 2: Green Koopa,

• 3: Goomba,
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• 4: Spikey,

• 5: Piranha Plant,

• 6: Mushroom,

• 7: Flower,

• 8: Fireball,

• 9: Shell,

• 10: Big Mario,

• 11: Fiery Mario.

Note that the enemy can be: Red Koopa, Green Koopa, Goomba, Spikey, Piranha Plant,
Shell. For every entity, six attributes are known to the agent, defined as below:

• type, the type of the entity that determines his behavior and look.

• winged, a boolean that is true if the enemy has wings. Only Goombas, Koopas,
and Spikeys can have wings.

• x and y coordinates, the entity’s position on the x and y axis in the game world.
The coordinates are aligned with the tile positions, but can have in-between floating
point values.

• x-speed and y-speed, the entity’s current speed in the x and y direction in tiles per
step, which are also defined by floating point values.

Note that Mario is defined both as an entity and a tile. Mario’s current state is defined by
the type attribute and its other known attributes are the same as the other entities.

The state space is quite complex and has no set specification, as the number of visible
entities can change at any given time. The number of visible tiles is a constant size, which
is a matrix of 16 rows separated by carriage returns, each with 21 elements. Thus, there
are 16*(21+1)=352 elements. Each element represents a tile in the game. Each tile has
14 mutually exclusive possible types, defined as below:

• 0-7: a three-bit vector where the first bit indicates whether an entity can pass
through this tile from the top, the second bit for passing through from the bot-
tom, and the third bit for passing through from either side. A bit is 0 if an entity
can pass, and 1 if an entity cannot pass

• b: a smashable brick

• ?: a question-block that Mario can slam his head into to get something out of

• $: a coin

• |: a pipe. Different than 7 because piranha plants often come out of pipes
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• !: the finish line, indicating the finishing of one level

• M: the tile that Mario is standing on.

Figure 6.1 shows some examples of them. Five smashable bricks, a question-block, two
coins and two entities: a mushroom, small Mario, are shown in Figure 6.1. The other
tiles are each defined by a 3-bit vector to indicate whether an entity can pass or not,
e.g., nothing can go through the hard matter (with value ‘7’) at the left corner of the
mushroom, the tiles close to Mario are air tiles (with value ‘0’) and any entity can go
through them. Note that the pipe and finish line are not shown in Figure 6.1.

State Representation and our TAMER Agent Implementation

To reduce the state space, in our TAMER implementation we take each visible enemy
and each tile within a 8⇥ 8 region around Mario as one state feature and extract the most
salient features of the observations as state representation.

For each state feature, a number of properties are defined, including whether it is a:

• pit,

• enemy,

• mushroom,

• flower,

• coin,

• smashable block,

• question block,

and the distance (x direction, y direction and Euclidean distances) from Mario. We filter
and select the top two state features by ranking all state features based on a priority
of whether it is a pit, an entity (except Mario), a block and the distance. The state
representation includes the properties of the selected two state features and the properties
of Mario. The properties of Mario include whether it is at the right of a wall and the speed
of it (x-speed and y-speed). Thus, the feature vector ⇥ for the state representation is

⇥ = [�1,�2,�M ], (6.1)

where �1 and �2 are two vectors for the two selected state features with each consisting
of the above 10 properties, and �M is a vector consisting of the properties of Mario.

In this chapter, the TAMER agent learns a model tree [135] that constructs a tree-
based piecewise-linear model to estimate ˆRH(s, a). The inputs to ˆRH are the above state
representation and the combined action. The TAMER agent takes each observed reward
signal as part of a label for the previous (s, a) and then uses it as a supervised learning
sample to update the model tree by the divide-and-conquer method. The model tree can
have multivariate linear models at each node with only features tested in the subtree of
the current node instead of using all features, analogous to piecewise linear functions.
We use the model tree because features for state representation are mostly binary and not
all features are always relevant. A model tree can select the relevant subset of features to
predict the human reward, thus resulting in a more accurate prediction.
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Game Environment Design

In our study, we have 3 levels (0, 1 and 2) in the Infinite Mario domain. Level 0 is from
the Reinforcement Learning Competition generated with seed 121 difficulty 0. Note
that the seed is a random integer value that was used by the level generator to generate
levels by probabilistically choosing a series of idiomatic pieces of levels and fitting them
together [115]. We designed level 1 and 2 based on level 0 with increased difficulties,
e.g., increasing the number of monsters, changing the type of monsters, adding one pit,
changing the height of walls and length of flat stretches, etc. As in Super Mario Bros,
Mario can enter the next level automatically if he finishes one level. The game goes back
to level 0 if Mario dies or finishes level 2. A given game ends when Mario dies.

Mario Agent Learning Trained by the Author

To see whether a TAMER agent can successfully learn to play the game and compare
the learning performance with other methods, we trained the agent with human rewards
on level 0 in the Infinite Mario Domain for 10 trials with TAMER. An episode ends
when Mario dies or finishes the level. The policy was frozen and recorded at the end of
each episode of training. Then, each recorded policy was tested for 20 games offline.
The performance for each episode was averaged over the 20 games and then over the 10
trials. The result shows that our TAMER agent can achieve 120 points in 12 episodes,
while it takes about 500 episodes for a SARSA agent to achieve a similar performance
level [121] and a hierarchical SARSA agent implemented with object-oriented represen-
tation 300 episodes to achieve 149.48 points [93], which is almost optimal. Although the
TAMER agent does not learn an optimal policy, it can successfully learn a good policy
substantially faster than these other methods, making this set-up very suitable for our
experiments with members of the public where each training session can only last up to
15 minutes.

6.2 Experimental Setup

Our user study was conducted in conjunction with the research program of NEMO —
the public science museum of Amsterdam. This program enables museum visitors to
participate as experimental subjects in studies conducted by scientists from nearby uni-
versities. In our experiment, a group of up to four trainers, typically a family or group
of friends, trained TAMER agents at the same time. In each group, each subject sat at
her own table, facing away from the other members and their screens. There was also a
camera on the screen in front of the trainer’s face. Each participant signed a consent form
(with parental consent for children under 18 years old) permitting recording the data and
using it for research. Then participants in the group were asked to train their own agents
for 15 minutes in the same room at the same time. Each participant could stop and quit
at any time she wanted before the 15 minutes elapsed. Finally, we debriefed the partic-
ipants and asked for feedback and comments. The experiment was carried out in Dutch
with English translations available for foreign visitors. We recorded the training data
including state observations, actions, human rewards and timestamp, scores, timestamp
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for each time step, and video data of facial expressions and key presses on the keyboard
for each trainer during training.

561 subjects from more than 27 countries participated and were randomly distributed
into our four experimental conditions (described below). Of them, 221 were female
and 340 were male respectively, aged from 6 to 72. Table 6.1 shows the distribution
of subjects across age ranges and genders. Data from 63 subjects were disregarded:
five subjects lacked parental consent; three had not played Super Mario Bros before and
were unable to judge Mario’s behavior; one had an internet connection problem, one quit
after only five minutes’ training; and the rest did not fully understand the instructions,
got stuck and gave feedback randomly by alternating positive and negative feedback
in quick succession, or interrupted their family members. After pruning the data, 498
subjects remained: 109 participants in the control condition; 100 in the facial expression
condition; 135 in the competitive condition; and 154 in the competitive facial expression
condition.

Table 6.1: Demographic information in our experiment.

Under 13 13 to 30 Above 30
Female 90 57 74

Male 187 81 72

6.3 Experimental Conditions
In this section, we describe the four conditions we proposed and tested in our experiment.
Note that as in the original TAMER, in all conditions, participants could give positive
and negative feedback by pressing buttons on the keyboard to train the agent. Only the
key press signal was used for agent learning and videos of training by subjects in all
conditions were recorded.

6.3.1 Control Condition
The interface for the control condition is the performance-informative interface replicated
from Chapter 4 and implemented in the Infinite Mario domain, as shown in Figure 6.2.
Apart from the state and action of the agent, which are visible from the game board,
the agent’s performance over past and current games is shown in a performance window
during the training process. The performance window allows the agent to give the trainer
feedback about its learning process and keeps the trainer involved in the training process,
as described in Chapter 4. Trainers in this condition were told to use key presses to train
the agent.

6.3.2 Facial Expression Condition
The interface used in this condition is the same as in the control condition except that
trainers were told to use both key presses and facial expressions to train the agent. We
told them this because we wanted to investigate whether telling trainers to use facial
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Figure 6.2: The training interface in the control condition.

expressions as a separate channel to train the agent would affect the agent’s learning,
compared to trainers in the control condition.

6.3.3 Competitive Condition
In the interfaces used in the control and facial expression conditions, only the agent’s
own performance was shown to the human trainer. Chapter 5 showed that putting people
in a socio-competitive situation could further motivate them to give more feedback and
improve the agent’s performance. In this study, we aim to verify this result as well
as investigate how it plays out when the socio-competitive setting involves people who
know each other and are training at the same time in the same room. Therefore, in the
competitive condition, we allow the agent to indicate the rank and score of the other
members of the group, who are all training their own agents simultaneously in the same
room, as described in the experimental setup in the previous section. The groups typically
consist of family members or close friends, e.g., children and (grand) parents, brothers
and sisters.

Figure 6.3: The training interface in the competitive condition.

To implement this condition, we added a leaderboard to the right of the interface used
in the control and facial expression conditions, as shown in Figure 6.3. In the leaderboard,
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the first names, scores and ranks of all the group members currently training the agent
are shown. When the trainer starts training for the first time, her agent’s performance
is initialized to 0 and ranked in the leaderboard. Whenever the trainer finishes a game
(i.e. Mario dies), the new game score and rank is updated in the leaderboard. To create
more movement up and down in the leaderboard, the last game score is always used. The
trainer can directly check her score and rank in the leaderboard. Therefore, the trainer
can keep track of both the agent’s learning progress and the agent’s performance relative
to that of other members of her group.

6.3.4 Competitive Facial Expression Condition
The final condition is a combination of the facial expression and competitive conditions.
Specifically, the interface is the same as in the competitive condition but, as in the facial
expression condition, trainers were told to use both key presses and facial expressions
to train agents. As in other conditions, only key presses were actually used for agent
learning.

6.4 Results and Discussion
In this section, we present and analyze our experimental results. In the results below,
the p-values were computed with n-way ANOVA (n is the number of factors) since we
need to take multiple factors into account, unless indicated otherwise. ANOVA is a test
for statistical significance between means by actually comparing the variance due to the
between-groups variability with the within-group variability. ⌘2p is the effect size which
indicates the variance accounted for by a factor effect and that effect plus its associated
error variance within an ANOVA study. Suggested norms for ⌘2p: small = 0.01; medium =
0.06; large = 0.14 [28]. We consider n = 5 factors: facial expression, competition, age,
gender and level. Here ‘facial expression’ means whether telling trainers to use facial
expressions to train agents or not, while ‘competition’ means whether a leaderboard was
shown in the training interface. ‘Gender’ and ‘age’ mean all trainers were divided into
females and males and three age groups: under 13, 13 to 30 and more than 30. ‘ Level’
means the most frequent highest level in the game reached by the agent tested offline.
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Figure 6.4: Mean number of time steps with feedback received by agents in level 0, 1
and 2 in the game. Note: error bars represent standard error.
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6.4.1 Feedback Given

Our results show that telling subjects to use facial expressions as a separate channel for
giving feedback to train agents does not decrease the amount of feedback given via key
presses, and an agent’s competitive feedback does not increase the amount of feedback
given by the trainers. However, our results show that the higher the level the agents reach,
the less feedback they receive (F (2, 490) = 9.11, p = 0.0001, ⌘2p = 0.036), as shown in
Figure 6.4.

6.4.2 Performance

To get some exploratory insights into our data, we first analyzed the distribution of fi-
nal offline performance for each condition with the learned final policy tested offline for
20 games and averaged over the 20 games for each subject. Figure 6.5, which contains
histograms of the final offline performance for the four conditions, shows that the dis-
tribution in the four conditions are all characterized by three modes. The gap between
modes is caused by the score mechanism which gives credit +100 for finishing one level
and much less otherwise. Therefore, the three modes in Figure 6.5 from left to right
correspond to level 0, 1 and 2 in the game respectively.
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Figure 6.5: Distribution of final offline performance across the four conditions
(FE=Facial Expression).

Figure 6.6 highlights the importance of ‘competition’. For all agents across all modes,
a statistically significant main effect of ‘competition’ was observed (F (1, 471) = 4.45, p
= 0.035, ⌘2p = 0.009), where the performance was better when ’competition’ is provided
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Figure 6.6: Mean final offline performance for agents across and in the three modes
distributed in Figure 6.5, trained with and without competitiveness. Note: black bars
stand for standard error.

though ⌘2p is of small size, as shown in Figure 6.6. While examining each mode, Fig-
ure 6.6 shows that the main effect of ‘competition’ is statistically significant in mode 3
(F (1, 19) = 7.41, p = 0.01, ⌘2p = 0.04), in which agents performed best. The performance
was also better when ’competition’ is provided though ⌘2p = 0.04 is of small size. How-
ever, when examining ‘facial expression’, there is no significant effect found on agents’
learning across modes or within each mode.

Overall, these results support prior results in Chapters 4 and 5 demonstrating the im-
portance of bi-directional interaction and competitive elements in the training interface,
and show that ‘competition’ can improve agent learning and help the best trainers the
most though the effect size is small.

6.4.3 Role of Gender
While our results show that competitive feedback can improve the agent’s performance,
we wanted to know which gender ‘competition’ and ‘facial expression’ affect more, since
females and males often perceive and react to social situations differently, e.g., girls have
been shown to be significantly more relationally aggressive than boys [32].

We found that the main effect of ‘facial expression’ is modified by ‘gender’ (F (1, 185)
= 4.57, p = 0.03, ⌘2p = 0.024). Specifically, telling female subjects to use facial expres-
sions as a separate channel to train agents has a negative effect on agent’s learning but not
male ones, as shown in Figure 6.7(a). When looking into each mode in Figure 6.5, we
found that within mode 1 (level 0 in the game), there is a two-way interaction between
‘facial expression’ and ‘gender’ (F (1, 332) = 6.75, p = 0.01, ⌘2p = 0.02). Specifically,
‘facial expression’ ruins agent learning trained by female subjects. Moreover, we found
no significant gender-specific effect of ‘competition’ on training.

In summary, our results suggest that ‘facial expression’ has a negative effect on agent
training by female subjects, especially those who cannot train agents to perform well,
and ‘competition’ has no effect on agent training by males and females respectively.
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Figure 6.7: Mean final offline performance for agents trained by (a) female and male
subjects with and without facial expression, (b) trainers in three age groups with and
without competitiveness. Note: black bars stand for standard error.

6.4.4 Role of Age

We also suspected that ‘facial expression’ and ‘competition’ affect agent training by
trainers within different agent groups differently, since age differences largely account
for reaction time differences [34] and both brain size and cognitive ability increase until
young adulthood and then decrease [107].

Our results show that ‘age’ has some effect on agent performance trained by female
subjects (F (1, 185) = 2.61, p = 0.076, ⌘2p = 0.027), with those between 13 to 30 years old
training agents the worst. Moreover, we observed that the main effect of ‘competition’ is
statistically significant for trainers more than 30 years old (F (1, 123) = 4.65, p = 0.03,
⌘2p = 0.036). Specifically, ‘competition’ can motivate trainers more than 30 years old
to train the agent better but not those less than 30 years old, as shown in Figure 6.7(b).
Furthermore, for trainers between 13 to 30 years old, males trained better than females
(F (1, 116) = 5.75, p = 0.02, ⌘2p = 0.047). While examining ‘facial expression’, we found
that there is a two-way interaction between ‘facial expression’ and ‘gender’ for trainers
less than 13 years old (F (1, 232) = 7.1, p = 0.008, ⌘2p = 0.03). Specifically, ‘facial
expression’ ruins agent learning trained by female subjects.

In summary, our results suggest that ‘competition’ can motivate subjects more than
30 years old to train agent better than younger ones. Moreover, ‘facial expression’ has a
negative effect on agent learning trained by female subjects less than 13 years old.

Interestingly, similar gender differences were also observed by other researchers [18],
where females express a wider variety of emotions than do males, both verbally and
through facial expressions. This could relate to our results about the significant effect of
‘facial expression’ on agent performance trained by female subjects, though more inves-
tigation needs to be made into whether females made more facial expressions than males
in our experimental setting. However, these results point the way to further analysis of
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the correlation between key press feedback and facial expressions by considering gender
and age differences.

6.4.5 Analysis of Facial Feedback
It is well known that facial expressions reflect inner feelings and emotions. We assessed
the informativeness of facial expressions as a feedback signal. To this end, 3-D locations
of 512 densely defined facial landmarks (see Figure 6.8) were automatically detected
and tracked using the state-of-the-art method proposed by Jeni et al. [55]. Videos with a
downsampled frame rate of 20 fps were used in tracking. Data from 31 subjects (5.5%
of the data analyzed) were discarded due to methodological problems such as face occlu-
sion, talking, and chewing gum during the experiment. In total 9,356,103 frames were
tracked. To eliminate rigid head movements, the tracked faces were shape-normalized by
removing translation, rotation and scale. Since the normalized faces are approximately
frontal with respect to the camera, we ignored the depth (z) coordinates of the normalized
landmarks. Consequently, 1024 location parameters were obtained per frame.

Figure 6.8: 512 tracked facial landmarks.

To analyze facial activity levels of different conditions, we computed the standard
deviation of the landmark positions within a 2s interval around each key press feedback
(1s before to 1s after). The 2s interval is chosen because the great majority of facial ex-
pressions of felt emotions last between 0.5 second and 4 seconds [42] and the differences
of standard deviations between conditions are largest in this case. Standard deviations
were averaged for each subject in each condition. Then, we analyzed the significant
differences in vertical (y) and horizontal (x) facial movements, between different condi-
tions using a t-test. The computed p values for x and y coordinates were combined as
pc =

p

px2 + py2 to represent the significance level for each landmark position as one
parameter.

Figures 6.9(a–d) visualize the significance level of differences (pc) in expressiveness
between different conditions. The visualized pc values for transition locations between
detected landmarks were computed by linear interpolation. When we analyze the sig-
nificant differences (pc < 0.05) in facial activeness between different conditions, it is
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Figure 6.9: Significance level (pc) of differences in expressiveness between different
conditions: (a) control vs. facial expression, (b) competitive vs. competitive facial ex-
pression, (c) control vs. competitive, and (d) facial expression vs. competitive facial
expression. Dark gray or black colored (pc < 0.05) regions display significantly differ-
ent activeness between the corresponding conditions.

seen that the mouth region is more dynamic in the facial expression condition compared
to the control condition (Figure 6.9(a)). Similarly, the deviation of movements in the
mouth, upper cheek, and forehead regions for the competitive facial expression condi-
tion are higher than those of the competitive condition (Figure 6.9(b)). These results can
be explained by the fact that subjects exaggerate their expressions in facial expression
conditions. In competitive conditions, almost the whole surface of face has higher ac-
tivity levels in comparison to the control conditions as shown in Figure 6.9(c–d). These
findings suggest that competitive conditions can elevate facial expressiveness.

Next, we investigated the discriminative power of facial responses for classifying
positive and negative feedback. To obtain a compact representation for facial movement
parameters, Principal Component Analysis (PCA) was used to reduce 1024 coordinate
values to 20 principal components while retaining 99.6% of the variance. The mean, me-
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Table 6.2: Accuracy of classifying positive and negative feedback using facial responses.

Condition Positive Negative Total

Pr
op

os
ed

M
et

ho
d

Control 0.47 0.68 0.57
Facial Expression 0.49 0.69 0.59
Competitive 0.61 0.59 0.60
Competitive Facial Expression 0.72 0.59 0.67

R
an

do
m

B
as

el
in

e Control 0.50 0.50 0.50
Facial Expression 0.42 0.58 0.51
Competitive 0.52 0.48 0.50
Competitive Facial Expression 0.58 0.42 0.51

dian, standard deviation, maximum, minimum values of each principal component for
2s intervals around each positive and negative feedback key press (1s before to 1s after)
were computed. These statistics can fairly describe the temporal movement character-
istics of expressions within that interval [30, 39, 40]. By concatenating these features,
100-dimensional feature vectors were obtained. Using a t-test, features that do not sig-
nificantly differ (p > 0.001) between positive and negative feedback were removed.
Random forest classifiers [17] using 300 trees were then trained using the resulting fea-
tures. The random baseline is calculated based on the probabilities of the positive and
negative class.

Our experimental scenario learns facial patterns of the users in the first five minute of
the game, and classifies their positive and negative feedback during the rest of the game.
A five-fold cross-validation scheme was used. While feedback in the first five minutes
from fold i, and all feedback from the remaining folds were used for feature selection
and training, unseen feedback from fold i were used for experimental evaluation (around
10 minutes). There was no subject overlap between folds. 85,429 positive and 79,585
negative feedback instances were used in the experiment. As shown in Table 6.2, the use
of facial expressions significantly (p < 0.001) outperformed the random baseline in each
condition except for classifying positive feedback in the control condition. The highest
accuracy was achieved for the competitive facial expression condition, followed by the
competitive condition. This can be explained by the increased facial expressivity due to
the competitive setting. As expected, the proposed method provided higher accuracies
for facial expression conditions.

6.5 Conclusion

This chapter investigated the effect of an agent’s competitive feedback and the potential
for agents to learn from human trainers’ facial expressions. To this end, we conducted
the first large-scale study with usable data from 498 subjects by implementing TAMER
in the Infinite Mario domain. Our results show for the first time that a TAMER agent
can successfully learn to play Infinite Mario, generalizing prior work in other game en-
vironments. In addition, our experiment supports previous studies in Chapters 4 and 5
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demonstrating the importance of bi-directional feedback and competitive elements in the
training interface and shows the negative effect of telling female trainers to use facial
expressions for training. Specifically, ‘competition’ can improve agent learning espe-
cially trained by subjects who trained agents the best and subjects more than 30 years
old. Telling female subjects to use facial expressions as a separate training channel ruins
agent learning, especially those who are less than 13 years old and cannot train agents to
perform well. That is, telling trainers to use facial expressions lowered the quality of the
key press feedback given by them although the amount of feedback was not affected.

Furthermore, our analysis shows that when using facial expressions to classify pos-
itive and negative keypress feedback, the use of facial expressions significantly outper-
forms the random baseline, and telling trainers to use facial expressions makes them
inclined to exaggerate their expressions, resulting in higher accuracy for predicting posi-
tive and negative feedback using facial expressions. Competitive conditions also elevated
facial expressiveness and further increased predicted accuracy. These results suggest that
while the use of facial expressions for agent training seems sensible, there are a num-
ber of factors to consider relating to additional cognitive load of making posed facial
expressions which leads to a reduced quality in key-press feedback.

In the future work, we would like to further investigate the correlation between key
press feedback and facial expressions by considering gender and age differences, e.g.,
whether the negative effect of telling female subjects to use facial expressions as a sep-
arate channel to train agents on agent performance is because females made more facial
expressions than males in our experimental setting. In addition, we would like to further
improve the predicted accuracy of estimating positive and negative key-press rewards
based on trainers’ facial expressions and develop methods for enabling the agent to learn
from the predicted positive and negative rewards based on facial expressions, or even
from facial expressions alone.
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negative feedback based on facial expressions and writing of Section 6.4.5.
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Conclusion and Future Research

7.1 Conclusions

In this thesis, we consider the question of how an autonomous agent can learn efficiently
from human-delivered reward signals. Like any other natural teaching methods which
facilitate an agent to learn from ordinary people, the teaching of artificial intelligent
agents with human reward depends on the quality and quantity of the interaction between
the human teacher and the agent. In this thesis, we used interactive shaping, where an
agent learns from trial-and-error: when the agent performs a correct action, a positive
reward is given and when a bad action is performed, a negative reward is issued. Using
the TAMER framework, we investigated methods for increasing the efficiency of agent
learning from human reward by better engaging a human trainer and considered solutions
from both perspectives of the agent and human trainer.

First, in Chapter 4, we proposed a bi-directional approach which enables an agent
to provide the human trainer with two kinds of informative feedback: uncertainty and
performance. We implemented our approach with two corresponding interfaces in the
game of Tetris. Specifically, in the first, the uncertainty-informative interface, the agent
informs the human of its uncertainty about the actions it selects with a bar graph; in the
second, the performance-informative interface, the agent informs the human about its
current performance in the task relative to its earlier performance also with a bar graph.
Empirical results of the implementation of our approach via a user study showed that the
agent’s informative feedback can significantly increase the duration of training and the
amount of feedback provided by the trainer, with the uncertainty-informative interface
generating the most feedback. As we expected, our results showed that the performance-
informative feedback led to substantially better agent performance. Surprisingly, the
uncertainty-informative feedback led to worse agent performance although much more
human feedback was elicited.

Furthermore, using principle component analysis (PCA), we showed how trainers
in the uncertainty-informative condition gave feedback to a much wider range of states
than those in the performance-informative condition. Our further analysis showed that
this kind of trainer behavior in the uncertainty-informative condition started much sooner
in the agent’s learning trajectory and interestingly, in the early stages when the agent’s
performance was still improving. In addition, by simulating the influence of the agent’s
uncertainty-informative behavior on a human’s training behavior, we showed that train-
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ers could be distracted by the agent sharing its uncertainty levels about its actions, and
aim to reduce uncertainty by sometimes (with probability 0.25) giving close to random
feedback when they evaluated the agent’s behavior to be neutral. After the agent’s learn-
ing performance plateaued, this probability increased. These results may explain the
performance discrepancy between the uncertainty-informative condition and the control
condition, and also pointed out that encouraging trainers to give more feedback only
helps agent learning if they know that their feedback has a positive effect on the agent’s
performance.

Altogether, these results in Chapter 4 not only provided insights into TAMER, they
also highlighted the importance of interface design — a previously under-emphasized
aspect of agent training using humans — by providing evidence of its influence on hu-
man training behavior. Furthermore, the results that measuring performance increased
performance, and measuring uncertainty reduced uncertainty, also fitted with a pattern
observed in organizational behavior research that follows from the adage “you get what
you measure” [12] — sharing behavior-related metrics will tend to make people attempt
to improve their scores with respect to those metrics. This provides a potentially powerful
guiding principle for human-agent interface design in general.

Chapter 5 built upon the work in Chapter 4 by investigating the influence of an agent’s
social competitive feedback on the human trainer’s training and resultant agent’s learn-
ing. In particular, we proposed a new Socio-competitive TAMER interface, in which
the trainer was embedded in an environment that made her aware of other trainers and
their respective agents. By integrating agent training with an online social network via
the Socio-competitive TAMER interface, we addressed the challenge of recruiting sub-
jects and inserted agent training into people’s daily online social lives. With the Socio-
competitive TAMER interface, we developed a Facebook app and proposeed two exper-
imental conditions: passive social condition and active social condition. In the passive
social condition, in addition to receiving feedback about how her agent is performing, the
trainer now also saw a leaderboard that compares her agent’s performance to that of her
Facebook friends as well as all others using the Facebook app. While both the interface
in Chapter 4 and the social extension mentioned above are bi-directional, the agent’s role
is passive: it merely displays feedback for the trainer, which the trainer can choose to
look at or ignore. To address this limitation, we proposed the active social condition in
which the agent actively provides feedback to the trainer. The active social condition was
developed using Facebook notifications, i.e., messages sent to Facebook users while they
are not using the app, to update the trainers on their performance relative to other train-
ers. The results of our user study also with the game of Tetris showed that the agent’s
social competitive feedback can substantially increase the engagement of the participants
in the game task and improve the agents’ performance, even though the participants did
not directly play the game but instead trained the agent to do so.

In addition, we find that adding active social feedback induced more trainers to train
longer (on average, but less in median) and provide more feedback but did not further
improve agent performance. One explanation is that the improvement of the active social
condition is relatively small and cannot be detected in our experiment, given the size of
the groups and variation in the trainers. Our further analysis showed that only half of
trainers in the active social condition were affected by the agent’s active social feedback;
the others behave in the same way as those in the passive social condition.
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Another possible explanation is that some trainers employed a more complex multi-
line clearing strategy, which has greater effects for the active social condition, where the
most training occurred. This is tentatively suggested by the substantial increase in per-
formance of the agents in the active social condition (from 583 to 719 lines) when using a
scoring system in traditional Tetris game that rewards clearing multiple lines rather than
single line. In contrast, in the passive social condition, the increase in performance when
using the multi-line score weighting is much less (from 700 to 728 lines). However,
we do not know whether this multi-line strategy was trained during the first interval or
emerged later on in the training process. We suspect the reason that the rankings did not
improve is the large variance of agent performance in Tetris, which could frustrate the
trainer when the agent’s online performance is low despite continued training and a good
learned policy.

In addition, in Chapter 6, we further investigated the importance of the agent’s socio-
competitive feedback but now in a new setting with a group of subjects consisting of
closely related trainers, e.g., family members and close friends, in a much broader range
of ages and genders. We conducted the first large-scale study at NEMO — the public
science museum of Amsterdam — with useable data from 498 subjects by implementing
TAMER in the Infinite Mario domain. Our user study was conducted in conjunction with
the research program of NEMO. This program enables museum visitors to participate
as experimental subjects in studies conducted by scientists from nearby universities. Our
results showed for the first time that an agent using TAMER can successfully learn to play
Infinite Mario, generalizing over prior work in other game environments. The results
of our study also showed that the agent’s socio-competitive feedback can significantly
improve agent learning, especially trained by subjects more than 30 years old and high
performing trainers, which supports prior studies in Chapters 4 and 5 demonstrating the
importance of bi-directional feedback and competitive elements in the training interface.

As the final core contribution of this thesis, in Chapter 6, we investigated the potential
of an agent’s learning from implicit human reward — facial expressions. From the hu-
man’s point of view, as time progresses, humans may get tired of giving explicit feedback
(e.g., button presses to indicate positive or negative reward) on which TAMER relies. In
fact, our work in Chapter 4 and another research study [63] have shown that humans give
copious feedback early in training but very sparsely thereafter. Facial expression as a
natural, automatic response to the observed behavior requires less or even no cognitive
load from the human trainer and is much easier to obtain. Therefore, it would be im-
mensely useful if the agent could learn from such implicit feedback. In our user study at
NEMO with agent learning from human reward, we first investigated how telling trainers
to use facial expressions as a separate channel for giving feedback affected the behav-
ior of those trainers, especially the nature of the reward signals they provide through key
presses. Then we investigated the discriminative power of facial responses for classifying
positive and negative feedback.

Our analysis showed that when using facial expressions to classify positive and neg-
ative keypress feedback, the use of facial expressions significantly outperformed the ran-
dom baseline, and telling trainers to use facial expressions made them inclined to exag-
gerate their expressions, resulting in higher accuracies for estimating their corresponding
positive and negative feedback keypresses. Moreover, competition can elevate facial ex-
pressiveness and further increase the predicted accuracy. Furthermore, while examining
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gender and age, our results showed that telling trainers to use facial expressions had a
statistically significant negative effect on the agent’s learning when they were trained by
female subjects, especially those who are less than 13 years old and cannot train agents
to perform well. That is, telling trainers to use facial expressions lowered the quality of
the key press feedback given by them although the amount of feedback was not affected.
This suggested that while the use of facial expressions for agent training seems sensible,
there are a number of factors to consider relating to additional cognitive load of making
posed facial expressions which leads to a reduced quality in keypress feedback. These
results are a first step in exploring the potential of facilitating agents to learn from facial
expressions in future work and bring us closer to the realization of using this prediction
based on facial expressions as a reward signal to train the agent when no explicit feedback
is provided by a human trainer.

7.2 Future Work

The goal of this thesis is to study methods of improving the efficiency of agent’s learning
from human reward and the understanding between the agent and human user. However,
the research of this thesis also enables numerous future directions that are worthy of
inquiry. Some of these possible research directions are discussed in the next sections.

7.2.1 Combining Human Reward with Demonstration
From data collected in studies within this thesis, we observe that there are always some
subjects who cannot train the agent to perform a task well, though agent learning from
human reward has clear advantages over other natural teaching methods. In fact, just as
every coin has two sides, all natural teaching methods have strengths and weaknesses,
including interactive shaping, and many of them are complementary to each other.

For instance, in spite of the weaknesses of learning from demonstration as mentioned
in Section 3.1.2, it also has some advantages over learning from human reward. First,
for tasks for which a demonstration is feasible, demonstrations will often lead to faster
learning than reward signals, since the correct action can be directly communicated by the
demonstrator. Even if the human trainer is not an expert in the task and cannot provide
the correct behavior, the demonstration can still highlight a subspace for the agent to
explore. While in interactive shaping, an agent still learns from trial-and-error: when the
agent performs a correct action, a positive reward can be used to encourage it, and when
a bad action is performed, a punishment needs to be used to push the agent to try some
other actions which could be much worse or even dangerous in some cases. Moreover,
people who are experts on performing a task themselves may not be an expert at teaching
an agent to do so with interactive shaping. Furthermore, human trainers would prefer
to use demonstrations to train an agent especially when they know how to perform the
tasks themselves. For example, when a human trainer is an expert in the task to be
taught, instead of teaching the agent by telling it right/wrong with much patience like in
interactive shaping, she may prefer to give demonstrations by showing the agent how to
perform the task directly when a demonstration is feasible.

Therefore, intuitively, considering these complementary strengths and weaknesses of
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learning from demonstration and interactive shaping, an ideal case would be a combina-
tion of them, like what humans usually do in reality. A “Wizard of OZ” study [58, 101]
investigated the teaching styles of a human teacher when she was given several different
teaching methods to use to teach an agent that was secretly controlled by a human con-
federate — the wizard. They found that teaching with human reward was never employed
itself but was used to fine-tune the learned behavior after testing the agent’s skills learned
with other teaching methods. For example, the human teacher might provide demonstra-
tions at the initial training stage, then uses reward signals to fine-tune the agent’s learned
behavior. Argall et al. [3] propose an approach wherein learning from demonstration is
coupled with critiques by the human of the agent’s performance for an execution tra-
jectory. However, a more thorough approach would be allowing the human teacher to
evaluate the agent’s action during the execution separately from the provided demonstra-
tion.

7.2.2 Automatic Feature Selection and Dimensionality Reduction
While agents learning via interactive shaping has achieved some successes in a variety of
domains, their applicability has been limited to domains in which useful features can be
handcrafted, which also requires the agent designer to be an expert in the domain. More-
over, feature engineering can be time-consuming and has a great effect on the agent’s
learning performance. Therefore, it would be very useful if an agent could learn from
human reward with the raw observations of the environment, e.g., learning to control a
robot from raw sensory input with redundant information. Whiteson et al. [137] propose
Feature Selective NeuroEvolution of Augmenting Topologies (FS-NEAT) by incorporat-
ing the feature selection problem into the learning task. It searches for good feature sets
as input for neural networks it trains at the same time. Using evolution, it automatically
determines the neural network’s inputs, topology, and weights. In addition, Mnih et al.
[92] use recent advances in training deep neural networks to develop a novel artificial
agent, termed a deep Q-network, that can learn successful policies directly from high-
dimensional sensory inputs using end-to-end reinforcement learning. In their work, the
agent receives only the pixels and the game score as inputs, and learns abstract represen-
tations of these raw sensory inputs. The agent is able to achieve a level comparable to
that of a professional human games tester across a set of 49 games, using the same al-
gorithm, network architecture and hyperparameters. Therefore, the extension of learning
from human reward with automatic feature selection will remain a promising direction
to explore.

In addition, learning from human reward should seek to learn desired behaviors
quickly and be flexible to learn a wide range of different behaviors at the same time.
A desired behavior might only rely on a few features. If there are many possible features
granting the flexibility to learn different behaviors, and only a few of them are relevant
for each behavior, then some form of dimensionality reduction may be necessary to learn
these different behaviors quickly. In the model tree method we implement in Chapter 6,
the model can select a subset of features to learn a linear mode at each node to predict the
human reward, but we still need to provide a whole set of features before learning occurs.
Combining dimensionality reduction with methods for automatic feature selection could
reduce the load on the agent designer and at the same time enable the agent to be flexible
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to learn different behaviors efficiently by reducing the number of samples required from
the human trainer.

7.2.3 Learning from Unintentional Rewards
The work reviewed in Section 3.2 uses the agent’s social cues to engage the human
trainer and maintain a mental model of the agent’s learning in the human trainer’s mind,
thus affecting the feedback provided by the human trainer to further improve the agent’s
learning. But how can we make use of the human trainer’s social cues to augment the
agent’s learning by improving the agent’s understanding of the human user and further
easing the human trainer’s cognitive load, e.g., via interpreting them as unintentional
rewards?

Unintentional rewards given without the intention to teach can mostly be derived
from social cues such as facial expressions, attention, tone of voice, etc. These rewards
can be observed with little or no cognitive load on the human user. But when trainers are
told to use social cues to train the agent, both intentional and unintentional rewards can be
included in these social cues. For example, in Chapter 6 we take a first step in exploring
the potential of learning from human trainer’s facial expressions via interpreting them as
human rewards and investigate how telling trainers to use facial expressions as a separate
channel for giving feedback affects the behavior of those trainers. Our results show
that telling trainers to use facial expressions makes them inclined to exaggerate their
expressions. In this case, there are both intentional and unintentional rewards extracted
from facial expressions in our facial expression conditions, i.e., when trainers were told
that they can use facial expressions to train the agent. However, our results also show that
this resulted in higher accuracies for estimating their corresponding positive and negative
feedback keypresses compared to the baseline.

Like intentional rewards, unintentional signals also contain information about how
the human user is affected by an agent’s behavior. Therefore, it would be immensely
useful if an agent could learn behaviors from such signals. However, since these rewards
are untargeted and they could have other causes that are not related to the agent, a clear
interpretation and attribution of these signals will be key to successfully learn from them.

7.3 Final Remarks

The core objective of AI and robotics is to deploy robots and other agents into the real
world that is inhabited by human beings. While AI is often dominated by visions of
autonomy by making robots and other agents become competent in performing tasks
and helping humans, it will also be important for them and human beings to be able
to understand and learn from each other. This thesis discusses AI with human in the
loop, where humans do not passively receive the benefits of AI but rather take an active
role by trying to understand and shape the behavior of the agents. The development
of interactive shaping and other natural teaching methods pushes AI research to this
direction by allowing human users to teach behaviors and improving their understanding
of the agents through the interactive teaching process. Interactive shaping and the work in
this thesis can be seen as the problem of understanding what information we can harness
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from both the agent and human user, to augment the agent’s learning by improving the
understanding of the agents and further easing the human user’s cognitive load.

Interactive shaping and other natural teaching methods bring the realization of the
dream of assistive learning agents closer. This thesis has made several contributions
towards the understanding of interactive shaping by developing methods to augment
agent’s learning through it and improve the understanding between agents and human
users via social interaction, further advancing agents’ progress towards becoming our
trustworthy companions and collaborators.
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A
Instructions and Questionnaire for the

Experiments

In this appendix, we provide the instructions and questionnaire given to subjects in the
three user studies described throughout this thesis. Experiment for which the author was
the trainer is omitted for lack of instructions.

A.1 Tetris Experiment in Chapter 4

A.1.1 Instructions for the Control Condition

Introduction

Thank you for taking part in this experiment. In this experiment you will be asked to train
an agent to play Tetris by giving positive and negative feedback. All your information
will be anonymized.

Please read the instructions carefully before you start the experiment. If you
have any questions before the experiment, please do not hesitate to ask me by send-
ing email to guangliang.li2010@gmail.com.

Note:

1. Your task is to let the agent know whether you approve of (positive feedback) or
disapprove of (negative feedback) the placement of previous Tetris piece.

2. If you find that you cannot pause the game or the screen doesn’t flash when you
give feedback, please click on the game screen to make sure it can get the focus.

3. We strongly suggest closing all other applications running on your computer and
don’t refresh your browser. Otherwise the game may have problems that hurt your
chance of getting a high score. If there is something wrong with it, please describe
it in detail and send it to me by email.
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Procedure

Experimental Conditions
It’s better not to have a break during one training session. If you really need to pause
the training, you can press the “space bar” at any time, and press the key ‘2’ to unpause.
You can choose any time you are free to train the agent for at least 3 games (a game ends
when a piece’s placement is at the top of the screen), and after that you can train as long
as you like. And it’s better to choose a time when you are relaxed, and make sure there
are no other distractions around you. You have up to 7 days to train the agent as much as
you like (start from the first time you train the agent). During the 7 days, you can come
back to continue training your previous agent student without training a new agent from
the beginning again (make sure you use the same ID Number and Name when you come
back). Be careful for the letter case of your name.

Experiment
This experiment consists of five steps, as follows:

Step 1 : Read the instructions
First, please read the “Instructions for the experiment” carefully.

Step 2 : Sign the consent form
After you read the instructions, you need to tick the checkbox which means you agree

with the terms displayed in the consent form before the real experiment. Then fill in your
ID Number (it’s the ID number I sent to you ) and your Name (remember it for the next
time you come back). Then click the ‘Next’ button to go to the next step. Then it may
appear a message box of security which is about the code publisher, please click on the
‘always trust content from this publisher’ checkbox, and then press ‘run’.

Step 3 : Practice
Before the real training session, you have two minutes’ time to practice. Only when

you have finished the practice, can you move to the next step. And when you come back
to the browser next time, this step will be skipped.

Step 4 : Train your agent student

For the training session:

When to give feedback:

• While any Tetris piece is falling, you can give feedback about the placement of the
previous Tetris piece, for example, in Figure A.1, the piece colored in black is the
placement of the previous piece.

• You can encourage any strategy that you think is best (the score is only recorded
by counting the number of lines cleared, which means if several lines are cleared
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Figure A.1: Tetris piece’s placement.

at a time, you will get the same score as several lines are cleared separately). And
please remember not to give feedback for an action until the placement of the Tetris
piece has been finished.

How to give feedback:

• Press the key ‘/’ to give positive feedback ( the screen will flash in blue color) and
press ‘z’ (lower case letter) to give negative feedback (the screen will flash in red
color). You can press either button multiple times (at most 4 times) to strengthen
your feedback. You can also choose not to give any feedback for the placement.

Adjusting the speed:

• If you think the speed at which the Tetris piece is falling is too slow or too fast, you
can press the key ‘+’ to speed up and the key ‘-’ to slow down the agent to your
preference.

Do you want your agent to play better and better? If so, then you can come back
at any time during the 7 days after you finished the first training session. Return to the
browser and click on the button to continue training your own previous agent as many
times as you like (Make sure you use the same ID Number and Name as the previous
time). Be careful for the letter case of your name.

Step 5 : Fill in the questionnaire
7 days later, you can no longer train the agent, and I will send the questionnaire to

you. Please fill in it carefully. Thanks for your help.

95



A. Instructions and Questionnaire for the Experiments

A.1.2 Instructions for the Uncertainty-Informative Condition

Introduction

Thank you for taking part in this experiment. In this experiment you will be asked to train
an agent to play Tetris by giving positive and negative feedback. All your information
will be anonymized.

Please read the instructions carefully before you start the experiment. If you
have any questions before the experiment, please do not hesitate to ask me by send-
ing email to guangliang.li2010@gmail.com.

Note:

1. Your task is to let the agent know whether you approve of (positive feedback) or
disapprove of (negative feedback) the placement of previous Tetris piece.

2. The feedback you give will decrease the software’s uncertainty about how to act
in that situation.

3. After the third time you give feedback, we will show you a measure of this uncer-
tainty.

4. If you find that you cannot pause the game or the screen doesn’t flash when you
give feedback, please click on the game screen to make sure it can get the focus.

5. We strongly suggest closing all other applications running on your computer and
don’t refresh your browser. Otherwise the game may have problems that hurt your
chance of getting a high score. If there is something wrong with it, please describe
it in detail and send it to me by email.

Procedure

Experimental Conditions
It’s better not to have a break during one training session. If you really need to pause
the training, you can press the “space bar” at any time, and press the key ‘2’ to unpause.
You can choose any time you are free to train the agent for at least 3 games (a game ends
when a piece’s placement is at the top of the screen), and after that you can train as long
as you like. And it’s better to choose a time when you are relaxed, and make sure there
are no other distractions around you. You have up to 7 days to train the agent as much as
you like (start from the first time you train the agent). During the 7 days, you can come
back to continue training your previous agent student without training a new agent from
the beginning again (make sure you use the same ID Number and Name when you come
back). Be careful for the letter case of your name.

Experiment
This experiment consists of five steps, as follows:

Step 1 : Read the instructions
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Figure A.2: Tetris piece’s placement.

First, please read the “Instructions for the experiment” carefully.

Step 2 : Sign the consent form
After you read the instructions, you need to tick the checkbox which means you agree

with the terms displayed in the consent form before the real experiment. Then fill in your
ID Number (it’s the ID number I sent to you ) and your Name (remember it for the next
time you come back). Then click the ‘Next’ button to go to the next step. Then it may
appear a message box of security which is about the code publisher, please click on the
‘always trust content from this publisher’ checkbox, and then press ‘run’.

Step 3 : Practice
Before the real training session, you have two minutes’ time to practice. Only when

you have finished the practice, can you move to the next step. And when you come back
to the browser next time, this step will be skipped.

Step 4 : Train your agent student

For the training session:

When to give feedback:

• While any Tetris piece is falling, you can give feedback about the placement of the
previous Tetris piece, for example, in the figure A.2 below, the piece colored in
black is the placement of the previous piece.

• You can encourage any strategy that you think is best (the score is only recorded
by counting the number of lines cleared, which means if several lines are cleared

97



A. Instructions and Questionnaire for the Experiments

Figure A.3: The tetris agent’s uncertainty informative feedback and training interface.

at a time, you will get the same score as several lines are cleared separately). And
please remember not to give feedback for an action until the placement of the Tetris
piece has been finished.

How to give feedback:

• Press the key ‘/’ to give positive feedback ( the screen will flash in blue color) and
press ‘z’ (lower case letter) to give negative feedback (the screen will flash in red
color). You can press either button multiple times (at most 4 times) to strengthen
your feedback. You can also choose not to give any feedback for the placement.

The agent feedback:

• In the graph on the top, each bar shows to what extent the agent is uncertain about
the last placement of Tetris piece in that situation, refer to Figure A.3. In the graph,
the dark blue bars show the uncertainty of the past states, while the pink bar shows
the uncertainty of the last placement of Tetris piece. After you give feedback, the
current uncertainty (pink bar) will be decreased and shown in dark blue color after
the next placement.

Adjusting the speed:

• If you think the speed at which the Tetris piece is falling is too slow or too fast, you
can press the key ‘+’ to speed up and the key ‘-’ to slow down the agent to your
preference.
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Do you want your agent to play better and better? If so, then you can come back
at any time during the 7 days after you finished the first training session. Return to the
browser and click on the button to continue training your own previous agent as many
times as you like (Make sure you use the same ID Number and Name as the previous
time). Be careful for the letter case of your name.

Step 5 : Fill in the questionnaire
7 days later, you can no longer train the agent, and I will send the questionnaire to

you. Please fill in it carefully. Thanks for your help.

A.1.3 Instructions for the Performance-Informative Condition

Introduction

Thank you for taking part in this experiment. In this experiment you will be asked to train
an agent to play Tetris by giving positive and negative feedback. All your information
will be anonymized.

Please read the instructions carefully before you start the experiment. If you
have any questions before the experiment, please do not hesitate to ask me by send-
ing email to guangliang.li2010@gmail.com.

Note:

1. Your task is to let the agent know whether you approve of (positive feedback) or
disapprove of (negative feedback) the placement of previous Tetris piece.

2. The graph on the top will show the score of each game.

3. If you find that you cannot pause the game or the screen doesn’t flash when you
give feedback, please click on the game screen to make sure it can get the focus.

4. We strongly suggest closing all other applications running on your computer and
don’t refresh your browser. Otherwise the game may have problems that hurt your
chance of getting a high score. If there is something wrong with it, please describe
it in detail and send it to me by email.

Procedure

Experimental Conditions
It’s better not to have a break during one training session. If you really need to pause
the training, you can press the “space bar” at any time, and press the key ‘2’ to unpause.
You can choose any time you are free to train the agent for at least 3 games (a game ends
when a piece’s placement is at the top of the screen), and after that you can train as long
as you like. And it’s better to choose a time when you are relaxed, and make sure there
are no other distractions around you. You have up to 7 days to train the agent as much as
you like (start from the first time you train the agent). During the 7 days, you can come
back to continue training your previous agent student without training a new agent from
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Figure A.4: Tetris piece’s placement.

the beginning again (make sure you use the same ID Number and Name when you come
back). Be careful for the letter case of your name.

Experiment
This experiment consists of five steps, as follows:

Step 1 : Read the instructions
First, please read the “Instructions for the experiment” carefully.

Step 2 : Sign the consent form
After you read the instructions, you need to tick the checkbox which means you agree

with the terms displayed in the consent form before the real experiment. Then fill in your
ID Number (it’s the ID number I sent to you ) and your Name (remember it for the next
time you come back). Then click the ‘Next’ button to go to the next step. Then it may
appear a message box of security which is about the code publisher, please click on the
‘always trust content from this publisher’ checkbox, and then press ‘run’.

Step 3 : Practice
Before the real training session, you have two minutes’ time to practice. Only when

you have finished the practice, can you move to the next step. And when you come back
to the browser next time, this step will be skipped.

Step 4 : Train your agent student

For the training session:
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Figure A.5: Tetris agent’s performance informative feedback.

When to give feedback:

• While any Tetris piece is falling, you can give feedback about the placement of the
previous Tetris piece, for example, in the figure A.4, the piece colored in black is
the placement of the previous piece.

• You can encourage any strategy that you think is best (the score is only recorded
by counting the number of lines cleared, which means if several lines are cleared
at a time, you will get the same score as several lines are cleared separately). And
please remember not to give feedback for an action until the placement of the Tetris
piece has been finished.

How to give feedback:

• Press the key ‘/’ to give positive feedback ( the screen will flash in blue color) and
press ‘z’ (lower case letter) to give negative feedback (the screen will flash in red
color). You can press either button multiple times (at most 4 times) to strengthen
your feedback. You can also choose not to give any feedback for the placement.

The agent feedback:

• The graph on the top, shows the score of each game, one bar per game, refer to
Figure A.5. In the graph, the dark blue bars show the scores of past games, while
the pink bar shows the current game score.
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Adjusting the speed:

• If you think the speed at which the Tetris piece is falling is too slow or too fast, you
can press the key ‘+’ to speed up and the key ‘-’ to slow down the agent to your
preference.

Do you want your agent to play better and better? If so, then you can come back
at any time during the 7 days after you finished the first training session. Return to the
browser and click on the button to continue training your own previous agent as many
times as you like (Make sure you use the same ID Number and Name as the previous
time). Be careful for the letter case of your name.

Step 5 : Fill in the questionnaire
7 days later, you can no longer train the agent, and I will send the questionnaire to

you. Please fill in it carefully. Thanks for your help.

A.1.4 Questionnaire for Tetris Experiment in Chapter 4

I thought the agent was...

DIRECTIONS: Below are some words that people sometimes use to describe themselves
and others. Please indicate whether or not you believe each word applies to the agent by
marking whether it was:

Very = 1; Somewhat= 2; Neither =3; Somewhat = 4; Very = 5

1. Passive 1 � 2 � 3 � 4 � 5 � Active

2. Dead 1 � 2 � 3 � 4 � 5 � Alive

3. Lazy 1 � 2 � 3 � 4 � 5 � Industrious

4. Submissive 1 � 2 � 3 � 4 � 5 � Dominant

5. Opaque 1 � 2 � 3 � 4 � 5 � Transparent

6. Guided 1 � 2 � 3 � 4 � 5 � Autonomous

7. Techniqual 1 � 2 � 3 � 4 � 5 � Human

I thought the training process was...

DIRECTIONS: Below are some words that people sometimes use to describe themselves
and others. Please indicate whether or not you believe each word applies to the training
process by marking whether it was:

Very = 1; Somewhat= 2; Neither =3; Somewhat = 4; Very = 5

1. Unsatisfying 1 � 2 � 3 � 4 � 5 � Satisfying
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2. Boring 1 � 2 � 3 � 4 � 5 � Relaxing

3. Easy 1 � 2 � 3 � 4 � 5 � Difficult

4. Inefficient 1 � 2 � 3 � 4 � 5 � Efficient

5. Calming 1 � 2 � 3 � 4 � 5 � Exiting

6. Complicated 1 � 2 � 3 � 4 � 5 � Simple

7. Relaxing 1 � 2 � 3 � 4 � 5 � Stimulating

8. Annoying 1 � 2 � 3 � 4 � 5 � Pleasing

9. Easy 1 � 2 � 3 � 4 � 5 � Challenging

10. Fresh 1 � 2 � 3 � 4 � 5 � Jaded

How busy were you when you were training the agent?

DIRECTIONS: Below are some statements that are used to describe how busy you were
when you were training the agent. Please indicate which statement applies to you:

1. much less busy than usual

2. less busy than usual

3. normal

4. a bit more busy than normal

5. much busier than normal

Self-assesment

DIRECTIONS: Below are statements that people sometimes use to describe themselves
and others. Please indicate whether or not you believe each statement applies to you by
marking whether you:

Strongly Disagree = 1; Disagree = 2; Undecided =3; Agree = 4; Strongly Agree = 5

1. I can easily tell if someone else wants to enter a conversation

2. I am a competitive person

3. I like to mix socially with people

4. Reaching personal performance goals is very important to me

5. I am good at predicting how someone will feel

6. I set goals for myself when I compete

7. I find it easy to put myself in somebody else?s shoes
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8. I want to be successful in playing games

9. I would never break a law, no matter how minor

10. I look forward to competing

11. I can tune into how someone else feels rapidly and intuitively

12. I try hardest when I have a specific goal

13. I often ”have the time of my life” at social affairs

14. I am quick to spot when someone in a group is feeling awkward or uncomfortable

15. Winning is important

16. I am good at predicting what someone will do

17. I am frequently ”lost in thought” even when I should be taking part in a conversa-
tion

18. I look forward to the opportunity to test my skills in competition

19. I try to keep up with current trends and fashions

20. I am at my best first thing in the morning

21. I can tell if someone is masking their true emotion

22. I am most competitive when I try to achieve personal goals

23. Friends usually talk to me about their problems as they say that I am very under-
standing

24. I prefer practical jokes to verbal humor

25. Losing upsets me

26. I can easily work out what another person might want to talk about

27. I try my hardest to win

28. I can easily tell if someone else is interested or bored with what I am saying

29. I want to be the best every time I compete

30. I can sense if I am intruding, even if the other person doesn?t tell me

31. I derive more satisfaction from social activities than from anything else

32. The best way to determine my ability is to set a goal and try to reach it

33. I can pick quickly if someone says one thing but means another

34. Other people tell me I am good at understanding how they are feeling and what
they are thinking

35. I have the most fun when I win
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Free Form

1. Do you know what TAMER (Training an Agent Manually via Evaluative Rein-
forcement) Tetris is?

2. Did you ever play Tetris before? How do you usually play Tetris? Do you have
any personal strategy?

3. Would you be interested in taking part in another Tetris experiment in the future?

4. Did you notice anything interesting during training? For example, the agent can
learn skills from you and play better than you thought, etc.

5. What was your special strategy to train the agent?

6. What is your educational background? Do you know anything about computer
science, artificial intelligence, or agent learning?

7. Are you color blind? And to what extent?

8. We’d love to hear any comments that come to mind, or some suggestions for the
improvement of TAMER Tetris would be useful for us.

A.2 Facebook Experiment in Chapter 5

A.2.1 Instructions for the Control and Performance Conditions

How to Play

The objective of Intelligent Tetris is to train the app to learn how to play Tetris. You can
teach the app how to play by telling it whether you like the last Tetris piece’s placement
or not.

1. If you like it, press the button ‘p’ on your keyboard (the game board will flash in
blue).

2. If you dislike it, press the button ‘q’ on your keyboard (the game board will flash
in red).

You can also strengthen your ‘like’ or ‘dislike’ by pressing the corresponding button
several times (4 times each at most).

Every time you give feedback, the app learns and it will show ‘Training’ at the bottom
left corner. When you stop giving feedback, the app stops learning from you and will
show ‘Not training’ at the bottom left corner. If you start giving feedback again, the app
continues learning and will show ‘Training’ again.

If the game board doesn’t flash, try to click on the game board and then continue
training.
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A.2.2 Instructions for the Passive and Active Social Conditions

How to play

The objective of Intelligent Tetris is to train the app to learn how to play Tetris. You can
teach the app how to play by telling it whether you like the last Tetris piece’s placement
or not.

1. If you like it, press the button ‘p’ on your keyboard (the game board will flash in
blue).

2. If you dislike it, press the button ‘q’ on your keyboard (the game board will flash
in red).

You can also strengthen your ‘like’ or ‘dislike’ by pressing the corresponding button
several times (4 times each at most).

Every time you give feedback, the app learns and it will show ‘Training’ at the bottom
left corner. When you stop giving feedback, the app stops learning from you and will
show ‘Not training’ at the bottom left corner. If you start giving feedback again, the app
continues learning and will show ‘Training’ again.

If the game board doesn’t flash, try to click on the game board and then continue
training.

Score and rank mechanism

In ‘Intelligent Tetris’, the score is measured by lines cleared per game, which means if
several lines are cleared at a time, you will get the same score as several lines are cleared
separately.

Every time your agent finishes a game, your new score and rank will be updated in the
leaderboard. Only the score of the last game during one training session will be ranked.

If your agent does not finish the last game, the app will continue it offline and finish it
for you based on your last training. Then a new game score will be recorded and ranked
in the leaderboard.

A.3 Nemo Experiment in Chapter 6

A.3.1 Instructions for the Control Condition

Brief:

This study will totally take you about 25 minutes. First we will brief you about the
instructions and ask you to sign the consent form and you will get an ID number for
anonymization. After that, the real experiment will start. Finally after the real experiment
we will debrief.

The brief, sign of the consent form and debrief will take about 10 minutes. The time
for the real experiment is 15 minutes.
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During the experiment, you cannot go to the toilet, so it’s better to do it before the
experiment. If you have any questions about the study, please ask the assistants during
the brief. Make sure you understand the instructions clearly before the real experiment.

Instructions:
In this study, you will try to teach the computer to play Super Mario. All you need to

do is watch the computer playing and decide whether the action or behaviour of Mario is
good or bad. The computer can learn only when you teach it.

If you think the action of Mario is good, then give Mario positive feedback, and you
think the action of Mario is bad, then give Mario negative feedback. If the action of
Mario is really good, you can even increase the strength of approval. Likewise, if you
think the action of Mario is terrible, you can strengthen the disapproval.

The feedback can be given via key press on a keyboard. You can see the current and
history performance of your computer’s game playing in a window on top of the game
board.

Positive feedback is provided by pressing ‘/’ button on the keyboard and the feedback
indicator will flash blue. Negative feedback is provided by pressing ‘z’ button on the
keyboard and the feedback indicator will flash red.

Tips: try to punish Mario strongly immediately when it dies and strongly reward
Mario when it performs an action you like.

You will see the game interface as shown in Figure A.6.

Figure A.6: The game interface.

Debrief:

Thanks for your participation. Your training data were recorded and the video recording
is stored and not used for teaching the computer in the study but will be used for post-
analysis to see the relationship between the feedback you provided to teach the computer
and your emotional facial expressions.
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If you have any question or feedback about the research or experiment, please fill in
the feedback form and read the ‘know more’ document to get a further understanding of
our research.

A.3.2 Instructions for the Facial Expression Condition

Brief:

This study will totally take you about 25 minutes. First we will brief you about the
instructions and ask you to sign the consent form and you will get an ID number for
anonymization. After that, the real experiment will start. Finally after the real experiment
we will debrief.

The brief, sign of the consent form and debrief will take about 10 minutes. The time
for the real experiment is 15 minutes.

During the experiment, you cannot go to the toilet, so it’s better to do it before the
experiment. If you have any questions about the study, please ask the assistants during
the brief. Make sure you understand the instructions clearly before the real experiment.

Instructions:
In this study, you will try to teach the computer to play Super Mario. All you need to

do is watch the computer playing and decide whether the action or behaviour of Mario is
good or bad. The computer can learn only when you teach it.

If you think the action of Mario is good, then give Mario positive feedback, and you
think the action of Mario is bad, then give Mario negative feedback. If the action of
Mario is really good, you can even increase the strength of approval. Likewise, if you
think the action of Mario is terrible, you can strengthen the disapproval.

The feedback can be given via key press on a keyboard and your emotional facial
expression. You can press the key and express the corresponding emotion at the same
time to teach the computer. You can see the current and history performance of your
computer’s game playing in a window on top of the game board.

Positive feedback is provided by pressing ‘/’ button on the keyboard and the feedback
indicator will flash blue. Negative feedback is provided by pressing ‘z’ button on the
keyboard and the feedback indicator will flash red.

Tips: try to punish Mario strongly immediately when it dies and strongly reward
Mario when it performs an action you like.

You will see the game interface as shown in Figure A.7.

Debrief:

Thanks for your participation. Your training data were recorded and the video recording
is stored and not used for teaching the computer in the study but will be used for post-
analysis to see the relationship between the feedback you provided to teach the computer
and your emotional facial expressions.

If you have any question or feedback about the research or experiment, please fill in
the feedback form and read the ‘know more’ document to get a further understanding of
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Figure A.7: The game interface.

our research.

A.3.3 Instructions for the Competitive Condition

Brief:

This study will totally take you about 25 minutes. First we will brief you about the
instructions and ask you to sign the consent form and you will get an ID number for
anonymization. After that, the real experiment will start. Finally after the real experiment
we will debrief.

The brief, sign of the consent form and debrief will take about 10 minutes. The time
for the real experiment is 15 minutes.

During the experiment, you cannot go to the toilet, so it’s better to do it before the
experiment. If you have any questions about the study, please ask the assistants during
the brief. Make sure you understand the instructions clearly before the real experiment.

Instructions:
In this study, you will try to teach the computer to play Super Mario. All you need to

do is watch the computer playing and decide whether the action or behaviour of Mario is
good or bad. The computer can learn only when you teach it.

If you think the action of Mario is good, then give Mario positive feedback, and you
think the action of Mario is bad, then give Mario negative feedback. If the action of
Mario is really good, you can even increase the strength of approval. Likewise, if you
think the action of Mario is terrible, you can strengthen the disapproval.

The feedback can be given via key press on a keyboard. You can see the current and
history performance of your computer’s game playing in a window on top of the game
board. You will compete with your family member and see their scores and ranks via a
leaderboard in the interface.

Positive feedback is provided by pressing ‘/’ button on the keyboard and the feedback
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indicator will flash blue. Negative feedback is provided by pressing ‘z’ button on the
keyboard and the feedback indicator will flash red.

Tips: try to punish Mario strongly immediately when it dies and strongly reward
Mario when it performs an action you like.

You will see the game interface as shown in Figure A.8.

Figure A.8: The game interface.

Debrief:

Thanks for your participation. Your training data were recorded and the video recording
is stored and not used for teaching the computer in the study but will be used for post-
analysis to see the relationship between the feedback you provided to teach the computer
and your emotional facial expressions.

If you have any question or feedback about the research or experiment, please fill in
the feedback form and read the ‘know more’ document to get a further understanding of
our research.

A.3.4 Instructions for the Competitive Facial Expression Condition

Brief:

This study will totally take you about 25 minutes. First we will brief you about the
instructions and ask you to sign the consent form and you will get an ID number for
anonymization. After that, the real experiment will start. Finally after the real experiment
we will debrief.

The brief, sign of the consent form and debrief will take about 10 minutes. The time
for the real experiment is 15 minutes.

During the experiment, you cannot go to the toilet, so it’s better to do it before the
experiment. If you have any questions about the study, please ask the assistants during
the brief. Make sure you understand the instructions clearly before the real experiment.
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Instructions:
In this study, you will try to teach the computer to play Super Mario. All you need to

do is watch the computer playing and decide whether the action or behaviour of Mario is
good or bad. The computer can learn only when you teach it.

If you think the action of Mario is good, then give Mario positive feedback, and you
think the action of Mario is bad, then give Mario negative feedback. If the action of
Mario is really good, you can even increase the strength of approval. Likewise, if you
think the action of Mario is terrible, you can strengthen the disapproval.

The feedback can be given via key press on a keyboard and your emotional facial
expression. You can press the key and express the corresponding emotion at the same
time to teach the computer. You can see the current and history performance of your
computer’s game playing in a window on top of the game board. You will compete with
your family member and see their scores and ranks via a leaderboard in the interface.

Positive feedback is provided by pressing ‘/’ button on the keyboard and the feedback
indicator will flash blue. Negative feedback is provided by pressing ‘z’ button on the
keyboard and the feedback indicator will flash red.

Tips: try to punish Mario strongly immediately when it dies and strongly reward
Mario when it performs an action you like.

You will see the game interface as shown in Figure A.9.

Figure A.9: The game interface.

Debrief:

Thanks for your participation. Your training data were recorded and the video recording
is stored and not used for teaching the computer in the study but will be used for post-
analysis to see the relationship between the feedback you provided to teach the computer
and your emotional facial expressions.

If you have any question or feedback about the research or experiment, please fill in
the feedback form and read the ‘know more’ document to get a further understanding of
our research.
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from demonstration through shaping. In Proceedings of the International Joint Conference on Artificial
Intelligence (IJCAI), 2015. (Cited on page 26.)

[20] M. Cakmak, C. Chao, and A. L. Thomaz. Designing interactions for robot active learners. IEEE
Transactions on Autonomous Mental Development, 2(2):108–118, 2010. (Cited on page 31.)

[21] M. Campbell, A. J. Hoane, and F.-h. Hsu. Deep blue. Artificial intelligence, 134(1):57–83, 2002. (Cited
on page 1.)

[22] T. Cederborg, I. Grover, C. L. Isbell, and A. L. Thomaz. Policy shaping with human teachers. In
International Joint Conference on Artificial Intelligence, 2015. (Cited on page 25.)

[23] C. Chao, M. Cakmak, and A. L. Thomaz. Transparent active learning for robots. In 5th ACM/IEEE
International Conference on Human-Robot Interaction (HRI), pages 317–324. IEEE, 2010. (Cited on
page 31.)

113



Bibliography

[24] D. L. Chen and R. J. Mooney. Learning to interpret natural language navigation instructions from
observations. In Proceedings of Association for the Advancement of Artificial Intelligence (AAAI), pages
859–865, 2011. (Cited on pages 3 and 28.)

[25] S. Chernova and M. Veloso. Multi-thresholded approach to demonstration selection for interactive robot
learning. In Proceedings of the 3rd ACM/IEEE International Conference on Human-Robot Interaction
(HRI), pages 225–232. IEEE, 2008. (Cited on pages 26 and 31.)

[26] S. Chernova and M. Veloso. Interactive policy learning through confidence-based autonomy. Journal of
Artificial Intelligence Research, 34(1):1, 2009. (Cited on pages 26, 31, 32, and 38.)

[27] S. Chernova and M. Veloso. Confidence-based multi-robot learning from demonstration. International
Journal of Social Robotics, 2(2):195–215, 2010. (Cited on page 27.)

[28] J. Cohen. Statistical power analysis for the behavioral sciences. Academic press, 2013. (Cited on
page 77.)

[29] D. A. Cohn, Z. Ghahramani, and M. I. Jordan. Active learning with statistical models. Journal of
Artificial Intelligence Research, 1996. (Cited on page 31.)

[30] J. F. Cohn, T. S. Kruez, I. Matthews, Y. Yang, M. H. Nguyen, M. T. Padilla, F. Zhou, and F. D. La Torre.
Detecting depression from facial actions and vocal prosody. In Proceedings of 3rd International Confer-
ence on Affective Computing and Intelligent Interaction and Workshops, ACII 2009., pages 1–7. IEEE,
2009. (Cited on page 83.)

[31] S. Collins, A. Ruina, R. Tedrake, and M. Wisse. Efficient bipedal robots based on passive-dynamic
walkers. Science, 307(5712):1082–1085, 2005. (Cited on page 1.)

[32] N. R. Crick and J. K. Grotpeter. Relational aggression, gender, and social-psychological adjustment.
Child development, 66(3):710–722, 1995. (Cited on page 79.)

[33] R. Dearden, N. Friedman, and S. Russell. Bayesian q-learning. In AAAI/IAAI, pages 761–768, 1998.
(Cited on page 25.)

[34] I. J. Deary and G. Der. Reaction time, age, and cognitive ability: Longitudinal findings from age 16 to
63 years in representative population samples. Aging, Neuropsychology, and Cognition, 12(2):187–215,
2005. (Cited on page 80.)

[35] E. D. Demaine, S. Hohenberger, and D. Liben-Nowell. Tetris is hard, even to approximate. In Computing
and Combinatorics, pages 351–363. Springer, 2003. (Cited on page 37.)

[36] S. Deterding, D. Dixon, R. Khaled, and L. Nacke. From game design elements to gamefulness: defining
gamification. In Proceedings of the 15th International Academic MindTrek Conference: Envisioning
Future Media Environments, pages 9–15. ACM, 2011. (Cited on page 5.)

[37] S. Deterding, R. Khaled, L. E. Nacke, and D. Dixon. Gamification: Toward a definition. In Proceedings
of CHI 2011 Gamification Workshop, pages 12–15, 2011. (Cited on page 57.)

[38] S. Devlin and D. Kudenko. Dynamic potential-based reward shaping. In Proceedings of the 11th
International Conference on Autonomous Agents and Multiagent Systems, pages 433–440. International
Foundation for Autonomous Agents and Multiagent Systems, 2012. (Cited on page 15.)

[39] H. Dibeklioglu, Z. Hammal, Y. Yang, and J. F. Cohn. Multimodal detection of depression in clinical
interviews. In Proceedings of ACM International Conference on Multimodal Interaction, 2015. (Cited
on page 83.)

[40] H. Dibeklioglu, A. A. Salah, and T. Gevers. Recognition of genuine smiles. IEEE Transactions on
Multimedia, 17(3):279–294, 2015. (Cited on page 83.)

[41] A. Domı́nguez, J. Saenz-de Navarrete, L. De-Marcos, L. Fernández-Sanz, C. Pagés, and J.-J. Martı́nez-
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Summary

In the future, autonomous agents will operate in human inhabited environments in many
real world applications and become an integral part of human’s daily lives. Therefore,
when autonomous agents enter into the real world, they need to adapt to many novel,
dynamic and complex situations that cannot be imagined and pre-programmed in the
lab and try to learn new skills. Meanwhile, human users may also want to teach agents
behaviors they like. Interactive shaping is a teaching method that has been developed
and proven to be a powerful technique for enabling autonomous agents to learn how to
perform tasks according to a human trainer’s preference. In interactive shaping, an agent
learns from real time human reward signals, i.e., evaluations of the quality of an agent’s
behavior delivered by a human observer. However, though the agent can already learn
from such human-delivered reward signals, the agent learning critically depends on the
quality and quantity of the interaction between the human teacher and the agent. In this
thesis, we use interactive shaping, the TAMER framework in particular, to investigate
methods for increasing the efficiency of agent learning from human reward. We consider
solutions to better engage a human trainer from the perspectives of both the agent and
human trainer.

First, we study what information the agent should share with the human trainer by
proposing a bi-directional approach. We implement our approach by facilitating the agent
to provide two kinds of informative feedback: uncertainty and performance, in addition
to allowing a human trainer to give the agent rewards. The empirical results of our
approach with a 51-user study in the game of Tetris show that the agent’s informative
feedback can significantly increase the duration of training and the amount of feedback
provided by the trainer, with the uncertainty-informative interface generating the most
feedback. As we expected, our results showed that the performance-informative feedback
led to substantially better agent performance. However, the uncertainty-informative feed-
back led to worse agent performance although much more human feedback was elicited.
The results that measuring performance increased performance, and measuring uncer-
tainty reduced uncertainty, also fitted with a pattern observed in organizational behavior
research that follows from the adage “you get what you measure” — sharing behavior-
related metrics will tend to make people attempt to improve their scores with respect to
those metrics. This provides a potentially powerful guiding principle for human-agent
interface design in general.

Next, we seek to build on our approach by investigating how competition not only
among strangers but also among close friends or family members in remote as well as
co-located scenarios impacts agent training by human trainers and agent final learning
performance in two user studies. In the first study with 85 subjects via a Facebook app,
we test the effect of the passive and active socio-competitive feedback — agent’s perfor-
mance relative to other trainers — in the game of Tetris. The results of our user study
show that the agent’s social feedback can induce the trainer to train statistically signifi-
cant longer and give much more feedback and the agent performance is much better when
social-competitive feedback is provided. The second user study was conducted at NEMO
(the Dutch national science museum) with 561 subjects (209 adults and 352 children). In
this study, we further investigate the effect of socio-competitive feedback among closely
related trainers with a much broader range of ages and genders who trained agents at the
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same time in the same room. The results show for the first time that a TAMER agent can
successfully learn to play Infinite Mario, a challenging reinforcement learning bench-
mark problem based on the popular video game. Our study also provides large-scale
support of the results of prior studies demonstrating the importance of bi-directional
feedback and competitive elements in the training interface.

Lastly, from the human’s point of view, as time progresses, humans may get tired
of giving explicit feedback (e.g., button presses to indicate positive or negative reward).
Therefore, in our NEMO study, we investigate the potential of using facial expressions as
reward signals, which have often been used by humans to consciously or subconsciously
encourage or discourage specific behaviors they want to teach. Our results show the
statistically significant negative effect of telling female trainers to use facial expressions
as a separate channel to train agents. Moreover, our analysis shows that when using
facial expressions to classify positive and negative keypress feedback, the use of facial
expressions significantly outperforms the random baseline, and telling trainers to use fa-
cial expressions makes them inclined to exaggerate their expressions, resulting in higher
accuracies for estimating their corresponding positive and negative feedback keypresses.
Furthermore, competition can elevate facial expressiveness and further increase the pre-
dicted accuracy. These results suggest that while the use of facial expressions for agent
training seems sensible, there are a number of factors to consider relating to additional
cognitive load of making posed facial expressions which leads to a reduced quality in
key-press feedback.

The work in this thesis has made several contributions towards the understanding of
interactive shaping by developing methods to augment the agent’s learning through it and
further ease the human teacher’s cognitive load. Our results may generalize to other task
domains and apply to other interactive learning algorithms.
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In de toekomst zullen autonome agenten in vele toepassingen in de echte wereld gaan
opereren in een menselijke leefomgeving en een integraal onderdeel gaan vormen van het
dagelijks leven van de mens. Daarom zullen autonome agenten bij hun introductie in de
echte wereld zich moeten aanpassen aan vele nieuwe, dynamische en complexe situaties
die niet van te voren in een laboratorium situatie kunnen worden voorzien of worden
voorgeprogrammeerd en zullen nieuwe vaardigheden moeten worden geleerd. Daarnaast
zullen menselijke gebruikers ook een door hun gewenst gedrag aan agenten willen leren.
Interactive shaping is een leermethode die ontwikkeld is om autonome agenten te leren
hoe taken uit te voeren zoals een menselijke trainer dat wenst. In interactive shaping,
leert een agent van real time menselijke beloningssignalen, dat wil zeggen evaluaties
van de kwaliteit van het gedrag van een agent gegeven door een menselijke waarnemer.
Echter, al kan de agent nu leren van deze door de mens gegeven beloningssignalen, het
leren van de agent is kritisch afhankelijk van de kwaliteit en de mate van interactie tussen
de menselijke trainer en de agent. In dit proefschrift gebruiken we interactive shaping, in
het bijzonder het TAMER framewerk, om methoden te onderzoeken om de efficiëntie van
het leren van een agent op grond van menselijke beloning te vergroten. Wij beschouwen
oplossingen om een menselijke trainer beter te betrekken zowel vanuit het perspectief
van de agent als van de menselijke trainer.

Ten eerste onderzoeken we welke informatie de agent met de menselijke trainer zou
moeten delen in de bi-directionele benadering die we voorstellen. We implementeren
onze benadering door de agent de mogelijkheid te geven van twee soorten informatieve
feedback: onzekerheid en prestatie. De empirische resultaten van onze aanpak met een
studie bestaande uit 51 gebruikers van het spel Tetris tonen aan dat de informatieve feed-
back van de agent significant de duur van de training en de hoeveelheid feedback die
door de trainer wordt gegeven kan vergroten, waarbij het onzekerheid informatieve inter-
face de meeste feedback genereert. Zoals we verwachten, bleek uit onze resultaten dat
de prestatie-informatieve feedback tot aanzienlijk betere prestaties van agenten leidde.
Echter, de onzekerheid-informatieve feedback leidde tot slechtere prestaties van de agent
hoewel veel meer menselijke feedback werd gegenereerd. De resultaten dat het meten
van prestaties de prestaties verbetert en het meten van onzekerheid de onzekerheid ver-
mindert, past ook in een patroon waargenomen in onderzoek naar organisatie gedrag, dat
het adagium volgt “je krijgt wat je meet” — het delen van gedrag gerelateerde metriek
zal ertoe leiden dat mensen geneigd zijn hun scores met betrekking tot de metriek te ver-
beteren. Dit levert een potentieel krachtig leidend principe op voor het ontwerpen van
mens-agent interfaces in het algemeen.

Vervolgens bouwen we voort op onze benadering door in twee gebruikers studies
te onderzoeken hoe competitie tussen onbekenden maar ook tussen goede vrienden of
familieleden in scenario’s zowel op afstand als op dezelfde locatie, de agent training
door menselijke trainers en de uiteindelijke leerprestaties beinvloedt. In de eerste studie
met 85 personen via een Facebook app, testen we het effect van de passieve en actieve
sociaal-competitieve feedback — de prestatie van de agent ten opzichte van andere train-
ers — in het spel Tetris. Uit de resultaten van onze studie blijkt statistisch significant
dat de sociale feedback van de agent de trainer kan bewegen om langer te trainen en
veel meer feedback te geven, waarbij de prestatie van de agent veel beter is als er soci-
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aal competitieve feedback wordt gegeven. De tweede gebruikersstudie werd uitgevoerd
bij NEMO (het Nederlandse nationale wetenschapsmuseum) met 561 personen (209 vol-
wassenen en 352 kinderen). In deze studie, onderzoeken we verder het effect van de
sociaal-competitieve feedback tussen nauw verwante trainers met een veel breder scala
van leeftijden en geslacht, die agenten trainen op hetzelfde tijdstip in dezelfde ruimte. De
resultaten tonen voor de eerste keer aan dat een TAMER agent succesvol Infinite Mario
kan leren spelen, een uitdagend reinforcement leren benchmark probleem, gebaseerd op
het populaire video game. Onze studie geeft ook een grootschalige ondersteuning van de
resultaten van eerdere onderzoeken, die het belang aantonen van bi-directionele feedback
en competitieve elementen in het training interface.

Ten slotte, vanuit het oogpunt van de mens, kan iemand naarmate de tijd vordert moe
worden van het geven van expliciete feedback (bijvoorbeeld door op een knop te drukken
om een positieve of negatieve beloning te geven). Daarom hebben we in onze NEMO
studie de mogelijkheden onderzocht van het gebruik van gezichtsuitdrukkingen als be-
loningssignalen, die vaak door mensen bewust of onbewust worden gebruikt om specifiek
gedrag, dat ze willen leren, aan te moedigen of te ontmoedigen. Onze resultaten tonen
statistisch significant het negatieve effect aan van het meedelen aan vrouwelijke trainers
om ook gezichtsuitdrukkingen te gebruiken als een apart kanaal om agenten te trainen.
Bovendien blijkt uit onze analyse dat het gebruik van gezichtsuitdrukkingen om positieve
en negatieve feedback door een toetsaanslag te classificeren, aanzienlijk beter presteert
dan een willekeurige basislijn classificatie en het meedelen aan trainers om gezichtsuit-
drukkingen te gebruiken ze hun uitingen laat overdrijven, wat resulteert in een hogere
nauwkeurigheid voor het schatten van de bijbehorende positieve en negatieve feedback
toetsaanslagen. Bovendien kan competitie de gezichtsexpressiviteit verhogen en de voor-
spelde nauwkeurigheid verder vergroten. Deze resultaten suggereren dat hoewel het ge-
bruik van gezichtsuitdrukkingen voor agenttraining zinvol lijkt, er een aantal factoren
zijn met betrekking tot additionele cognitieve belasting voor het creëren van de gezicht-
suitdrukkingen wat tot een verminderde kwaliteit in feedback door een toetsaanslag leidt.

Het werk in dit proefschrift heeft verschillende bijdragen geleverd aan het begrijpen
van interactive shaping door het ontwikkelen van methoden om het leren van een agent
hiermee te verbeteren en het verder verlichten van de cognitieve belasting van de menseli-
jke leraar. Onze resultaten kunnen worden generaliseerd naar andere taakdomeinen en
zijn ook toepasbaar op andere interactieve leer algoritmen.
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8 Veerle Coupé (EUR) Sensitivity Analysis of
Decision-Theoretic Networks

9 Florian Waas (CWI) Principles of Probabilistic
Query Optimization

10 Niels Nes (CWI) Image Database Management
System Design Considerations, Algorithms and
Architecture

11 Jonas Karlsson (CWI) Scalable Distributed Data
Structures for Database Management

2001

1 Silja Renooij (UU) Qualitative Approaches to
Quantifying Probabilistic Networks

2 Koen Hindriks (UU) Agent Programming Lan-
guages: Programming with Mental Models

3 Maarten van Someren (UvA) Learning as Prob-
lem Solving

4 Evgueni Smirnov (UM) Conjunctive and Disjunc-
tive Version Spaces with Instance-Based Bound-
ary Sets

5 Jacco van Ossenbruggen (VU) Processing Struc-
tured Hypermedia: A Matter of Style

6 Martijn van Welie (VU) Task-Based User Inter-
face Design

7 Bastiaan Schonhage (VU) Diva: Architectural
Perspectives on Information Visualization

8 Pascal van Eck (VU) A Compositional Semantic
Structure for Multi-Agent Systems Dynamics

9 Pieter Jan ’t Hoen (RUL) Towards Distributed
Development of Large Object-Oriented Models,
Views of Packages as Classes

10 Maarten Sierhuis (UvA) Modeling and Simulat-
ing Work Practice BRAHMS: a Multiagent Mod-
eling and Simulation Language for Work Practice
Analysis and Design

11 Tom M. van Engers (VU) Knowledge Manage-
ment: The Role of Mental Models in Business Sys-
tems Design

2002

1 Nico Lassing (VU) Architecture-Level Modifia-
bility Analysis

2 Roelof van Zwol (UT) Modelling and Searching
Web-based Document Collections

3 Henk Ernst Blok (UT) Database Optimization As-
pects for Information Retrieval

4 Juan Roberto Castelo Valdueza (UU) The Dis-
crete Acyclic Digraph Markov Model in Data
Mining

5 Radu Serban (VU) The Private Cyberspace
Modeling Electronic Environments Inhabited by
Privacy-Concerned Agents

6 Laurens Mommers (UL) Applied Legal Episte-
mology; Building a Knowledge-based Ontology
of the Legal Domain

125



SIKS Dissertation Series

7 Peter Boncz (CWI) Monet: A Next-Generation
DBMS Kernel For Query-Intensive Applications

8 Jaap Gordijn (VU) Value Based Requirements
Engineering: Exploring Innovative E-Commerce
Ideas

9 Willem-Jan van den Heuvel (KUB) Integrating
Modern Business Applications with Objectified
Legacy Systems

10 Brian Sheppard (UM) Towards Perfect Play of
Scrabble

11 Wouter C.A. Wijngaards (VU) Agent Based Mod-
elling of Dynamics: Biological and Organisa-
tional Applications

12 Albrecht Schmidt (UvA) Processing XML in
Database Systems

13 Hongjing Wu (TU/e) A Reference Architecture for
Adaptive Hypermedia Applications

14 Wieke de Vries (UU) Agent Interaction: Abstract
Approaches to Modelling, Programming and Ver-
ifying Multi-Agent Systems

15 Rik Eshuis (UT) Semantics and Verification of
UML Activity Diagrams for Workflow Modelling

16 Pieter van Langen (VU) The Anatomy of Design:
Foundations, Models and Applications

17 Stefan Manegold (UvA) Understanding, Model-
ing, and Improving Main-Memory Database Per-
formance

2003

1 Heiner Stuckenschmidt (VU) Ontology-Based In-
formation Sharing in Weakly Structured Environ-
ments

2 Jan Broersen (VU) Modal Action Logics for Rea-
soning About Reactive Systems

3 Martijn Schuemie (TUD) Human-Computer In-
teraction and Presence in Virtual Reality Expo-
sure Therapy

4 Milan Petkovic (UT) Content-Based Video Re-
trieval Supported by Database Technology

5 Jos Lehmann (UvA) Causation in Artificial Intel-
ligence and Law – A Modelling Approach

6 Boris van Schooten (UT) Development and Spec-
ification of Virtual Environments

7 Machiel Jansen (UvA) Formal Explorations of
Knowledge Intensive Tasks

8 Yong-Ping Ran (UM) Repair-Based Scheduling
9 Rens Kortmann (UM) The Resolution of Visually

Guided Behaviour
10 Andreas Lincke (UT) Electronic Business Nego-

tiation: Some Experimental Studies on the Inter-
action between Medium, Innovation Context and
Cult

11 Simon Keizer (UT) Reasoning under Uncertainty
in Natural Language Dialogue using Bayesian
Networks

12 Roeland Ordelman (UT) Dutch Speech Recogni-
tion in Multimedia Information Retrieval

13 Jeroen Donkers (UM) Nosce Hostem – Searching
with Opponent Models

14 Stijn Hoppenbrouwers (KUN) Freezing Lan-
guage: Conceptualisation Processes across ICT-
Supported Organisations

15 Mathijs de Weerdt (TUD) Plan Merging in Multi-
Agent Systems

16 Menzo Windhouwer (CWI) Feature Grammar
Systems — Incremental Maintenance of Indexes
to Digital Media Warehouse

17 David Jansen (UT) Extensions of Statecharts with
Probability, Time, and Stochastic Timing

18 Levente Kocsis (UM) Learning Search Decisions

2004

1 Virginia Dignum (UU) A Model for Organiza-
tional Interaction: Based on Agents, Founded in
Logic

2 Lai Xu (UvT) Monitoring Multi-party Contracts
for E-business

3 Perry Groot (VU) A Theoretical and Empirical
Analysis of Approximation in Symbolic Problem
Solving

4 Chris van Aart (UvA) Organizational Principles
for Multi-Agent Architectures

5 Viara Popova (EUR) Knowledge Discovery and
Monotonicity

6 Bart-Jan Hommes (TUD) The Evaluation of Busi-
ness Process Modeling Techniques

7 Elise Boltjes (UM) VoorbeeldIG Onderwijs;
Voorbeeldgestuurd Onderwijs, een Opstap naar
Abstract Denken, vooral voor Meisjes

8 Joop Verbeek (UM) Politie en de Nieuwe Interna-
tionale Informatiemarkt, Grensregionale Politiële
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5 Christoph Bösch (UT) Cryptographically En-
forced Search Pattern Hiding

6 Farideh Heidari (TUD) Business Process Qual-
ity Computation - Computing Non-Functional Re-
quirements to Improve Business Processes

7 Maria-Hendrike Peetz (UvA) Time-Aware Online
Reputation Analysis

8 Jie Jiang (TUD) Organizational Compliance: An
Agent-based Model for Designing and Evaluating
Organizational Interactions

9 Randy Klaassen (UT) HCI Perspectives on Be-
havior Change Support Systems

10 Henry Hermans (OUN) OpenU: Design of an In-
tegrated System to Support Lifelong Learning

11 Yongming Luo (TUE) Designing algorithms for
big graph datasets: A study of computing bisimu-
lation and joins

12 Julie M. Birkholz (VU) Modi Operandi of Social
Network Dynamics: The Effect of Context on Sci-
entific Collaboration Networks

13 Giuseppe Procaccianti (VU) Energy-Efficient
Software

14 Bart van Straalen (UT) A Cognitive Approach to
Modeling Bad News Conversations

15 Klaas Andries de Graaf (VU) Ontology-based
Software Architecture Documentation

16 Changyun Wei (UT) Cognitive Coordination for
Cooperative Multi-Robot Teamwork
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