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Chapter 1

Introduction

1.1 Hydrogen deployment and mathematical optimization

The work presented in this thesis is part of a broader “HyChain” research project,

which focuses on issues related to hydrogen value chain deployment in the Netherlands.

Hydrogen is a chemical element that enables one to transport and store energy in a

usable form. It can be utilized as an energy carrier and feedstock in a variety of indus-

trial processes (e.g. ammonia production, petroleum refining and metal processing),

and can be used in other hard-to-abate sectors, such as aviation and shipping.

Hydrogen can be produced in a variety of ways. Currently, in 2025, the most common

method of production is via steam reforming, which utilizes a methane source such as

natural gas and produces carbon dioxide as a byproduct (Meǵıa et al., 2021). Hydrogen

produced in this manner is referred to as “gray” hydrogen. However, if the carbon

is captured, the resulting hydrogen is referred to as “blue” and considered to be a

low-carbon source of energy. Another avenue for producing hydrogen is via electrolysis,

which requires electricity and water. If the electricity is generated from renewable

energy sources such as wind or solar, the resulting hydrogen is referred to as “green”

and considered sustainable. Thus, the deployment of blue and green hydrogen may

offer a viable pathway towards achieving a low-carbon economy.

As of 2024, the Netherlands is the second largest consumer and producer of hydrogen

in the European Union (Caglayan et al., 2024). The vast majority of this hydrogen is

classified as gray, however, the Dutch government has set ambitious targets for green

hydrogen production in the future, see (Ministry of Economic Affairs and Climate

Policy, 2024) for more information. Hydrogen deployment in the Netherlands is

compelling due to several reasons. First, the country has a high energy demand

in sectors such as aviation, shipping, and heavy industry. Second, the Netherlands

1



2 Introduction

benefits from an extensive natural gas infrastructure that can be repurposed for

hydrogen transport and storage. Third, the country’s proximity to the North Sea

provides access to abundant offshore wind energy, enabling the production of green

hydrogen through electrolysis.

However, there are still many open questions regarding the deployment of hydrogen

in the Netherlands. For example, to what extent is hydrogen a cost-effective option

for reducing industrial emissions? Is it cheaper to repurpose existing natural gas

infrastructure or build new pipelines? What are the expected costs of large-scale green

hydrogen production via offshore wind?

Mathematical optimization provides a systematic framework for addressing such ques-

tions by formulating problems with explicit variables, objectives and constraints (Boyd

and Vandenberghe, 2004). By translating real-world decision problems into mathemat-

ical models, optimization yields solutions that are provably optimal (or near-optimal),

thereby providing a quantitative basis for informed decision-making. While mathe-

matical optimization is a powerful tool for analysis and decision support, its use in

real-world settings can be fraught with challenges. One of the main challenges in

the context of 21st-century energy system modeling is uncertainty (Pfenninger et al.,

2014), which is the focus of this thesis.

Although hydrogen deployment serves as the motivating problem context for this

thesis, the methodological contributions are of a broader scope. The proposed methods

are not confined to the Dutch hydrogen context, but can be applied to a wide range

of problems where decisions must be made under uncertain conditions. Each chapter

in the main body of this thesis introduces a generic method related to mathematical

optimization under uncertainty, which is then applied to a hydrogen-related case study.

The first, a recurring application in Chapters 2, 3 and 4 of this thesis, is on optimizing

decarbonization pathways for an industry cluster in the Southwest of the Netherlands.

In this application, a mathematical optimization model enables stakeholders in the

region to identify when and which investments ought to be made in order to maximize

the total (discounted) sum of profits for the industry cluster, while ensuring that

carbon emission reduction targets are met. See Section 2.3 for more information.

The second, which is considered in Chapter 5 of this thesis, examines the production

of green hydrogen using offshore wind power from the Dutch North Sea. In this

application, mathematical models are used to study how system design choices (e.g. the

distance to shore) affect outcomes of interest (e.g. the expected levelized cost of

hydrogen). See Section 5.3 for more information.

Uncertainty can arise at many levels within model-based decision support (Walker

et al., 2003). The focus of this thesis is on developing novel and practical methods for
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dealing with two prominent types of uncertainty, which are: “parameter” uncertainty

and “model” uncertainty. In the following two sections I briefly describe these two

types of uncertainty and summarize the novel methods developed in this thesis to

address these.

1.2 Parameter uncertainty

To analyze or solve a problem using mathematical models, one must first characterize

the problem by providing relevant data in the form of model parameters. Parameter

uncertainty arises when the input parameters/data of a model cannot be accurately es-

timated or predicted. For example, parameters related to costs, demand, technological

development, or government policies are often estimated based on incomplete or noisy

information. As such, the estimations are likely to differ from the actual real-world

values. Ignoring this difference may lead to misleading conclusions and/or disastrous

decisions (Bertsimas and den Hertog, 2022, pp. 2–5).

There is a rich body of scientific literature available on the topic of dealing with

parameter uncertainty, most notably in the fields of stochastic and robust optimization.

Stochastic optimization assumes that the uncertain parameters are governed by a

known probability distribution and typically optimizes for expected performance (Birge

and Louveaux, 2011), while robust optimization assumes that the uncertain parame-

ters lie within a user-defined uncertainty set and typically optimizes for worst-case

performance (Ben-Tal et al., 2009).

Although these fields have seen substantial theoretical advances over the past few

decades, their application to real-world problems remains limited (Gorissen et al., 2015).

We see two main reasons for this. First, formulating and solving an optimization

problem in a stochastic or robust manner requires additional effort and it is not

known a priori to what extent this effort will lead to superior solutions. It may

be the case that an existing solution, obtained by simply solving a deterministic

optimization problem, is already sufficiently robust to parameter uncertainty. Second,

many existing stochastic and robust optimization methods require a high degree of

expertise to understand and implement. Chapters 2 and 3 of this thesis aim to address

these issues by proposing novel methodology that is explicitly designed for usage in

practice.

The foundation of our proposed methodology is robustness analysis (RA). RA analyzes

how changes in the parameters of a model affect the performance of a particular

solution (den Hertog et al., 2021), where the solution under analysis is (partially) fixed

while the parameters of the model are varied. This is distinct from sensitivity analysis,
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which, in an optimization context, assesses how variations in the parameters of a model

affect its optimal solution (Winston, 2004). RA offers a more realistic assessment of

risk than sensitivity analysis and can be used as a screening method to identify cases

where an existing solution may already be sufficiently robust to parameter uncertainty.

RA can also be used to analyze and compare multiple solutions before deciding which

solution to implement.

The methodology for performing RA in a static optimization setting, which refers to

a setting where all decisions must be made without any knowledge of the uncertain

parameters, is well established (Chassein and Goerigk, 2016). Chapter 2 of this thesis

extends robustness analysis to an adaptive optimization setting, thereby enabling

a more accurate assessment of risk when dealing with problems where a subset of

decisions are able to “adapt” to the uncertain parameters. The ability to assess

whether an existing solution is (or is not) sufficiently robust is especially valuable when

dealing with adaptive optimization problems, which are commonly encountered in

practice, yet notoriously difficult to model and solve in a stochastic or robust manner.

Chapter 3 of this thesis proposes a novel algorithm for optimization under parameter

uncertainty. This algorithm circumvents some of the practical limitations of existing

methods, as it is easy to implement, applicable to a wide variety of problems, and

computationally efficient. The algorithm generates solutions in an iterative manner by

sampling and optimizing over a relatively small set of scenarios and then uses RA to

analyze the robustness of the obtained solutions over a much larger set of scenarios.

Numerical experiments across a variety of problems show that this relatively simple

algorithm outperforms many alternative existing methods in terms of computational

tractability as well as solution quality.

1.3 Model uncertainty

Model uncertainty, also referred to as “structural” uncertainty (Morgan and Henrion,

1990; Bojke et al., 2009; DeCarolis, 2011), refers to the idea that a model formulation

may be flawed or incomplete. This type of uncertainty is present when a mathematical

model is unable to fully capture all aspects of the real-world problem it aims to

solve, or when there is some doubt about the actual behavior of a system and

the interrelationships among its elements. Model uncertainty can be particularly

problematic for optimization models as it may produce solutions that are optimal in

the mathematical sense, but inappropriate or inadequate in practice.

The issue of model uncertainty has been acknowledged in the scientific literature.

For instance, Simon (1973) argues that the main challenge in addressing real-world
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problems often lies not in optimizing a well-defined problem but in appropriately

structuring the problem to be solved. Yet, in comparison to parameter uncertainty,

there is a lack of research oriented towards addressing model uncertainty in an

optimization context. For example, model uncertainty is not discussed in canonical

textbooks such as Winston (2004) and Hillier and Lieberman (2020).

This thesis considers two complementary approaches for addressing model uncertainty.

The first approach accepts model imperfections and uses optimization to generate a

diverse set of near-optimal solutions. The second approach reduces model uncertainty

by incorporating greater detail into the optimization model.

An everyday example of the first approach is provided by Google Maps, which not

only provides the user with the shortest route, but also several alternative routes that

may be sub-optimal in terms of expected time of arrival, but differ in unmodeled

criteria (such as the scenic value of a route). The utility of “generating alternatives”

has been recognized in earlier works (e.g., Brill et al., 1982). Yet, since then, this

problem has largely been disregarded from a methodological standpoint and there is a

lack of consensus regarding the general effectiveness of existing methods when dealing

with large-scale problems with continuous decision variables.

Chapter 4 of this thesis studies the problem of generating a diverse set of solutions for

large-scale linear optimization by reviewing existing methods, proposing new methods,

and evaluating the empirical performance of these methods.

The second approach we consider for addressing model uncertainty employs machine

learning to learn parts of the optimization model via simulation. Simulation models

are frequently employed to capture nonlinear behavior and the variability of renewable

generation (e.g., Travaglini et al., 2025). Simulation models are able to reduce model

uncertainty by providing a more faithful representation of reality, however such detail

often renders these models intractable for optimization, as the resulting problems

become too large or complex to solve directly.

Chapter 5 of this thesis demonstrates how “mixed-integer optimization with constraint

learning” (Maragno et al., 2025) can be used to optimize over complex systems that

are difficult to represent using only closed-form expressions, but can be accurately

emulated using simulation. By using surrogate machine learning models that can

be embedded into mixed-integer optimization problems, this approach preserves

computational tractability while incorporating the descriptive power of simulation

into an optimization model.
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1.4 Contributions

This thesis advances the field of mathematical optimization under uncertainty by

developing novel methodology for addressing parameter and model uncertainty. In the

remainder of this thesis, I will use plural pronouns to acknowledge the contributions

of my collaborators. We introduce two novel methods for addressing parameter uncer-

tainty: an extension of robustness analysis for adaptive optimization problems, and a

practical algorithm for robust optimization. Additionally, we study two approaches for

dealing with the issue of model uncertainty: first, by reviewing existing methods and

proposing two new algorithms for generating diverse near-optimal solutions, and sec-

ond, by demonstrating how an existing method (optimization with constraint learning)

can incorporate simulation-based insights into optimization models.

This thesis is based on the following four works:

Chapter 2 J. Starreveld, G. Brandt, J. Davelaar, D. den Hertog, Z. Lukszo and

N. Thijssen. Robustness Analysis for Adaptive Optimization with Appli-

cation to Industrial Decarbonization in the Netherlands.

Submitted to Omega.

Chapter 3 J. Starreveld, G. Jin, D. den Hertog and R.J. Laeven. ROBIST: Robust

Optimization by Iterative Scenario Sampling and Statistical Testing.

Published at Computers & Operations Research.

Chapter 4 D. den Hertog, J. Pauphilet, B. Song and J. Starreveld. Generating a

Diverse Set of Solutions for Large-Scale Linear Optimization Problems.

An adapted version of this chapter has been submitted to Manufacturing

& Service Operations Management.

Chapter 5 J. Starreveld, L. Frowijn, R. Travaglini, R. van ’t Veer, A. Bianchini,

K. Bruninx, D. den Hertog and Z. Lukszo. Combining Simulation with

Machine Learning and Optimization to Assess Green Hydrogen Production

via Offshore Wind in the Dutch North Sea.

Submitted to European Journal of Operational Research.

Each of these chapters functions as a standalone paper and can be read independently.

The author contributions per chapter are displayed in Table 1.1.



1.5. Outline 7

Table 1.1: Author contributions per chapter

Conceptualization Methodology Software Writing Supervision

Starreveld 2,3,4,5 2,3,4,5 2,3,4,5 2,3,4,5

den Hertog 2,3,4,5 2,3,4,5 2,3,4,5 2,3,4,5

Lukszo 2,5 2,5 2,5 2,5

Brandt 2 2

Davelaar 2 2

Thijssen 2 2

Jin 3 3 3 3

Laeven 3 3 3 3

Pauphilet 4 4 4 4

Song 4 4 4 4

Frowijn 5 5 5

Travaglini 5 5 5

van ’t Veer 5 5

Bianchini 5

Bruninx 5 5

1.5 Outline

In Chapters 2 and 3 of this thesis, we focus on the issue of parameter uncertainty and

propose two new methods to address it. In the fourth and fifth chapters we turn to

the issue of model uncertainty and show how generating a diverse set of solutions and

optimization with constraint learning can be used to deal with this type of uncertainty.

In each of these chapters, we first describe the problem and methodology in a generic

manner, and then we apply the methodology to a hydrogen-related case study. See

Table 1.2 for an overview.

Table 1.2: Overview of methodology and application per chapter

Type of uncertainty Chapter Methodology Application

Parameter
2 Robustness analysis Industrial decarbonization

3 Robust optimization Industrial decarbonization

Model
4 Generating diverse solutions Industrial decarbonization

5 Optimization with constraint learning Green hydrogen via offshore wind
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Chapter 2: Robustness Analysis for Adaptive Optimization With

Application to Industrial Decarbonization in the Netherlands

This chapter extends RA to deal with adaptive optimization problems in a more

realistic manner. Furthermore, we propose an intuitive and computationally tractable

method for applying RA to adaptive optimization problems and apply this method

to the optimization of decarbonization pathways for heavy industry in the Nether-

lands. In this application we find significant differences between the results obtained

via: (i) sensitivity analysis, (ii) classical RA (for static optimization) and (iii) RA for

adaptive optimization. This chapter demonstrates the importance of the methodology

when analyzing the impact of uncertainty. We argue that, for risk assessment purposes,

sensitivity analysis on its own is inadequate, but that combining it with RA yields

valuable insights into the potential for decision regret. Furthermore, we illustrate how

RA can be used to compare solutions. Here we compare the nominal solution with an

alternative solution, obtained using the ROBIST algorithm (presented in Chapter 3),

and estimate that the latter reduces average regret by 413 million euro relative to the

nominal solution.

Chapter 3: ROBIST: Robust Optimization by Iterative Scenario

Sampling and Statistical Testing

This chapter introduces ROBIST, which is an acronym for “Robust Optimization

by Iterative Scenario Sampling and Statistical Testing”. ROBIST is a simple, yet

effective, data-driven algorithm for optimization under parameter uncertainty. The

algorithm first generates solutions in an iterative manner by sampling and optimizing

over a relatively small set of scenarios. Then, using statistical testing, the robustness

of the solutions is evaluated, which can be done with a much larger set of scenarios.

ROBIST offers a number of practical advantages over existing methods as it is: (i)

easy to implement, (ii) able to deal with a wide range of problems and (iii) capable of

providing sharp probability guarantees that are easily computable and independent

of the dimensions of the problem. Our extensive numerical experiments demonstrate

the effectiveness of ROBIST in comparison to alternative methods from the existing

literature.
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Chapter 4: Generating a Diverse Set of Solutions for Large-Scale Lin-

ear Optimization Problems

This chapter investigates the problem of generating a diverse set of near-optimal

solutions for large-scale linear optimization problems. Providing a diverse set of near-

optimal solutions (as opposed to a single optimal solution) enables decision-makers to

select among high-quality alternatives while considering additional, possibly unmodeled,

criteria. This approach can be used to address the issue of model uncertainty and,

despite its practical relevance, is frequently overlooked in applied settings, academic

literature, and standard textbooks. This chapter provides an updated review and

computational assessment of the existing methods from the literature, proposes novel

methods inspired by recent advances in global optimization and highlights the strong

empirical performance of a simple heuristic. Additionally, we illustrate the practical

value of generating alternative solutions using two real-world applications.

Chapter 5: Combining Simulation with Machine Learning and Opti-

mization to Assess Green Hydrogen Production via Offshore Wind

in the Dutch North Sea

This chapter showcases the effectiveness of optimization with constraint learning as

an approach for simulation-based optimization. We do this by applying the approach

to optimize the production of green hydrogen via offshore wind in the North Sea. We

build on the techno-economic simulation framework developed by Travaglini et al.

(2025) and utilize an approach that accounts for uncertain parameters and facilitates

the analysis of tradeoffs in a way that existing simulation-based approaches are not

able to. Our approach not only provides insight into the estimated effects of decisions

and parameters, but also provides a computationally efficient decision support tool,

enabling fast and interactive exploration of various objectives and constraints. This

chapter demonstrates how the integration of machine learning and optimization can

be used to support decision making in complex and uncertain problem settings.

Chapter 6: Conclusion

This chapter summarizes the contributions of this thesis. Moreover, this chapter

discusses the limitations of the research and provides recommendations for future

research.
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Chapter 2

Robustness Analysis for Adaptive Optimization

With Application to Industrial Decarbonization in

the Netherlands

2.1 Introduction

Mathematical optimization models have proven to be valuable for prescriptive analytics

in, e.g., logistics, healthcare, finance and engineering. Due to advances in solution

algorithms, computing power and availability of data, such models have become capable

of tackling increasingly large and complex real-world problems. Yet, when modeling

such problems, input data is required in the form of the model’s “parameters” and this

information is not always known with certainty. Parameter uncertainty can arise from

various sources and ignoring this uncertainty may lead to faulty, or even disastrous,

decisions to be made (Bertsimas and den Hertog, 2022, pp. 2-5). In response, many

techniques have been proposed to deal with uncertainty. One highly popular technique

is sensitivity analysis (SA), which the canonical textbook of Hillier and Lieberman

refers to as “the most important of these techniques” (Hillier and Lieberman, 2020,

p. 225).

SA, in the context of optimization, analyzes how changes in the parameters of a model

affect its optimal solution Winston (2004). See Appendix 2.A for a more elaborate

description. The concept of SA is widely known and its usage is prescribed in national

and international guidelines on uncertainty assessment, as seen in publications by the

U.S. Environmental Protection Agency U.S. Environmental Protection Agency (2009)

and the European Commission European Commission and Directorate-General for

Research and Innovation and Group of Chief Scientific Advisors (2019). As such, SA

is considered by many to be an essential element of due diligence when faced with

11
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uncertainty.

Another technique for dealing with uncertainty is robustness analysis (RA). RA

analyzes how changes in the parameters of a model affect the performance of a

particular solution den Hertog et al. (2021), where “performance” should be interpreted

as an estimate of how well a solution would function if implemented in practice. The

key difference with SA being that, in RA, the solution under analysis is (partially) fixed

while the parameter values of the model are varied, whereas SA implicitly assumes

that the solution is flexible and able to adapt to changes in the parameter values

with perfect foresight. As such, when SA is used as a tool for risk assessment, the

assessment tends to be overly optimistic. In most situations, RA more closely mirrors

real-world conditions, where the uncertain parameters are unrealized at the moment

that irreversible decisions must be made.

The methodology for performing RA in a static optimization setting, which refers to

the setting where all decisions must be made “here-and-now” without any knowledge

of the uncertain parameters, is well established Chassein and Goerigk (2016). This has

been applied in many scientific articles within the field of robust optimization, see for

example Mavrotas et al. (2015); Postek et al. (2019); Stienen et al. (2021). A notable

example is the seminal work by Ben-Tal and Nemirovski Ben-Tal and Nemirovski

(2000), where they assess the feasibility of the “nominal solutions” (i.e. solutions that

are optimal with respect to specific “nominal” parameter values) to problems from

the NETLIB collection.

However, real-world problems often involve long time horizons with multiple time

periods, where decisions are made sequentially over time as more information becomes

known. Such problems are commonly referred to as “adaptive” optimization problems.

A concrete example of an adaptive optimization problem is inventory planning, where

one must determine inventory levels before customer demand is realized and can

afterwards adjust replenishment decisions dynamically as more information becomes

available. In this paper we consider problems of this nature, where time is discretized

into a finite number of “decision stages”. A visual sketch of a problem with K decision

stages is presented in Figure 2.1. In the first stage, the decisions x1 are made without

any realizations of the uncertain parameter vectors z1, . . . , zK . However, for the later

stages k = 2, . . . ,K, the decisions xk are able to adapt to the set of realized parameter

vectors z1, . . . , zk−1. Existing RA methodology assumes a static optimization setting,

thus, when this is applied to adaptive optimization problems, the results are likely to

be overly pessimistic.

In this paper, we extend RA to deal with adaptive optimization problems, which

enables a more realistic assessment than classical RA. We note that the framework
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uncertainty realizations:

decisions:

time

Figure 2.1: Visual aid for chronology of events in an adaptive optimization
problem with K stages

presented in Wang et al. (2020) allows the operational decisions to be adaptive, however,

their analysis is restricted to a two-stage setting, where the second stage decisions

are optimized with full information. Our methodology is applicable to a wider range

of problems as it allows for settings with more than two decision stages and does

not require full information. As such, our extension of RA is a novel addition to the

scientific literature.

Let Xk represent the feasible set for decision vector xk, for stages k = 1, . . . ,K. A

generic mathematical formulation for K-stage adaptive optimization problems is as

follows:

max
x1∈X1

max
x2∈X2(x1,z1)

. . . max
xK∈XK(x1,...,xK−1,z1,...,zK−1)

f(x1, . . . ,xK , z1, . . . , zK). (2.1)

At each adaptive decision stage k ∈ {2, . . . ,K} the decision vector xk is determined on

the basis of previous decisions x1, . . . ,xk−1 and uncertainty realizations z1, . . . , zk−1.

Note that the problem as described above is not well defined as it does not specify how

the unrealized uncertain parameters should be treated. In a stochastic optimization

setting, the uncertain parameters are assumed to follow probability distributions

and one typically optimizes the expectation of the objective function. In robust

optimization, one optimizes for the worst-case over all possible realizations within

deterministic “uncertainty sets”.

Solving adaptive optimization problems in a stochastic and/or robust manner can be

computationally challenging Postek et al. (2025). We refer to Bakker et al. (2020) for

a review on methods for solving multistage adaptive optimization problems. Given the

challenging nature of these problems, a common approach is to simplify the problem

by disregarding the uncertainty and solving for a particular sequence of realizations

(i.e., a “scenario”). Let z̄ denote such a scenario, which is a vector constructed of

K subvectors z̄1, . . . , z̄K . This simplification reduces the problem complexity and

allows one to solve a deterministic single-level optimization problem:

max
x

f(x, z̄)

s.t. x ∈ X (z̄),
(2.2)



14 Robustness Analysis for Adaptive Optimization

where x = (x1, . . . ,xK) is a vector consisting of the decision variables across all stages.

Here, f(x, z̄) and X (z̄) represent the objective function and feasible region under

scenario z̄. Assuming that Problem (2.2) can be solved efficiently, this approach

enables one to obtain a solution x̄ to a simplified version of the “true” adaptive

optimization problem. In many cases such a simplification may be perfectly reasonable.

In such cases, the effect of uncertainty may be limited and the solution x̄ may be

sufficiently robust to deviations from z̄. However, we argue that one should verify

whether this is the case and we suggest our methodology as the correct methodology

for verification.

To apply RA in an adaptive optimization setting, one must specify an “adaptive decision

policy”, which prescribes how the adaptive decisions should adapt to realizations of

the uncertain parameters. Within the fields of robust and stochastic optimization,

there exist solution methods that provide such a policy as part of their output, see

Georghiou et al. (2019) for a survey on the topic. For cases where such a policy is not

readily available, we propose an intuitive and computationally tractable policy that

involves re-solving Problem (2.2) in a folding horizon fashion, using predictions for

the future based on realizations from the past.

We demonstrate our methodology by applying it to an illustrative toy problem1

as well as a realistic case study on optimizing the decarbonization pathway for an

energy-intensive industry cluster in the Netherlands. This case study was developed

in collaboration with various companies and regional stakeholders as part of the

HyChain 4 project, see (ten Cate et al., 2024, pp. 14-17) for more details. For this

problem, we model decisions to be made over a long time horizon (2025 till 2050) and,

because of this long term view, many of the model’s parameters (e.g. the natural gas

price and carbon emission tax) rely on forecasts that are highly uncertain. We use this

case study to demonstrate the application of RA and find that the model’s parameter

settings can have a large effect on the outputs of interest, with significant differences

between the results obtained via (i) SA, (ii) classical RA (for static optimization) and

(iii) RA for adaptive optimization.

In summary, our unique contributions are as follows:

• we extend RA to multistage adaptive optimization problems, which enables a

more realistic assessment for problems with two or more decision stages;

• we propose an intuitive and computationally tractable adaptive decision policy

for RA in a multistage adaptive setting;

1The source code is available at: https://github.com/JustinStarreveld/
robustness analysis adaptive opt



2.2. Robustness analysis 15

• we demonstrate our method via application to a realistic case study on optimizing

decarbonization pathways for an industry cluster in the Netherlands.

The structure of this paper is as follows. In Section 2.2, we extend RA to an adaptive

setting and highlight the difference between SA and RA using an illustrative toy

problem. Then, in Section 2.3, we apply the methodology to a realistic case study.

Finally, we provide concluding remarks in Section 2.4. The mathematical model

formulations and additional details are relegated to the Appendices.

2.2 Robustness analysis

This section extends RA to an adaptive optimization setting. To place this extension

in context, we first describe the methodology of RA for a static optimization setting.

After having described the extension, we highlight the difference using an illustrative

toy problem.

In our notation we assume that there is a finite number of “outputs of interest” Y1, . . . , YM

in which one is interested. Furthermore, we assume that each output of inter-

est Yj , j = 1 . . . ,M is a known function of the decision vector x and uncertain

parameter vector z. For example, if one is interested in the objective value and

feasibility of a solution for Problem (2.2), one would define Y1(x, z) := f(x, z) and

Y2(x, z) := 1, if x ∈ X (z), and 0, otherwise.

A common practice in stochastic optimization is to model the uncertain parameters z as

random variables with probability distributions. In such cases, probabilistic conclusions

can be derived from applying RA. However, we note that precise knowledge of the

underlying probability distributions is rarely available in practice. Furthermore,

estimating probability distributions is highly prone to errors (due to lack of historical

data or deviations from historical trends). The approach we advocate (and utilize in

the application in this paper) is to use a set of “plausible” scenarios without attaching

probabilities to the scenarios. This can be seen as analogous to the idea of utilizing

an “uncertainty set”, as in robust optimization, which describes a set of scenarios

for which we would like our solution to be robust. Such an approach implies that

probabilistic conclusions cannot be derived from RA, however, one can still use RA to

identify adverse scenarios that are considered to be plausible.

As such, throughout this paper we assume that the set of all possible realizations for the

uncertain parameter vector z can be represented by a finite set of scenarios z1, . . . , zN ,

where each scenario zi is a vector constructed of K subvectors zi1, . . . , z
i
K .
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Static setting

When applying RA in a static optimization setting, it is assumed that all decisions are

irrevocably fixed and unable to adapt to changes in the model’s input. The situation is

depicted in Figure 2.2, where the decision vector x is determined before the uncertain

parameter vector z is realized.

time

uncertainty realizations:

decisions:

Figure 2.2: Visual aid for chronology of events in an uncertain static optimiza-
tion problem

When dealing with problems of this nature, RA is rather straightforward. All one

needs is a solution x̄ to analyze and a set of scenarios
{
z1, . . . , zN

}
. See Algorithm 2.1

below for a procedural description.

Algorithm 2.1 Pseudo code for robustness analysis in a static setting

Input: Set of scenarios
{
z1, . . . , zN

}
and a solution x̄.

Output: Evaluation of performance of x̄ w.r.t. each scenario in
{
z1, . . . , zN

}
.

1: for scenario i ∈ {1, . . . , N} do
2: Evaluate outputs of interest Yj(x̄, z

i), ∀j = 1, . . . ,M

3: end for

2.2.1 Adaptive setting

Here we consider a generic multistage adaptive problem with K decision stages as

depicted in Figure 2.1. In an adaptive optimization setting, only the “first stage”

decisions x1 are considered fixed, while the later stage decisions x2, . . . ,xK are able

to adapt to the realizations of the uncertain parameters. Thus, when determining

the decision vector xk, the parameter vectors z1, . . . , zk−1 have been realized and are

no longer uncertain. A procedural description of RA for adaptive optimization is

presented in Algorithm 2.2.
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Algorithm 2.2 Pseudo code for robustness analysis for adaptive optimization

Input: Set of scenarios
{
z1, . . . , zN

}
, first stage decisions x̄1 and adaptive decision

policy θ̄.

Output: Evaluation of performance of (x̄1, θ̄) w.r.t. each scenario in
{
z1, . . . , zN

}
.

1: Fix first stage decisions x̄1

2: for scenario i ∈ {1, . . . , N} do
3: for stage k ∈ {2, . . . ,K} do
4: Uncertain parameter vector zik−1 is realized

5: Implement decision policy θ̄ to determine adaptive decision vector x̄i
k

6: end for

7: x̄i ← (x̄1, x̄
i
2, . . . , x̄

i
K)

8: Evaluate outputs of interest Yj(x̄
i, zi), ∀j = 1, . . . ,M

9: end for

Note that in order to incorporate the ability for later stage decisions to adapt, the

analysis requires additional input in the form of an adaptive decision policy θ̄. In

certain cases, one may already have access to a policy via applying a multi-stage

robust or stochastic optimization method. In case such a policy is not available,

we propose an adaptive decision policy (see Algorithm 2.3), where, at each decision

stage k, one determines xk by solving an updated version of Problem (2.2). This is

done in a folding horizon manner, where prior decisions x1, . . . ,xk−1 are fixed, realized

parameter values z1, . . . , zk−1 are known and future values zk, . . . , zK are predicted.

Algorithm 2.3 Pseudo code for folding horizon re-optimization with predictions

Input: Scenario i, decision stage k, known realizations zi1, . . . , z
i
k−1 and prior deci-

sions x̄1, x̄
i
2, . . . , x̄

i
k−1.

Output: Adaptive decision vector x̄i
k.

1: Predict future realizations ẑik, . . . , ẑ
i
K based on known realizations zi1, . . . , z

i
k−1

2: Determine adaptive decision vector x̄i
k by solving Problem (2.2) with z̄ =

(zi1, . . . , z
i
k−1, ẑ

i
k, . . . , ẑ

i
K), x1 = x̄1 and xp = x̄i

p, for p = 2, . . . , k − 1

3: return x̄i
k

Our suggestion of Algorithm 2.3 to be used as θ̄ in Algorithm 2.2 is motivated by

two reasons. First, assuming that Problem (2.2) can be solved efficiently and the

number of decision stages K is not exceptionally large, the policy is computationally
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tractable, as it involves solving successively smaller versions of this problem K − 1

times. (In Section 2.3.3 we show numerical experiments that provide evidence for

the computational tractability of our policy.) Second, we believe that such a policy

is commonly utilized in practice, where optimization models are frequently updated

with new information and re-optimized. As such, using such a policy should provide

realistic results when emulated in RA.

Determining predictions (Line 1 of Algorithm 2.3) can be done in a variety of ways.

For example, in Section 2.2.2 we utilize knowledge of the true probability distribution

and set the future predictions to their expected value, while in Section 2.3.3 we

utilize predictive machine learning models that are trained on additional out-of-sample

scenario data.

RA yields a set of values for each output of interest, reflecting the performance of

a solution across multiple scenarios. These values can then be analyzed in several

ways to evaluate the robustness of a solution. For example, a worst-case analysis

can identify the most adverse scenario a solution may face, providing a conservative

evaluation of robustness. Alternatively, cumulative distribution functions can estimate

the probability of achieving a certain level of performance, providing a probabilistic

evaluation. Additionally, performance profiles (see Dolan and Moré (2002) for more

details) can be useful when comparing multiple solutions. How to assess the robustness

of a solution should depend on the problem at hand and the risk attitude of the

stakeholders. In the application described in Section 2.3, we place emphasis on average

regret, as this is a metric the stakeholders consider to be relevant for decision-making.

2.2.2 Illustrative toy problem

Consider the following problem. Product C can be sold at a fixed price per unit and

is created by a process of conversion using either product A or product B as feedstock.

However, investments must be made to enable the transportation and processing

of each product. Products A and B are supplied at a particular cost per unit and

the supply cost of product A is uncertain. The problem takes place over two time

periods, the demand for product C is 100 units per time period and this demand

must be satisfied. The goal is to determine which products (A and/or B) to use as

feedstock, and therefore which investments to make, in order to maximize profit. We

model the situation as a mixed-integer optimization problem, see Appendix 2.B.1 for

a mathematical formulation and Figure 2.3 for a visual aid.

For the parameters of the model, we assume the following. Each arc has an initial

capacity of zero, but this can be increased by investment at a cost of 1 per 20 units of

capacity. The processing nodes also start with an initial inflow capacity of zero, which
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y(SA,PA),t ≤ 20 v(SA,PA),t

y(SB,PB),t ≤ 20 v(SB,PB),t

y(PA,DC),t ≤ 20 v(PA,DC),t

y(PB,DC),t ≤ 20 v(PB,DC),t

Supply A
cA,t = ?

Supply B
cB,t = 1.05

Demand C
≥ 100

Process A
≤ 20 vPA,t

Process B
≤ 20 vPB,t

Figure 2.3: Visualization of nodes and arcs used in illustrative toy problem

can be increased by investment at a cost of 2 per 20 units of capacity. Product C can

be sold at a price of 2 per unit. For the uncertain supply costs we assume that the

unit cost of product B is known and fixed at 1.05, while the unit cost of product A is

a uniformly distributed random variable. The cost per unit of A in time period 1, cA,1,

is uniformly distributed between 0.50 and 1.50. In time period 2, we assume that the

supply cost is dependent on the price in period 1, where cA,2 ∼ U( 12cA,1,
3
2cA,1). We

set the nominal values of these two parameters equal to their expected values, thus:

z̄ = (c̄A,1, c̄A,2) = (1.00, 1.00).

A “nominal solution” can then be obtained from solving the problem using the nominal

parameter values z̄. This solution is depicted in Figure 2.4. As you might expect, our

model advises us to solely utilize product A as feedstock in both time periods and

only invest in the arc and processing capacities that are relevant to product A. Under

the nominal parameter values, this is evidently the most profitable way to satisfy the

demand of C, which achieves a total profit of:

2× 200︸ ︷︷ ︸
revenue

− (2× 5× 1 + 5× 2)︸ ︷︷ ︸
investment costs

− 100× 1.00︸ ︷︷ ︸
supply cost t = 1

− 100× 1.00︸ ︷︷ ︸
supply cost t = 2

= 180.

For this illustrative toy problem it is easy to see that the nominal solution is quite

risky. Investing only in the arcs and processing capacity related to product A may

not be wise given the uncertainty surrounding the supply cost of A. (An alternative

solution, where one elects to solely utilize product B as feedstock and only invest in

the arc and processing capacities that are relevant to product B, would achieve a

certain profit of 170.) To determine the degree to which a solution is risky or robust,

robustness analysis can be performed. In the following sections we apply SA and RA

to this problem and show how the results differ.

For this illustrative toy problem there are no concerns regarding the feasibility of a
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Supply A

Demand C

Process A100 ⩽ 20× 5

≤ 20× 5

Process B

≤ 20× 0

0 ⩽ 20× 0
0 ⩽ 20× 0

100 ⩽ 20× 5
cA,1 = 1.00

Supply B

cB,1 = 1.05

Supply A

Demand C

Process A100 ⩽ 20× 5

≤ 20× 5

Process B
0 ⩽ 20× 0

100 ⩽ 20× 5
cA,2 = 1.00

Supply B

cB,2 = 1.05

0 ⩽ 20× 0

≤ 20× 0

t = 2

t = 1

Figure 2.4: Depiction of nominal solution for illustrative toy problem

solution, as the uncertain supply costs cA,1 and cA,2 do not affect any of the constraints

of our problem. We assume that our only output of interest is the objective value,

which is the total profit.

In this case, we can use our knowledge of the true distribution of cA,1 and cA,2 to

generate a set of N = 1,000 randomly generated scenarios. In Figure 2.5a we show the

results of SA and in Figure 2.5b we analyze the robustness of our nominal solution

(see Figure 2.4) in a static setting.
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(b) Robustness analysis (static)

Figure 2.5: Comparison of results from applying SA and RA (for static op-
timization) to the setup described in Section 2.2.2. The dashed vertical line
indicates the objective value for the nominal scenario.

Note that both analyses use the same set of possible scenarios
{
z1, . . . , zN

}
, yet

yield starkly different results. Because SA assumes fully flexible decisions and perfect

foresight, the analysis suggests that the total profit will never be less than 170. This

is because, for adverse scenarios, the optimal solution changes to provide product C

via the supply of product B, for which the unit cost is known and fixed.

On the other hand, RA (in a static setting) assumes that all decisions in our nominal

solution are irrevocably fixed and that there is no ability to adapt to the scenario at

hand. The results suggest that the total profit could range anywhere between 10 and

305. Depending on the situation, this may not be entirely realistic either and one

should apply RA in an adaptive optimization setting.

Recall that we discretize our time horizon into two time periods t ∈ {1, 2}. During

each time period t the (uncertain) cost cA,t for product A in period t is realized. At

the start of each time period t, investment decisions vt are made. The investment

decisions made in the first period (v1) are considered static, however the investment

decisions made in the second period (v2) are able to adapt to cA,1. During each time

period t, product flow decisions yt are made. We assume that the flow variables for

the first period y1 are adaptive with respect to cA,1 and the flow variables for the

second time period y2 are able to adapt to both cA,1 and cA,2.

Thus, we have a 3-stage problem (see Figure 2.6 for visual aid), with uncertain

parameters z1 = cA,1, z2 = cA,2 and z3 = ∅, here-and-now decisions x1 = v1, second

stage decisions x2 = (y1,v2) and third stage decisions x3 = y2.
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time
uncertainty realizations:

decisions:

Figure 2.6: Visual aid for chronology of events for a 3-stage adaptive optimiza-
tion problem

We can analyze the robustness of the first stage decisions of the nominal solution

(as shown in Figure 2.4) and utilize Algorithm 2.3 as our adaptive decision policy,

where our prediction of a future realization is set to its expected value (i.e., we

set ĉiA,2 = E[ciA,2|ciA,1] = ciA,1 for any scenario i). We then apply RA for adaptive

optimization (Algorithm 2.2) and plot the results in Figure 2.7b. We compare this

with the results from applying RA in a static setting (these results are the same as

shown in Figure 2.5b, but with a different scale of the y-axis). The right-side of the

distribution is similar for both analyses, these correspond with scenarios where the

supply cost of A turns out lower than expected and the adaptive decisions x2 and x3

do not deviate from their values in the nominal solution. However, the left-side of

the distribution differs as we have introduced the possibility to adapt some of our

decisions, which occurs when the supply cost of product A is higher than expected.
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(a) Robustness analysis (static)
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(b) Robustness analysis (3-stage adaptive)

Figure 2.7: Comparison of results from applying RA (for static optimization)
and RA (for adaptive optimization) to the setup described in Section 2.2.2.
The dashed vertical line indicates the objective value for the nominal scenario.

2.3 Application

In this section we apply our methodology to a realistic case study. In this case study

we focus on optimizing the decarbonization strategy for an energy-intensive industry

cluster in the Netherlands. We refer to (ten Cate et al., 2024, pp. 14-17) for more

details regarding the model. Three industrial sites are modeled in detail, on process
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unit level. These sites produce fertilizer, oil-products and various other chemical

products. For the purpose of anonymity we only display aggregate data for the cluster

as a whole.

The industry cluster requires large amounts of energy, which is currently primarily

provided through carbon-emitting fossil-fuels. (For reference, approximately 9.5 Mt

of CO2 was emitted in 2020.) In accordance with the Dutch government’s climate

goals Rijksoverheid (2019), the carbon emissions from this industry cluster must be

reduced by 55% (relative to 1990 emission levels) by 2030 and entirely eliminated

by 2050. These goals are included in the model as hard constraints on the annual

aggregate amount of CO2 emitted, where the required reduction is linearized over

time. There is additional pressure to reduce carbon emissions in the form of a carbon

emission tax. This is included in the model’s objective function as a cost parameter

and is expected to increase over time. As the future values for the emission tax are

quite uncertain, we consider this input parameter in more detail in Section 2.3.2.

For the industrial sites, there are three primary options for reducing their carbon

emissions, which are: (i) hydrogen usage, (ii) electrification and (iii) carbon capture

and storage (CCS). Additionally, the model accounts for the surrounding infrastructure

in the region. Via investment, the electricity grid can be expanded, new hydrogen

pipelines can be built and existing natural gas pipelines can be retrofitted to transport

hydrogen. The model is used to support long-term strategic decisions in regards to the

decarbonization pathway for each industrial site, as well as the relevant infrastructure

for the region.

2.3.1 Nominal model description and solution

A mathematical formulation of the optimization model is provided in Appendix 2.B.2.

The model determines when and which investments ought to be made to maximize

the total (discounted) sum of margins for the industry cluster over the time horizon.

To represent the relevant aspects of the problem, the model utilizes 31 time periods

(representing 2020, 2021, . . . , 2050), 352 nodes, 825 arcs and 76 different “products”

(which includes main energy carriers such as natural gas, electricity and hydrogen, but

also includes subsidiary by-products). Note that the first 4 time periods (2020− 2023)

are included for backward compatibility of the model, but these time periods do not

contain decision variables to be optimized. The resulting mixed-integer optimization

model consists of 205,029 variables, 142,644 constraints and 753,151 parameters.

Of the 753,151 parameters we consider 6,231 to be uncertain, these are discussed

in more detail in Section 2.3.2. However, we first assume some nominal/estimated

values for these parameters and treat them as known in order to construct the nominal
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model, which is solved to obtain the nominal solution. For all parameters, the

nominal values were determined in collaboration with industry partners as well as

TNO (an independent statutory research organization in the Netherlands), see (ten

Cate et al., 2024) for more details. The investment decisions of the nominal solution

are summarized in Table 2.1.

Table 2.1: Overview of aggregate capital expenditure (in millions of EUR) for
decarbonization pathway of the nominal solution. Note that, in the model
formulation, these costs are annualized (i.e. converted to yearly payments) over
the lifetime of the investments.

2025 2026 2027 2028 2029 2030 · · · 2035 2036 2037 2038 2039 2040 2041 2042 2043 · · · 2049 2050

Hydrogen 1800 307 242 360 360 2817

Electrification 70 30 50

CCS 304 31 25

Infrastructure 42 1 17 3 27 7

2.3.2 Uncertainty characterization

In characterizing and quantifying the uncertainty present in the input parameters of

our optimization model, we follow the five criteria framework by Moret et al. (2017).

Our quantification of uncertainty does deviate from the approach taken in Moret et al.

(2017), as we aim to generate scenarios instead of determining relative ranges.

For the analyses presented in Section 2.3.3 we utilize a set of 1,000 generated scenarios.

Note that, we do not assign probabilities to the scenarios, the goal of our analysis is

to provide insight into possible outcomes. Given that the uncertain parameters are

continuous, the number of possible scenarios is infinite. Our choice of utilizing 1,000

scenarios is induced by our computational budget.

In our characterization we prioritize the use of historic data and external data sources

in an effort to keep our characterization as objective as possible. However, due to

lack of data, this is not possible for all parameters (such as the hydrogen price) and

in such cases we are forced to make certain assumptions based on consultation with

domain experts. When in doubt, we haven taken a conservative approach, preferring

to overestimate rather than underestimate the magnitude of uncertainty. An overview

of our characterization is presented in Table 2.2 below. In the following paragraphs

we go over each of the uncertain parameters and discuss the characterization in more

detail.
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Table 2.2: Overview of uncertainty characterization

Uncertain Parameter Characterization

Natural gas price Historic EIA forecast data

Electricity price Historic EIA forecast data

Hydrogen price Expert opinion

Ammonia price Expert opinion

CO2 emission tax Historic EU ETS data

CO2 CCS tariff Correlated with CO2 emission tax

CapEx electrolyzers Ranges from literature

Discount rate Relative range from literature

Weighted average cost of capital Relative range from literature

Annual OpEx as percentage of CapEx Relative range from literature

Natural gas and electricity prices

To predict future forecast errors, we can use historic forecast error data. For this we

use a data set provided by the annual energy outlooks (ranging from 1994 to 2022) of

the U.S. Energy Information Administration (EIA, 2022). This data is available for

both the natural gas price and electricity price, the natural gas data is displayed in

Figure 2.8.

Figure 2.8: Historic natural gas price forecasts from EIA (2022).

We use the historical deviations between the actual price and the yearly forecasts

to generate future forecast errors by fitting an ARIMA time series model to predict

the log difference between the actual value ct and forecasted value c̄t for the years

t ∈ {1993, . . . , 2022}. The fitting was performed using the default settings of the
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auto.arima function of Hyndman and Khandakar (2008). We use log difference as

opposed to relative difference or absolute difference as it has the advantages of being

symmetric, additive and enables use of linear time series models on exponential trends,

which are often observed for economic price data (Guevara et al., 2024). This has also

been observed in recent years (2020-2022) where European energy prices have been

especially volatile.

Let the fitted ARIMA model be denoted by f̂ , we utilize f̂ to generate possible future

realizations for the natural gas and electricity prices by computing:

ct = c̄te
f̂(ln(

c1
c̄1

),...,ln(
ct−1
c̄t−1

))+εt ,

for future years t ∈ {2023, . . . , 2050}, where εt is randomly sampled from N (0, σf̂ ).

See Figure 2.9 for an overview of 1,000 generated scenarios for these two parameters.
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Figure 2.9: Visual overview of 1,000 generated scenarios for natural gas and
electricity prices.

Hydrogen and ammonia price

Because hydrogen and ammonia have not yet been employed at scale as energy carriers,

there is limited information available regarding their historic or even current price.

Therefore, to characterize the uncertainty around this parameter, we have relied on

consultation with domain experts and taken a conservative approach. See Figure 2.10

for an overview of the generated price scenarios.
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Figure 2.10: Visual overview of 1,000 generated scenarios for hydrogen and
ammonia prices.

CO2 emission tax and CO2 CCS tariff

Here we make use of historic EU emission trading system (ETS) data Trading Eco-

nomics. Due to a number of large policy changes the data pre-2015 is not representative

of future volatility. Thus, in our analysis we only consider the data from 2015 onwards.

Additionally, we aggregate the data to obtain yearly averages. Our scenario generation

procedure for the CO2 emission tax is identical to the procedure for the natural gas

and electricity prices, where we fit an ARIMA time series model to the historic data

and use the resulting residual distribution to emulate possible future deviations from

our nominal forecast.

Another important CO2-related parameter is the tariff paid for CCS. The forecast for

this parameter is also highly uncertain, as captured CO2 can play an advantageous

role in enhanced oil recovery. However, it is generally expected to correlate with the

CO2 emission tax, as CCS is an alternative to emission. Let eit and c
i
t represent the

CO2 emission tax and CCS tariff respectively for time period t in scenario i. We set

cit = eit − γi for t = 2020, 2021, 2022, where γi represents additional processing and

transport costs (γi ∼ U(10, 40) EUR/ton). For the later years, t ∈ {2023, . . . , 2050}, we
set cit = min{cit−1+ϵ

i
t, e

i
t−γi}, where ϵit ∼ U

(
−(eit − eit−1), 3(e

i
t − eit−1)

)
. An overview

of the generated scenarios for these two parameters can be seen in Figure 2.11.

Capital expenditure electrolyzers

The costs of producing hydrogen are dependent on the capital expenditure (CapEx)

of electrolyzers. In our model we include two technology options for the production

of electrolytic hydrogen, alkaline (ALK) and polymer electrolyte membrane (PEM)

electrolysis. ALK electrolysis is generally considered to be more cost-effective than

PEM electrolysis, however PEM electrolysis is more efficient in its energy conversion.

While there is still a lot of uncertainty surrounding the development of these tech-
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Figure 2.11: Visual overview of 1,000 generated scenarios for the CO2 emission
tax and CO2 CCS tariff.

nologies, there is scientific literature available on the topic. We have conservatively

applied prediction intervals for 2020, 2025, 2030 and 2050 from (Bertuccioli et al.,

2014; Schmidt et al., 2017; IEA, 2019). Assuming that the realized CapEx for these

technologies will be distributed uniformly within the ranges from the literature, we

are able to generate possible scenarios, see Figure 2.12 for a visual overview.
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Figure 2.12: Visual overview of 1,000 generated scenarios for the capital
expenditure of electrolyzers. The error bars signify prediction intervals obtained
from (Bertuccioli et al., 2014; Schmidt et al., 2017; IEA, 2019).

Other financial parameters

Finally, we consider the discount rate, weighted average cost of capital (WACC) and

annual operating expense (OpEx), which is determined as a fixed percentage of the

capital expenditure (CapEx). While the discount rate and WACC are both related to

the time value of money, they are considered independently in our model to reflect

potential differences due to particular capital funding schemes. A nominal value is

chosen by domain experts and for the generated scenarios we assume that these will

be situated within a certain range (see Table 2.3), which is derived using the relative

ranges from Moret et al. (2017).
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Table 2.3: Overview for other financial parameters (in %)

nominal min max

Discount rate 7.0 3.8 10.2

Weighted average cost of capital 7.5 4.0 11.0

Annual OpEx as percentage of CapEx 4.0 2.1 5.4

Note that in our optimization model, as described in Appendix 2.B.2, these three

financial parameters are time-independent (as this simplifies the annualization of costs).

However, we still treat these uncertain parameters as if they are realized over time. We

do this, per parameter, by generating scenarios where the value is varied over time and

the value at the end of the time horizon (t = 2050) represents the actual parameter

value. This final/actual value is assumed to be uniformly distributed between the

ranges indicated in Table 2.3, and the yearly variations are assumed to be uniform

within the interval [−max−min
3 , max−min

3 ]. We do this to mimic the way in which the

degree of uncertainty is reduced as a scenario is realized over time.

2.3.3 Robustness and sensitivity analysis

Now we will use our generated scenarios, along with sensitivity and robustness analysis,

to gain insight into the potential impact of these uncertain parameters and obtain a

more realistic depiction of our outputs of interest. Our main goal in this section is

illustrate how RA can be used to determine whether the nominal solution (summarized

in Table 2.1) is sufficiently robust with respect to the uncertain parameters (listed in

Table 2.2).

We conduct three methods of analysis: (i) SA, (ii) RA for static optimization and

(iii) RA for adaptive optimization. Note that for each analysis we utilize an identical

set of 1,000 randomly generated scenarios. As such, the differences between the results

arise purely from differences in methodology.

For the third method of analysis, RA for adaptive optimization, we assume that there

are five decision stages, which occur at the start of time periods t ∈ {2020, 2031, 2036,
2041, 2046}. We further assume there to be two years between the realization of

uncertainty and the implementation of adaptive decisions (e.g., for the decision stage

at the start of t = 2031, we have access to the uncertainty realizations that occur in

time periods t ≤ 2028). Finally, in order to implement the adaptive decision policy

described in Algorithm 2.3, we use neural networks (one per adaptive decision stage).

These are trained, using 10,000 additional scenarios, to predict future parameter

values based on the set of known realizations. Note that in practice a decision maker
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is unlikely to have access to training scenarios from the same distribution as the

“test” scenarios. As a result, our adaptive analysis results could be considered overly

optimistic. However, due to the high degree of randomness in our scenario generation

process, the predictive power of our neural networks is limited. For instance, the model

we utilize to make the predictions that are used in the second decision stage (this

model makes predictions for t ≥ 2029 based on realizations from t ≤ 2028), achieves

an R2 value of 0.42 when evaluated on the 1,000 test scenarios.

All computations are conducted on a 64-bit Windows machine equipped with a 2.80

GHz Intel Core i7 processor with 32 GB of RAM. All mathematical programs are solved

to a proven optimality gap of 1% using Gurobi 10.0.1. As the total computation time

for each method depends on the degree of parallelization and other implementation

details, we report the average accumulated solving time in seconds per scenario. These

are: (i) 128, (ii) 0 and (iii) 20 for each method respectively. Interestingly, we find

that solving smaller versions of the model 4 times (as we do in RA for adaptive

optimization) is, on average, faster than solving the original model once (as we do in

SA).

The first output of interest we consider is the objective value (recall that our objective

is to maximize the total discounted sum or margins for the industry cluster). In

Figure 2.13 we display the resulting histograms from our three methods of analysis.

To further examine the differences between the histograms displayed in Figure 2.13,

we plot the empirical cumulative distribution function for each method in Figure 2.14.
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Figure 2.13: Evaluations of the objective value from applying SA and RA.
The dashed vertical line indicates the optimal objective value for the nominal
model.

We cannot make valid probabilistic conclusions from these analyses. However, for the

sake of exposition, assume that each scenario is equally likely and that we use the

empirical frequency to estimate the true probability of an event occurring. Imagine

that we would like to estimate the probability that our objective value will turn out

to be lower than expected (our nominal model suggests an objective value of 21.4
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billion EUR). For SA, the observed frequency with which this occurs is 43%. If we

had instead chosen to apply RA for static optimization, we would observe a frequency

of 72%. The former analysis is inclined to underestimate the true probability of this

event occurring, while the latter analysis is inclined to overestimate this probability.

Performing RA for adaptive optimization provides a more realistic assessment than

either extreme, for which we observe a frequency of 57%.
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Figure 2.14: Empirical cumulative distribution function for objective value
for each method of analysis. The dashed vertical line indicates the optimal
objective value for the nominal model.

To highlight the importance of such differences, consider the following example. If one

were to perform only SA, one may incorrectly conclude that the risk of obtaining an

objective value of less than 15 billion EUR is negligible (only 2.2%) and thus no action

is required in order to mitigate this risk. However, if one were to perform RA for

adaptive optimization, one would obtain a more accurate estimate of the risk (5.6%)

and may instead conclude that a more robust solution is required.

Using SA in combination with RA to derive regret

Combining the results from SA and RA can provide valuable insight as it allows one to

compute the possible regret associated with making specific decisions. In this context

“regret” is defined as the ex-post difference between the achieved value and the best

value that could have been obtained if the information had been known before making

the decision. For each scenario we can compute the regret by taking the difference

between the results from RA (which provides the “achieved value”) and the results

from SA (which provides the “best value that could have been obtained”). Knowing

the potential regret of a decision is more informative than only knowing the achieved

value as it provides evidence of the existence of alternative decisions that are preferable

(for certain scenarios).
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Figure 2.15: Comparison of potential regret with respect to the objective value.
Obtained by comparing the results from SA with the results from RA (for
static and adaptive optimization).

In Figure 2.15 we examine the potential regret of the nominal solution with respect

to each scenario in our test set. The average regret (in billion EUR) for the static

analysis is 3.1, while only 1.5 for the adaptive analysis. Again, we find a significant

difference between the results due to the ability to adapt the later stage decisions

when more information is realized.

Additional outputs of interest

So far, we have focused on the objective value as an output of interest. However, for

real-world problems there may be multiple “key performance indicators” to consider

in the analysis. For our case study, we are also interested in the following two metrics.

First, the average CO2 abatement costs, which is defined as the additionally incurred

costs (calculated with respect to the corresponding scenario case without CO2 emission

penalties) divided by the avoided CO2 emissions. Second, the average levelized cost

of hydrogen (LCoH), which is defined as the net present value of the total cost of

producing or importing hydrogen divided by the quantity. This metric is computed

per source of hydrogen, which can either be imported, produced using steam methane

reforming (SMR), autothermal reforming (ATR) or electrolysis (ALK and PEM). Note

that this metric is computed over the time periods from 2025 up to 2050 and does not

incorporate costs related to the CO2 emission tax or CCS tariff. In Figure 2.16 we

use RA (for adaptive optimization) to obtain an evaluation of these two outputs of

interest.
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Figure 2.16: Two additional outputs of interest, evaluated using RA for adaptive
optimization. The dashed vertical line in Figure 2.16a represents the abatement
costs under the nominal scenario. Figure 2.16b displays a “box and whisker
plot”, where the whiskers extend to the farthest data point lying within 1.5x
the inter-quartile range (represented by the box) and observations beyond
the whiskers are omitted. The numbers reported at the top of the graph to
the right of “N” represent the number of scenarios for which the quantity of
hydrogen produced/imported is greater than zero.

Effect of altering the number of decision stages

While allowing for more decision stages may generate more realistic results (depending

on how often decisions are re-evaluated in the real-world problem at hand), it comes

at the cost of increased computation time. For RA in an adaptive setting, the number

of decision stages K was set to 5. Here we consider alternative setups where we alter

the number of decision stages to occur after 2031. All setups involve first and second

stages at t = 2020 and t = 2031 respectively.

In Figure 2.17 we display the average accumulated solve time (per scenario) as a

function of K. We find that this function is approximately linear in the number of

decision stages, which provides empirical evidence that using our proposed adaptive

decision policy (as described in Algorithm 2.3) is computationally tractable, even for

a large number of decision stages.

Using RA to compare solutions

From the results presented in Figures 2.13c, 2.15b and 2.16 one may conclude that the

nominal solution is insufficiently robust w.r.t. uncertainty regarding the parameter

values of our model. Furthermore, Figure 2.15b suggests that there exist alternative

solutions which perform better under certain scenarios. As such, one may look to

apply techniques from stochastic programming and/or robust optimization in the

hopes of obtaining a solution that is more robust in the presence of uncertainty. In
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Figure 2.17: Average accumulated solve time of RA (in seconds per scenario)
as a function of the number of decision stages.

order to test whether this is the case, one can apply robustness analysis to compare

two (or more) solutions.

In this subsection we compare our nominal solution (as presented in Table 2.1), with

an alternative solution obtained via application of the “ROBIST” algorithm, see

Chapter 3, or Starreveld et al. (2023) for a description of the algorithm. Additionally,

see Appendix 2.C for the specific details in regards to our implementation. The

difference in first stage investment decisions is summarized in Table 2.4 below. The

most striking difference we find is that the first stage decisions of the solution obtained

via ROBIST involve less investment in hydrogen production and more investment in

infrastructure.

Table 2.4: Overview of aggregate capital expenditure (in millions of EUR) for
the first stage investment decisions. Nominal solution is summarized on the
left, the solution obtained via ROBIST is depicted on the right, where the
differences are highlighted in bold. Note that, in the model formulation, these
costs are annualized (i.e. converted to yearly payments) over the lifetime of the
investments.

2025 2026 2027 2028 2029 2030

Hydrogen 1800

Electrification 70 30 50

CCS

Infrastructure 42 1

2025 2026 2027 2028 2029 2030

Hydrogen 1440

Electrification 70 30 10

CCS 25

Infrastructure 87 1

In Figure 2.18 we analyze and compare the performance of the first stage decisions

of the two solutions using RA (in a 5-stage adaptive setting) in terms of objective

value and regret. We find that, for our set of 1,000 randomly scenarios, the solution

obtained via ROBIST performs better, on average, than the nominal solution. For the
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ROBIST solution, the average regret is 413 million euro lower and the percentage of

scenarios for which the regret is larger than 2 billion is 7%, instead of 27.4% (for the

nominal solution). This example demonstrates how RA can also be used to compare

the performance of multiple solutions and assist in determining which solution is more

robust to parametric uncertainty.
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Figure 2.18: Comparison of results from applying RA to two different solutions.
We plot the results using histograms, and use kernel density estimation to
visualize the data as continuous curves.

2.4 Conclusion

In this paper, we extend RA to deal with adaptive optimization problems, where

decisions are made sequentially over time. By incorporating the ability for part of

the solution to adapt once more information is known, the analysis can be made

more realistic, which can ultimately lead to better decision-making in practice. Our

proposed method is intuitive, computationally tractable and can be applied to a broad

range of problems.

RA can be used to determine whether a particular solution is (or is not) sufficiently

robust. Being able to properly verify such a conclusion is especially valuable when

dealing with adaptive optimization problems, which are commonly encountered in

practice, yet notoriously difficult to model and solve in a stochastic and/or robust

manner.

We demonstrate our methodology by applying it to the optimization of decarbonization

pathways for an industry cluster in the Netherlands. Here, we find that parametric

uncertainty can have a large impact on the performance of a solution and that adverse

outcomes can be mitigated via decreased investment in hydrogen production and

increased investment in infrastructure.
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We reiterate two recommendations made by Gorissen et al. (2015). First, that

formulating and solving optimization problems in a stochastic and/or robust manner

is not always necessary and that RA should be used as a screening method to identify

cases where the nominal solution may already be sufficiently robust. Second, solving

optimization problems in a stochastic and/or robust manner does not necessarily lead

to superior solutions and RA should be used to analyze and compare multiple solutions

before deciding which solution to implement.

While SA is often used to analyze the effect of uncertainty on optimization models, it

may not provide an accurate assessment of risk. (However, performing SA in addition

to RA can provide valuable insight into the amount of regret associated with particular

decisions.) In den Hertog et al. (2021) it is observed that all linear optimization

textbooks cover SA extensively, and do not cover RA. Because RA can provide a more

realistic risk assessment than SA, we plea for the inclusion of RA in these textbooks,

both for static and adaptive optimization.

In terms of further research, it would be interesting to test alternative adaptive

decision policies, to explore the usage of scenario reduction techniques and to further

analyze the data obtained from RA in order to determine which parameters are

the most impactful. Future work also envisions investigating the potential synergy

between RA and modeling to generate alternatives as well as the usage of RA within

simulation-based optimization.
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2.A Sensitivity analysis

Within SA there is a distinction made between “local” and “global” analysis Wagner

(1995). While local SA is quite popular due its simplicity and ease of understand-

ing Saltelli and Annoni (2010), when analyzing the impact of uncertainty, one is

typically more interested in global SA Mavromatidis et al. (2018). Within global SA,

various methods have been developed (see (Saltelli et al., 2008, Chapter 1.2) for an

overview), most of which involve numerical estimation by analyzing a finite number of

model evaluations. As such, this is the type of SA method we apply throughout this

paper.

When SA is applied to optimization models, one analyzes how changes in the model’s

parameters affect its optimal solution. This is visualized in Figure 2.19 below, where

the decision vector x is determined after the realization of the uncertain parameter

vector z. A procedural description of SA is presented in Algorithm 2.4.

time

uncertainty realizations:

decisions:

Figure 2.19: Visual aid for chronology of events in sensitivity analysis

Algorithm 2.4 Pseudo code for sensitivity analysis

Input: Set of scenarios
{
z1, . . . , zN

}
.

Output: Evaluation of sensitivity of optimal solution x∗ w.r.t. each scenario in{
z1, . . . , zN

}
.

1: for scenario i ∈ {1, . . . , N} do
2: Determine optimal solution xi∗ by solving Problem (2.2) with z̄ = zi

3: Evaluate outputs of interest Yj(x
i∗, zi), ∀j = 1, . . . ,M

4: end for

2.B Model descriptions

2.B.1 Illustrative toy problem

In the illustrative toy problem presented in Section 2.2.2, we consider a supply chain

network composed of supply nodes (SA and SB), processing nodes (PA and PB), and
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a demand node (DC). The network includes four arcs: A = {(SA,PA), (SB,PB),

(PA,DC), (PB,DC)}. The system operates over a discrete time horizon T = {1, 2}
and handles two products, A and B. Investments can be made to expand arc and

processing capacities over time, while product flows determine how goods move through

the network to satisfy demand.

Investment decision variables are integer and represented by v, where va,t denotes

investment in transport capacity on arc a ∈ A at time t ∈ T , and vn,t denotes

investment in processing capacity at node n ∈ {PA,PB} at time t. Product flow

variables ya,t are non-negative and continuous, and represent the quantity transported

along arc a ∈ A at time t ∈ T .

The objective is to maximize total profit, which is the revenue from selling product C

minus investment and supply costs:

max
∑
t∈T

[
2(y(PA,DC),t + y(PB,DC),t)

−
∑
a∈A

va,t − 2(vPA,t + vPB,t)−
(
cA,ty(SA,PA),t + cB,ty(SB,PB),t

)]
.

The constraints of the model are as follows. The demand (100 units) must be met in

each time period:

y(PA,DC),t + y(PB,DC),t = 100, ∀t ∈ T.

Flow conservation must hold at the processing nodes:

y(SA,PA),t = y(PA,DC),t, ∀t ∈ T,

y(SB,PB),t = y(PB,DC),t, ∀t ∈ T.

Arc capacities limit the product flows, where the capacity can be increased via

investment:

ya,t ≤ 0 + 20

t∑
t′=1

va,t′ , ∀a ∈ A,∀t ∈ T.

Similarly, processing capacity constraints limit the inflows into processing nodes:

y(SA,PA),t ≤ 0 + 20

t∑
t′=1

vPA,t′ , ∀t ∈ T,
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y(SB,PB),t ≤ 0 + 20

t∑
t′=1

vPB,t′ , ∀t ∈ T.

Finally, the variable constraints:

va,t ∈ N0, ∀a ∈ A,∀t ∈ T,

vn,t ∈ N0, ∀n ∈ {PA,PB},∀t ∈ T,

ya,t ≥ 0, ∀a ∈ A,∀t ∈ T.

2.B.2 Industrial decarbonization problem

To optimize decarbonization pathways, we utilize a network flow mixed-integer opti-

mization model. The network is made up of nodes and arcs, where the nodes represent

supply, intermediary, and demand entities and the arcs represent connections between

these entities. The flows over the arcs from one node to another represent units of

energy, materials and emissions. The time horizon is discretized into 31 time periods,

where the periods are connected through investment decisions and storage capability.

The objective of the model is to maximize the total (discounted) sum of margins over

the entire supply chain over the specified time horizon while adhering to a number of

constraints, which enforce supply, storage, transport and processing capacities, as well

as the balance of flows in and out of the nodes.

Here we present a mathematical formulation of this network flow model. To do this

we must first introduce some notation. Let the set of time periods be represented

by T . This set is made up of ordinal numbers, with initial time period t1 = 1. Let P

represent the set of products (e.g. forms of energy, emissions) and let Q represent

the set of possible investment projects. We define the set of source/supply nodes

as Nsup, the set of sink/demand nodes as Ndem and the set of intermediary nodes

as Nint. These three combined give us the set of all nodes N = Nsup ∪Nint ∪Ndem.

Additionally, we define a few special nodes, namely the set of processing nodes Npro

and the set of storage nodes Nsto. These are both subsets of the set of intermediary

nodes Nint. We use A to represent the set of arcs between our nodes.

Proceeding with the variables and parameters, in summary, we model three types of

flows. These are the flows in and out of nodes, flows to and from storage facilities

and flows used in and produced from processing activity. For these flows the modeler

is able to specify a minimum and/or maximum in order to emulate various types of

restrictions. With such restrictions one is able to define the quantity of supply/demand,

processing capacity, etc.
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The notation is as follows, we use yijpt to represent the flow of material p over arc (i, j)

in time period t and let Uarc
ijpt and L

arc
ijpt represent the maximum and minimum limits

on the flow over arc (i, j) in period t. Additionally, we represent the flow into a node i

with yinipt and out of a node with youtipt . We represent the maximum and minimum

limits on the flow in/out of nodes by U in
ipt/U

out
ipt and Lin

ipt/L
out
ipt . Let sipt represent the

storage level at node i of product p at the end of time period t. Let s−ipt represent

the amount of product moved to storage and let s+ipt represent the amount procured

from storage in time time period t. Additionally, we use sip0 to represent an initial

amount of product p in storage at node i. We denote the maximum and minimum

storage capacity of product p at node i in time period t with Usto
ipt and Lsto

ipt . Finally,

we use r−ipt and r
+
ipt to represent the amount of product p consumed by and produced

from the processing node i during time period t. Furthermore, let rit represent a

dimensionless quantity of processing activity at node i in time period t, and we use

κipt to denote the yield of product p at processing node i. The yield of a product is

negative whenever that product is consumed in the processing activity and positive if

it is produced from the activity.

Moving on to the investment component of the model, we use integer variable wqt to

represent the amount of capital invested in investment project q in time period t. We

employ a supplementary variable vqt to represent the amount of investment q that is

active at time t, where “active” implies that the effect of the investment are realized

during time period t. We use lq to express the lifetime of investment q (expressed in

number of time periods for which the effects persist). The effect of a unit of investment q

on the maximum and minimum flow over arc (i, j) is expressed in units of product p

and represented by δarc,Uijpq and δarc,Lijpq . For the effect on the maximum and minimum

over the flow in/out of a node i we use δin,Uipq /δout,Uipq and δin,Lipq /δout,Lipq respectively. The

impact on maximum and minimum storage capacity is represented by δsto,Uipq and δsto,Lipq .

Finally, using ψ as the discount rate, we determine the total net present value (ΠNPV )

using the following equation:

ΠNPV =
∑
t∈T

1

(1 + ψ)(t−1)

[∑
p∈P

(∑
i∈N

[
crevipt y

in
ipt − csupipt y

out
ipt − chand

ipt (yinipt + youtipt )−
∑

j∈Nout
i

carcijptyijpt
]

−
∑

i∈Nsto

cstoiptsipt

)
−

∑
q∈Q

cinv
qt vqt

]
.

Where crevipt reflects revenue gained per unit of product p at node i in time period t. Sim-

ilarly, we introduce several cost parameters related to supply (csupipt ), handling (chandipt ),

storage (cstoipt ), transportation (carcijpt) and investment (cinvqt ). The investment costs cinvqt

are the sum of two components, annualized capital expenditure costs (cAC
qt ) and oper-

ation and maintenance costs (cO&M
qt ). The annualized capital expenditure associated
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with investment q is computed as follows: cAC
qt =

ccapex
qt ϕ

(1−(1+ϕ))−lq
, where ccapexqt and ϕ

represent the capital expenditure of investment q at time t and weighted average

cost of capital respectively. The operation and maintenance costs are computed

as: cO&M
qt = ccapexqt γ, where γ represents the annual OpEx as percentage of CapEx.

Using the notation described above, we arrive at the following mathematical formulation

for our model:

max
y,w,s,r

ΠNPV (2.3a)

s.t. yinipt + s+ipt + r+ipt = youtipt + s−ipt + r−ipt ∀i ∈ Npro ∩Nsto,∀p ∈ P,∀t ∈ T

(2.3b)

yinipt + r+ipt = youtipt + r−ipt ∀i ∈ Npro −Nsto,∀p ∈ P,∀t ∈ T

(2.3c)

yinipt + s+ipt = youtipt + s−ipt ∀i ∈ Nsto −Npro,∀p ∈ P,∀t ∈ T

(2.3d)

yinipt = youtipt ∀i ∈ Nint −Npro −Nsto,∀p ∈ P,∀t ∈ T

(2.3e)

Larc
ijpt +

∑
q∈Q

δarc,Lijpq vqt ≤ yijpt ≤ Uarc
ijpt +

∑
q∈Q

δarc,Uijpq vqt ∀(i, j) ∈ A,∀p ∈ P,∀t ∈ T

(2.3f)

Lin
ipt +

∑
q∈Q

δin,L
ipq vqt ≤ yinipt ≤ U in

ipt +
∑
q∈Q

δin,U
ipq vqt ∀i ∈ N, ∀p ∈ P,∀t ∈ T

(2.3g)

Lout
ipt +

∑
q∈Q

δout,Lipq vqt ≤ youtipt ≤ Uout
ipt +

∑
q∈Q

δout,Uipq vqt ∀i ∈ N, ∀p ∈ P,∀t ∈ T

(2.3h)

Lsto
ipt +

∑
q∈Q

δsto,Lipq vqt ≤ sipt ≤ Usto
ipt +

∑
q∈Q

δsto,Uipq vqt ∀i ∈ Nsto,∀p ∈ P,∀t ∈ T

(2.3i)

sipt = sip(t−1) + s−ipt − s+ipt ∀i ∈ Nsto,∀p ∈ P,∀t ∈ T

(2.3j)

r−ipt = −κiptrit ∀(i, p, t) ∈ {Npro × P × T : κipt < 0}
(2.3k)

r+ipt = κiptrit ∀(i, p, t) ∈ {Npro × P × T : κipt > 0}
(2.3l)

vqt =

lq∑
i=0

wq(t−i) ∀q ∈ Q, ∀t ∈ T

(2.3m)

yinipt =
∑

j∈Nin
i

yjipt ∀i ∈ N, ∀p ∈ P,∀t ∈ T

(2.3n)
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youtipt =
∑

j∈Nout
i

yijpt ∀i ∈ N, ∀p ∈ P,∀t ∈ T

(2.3o)

yijpt ≥ 0 ∀(i, j) ∈ A,∀p ∈ P,∀t ∈ T

(2.3p)

sipt, s
+
ipt, s

−
ipt ≥ 0 ∀i ∈ Nsto,∀p ∈ P,∀t ∈ T

(2.3q)

rit ≥ 0 ∀i ∈ Npro, ∀t ∈ T

(2.3r)

wqt ∈ N0 ∀q ∈ Q,∀t ∈ T.

(2.3s)

The objective function of this optimization problem is to maximize the total net present

value of margins over the entire supply chain. Constraints (2.3b), . . . , (2.3e) form the

backbone of our model and enforce the balance of all flows in and out of the intermediary

nodes. Constraints (2.3f) restrict the arc flows such that they must satisfy the minimum

and maximum requirements over the arc. These requirements, and thus the constraints,

are dependent on the investment decisions. Constraints (2.3g), (2.3h) and (2.3i) serve

a similar function for the flows in and out of nodes and for the amount of “product”

kept in storage. Constraints (2.3j) ensure that the storage levels are derived correctly.

Constraints (2.3k) and (2.3l) ensure that the in-feed and out-feed product flows from

processing nodes is modeled correctly in accordance with the relevant yields. Here,

the variable rit plays an instrumental role in linking the different products together.

Constraints (2.3m), (2.3n) and (2.3o) enforce the definitions which we have assigned

to these variables. Finally, Constraints (2.3p), . . . , (2.3s) enforce non-negativity and

integer constraints on the decision variables.

2.C ROBIST implementation details

To obtain the alternative solution presented in the final paragraphs of Section 2.3.3,

we utilize “Robust Optimization by Iterative Scenario Sampling” (abbreviated as RO-

BIST), see the following chapter for more details on the method itself.

In summary, the ROBIST algorithm requires a set of scenarios, that is randomly split

into a training data set Dtrain, a validation data set Dvalid and a test set Dtest. In our

implementation we first generate 300 additional out-of-sample scenarios and randomly

assign 100 scenarios to each of the three sets.

The algorithm is iterative, where at each iteration i, we generate a new solution by

solving a scenario optimization problem for a finite set of sampled scenarios from Dtrain.

Let this set be denoted as Si. The scenario optimization problem we solve is a 2-stage
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variant of Problem (2.2), where we minimize the worst-case regret across all scenarios

in Si:

min
x,θ

θ

s.t. f⋆(zj)− f(x1,x
j
2, z

j) ≤ θ, ∀zj ∈ Si,

x1 ∈ X1,

xj
2 ∈ X2(x1, z

j), ∀zj ∈ Si,

(2.4)

where x1 represent the first stage decisions and xj
2 represent the adaptive “recourse”

decisions, which are defined for each sampled scenario zj ∈ Si. Finally, f⋆(zj) repre-
sents the best possible objective value under scenario zj , i.e., f⋆(zj) := max{f(x, zj) :
x ∈ X (zj)}.

Solving (2.4) provides first stage decisions x∗
1, which are then evaluated via robustness

analysis using Dtrain. We then select a scenario that is not already in Si, for which we

find maximal regret. This scenario is then added to Si.

We initialize our scenario set with the nominal scenario z̄, i.e. S0 = {z̄}, and repeat

the above procedure for a maximum of 8 iterations (for |Si| > 9, solving (2.4) becomes

computationally prohibitive). After this, we use Dvalid to analyze the robustness of the

resulting 8 solutions to select the solution with the lowest average regret. Finally, the

scenarios in Dtest can be utilized to provide an independent estimate of the robustness

of the selected solution.
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Chapter 3

ROBIST: Robust Optimization by Iterative Scenario

Sampling and Statistical Testing

3.1 Introduction

The field of optimization under parametric uncertainty has undergone rapid develop-

ment over the past few decades. However, despite this development, we observe that

the existing methods in this field are still underutilized in practice. In this paper, we

propose a new method that is able to circumvent some of the practical limitations of

existing methods.

We propose an algorithm for treating uncertain convex programs (UCP), which appear

in a wide variety of real-world problems such as supply chain planning, portfolio

optimization, inventory control, engineering design, and so on. Such problems can be

formulated as follows:

max
x∈X

g(x)

s.t. f(x, z) ≤ 0,
(UCP)

where x ∈ Rdx is a decision vector, restricted to a closed convex feasible set X ,
z ∈ Rdz is an uncertain parameter vector, g(x) is a concave function and f(x, z) is a

scalar-valued function that is convex in x (for any z). Without loss of generality, we

can assume here that there is no uncertainty in the objective function g(x), as one

can always move the uncertainty to the constraints by using an epigraph formulation.

Furthermore, note that multiple constraints f1(x, z) ≤ 0, . . . , fm(x, z) ≤ 0 can be

incorporated into a single constraint by defining f(x, z) := max
j=1,...,m

{fj(x, z)} ≤ 0.

Problem (UCP) as formulated above is not well-defined as it does not specify how

45
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the uncertain constraint f(x, z) ≤ 0 should be treated. In the context of this paper,

we assume that one is interested in obtaining a “robust” solution to (UCP), i.e., a

solution x that is “likely” to be feasible despite the uncertainty in regard to the

parameter z. One way to define this more precisely in mathematical terms, is to

formulate (UCP) as a chance-constrained program (CCP):

max
x∈X

g(x)

s.t. P(f(x, z̃) ≤ 0) ≥ 1− ϵ, (3.1)

where the uncertain parameter z is modeled as a random variable z̃ with a probability

distribution P and ϵ represents some acceptable probability of constraint violation.

First proposed by Charnes and Cooper (1959), such formulations have been widely

studied within the field of stochastic programming (see e.g., Shapiro et al., 2009; Birge

and Louveaux, 2011) and applied to a variety of problems (Birge, 1997; Wallace and

Ziemba, 2005). However, the “true” probability distribution P is often unknown in

practice. Moreover, even if P is known, exact tractable reformulations of (3.1) are

only known for a limited number of situations (Shapiro and Nemirovski, 2005). As

such, various data-driven techniques have been proposed to deal with the ambiguous

nature of P and alternative problem formulations have been proposed to circumvent

probabilistic constraints such as (3.1).

3.1.1 Existing approaches and their practical limitations

In the following paragraphs we review four well-known approaches for dealing with

uncertain constraints and highlight limitations to their application in practice. Though

each approach formulates the problem differently, they share a common goal: to obtain

a solution that satisfies Constraint (3.1) with a sufficient degree of confidence.

Sample average approximation

The sample average approximation (SAA) approach replaces the unknown probability

in (3.1) with an empirical distribution, constructed from a data set {z1, . . . , zN}. That
is, Constraint (3.1) is replaced by:

1

N

N∑
i=1

1{f(x,zi)≤0} ≥ 1− ϵ, (3.2)

where 1{f(x,zi)≤0} indicates whether the constraint is satisfied for the realization zi.

Theoretical results from Luedtke and Ahmed (2008) and Pagnoncelli et al. (2009)
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show that if the sample size N is sufficiently large, SAA offers a good approximation

of (3.1), both in terms of optimal objective value and feasible region. However, the

theoretically required sample size can be prohibitively large in practice. Moreover,

Constraint (3.2) is typically non-convex. Such problems are commonly solved by

reformulating the problem as a mixed-integer optimization problem (Luedtke et al.,

2010; Luedtke, 2014), or by resorting to convex inner approximations, such as the

CVaR method by Nemirovski and Shapiro (2007), or the ALSO-X and ALSO-X+

methods by Ahmed et al. (2017) and Jiang and Xie (2022).

Robust optimization

Robust optimization (RO) operates in a fully deterministic paradigm. In RO, one con-

structs an “uncertainty set” U and enforces the constraint to hold for all realizations z

within the set U . The uncertain constraint f(x, z) ≤ 0 is thus formalized as:

f(x, z) ≤ 0, ∀z ∈ U . (3.3)

This approach has emerged as a tractable alternative to stochastic programming for

high-dimensional problems, see, for example, Bandi and Bertsimas (2012).

Depending on the distributional assumptions made regarding z, Constraint (3.3) with

a properly chosen uncertainty set U can be used as a tractable reformulation of (3.1),

or at least a safe approximation of it (see e.g., Bertsimas et al., 2018; Hong et al.,

2021).

For an extended overview of RO and its applications, we refer to Ben-Tal et al. (2009)

and Bertsimas and den Hertog (2022).

While RO has proven to be an effective approach in various applications, its effectiveness

is highly dependent on the choice of the uncertainty set U . As we demonstrate via

numerical experiments in this paper, some of the aforementioned RO methods may

scale poorly in the dimension of the uncertain parameter dz, or result in overly

conservative solutions. The conservativeness of RO methods is a well known limitation

of the “hard” robust constraint approach. However, we note that many alternative

approaches have been proposed to alleviate this issue, see e.g., Fischetti and Monaci

(2009), Ben-Tal et al. (2010, 2017) and Roos and den Hertog (2020).

In many cases, RO relies on the ability to reformulate (3.3) to a tractable robust

counterpart, which is not always possible in practice. Moreover, certain reformulated

robust counterpart may involve complex nonlinear constraints and/or an unacceptably

large number of additional variables and constraints (Bertsimas et al., 2011). Further-

more, if the function f is non-concave in z, exact reformulations of (3.3) are known
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only for specific combinations of the function f and uncertainty set U (Bertsimas

and den Hertog, 2022, Chapter 16). For the general case, safe approximations can be

derived (Bertsimas et al., 2023). However, this requires many additional variables,

which, along with the complexity of the methodology, may pose significant hindrances

to its application in practice.

Distributionally robust optimization

In distributionally robust optimization (DRO), the distribution P is regarded as

uncertain, yet restricted to an “ambiguity set” P of possible distributions. The

uncertain constraint can then be formulated as:

P(f(x, z̃) ≤ 0) ≥ 1− ϵ, ∀P ∈ P. (3.4)

If P contains the true probability distribution, then a solution that satisfies (3.4) also

satisfies (3.1). For an overview of DRO we refer to Rahimian and Mehrotra (2019). For

a survey on methods for dealing with ambiguous stochastic constraints such as (3.4)

we refer to Postek et al. (2018).

Similarly to RO, the key challenge in DRO lies in the choice of the ambiguity set P.
Data-driven DRO has emerged as a popular approach, where one uses data to determine

the ambiguity set P. This can be done by estimation of the statistical moments of

the distribution, see e.g., the method proposed by Delage and Ye (2010), or by using

distance measures, see e.g., Mohajerin Esfahani and Kuhn (2018). Data-driven DRO

offers advantages over RO in terms of conservativeness, however this may come at the

cost of increased computational effort (Wang et al., 2025).

The ability to reformulate (3.4) to a tractable robust counterpart is, as with RO,

dependent on the situation and not always possible in practice. There exist settings

in which exact reformulations of (3.4) are possible, see, for example, Calafiore and

Ghaoui (2006) and Jiang and Guan (2016). Various types of ambiguity sets with

tractable counterparts are presented in Hanasusanto et al. (2015) and Postek et al.

(2016). Nevertheless, DRO suffers from the same practical limitations as RO in terms

of its general applicability and ease of implementation.

Scenario optimization

Scenario optimization (SO) is a data-driven technique that enforces the uncertain

constraint to be satisfied for all elements in a set of scenario’s (see Calafiore and

Campi, 2005; Nemirovski and Shapiro, 2006). More precisely, given a set of i.i.d. data

{z1, . . . , zN}, the scenario optimization approach aims to solve the following scenario
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convex program (SCP):

max
x∈X

g(x)

s.t. f(x, zi) ≤ 0, ∀zi ∈ S.
(SCP)

The SO approach is straightforward to implement and can be applied to a wide

variety of problems (e.g., it does not require concavity of f in z). Furthermore,

an elegant, theoretical result established by Calafiore and Campi (2005) and later

tightened by Campi and Garatti (2008) connects the number of randomly sampled

scenarios included in S with the robustness of solutions obtained by solving (SCP).

This result allows one to assert, with a certain level of confidence, that any solution

to (SCP), where the scenarios in S are randomly sampled from P, satisfies probability
guarantee (3.1). We refer to Theorem 1 in Campi and Garatti (2008) for the details.

The practical limitations of this approach are the following. First, while the result

from Campi and Garatti (2008) was proven tight for the special class of “fully-

supported” (UCP), this method can be overly conservative for various problems

encountered in practice, as we demonstrate via numerical experiments in this paper.

Second, the required number of randomly sampled scenarios grows linearly with the

number of decision variables (Oishi, 2007). For large-scale problems, a large number

of sampled scenarios implies a large number of dense constraints in (SCP), which can

make solving the problem numerically challenging (Bertsimas et al., 2018). As such,

the classic approach proposed by Calafiore and Campi (2005) is considered generally

impractical for medium- and large-scale optimization problems.

A variety of methods have been proposed to remedy these limitations. For an overview

on such methods, we refer to Alamo et al. (2015). In the numerical experiments

presented in Section 3.4.3 of this paper, we apply the methods proposed by Carè et al.

(2014); Calafiore (2017); Garatti et al. (2022) and demonstrate that these methods

remain limited in their ability to deal with large-scale problems.

3.1.2 Our method and its advantages

Our method utilizes scenario optimization to generate solutions. However, instead of

utilizing an a priori probabilistic guarantee, as in the classic approach of Calafiore and

Campi (2005), we employ a posteriori probabilistic guarantees, which are derived via

statistical testing. We do this because a posteriori guarantees, which are computed after

the solution x is known, are often significantly tighter than a priori guarantees, which

are derived before x is known (Guzman et al., 2016; Shang and You, 2020; Bertsimas
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et al., 2021). This key difference allows our method to utilize a smaller set of scenarios

when solving (SCP), which is computationally advantageous.

The use of a posteriori evaluations is not unique to our method. For example, this is

also used in the works by Chamanbaz et al. (2015) and Calafiore (2017). However,

our evaluation procedure for assessing the “robustness” of solutions differs from

theirs in significant ways. First, our a posteriori testing procedure is based on a

ϕ-divergence test statistic. It provides an asymptotic confidence lower bound on the

true probability of feasibility of a solution according to the central limit theorem,

requiring only an independence assumption. The tightness of the guarantee depends

only on the size of the test. By contrast, the probabilistic guarantee provided by

the bounds in Chamanbaz et al. (2015) and Calafiore (2017) requires, in addition to

the independence assumption, that the optimization problems have unique optimal

solutions or that a suitable tie-break rule is applied. Furthermore, the tightness of

their guarantee depends on whether the optimization problem is “fully supported”.

Second and importantly, the algorithm proposed in Chamanbaz et al. (2015) requires

a new set of validation samples with increasing sample size at each iteration. Our a

posteriori evaluation procedure does not require this, being unaffected by the number

of iterations performed. Third, the application of our confidence bound is not only

limited to chance-constrained problems, but can also be extended to optimization

problems involving expectation-based risk measures.

Besides the aforementioned works, a “wait-and-judge” approach is also proposed

in Campi and Garatti (2018) and applied in the method of Garatti et al. (2022).

However, this evaluation procedure assesses the “robustness” of a solution by counting

the number of “support constraints”, which also differs significantly from our statistical

testing approach.

An important aspect of our approach is that the statistical tests are carried out on

the univariate Bernoulli random variable 1[f(x,z̃)≤0], where x is fixed. Since we are

only concerned with the feasibility of x, there are only two “classes” (i.e., f(x, z̃) ≤ 0

and f(x, z̃) > 0). This provides probability guarantees that are independent of the

dimension of the decision variables as well as the dimension of the uncertain parameters.

This allows our evaluation procedure to scale better, as the problem size and/or the

amount of data increases, than the evaluation procedures proposed by Yanıkoğlu

and den Hertog (2013) and Campi and Garatti (2018), which is demonstrated in

Sections 3.4.1 and 3.4.3.

Our main contribution is to propose a method that offers practical advantages over

existing methods in the literature. The advantages of ROBIST are the following.

First, our method is computationally more efficient than many existing methods. By
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iteratively selecting which scenario(s) to sample and optimize for, we can reduce the

total number of scenarios with which (SCP) is solved. Our evaluation procedure is

independent of dx and dz and scales well with the amount of data available, which

allows the algorithm to efficiently deal with large-scale optimization problems.

Second, our method is more versatile than many existing methods, as it is able to deal

with a wide variety of problem types. These include optimization problems with: joint

chance-constraints, constraints with non-concave uncertainty, expectation-based risk

measures, regret-based risk measures and adaptive decision variables with non-fixed

recourse.

In an effort to lower the hurdle for practical usage, we have implemented ROBIST in

Python, which is a popular programming language amongst practitioners. The code is

publicly available at: https://github.com/JustinStarreveld/ROBIST.

3.1.3 Structure

The remainder of the paper is organized as follows. In Section 3.2, we describe the

ROBIST algorithm with the help of an illustrative example and provide theoretical

analysis of its convergence. In Section 3.3, we discuss various possible generalizations

and extensions. Then, in Section 3.4, we compare ROBIST to existing methods

and demonstrate the efficiency and versatility of our proposed method via a variety

of numerical experiments. Finally, we provide concluding remarks in Section 3.5.

Additional technical details, proofs and extra numerical results are relegated to

the Appendices.

Notation

We denote a random variable by the tilde sign, i.e., x̃. Lowercase bold letters such as x

denote vectors, where e denotes a vector of all ones. Calligraphic uppercase characters

such as X denote sets.

3.2 Methodology

As discussed in Section 3.1, explicitly modeling and optimizing over a constraint such

as (3.1) is difficult. Moreover, the underlying probability distribution P of z̃ is rarely

known in practice. However, given a data set DN = {z1, . . . , zN} of N independent

realizations of z̃ and a solution x, it is possible to use statistical testing to assert, with

confidence greater than or equal to 1− α, that x satisfies the following probabilistic
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guarantee:

P(f(x, z̃) ≤ 0) ≥ γ. (3.5)

Henceforth, we will refer to γ as a feasibility certificate. Note that if a solution x

satisfies (3.5) with γ ≥ 1− ϵ, one can state, with a certain level of confidence, that x

satisfies (3.1). This insight serves as the foundation to our proposed algorithm.

3.2.1 Algorithm

Our algorithm, ROBIST, consists of two main procedures: (i) a generation procedure

in which we use a training data set Dtrain
N1

=
{
ẑ1, . . . , ẑN1

}
to generate solutions,

and (ii) a two-step evaluation procedure in which we use a validation data set Dvalid
N2

={
ž1, . . . , žN2

}
to evaluate all the candidate solutions generated by ROBIST, and a

third test set Dtest
N3

=
{
z̈1, . . . , z̈N3

}
that evaluates the robustness of the final solution

selected from the candidates. By embedding these two procedures in an iterative

algorithm, we look to obtain solutions x that satisfy (3.5) with γ ≥ 1 − ϵ, while

minimizing the objective function g(x). A complete description of ROBIST is provided

using pseudo-code in Algorithm 3.1.

Generation procedure

In each iteration i of the algorithm, we solve the following variant of (SCP) to generate

solution xi:

max
x∈X

g(x)

s.t. f(x, ẑj) ≤ 0, ∀ẑj ∈ Si,
(SCPi)

where Si ⊆ Dtrain
N1

is a finite set of scenarios. The generated solution xi is required to

be feasible for all scenarios ẑj in Si. Optimizing over a larger set Si is therefore likely

to result in a more robust solution xi. However, to avoid overly conservative solutions

and reduce the computational cost of solving (SCPi), our algorithm is designed to

keep the size of Si to a minimum.

Evaluation procedure

Given a data set DN = {z1, . . . , zN} and a solution xi, one can evaluate the robustness

of xi using DN and derive a feasibility certificate γi via statistical testing. Our

procedure is as follows.

First, for each scenario zj ∈ DN , we compute f(xi, z
j) and check whether f(xi, z

j) ≤ 0
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Algorithm 3.1 ROBIST

Input: Sets Dtrain
N1

=
{
ẑ1, . . . , ẑN1

}
, Dvalid

N2
=

{
ž1, . . . , žN2

}
and Dtest

N3
={

z̈1, . . . , z̈N3
}
. Acceptable probability of constraint violation ϵ, statistical con-

fidence level α, time limit Tmax, iteration limit imax and probability of taking
opposite action υ.

Output: Best found solution xi∗ .
1: Let T represent the current running time of the algorithm
2: Initialize set S0 with nominal or random scenario from Dtrain

N1

3: Set iteration counter i← 0
4: while T < Tmax and i < imax do
5: Solve (SCPi) to obtain xi

6: Derive proxy certificate γ̂i via (3.9) using the scenarios in Dtrain
N1

7: Draw random variable ι ∼ U(0, 1)
8: if (γ̂i ≤ 1− ϵ and ι > υ) or (γ̂i > 1− ϵ and ι < υ) then
9: Randomly add a scenario from {ẑj ∈ Dtrain

N1
: f(xi, ẑ

j) > 0} to Si+1

10: else
11: Randomly remove a scenario from Si to create Si+1

12: end if
13: i← i+ 1
14: end while
15: Derive proxy certificates γ̌j , j = 0, . . . , i− 1 via (3.9) using the scenarios in Dvalid

N2

16: if ∃γ̌j : γ̌j ≥ 1− ϵ then
17: i∗ := argmaxj{g(xj) : γ̌j ≥ 1− ϵ}
18: else
19: i∗ := argmaxj{γ̌j}
20: end if
21: Derive valid feasibility certificate γ̈i∗ via (3.9) using the scenarios in Dtest

N3

22: Return xi∗ with certificate γ̈i∗

is satisfied. This provides an empirical estimate p of the probability that xi is feasible:

p :=
1

N

N∑
j=1

1[f(xi,zj)≤0]. (3.6)

Second, we construct a statistical confidence interval around (3.6) using the modified

χ2-distance, which is a member of the family of ϕ-divergences (see 3.A for further

details). This results in the following 1− α confidence region:

Qϕ(p,N, α) :=

{
q ∈ R : q ≥ 0,

(q − p)2

p
+

(q − p)2

1− p
≤
χ2
1,1−α

N

}
, (3.7)

where α is determined by the user and χ2
1,1−α is the 1−α quantile of the chi-squared dis-

tribution with 1 degree of freedom. As shown by Pardo (2006), as N →∞, Qϕ(p,N, α)
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contains the true probability that xi is feasible with confidence of at least 1− α. We

note that this confidence region (3.7) is one-dimensional, which allows us to bypass

the curse of dimensionality stemming from the number of the uncertain parameters

dz (in contrast to the ϕ-divergence-based confidence sets utilized in Yanıkoğlu and den

Hertog, 2013; Ben-Tal et al., 2013). Furthermore, we note that (3.7) defines a family

of possible distributions (i.e., an ambiguity set), which captures a degree of ambiguity

(dependent on α) in the underlying probability distribution of 1[f(xi,zj)≤0].

Third, we determine feasibility certificate γi, which implies a probabilistic guarantee

equivalent to (3.5) for solution xi, by computing:

γi := min
q∈Qϕ(p,N,α)

q. (3.8)

This can be easily computed, as shown by the following lemma (see 3.B.1 for the

proof).

Lemma 3.1. The problem stated in (3.8) has the following closed-form solution:

min
q∈Qϕ(p,N,α)

q = max
{
p−

√
p(1− p)r, 0

}
, with r =

χ2
1,1−α

N
. (3.9)

Furthermore, γi is an increasing function in p.

Note that certificates derived via (3.8) are only statistically valid if the scenarios zj ∈
DN are i.i.d. samples. It is for this reason that ROBIST separates the available

data into training, validation and testing data sets. The purpose of the validation

data Dvalid
N2

is to derive a reasonable proxy certificate γ̌i for each generated solution xi,

which we use to select a final solution. Then, to account for multiple hypothesis

testing1 and optimization bias, the test data Dtest
N3

is used to derive a statistically valid

feasibility certificate for the final solution. Note that our probabilistic guarantee is

only asymptotically valid (as N3 →∞).

Furthermore, note that there are many different ways to derive a feasibility certificate γi

via statistical testing. Our proposed evaluation procedure is primarily motivated by

computational efficiency.

Remark 3.1. Alternatively, one can also use the validation set Dvalid
N2

to perform mul-

tiple hypothesis testing by constructing feasibility certificates that hold simultaneously

for all candidate solutions. This can be done by enlarging the confidence region (3.7).

However, as we observed in practice, this approach can be too conservative and may

not be as effective as using a third test sample for the final assessment.

1Though each feasibility certificate is valid for each solution, it does not hold simultaneously for
all solutions. Hence, adjustment for multiple hypothesis testing is needed.
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The scenario selection strategy

The initial set S0 contains only a single scenario. If available, we utilize the nominal

scenario, otherwise we pick a random scenario from Dtrain
N1

. Then, at each iteration i,

the set Si+1 is constructed by either adding a scenario to Si, or removing a scenario

from Si.

We inform this decision by constructing a proxy certificate γ̂i, derived using Dtrain
N1

instead of Dvalid
N2

. The idea is that γ̂i, while statistically invalid, can act as an estimate

of γ̈i and steer the algorithm’s generation procedure. If γ̂i < 1− ϵ, one suspects that

the solution xi is insufficiently robust, implying that we should add a scenario to Si.
If γ̂i ≥ 1− ϵ, the solution xi might be overly conservative, implying that we should

remove a scenario from Si. The decision of whether to add or remove a scenario, is

mainly driven by this proxy certificate γ̂i. However, with user-defined probability υ,

the opposite action is taken. This random component is added to ensure theoretical

convergence of our algorithm, which we discuss in Section 3.2.3. We analyze the effect

of υ using numerical experiments in 3.C.1.

In an effort to keep the algorithm as simple as possible, when adding a scenario, we

randomly pick a scenario from the set of currently violated scenarios {ẑj ∈ Dtrain
N1

:

f(xi, ẑ
j) > 0}. We numerically compare this strategy with alternative selection

strategies in 3.C.1. When removing a scenario, we randomly pick a scenario from Si.

We note that the efficiency of Algorithm 3.1 can, in certain cases, be improved.

Whenever a scenario ẑj is removed from Si and the dual variable corresponding to the

constraint f(xi, ẑ
j) ≤ 0 is zero, one can skip Step 5 as xi+1 = xi. Furthermore, the

evaluation of xi+1 can be skipped in Steps 6 and 15, as γ̂i+1 = γ̂i and γ̌i+1 = γ̌i.

Finally, we note that the proposed algorithm is highly parallelizable. First, the

evaluations performed in Steps 6, 15 and 21 can be done independently per scenario.

Second, one could conduct multiple while loops (lines 4-14 of Algorithm 3.1) in parallel.

Doing so would result in less correlated sets Si and is likely to generate a more diverse

set of solutions.

Stopping criteria and final solution

The algorithm terminates when a prescribed time limit or a maximum number of

iterations is reached. If the algorithm is not able to find a solution with feasibility

certificate γi ≥ 1− ϵ, it returns the solution with the highest certificate. Otherwise, it

returns the solution xi with maximal objective value g(xi), while requiring that γi ≥
1− ϵ.
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3.2.2 Illustrative example

Consider the following toy problem:

max
x1,x2≤1

x1 + x2 (3.10)

s.t. z1x1 + z2x2 ≤ 1, (3.11)

where z1 and z2 are uncertain parameters, both uniformly distributed with sup-

port [−1, 1]. Note that Problem (3.10)-(3.11) is an example of (UCP), where X =

{x : x1 ≤ 1, x2 ≤ 1}, g(x) = x1 + x2 and f(x, z) = z1x1 + z2x2 − 1.

Imagine we have access to a data set of N = 300 realizations of (z̃1, z̃2) and would

like a solution to satisfy Constraint (3.11) with probability greater than or equal

to 90% (i.e., ϵ = 0.1). In the following paragraphs we illustrate the application of

Algorithm 3.1 to this problem.

First, we randomly split the data set into three equal-sized sets Dtrain
N1

=
{
ẑ1, . . . , ẑN1

}
,

Dvalid
N2

=
{
ž1, . . . , žN2

}
and Dtest

N3
=

{
z̈1, . . . , z̈N3

}
, each containing N1 = N2 = N3 =

100 scenarios. We use Dtrain
N1

to generate and (informally) evaluate the robustness of

solutions during the iterative phase of the algorithm. Then, in the evaluation phase of

the algorithm, we utilize Dvalid
N2

to evaluate the generated solutions and select the most

promising solution. Finally, we utilize Dtest
N3

to derive a statistically valid probability

guarantee for the selected solution.

Suppose we initialize S0 = {z̄} with the expected/nominal case z̄ = (z1, z2) = (0, 0).

Then, solving (SCPi) with S0 provides an initial solution: x0 = (x1, x2) = (1, 1) with

objective value g(x0) = 2. The next step is to use our evaluation procedure to assess

the robustness of x0. First we compute an empirical estimate of the probability of

violating Constraint (3.11) by determining whether f(ẑj ,x0) ≤ 0, ∀ẑj ∈ Dtrain
N1

. See

Figure 3.1 for a visual aid.

We find that solution x0 is feasible for 87
100 of the scenarios in the training data

Dtrain
N1

. Setting the probability of making a type I error less than or equal to 1%

(i.e., α = 0.01), we use Equation (3.9), with p = 0.87, N = 100 and α = 0.01, to derive

a proxy certificate of γ̂0 = 0.78.

Assume that we have set the probability of taking the opposite action υ = 0. Then, as

our proxy certificate γ̂0 does not yet meet the desired level of robustness (γ̂0 = 0.78 <

1−ϵ = 0.90) the algorithm will randomly pick one of the 13 currently violated scenarios

(indicated by red stars in Figure 3.1) and add this scenario to our set. Suppose scenario

ẑ11 = (0.96, 0.60) is chosen, then S1 = {z̄, ẑ11} and we proceed to the next iteration.



3.2. Methodology 57

1.0 0.5 0.0 0.5 1.0
z1

1.0

0.5

0.0

0.5

1.0

z 2
feasible scenarios
violated scenarios
nominal scenario
1.0z1 + 1.0z2 1

Figure 3.1: Visualization of S0 and the evaluation of the constraint f(x0, ẑ
j) ≤ 0

of the solution x0 = (1, 1) on the training data Dtrain
N1

. The data points for
which the constraint is feasible/infeasible are indicated in blue/red.

Using an enlarged set of scenarios S1, we solve (SCPi) and retrieve solution: x1 =

(0.4, 1) with objective value g(x1) = 1.4. While adding a scenario/constraint to our

optimization problem has lowered the objective value, it is likely to ensure that the

resulting solution is more robust. Again, we evaluate the robustness of our newly

generated solution x1 using the scenarios in Dtrain
N1

(see Figure 3.2). We find that

our new solution x1 is feasible for 97
100 of the scenarios, from which we derive a proxy

certificate γ̂1 = 0.93.
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Figure 3.2: Visualization of S1 and the evaluation of solution x1 = (0.4, 1) on
the training data.

As this exceeds our desired level of feasibility (γ̂1 ≥ 1− ϵ = 0.90), the algorithm will

remove a scenario from S1 in the following iteration. The algorithm continues adding

or removing scenarios and evaluating the resulting solutions on Dtrain
N1

in this manner



58 ROBIST

until either the time limit or iteration limit is reached.

In this example, we set a limit of 100 iterations and once this stopping criteria is

reached, we use the “out-of-sample” validation data Dvalid
N2

to evaluate each generated

solution xi and obtain proxy feasibility certificates γ̌i. These evaluations can then be

used to construct a trade-off curve and aid in choosing the most promising solution.

The orange line in Figure 3.3 depicts such a trade-off curve, where each orange square

represents a non-dominated solution (with respect to the validation data).

Recall that we would like our solution to be feasible with probability ≥ 90%, thus

we select the solution with the highest objective value while requiring that the proxy

certificate derived from the validation data is greater than or equal to 0.90. Finally, we

utilize Dtest
N3 to provide a valid feasibility certificate for this solution. In this example,

the algorithm returns a solution to Problem (3.10)-(3.11) with objective value 1.37

and feasibility certificate 0.93.
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Figure 3.3: Trade-off curves constructed from a set of solutions generated by
ROBIST. The blue circles depict proxy certificates derived using the training
data, the orange squares represent proxy certificates derived using the validation
data and the green hexagon represents the final feasibility certificate provided
by the testing data. The vertical dotted line represents the desired level of
robustness (1− ϵ).

3.2.3 Convergence

In this section, we study the optimality of the final solution generated by Algo-

rithm 3.1, which we define given a realization of the training and validation data

sets (Dtrain
N1

and Dvalid
N2

). Let S̃1, . . . , S̃2N1 denote all the possible subsets of Dtrain
N1

. Let

xi ∈ argmaxx∈X {g(x) | f(x, zj) ≤ 0,∀zj ∈ S̃i}. Let γ̌i denote the proxy feasibility cer-

tificate of xi, as derived via (3.8) using Dvalid
N2

. Then, we have the following definition
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of optimality.

Definition 3.1. Given Dtrain
N1

and Dvalid
N2

, an optimal solution x∗ with respect to the

data is defined as an element of the set argmaxi=1,...,2N1 {g(xi) | γ̌i ≥ 1− ϵ}.

The following lemma shows that Algorithm 3.1 yields a solution that is optimal with

respect to the training and validation data, if the modeler sets no limitation on the

running time and the number of iterations of the algorithm (see 3.B.2 for the proof).

Lemma 3.2. Assume that in Algorithm 3.1 the modeler has set Tmax = imax = ∞
and υ > 0. Suppose that for all possible subsets Si ⊆ Dtrain

N1
, the solution to (SCPi)

is unique, and that there exists a (SCPi) such that its solution achieves a proxy

certificate γ̌i ≥ 1− ϵ. Then, the probability that the solution obtained from Algorithm

3.1 after finitely many iterations, is optimal with respect to the data, is 1.

Remark 3.2. The assumption used in the proof of Lemma 3.2 on the uniqueness

of the solutions of (SCPi) for all possible subsets Si ⊆ Dtrain
N1

is unnecessary if the

solver that is used to solve (SCPi) does not output different solutions when a redundant

constraint is removed or added. Here, we consider a constraint “redundant” if its

addition or removal does not change the optimal objective value of the optimization

problem.

3.3 Generalizations and extensions

In this section we describe how ROBIST can be applied to a variety of problem types.

Depending on the type of problem, certain modifications are made to Algorithm 3.1.

3.3.1 Uncertainty in the objective function

Although Algorithm 3.1 as described in Section 3.2 is already able to deal with

parametric uncertainty in the objective function, minor modifications can be made to

improve its performance. Consider an uncertain convex problem of the form:

max
x∈X

f(x, z). (3.12)

Problem (3.12) can be reformulated such that the uncertain parameters only appear

in the constraints of the problem, by introducing an epigraph variable θ:

max
x,θ

θ (3.13)

s.t. θ − f(x, z) ≤ 0, (3.14)

x ∈ X . (3.15)
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Note that the epigraph variable θ ∈ R can always be adjusted such that (3.14) is

satisfied. As such, Constraint (3.14) should be treated differently.

We slightly alter Steps 15 and 21 in Algorithm 3.1 in the following manner. For a

given solution (xi, θi), instead of computing the value of γi for which we can claim

with confidence of at least 1− α that:

P(f(xi, z̃) ≥ θi) ≥ γi, (3.16)

we are now interested in determining the maximum value of θi, let this be denoted

by θ∗i , for which we can claim, with confidence of at least 1− α, that:

P(f(xi, z̃) ≥ θ∗i ) ≥ 1− ϵ. (3.17)

We determine θ∗i in the following manner. First, we determine (via golden-section

search) the thresholds for the number of scenarios in Dvalid
N2

and Dtest
N3

for which (3.14)

would have to be satisfied in order to claim (3.17). Denote these thresholds by Nmin
2

and Nmin
3 . Then, depending on whether we are in Step 15 or Step 21, we sort the

function evaluations f(xi, z
j) for all scenarios zj ∈ Dvalid

N2
(or Dtest

N3
) and set θ∗i equal

to the Nmin
2 -th (or the Nmin

3 -th) largest evaluation.

Finally, since there are no uncertain constraints in Problem (3.12), there is no trade-

off between feasibility and optimality. In such situations, the problem becomes a

one-dimensional search for the maximal θ∗i for which we can claim (3.17). As such,

Steps 16-20 in Algorithm 3.1 are also adjusted, where we now define i∗ := argmaxj{θ∗j }.

3.3.2 Adaptive optimization problems

In this subsection, we show how ROBIST can be extended to deal with two-stage

adaptive optimization problems. We note that the approach can also be applied to

multi-stage problems (with minor modifications). However, for ease of exposition, in

this paper we focus on a two-stage setting. Consider the following problem:

max
x∈X

g(x) (3.18)

s.t. V (x, z) ≥ 0, (3.19)

where

V (x, z) := max
y∈Y(x)

f(x, z,y). (3.20)
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Here the decision vector x represents first-stage “here-and-now” decisions and the

decision vector y consists of second-stage “wait-and-see” decisions. The y variables are

adaptive, i.e., they are able to adapt to the realization of z̃. Moreover, the second-stage

decisions y are restricted to some closed convex feasible set Y(x), which may depend

on the first-stage decisions x.

We are still able to generate solutions to Problem (3.18)-(3.20) by solving, at each

iteration i, a scenario convex program with respect to some set of scenarios Si. However,
this now involves the inclusion of recourse decision vectors yj for each scenario ẑj ∈ Si.
This amounts to solving the following optimization problem:

max
x,y

g(x) (3.21)

s.t. f(x, ẑj ,yj) ≥ 0, ∀ ẑj ∈ Si, (3.22)

yj ∈ Y(x), ∀ ẑj ∈ Si, (3.23)

x ∈ X . (3.24)

By solving (3.21)-(3.24) we are able to generate a here-and-now solution xi at each

iteration i. The evaluation of the solution requires more computation than in the

static setting. Given a data set of N independent scenarios {z1, . . . , zN}, instead of

performing simple function evaluations (e.g., evaluating f(xi, z
j) for j = 1, . . . , N),

one now evaluates V (xi, z
j) for j = 1, . . . , N by solving N instances of Problem (3.20).

This allows one to determine whether there exists a recourse decision y such that

uncertain constraint (3.19) could be satisfied. With this information one can compute

empirical estimate p, where:

p :=
1

N

N∑
j=1

1[V (xi,zj)≤0].

This estimate p can then be used to derive feasibility certificate γi by computing (3.8).

3.3.3 Statistical confidence bounds on expectation

Throughout this paper we primarily focus on obtaining a solution that is robust in the

sense of a probability guarantee such as (3.5). However, our method can be extended

to incorporate expectation-based risk measures. In this subsection, we discuss how

one can use a posteriori statistical testing to derive (asymptotic) upper and lower

confidence bounds on:

EP[f(x, z̃)], (3.25)
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where EP denotes the expectation with respect to P, the distribution of z̃.

Given a solution xi, assume that we have bounded support [lxi
, uxi

] for f(xi, z̃), and

construct a partition {[ek, ek+1]}Kk=1, where lxi
= e1 ≤ e2 ≤ · · · ≤ eK+1 = uxi

. Then,

the following inequality must hold:

EP[f(xi, z̃)] =

K∑
k=1

∫
Ω

f(xi, z̃)1{f(xi,z̃)∈[ek,ek+1]}dP ≤
K∑

k=1

ek+1P (f(xi, z̃) ∈ [ek, ek+1]) .

Let vector p ∈ RK be an empirical estimate of the probability (under P) that f(xi, z̃)

resides in each of the K intervals. One can compute this estimate using N independent

scenarios zj , where the k-th element of p, pk, is computed as follows:

pk :=
1

N

N∑
j=1

1[f(xi,zj)∈[ek,ek+1]].

Then, one can construct the following ϕ-divergence based (1− α)-confidence region

around p (see 3.A for further details):

Qϕ(p, N, α) =

{
q ∈ RK : q ≥ 0, e⊺q = 1, Iϕ(q,p) ≤

ϕ′′(1)

2N
χ2
K−1,1−α

}
. (3.26)

As N →∞, the set (3.26) contains the true probability that f(xi, z̃) resides in each

of the K intervals. As such, one can get an asymptotic upper confidence bound ui

on EP[f(xi, z̃)], by computing:

ui := max
q∈Qϕ(p,N,α)

K∑
k=1

ek+1qk. (3.27)

Similarly, one can also construct a lower confidence bound li on EP[f(xi, z̃)] by

computing:

li := min
q∈Qϕ(p,N,α)

K∑
k=1

ekqk. (3.28)

The optimization problems stated in (3.27) and (3.28) are both convex and easy to

solve.

3.3.4 Regret-based guarantees

Within optimization under uncertainty it is also common to consider regret minimiza-

tion. In this subsection, we show how our methodology can be extended to provide
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statistical guarantees in regard to the regret associated with any given solution xi.

Given a solution xi, we define the regret R(xi, z
j) with respect to a realized scenario zj ,

as:

R(xi, z
j) :=

g∗(zj)− g(xi), if f(xi, z
j) ≤ 0,

+∞, otherwise,
(3.29)

where:

g∗(zj) := max
x∈X
{g(x) : f(x, zj) ≤ 0}. (3.30)

The regret measures the ex-post difference between the achieved objective value and

the best objective value that could have been obtained if the realization of z̃ had been

known before making the decision.

Incorporating regret into our approach requires only a minor adjustment to the

evaluation procedure. For each scenario zj ∈ DN , instead of evaluating f(xi, z
j), we

evaluate R(xi, z
j), as defined in (3.29). These evaluations can then be used to claim,

with confidence of at least 1− α, that:

P(R(xi, z̃) ≤ τ) ≥ βi, (3.31)

where τ represents some threshold value and βi is an asymptotic lower bound on

the probability that the regret of solution xi is less than τ . Additionally, using the

approach described in Section 3.3.3, it is also possible to derive a (1− α)-statistical
confidence interval [li, ui] for the expected regret EP[R(xi, z̃)] for any given solution

xi.

3.4 Numerical experiments

In this section, we present numerical experiments to test the performance of ROBIST

on five different applications:

1. Toy problem: comparison with Yanıkoğlu and den Hertog (2013), with additional

analysis of ROBIST (see Section 3.4.1 and 3.C.1).

2. Linear CCP: comparison with SAA-based methods of Ahmed et al. (2017) and

Jiang and Xie (2022) (see Section 3.4.2).

3. Weighted distribution problem: comparison with the scenario optimization meth-

ods of Calafiore and Campi (2005); Carè et al. (2014); Calafiore (2017) and

Garatti et al. (2022) (see Section 3.4.3).

4. Portfolio management problem: comparison with the classical robust optimization

approach of Bertsimas et al. (2018) (see 3.C.2).
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5. Two-stage adaptive lot-sizing problem: comparison with sampling approach of

Vayanos et al. (2012) (see 3.C.3).

For all experiments we utilize synthetic randomly generated data and split the data

equally and randomly into the training, validation and testing data sets. Furthermore,

in Step 2 of Algorithm 3.1 we initialize S0 with a random scenario from Dtrain
N1

and

set υ = 0.01 (see 3.C.1 for numerical experiments that analyze the effect of this

parameter).

All computations are conducted on a 64-bit Windows machine equipped with a 2.80

GHz Intel Core i7 processor with 32 GB of RAM. All mathematical programs are

coded in Python 3.10 using CVXPY 1.3 and solved with Gurobi 10.0.0. The code is

publicly available at https://github.com/JustinStarreveld/ROBIST.

3.4.1 Toy problem

In this subsection, we consider the toy problem from Yanıkoğlu and den Hertog (2013),

which is similar to the illustrative example presented in Section 3.2.2, but now in k

dimensions. The problem is formulated as follows:

max
x

e⊺x (3.32)

s.t. P (z̃⊺x ≤ 1) ≥ 1− ϵ, (3.33)

x ≤ 1, (3.34)

where x, z ∈ Rk, and e⊺ = (1, 1, . . . , 1) ∈ Rk. The random variables z̃1, . . . , z̃k are

assumed to be independently and uniformly distributed in [−1, 1].

Comparison with Yanıkoğlu and den Hertog (2013)

In the following experiments, we compare ROBIST with the method proposed

by Yanıkoğlu and den Hertog (2013), which is abbreviated as Y&dH. For the numerical

experiments presented in this subsection, we set ϵ = 0.05, α = 0.01 and imax = 200.

For the details in regards to Y&dH, we refer to Section 3.2 of their paper. In these

experiments we copy their settings, using the modified χ2-distance as the ϕ-divergence

function, along with an ellipsoidal uncertainty set with an initial radius of 0.1 and a

step size of 0.01. Furthermore, we follow the implementation of Y&dH and construct

the cells such that the support of z̃ is divided into 10k cells of equal geometry.

Two limitations mentioned in Yanıkoğlu and den Hertog (2013) are that, as the number

of uncertain parameters increases, (i) the required number of data points increases
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and (ii) the computational performance deteriorates. This is due to the evaluation

procedure with which their probability guarantees are derived, which is dependent

on the dimension of z̃. By contrast, the probability guarantees utilized in ROBIST

are independent of the dimension of z̃. We illustrate this difference in the following

numerical experiments.

For Y&dH, the dimension of z̃ influences the number of “cells” and thus the amount

of data required.2 For ROBIST there is no strict minimum or maximum regarding the

amount of data and the algorithm is given access to N = 1000 randomly generated

realizations of z̃.

In Table 3.1 we report the total computation time for both methods, as well as the best

objective value (belonging to a solution for which the associated feasibility certificate

is greater than or equal to 1− ϵ = 0.95). To control for the effect of randomness, the

experiment is repeated 100 times and we report the average.

Table 3.1: Results from applying Yanıkoğlu and den Hertog (2013) and ROBIST
to Problem (3.32)-(3.34) as the dimension of the problem (represented by k)
increases. Here, N indicates the total amount of data utilized by the respective
methods.

N Time (s) Objective value Feasibility certificate
k Y&dH ROBIST Y&dH ROBIST Y&dH ROBIST Y&dH ROBIST
2 1000 1000 4.3 1.4 1.19 1.28 0.972 0.956
3 10000 1000 7.4 2.1 1.42 1.54 0.958 0.954
4 100000 1000 27.8 2.5 1.67 1.76 0.952 0.951
5 1000000 1000 200.2 3.1 1.85 1.93 0.951 0.952

Even for the relatively small problem instances considered in Table 3.1, we find that,

as the problem size k increases, the amount of data required by Y&dH quickly becomes

unmanageable and the computational performance of the method deteriorates. In

contrast, for ROBIST we observe that having access to 1,000 data points is sufficient

for these problem instances and that the increase in time is relatively small.

We also observe that ROBIST is able to provide solutions with higher objective

values than the solutions generated by Y&dH, while possessing comparable feasibility

certificates. Even though the target probability of constraint satisfaction was set to

0.95, we find, by using additional out-of-sample testing (with N = 106), that the

average empirical probability of constraint satisfaction for the solutions generated by

Y&dH is actually much higher at 0.984. The final solutions provided by ROBIST are

2We adhere to the rule of thumb stated in Yanıkoğlu and den Hertog (2013) that each cell should
contain “at least five observations”. It follows that, when applying Y&dH to this problem, a minimum
of 5× 10k data points is required. To be on the safe side, Y&dH is provided with twice this minimum
amount (i.e., 10k+1 randomly generated data points).
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less conservative and closer to the target, with an average empirical probability of

0.966.

Analysis of ROBIST

In this subsection, we analyze ROBIST on a slightly altered version of our toy problem.

We add an additional constraint (1 +
∑k−1

j=1 xj ≤ xk) to (3.32)-(3.34), which allows us

to analytically derive the true probability that (3.33) is satisfied:

p∗(x) := P (z̃⊺x ≤ 1) =
1

2
+

1

2xk
. (3.35)

Furthermore, to expand the feasible region of the problem, we slightly alter Con-

straint (3.34), which becomes x ≤ k. Therefore, given knowledge of the true distribu-

tion of z̃, one could solve the following optimization problem:

θ∗ := max
x

e⊺x :
1

2
+

1

2xk
≥ 1− ϵ, x ≤ k, 1 +

k−1∑
j=1

xj ≤ xk

 , (3.36)

to obtain an optimal, sufficiently robust, solution. In the following sets of experiments

we utilize (3.35) and (3.36) to assess the robustness and optimality of solutions obtained

via Algorithm 3.1.

In the first set of experiments, we analyze the impact of the total amount of available

data N . We do this for a problem setting with k = 2 and ϵ = 0.05. Using α = 0.10 and

imax = 1,000. We apply ROBIST to the (altered) toy problem and for each iteration i,

we store each obtained solution xi along with its proxy certificate γ̌i (obtained using

the validation data). We repeat this procedure 100 times and evaluate the following

three metrics:

1. optimality gap of the best found “sufficiently robust” solution:

θ∗ −maxi{g(xi) : γ̌i ≥ 1− ϵ, p∗(xi) ≥ 1− ϵ}
θ∗

;

2. mean absolute error (MAE) of the proxy feasibility certificates:

1

imax

imax∑
i=1

|p∗(xi)− γ̌i|;

3. total elapsed computation time of the algorithm.

The results are presented in Figure 3.4. For optimality gap and certificate MAE we

see a very similar trend as N increases. While the two metrics might seem unrelated
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Figure 3.4: Box-and-whisker plots (with “outliers” omitted) displaying three
metrics (optimality gap, certificate MAE and computation time) for ROBIST
when applied to a slightly altered version of Problem (3.32)-(3.34) for k = 2.
We plot the results as a function of the amount of available data (N).

at first glance, the sharpness of the probability guarantees plays an important role in

reducing conservativeness and thus closing the optimality gap.

We find that the computation time increases as N increases. However, the increase is

modest in proportion to the increase in N and can be further reduced via parallelization.

We infer from this analysis (along with other numerical experiments) that ROBIST

is able to produce higher quality solutions and tighter probability guarantees when

provided with more data, without inordinate increases in computation time.

In the second set of experiments, we analyze the efficiency of Algorithm 3.1 as the

problem size k increases. Here we evaluate the following metrics:

1. irobust : number of iterations required to find a sufficiently robust solution:

irobust = min{i : p∗(xi) ≥ 1− ϵ};

2. iopt : number of iterations required to obtain an optimality gap of less than 1%:

iopt = min

{
i :
θ∗ − g(xi)

θ∗
< 0.01, γ̌i ≥ 1− ϵ, p∗(xi) ≥ 1− ϵ

}
;

3. |Si|max : maximum size of the scenario sets used to solve SCPi:

|Si|max = max
i
{|Si|}.

We utilize the same setup as before (ϵ = 0.05, α = 0.10 and imax = 1,000), but with a

fixed number of data points (N = 1.5 × 106). The results of these experiments are

displayed in Figure 3.5.

The most striking finding is that irobust and |Si|max both increase at similar, modest
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Figure 3.5: Box-and-whisker plots (with “outliers” omitted) displaying three
metrics (irobust, iopt and |Si|max) regarding the performance of ROBIST when
applied to a slightly altered version of Problem (3.32)-(3.34) of varying size
(k).

rates as the problem size increases. For example, while k increases 1000-fold, the

maximum size of |Si| becomes only 4.3 times as large (on average). We observe that

40 iterations is, in most cases, sufficient for ROBIST to obtain near optimal solutions

for this problem setting.

3.4.2 Linear problem from Jiang and Xie (2022)

In this section, we compare the performance of ROBIST with methods from the sample

average approximation literature. In this comparison, we consider the Linear CCP

proposed by Jiang and Xie (2022), which is formulated as:

max
x∈[0,1]k

c⊺x

s.t. P (a⊺x ≤ 100) ≥ 1− ϵ,
(3.37)

where a is an uncertain parameter uniformly distributed on the integers 1 to 50, and

c is a known vector, pre-generated randomly and uniformly on the integers 1 to 10.

Numerical results

We emulate the numerical experiments reported by Jiang and Xie (2022) and set

ϵ = 0.1. Furthermore, we set α = 0.01, imax = 200 and compare the performance of

ROBIST with three alternative methods that can be used to solve the SAA variant

of (3.37) for a given number of scenarios N . These three methods are: (i) a mixed-

integer reformulation (abbreviated as MIO), (ii) ALSO-X and (iii) ALSO-X+. For the

latter two methods we copy the implementation details proposed in Jiang and Xie

(2022), see https://github.com/jnan97/ALSO-X for the code. To prevent excessive

computation times for the MIO method, we set a time limit equal to the running time
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of ROBIST for the corresponding instance. The results are presented in Table 3.2.

Table 3.2: Comparison between MIO, ALSO-X, ALSO-X+ and ROBIST for
solving a random realization of Problem (3.37). The column “P(feas.)” shows
an empirical estimation of the probability that a solution is feasible (using 106

additional data points). For MIO, Gurobi is given a time limit equal to the
running time of ROBIST for the instance (the actual runtime of MIO is longer,
as the solver continues until it finds a feasible solution). For ROBIST, the
feasibility certificates are also displayed in the final column “Cert.”

MIO ALSO-X ALSO-X+ ROBIST
k N Time (s) Obj. P(feas.) Time (s) Obj. P(feas.) Time (s) Obj. P(feas.) Time (s) Obj. P(feas.) Cert.

100 1000 16.0 33.28 0.892 14.4 32.16 0.941 69.6 34.03 0.864 14.6 32.72 0.879 0.830
5000 40.9 31.32 0.964 75.3 32.06 0.957 400.5 33.71 0.892 16.6 32.24 0.915 0.894
10000 106.6 11.05 1.000 153.0 31.90 0.960 780.7 33.61 0.897 15.7 32.26 0.913 0.892
50000 2006.5 10.29 1.000 952.4 31.84 0.958 4352.0 33.50 0.897 17.4 32.17 0.905 0.898

200 1000 22.4 34.17 0.908 36.3 33.77 0.927 189.6 35.63 0.829 20.2 34.26 0.860 0.820
5000 71.2 32.80 0.967 162.8 33.39 0.954 858.2 34.97 0.887 25.8 33.65 0.914 0.898
10000 190.6 10.33 1.000 298.8 33.43 0.955 1616.6 34.96 0.890 22.9 33.12 0.906 0.891
50000 3590.8 10.29 1.000 1802.4 33.37 0.959 8264.4 34.79 0.898 27.7 33.37 0.908 0.902

300 1000 29.1 34.28 0.932 43.2 34.58 0.913 241.1 36.42 0.815 26.4 35.59 0.819 0.772
5000 82.6 33.77 0.969 223.2 34.37 0.955 1322.4 35.67 0.888 30.3 34.82 0.900 0.873
10000 219.8 10.38 1.000 496.6 34.43 0.953 2756.3 35.76 0.883 29.8 34.59 0.905 0.887
50000 4675.5 10.29 1.000 2732.2 34.35 0.959 14982.2 35.57 0.898 37.5 34.37 0.904 0.900

We find that no single method dominates in terms of both objective value and

probability of being feasible. ALSO-X+ is able to achieve the highest objective values.

However, its solutions do not achieve the desired level of robustness (1 − ϵ = 0.9).

This is a consequence of the fact that SAA can overfit the data. Indeed, according to

Theorem 10 of Luedtke and Ahmed (2008), to achieve an (out-of-sample) feasibility

guarantee ≥ 0.9 for the problem instance with k = 100 would require N > 106. On the

other hand, we find that ALSO-X is the most consistent method for providing solutions

that achieve the desired level of robustness. However, in terms of objective value, its

solutions are generally not as good as the solutions produced by ROBIST. The MIO

approach, when given a time limit equal to ROBIST’s runtime, is not able to effectively

solve instances with N ≥ 10,000. For N = 50,000, simply finding a feasible solution

using MIO takes two orders of magnitude longer than ROBIST. For ROBIST (with

imax = 200), we find that N = 1,000 is not sufficient to achieve the desired level of

robustness, due to the high dimensionality k ≥ 100. However, for N ≥ 5,000, ROBIST

is able to consistently provide solutions of adequate robustness within relatively stable

computation times. More importantly, from the results presented in Table 3.2 we

observe that the computation times of these three alternative methods do not scale

as well as ROBIST as the amount of data N increases. Therefore, we infer that for

larger scale problems, where one expects to require large amounts of data in order

to adequately approximate the chance-constraint, ROBIST is more computationally

tractable than these three alternative methods.



70 ROBIST

3.4.3 Weighted distribution problem

In the next set of experiments, we consider the weighted distribution problem of Carè

et al. (2014). Suppose a company is able to produce and sell n different products with

the usage of m different machines. The goal is to determine an optimal production

plan, which specifies the amount of time xjk that each machine j = 1, . . . ,m will be

used for producing product k = 1, . . . , n. An optimal plan is one that maximizes the

total profit of the company subject to availability constraints.

Each machine j may only be used for a limited amount of time aj and incurs operating

costs cjk per unit of product k that is produced. Each unit of product k can be sold

at a price of uk and the leftover units incur holding costs hk. For this problem, there

are the following uncertain parameters: the demand d̃k for each product k and the

quantity p̃jk of product k that is produced per allocated unit of time for machine j.

The optimization problem is formulated as follows:

max
x

n∑
k=1

uk min


m∑
j=1

pjkxjk, dk

−
m∑
j=1

n∑
k=1

cjkxjk −
n∑

k=1

hk max


m∑
j=1

pjkxjk − dk, 0


(3.38)

s.t.

n∑
k=1

xjk ≤ aj , j = 1. . . . ,m, (3.39)

xjk ≥ 0, j = 1. . . . ,m, k = 1. . . . , n. (3.40)

We note that this is a difficult problem to deal with using conventional robust optimiza-

tion techniques, since (3.38) is not convex in the uncertain parameter vectors d̃ and p̃.

For this problem, one is interested in obtaining a feasible and profitable production

plan x. However, due to the uncertainty in the demand of the products and the

productivity of the machines, the exact profit can not be computed ahead of time. As

in the portfolio management problem discussed in 3.C.2 and the two-stage lot-sizing

problem discussed in 3.C.3, the uncertain parameters occur only in the objective.

Hence, Algorithm 3.1 is slightly altered (see Section 3.3.1 for the details).

For this problem, we are interested in robust solutions for which one can state with

confidence of at least 1 − α that, if implemented, the realized profit will be larger

than some threshold value with probability of at least 1 − ϵ. In other words, our

objective is to maximize this threshold value (i.e., the Value-at-Risk), which represents

a probabilistic lower bound on the realized profit.
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Numerical results

We emulate the numerical experiments reported by Carè et al. (2014), where ϵ = 0.01

and α = 10−9. The demand d̃j is drawn from a Dirichlet distribution and the efficiency

parameters p̃jk are assumed to be uniformly distributed around some nominal values p̄jk

with a ±5% maximum deviation. We refer to Carè et al. (2014) for the exact nominal

values associated with the original problem with m = 5 machines and n = 10 products.

For the larger problem instances (where m > 5 and n > 10), the nominal values are

slightly perturbed. We let these nominal values be uniformly distributed within ±10%
of the original problem.

We compare the performance of ROBIST with four existing scenario optimization

methods from the literature. These are: C&C (Calafiore and Campi, 2005), FAST (Carè

et al., 2014), RSD (Calafiore, 2017) and ISO (Garatti et al., 2022).

We implement the methods with the following settings. For C&C we utilize Theorem 1

from Campi and Garatti (2008) to determine the number of randomly sampled

scenarios NC&C with which (SCP) is solved. For FAST we follow the suggested

rule of thumb to select the number of scenarios NFAST
1 with which (SCP) is solved

(e.g., NFAST
1 = 20mn). For RSD, we set ϵ′ = 0.7ϵ, determine NRSD by requiring that

the asymptotic upper bound on the expected number of iterations is less than or equal to

10 and then use Equation (18) in Calafiore (2017) to determine NRSD
o . For ISO we use

Algorithm 2 of Garatti et al. (2022) to determine the set sizes N ISO
0 , N ISO

1 , . . . , N ISO
mn .

Finally, for ROBIST we allow access to N = 3,000 data points and use a maximum of

200 iterations as stopping criteria. The results are reported for a single instance in

Tables 3.3 and 3.4.

In Table 3.3 we find that, for the largest problem instance (m = 15, n = 30), the 10-hour

time limit was reached for C&C, RSD and ISO. This is due to having to solve (SCP)

with large sets of scenarios S. By design, ROBIST utilizes significantly fewer scenarios

when solving (SCP), which is clearly observed in the results corresponding to |S|max.

This key difference enables ROBIST to remain computationally tractable when applied

to the larger problem instances.

Next, in Table 3.4 we inspect the quality of the resulting solutions. We find that

the four methods perform similarly in terms of the out-of-sample 1%-VaR. However,

ROBIST, while having access to relatively few data points, is able to outperform

the existing methods in terms of the objective value. Note that, in many real-world

situations there may be a limited amount of data available and one may not have

access to additional out-of-sample data. In such a situation one can only consult the

objective value in order to determine the quality of a solution.
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Table 3.3: Comparison between Calafiore and Campi (2005); Carè et al. (2014);
Calafiore (2017); Garatti et al. (2022) and ROBIST in terms of the amount
of data used (N), the maximum number of scenarios with which (SCP) is
solved (|S|max) and the required computation time when applied to Prob-
lem (3.38)-(3.40) with varying number of machines m and products n. A
dash (-) signifies that the time limit was reached before the relevant metric
could be computed.

N |S|max Computation time (s)

m n C&C FAST RSD ISO ROBIST C&C FAST RSD ISO ROBIST C&C FAST RSD ISO ROBIST

5 10 10580 3062 28662 5678 3000 10580 1000 6017 5678 65 699 10 239 17367 35
10 20 34918 6073 41733 - 3000 34918 4000 26160 - 86 27541 311 12438 > 36000 76
15 30 74468 11073 - - 3000 74468 9000 60586 - 96 > 36000 3130 > 36000 > 36000 130

Table 3.4: Comparison between Calafiore and Campi (2005); Carè et al. (2014);
Calafiore (2017); Garatti et al. (2022) and ROBIST in terms of the objective
value and out-of-sample performance of the resulting solutions when applied
to Problem (3.38)-(3.40) with a varying number of machines m and products
n. A dash (-) signifies that the time limit was reached before a solution was
found. The out-of-sample results are computed using 106 additional randomly
generated scenarios.

Objective value Out-of-sample 1%-VaR

m n C&C FAST RSD ISO ROBIST C&C FAST RSD ISO ROBIST

5 10 457.8 441.4 464.7 458.7 455.3 473.5 477.3 476.3 471.7 475.0

10 20 973.2 945.5 974.6 - 962.1 1000.0 998.5 997.5 - 996.8

15 30 - 1469.7 - - 1491.7 - 1514.7 - - 1519.1

3.5 Conclusion

In this paper we propose ROBIST, a versatile, simple, data-driven and effective

algorithm for dealing with optimization problems with uncertain parameters. A key

element in ROBIST is the evaluation procedure, where probability guarantees are

derived a posteriori using statistical testing. This procedure provides sharp probability

guarantees that can be computed very efficiently, which allows the algorithm to identify

and avoid overly conservative solutions. ROBIST can be applied to a wide variety

of problem types and offers a number of practical advantages over existing methods.

Furthermore, numerical experiments across a variety of applications show that ROBIST

outperforms many alternative methods in terms of computational tractability as well

as solution quality.

It is important to note that the probabilistic guarantees provided by the evaluation

procedure are based on asymptotics (as N →∞) and are therefore only approximately

valid. As such, ROBIST performs best when there is a large amount of data available.

An interesting direction for future research is the extension of ROBIST to treat multiple

uncertain constraints (or objectives) separately. While the evaluation and generation
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procedures of ROBIST remain applicable, certain modifications, such as utilizing

constraint-specific scenario sets, could improve the performance of the algorithm.
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3.A ϕ-divergence and confidence set

In order to formally evaluate the robustness of solutions, we use statistical testing that

is based on ϕ-divergences. Given two vectors p,q ∈ Rdp , a ϕ-divergence is defined as

Iϕ(q,p) =

dp∑
i=1

piϕ

(
qi
pi

)
,

where ϕ : [0,∞)→ R is a convex function satisfying ϕ(1) = 0, ϕ(a/0) := a limt→∞ ϕ(t)/t

for a > 0 and ϕ(0/0) = 0. Using the modified χ2-distance, as we do throughout this

paper, corresponds to choosing ϕ(t) = (t− 1)2. An extensive study of the statistical

properties of ϕ-divergences, as well as an overview of common choices of ϕ(·) functions,
are given in Pardo (2006) and Ben-Tal et al. (2013).

In this paper we utilize the following property. Suppose p∗ is a probability vector and

N data points are used to estimate p∗ with the empirical estimator p̂. Then, Pardo

(2006) has shown that the following statistic:

2N

ϕ′′(1)
Iϕ(p

∗, p̂),

converges (as N →∞) to a chi-squared distribution with dp − 1 degrees of freedom.

Here, ϕ′′(1) denotes the second derivative of ϕ evaluated at 1. Hence, one can construct

the following (1−α)-confidence set for the true probability vector p∗, as a ϕ-divergence

ball around the empirical estimate p̂:{
q ∈ Rdp : q ≥ 0, qT1 = 1, Iϕ(q, p̂) ≤

ϕ′′(1)

2N
χ2
dp−1,1−α

}
,

where χ2
dp−1,1−α is the (1 − α)-quantile of the chi-squared distribution with degree

dp − 1.

3.B Proofs

3.B.1 Proof of Lemma 3.1

By definition, we have that

γi = min
q≥0

{
q : p

(
q

p
− 1

)2

+ (1− p)
(
1− q
1− p

− 1

)2

≤ r

}
,
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where r = 1
N χ

2
1,1−α and p is an empirical estimate based onN independent observations.

Since the objective function is linear and the constraints are convex, we can determine

the optimal solution by solving the following quadratic equation:

p

(
q

p
− 1

)2

+ (1− p)
(
1− q
1− p

− 1

)2

= r.

Solving this for q yields the smallest solution q = p−
√
p(1− p)r. Since the constraint

q ≥ 0 must also hold, we have that γi = max{p−
√
p(1− p)r, 0}. To show that γi is

also increasing in p, we first note that the function p 7→ p−
√
p(1− p)r is convex in p,

and thus is increasing after its minimum. Furthermore, we have

p−
√
p(1− p)r ≥ 0⇔ p ≥ r

1 + r
.

Hence, its minimum, which is smaller than zero, can only be attained for p < r
1+r .

Therefore, γi > 0 only if p ≥ r
1+r and thus γi is increasing in p.

3.B.2 Proof of Lemma 3.2

Let {S̆0, . . . , S̆M} be all the possible subsets of the training data setDtrain
N1

= {ẑ1, . . . , ẑN1}
with S̆0 = ∅ and M = 2N1 − 1. For each subset S̆j ∈ {S̆0, . . . , S̆M}, we denote x̆∗

j as

the unique optimal solution of the corresponding Problem (SCPi), where Si = S̆j .
Furthermore, we denote γ̂(x̆∗

j ) as the certificate of x̆∗
j , derived using Dtrain

N1
. Finally,

we define the corresponding “infeasibility” set IFeas(x̆∗
j ) as:

IFeas(x̆∗
j ) := {ẑj ∈ Dtrain

N1
: f(x̆∗

j , ẑ
j) > 0}.

Letting Si denote the subset used during the i-th iteration of Algorithm 3.1 and

following the addition and removal procedure described in Section 3.2, we have the

following transition probabilities between the possible subsets {S̆1, . . . , S̆M}:

P(Si+1 = S̆j | Si = S̆k) =



(1− v) · 1
|IFeas(x̆∗

k
)| if γ̂(x̆∗

k) ≤ 1− ϵ and S̆j = S̆k ∪ {ẑ}, ẑ /∈ S̆k,

v · 1
|IFeas(x̆∗

k
)| if γ̂(x̆∗

k) > 1− ϵ and S̆j = S̆k ∪ {ẑ}, ẑ /∈ S̆k,

(1− v) · 1

|S̆k|
if γ̂(x̆∗

k) ≥ 1− ϵ and S̆j = S̆k \ {ẑ}, ẑ ∈ S̆k,

v · 1

|S̆k|
if γ̂(x̆∗

k) < 1− ϵ and S̆j = S̆k \ {ẑ}, ẑ ∈ S̆k,

0 otherwise.

Since the transition probability depends only on the previous subset, we have that Si
constitutes a time-homogeneous Markov chain with finitely many states. This finiteness

implies that there exists at least one particular subset for which the corresponding
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solution x̆∗ is optimal with respect to the test data.

We will now show that for all possible subsets/states, there is a path with positive

probability to one of the subsets with the optimal solution. Indeed, for any subset S̆j ,
there is always a probability of removal and hence a path to the empty set S̆0, which
we denote as S̆j → S̆0.

Let Sopt be the collection of all optimal subsets and let S̆k∗ ∈ Sopt be a particular

optimal subset. We claim that there is a path from S̆′ to the class Sopt:

S̆0 → · · · → Sopt.

Indeed, let x̆∗
0 be the solution of the empty set S̆0. Since maxx∈X {g(x)} ≥ maxx∈X {g(x) :

f(x, ẑj) ≤ 0,∀ẑj ∈ S̆k∗}, we have that if x̆∗
0 is feasible for all scenarios in S̆k∗ , then x̆∗

0

must also be the unique optimal solution (uniqueness by assumption or by Remark

3.2) of solving (SCPi) with Si = S̆k∗ . In that case, we have by definition that x̆∗
0 is an

optimal solution with respect to the test data and thus implies S̆0 ∈ Sopt. Therefore,
without loss of generality, we may assume that x̆∗

0 is infeasible for at least one scenario,

say ẑq of S̆k∗ . Since there is a positive probability of adding this scenario, there is a

positive probability path S̆0 → S̆0 ∪ {ẑq} and we can now repeat the same argument

above for the solution x̆∗ of S̆0 ∪ {ẑq}: if x̆∗ is feasible for all scenarios in S̆k∗ , then

S̆0 ∪ {ẑq} ∈ Sopt. Otherwise, there is a positive probability of adding another scenario

of S̆k∗ . This argument continues until either the subset S̆k∗ is reached, or an optimal

subset is reached earlier in the path. Thus, there is a positive probability path to all

subsets in the Markov chain. Therefore, the Markov chain is time-homogeneous and

irreducible, which implies that the hitting probability of any state is 1 (Norris, 1997,

Theorem 5.8).

3.C Extra numerical experiments

3.C.1 Altered toy problem

Our altered toy problem is formulated as follows:

max
x

e⊺x (3.41)

s.t. z̃⊺x ≤ 1, (3.42)

1 +

k−1∑
j=1

xj ≤ xk, (3.43)

x ≤ k, (3.44)
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where x, z ∈ Rk, and e⊺ = (1, 1, . . . , 1) ∈ Rk. We assume that the uncertain parameter

vector z is stochastic, where the random variables z̃1, . . . , z̃k are assumed to be

independently and uniformly distributed in [−1, 1]. We are interested in obtaining a

robust solution to Problem (3.41)-(3.44), i.e., a solution that satisfies Constraint (3.42)

with probability greater than or equal to 1− ϵ.

In the following paragraphs we use Problem (3.41)-(3.44) as a benchmark for evaluating

certain components of ROBIST, as presented in Algorithm 3.1. Recall that for this

problem we are able to analytically derive the true probability that (3.42) is satisfied:

p∗(x) := P (z̃⊺x ≤ 1) =
1

2
+

1

2xk
. (3.45)

This enables an analysis of the following three metrics:

1. irobust : number of iterations required to find a sufficiently robust solution:

irobust = min{i : p∗(xi) ≥ 1− ϵ};

2. |Si|max : maximum size of the scenario sets used to solve SCPi:

|Si|max = max
i
{|Si|};

3. optimality gap of the best found sufficiently robust solution:

θ∗ −maxi{g(xi) : γ̌i ≥ 1− ϵ, p∗(xi) ≥ 1− ϵ}
θ∗

.

Effect of υ

First, we examine the input parameter υ. Recall that this parameter controls the

probability of reversing the addition or removal action suggested by evaluation on the

training data. As stated earlier, this random component is added to ensure theoretical

convergence of Algorithm 3.1 and for the other numerical experiments presented in

this pape it is set to 0.01. Here we consider alternative choices for υ, where we vary

υ ∈ {0.01, 0.25, 0.5} and analyze the performance of ROBIST under such a parameter

setting. Note that setting υ = 0.5 is equivalent to a strategy where, at each iteration,

a scenario is added or removed with equal probability.

Our setup is as follows: ϵ = 0.05, α = 0.01, imax = 200, where we vary k ∈ {20, 200, 2000}
and N ∈ {3000, 30000}. To control for the effects of randomness, we repeat the exper-

iment 10 times and report the average. The results are presented in Table 3.5.
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Table 3.5: Analysis of impact of parameter υ on performance of ROBIST when
applied to Problem (3.41)-(3.44). Settings: ϵ=0.05, α=0.01 and imax=200.
The results are averaged over 10 repetitions.

irobust |Si|max Opt. Gap (%)

υ 0.01 0.25 0.50 0.01 0.25 0.50 0.01 0.25 0.50

k N

20 3000 9.4 6.3 11.7 14.1 13.9 10.3 6.01 6.52 6.97

30000 9.6 12.6 20.8 13.5 13.9 15.9 2.14 2.40 3.74

200 3000 17.2 18.6 56.2 20.7 18.4 16.9 6.26 6.32 16.29

30000 18.5 22.9 50.8 21.4 18.8 17.4 1.77 2.02 3.56

2000 3000 24.0 30.4 118.6 27.2 25.6 16.5 5.43 6.06 25.44

30000 22.9 32.8 117.0 27.9 26.1 20.0 2.11 2.15 12.86

We find that a higher degree of randomization, i.e., υ ∈ {0.25, 0.50} instead of

υ = 0.01, generally performs worse in terms of irobust and the optimality gap. While

the performance of ROBIST with υ = 0.25 is comparable to our default (0.01), the

performance is significantly affected when υ is set to 0.50. Here we find a large

difference in terms of the number of iterations required to find a sufficiently robust

solution. Interestingly, a higher degree of randomization does lead to relatively smaller

scenario sets, which could be beneficial in terms of computational effort. However,

this benefit is likely offset by the increased number of iterations required.

Overall, we conclude from these numerical experiments that setting υ ∈ [0, 0.25] is

unlikely to have a significant impact on the performance of Algorithm 3.1.

Addition strategy

Given the decision to add or remove a scenario from our sampled set S, one could

think of various ways to select a scenario to add/remove. In this section we examine

the addition strategy of ROBIST.

Our default strategy, the strategy that is used throughout this paper, is to pick a

random scenario from amongst the scenarios for which our current solution violates the

constraint, i.e., at iteration i, we pick randomly from the set: {ẑj ∈ Dtrain
N1

: f(xi, ẑ
j) >

0}. We abbreviate this strategy as “RV” (short for random violation). An alternative

strategy is to simply select a random scenario from amongst the scenarios that are not

already in our set, i.e., at iteration i, we pick randomly from the set: {ẑj ∈ Dtrain
N1

Si}.
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We abbreviate this strategy as “RA” (short for random any). Another alternative

strategy is to simply select a random scenario from amongst the scenarios for which our

current solution is maximally violated, i.e., at iteration i, we pick a random scenario

from the set: {ẑj ∈ Dtrain
N1

: ẑj ∈ argmaxl f(xi, ẑ
l), f(xi, ẑ

j) > 0}. We abbreviate this

strategy as “MV” (short for maximal violation).

We compare these two alternative addition strategies with our default strategy by

applying them to Problem (3.41)-(3.44). Our setup is as follows: ϵ = 0.05, α =

0.01, imax = 200, where we vary k ∈ {20, 200, 2000} and N ∈ {3000, 30000}. To

control for the effects of randomness, we repeat the experiment 10 times and report

the average. The results are presented in Table 3.6.

Table 3.6: Analysis of impact of the addition strategy on performance of
ROBIST when applied to Problem (3.41)-(3.44). Settings: ϵ=0.05, α=0.01,
imax=200. The results are averaged over 10 repetitions.

irobust |Si|max Opt. Gap (%)

Strat. RV RA MV RV RA MV RV RA MV
k N

20 3000 9.4 49.3 2.1 14.1 101.5 3.4 6.01 36.15 10.40
30000 9.6 85.9 1.8 13.5 129.3 3.0 2.14 5.55 8.99

200 3000 17.2 108.6 3.9 20.7 145.9 5.8 6.26 35.08 6.70
30000 18.5 102.7 2.2 21.4 128.9 3.7 1.77 5.35 3.51

2000 3000 24.0 120.6 5.6 27.2 157.2 7.3 5.43 53.52 5.44
30000 22.9 138.8 3.6 27.9 158.6 5.2 2.11 32.34 2.40

We find that MV does best in terms of irobust and |Si|max. Intuitively speaking, MV is

quicker to identify critical scenarios and add these to the scenario set. However, this

strategy may lead to overly conservative solutions, which is reflected in the results

for the optimality gap, for which our default strategy (RV) outperforms the two

alternatives.

Overall, we conclude from these numerical experiments that RV performs significantly

better than RA and that MV is likely to be an effective strategy for large scale instances

with small ϵ.
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3.C.2 Portfolio management problem

In this subsection we apply ROBIST to a portfolio management problem. As in Bert-

simas et al. (2018), we consider an uncertain single period allocation problem:

max
x≥0

z⊺x (3.46)

s.t. e⊺x = 1. (3.47)

For this problem one seeks a profit-maximizing allocation x ∈ Rk across k different

assets, for which the returns z ∈ Rk are uncertain.

Note that in this problem the uncertainty only affects the objective. As such, when

applying ROBIST, Algorithm 3.1 is slightly altered (see Section 3.3.1 for the details).

Rewriting (3.46)-(3.47) using an epigraph reformulation, we obtain the following:

max
x,θ

θ (3.48)

s.t. z⊺x ≥ θ, (3.49)

e⊺x = 1, (3.50)

x ≥ 0. (3.51)

We note that solving (3.48)-(3.51) while providing a probability guarantee for Con-

straint (3.49) is equivalent to maximizing the value at risk (VaR), or (100×ϵ)%-quantile,

of the portfolio’s profit, as:

P(z̃⊺x ≥ θ) ≥ 1− ϵ ⇐⇒ VaRP
ϵ (z̃

⊺x) ≤ θ. (3.52)

Numerical results

We follow Bertsimas et al. (2018) by utilizing the model from Natarajan et al. (2008)

to synthetically generate returns for k assets. This is done for a single time period in

the following manner:

zi =


√

(1−γi)γi

γi
with probability γi

−
√

(1−γi)γi

1−γi
with probability 1− γi

, γi =
1

2

(
1 +

i

k + 1

)
, i = 1, . . . , k.

(3.53)

In this model, all assets i = 1, . . . , k have mean return 0%, standard deviation 1%, but

have different skew and support. The higher indexed assets have a larger γi and are

more negatively skewed and thus more likely to generate large losses and small upside
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gains. The returns for the assets are assumed to be independent.

We evaluate the performance of ROBIST with imax = 200 by comparing it to the

results reported in Table 3 in Bertsimas et al. (2018) (where k = 10 and α = ϵ = 0.1).

In Table 3.7 we report the average out-of-sample 10%-VaR over 100 repetitions.

Table 3.7: Average 10%-VaR on out-of-sample realized returns, computed using
106 additional randomly generated scenarios. ROBIST is compared with the
methods presented in Table 3 of Bertsimas et al. (2018).

N M LCX CS CM ROBIST

500 -1.095 -0.411 -0.397 -0.539 0.194

2000 -1.095 -0.411 -0.396 -0.451 0.316

We find that ROBIST significantly outperforms the other solution methods of Shawe-

Taylor and Cristianini (2003); Calafiore (2013) and Bertsimas et al. (2018) in regard to

average out-of-sample performance. The large difference in performance is explained

by the difference in portfolio holdings, which is displayed in Figure 3.6. Here we find

that the solutions found by ROBIST put all wealth in either asset 9 or 10.

Figure 3.6: Graphical display of the average, along with 10% and 90% quantiles,
of the portfolio holdings by method across the 100 repetitions of the experiment
with N = 500. On the left we show the portfolio holdings reported in Figure 4
of Bertsimas et al. (2018), on the right we display the same information for
the portfolio holdings found by applying ROBIST.

Upon further inspection of the data generation procedure of Natarajan et al. (2008)

for k = 10, one finds that γ9 = 0.909 and γ10 = 0.955. This implies that:

r̃9 =

{
0.32 with probability 0.909

−3.16 with probability 1− 0.909
r̃10 =

{
0.22 with probability 0.955

−4.58 with probability 1− 0.955.

Thus, when x9 = 1 the 10%-VaR is = 0.32, and when x10 = 1, the 10%-VaR is 0.22.

While the allocations obtained via ROBIST are somewhat trivial and arguably risky,

they do outperform the allocations found by the other methods in terms of the objective
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under consideration (10%-VaR). Our solutions exploit a flaw in optimizing for VaR

when using the generation procedure of Natarajan et al. (2008) with k = 10 assets and

ϵ = 10%. This flaw was not discovered by the other methods, which is due to their

more conservative approach.

This flaw highlights a well-known danger in optimizing for VaR, namely that it

does not account for the magnitude of losses that occur with probability less than ϵ.

Alternatively one may consider optimizing the conditional VaR instead; see Basak and

Shapiro (2001) and Laeven and Stadje (2014). We note that this is also possible with

ROBIST (see Section 3.3.3).

3.C.3 Two-stage lot-sizing problem

In the final set of experiments, we evaluate the performance of ROBIST on a two-stage

adaptive lot-sizing problem. A similar variant of this problem is studied in Bertsimas

and de Ruiter (2016).

Consider a network of m nodes, where each node i ∈ {1, . . . ,m} has uncertain demand

d̃i. The demand at each node in the network must be satisfied and this can be done

through the initial allocation of stock xi, or by moving yji units of stock from node j

to node i. The initial allocation of stock at node i costs ci per unit, while the unit

transportation costs are uncertain and denoted by t̃ij . Each node has a maximum

allocation capacity of ki units.

We model this as a two-stage adaptive problem where the initial allocation decisions x

must be made before the uncertainty is realized. In the second stage, the transportation

decisions yij can adapt to the realized demand and transportation costs. For notational

ease, we denote uncertain parameters d̃i and t̃ij as a single vector z̃ ∈ Rm+m2

and

formulate the problem as:

min
x,θ

θ (3.54)

s.t.

m∑
i=1

cixi + V (z,x) ≤ θ, (3.55)

0 ≤ xi ≤ ki, i = 1. . . . ,m, (3.56)

where:

V (z,x) := min
y≥0

m∑
i=1

m∑
j=1

tijyij (3.57)
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s.t. xi +

n∑
j=1

yji −
n∑

j=1

yij ≥ di, i = 1, . . . ,m. (3.58)

If Constraint (3.58) is not satisfied, V (z,x) =∞. For this problem, we are interested

in solutions for which we can provide statistical guarantees of the form (3.5), with

γ ≥ 1− ϵ, for Constraint (3.55).

Finally, note that most techniques from RO, such as the method presented in Bertsimas

and de Ruiter (2016), are unable to deal with adaptive problems with “random recourse”

(i.e., when the adaptive decisions are multiplied with uncertain parameters). As tij is

uncertain, the majority of existing RO methods can not be applied to this problem.

Numerical results

We replicate the parameter settings utilized by Bertsimas and de Ruiter (2016).

However, instead of using an uncertainty set, we sample d̃i and t̃ij in the following

manner:

1. Realizations of d̃i are uniformly sampled from the budgeted uncertainty set

described in Bertsimas and de Ruiter (2016) via the hit-and-run sampling

method of Smith (1984).

2. Let the Euclidean distance from i to j be vij . We generate realizations of t̃ij by

uniformly sampling in the range [0.9vij , 1.1vij ].

In this set of experiments, we compare ROBIST with the solution approach of Vayanos

et al. (2012) (hereafter abbreviated as VKR). The idea behind this approach is to

approximate the adaptive decisions using “decision rules” (finite linear combinations

of the uncertain parameters). This allows one to reduce a multistage adaptive problem

to a single stage static problem. Then, one can apply the theory from Campi and

Garatti (2008) to determine the necessary number of randomly sampled constraints in

order to obtain solutions that satisfy the desired probability guarantee.
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In our numerical experiments, we implement VKR using polynomial decision rules

of degree p, where p ∈ {1, 2}. For such decision rules the adaptive decisions y are

substituted by linear combinations of a basis vector b(z̃) ∈ Rsp , where sp =
(
m+m2+p

p

)
(we refer to Vayanos et al. (2012) for further details). Thus, y = Ab(z̃), where

A ∈ R(m×m)×sp contains the coefficients of the linear combinations, which are treated

as decision variables. This reduces Problem (3.54)-(3.58) to the following single-stage

form:

min
x,A,θ

θ (3.59)

s.t.

m∑
i=1

cixi +

m∑
i=1

m∑
j=1

tijyij ≤ θ, (3.60)

xi +

n∑
j=1

yji −
n∑

j=1

yij ≥ di, i = 1, . . . ,m, (3.61)

y = Ab(z), (3.62)

y ≥ 0, (3.63)

0 ≤ xi ≤ ki, i = 1. . . . ,m. (3.64)

Problem (3.59)-(3.64) can then be solved with respect to some set of randomly

sampled scenarios (let this set be denoted as SV KR), where constraints (3.60)-(3.63)

are duplicated for each scenario z ∈ SV KR. The number of randomly sampled

scenarios |SV KR| is determined using Theorem 1 of Campi and Garatti (2008), which

depends on ϵ, α and the number of decision variables (1 +m+m2sp).

The ROBIST algorithm is slightly modified when applied to adaptive optimization

problems (see Section 3.3.2 for the details). An important aspect to note is that,

at each iteration i, a new solution is generated by solving a problem in the form

of (3.21)-(3.24), which involves 1+m+m2|Si| decision variables instead of the original

1 +m+m2 variables used in defining Problem (3.54)-(3.58). In these experiments we

set N = 809 (the minimum number of scenarios utilized by VKR) and imax = 50.

Setting ϵ = α = 0.05, we compare the two approaches to Problem (3.54)-(3.58) as the

number of nodes (m) increases. The numerical results (average over 10 replications)

are presented in Tables 3.8 and 3.9.

In Table 3.8 we find that VKR is faster than ROBIST for the small problem instances

(m ≤ 3). However, the required amount of randomly sampled scenarios (|SV KR|) and
the resulting computation time rapidly increase as m increases. In comparison, we

again find that ROBIST is effectively able to sample fewer scenarios (see maxi |Si|),
retaining computational tractability as the problem size increases.
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Table 3.8: Comparison between two implementations of Vayanos et al. (2012)
(where p = 1 or p = 2) and ROBIST in terms of the amount of data
used (|SV KR| and N), the maximum number of scenarios with which (SCP) is
solved (|SV KR| and maxi |Si|) and the required computation time when applied
to Problem (3.54)-(3.58) with a varying number of nodes m.

|SV KR| ROBIST Computation time (s)

m p = 1 p = 2 N maxi |Si| VKRp=1 VKRp=2 ROBIST

2 809 2655 809 9.0 5 60 196
3 2783 26103 809 10.7 56 > 3600 204
4 10853 117162 809 15.1 2214 > 3600 214
5 24774 392584 809 14.3 > 3600 > 3600 237

In Table 3.9, we inspect the quality of the resulting solutions for the cases that a

solution was obtained within the one hour time limit. In all tests the initial allocation

was sufficient to satisfy the total realized demand, thus the average 5%-VaR of the

out-of-sample realized costs provides a fair metric of comparison between the methods.

Across all the conducted experiments we find that the solutions obtained via VKR are

outperformed by the solutions obtained via ROBIST.

Table 3.9: Comparison between two implementations of Vayanos et al. (2012)
(where p = 1 or p = 2) and ROBIST in terms of the objective value and out-
of-sample performance when applied to Problem (3.54)-(3.58) with a varying
number of nodes m. A dash (-) signifies that the time limit was reached
before a solution was found. The out-of-sample results are computed using 104

additional randomly generated scenarios.

Objective value Out-of-sample 5%-VaR

m VKRp=1 VKRp=2 ROBIST VKRp=1 VKRp=2 ROBIST

2 795 792 736 788 778 731

3 1192 - 1041 1178 - 1021

4 1588 - 1229 1555 - 1206

5 - - 1386 - - 1348
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Chapter 4

Generating a Diverse Set of Solutions for

Large-Scale Linear Optimization Problems

4.1 Introduction

Mathematical optimization models are used to identify the best course of action

according to a given objective, subject to a set of constraints (Floudas and Pardalos,

2008). Linear optimization models are particularly popular as these models allow for

efficient computation of optimal solutions, even for large-scale problems, and such

models have been deployed in various domains including engineering, logistics, finance,

energy systems, and healthcare management (Kakkad et al., 2024).

Within the scientific fields of operations research and management science, much effort

is devoted to developing algorithms for solving optimization problems to optimality

(or near-optimality). While finding the best solution to a given problem is important,

real-world problems are often difficult to capture precisely in a mathematical problem

formulation, especially when utilizing linear models. As a result, the accuracy of a

model can be limited by incorrect structural assumptions, lack of data, simplifications

for computational tractability, misrepresentation of preferences, etc.

This issue is commonly referred to as “model uncertainty” or “structural uncer-

tainty” (Morgan and Henrion, 1990; Bojke et al., 2009; DeCarolis, 2011). The issue

has been acknowledged in the scientific literature, for example by Hitch (1953), Simon

(1973), Brill (1979) and Church and Baez (2020). However, we find that there is still

a lack of attention towards addressing this type of uncertainty. For example, it is

surprising that model uncertainty is not discussed in canonical operations research

textbooks, such as Winston (2004) and Hillier and Lieberman (2020).

Because real-world problems are rarely captured perfectly by mathematical models,

87
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relying solely on a single optimal solution may overlook viable alternatives. Instead,

considering a set of near-optimal solutions may provide superior decision support, not

only as backups to an optimal solution but as plausible candidates that may outperform

an “optimal” solution when unmodeled criteria are taken into account (Loughlin

et al., 2001). Examples of such criteria could be robustness, fairness, or strategic

considerations (Ehrgott, 2005).

There exist methods for constructing a diverse set of near-optimal solutions, such

as Brill et al. (1982), Ligmann-Zielinska et al. (2008) and Lombardi et al. (2020).

However, there is a lack of knowledge and consensus regarding the general applicability

and effectiveness of such methods (Lau et al., 2024). Furthermore, for continuous linear

optimization problems, there are no out-of-the-box methods available in standard

modeling environments such as AIMMS, or commercial solvers like Gurobi. In this

chapter, we aim to fill this research gap by reviewing the literature and performing

extensive numerical experiments to evaluate the effectiveness of a number of existing

methods across a wide range of optimization problems. Additionally, we propose and

numerically evaluate novel algorithms for this problem that are inspired by recent

advances by Ben-Tal and Roos (2022) in solving convex maximization problems.

4.1.1 Contribution

The main contributions of this thesis chapter can be summarized in the following three

points.

First, we review the scientific literature and numerically evaluate the most promising

existing methods using problems from the NETLIB repository (NETLIB, 2024). This

enables us to establish the random direction method of Berntsen and Trutnevyte

(2017) as a suitable benchmark.

Second, we introduce and evaluate novel algorithms that explicitly aim to maximize the

Euclidean distance between points in a sequential manner. While one of our proposed

algorithms is able to achieve higher diversity than our benchmark for settings where

the desired number of solutions is low (≤ 5), the majority of methods we consider in

this study are not able to significantly outperform this benchmark.

Third, we demonstrate the practical value of providing a diverse set of near-optimal

solutions. We do this by showcasing their application for two real-world optimization

problems. In the first application, we optimize the feed mix for livestock. In the second

application, we optimize the decarbonization pathway of an industry cluster in the

Netherlands. With this, we aim to raise awareness of the importance, and practical

value, of providing a diverse set of solutions to real-world optimization problems.
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Given our numerical results, we recommend the usage of the random direction method

of Berntsen and Trutnevyte (2017) for large-scale linear optimization problems, as

this method is simple, effective and parallelizable.

4.1.2 Structure

The remainder of the chapter is organized as follows. In Section 4.2 we introduce

the general framework and the problem we wish to solve. In Sections 4.3 and 4.4 we

provide a review of the existing literature and establish a benchmark to be used in the

later sections. In Section 4.5 we propose and evaluate two novel algorithms that are

designed to explicitly maximize the distance between solutions in a sequential manner.

In Section 4.6, we demonstrate the practical value of providing a set of alternative

solutions for two real-world applications. Finally, in Section 4.7 we conclude and

discuss our findings.

4.2 General framework

In this chapter we consider linear optimization problems:

min
x

f(x)

s.t. x ∈ X ,
(4.1)

where one is looking to minimize a function f(x) over decision vector x ∈ Rn, which

is restricted to a feasible region X . Furthermore, let x⋆ represent an optimal solution

to Problem (4.1).

Assuming that Problem (4.1) does not incorporate all aspects of the real-world problem

that one is actually interested in solving, near-optimal solutions to Problem (4.1) may

also be of interest. Suppose that we are interested in the set of feasible solutions

with objective value within some percentage (specified by ϵ) of the optimal objective

value, i.e., {x ∈ X : f(x) ≤ (1 + ϵ)f(x⋆)}, when f(x⋆) > 0, or {x ∈ X : f(x) ≤
(1−ϵ)f(x⋆)} when f(x⋆) < 0. Note that setting ϵ = 0 may be of interest in applications

where Problem (4.1) permits multiple optimal solutions. As shown in Skaf and Boyd

(2010), setting ϵ to small values can lead to the set of near-optimal solutions being

“much larger than one might expect”. In such cases, providing a decision maker with

a single optimal solution fails to reflect a much larger set of solutions that could be

deemed to be of practically equivalent quality.

In order to adequately summarize the near-optimal region using a finite subset of

solutions, we seek to ensure diversity among the selected subset of solutions. Thus,
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we examine methods for obtaining a diverse set of solutions {x⋆,x2, . . . ,xk} that

all lie within the set of near-optimal solutions. Let this polytope be denoted as Pϵ.

We restrict our focus to methods that are suitable for situations with the following

characteristics: (i) Problem (4.1) is high-dimensional (n ≥ 1,000), (ii) the decision

vector x consists of continuous variables and (iii) the desired number of solutions k

is relatively small (k ∈ {2, . . . , 10}). Our assumption that the desired number of

solutions k is relatively small is motivated by the fact that humans typically experience

difficulty processing and comparing more than ten alternatives (Miller, 1956).

For ease of notation, let x1 := x⋆ and let D(x1, . . . ,xk) represent a diversity measure

for a set of solutions x1, . . . ,xk. Then, we can formalize the objective as follows:

max
x2,...,xk

D(x1, . . . ,xk)

s.t. xi ∈ Pϵ, i = 2, . . . , k.
(4.2)

How one should measure “diversity” is ultimately a subjective and problem-specific

judgment. In the existing scientific literature, many different measures have been

proposed for quantifying diversity, see (Danna and Woodruff, 2009; Parreño et al.,

2021). The distances between points often serve as a foundation for measuring diversity

and, as we are primarily interested in problems with continuous variables, we focus

on the following two diversity measures: (i) the average Euclidean distance between

solutions (Davg) and (ii) the minimum Euclidean distance between solutions (Dmin):

Davg(x1, . . . ,xk) :=
2

k(k − 1)

k−1∑
j=1

k∑
i=j+1

∥xj − xi∥

 , (4.3)

Dmin(x1, . . . ,xk) := min
j=1...,k,i ̸=j

∥xj − xi∥. (4.4)

A low minimum distance Dmin is an indication of redundancy in the solution set, while

the average distance Davg offers a robust overall indication of the distances between

solutions. Although (4.3) and (4.4) may not always be suitable measures, particularly

in cases with symmetries or unevenly scaled variables, they serve our primary purpose

of evaluating the relative effectiveness of different methods.

Solving Problem (4.2) using either (4.3) or (4.4) is generally intractable, as the

resulting problems are non-convex. Furthermore, using a simultaneous approach,

where k − 1 solutions are generated by solving Problem (4.2) in a single optimization

step, requires (k − 1)× n variables, which causes computational issues when k and/or

n is large. Greistorfer et al. (2008) find that, when there is a desire to provide both

quality and diversity, a sequential approach is able to produce solutions that are at
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least as good as those provided by a simultaneous approach. As such, many existing

methods approximate Problem (4.2) by replacing D(·) with a proxy function and

utilize a sequential approach.

4.3 Literature review

As mentioned in the introduction, a variety of methods aimed at generating diverse

solutions have been proposed across different fields. Moreover, many of these methods

are proposed in application-focused papers rather than methodologically-focused

papers, which makes it challenging to assess their broader utility. In this section, we

review relevant classes of methods from the existing scientific literature and discuss

whether they are, or are not, suitable to the problem setting described in Section 4.2.

4.3.1 Tree-based methods

Branch-and-bound is a popular approach for solving mixed-integer optimization

problems and there exist many methods that utilize the branch-and-bound tree to

generate diverse solutions. Here we mention a few notable examples. The most

well-known method is the OneTree algorithm proposed by Danna et al. (2007). This

method has been implemented in the commercial solver CPLEX and has demonstrated

strong performance for binary decision problems. Ahanor et al. (2024) build on

this idea with their DiversiTree algorithm, incorporating diversity-aware branching

heuristics. Danna and Woodruff (2009) proposes exact and heuristic selection methods

to improve diversity among solutions obtained from search trees. Arthur et al. (1997)

proposes a branch-and-bound method for identifying all optimal (or near-optimal)

solutions to site selection problems and Church and Baez (2020) suggest an alteration

of the method that has computational advantages.

However, these tree-based methods rely on a combinatorial problem structure and

are not easily adapted to high-dimensional continuous domains. This is clearly stated

by Danna et al. (2007), who note difficulties in extending their method to general

integer and continuous problems.

4.3.2 Space-filling design of experiments

The literature on space-filling design of experiments also offers strategies for gener-

ating a diverse set of points, such as Latin hypercube sampling or low-discrepancy

sequences (Joseph, 2016). These methods are designed to ensure that the points are

well-dispersed, however, they often require that the design region is, or can be mapped

to, a simple, box-shaped domain (Husslage et al., 2011). Recall that in our problem
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context, the near-optimal region Pϵ is typically an irregularly shaped polytope. There

are methods where this is not required, however these utilize non-linear optimiza-

tion (Stinstra et al., 2003) or post-hoc rejection sampling (Wu et al., 2018), which is

computationally undesirable when dealing with large-scale problems.

Unfortunately, methods from this strain of literature are generally considered to

be computationally intractable when the design space is high dimensional (Mak

and Joseph, 2018). To highlight this point, note that the designs available on http:

//www.spacefillingdesigns.nl/ are limited to problems with at most ten dimensions.

A possible exception can be made for clustering-based methods, such as those proposed

by Flury (1990), Lekivetz and Jones (2015) and Mak and Joseph (2018), where the

clustering of points can be done in a computationally tractable manner using variants

of Lloyd’s algorithm (Lloyd, 1982). However, for these methods the difficulty lies

in obtaining a well-dispersed initial sample of points prior to clustering. Sampling

algorithms such as “hit-and-run” (Smith, 1984) and “shake-and-bake” (Boender et al.,

1991) can be used to sample points within and on the boundary of a polytope. However,

to obtain a sequence of points that is uniformly distributed (and thus well dispersed)

for high dimensional polytopes typically requires a prohibitively large number of

iterations (den Hertog et al., 2024).

4.3.3 Modeling to generate alternatives

The term “Modeling to Generate Alternatives” (MGA) was first proposed by Brill

(1979) and describes a class of methods that are designed to explore the near-optimal

solution space of an optimization problem. In MGA, one adds a near-optimality

constraint to the original optimization problem and then proceeds to iteratively alter

the objective function and/or add a constraint in order to obtain alternative near-

optimal solutions. Advantages of the MGA approach is that it generally requires only

modest modifications of the original optimization model and it is applicable to both

continuous and discrete problems.

Brill et al. (1982) introduce the well-known “Hop, Skip, and Jump” method and

many variants of this method have been proposed in the scientific literature, such

as Trutnevyte et al. (2012), Berntsen and Trutnevyte (2017), Finke et al. (2024) and

Lombardi and Pfenninger (2025). While MGA has gained traction in public-sector

planning (Brill, 1979; Zechman and Ranjithan, 2007; Rosenberg, 2015) and energy-

related applications (DeCarolis, 2011; Lombardi et al., 2020; Neumann and Brown,

2021), its popularity has not (yet) extended to other domains where optimization

models are commonly utilized.

MGA methods are generally well suited for large-scale linear optimization problems,
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as these methods are typically able to remain within the realm of linear optimization.

However, there are exceptions, such as the methods proposed by Price and Keppo

(2017) and Kakkad et al. (2024), which require the introduction of binary variables.

Note that the method of Kakkad et al. (2024) differs from the other methods mentioned

above as their method does not explicitly aim for a diverse set of solutions within some

optimality gap, but instead generates a sequence of alternate solutions with decreasing

solution quality.

In summary, we find that the existing methods proposed within the literature on MGA

are the most suitable for the type of large-scale linear optimization problems we wish

to consider. As such, we restrict our focus in Section 4.4 to MGA methods.

4.4 Existing MGA methods

A recent study by Lau et al. (2024) evaluates four “families” of MGA algorithms.

They do this numerically using low-dimensional randomly generated linear programs

(n ≤ 100) and a single capacity expansion problem. As such, their results may not be

generalizable to real-world optimization problems. Our research aims to build on and

extend these efforts by evaluating the same methods on a variety of problems from

the NETLIB repository (NETLIB, 2024). In this section we briefly describe various

existing MGA methods and evaluate their relative performance in order to establish

which method should be utilized as a benchmark for later numerical experiments.

Note that we omit the “modeling all alternatives” method of Pedersen et al. (2021),

due to its high computational cost (Lau et al., 2024).

4.4.1 Description of methods

Our first benchmark is the previously mentioned “Hop, Skip, and Jump” (HSJ) method

proposed by Brill et al. (1982). This method uses a sequential approach, where at

each iteration i = 2, . . . , k, one generates a solution xi by solving Problem (PMGA):

min
x∈Pϵ

c⊤i x, (PMGA)

where ci is a binary vector whose entries ci,j are set to 1 for the indices j of the decision

variables that are nonzero in the previously obtained solutions x⋆,x2, . . . ,xi−1.

Note that it can occur that a new solution xi is equivalent to one of the existing

solutions x⋆,x2, . . . ,xi−1 or that xi = 0. If either of these situations occurs, ci+1

will be equivalent to ci and, assuming that the optimal solution to (PMGA) is unique,

HSJ will not be able to provide any new solutions. Furthermore, note that the search
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directions ci used in HSJ are always “oriented” towards the origin 0.

The second benchmark method we consider is the random direction (Random) method.

In the context of MGA, Berntsen and Trutnevyte (2017) is typically cited as the

first paper to propose this approach. In Random, one simply randomly generates

⌈(k − 1)/2⌉ direction vectors in which to maximize and minimize, where the entries of

each random vector are generated from a uniform distribution with support [−1, 1].
This method is not sequential and has computational advantages over HSJ as the

method is parallelizable.

The third benchmark method we consider is the variable min/max (VarMM) method.

This method was first proposed by Trutnevyte et al. (2012) and involves maximizing

and minimizing a set of randomly or intentionally selected variables. At each iteration

i = 2, . . . , k, VarMM generates an integer objective vector ci by randomly sampling

ci,j from the set [−1, 0, 1] for each entry j. For each vector ci, one solves: minx∈Pϵ
c⊤i x

to obtain a solution, where each variable is minimized, maximized, or not taken into

account. Similar to Random, VarMM is also parallelizable.

Lau et al. (2024) proposes a new method that combines Random and VarMM, which

we will abbreviate as “Combo”. This method attempts to leverage the strengths of

both methods, namely the broad exploration from Random along with the extreme

directions from VarMM. Combo uses the procedure as Random and VarMM, which

is to first generate a number of directions and then minimize in said directions. A

proportion of the vectors is generated using Random and the rest is generated using

VarMM.

4.4.2 Numerical evaluation

To numerically evaluate the existing methods from the literature, we use the NETLIB

instances (NETLIB, 2024). To reduce the required computation time, we utilize only

20 of the 97 instances. These instances, along with their dimensions, are listed in

Table 4.1. For each instance, we set ϵ = 0.1 to define the “near-optimal” region, and

we evaluate the methods for k ∈ {2, 3, 5, 10}. For the randomized methods, Random,

VarMM, and Combo, we perform 50 repetitions (N), using different random seeds,

for each problem instance. For Combo, we follow Lau et al. (2024) by setting the

proportion of VarMM direction vectors equal to 75%.

All computational experiments reported in this chapter were performed using Julia

v1.10.10 and Gurobi v12.0.2 on an AMD EPYC 7763 64-core processor (32 physical

cores, 64 logical processors). For each experiment, Julia was configured with 1 thread,

BLAS was set to use 4 threads, and Gurobi was configured to use 4 threads.
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Table 4.1: List of the 20 NETLIB instances utilized in numerical experiments

Instance Name # Variables # Constraints

AFIRO 32 60

KB2 41 94

SHARE2B 79 176

SCAGR7 140 270

GROW7 301 722

CAPRI 353 742

SCTAP1 480 781

SCAGR25 500 972

GROW15 645 1546

SCSD1 760 838

GROW22 946 2267

FIT1D 1026 2077

SCSD6 1350 1498

QAP8 1632 2545

FIT1P 1677 2704

SHELL 1775 2429

SCTAP2 1880 2971

SCTAP3 2480 3961

SCSD8 2750 3148

NESM 2923 5182

To standardize and facilitate comparison of the results across multiple instances, we

utilize the average performance of Random in regards to the average and minimum

distance, as defined in Equations (4.3) and (4.4), as our benchmarks. Thus, for each

instance, we repeat Random for i = 1, . . . , N to obtain sets of solutions xi
1, . . . ,x

i
k and

then compute the following to determine each method’s relative performance:

D̄k
avg :=

1

N

N∑
i=1

Davg(x
i
1, . . . ,x

i
k)

D̄k
min :=

1

N

N∑
i=1

Dmin(x
i
1, . . . ,x

i
k).

(4.5)

The results are displayed in Figures 4.1. We find that HSJ performs worst in terms of

both average and minimum distance, especially as k increases. We also find that the

performance of Random, VarMM, and Combo is practically equivalent. On the basis
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of these results, we conclude that D̄k
avg and D̄k

min provide useful benchmarks when

judging the performance of the new methods we propose in Section 4.5. Disregarding

the potential for parallelization, the computational time required by these methods is

approximately equivalent. For more information, we refer to Appendix 4.B.1.

(a) Ratio for average distance (b) Ratio for minimum distance

Figure 4.1: Comparison of performance of the four methods described in
Section 4.4, for varying k. We set the benchmark distance D̄k

avg and D̄k
min as

defined in Equation (4.5), and use box-and-whisker plots to report the relative
average distance (with respect to D̄k

avg, left panel) and relative minium distance
(with respect to D̄k

min, right panel) for each of the 20 instances.

4.5 Novel sequential distance maximization algorithms

Given the assumption that diversity can be measured using distance-based metrics

such as (4.3) and (4.4), a natural approach would be to obtain solutions by sequentially

maximizing the distance from the existing set of solutions in a greedy manner. As

such, one could consider the following problem:

max
x
{d(x) : x ∈ Pϵ}, (4.6)

where d(x) is a measure of the distance from a known set of solutions x1, . . . ,xp

to x. Unfortunately, because distance functions are typically convex, Problem (4.6)

is non-convex (as it would involve maximizing a convex function). Note that the

existing MGA methods described in Section 4.4 circumvent this issue by replacing the

objective in Problem (4.6) with a linear surrogate. These methods attempt to solve

the problem in an indirect manner by optimizing in a cleverly derived (or randomly

generated) direction in the hope that the resulting solution will be a good solution to

Problem (4.6). In the following subsections we propose new methods that attempt to

solve Problem (4.6) in a more direct manner.
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4.5.1 CoMax-inspired approach

An algorithm, named “CoMax”, was recently introduced by Ben-Tal and Roos (2022)

and is designed to derive approximate solutions to problems such as (4.6), where one

is maximizing a convex function. In the following paragraphs, we describe how ideas

from the CoMax algorithm can be applied to approximately solve Problem (4.6) in a

sequential manner. Throughout this chapter, we utilize the sum of Euclidean distances

as our distance function (i.e., d(x) :=
∑p

i=1∥x− xi∥2).

The first step in CoMax is to approximate d(·) by a convex quadratic function q(·).
As suggested by Ben-Tal and Roos (2022), a natural choice for q(·) is the second-

order Taylor expansion of d(·) around its minimizer. Finding the minimum of

d(x) =
∑p

i=1∥x − xi∥2 is equivalent to finding the geometric median of the ex-

isting points x1, . . . ,xp and computing the geometric median is a convex problem that

can be formulated as a second-order cone program and solved in polynomial time1.

Now, denoting the minimizer of d(x) as xmin, the quadratic approximation (the

second-order Taylor expansion around xmin) is defined as:

q(x) := (x− xmin)⊤∇d(xmin) +
1

2
(x− xmin)⊤∇2d(xmin)(x− xmin)︸ ︷︷ ︸

≈ d(x)−d(xmin)

. (4.7)

We can then approximate Problem (4.6) using the quadratic function shown in Equa-

tion (4.7). Dropping terms that do not depend on x and converting from maximizing

to minimizing, we get:

(−)min
x
{1
2
x⊤Dx+ e⊤x : x ∈ Pϵ}, (4.8)

where D = −∇2d(xmin) and e = ∇2d(xmin)xmin−∇d(xmin). For d(x) :=
∑p

i=1∥x−
xi∥2, we have

∇d(x) =
p∑

i=1

x− xi

∥x− xi∥2
and ∇2d(x) =

p∑
i=1

(
In

∥x− xi∥2
− (x− xi)(x− xi)

⊤

∥x− xi∥32

)
.

The next step towards being able to solve Problem (4.8) efficiently (as a conic quadratic

problem) is to approximate the polytope Pϵ by an ellipsoid E . Note that Ben-Tal

and Roos (2022) also suggests using a “bounding box” to approximate Pϵ. However,

deriving such a box requires solving 2n problems of the same size as (4.1), which can

1We observe that using the geometric median function from DirectionalStatistics.jl can be
significantly faster than solving the second-order conic program. This Julia function uses Vardi and
Zhang’s algorithm (Vardi and Zhang, 2000).
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be computationally expensive if the number of variables n is high.

Let our polytope of interest Pϵ be defined as:

Pϵ = {x ∈ Rn : Ax ≤ b}.

We use the inscribing ellipsoid approximation, as described in (Ben-Tal and Roos,

2022), around some interior point xc ∈ {x ∈ Rn : Ax < b}:

E = {xc + u : u⊤∇2ϕ(xc)u ≤ 1}, (4.9)

where ϕ(·) represents the logarithmic barrier function for the polytope Pϵ, i.e., ϕ(x) =

−
∑m

i=1 log(bi − a⊤i x). Problem (4.8) can then be rewritten in the following form:

(−)min
x

1

2
x⊤Dx+ e⊤x (4.10)

s.t.
1

2
x⊤Fx+ g⊤x+ h ≤ 0, (4.11)

where:

F = 2AK−2A⊤, g = −2x⊤
c AK

−2A⊤ and h = x⊤
c AK

−2A⊤xc − 1. (4.12)

Here, K is a diagonal (m×m) matrix with Kii = bi − a⊤i xc.

Now, using the reformulation provided by Ben-Tal and den Hertog (2014), Prob-

lem (4.10)-(4.11) can be rewritten as a conic quadratic problem. Note that this

reformulation requires that the matrices F and D are “simultaneously diagonalizable”,

which can be easily verified. We refer to Appendix 4.A for the details.

Remark 4.1. As ϕ(x) is a self-concordant function (Renegar, 2001), any interior

point xc within the polytope Pϵ provides a valid inscribing ellipsoid. Ben-Tal and Roos

(2022) proposes using the analytic center xac, which is defined as:

xac := argmin
x

−
m∑
i=1

log(bi − a⊤i tx). (4.13)

Problem (4.13) can be formulated as an exponential cone optimization problem. How-

ever, solving high-dimensional problems can be computationally expensive. Therefore,

we also consider the usage of an alternative center xmm, namely the point that

maximizes the minimum Euclidean distance from the point to the boundaries of the
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constraints. This center is defined as:

(xmm, t
⋆) := argmax

x,t
{t : max

∥z∥2≤t
a⊤i (x+ z) ≤ bi, i = 1, . . . ,m, t ≥ 0}. (4.14)

It can easily be shown that solving (4.14) is equivalent to solving its robust counterpart:

max
x,t
{t : t∥ai∥2 ≤ bi − a⊤i x, i = 1, . . . ,m, t ≥ 0}, (4.15)

which is a linear optimization problem.

A priori, there is no theoretical justification to suggest that using (4.13) will result

in a superior ellipsoidal approximation of the polytope Pϵ than an ellipsoid centered

around xmm. Thus, we evaluate both options in the numerical experiments presented

in Section 4.5.3.

Inspired by the approach taken in the CoMax algorithm, we propose a similar approach

for sequentially solving Problem (4.6), see Algorithm 4.1. At a high level, Algorithm 4.1

sequentially finds k − 1 alternative solutions {xi}i=2,...,k, where xi approximately

maximizes the partial sum of distances di(x).

Algorithm 4.1 CoMax-inspired Algorithm for Sequential Distance Maximization

Input: Optimal solution x1 := x⋆, polytope Pϵ, desired number of solutions k.
Output: Set of solutions x1,x2, . . . ,xk.
1: Get point xc to use as center of ellipsoid ▷ See Equation (4.13) or (4.14)
2: Construct ellipsoid E around xc to approximate Pϵ ▷ See Equation (4.9)
3: for i = 2, . . . , k do
4: Set di(x) =

∑i−1
j=1∥x− xj∥2

5: Compute minimizer xmin
i of di(x) ▷ Geometric median of x1, . . . ,xi−1

6: Set qi to the second-order Taylor approximation of di around xmin
i ▷ See

Equation (4.7)
7: Reformulate max

x∈E
qi(x) as a conic quadratic problem and solve to get x̂i ▷ See

Appendix 4.A
8: Use x̂i to derive search direction: ci = ∇di(x̂i)
9: Solve max

x∈Pϵ

c⊤i x to get xi

10: end for
11: Return x1,x2, . . . ,xk

In each iteration i, our goal is to solve maxx∈Pϵ
di(x) :=

∑i−1
j=1∥x− x̄j∥2. Here is an

overview and description of the most important steps of the algorithm:

1. To initialize the algorithm. Find an interior point xc ∈ Pϵ and construct an

ellipsoid E centered around xc. For the center, we utilize either the analytic

center xac or the max-min-distance center xmm, as defined in Equations (4.13)
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and (4.14). For the ellipsoid, we utilize an inscribing ellipsoid, as defined in

Equation (4.9).

2. At each iteration i. Compute the minimizer of the distance function di and

construct a quadratic approximation qi via the second-order Taylor approxi-

mation. Solve a conic quadratic problem maxx∈E qi to obtain an intermediate

solution x̂ and evaluate the gradient of the distance function at x̂ to acquire a

search direction ci.

3. At each iteration i. Solve a linear optimization problem: maxx∈Pϵ
c⊤i x to obtain

a final solution xi. (Note that the complete algorithm in Ben-Tal and Roos (2022)

includes a second phase that finds a local optimum via gradient ascent, however,

we elect to omit this second phase in an effort to reduce the computation time.)

Remark 4.2. In Line 9 of Algorithm 4.1, we solve a linear optimization prob-

lem: maxx∈Pϵ
c⊤i x to obtain a final solution xi. Ben-Tal and Roos (2022) also propose

an alternative “line method” to obtain a solution on the boundary of Pϵ. In the

line method one constructs a line through xmin
i and x̂i, one can then evaluate the

intersection points of this line with the boundary of Pϵ and sets xi to be the farthest

intersection point from xmin
i . As Pϵ is a polytope, the intersection points can be found

efficiently through closed-form formulas. Although the line method has computational

advantages, via numerical experiments we find that this method does not perform

well as the problem dimension increases. For more information on this, we refer to

Appendix 4.B.2.

Remark 4.3. In case the polytope Pϵ is also defined by equality constraints, i.e., Pϵ =

{x ∈ Rn|Ax ≤ b,Cx = d}, Algorithm 4.1 requires some adjustment. One approach

would be to eliminate the equality constraints using Gaussian elimination; however,

this may lead to a dense constraint matrix and make the problem more difficult to

solve. Furthermore, such an approach would require careful book-keeping and one

would have to determine which variables to eliminate/substitute. For these reasons,

we choose a different approach, namely the following. For the center xc, we derive

xac or xmm for the region {x ∈ Rn|Ax ≤ b,Cx = d}. However, when deriving the

ellipsoid E around xc, we only use the slacks from the Axc ≤ b constraints. Note that

the feasibility of the final solution is still guaranteed by directly integrating the equality

constraints Cx = d into Problem (4.10)–(4.11).

4.5.2 Examination of Algorithm 4.1

The high-level idea of Algorithm 4.1 is to approximate the distance function d by a

quadratic function q, the polytope Pϵ by an ellipsoid E and to then use the intermediate

solution x̂i (on the approximated feasible region E) to provide an informative search
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(a) Using ellipsoid centered around xac (b) Using ellipsoid centered around xmm

Figure 4.2: 2D example with k = 2. The gray polytope is the near-optimal
region defined by the optimal solution x⋆ (red star). The ellipsoidal approx-
imation E is either centered around xac or xmm (represented by dark green
circles). The three triangles represent points x̂2, solutions to the conic-quadratic
problem: maxx∈E d(x

⋆,x), where the radius of the ellipsoid E is incrementally
enlarged.

direction ci = ∇di(x̂i). Obtaining this intermediate solution x̂i requires quite some

computational effort, it is therefore critical to evaluate whether having access to x̂i

indeed leads to better search directions for Problem (4.6).

Examination of ellipsoid

Ben-Tal and Roos (2022) suggest multiple types of ellipsoids to approximate the

feasible region Pϵ. More specifically, the authors suggest utilizing the maximum

volume inscribed ellipsoid when n ≤ 25, and otherwise utilizing the inscribing and

circumscribing ellipsoids. As we are interested in large-scale problems, we restrict

our attention to the latter. Note that the inscribing and circumscribing ellipsoids are

equivalent in shape, but differ in radius. Furthermore, note that the shape of these

ellipsoids is dependent on the point at which they are centered xc. Any ellipsoid can

be used in principle, however the size and shape of the ellipsoid will affect the resulting

intermediate solution x̂i.

We start from an illustrative 2D example (Figure 4.2a), where we focus on the first

iteration (i = 2), and visualize the sequence of x̂i = maxx∈E d(x
⋆,x) (white triangles

with black edges) as we increase the radius of E . Here we observe that if we keep

enlarging the radius, the sequence of solutions would converge to the “vertex” (point

where the major axis intersects with the boundary) of the ellipsoid. Note that for

i = 2, the search direction ∇di(x̂i) is simply the line from x⋆ to x̂2, or in mathematical

terms x̂2 − x⋆. From Figure 4.2a, we observe that x̂2 − x⋆ is initially very similar to

xc − x⋆ and, as the radius increases, x̂2 − x⋆ converges to be parallel to the major

axis of the ellipsoid.
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In Figure 4.2b we show that a slightly different ellipsoid center xc can lead to slightly

different ellipsoids, which can lead to very different intermediate solutions x̂i and

search directions x̂i − x⋆. This highlights that the center of the ellipsoid can have a

large effect on the resulting search direction ∇di(x̂i), and such an effect can not be

mitigated by simply altering the radius of the ellipsoid.

Simplified algorithm that does not require solving conic quadratic problems

Algorithm 4.1 is one of the ways to approximately solve Problem (4.6). A simplified

approach is to forget about the intermediate solutions x̂i and simply derive the search

directions directly using the gradient at some known point in Pϵ. We present such

an approach in Algorithm 4.2, where we remove a number of steps and evaluate the

gradient at xc. In practice, Algorithm 4.2 can utilize the gradient at any point. Here,

we restrict it to be one of the two centers in order to be aligned with Algorithm 4.1.

Algorithm 4.2 Simplified Algorithm for Sequential Distance Maximization

Input: Optimal solution x1 := x⋆, polytope Pϵ, desired number of solutions k.
Output: Set of solutions x1,x2, . . . ,xk.
1: Get point xc ∈ {x : Ax < b} ▷ See Equation (4.13) or (4.14)
2: for i = 2, . . . , k do
3: Set di(x) =

∑i−1
j=1∥x− xj∥2

4: Use gradient evaluated at xc to derive search direction: ci = ∇di(xc)
5: Solve max

x∈Pϵ

c⊤i x to get xi

6: end for
7: Return x1,x2, . . . ,xk

Compared to Algorithm 4.1, Algorithm 4.2 has strong computational benefits since

it no longer needs to solve a conic quadratic problem at each iteration. Since this

algorithm does not require input in regards to the ellipsoid size or shape, we take

Algorithm 4.2 as a benchmark method to evaluate the value added by obtaining an

intermediate solution x̂i at each iteration i in Algorithm 4.1.

4.5.3 Numerical experiments

In this section we evaluate the performance of Algorithms 4.1 and 4.2 by applying

them to the 20 NETLIB instances listed in Table 4.1.

For both algorithms, we either use the “Analytic” center, as defined in Equation (4.13),

or the “MaxMin” center, as defined in Equation (4.14). We assume to be interested in

the near-optimal region with ϵ = 1% and for each instance we determine a method’s

relative performance w.r.t. D̄k
avg and D̄k

min, see Equation (4.5). The results are plotted

in Figure 4.3 and the computation time is displayed in Figure 4.4.
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(a) Ratio for average distance (b) Ratio for minimum distance

Figure 4.3: Comparison of performance of the four CoMax-inspired algorithms,
for varying k. The performance is shown as a ratio w.r.t. the benchmark
distances D̄k

avg and D̄k
min as defined in Equation (4.5). We use box-and-

whisker plots to report the relative average distance (with respect to D̄k
avg, left

panel) and relative minium distance (with respect to D̄k
min, right panel) for

each of the 20 instances.

Surprisingly, we find that Algorithm 4.2 generally outperforms Algorithm 4.1, for

both average and minimum distance. For these instances, we also find that using xac

as the center of the ellipsoid leads to better performance than using xmm. In terms

of both the average and minimum distance diversity measures, the analytic center

implementation of Algorithm 4.2 is able to outperform the “Random” benchmark

method. However, the difference in performance between the two methods decreases

as k increases.

In terms of computation time, we find that Algorithm 4.1 is considerably slower

than Algorithm 4.2 and Random. Considering the fact that Random can be run in

parallel, while Algorithms 4.1 and 4.2 can not, Random is clearly superior in terms

of computation time. Also, we find that, for these problem instances, obtaining the

analytic center requires only slightly more time than computing the “MaxMin” center.

In Appendix 4.B.3 we further investigate the performance gap between Algorithm 4.1

and Algorithm 4.2 using additional numerical experiments. Here we find that Algo-

rithm 4.1 can outperform Algorithm 4.2 when the size of the ellipsoid is increased.

However, the potential for performance gain appears to be dependent on ϵ and is quite

limited (≤ 15%).

Limitation of sequential distance maximization when k increases

For the set of solutions {x1,x2, . . . ,xk} obtained by Algorithms 4.1 and 4.2, we

observe that (when k ≥ 5) the distance between two consecutive solutions d(xi,xi+1)
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Figure 4.4: Box plot of computational time (in seconds) of the CoMax-inspired
algorithms, for varying k. We remove outliers for this box plot. An outlier
is determined to be either below q1 − 1.5(q3 − q1) or above q3 + 1.5(q3 − q1),
where q1 and q3 denote the lower and upper quartiles.

is relatively large, but d(xi,xi+2) is often smaller. This indicates that the solutions

obtained from Algorithms 4.1 and 4.2 are “zigzagging” between two regions, where

each iteration returns a solution in the opposite region. This zigzagging behavior is

not desirable since we end up with two groups of solutions. Between the two groups,

solutions are diverse, but within each group, the solutions are not as diverse as one

would like.

Improving performance of Random via post-hoc greedy selection procedure

Given that our proposed algorithms are unable to convincingly outperform the Random

benchmark method, we investigate a possible extension of this method, wherein a larger

pool of candidate solutions is generated by solving more than k linear optimization

problems (e.g., 2k or 5k), from which a final set of k solutions is selected. Our selection

procedure is to maximize the minimum distance Dmin(x1, . . . ,xk) in a greedy manner.

Such an approach may allow for greater diversity among the selected solutions, however

comes at the cost of having to solve more than k linear optimization problems.

The results are shown in Figures 4.5 and 4.6. Unsurprisingly, we find that the

computation time increases proportionally with the number of linear optimization

problems that are solved (note that we disregard the possibility of parallelization). In

terms of the two diversity metrics, we find that generating a larger pool of solutions

and selecting a subset can be beneficial. However, it appears that the marginal gain

from generating additional solutions diminishes, as selecting from a pool of 5k solutions

attains a similar performance as selecting from 2k solutions.
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(a) Ratio for average distance (b) Ratio for minimum distance

Figure 4.5: Evaluation of greedy selection methods. Applied to 20 NETLIB
instances, with ϵ = 0.1 and k ∈ {2, 3, 5, 10}. For each instance, we conduct
all randomized methods over N = 50 repetitions. We set the benchmark
distance D̄k

avg and D̄k
min as defined in Equation (4.5), and use box-and-whisker

plots to report the relative average distance (with respect to D̄k
avg, left panel)

and relative minium distance (with respect to D̄k
min, right panel) for each of

the 20 instances.

Figure 4.6: Box plot of computational time (in seconds) of greedy selection
methods, for varying k. We remove outliers for this box plot. An outlier is
determined to be either below q1−1.5(q3−q1) or above q3+1.5(q3−q1), where
q1 and q3 denote the lower and upper quartiles.

4.6 Illustrative real-world applications

In this section we present two real-world applications where the methods discussed in

this chapter are applied. These use cases are meant to illustrate the practical value of

providing a diverse set of solutions instead of a single optimal solution.
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4.6.1 Feed calculator

In this application we are interested in determining which ingredients to use when

feeding livestock. The ingredients (and their amounts) are chosen such that the

feed mix meets all the nutrient requirements of the animal species that is to be fed,

while minimizing the total cost of the feed mix. This optimization problem has been

embedded into a free mobile app that is used by thousands of farmers all over the

world, see https://www.feedcalculator.org/. In the app, one can choose between

5 different animal species, over 30 animal-specific feed norms, and over 40 different

ingredients.

As an example, we consider a use case with 26 ingredients (e.g. maize, barley, wheat,

sunflower seeds, soybeans, etc.). For each ingredient, a decision variable is defined to

represent how much of said ingredient should be included in the final feed mix. The

optimal solution to this illustrative use case is visually depicted in Figure 4.7. This

solution utilizes cassava peelings, high quality maize bran, and maize as its three main

ingredients and achieves an objective value of 0.265 dollars per kg of feed mix.

Maize Bran (High Quality) 24%

Cassava Peelings (Whole Mash)

24%

Maize/Corn19%

Sunflower Seed Cake
8%

Soybean Cake (Fullfat)

7%

Cotton Seed Cake

6%

Meat Bone Meal (45% CP)

4%
Others

10%

Figure 4.7: Ingredient amounts (as % of the feed mix) associated with the
optimal solution

When we apply Random with k = 3 and ϵ = 0.05, we are able to obtain two alternative

solutions that both achieve a cost of 0.278 dollars per kg of feed mix. These solutions

are visually depicted in Figures 4.8a and 4.8b below.
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Maize Bran (High Quality) 23%

Cassava Peelings (Fine Mash)

23%

Maize/Corn
20%

Soybean Meal (Standard)
15%

Sunflower Seed Cake

10%
Wheat Bran

7%Bone Ash
2%

(a) Alternative solution 1

Maize Bran (High Quality) 22%

Maize/Corn

19% Cassava/Manioca/Tapioca
19%

Sunflower Seed Cake10%

Soybean Cake (Fullfat)
7%

Wheat Bran

6%

Cotton Seed Cake

6%

Barley

5%
Others

7%

(b) Alternative solution 2

Figure 4.8: Depiction of alternative near-optimal solutions derived using Algo-
rithm 4.2

The first alternative solution replaces the whole mash cassava peelings with fine mash,

and replaces soybean cake and cotton seed cake with soybean meal and wheat bran.

The second alternative solution is quite similar to the optimal solution. However, this

alternative solution reveals that one could replace the cassava peelings with standard

cassava without significantly increasing the total cost. By inspecting the optimal

solution (Figure 4.7), along with the alternative solutions (Figure 4.8), it seems that

near-optimal solutions to this problem require maize and cassava-related ingredients

as major components. However, there is still some flexibility to select other ingredients

to meet the nutritional constraints at a low cost.

While the total cost of the feed mix is, of course, important, there are other factors,

not included in the model, that can be equally (or even more) important for a farmer

who is deciding which ingredients to use in their feed mix. For example, they may

prefer to use ingredients that are locally available or they may find that certain feed

mixes are more palatable than others.

4.6.2 Industrial decarbonization

Our second real-world application is on optimizing decarbonization pathways for an

energy-intensive industry cluster in the Netherlands. We refer to ten Cate et al. (2024,

pp. 14-17) and Starreveld et al. (2024) for more details regarding the model. In

summary, three industrial sites are modeled in detail, on process unit level. These

sites produce fertilizer, oil-products and various other chemical products.

For the industrial sites, there are three primary options for reducing their carbon

emissions, which are: (i) hydrogen usage, (ii) electrification and (iii) carbon capture

and storage (CCS). Additionally, the model accounts for the surrounding infrastructure

in the region. Via investment, the electricity grid can be expanded, new hydrogen

pipelines can be built and existing natural gas pipelines can be retrofitted to transport
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hydrogen.

The objective function of the model is to maximize the total discounted profit

of the industry cluster. Time is discretized on a yearly basis over a horizon of

{2025, 2026, . . . , 2050}, although we are primarily interested in determining which

investment decisions ought to be taken in the coming five years. The model includes

160,213 variables (of which 4,929 are integer) and 158,646 constraints. The optimal

solution is summarized in Table 4.2 and achieves an objective value of 21.4 billion

euro. (For the purpose of anonymity, we only display aggregate data for the cluster as

a whole.)

Table 4.2: Aggregated capital expenditure (in millions of euro) associated with
the optimal solution

2025 2026 2027 2028 2029 2030

Hydrogen 1800

Electrification 70 30 50

CCS

Infrastructure 42 1

By applying Random with k = 3 and ϵ = 1%, we are able to obtain two alternative

solutions, which are displayed in Tables 4.3a and 4.3b. Both solutions achieve an

objective value of 21.2 billion euro.

Table 4.3: Depiction of alternative solutions derived using random direction
MGA method

(a) Alternative solution 1

2025 2026 2027 2028 2029 2030

Hydrogen 1800

Electrification 70 30 50

CCS 188

Infrastructure 50 8 17 38 36 46

(b) Alternative solution 2

2025 2026 2027 2028 2029 2030

Hydrogen 1800

Electrification 70 30 40

CCS

Infrastructure 71 15 41 39 29 108

If a practitioner were to only present the optimal solution to the stakeholders of the

industry cluster, one is likely to give the impression that this is the only route towards

meeting their decarbonization targets. However, by constructing two alternative

near-optimal solutions, we find that there exist alternative decarbonization pathways

that achieve a similar objective value, yet require different investments to be made

over the next five years.

For this problem there are also real-world considerations that are not explicitly

captured in the optimization model. For example, the alternative solutions presented
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in Table 4.3 may offer strategic advantages as their higher amounts of investment

in infrastructure enhance the flexibility and resilience of the regional energy system.

In practice, such qualities are critical in the face of evolving policy targets, market

volatility, and uncertain technological developments, making these alternative solutions

potentially more desirable than the nominally “optimal” solution.

4.7 Conclusion

This chapter investigates the problem of constructing a diverse set of near-optimal

solutions for large-scale linear optimization problems. We review and numerically

compare existing methods within the Modeling to Generate Alternatives stream of

literature and identify the random direction method by Berntsen and Trutnevyte (2017)

as a suitable benchmark. Our evaluation shows that this simple and parallelizable

method performs well in terms of both average and minimum Euclidean distance

across a range of NETLIB test instances.

In an effort to improve upon this benchmark, we propose two novel algorithms inspired

by recent work on convex maximization (Ben-Tal and Roos, 2022). Our sequential

distance maximization algorithms aim to maximize diversity by greedily maximizing

distance in a sequential manner. Surprisingly, we find that Algorithm 2, which simply

evaluates the gradient of the partial sum of distances at a fixed center point, often

outperforms the more elaborate Algorithm 1. However, both sequential algorithms

exhibit diminishing returns as the number of desired solutions k increases. We observed

a zigzagging behavior in the solution sets for k ≥ 5, where solutions alternate between

two regions of the near-optimal solution space, resulting in lower within-group diversity.

This may indicate a limitation of sequential greedy distance maximization approaches.

Furthermore, we suggest a possible improvement to the random direction method

by Berntsen and Trutnevyte (2017), which is to greedily select a maximally diverse

subset from a larger pool of candidate solutions generated by this method. We observe

that this approach does increase diversity in the final solution set (at the cost of extra

computational time). Given its simplicity and parallelizability, the random direction

method combined with post-hoc selection appears to be a robust and practical choice.

In terms of further research, we believe that there is potential to further improve the

random direction method. Here we describe two ideas. One is to use the fact that,

when we have found an optimal solution for a given direction, then via the Karush-

Kuhn-Tucker conditions, one can define a cone of directions that, when optimized

for, will lead to the same optimal solution. Hence, one could implement a rejection

sampling scheme and reject directions that are in (or close to) one of these cones.
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Another idea is to store and utilize the intermediate solutions generated by certain

algorithms, such as the simplex method, and use them as candidate alternatives to

improve computation time.

In conclusion, our results provide practical guidance and theoretical insights for

constructing a diverse set of solutions for continuous large-scale linear optimization

problems.
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4.A Details on reformulation from Ben-Tal and den Hertog

(2014)

As mentioned in Section 4.5.1, once we have converted the objective and feasible

region to be quadratic and ellipsoidal, Problem (4.10)-(4.11) can be rewritten as a

conic quadratic problem:

(−)min δ⊤y + ϵ⊤z (4.16)

s.t. α⊤y + β⊤z+ c ≤ 0 (4.17)

1

2
z2i − yi ≤ 0, i = 1, . . . , n. (4.18)

This reformulation requires that the matrices F and D are simultaneously diagonal-

izable, which implies that there exists a nonsingular matrix S such that both S⊤FS

and S⊤DS are diagonal. This can be verified using the steps described in (Ben-Tal

and den Hertog, 2014). See a summarized description below:

• Note that F is positive definite

• Compute the Cholesky factorization F = GG⊤

• Compute C = G−1DG−⊤

• Compute the Schur decomposition Q⊤CQ = diag(α1, . . . , αn)

• Compute S = G−⊤Q

⇒ S⊤FS = I and S⊤DS = diag(α1, . . . , αn).

Note that if one is maximizing the sum of squared Euclidean distances, our original

objective is already quadratic. Furthermore, as D = −2I, the verification steps for

simultaneous diagonalizability can be done more efficiently by doing the following

steps:

• Compute the Eigen decomposition Q⊤FQ = diag(α1, . . . , αn)

• Set S = Q

⇒ S⊤DS = −2I (since Q is orthonormal) and S⊤FS = diag(α1, . . . , αn).
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4.B Additional results

4.B.1 Computation time of existing MGA methods

In Figure 4.9 we report the average computation time (in seconds) for each of the exist-

ing MGA methods when applied to the experimental setup described in Section 4.4.2.

Note that these results do not account for the ability to parallelize Random, VarMM

and Combo.

Figure 4.9: Box plot of computational time (in seconds) of the four methods
described in Section 4.4, for varying k.

4.B.2 Line method performance deteriorates as problem dimension

increases

Here we present a numerical experiment where we assume P to be an n-dimensional

unit hypercube and randomly generate 10,000 search directions c1, . . . , c10,000. For

each search direction cj , we compare the distance achieved via the line method (where

we use the line from the center of the hypercube in the direction cj) with the distance

achieved by maximizing in the direction cj .

Let xc denote the center of P (i.e., xc = ( 12 ,
1
2 , . . . ,

1
2 )), let xl denote a solution obtained

via the line method and let xm denote a solution obtained via maximizing in the

direction. As P is a hypercube, the line method will at worst be orthogonal to one

of the constraints (i.e. cj = ei for some single index i ∈ {1, . . . , n}), which implies

that using the line method will provide: ∥xl − xc∥2 ≥ 1
2 . On the other hand, we know

that the Euclidean distance from xc to any of the vertices is
√
n/2, which implies that

solving in any direction will provide: ∥xm − xc∥2 =
√
n/2.

In Table 4.4 we report the summary statistics on the ratio ∥xl−xc∥2

∥xm−xc∥2
for the 1,000

randomly generated search directions. Theoretically, the line method should also

be able to reach any of the 2n vertices of the hypercube. However, what we find
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in practice is that the relative performance of the line method deteriorates as the

dimension n increases.

Table 4.4: Summary statistics on relative performance of line method vs
direction method when utilizing 10,000 random directions from the center of a
hypercube of dimension n.

n min median max
2 0.71 0.77 1.00
10 0.33 0.53 0.80
100 0.22 0.37 0.50
1000 0.20 0.29 0.37

4.B.3 Effect of ellipsoid scale in Algorithm 4.1

To demonstrate the performance gap between Algorithm 4.1 and Algorithm 4.2, we

generate 44 random polytopes (n = m = 1000) and construct Pϵ with ϵ ∈ {1%, 10%}.
We consider the distance maximization problem for k = 2. For each Pϵ, we test

Algorithm 4.1 with different ellipsoid sizes. We start with the inscribed ellipsoid

centered around the “MaxMin” center, then expand its size with a scale factor

from {0, 0.5, 1, 3, 10, 30, 100, 300}. When the scale factor is 0, we run Algorithm 4.2

and obtain xB. When the scale factor is 1, it is the inscribed ellipsoid shown in

Equation (4.9).

Figure 4.10: The distribution of distance ratio |x̄2 − x⋆|2/|xB − x⋆|2 under
different ellipsoid scale factors. The result is aggregated over 44 random LP
polytope instances, with ϵ = 1% (left panel) and ϵ = 10% (right panel). xB

is the solution by Algorithm 4.2 (zero scale factor). x̄2 is the solution by
Algorithm 4.1 (non-zero scale factor). The black line represents the average
distance ratio. The blue band represents the interquartile range (IQR), with
the upper and lower quartiles for each scale factor. Note that the x-axis is in
log10 scale.

For Algorithm 4.1 with each scale factor, we compute its solution x̄2 and the relative

distance ratio compare to the benchmark: |x̄2 − x⋆|2/|xB − x⋆|2, where xB represents
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the solution obtained by Algorithm 4.2. When the scale factor is 0, this ratio is always

1. For the 44 random instances, we report the mean, upper, and lower quantiles

of this ratio in Figure 4.10. We observe that for both ϵ values, the performance of

Algorithm 4.1 presents larger variability as the ellipsoid scale factor increases. In

terms of the average performance (black line, average distance ratio over 44 instances),

we observe that Algorithm 4.1 performs better when the scale factor increases from 1

to 10, and its performance decreases when the scale factor is larger than 100.



Chapter 5

Combining Simulation with Machine Learning and

Optimization to Assess Green Hydrogen Production

via Offshore Wind in the Dutch North Sea

5.1 Introduction

Hydrogen is expected to play a key role in the transition towards a sustainable energy

system. Both the European Commission and the Dutch government have set ambitious

targets for the deployment of green hydrogen (European Commission and Directorate-

General for Communication, 2022; Ministry of Economic Affairs and Climate Policy,

2024), which refers to hydrogen that is produced via water electrolysis powered by

renewable electricity. The North Sea is one of the world’s most active regions for

offshore wind development and provides a favorable environment for the production of

green hydrogen. While pilot projects are progressing (Nexstep, 2021; RWE Renewables

GmbH, 2022), the economic viability of large-scale offshore wind-to-hydrogen systems

remains an open question.

To assess this viability of green hydrogen production, various contemporary studies

utilize highly-detailed mathematical simulation models. Notable examples of such

simulation-based studies are the following. Egeland-Eriksen and Sartori (2024) in-

vestigate green hydrogen production via a 1.5 GW offshore wind farm close to the

Norwegian island of Utsira. Hill et al. (2024) assess the costs for offshore wind farms

in the United Kingdom. Calado et al. (2024) compare offshore and onshore system

configurations, with a focus on assessing the influence of electricity market regulation,

for the Iberian Peninsula. Singlitico et al. (2021) examine the economic feasibility

of hydrogen production from offshore wind power hubs for a 12 GW energy island

located 380 km from the coast of Denmark. Finally, Travaglini et al. (2025) analyze

115
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various large-scale offshore wind-based hydrogen production systems in the Dutch

North Sea region, and their simulation framework serves as the foundation for this

study.

Although such simulation-based studies can provide valuable insights into system

design, costs, and operational performance, the outputs of these models are often

highly dependent on user-provided inputs. An input may reflect either a decision

or a parameter: a decision corresponds to a controllable choice (e.g., the sizing of

an electrolyzer), whereas a parameter reflects exogenous information (e.g., the costs

associated with installing offshore wind turbines). When modeling future hydrogen

production systems, for which empirical data are limited and expert opinions can

vary considerably, it is often unclear which decisions ought to be made or what the

parameter settings of a simulation model should be.

A common technique for addressing the issue of input dependence is to perform

a sensitivity (or Monte Carlo) analysis, which examines how changes to a model’s

inputs affect its outputs (Saltelli et al., 2004). However, this type of analysis does

not distinguish between decisions and parameters, limiting its prescriptive value.

Furthermore, performing such an analysis in a comprehensive manner (e.g., a global

sensitivity analysis) may require a computationally infeasible number of simulation

runs.

Alternatively, one could address the issue via simulation–based optimization, which

does distinguish between decisions and parameters. An overview of this broad class

of methods is given by Amaran et al. (2016). While heuristic and metaheuristic

algorithms (such as local search and simulated annealing) are popular and can be

effective in certain settings (de Sousa Junior et al., 2019), such algorithms require

the objective and constraint(s) to be known a priori and are not designed to provide

insight into the input-output relationships of a simulation model. Another approach

within simulation-based optimization is to use surrogate modeling, where statistical or

machine learning models are used to approximate the simulation outputs and guide the

search for optimal solutions; see Cozad et al. (2014) and Kleijnen (2017) for overviews.

In this paper, we utilize a surrogate modeling approach based on recent advances

in “optimization with constraint learning”, see Fajemisin et al. (2024) for a survey

on the topic. Our approach, inspired by Maragno et al. (2025), restricts itself to

using surrogate machine learning (ML) models that can be directly embedded into

mixed-integer optimization (MIO) problems. This class of models offers two key

advantages over classical surrogate models, such as Kriging. First, modern ML models

can be efficiently trained on large datasets, which enables the approach to be more

effective in data-rich settings. Second, by ensuring that the surrogate models are
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“MIO-representable”, one can directly optimize over them by leveraging commercial

MIO solvers, thereby avoiding the need for custom optimization algorithms. This

direct integration between ML and optimization allows the objective to be redefined,

constraints to be added or removed, and the resulting problem(s) to be solved, with

minimal additional computation time.

For an example of a more conventional surrogate modeling approach, we refer to Liu

et al. (2024), who also combine simulation with machine learning and optimization to

study hydrogen production. Note that their approach considers a single fixed problem

instance and involves a custom genetic algorithm to optimize over the surrogate models.

Our approach differs, as we are able to consider multiple stakeholder-defined problem

instances and solve these using a standard commercial MIO solver.

5.1.1 Contribution and novelty

We present an effective approach for optimizing system design decisions related to

offshore wind-based green hydrogen production. A key advantage of our approach,

with respect to alternative simulation-based optimization methods, is its flexibility.

The user is able to modify the objective or the constraints without having to re-solve

the problem from scratch. This is particularly beneficial in dynamic settings with

multiple stakeholders and objectives. Our approach aligns with a “human-in-the-loop”

approach to decision-making (Lombardi and Pfenninger, 2025), where the provided

solution(s) can be refined through interaction between stakeholders and the decision

support tool. Additionally, our approach enables the user to quickly assess the cost of

imposing a constraint, or to efficiently analyze specific situations and explore tradeoffs.

To the best of our knowledge, we are the first to apply optimization with constraint

learning to this problem domain. While this approach has been successfully applied in

other domains, such as radiotherapy (Maragno et al., 2024), voltage regulation (Chen

et al., 2020), molecular design (McDonald et al., 2024), lot-sizing (Tremblet et al.,

2025) and organ allocation (Papalexopoulos et al., 2024), our application in optimizing

green hydrogen production via offshore wind represents a novel contribution to the

scientific literature.

5.1.2 Structure

The main body of the paper is organized as follows. In Section 5.2, we briefly describe

the simulation framework developed by Travaglini et al. (2025) and discuss how it is

used herein. In Sections 5.3 and 5.4, we describe the problem we seek to address and

the approach we take for tackling this problem. Finally, in Section 5.5, we present
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our results and in Sections 5.6 and 5.7, we discuss our findings and suggest some

conclusions.

5.2 Simulation framework for green hydrogen production

The study builds on a techno-economic simulation framework that emulates green

hydrogen production from dedicated offshore wind farms (Travaglini et al., 2025). The

simulation model (Travaglini and Frowijn, 2025) accurately captures the operational

behavior of both alkaline (ALK) and proton exchange membrane (PEM) electrolyzers

across a wide range of conditions. It supports the evaluation of electrolyzer types,

as well as other system design choices, with a particular focus on the interactions

between components and the intermittency of offshore wind power.

One of the primary goals of the framework is to estimate the “levelized cost of

hydrogen” (LCOH). This metric is calculated by dividing the total sum of costs by

the total amount of hydrogen that is produced by the system (within a certain time

horizon).

The modeling framework consists of multiple steps, as shown in Figure 5.1. Starting

from the estimation of the gross electrical output of the wind farm from real-world

offshore wind speed and direction data, energy losses are subsequently estimated

to determine the available power supplied to the electrolyzer at each timestep. A

detailed electrolysis module is then employed to replicate the operational behavior

of the electrolyzer stack and auxiliary systems, allowing for the calculation of the

hydrogen output available for injection into an onshore hydrogen grid.

Figure 5.1: Overview of the techno-economic simulation framework developed
by (Travaglini et al., 2025)

Highly detailed modules are used to simulate the wind farm and electrolyzer, see

Appendix 5.A for more information. Other components, such as pipelines, compressors,

desalination units, and electrical infrastructure are emulated using simplified modules.

In this study, we use wind speed and direction data sampled at 10-minute intervals.
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This temporal resolution aligns with the typical averaging interval of wind farm power

curves provided by manufacturers (Sohoni et al., 2016), and it enables reasonably

accurate modeling of electrolyzer dynamics, including temperature variations, degra-

dation behavior, and cold-start effects (Travaglini et al., 2025). This is important as

coarser time steps are likely to result in an overestimation of the hydrogen production

potential (Travaglini et al., 2024).

5.3 Problem description

The techno-economic simulation framework described in the previous section is capable

of accurately evaluating different configurations of offshore wind-based hydrogen

production systems. However, the outputs of the simulation are highly dependent

on the inputs, which consist of a collection of decisions as well as various technical

and economic parameters. To highlight this point, Travaglini et al. (2025) perform a

sensitivity analysis on their case study and find that the estimated LCOH can range

anywhere from 3.0 to 10.5 euros per kilogram of hydrogen. The inputs and outputs of

this simulation framework are visually illustrated in Figure 5.2.

Simulation model Economic model

Physical flows

LCOH

Decisions

Technical parameters Economic parameters

Figure 5.2: Visualization of the input-output relationships in the techno-
economic simulation framework. The rectangles represent models, the diamond
represents input decisions, the parallelograms represent input parameters and
the ellipses represent model outputs. We use the same color scheme as in
Figure 5.1.

The simulation model requires the user to specify a set of decisions, which define the

configuration of the wind-to-hydrogen production system. These decisions span both

continuous and discrete variables, including asset sizing, technology selection, and

locational attributes. Table 5.1 provides an overview of the decision variables considered

in this study, along with their respective domain and unit of measurement (UoM).

These choices directly influence the technical performance of the system and indirectly

influence the LCOH.
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Table 5.1: Overview of the decisions under consideration

Decision Type Domain UoM

Number of wind turbines Integer [34, 134] [turbines]

Electrolyzer location Discrete {Onshore, Offshore} —

Electrolyzer type Discrete {ALK, PEM} —

Electrolyzer capacity Integer [5, 20] [100 MW]

Distance to shore Discrete {50, 100, 200} [km]

Cable type Discrete {AC, DC} —

For each simulation model evaluation, technical input parameters are also required.

Due to the relatively low technology readiness level of large-scale electrolyzer systems,

the technical parameters considered most uncertain are the energy consumption

and degradation rates of the ALK and PEM electrolyzers. For these uncertain

parameters, we construct continuous interval domains using the lower and upper

bounds from Travaglini et al. (2025), which were determined using literature analysis

and expert consultation. See Table 5.2 for an overview.

Table 5.2: Overview of the uncertain technical parameters

Parameter Lower bound Upper bound UoM

Electrolyzer energy consumption (ALK) 47.1 55.6 [kWh/kg]

Electrolyzer energy consumption (PEM) 49.2 58.1 [kWh/kg]

Electrolyzer degradation rate (ALK) 4.00× 10−6 6.85× 10−6 [V/h]

Electrolyzer degradation rate (PEM) 4.29× 10−6 6.60× 10−6 [V/h]

After specifying the decisions and technical input parameters, the simulation model

is able to simulate the physical flows through the system, and, given these flows,

the economic model is able to estimate the LCOH. However, this last step requires

specifying a number of economic input parameters and many of these parameters

are considered to be uncertain (Travaglini et al., 2025). Similarly to the uncertain

technical parameters, we adopt the lower and upper bounds from Travaglini et al.

(2025) to construct interval domains. See Table 5.3 for an overview.
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Table 5.3: Overview of the uncertain economic parameters

Parameter Lower bound Upper bound UoM

CAPEX wind turbines 2,007,300 2,839,400 [€/MW]

O&M wind turbine 0.029 0.06 [% of CAPEX]

O&M reverse osmosis unit 0.02 0.025 [% of CAPEX]

CAPEX electrolyzer (ALK) 350,000 1,000,000 [€/MW]

O&M electrolyzer (ALK) 0.02 0.04 [% of CAPEX]

Replacement cost electrolyzer (ALK) 0.4 0.55 [% of CAPEX]

CAPEX electrolyzer (PEM) 500,000 1,400,000 [€/MW]

O&M electrolyzer (PEM) 0.015 0.04 [% of CAPEX]

Replacement cost electrolyzer (PEM) 0.4 0.55 [% of CAPEX]

CAPEX H2 pipelines (onshore) 320,000 840,000 [€/km]

O&M H2 pipelines (onshore) 0.008 0.07 [% of CAPEX]

CAPEX H2 pipelines (offshore) 360,000 580,000 [€/km]

O&M H2 pipelines (offshore) 0.008 0.07 [% of CAPEX]

CAPEX compressor (onshore) 800,000 4,000,000 [€/MW]

O&M compressor (onshore) 0.017 0.04 [% of CAPEX]

CAPEX compressor (offshore) 2,200,000 6,700,000 [€/MW]

O&M compressor (offshore) 0.017 0.04 [% of CAPEX]

CAPEX inter-array cables 194,000 500,000 [€/km]

O&M inter-array cables 0.002 0.022 [% of CAPEX]

CAPEX cables (AC) 3,000,000 6,840,000 [€/km]

O&M cables (AC) 0.005 0.025 [% of CAPEX]

CAPEX substructure (AC) 186,600 345,740 [€/MW]

O&M substructure (AC) 0.015 0.025 [% of CAPEX]

CAPEX cables (DC) 800,000 6,800,000 [€/km]

O&M cables (DC) 0.002 0.03 [% of CAPEX]

CAPEX substructure (DC) 565,000 807,750 [€/MW]

O&M substructure (DC) 0.015 0.023 [% of CAPEX]

CAPEX H2 substation 141,000 318,000 [€/MW]

O&M H2 substation 0.002 0.01 [% of CAPEX]

The LCOH, along with the quantity of hydrogen produced, are the two primary outputs

of interest in this study. However, there are many more outputs that can be obtained

from utilizing the simulation framework. In collaboration with industrial stakeholders

and academic researchers, we construct a list of six key performance indicators for

offshore wind-based hydrogen production. These are: amount of hydrogen produced,

amount of brine produced as a byproduct, amount of electricity curtailed, electrolyzer

capacity factor (CF), wind farm CF and LCOH. Note that this list extends beyond the

techno-economic performance indicators that are commonly analyzed in contemporary

studies, such as (Hill et al., 2024; Singlitico et al., 2021; Rogeau et al., 2023), as we

also include brine waste due to its potential environmental impact (Ibrahim et al.,

2022).



122 Combining Simulation with Machine Learning and Optimization

Given this setup, we can now formalize our problem description. Let y1, . . . , y6

represent the six outputs listed above, let the vector x represent the decisions under

consideration and X the domain for these decisions. Furthermore, let zt represent the

uncertain technical parameters and let ze represent the uncertain economic parameters.

For each uncertain parameter, we assume that it resides within the lower and upper

bounds specified in Tables 5.2 and 5.3. Each output yk can be written as a function

of the inputs, i.e., yk = Fk(x, zt, ze), where Fk denotes utilizing the techno-economic

simulation framework of Travaglini et al. (2025) to evaluate output yk, for k = 1, . . . , 6.

Imagine that a stakeholder is interested in using the techno-economic simulation

framework to determine optimal decisions for a specific problem instance, where a

problem instance consists of the following: (i) a primary output yj that he/she would

like to minimize, (ii) a requirement bk for each alternative output k ̸= j and (iii) a

restricted decision domain XP ⊆ X , where XP may contain additional constraints or

conditions imposed by the stakeholder or the specific problem context. This can be

written as an optimization problem:

min
x∈X

Fj(x, zt, ze)

subject to Fk(x, zt, ze) ≤ bk, ∀k ̸= j

x ∈ XP .

(P )

Here we assume, without loss of generality, that lower values are preferable for all

outputs, hence the minimization problem (note that one can flip the sign of the output

if necessary).

There are two issues with solving Problem (P ). First, the problem is ill-defined as

zt and ze are uncertain. Second, the functions Fk are not assumed to have a known

functional form, which implies that we are not able to derive any explicit gradients or

structural properties that might aid in optimization. The functions may be queried for

particular inputs and one could, in principle, attempt to solve (P ) using brute-force

enumeration, zero-order optimization techniques, or finite-difference gradient methods.

However, due to the high dimensionality of (x, zt, ze) and the fact that each evaluation

requires approximately 60 seconds, these approaches are rendered computationally

prohibitive.

In the following section we describe an approach that enables us to approximately solve

such stakeholder-defined problem instances in a computationally efficient manner (or

provide reasonable alternative solutions if the problem instance is deemed infeasible).
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5.4 Our approach

First, note that for the framework depicted in Figure 5.2, the simulation model

requires approximately one minute per simulation, while the economic model is able

to compute the LCOH within milliseconds. This implies that the simulation model is

the primary computational bottleneck in the framework described in Section 5.2. Due

to the ability to quickly compute the LCOH, we are able to “resolve” the uncertainty

surrounding the economic parameters ze, by estimating appropriate risk measures,

such as the expectation (E) and conditional value-at-risk (CVaR), via Monte Carlo

sampling (Shapiro, 2003). As such, the methodology we present in this section focuses

mainly on the inputs to the simulation model (the decisions x and the uncertain

technical parameters zt).

Our methodology is as follows. First, we utilize a screening to determine which inputs

are the most influential and use this information to exclude the least influential inputs

from the rest of our analysis. Then, data is collected and used to construct surrogate

ML models that are “MIO-representable” and computationally tractable. Finally, we

use the surrogate models to approximately solve any arbitrary stakeholder-defined

problem instance.

5.4.1 Input screening

The simulation model requires six decision variables (x1, . . . , x6) and two uncertain

technical parameters (z1 and z2) as inputs (see the description in Section 5.3 for more

information). By identifying and retaining only the most influential inputs, we are

able to reduce the dimensionality of the problem. This improves the signal-to-noise

ratio, mitigates overfitting, and improves model interpretability (Woods and Lewis,

2017). Moreover, when our surrogate models are embedded into downstream MIO

problems, a lower-dimensional input space is advantageous in terms of computational

efficiency. As such, it is advisable to first perform an input screening and (potentially)

discard the least impactful simulation inputs.

In settings with high experimental costs or a high number of inputs, it is advisable to

use a screening design of experiments, such as the Plackett–Burman design (Plackett

and Burman, 1946). However, in our setting we only consider eight inputs and can run

a simulation within minutes. Therefore, we are able to utilize a 2-level full factorial

design (where we treat the distance to shore as a 3-level input). This design prescribes

384 (2× 2× 2× 3× 2× 2× 2× 2) experiments/simulation runs that include all possible

high/low permutations of the simulation input values. We refer to Montgomery (2017)

for more information on the topic of design of experiments.
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For each of the 384 simulation runs, we evaluate the resulting LCOH across 10,000

economic scenarios. These scenarios are generated by independently sampling each

uncertain economic parameter from a uniform distribution over its specified bounds

(see Table 5.3), and are used to estimate risk measures for the LCOH.

We then standardize the input data and fit a linear regression model to the data

by minimizing the sum of squared errors. The coefficients of the regression model

provide rough estimates of the first-order (linear) effects of each simulation input,

which we can then use to determine the relative influence of each input on each output

of interest. Thus, for each simulation run i = 1, . . . , 384, we evaluate an input vector

(x1i, . . . , x6i, z1i, z2i) and observe each output yki. We use this data to fit the following

model: yki = α+ βk1x1i + · · ·+ βk6x6i + βk7z1i + βk8z2i + ϵi, where βkj provides an

estimate of the effect of the j-th simulation input on output yk.

To assess the significance of these effects, we examine the p-values pkj associated with

the null hypothesis H0 : βkj = 0 and identify the simulation inputs for which we find

that pkj > 0.05,∀k. If this is the case, the corresponding simulation input is fixed to

its nominal value (see Table 5.9 in Appendix 5.A.3) and assumed to be constant during

the rest of our analysis. Doing this allows us to potentially reduce the simulation

input domain from (x, zt) ⊆ R8 to a lower-dimensional subspace (x̂, ẑt) ⊆ Rd, where

d ≤ 8 denotes the number of retained inputs post screening.

5.4.2 Data collection and machine learning

Having done an input screening and (potentially) fixed the inputs for which the

estimated effect was not deemed sufficiently large, we collect data for the purpose

of training ML models to predict our outputs of interest. We collect data from N

simulation model evaluations and, for each simulation run, we also compute the

resulting LCOH across 10,000 economic scenarios (which are randomly generated in

the same manner as described in Section 5.4.1) to estimate risk measures for the

LCOH. In our case, N is not fixed a priori, but increased incrementally until the ML

models reach an acceptable degree of accuracy (based on out-of-sample testing).

We utilize the collected data to train and test machine learning models to predict the

simulation outputs, using the simulation inputs as model features. The types of ML

models we use in our approach must be MIO-representable, which implies that the

input-output mapping of these models can be rewritten using continuous and integer

variables, along with linear constraints (Maragno et al., 2025). This class of ML

models includes: linear and logistic regressions (LR), support vector machines (SVM),

classification and regression trees (CART), random forests (RF), extreme gradient
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boosting (XGB), gradient-boosting machines (GBM), multilayer perceptrons with a

rectified linear unit activation function (MLP).

For each output yk, we have access to a dataset {x̂i, ẑt, yki}Ni=1 with N data points.

These data can be used to construct a surrogate ML model fk, where fk(x̂, ẑt) ≈ yk.
We do this as follows. First, we randomly splitting the data into training, validation,

and testing sets, using an 80%-10%-10% split. Next, we perform hyperparameter

tuning via grid search (see Table 5.10 in Appendix 5.B), combined with 5-fold cross-

validation on the training set. The best-performing model is selected based on its

mean squared error on the validation data. The testing set is held out entirely during

training and tuning, and is used exclusively to evaluate the final model’s predictive

accuracy. Thus, for each output yk, a trained ML model fk is saved and used in the

following step.

5.4.3 Optimization using surrogate machine learning models

The final step in our approach is to embed our trained surrogate ML models into

optimization problem formulations. The embedding of ML models into optimization

problem formulations is commonly referred to as “constraint learning” (see Fajemisin

et al. (2024) for an overview of the topic). ML models can be embedded in various ways,

see for example (Anderson et al., 2020; Ammari et al., 2023). For more information

on the specific embedding formulations used in this study, we refer to Section 2.2

of Maragno et al. (2025).

Imagine we are interested in solving Problem (P ), as described earlier in Section 5.3.

Using our surrogate ML models (f), we can now approximate this problem and solve

the following:

min
x̂∈X̂

fj(x̂, ẑt)

subject to fk(x̂, ẑt) ≤ bk, ∀k ̸= j

x̂ ∈ X̂P .

(P̂ )

Note that in this formulation, the difficult to optimize functions Fk are replaced by the

more tractable surrogate models fk. Additionally, the uncertain parameter vector zt

is replaced by ẑt, which represents a deterministic parameter vector specified by the

user.

Note that the uncertain economic parameters ze do not appear in this formulation as

our surrogate models for the LCOH-related outputs are trained to directly predict the

expectation (or CVaR) of the LCOH with respect to the distribution of ze. We utilize
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Monte Carlo sampling to evaluate these risk measures, where we assume that each

parameter is independently and uniformly distributed within its respective domain.

While MIO problems such as Problem (P̂ ) are non-convex and, in general, “NP-hard”,

for many practical cases optimal (or near-optimal) solutions can be found in reason-

able time using standard optimization solvers. As we demonstrate in Section 5.5.2,

commercial solvers such as Gurobi are able to solve our problem instances within

seconds.

5.5 Results

In this section, we present the results obtained by applying our methodology to

the problem described in Section 5.3. First, in Section 5.5.1, we perform the input

screening, summarize the collected simulation data and use this data to train (and

evaluate the accuracy of) the surrogate ML models. In Section 5.5.2, we illustrate how

our surrogate models can be used to obtain and evaluate solutions in a dynamic manner.

In Section 5.5.3 we showcase how our surrogate models can be used to analyze specific

situations and explore trade-offs. All computations are conducted on a 64-bit Windows

machine equipped with a 2.80 GHz Intel Core i7 processor with 32 GB of RAM. All

optimization problems are solved using Gurobi 12.0. The code is publicly available

at: https://github.com/JustinStarreveld/hydrogen-prod-simopt-via-ocl.

5.5.1 Input screening, data and surrogate models

Table 5.4 presents the estimated first-order effects (βkj) of each simulation input on

the two primary outputs of interest: hydrogen production and the expected levelized

cost of hydrogen. The estimated effects on the remaining outputs are provided in

Table 5.11 in Appendix 5.C. Statistically significant effects (with p-values below 0.05)

are highlighted in bold.

We observe that the cable type and electrolyzer degradation rate exhibit no statistically

significant effect on any of the considered outputs. Therefore, these two inputs are

fixed to their nominal value and excluded from consideration in the following steps

(data collection, surrogate modeling, and optimization). Specifically, the cable type is

set to “AC”, while the electrolyzer degradation rate is fixed at 5.04× 10−6 for ALK

and 4.85× 10−6 for PEM.

This procedure results in a single remaining uncertain technical parameter: the elec-

trolyzer power consumption (zη), and five remaining decision variables: number of

wind turbines (xWT ), electrolyzer location (xEL), electrolyzer type (xET ), electrolyzer
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Table 5.4: Estimated effects (βkj) of each simulation input on the two most
important outputs of interest. Statistically significant effects (where the p-value
is less than 0.05) are highlighted in bold.

Simulation input Hydrogen production [kt/y] E(LCOH) [€/kg]

Number of wind turbines 3.926 -1.195
Electrolyzer location -0.021 0.186
Electrolyzer type 0.232 -1.423
Electrolyzer capacity 2.943 -0.159
Distance to shore -0.331 0.739
Cable type 0.006 0.135
Electrolyzer energy consumption -0.840 1.259
Electrolyzer degradation rate -0.024 0.035

capacity (xEC) and distance to shore (xDTS). Thus, we have:

x̂ = (xWT , xEL, xET , xEC , xDTS) , and ẑt = (zη). (5.1)

To characterize the boundaries of the reduced simulation input domain (x̂, ẑt) ⊆ R6, we

construct a 2-level full factorial design of experiments comprising 96 (2×2×2×3×2×2)
simulation runs. In addition, we collect data from 4,000 simulation runs, where the

input values are randomly and uniformly sampled from their respective domains.

Collecting this data was done in parallel (using 4 cores) and took approximately 48

hours. A visual summary of the resulting 4,096 data points is provided in Figure 5.3.
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Figure 5.3: Box and whisker plots for each output in our dataset. The mean is
depicted as a black circle.

Figure 5.3 showcases the substantial variability in the simulation framework’s outputs

that arises from variation in the simulation inputs. For example, the expected LCOH
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can be anywhere from 4 to 29 euros per kilogram of hydrogen, depending on x̂ and ẑt.

In the next step, we use this data to train surrogate ML models to predict an output

on the basis of the simulation inputs. Table 5.5 reports the best-performing model

type for each output, together with its out-of-sample predictive accuracy.

Table 5.5: Results from fitting the ML models to our data. We report the
best model, along with its coefficient of determination (R2), mean absolute
error (MAE) and mean absolute percentage error (MAPE), as evaluated on
the testing data.

Output UoM Best model R2 MAE MAPE

Hydrogen production [kt/y] XGB 0.99 2.35 0.03
Brine waste [kt/y] XGB 0.99 26 0.03
Electricity curtailment [GWh/y] MLP 0.99 39 0.02
Wind farm capacity factor [-] GBM 0.98 0.01 0.02
Electrolyzer capacity factor [-] MLP 0.99 0.01 0.02
E(LCOH) [€/kg] GBM 0.73 1.05 0.11
CVaR90%(LCOH) [€/kg] MLP 0.74 1.06 0.10

The physical flow-related outputs (e.g., hydrogen production, brine waste, curtailment

and the capacity factors) are predicted with high accuracy, as the mean absolute

percentage errors (MAPE) is ≤ 3% for these outputs. In comparison, the cost-related

outputs are more challenging to predict, with mean absolute percentage errors of

11% and 10%. While less precise, these models can still function as effective guides in

the optimization phase of our methodology, which we demonstrate in the following

section.

5.5.2 Flexible exploration of solutions

This section illustrates how, once we have the trained ML models, we are able to

provide a fast and flexible optimization tool, where the objective or constraints can be

easily modified and a new solution can be obtained within seconds. Additionally, we

illustrate how the obtained solutions can be evaluated using the simulation framework

in order to verify the accuracy of the surrogate ML model predictions.

Suppose a stakeholder wishes to minimize the expected LCOH, under the assumption

that the power consumption of the electrolyzer will be equal to the midpoint between

its lower and upper bounds, i.e., ẑmt = (zη) =
(
(zuη,ET − zlη,ET )/2

)
, where zuη,ET and

zlη,ET denote the upper and lower bounds of the electrolyzer energy consumption for

electrolyzer type ET ∈ {ALK, PEM}. This can be written as follows:

min
x̂∈X̂

fE(LCOH)(x̂, ẑ
m
t ). (P1)
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By embedding the best-performing ML model for the output E(LCOH) into a mixed-

integer optimization problem formulation (see Section 5.4.3) and solving the MIO

problem using Gurobi, we obtain a solution to Problem (P1) within 0.3 seconds. Let

this solution be denoted as x̂⋆
P1
. The decisions corresponding to x̂⋆

P1
are shown in

Table 5.6.

Table 5.6: Solution to Problem (P1)

Decision Value UoM

Number of wind turbines 89 [turbines]

Electrolyzer location Offshore —

Electrolyzer type PEM —

Electrolyzer capacity 2000 [MW]

Distance to shore 50 [km]

After obtaining this solution, the stakeholder is able to evaluate the performance

of the solution under variation in the electrolyzer energy consumption parameter

(i.e., zη ∈ {49.2, 53.7, 58.1} kWh/kg). Using our surrogate ML models (f), we can

provide a prediction for the performance within milliseconds. Additionally, we can

utilize the simulation framework (F ) to evaluate the accuracy of these predictions

(this requires three simulation evaluations and takes approximately three minutes in

total). The performance of solution x̂⋆
P1

is shown in Figure 5.4.
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Figure 5.4: Performance evaluation of the solution described in Table 5.6. We
show the surrogate model prediction (f) and the simulated performance (F )
for each output, where the electrolyzer energy consumption parameter is set to
its lower bound, midpoint or upper bound.

Now suppose that the stakeholder does not find this solution to be particularly

desirable. For example, the stakeholder may wish to limit the amount of brine waste to
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a maximum of 1,000 kilotons per year. Additionally, the stakeholder may be reluctant

to support the construction of a wind farm 50 kilometers from the shoreline, as such

proximity may result in visual intrusion on the coastal landscape. Due to the flexibility

of our approach, the stakeholder can simply add these constraints to the optimization

problem formulation:

min
x̂∈X̂

fE(LCOH)(x̂, ẑ
m
t )

s.t. fBrine waste(x̂, ẑ
m
t ) ≤ 1000 [kt/y],

xDTS ≥ 100 [km],

(P2)

and solve Problem (P2) to obtain a new solution x̂⋆
P2
. This solution is obtained within

0.4 seconds and is described in Table 5.7. We find that the electrolyzer location and

type are unchanged, however, the number of wind turbines is reduced from 89 to 71,

the electrolyzer capacity is reduced from 2000 MW to 1400 MW and the distance to

shore is increased to 200 kilometers.

Table 5.7: Solution to Problem (P2)

Decision Value UoM

Number of wind turbines 71 [turbines]

Electrolyzer location Offshore —

Electrolyzer type PEM —

Electrolyzer capacity 1400 [MW]

Distance to shore 200 [km]

Again, it is possible to evaluate the performance of this new solution using the surrogate

ML models and the simulation framework, under variation w.r.t. the electrolyzer energy

consumption parameter (i.e. zη ∈ {49.2, 53.7, 58.1} kWh/kg). These values are shown

in Figure 5.5.
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Figure 5.5: Performance evaluation of the solution described in Table 5.7. We
show the surrogate model prediction (f) and the simulated performance (F )
for each output, where the electrolyzer energy consumption parameter is set to
its lower bound, midpoint or upper bound.

The results show that our new solution does not adhere to the brine waste restriction

when the electrolyzer energy consumption is low (i.e., zη = 49.2 kWh/kg). For this

solution, the expected LCOH is higher, at 7.4, 8.1, or 8.7 euros per kilogram (depending

on zη). In addition, the CVaR at the 90% level can exceed 9.5 euros per kilogram,

potentially raising concerns about the cost-efficiency of this solution under adverse

scenarios.

Suppose that the stakeholder wishes to address such concerns and seeks a more robust

solution. The stakeholder could set ẑut =
(
zuη,ET

)
, and ẑlt =

(
zlη,ET

)
, for electrolyzer

type ET ∈ {ALK, PEM} and solve the following problem instance:

min
x̂∈X̂

fCV aR90%(LCOH)(x̂, ẑ
u
t )

s.t. fBrine waste(x̂, ẑ
l
t) ≤ 1000 [kt/y],

xDTS ≥ 100 [km].

(P3)

Note that Problem (P3) utilizes a different objective to Problem (P2), where we

minimize the conditional value at risk instead of the expectation. Additionally, in

the objective we assume that the electrolyzer power consumption will equal its upper

bound value, while in the brine waste constraint we assume that this parameter will

equal its lower bound value. The solution x̂⋆
P3

to Problem (P3) is found within 0.3

seconds and is described in Table 5.8.
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Table 5.8: Solution to Problem (P3)

Decision Value UoM

Number of wind turbines 63 [turbines]

Electrolyzer location Onshore —

Electrolyzer type PEM —

Electrolyzer capacity 1200 [MW]

Distance to shore 200 [km]

This solution changes the location of the electrolyzer to be onshore instead of offshore,

employs fewer wind turbines, and opts for a lower electrolyzer capacity. When

the performance of x̂⋆
P3

is evaluated using our surrogate models and the simulation

framework (see Figure 5.6), we observe that this solution improves upon x̂⋆
P2

in regards

to the LCOH-related outputs and that our new solution x̂⋆
P3

adheres to the brine

waste restriction, even when the electrolyzer power consumption is at its lower bound.
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Figure 5.6: Performance evaluation of the solution described in Table 5.8. We
show the surrogate model prediction (f) and the simulated performance (F )
for each output, where the electrolyzer energy consumption parameter is set to
its lower bound, midpoint or upper bound.

Figure 5.7 provides a comparative overview of the performance of the three solu-

tions (x̂⋆
P1
, x̂⋆

P2
and x̂⋆

P3
) across the seven outputs of interest. By visualizing their

simulated performance side by side, a stakeholder can quickly discern the relative

strengths and weaknesses of each solution, as well as attain an understanding of the

robustness of each solution with respect to variation in the uncertain parameters of

the model (in this case the electrolyzer energy consumption).
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Figure 5.7: Comparison of simulation performance (F ) for the three solutions
(x̂⋆

P1
, x̂⋆

P2
and x̂⋆

P3
), where the electrolyzer energy consumption parameter is

set to its lower bound, midpoint or upper bound.

Finally, note that each evaluation performed using the simulation framework yields

an additional data point that can be used to retrain and refine the surrogate ML

models. Implementing such a continuous feedback loop can improve model accuracy

and decision-making over time.

5.5.3 Analyzing specific situations and tradeoffs

This section demonstrates how the trained surrogate models can also be used to explore

a variety of situations and trade-offs. By formulating and solving different optimization

problems, we gain insights into how the decisions and parameters influence our outputs

under various constraints and assumptions.

Suppose that a stakeholder is interested in knowing the maximum amount of hydrogen

production, given a certain number of wind turbines and a fixed electrolyzer capacity

of 1000 MW. We can (approximately) obtain this information by solving the following

optimization problem:

max
x̂∈X̂

fHydrogen production(x̂, ẑ
α
t )

s.t. xEC = 1000 [MW],

xWT = θ [turbines],

(5.2)

where the parameter θ is varied between [34, 134] and the parameter vector ẑαt is

set equal to the lower bound, midpoint, or upper bound for electrolyzer energy

consumption. The results are displayed in Figure 5.8, where each marker in the graph

represents an optimal solution to Problem (5.2).

Figure 5.8 shows that when the number of wind turbines is higher than 67 and
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Figure 5.8: Maximum hydrogen production as a function of the number of
wind turbines and the electrolyzer energy consumption, where we assume a
fixed electrolyzer capacity of 1000 MW.

the capacity of the wind farm exceeds the capacity of the electrolyzer (in this case

1000 MW), the increase in hydrogen production tapers off. Furthermore, we observe

that the effect of the electrolyzer energy consumption parameter is larger when the

number of wind turbines is higher. For example, note that, when using more than 100

wind turbines, variation in electrolyzer efficiency can cause the maximum hydrogen

production to vary by more than 20 kilotons per year.

In the following paragraphs we show how our methodology can also be used to efficiently

explore tradeoffs. Suppose that a stakeholder is interested in the utilization of the

wind farm and the electrolyzer, as measured by their respective capacity factors (CFs).

A higher CF signals more effective utilization of the asset. However, improvements

in one asset’s utilization may come at the cost of the other. For example, oversizing

the wind farm relative to the electrolyzer is expected to benefit the utilization of the

electrolyzer, but is also likely to lead to increased electricity curtailment and a low

wind farm CF. This tradeoff can be investigated in a quantitative manner by solving:

max
x̂∈X̂

λ · fElectrolyzer CF(x̂, ẑ
m
t ) + (1− λ) · fWind farm CF(x̂, ẑ

m
t )

s.t. xET = κ,

(5.3)

where the parameter λ is varied between [0, 1], the technical parameter vector is set

equal to the midpoint ẑmt and κ is set to be either PEM or ALK.

The resulting Pareto-type frontiers are displayed in Figure 5.9, where each marker
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in the figure represents an optimal solution to Problem (5.3). We observe that the

decisions under consideration (x̂) can lead to very different CFs for both assets,

highlighting the importance of aligning the wind farm and electrolyzer capacities. As

anticipated, the alkaline electrolyzer exhibits lower capacity factors than the PEM

electrolyzer, reflecting its stricter minimum load requirements and reduced operational

flexibility.
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Figure 5.9: Visual representation of the tradeoff between electrolyzer and wind
farm capacity factors for the two electrolyzer types.

5.6 Discussion

From a practical perspective, a key advantage of our approach with respect to al-

ternative simulation-based optimization methods is the ability to easily incorporate

adjustments to the objective or constraints without having to start from scratch. This

enables industrial stakeholders and policy makers to explore various objectives or

introduce site-specific or preference-based constraints (such as limiting brine waste

or excluding nearshore development) and obtain practically relevant solutions in real

time.

From a scientific perspective, optimization with constraint learning can enhance

traditional simulation-based studies by providing additional insights. The approach is

complementary to a dedicated sensitivity analysis, as it not only reveals how inputs

influence outputs but also offers prescriptive information by predicting “optimal”

solutions to specific situations. This allows one to analyze the “cost” of imposing

certain constraints and explore potential tradeoffs.
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Nevertheless, our approach also has some limitations. First, the accuracy of our

surrogate machine learning models is inherently limited by the quality and quantity of

data that can be obtained, as well as the expressive power of the ML models to which we

fit the data. Throughout this paper, we use the simulation model as our “ground truth”.

While highly detailed and grounded in engineering knowledge, it ultimately remains a

model of reality and cannot fully capture all real-world complexities. Empirical data

may offer an advantage in this regard. However, field data are not always available,

and physical experiments are typically more costly and time-consuming than computer

simulations.

Second, the surrogate models are trained (and tested) on data that are generated

within a specific domain. If a stakeholder’s interest shift outside this predefined

domain, the model predictions may become unreliable. This limitation can be partially

addressed by defining a “trust region”, as proposed in Maragno et al. (2025), to ensure

that surrogate model usage remains within certain boundaries. Future work could

improve generalizability of the surrogate ML models by incorporating active learning

or adaptive sampling to dynamically expand the dataset based on stakeholder needs,

observed prediction errors or optimization results.

Third, we assume that the uncertain parameters are independent and uniformly

distributed. In practice, these assumptions may not hold, as parameters could be

correlated or non-uniformly distributed. As a result, risk measures such as expectation

and conditional value-at-risk should be interpreted with caution, as they are sensitive

to the underlying distributional assumptions. Nonetheless, our methodology is capable

of incorporating more realistic probabilistic assumptions in regard to the uncertain

parameters, but this would require additional data collection. An interesting direction

for future research is to integrate robust or stochastic optimization techniques to

handle parameter uncertainty in a more systematic way.

Fourth, our approach cannot guarantee global optimality with respect to the original

techno-economic simulation framework. While we are able to validate the obtained

solutions using the simulation framework, approximation errors may still cause superior

solutions to be overlooked. In future work, the accuracy of the surrogate models

could be quantified more rigorously, for example by deriving statistical probability

guarantees. Although such guarantees would require additional assumptions, they

may increase trust in the quality of the obtained solutions.
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5.7 Conclusion

In the study described in this paper, we have used a techno-economic simulation

framework, in combination with mixed-integer optimization with constraint learning,

to assess green hydrogen production from offshore wind in the Dutch North Sea.

Our data-driven approach not only provides insights into the estimated effects of

decisions and parameters, but also provides a computationally efficient decision support

tool, enabling fast and interactive exploration of various objectives and constraints.

Furthermore, our approach accounts for uncertain parameters and facilitates the

analysis of tradeoffs in a way that traditional simulation-based studies cannot.

Our results demonstrate the effectiveness of such a combined approach. While our

surrogate machine learning models achieve high predictive accuracy for most outputs,

the models are less accurate for the two cost-based outputs. Nevertheless, we show

that these models remain valuable for guiding optimization, especially given that the

obtained solutions can subsequently be validated using the simulation framework.

We hope this work inspires future research and applications, as we see significant

potential for this approach to further support decision making in the complex and

uncertain transition towards sustainable energy systems.



138 Combining Simulation with Machine Learning and Optimization

5.A Additional information on simulation framework

5.A.1 Wind power production

To simulate the performance of the wind farm, the open-source Python package

PyWake Pedersen et al. (2023) has been adopted due to its computational efficiency

and widespread use in applications of wind energy. PyWake enables the modeling of

wake interactions under steady-state conditions and facilitates time-varying analysis of

individual turbine output. Its modular structure allows for seamless integration with

additional Python-based components, such as electrolysis systems and transmission

models.

The simulation relies on PyWake’s Wind Farm module, which comprises site and

turbine objects. The site object specifies wind conditions based on wind turbine layout,

reference speed, and direction, while the turbine object defines the power and thrust

curves, the hub height, and the rotor diameter of aerogenerators.

To account for wake losses, the N.O.J. model Katic et al. (1987) has been applied,

which assumes a linearly expanding wake with a constant decay coefficient. Offshore-

specific conditions, relevant to the Dutch North Sea context, have been modeled in

accordance with DTU guidelines, omitting terrain-related influences such as surface

roughness and orography Morten Lybech (2021).

5.A.2 Electrolyzer

To accurately capture hydrogen production under fluctuating power inputs, the

lumped parameter electrolysis model presented in Travaglini et al. (2025) has been

adopted for the simulation of both alkaline (ALK) and proton exchange membrane

(PEM) technologies. This model simulates the electrolyzer behavior relying on the

polarization curves that describe the relationship between cell voltage and current

density, accounting for key electrochemical losses: activation, ohmic, and concentration.

The model takes into account the impact of thermal conditions, with heat generation

and dissipation computed from geometric parameters, as well as degradation on the

component efficiency. The impact of temperature variation on performance is modeled

through voltage shifts, approximated at 0.5 mV/°C for ALK and 0.4 mV/°C for PEM

Tiktak (2019); Superchi et al. (2023).

Hydrogen output is determined as a function of input power and a conversion coeffi-

cient, which is calculated at each timestep from the operating voltage, cell operating

temperature, and aging. The model also incorporates degradation by assuming a

linear increase in overvoltage with cumulative operating hours, allowing estimation
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of efficiency loss and stack replacements over the system’s lifetime. A shutdown

temperature of 30°C is imposed, with restart procedures based on cold-start durations

of five minutes for PEM and twenty minutes for ALK, as informed by Singlitico et al.

Singlitico et al. (2021).

Regarding the control strategies, a homogeneous distribution of the available power to

maximize the number of active stacks has been assumed. Finally, stack replacement is

assumed upon exceeding critical voltage thresholds: 2.3 V for ALK and 2.23 V for

PEM.

5.A.3 Nominal values for simulation inputs

Table 5.9: Nominal values for the simulation inputs

Decision Nominal value UoM

Number of wind turbines 67 [turbines]

Electrolyzer location Onshore —

Electrolyzer type ALK —

Electrolyzer capacity 10 [100 MW]

Distance to shore 50 [km]

Cable type AC —

Electrolyzer energy consumption (ALK) 51.8 [kWh/kg]

Electrolyzer energy consumption (PEM) 52.6 [kWh/kg]

Electrolyzer degradation rate (ALK) 5.04× 10−6 [V/h]

Electrolyzer degradation rate (PEM) 4.85× 10−6 [V/h]

5.B Surrogate modeling implementation details

We follow Maragno et al. (2025) and use equivalent hyperparameter grids when training

our surrogate models, these are shown in Table 5.10.
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Table 5.10: Description of the hyperparameter grid used for fitting the surrogate
models

Model type Parameter grid

LR
alpha: [0.1, 1, 10, 100, 1000]

l1 ratio: [0.1, 0.3, 0.5, 0.7, 0.9]

SVM C: [0.1, 1, 10, 100]

CART

max depth: [3, 4, 5, 6, 7, 8, 9, 10]

min samples leaf: [0.02, 0.04, 0.06]

max features: [0.4, 0.6, 0.8, 1.0]

RF

n estimators: [10, 25]

max features: [None]

max depth: [2, 3, 4]

XGB

n estimators: [20]

max depth: [2, 3, 4]

min child weight: [1,5,10]

gamma: [0.5, 1, 2, 5, 10]

subsample: [0.8,1]

colsample bytree: [0.8,1]

GBM

n estimators: [20]

max depth: [2, 3, 4]

learning rate: [0.01, 0.025, 0.05, 0.075, 0.1, 0.15, 0.2]

MLP hidden layer sizes: [(10,), (20,), (50,), (100,)]

5.C Additional results

Table 5.11: Estimated main effects of each simulation input on each output of
interest. Statistically significant effects (where the p-value is less than 0.05)
are highlighted in bold.

Simulation input Brine [kt/y] Curtailment [GWh/y] Electrolyzer CF Wind farm CF CVaR90%(LCOH) [€/kg]

Number of wind turbines 43.189 9.136 0.154 -0.064 -0.966

Electrolyzer location -0.227 -0.243 -0.001 -0.001 0.376

Electrolyzer type 2.553 -88.646 0.010 0.025 -1.497

Electrolyzer capacity 32.378 33.302 -0.139 0.083 -0.622

Distance to shore -3.646 -2.268 -0.017 -0.019 1.010

Cable type 0.071 0.071 0.000 0.000 0.209

Electrolyzer energy consumption 9.235 0.520 -0.000 -0.000 -1.501

Electrolyzer degradation rate -0.268 1.225 -0.002 0.001 0.047



Chapter 6

Conclusion

6.1 Applying mathematical optimization in practice

The effectiveness of mathematical optimization in practice depends critically on the

extent to which the model reflects reality. In well-structured problems with reliable

data, optimization can provide clear, actionable guidance. However, in many real-

world applications, mathematical optimization faces two major challenges: parameter

uncertainty, where the input parameters of a model are not known with precision, and

model uncertainty, where the model itself is incomplete or misspecified. This thesis

develops new methods for addressing these two types of uncertainty, with an emphasis

on the practical value of the methodology.

In recent years, machine learning methods have achieved remarkable successes and

are now widely used in society. Their rapid adoption can be attributed not only

to methodological advances, but also to their practical advantages. The availability

and user-friendly nature of machine learning software, along with its computational

efficiency, have accelerated its adoption. In contrast, mathematical optimization,

despite its long history and theoretical maturity, has seen more limited uptake in prac-

tice (Le et al., 2025), likely due to the increased effort required for model formulation

and concerns regarding computational tractability (Wiberg et al., 2025). This thesis

develops mathematical optimization methods in the spirit of machine learning: easy

to implement, supported by publicly accessible code, and capable of addressing the

large-scale, uncertain problems that are often encountered in practice.

Our applications to hydrogen deployment in the Netherlands demonstrate the practical

value of our methods in bridging the gap between mathematical optimization models

and the uncertainties and complexities of real-world problems. In the context of

hydrogen deployment, uncertainties related to demand, costs, technology, and policy

141
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are highly relevant and navigating these uncertainties is often cited as a major challenge

in hydrogen-related investment planning. By applying our proposed methods, planners

are able to rigorously assess their decisions under a wide variety of scenarios, as well as

obtain alternative decisions that exhibit greater robustness when faced with adverse

scenarios. As such, this thesis also contributes by providing insights into the conditions

under which hydrogen deployment can serve as an economically viable pathway toward

achieving a low-carbon economy in the Netherlands.

6.2 Limitations and future research

The research described in this thesis has its limitations and there is plenty of room for

future research. The following are research topics that would be interesting to explore.

First, a key limitation of the robustness analysis and ROBIST algorithms presented

in Chapters 2 and 3, respectively, of this thesis, concerns the specification of a

finite set of scenarios as an input. The value of these methods is contingent on

the plausibility of the scenarios considered, and if these scenarios do not adequately

reflect realistic future conditions, the resulting insights will be of limited practical

relevance. The approach we adopt is to simply generate and utilize as many scenarios

as computationally feasible, without attaching explicit probabilities to the scenarios.

While this provides an exploration of possible futures, the scenario set is unlikely

to be exhaustive when dealing with a high number of uncertain parameters. As

such, the validity of the conclusions made from applying these methods ultimately

depends on the representativeness of the scenario set. Future research could explore

the usage of more sophisticated scenario generation methods or approaches designed

to systematically cover a wider spectrum of uncertainties.

Second, in our description (and application) of robustness analysis, we do not suggest

how one should use the results that are obtained from robustness analysis. In practice,

relying solely on a histogram may be insufficient for drawing conclusions. Moreover,

one is likely to be interested in further analyzing this data to determine which scenarios

led to adverse (or favorable) outcomes. In future research, it would be interesting

to extend robustness analysis using advanced statistical methods in order to extract

more insights from the analysis.

Third, future work could focus on developing methodology for “criticality analysis”,

where the goal is to identify the most influential uncertain parameters of an optimization

model. By first determining which parameters have the greatest impact (as a screening

procedure), one can then focus the computational effort on the most critical parameters.

Such an approach could not only improve the computational efficiency of robustness
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analysis and ROBIST, but could also improve the interpretability of the results.

Fourth, Chapter 4 reports an unexpected empirical finding that a simple, parallelizable

heuristic produces highly diverse near-optimal solution sets at low computational cost.

While this finding has strong practical appeal, future research is needed to validate

this finding on other problem types (e.g., mixed-integer or non-linear optimization)

and explore potential improvements to this method (for example by generating many

candidate directions and then selecting the subset of directions that maximizes some

diversity metric). Furthermore, the choice of diversity measure deserves further

attention. A principled framework for selecting or designing diversity measures that

align with decision-maker preferences would both improve method design and make

comparisons across methods (and studies) more meaningful.

Fifth, there is significant potential for applying optimization with constraint learning

to a broader range of problems related to hydrogen deployment. In Chapter 5,

constraint learning is used to incorporate additional technical detail by learning from

a techno-economic simulation model. However, the same approach could also be

used to incorporate the behaviors and interactions of individuals or organizations by

learning from agent-based social simulation models. Another interesting avenue is to

elicit feedback from industry and policy stakeholders by presenting them with various

different solutions, and then using constraint learning to incorporate this feedback.

A final recommendation for further research is to combine the various methods utilized

in this thesis. For example, generating a diverse set of solutions and then using

robustness analysis to evaluate each solution, would be a rather straightforward and

computationally efficient method for robust optimization. It is worth investigating for

which problem types such an approach could be effective and whether the generation

method can be tailored towards generating solutions that are more robust to parameter

uncertainty. Another idea is to generate a diverse set of near-optimal solutions when

one is employing optimization with constraint learning. One of the main challenges in

using this approach is the predictive (in)accuracy of the surrogate machine learning

models. Accepting that the surrogate models are inaccurate and simply generating

a diverse set of near-optimal solutions, may be an effective strategy for dealing with

“the optimizer’s curse” (Smith and Winkler, 2006) in a context where it is likely to

occur. A further suggestion is to explore the usage of ROBIST within optimization

with constraint learning to explicitly account for uncertainty in the parameters and

predictive accuracy of the surrogate model(s).
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Summary

This thesis is part of the broader “HyChain” research project, which investigates the

deployment of hydrogen in the Netherlands. Hydrogen is a versatile energy carrier that

can also be utilized as an industrial feedstock and it may offer a viable path towards

achieving a low-carbon economy. The Netherlands, as one of Europe’s largest hydrogen

consumers and producers, is of particular interest due to its high demand, extensive

natural gas infrastructure, and access to offshore wind resources. However, there are

still many open questions regarding the deployment of hydrogen in the Netherlands.

Mathematical optimization provides a systematic framework for answering such ques-

tions by modeling variables, objectives, and constraints in a transparent and quan-

titative manner. However, its application to real-world problems is complicated

by uncertainty. This thesis focuses on two major types of uncertainty: parameter

uncertainty, which arises when input data (such as costs or demand) cannot be pre-

dicted with certainty, and model uncertainty, which occurs when the mathematical

formulation does not fully represent the real-world system.

Parameter uncertainty is addressed in Chapters 2 and 3. Chapter 2 extends robustness

analysis (RA) to adaptive optimization problems, which provides a more realistic, yet

still computationally tractable, method for assessing the performance of solutions under

parameter uncertainty. Chapter 3 introduces a new algorithm named ROBIST (an

abbreviation for Robust Optimization by Iterative Scenario Sampling and Statistical

Testing) that can be used to obtain solutions that are more robust with respect to

parameter uncertainty.

Model uncertainty is addressed in Chapters 4 and 5. When models cannot capture

all relevant features of a system, they risk producing “optimal” solutions that fail in

practice. One response, explored in Chapter 4, is to generate a diverse set of near-

optimal solutions rather than a single optimal solution. This provides decision-makers

with the flexibility to weigh additional, unmodeled factors. Chapter 5 explores the

usage of simulation, in combination with mixed-integer optimization with constraint
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learning, enhance the representational power of optimization models while retaining

computational tractability.

Our applications to hydrogen deployment in the Netherlands demonstrate the practical

value of our methods in bridging the gap between mathematical optimization models

and the uncertainties and complexities of real-world problems. While the method-

ological contributions of this thesis are motivated by questions related to hydrogen

deployment in the Netherlands, the methods developed herein are broadly applicable

to any problem context involving mathematical optimization under uncertainty.



Samenvatting

Deze thesis maakt deel uit van het bredere “HyChain”-onderzoeksproject, dat de inzet

van waterstof in Nederland onderzoekt. Waterstof is een veelzijdige energiedrager die

ook kan worden gebruikt als grondstof in de industrie en een haalbare route kan bieden

naar het bereiken van een koolstofarme economie. Nederland, als een van Europa’s

grootste waterstofverbruikers en -producenten, is van bijzonder belang vanwege de

hoge vraag, de uitgebreide aardgasinfrastructuur en de toegang tot windenergie op

zee. Er bestaan echter nog veel open vragen over de inzet van waterstof in Nederland.

Wiskundige optimalisatie biedt een systematische wijze om dergelijke vragen te beant-

woorden door variabelen, doelstellingen en beperkingen op een transparante en kwanti-

tatieve manier te modelleren. De toepassing ervan op problemen uit de praktijk wordt

echter bemoeilijkt door onzekerheid. Dit proefschrift richt zich op twee belangrijke

soorten onzekerheid: parameter onzekerheid, die ontstaat wanneer invoergegevens

(zoals kosten of vraag) niet met zekerheid kunnen worden voorspeld, en model onzeker-

heid, die optreedt wanneer de wiskundige formulering het echte systeem niet volledig

weergeeft.

Parameter onzekerheid wordt behandeld in Hoofdstukken 2 en 3. Hoofdstuk 2 breidt

robuustheidsanalyse (RA) uit naar adaptieve optimalisatieproblemen, wat een realis-

tischer maar nog steeds computationeel hanteerbare methode biedt om de prestaties

van oplossingen onder parameter onzekerheid te beoordelen. Hoofdstuk 3 introduceert

een nieuw algoritme genaamd ROBIST (een afkorting van Robust Optimization by

Iterative Scenario Sampling and Statistical Testing), dat kan worden gebruikt om

oplossingen te verkrijgen die robuuster zijn ten aanzien van parameter onzekerheid.

Model onzekerheid wordt behandeld in Hoofdstukken 4 en 5. Wanneer modellen niet

alle relevante kenmerken van een systeem kunnen vastleggen, bestaat het risico dat

zij “optimale” oplossingen produceren die in de praktijk niet wenselijk zijn. Een

mogelijke aanpak, onderzocht in Hoofdstuk 4, is het genereren van een diverse set

van bijna-optimale oplossingen in plaats van één enkele optimale oplossing. Dit biedt
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besluitvormers de flexibiliteit om aanvullende, niet-gemodelleerde factoren mee te

wegen. Hoofdstuk 5 verkent het gebruik van simulatie, in combinatie met optimalisatie

met constraint learning, om de representatieve kracht van optimalisatiemodellen te

vergroten terwijl de computationele haalbaarheid behouden blijft.

Onze toepassingen op de inzet van waterstof in Nederland tonen de praktische waarde

van onze methoden aan bij het overbruggen van de kloof tussen wiskundige opti-

malisatiemodellen en de onzekerheden en complexiteit van problemen uit de echte

wereld. Hoewel de methodologische bijdragen van dit proefschrift zijn gemotiveerd

door vragen rondom de inzet van waterstof in Nederland, zijn de hierin ontwikkelde

methoden breed toepasbaar op elke probleemsituatie waarin wiskundige optimalisatie

onder onzekerheid een rol speelt.


