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Chapter 1

Introduction

1.1 Motivation for Planning

Planning our actions provides a way to achieve our goals with a certain level of optimality.  The
perfect plan can be constructed if we know all of the factors, past and future, that affect us reach-
ing our goal.  Therefore we can estimate the price of reaching our goal before we begin our
actions, and see the hurdles that are inevitable.  The best we can hope for is to be well informed
about the past, guess well about the future, and have the perseverance to meet the hurdles or the
power to remove them.   

Even with this information in hand, few people analyze the impact of these factors on their own
goals.  This is the purpose of planning.  It avoids duplication of effort by clearly directing the
course of action, and can achieve optimal performance by anticipating likely hurdles.  Perhaps
just as important, it provides a way to decide if the price required to achieve the goal is higher
than the value of the goal.  Plans also provide a mechanism to understand the impact of unantici-
pated changes.

Plans for businesses and business related activities are derived from the overall strategy which
defines the overall objective (i.e. what is to be done).  Plans are common, because others must
understand the direction in order to support it.  There is also a direct measure of success corre-
sponding to the plan, such as profit, growth or market share.  Indirectly, the people who cause this
success, in part because the plan is sound, are given rewards to motivate them further.  The plan
typically includes a set of scenarios describing the course of events dependent on the success or
failure to meet major milestones (hurdles).  Estimates to meet these milestones require (at a mini-
mum) assumptions about levels of productivity of finance, people, and assets.

Whether machines (as assets) operate within a company or as a final product, the productivity and
flexibility (ability to adapt to new tasks) of the machine will determine its longevity.   For
machines that produce commodity products, fixed automation which is fine tuned for a specific
process work best.  Flexible automation performs best when the quantities of products are small,
or are custom made.  This type of automation is the general application area of this thesis.   Ide-
ally, a machine can adapt itself to a new task autonomously, that is, without requiring any pro-
gramming.  The next generation of machines can be both flexible and productive by the use of
software that provides intelligent, autonomous control.

Commercial robotic machines are often required to be taught every precondition and motion [56]
because many do not have the luxury of sensory systems, and therefore perform tasks by rote.
Advanced sensory systems, including the fusion of information from different sensing sources,
are still a subject of research.  We envision the day when robots have sufficiently inexpensive sen-
sors so that they can perform complex tasks automatically, and at no higher cost than fixed auto-
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mation.  Once the sensing system is in place, we would like the machine to incorporate this
knowledge of the environment and quickly revise the perhaps rote plans into optimal actions.

Latombe’s vision for an intelligent autonomous system [21] is one where a machine can be given
very simple, non-specific verbal orders, which the machine then carries out.  It must first extract
every nuance from the orders to define the overall objective.  It then must recall relevant knowl-
edge, identify lacking information, formulate a plan to acquire it (by sensors, perhaps), and finally
create a series of action plans to cause the overall objective to be met.

The challenge is to define a system that takes high level, possibly vague, (possibly voice) com-
mands describing what should be achieved, and then produces a complete and actionable plan
describing how it should be achieved.  Ideally, “Go to the moon, get some rocks, and return to
earth by next Sunday.  Oh, and don’t spend more than we’ve budgeted” would be enough.  In
practice, the challenges for far more mundane tasks are still not solved.  Each new vehicle model
requires a new ‘robot painting’ program, which may or may not be optimal in any sense.
Although methods to reuse parts of programs are quite common, the goal is to have machines
behave intelligently, and autonomously.   A major step in the right direction is to define what opti-
mality means for our task (i.e. minimize time, cost, etc.), define the environment to the best of our
sensing ability, and set out a goal, and allow the machine to deduce the motion. For example,
“park my car in this tight spot, and do it quickly” would be a test of such a system.  General pur-
pose knowledge would allow the machine to behave sensibly whether it is a bus, a helicopter, or a
bulldozer.  Some of these will be presented as examples later in this thesis.

Figure 1: Framework for an Autonomous System.
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The vision of an autonomous system is assumed to have several conceptual layers.  The objective
of the system is to achieve a user’s request efficiently.  The input may be as sophisticated as
speech, or be provided by another interface to the computer.  The task planner helps refine the
definition of the task based on prior knowledge including strategies for responding to similar
requests.  It breaks down the initial request into smaller tasks, including sensing tasks to acquire
more information.  Some of the subtasks require an optimal, planned motion to a desired ending
location.  The path planner computes the best path that avoids obstacles, and sends the request for
desired actions to a controller.  The controller adjusts the position of each of the actuators to
achieve the action as prescribed.  Ideally, there is a sensing system that gives information about
the state of the environment and the system itself, to each of the levels on request. For the control
level, it verifies that the action is occurring as specified, and uncovers any differences between the
assumed and observed environment.

Research is being done on each layer with the hope that one day the vision for an autonomous sys-
tem can be realized.   The planning method presented in this thesis provides only one piece, a fast,
globally optimal path planner.  The other levels (task planning, sensing, control, etc.) are not the
current focus.

Objectives of this thesis

The primary objective of the thesis is to define a new framework and methods applicable to plan-
ning.  Emphasis is on demonstrating path planning applications for intelligent autonomous sys-
tems and demonstrating varied and flexible applications.

This thesis presents a modular framework for A* planning in discrete configuration spaces.  The
plans are illustrated in the domain of intelligent autonomous systems, where a machine such as a
robot can detect the surrounding world, have an understanding of the objective (goal), and deter-
mine the appropriate actions based on its own limitations.  The fundamental motion of a particular
mechanism can be encapsulated in what is introduced as a neighborhood.  Example neighbor-
hoods define the unique form of motion for a variety of mechanisms such as a mobile robot, robot
arm, car, and tractor, based on their inherent limitations.  The framework then uses the neighbor-
hood, an optimality criterion (e.g. minimize distance) and specification of the goal to select a spe-
cific optimal motion based on the range of collision free configurations of the mechanism.   The
selection is based on an A* search method from the field of Artificial Intelligence (AI). 

The thesis also introduces ‘Differential A*’, a new graph method that quickly adapts existing A*
plans to changes.  When applied to autonomous systems, as previously unforeseen obstacles
appear in the environment, for example, the plan is adjusted to account for their affect in the new
environment.  This allows optimal motion to resume quickly.  This fast replanning can improve
robot reaction time and productivity.

Finally, the thesis introduces ‘rendezvous planning’ a direction of research that extends the basic
framework into the area of task planning.  The objective of rendezvous planning is to coordinate
the actions of multiple machines or ‘actors’.  An initial description of this method and a simple
application are described briefly.
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1.2 Approaches to Planning

Two factors are involved in  path planning. The first is the overhead required to find some path, or
the optimal path. The second is the effort required to follow the path.  These factors determine
whether or not planning is worthwhile.  If an activity regularly requires travel from a given origin
to a destination, then the gain achieved from planning (ideally optimal) paths is clear.  On the
other hand if a trip will only occur once, and the overhead of planning is vast, then finding any
reasonable path may suffice.  Planning methods vary in their level of overhead, and must be cho-
sen in balance with the gain.

There are many methods for task planning, including commercial software such as Microsoft
Project [27] for project planning and scheduling.  This type of software provides task plans that
assign time ranges and costs, based on user input of resource requirements and task dependencies.
Time frames can be adjusted to fit the resources, or resources defined to fit the time frame.  It can
highlight the series of critical tasks, which affect the total time from start to finish.  While this is
primarily targeted at commercial task planning, it must still rely on fundamental search algo-
rithms and hierarchical graphs to compute results such as the critical path.

More traditional motion plans include schemes to escape a maze.  As complicated as a maze
seems, there is typically only one solution path, requiring no optimization criterion.  A maze is
constructed with no ‘free space’, that is, it has constraints such that arbitrary travel through a por-
tion is prohibited, and can be hand crafted to have a high branching factor from the start to the
goal and designed to cause heuristics to lead down erroneous paths.   We can solve mazes using
the ‘right hand rule’, where by walking along the maze with one hand on the wall, the exit will
always be found.  Unfortunately this involves walking up and down many dead ends (i.e. back-
tracking).  We learn early on to find the path from the opposite direction (i.e. the goal) because it
typically has a smaller branching factor.  

An overview of robot path planning methods is given by Latombe [21].   These plans determine a
motion for the robot.  Artificial potential fields described by Khatib [20] are often used at the
robot planning level.  While typically used to plan in the task space (real world) environment,
they can also be used to plan based on the set of possible joint angle parameters (i.e. the configu-
ration space) of the robot.  They are analogous to electric fields, whereby there is an attraction
‘pole’ at the goal and repelling forces at the obstacles.  The sum of the forces gives a potential
field used by the controller to direct the actions of a given machine toward the goal.  This is a rel-
atively fast calculation to provide a safe path around obstacles.  One problem with the method is
that the artificial potential fields produce paths that tend to follow medial boundaries between
obstacles.  While safe, these plans  are not optimal.  Another problem is that artificial potential
fields can produce local minima, where the attraction of the pole is insufficient to provide a path
from around a cluster of obstacles.  The result is that the attractor must be adjusted.  If a path is
not possible, potential fields do not identify this ahead of time.  A controlled machine follows the
path until it stops at a local minimum.  Several other approaches that target robotic applications
are discussed in Section 3.7.
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Another approach is to compute a global distance map, that for every location, gives the distance
to a goal.  By examining the surrounding locations, the location with the least distance (i.e. steep-
est gradient) is the one to follow toward the goal.  Distance maps can be computed with the Con-
straint Distance Transform (CDT) of Dorst and Verbeek [13] to provide globally optimal paths
with a localized template that is repeatedly swept over the space.  Every location in the space
gives the cost to the nearest goal and a pointer to the next node in the sequence leading to that
goal.  The computation of the distance map is relatively inefficient (i.e. O(N2)), since for each of
the N states, the template may be swept N times.  A fundamental limitation of the distance map
computed with the  CDT is that it is restricted to the Euclidean (straight line) measure of optimal-
ity, and a regular pattern of connected nodes.  Although a hardware implementation of this inher-
ently parallelizable method would improve the inefficiency, the other limitations remain.

As an alternative to recomputing the entire distance map for each change, a method developed by
Boult [5] exists to recompute only the portion of the distance map affected by the change.  In
many examples, this is less than the entire map.  The method relies on the CDT method in a two
dimensional distance map using the Euclidean cost criterion.  It adapts the map to the introduction
of new polygonal obstacles, which is achieved by determining the area that is affected by the
change and then updating it.  This limits the number of locations that must be recomputed.  Even
with this improvement, the method suffers from the same limitations as the Constraint Distance
Transform.

Using a Hopfield neural network rather than a standard von Neuman architecture, reasonably reli-
able paths have been computed by Cavalieri, Di Stefano and Mirabella [7] between pairs of nodes
in a graph.  The network was arranged so that the transitions in and out of N nodes were each rep-
resented as neurons.  Therefore the complete graph is represented by connecting each transition
into a given node to the N-1 other outgoing transitions (neurons).  The graph is topologically char-
acterized by the presence of feedback between each pair of neurons. The network parameters are
tuned until convergence to an optimal path is achieved.  While the work in neural networks
remains an interesting and potentially powerful method and architecture, this thesis will be
focused on techniques for conventional von Neuman computers.

The A* approach proposed in this thesis can solve the maze problem at least as quickly because
the method does not require backtracking, a relatively slow process.  It can also provide solutions
for higher dimensional maze problems than the classic 2-D maze.  Compared to the artificial
potential field technique, the A* approach provides globally optimal paths, always finds a path if
one exists, and is never trapped in local minima.  Optimality can be defined according to a variety
of possible cost measures (minimum time, energy, distance etc.) rather than only the minimum
Euclidean distance.  The constrained distance transform is limited to the type of cost measures
that can be computed and it is much less efficient than A* in terms of the time required for com-
putation.  However, the method for updating distance maps suffers from the same problems as the
CDT, and is restricted to polygonal objects in two dimensions. 

1.3 Overview of the Thesis
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We begin in Chapter 2 with a discussion of the A* graph search algorithm, on which the remain-
der of the thesis is based.  A comparison to other standard search algorithms helps highlight the
strength of the method and place it into context with them.  In reviewing the traditional A* algo-
rithm, several specific improvements are made to the performance for later implementations. A
detailed analysis of the time complexity of the algorithm helps identify the parameters that con-
tribute to the total time spent computing, and is used in later chapters.

Chapter 3 defines a framework to apply the A* graph search algorithm to path planning in auton-
omous systems.  A configuration space is used to describe the set of all configurations of the sys-
tem, so that with a single point the status is known.  The definition of the problem is transformed
into the configuration space,  solved, and then transformed back to the task at hand.  The frame-
work provides a modular way to identify the relevant components of the problem so that they are
transformed properly to the new space and so that the components become easily interchanged to
address new problems.  For example, the overall behavior of a machine is based on its neighbor-
hood of permissible motions and the machine’s objective defined by an optimality criterion.
Because the type of motion and measure of optimality are separated, they can be selected specifi-
cally for the application.  So, the behavior for a given robot arm to move quickly (minimum time),
can be switched to a motion which is graceful (minimum effort), by straightforward substitution
of a new cost measure.  Different cost measures are illustrated on an actual robot arm in several
obstacle strewn environments to show the resulting optimal behavior.  

Several aspects of the planner’s design are also analyzed.  Typically the environment to be mod-
eled resides in the continuous space of the ‘natural world’.  The internal representation within the
computer however, casts this into a discretized space.  The issues surrounding the fineness of the
discretization versus the quality of the produced paths are presented and briefly analyzed.  The
time complexity of Chapter 2 is used to characterize the computation time for the robot applica-
tion.  This gives insight into the variables that most affect the performance of the planner.

Chapter 4 applies the framework to a more complex problem, autonomous vehicle maneuvering.
The complexity arises because the vehicle (a car) is constrained to move outside the limits defined
by the turning radius (i.e. the car cannot move laterally).  This complicates the planning process
because these (kinematic) restrictions must be considered.  Without them, we would immediately
discover that the vehicle cannot follow any arbitrary line around obstacles.  The paths generated
from the planner are versatile, since from every starting position the vehicle determines automati-
cally how to maneuver optimally to reach the goal.  For a goal residing between two parked cars,
the vehicle’s behavior is to parallel park.  If the environment has many obstacles, then the maneu-
ver is much more complex, but is computed using the same systematic planning framework, with
equivalent ease.  Similar to Chapter 3, the time complexity is given for this type of calculation
using the analysis of Chapter 2.

The true validation of the plan occurs when an instrumented vehicle is controlled to follow the
path.  The motion plan is converted so that appropriate pieces of the plan (setpoints) are provided
to a controller. This controller must be implemented so that it appropriately coordinates the wheel
motion to move the vehicle to the setpoint.
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Chapter 5 introduces a new method called Differential A* which adapts graphs based on changes
in the nodes or transitions.  The objective is to recompute only the required portions of a graph
based on the changes, rather than the entire graph (using A*).  These changes affect the nodes sur-
rounding the change, and the chain of nodes dependent on them.  For each individual case,
describing a type of change, the repercussions of the changes are analyzed so that only affected
portions of the graph are recomputed. Each case has an associated set of actions required to cor-
rectly identify and recompute the affected areas.  The effect of each of the actions is analyzed in
terms of the factors contributing to the computation time.  By identifying the relevant cases and
combining the actions for a specific application, an algorithm can be defined, with an estimate of
the computation time.

Chapter 6   illustrates the Differential A* algorithm in the dynamic environment of robotics.
Robotic environments are rarely static.  Obstacles move through the workspace, and goals vary
from task to task.  Depending upon the sensing system, some unexpected obstacles may be
sensed.  In these situation, the ability to replan quickly and intelligently (i.e. optimally) improves
the overall response and quality of the system.  The complexity of this type of environment pro-
vides a way to challenge and measure the Differential A* method.  This chapter defines a specific
algorithm based  on relevant cases for robotics, and tests it with a number of representative
changes in the environment.  Finally, the method is compared to A* to characterize the compara-
tive advantages.

Chapter 7 is a discussion of the key points that are highlights of this thesis, with a view toward
future work and identification of unsolved problems.




