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Chapter 2

Background: A* Search

2.1 Introduction

It has been said that 80% of the world’s computing consists of searching and sorting.  They are
clearly the staples of computing, giving rise to numerous techniques to achieve each.  A* is an
efficient method for searching through graphs. To appreciate the elegance of the A* algorithm,
we must discuss other standard methods, their limitations and application.  One objective of the
search methods is to find a path between two nodes in a graph, giving the transitions required
between intermediate nodes. 

There are may types of search, but they fall primarily into two categories: uninformed and in-
formed. Uninformed searches perform fast, but rote calculations to find the path.  They can result
in  exhaustive searches, with high inefficiency and duplicated effort.  These methods are best used
when the graph size is small.  Informed searches make use of characteristics of the problem so that
fewer parts of the graph are searched.  These searches can also be grouped by the way decisions
are made.  The next branch to be explored can be determined by the current view from a node in
the graph or based on the best of all the nodes.

Four very common search methods are: Depth First Search, Breadth First Search,  Hill Climbing,
and Branch and Bound.  Each of the methods produce search trees from the graphs such that for
each explored node, the subsequent reachable nodes are added to the next level (L) of the tree. If a
node is encountered that has already been visited, it is not added so that search cycles (infinite
loops) are not generated.  The decision about the sequence in which to produce the tree is gov-
erned by the specific search method.  Each of these methods will be reviewed briefly for com-
pleteness, but can be examined in detail in many texts [30,63].

2.1.1 Depth First Search (DFS)

This is an uninformed search method to traverse the vertices of a graph.  At each vertex, an unex-
plored successor (vertex directly connected to the current vertex via an edge) is identified and
added to the search tree. When there are no unexplored successors, alternatives are identified by
backtracking up the tree, until one is found. This continues until the desired vertex is found, or all
vertices are explored.   DFS is used for solving mazes.  It uses the ‘right hand rule’ to find a way
out of the maze; put your right hand on the entrance wall of the maze and continue until the exit.
The backtracking occurs automatically at each dead end of the maze.

While this method will eventually find a solution if one exists, it is inefficient.  If there are V ver-
tices in a graph, and E edges, then each of the V vertices must be initialized, and then (worst case)
each of the edges must be explored.  Therefore the running time of the algorithm is O(V+E).
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2.1.2 Breadth First Search

This is also an uninformed search method.  At each vertex, all  successors are identified for each
level of the tree in sequence.  This is achieved by adding all successors of the starting vertex to a
list and then adding the successors of each of the listed nodes until the list is empty.  Therefore,
the tree is built uniformly from the nearest vertices to the farthest.   

The running time of the algorithm is O(V+E), because each of the vertices are initialized as in the
DFS method, and (worst case) each edge is explored.

2.1.3 Hill Climbing

This is an informed search method that uses a single viewpoint at a time, and is an improvement
on the Depth First method. It orders the transitions such that the most promising successor is
added to the tree next. The successors are measured against one another, using a cost estimate of
the likelihood that it will be part of the best path, and the most promising successor becomes the
origin of the next search step. 

This method has many limitations, because it suffers from premature celebration.  The maximum
may appear to have been reached, when in fact it has not.  Several situations cause this: the foot-
hill problem (local maxima) may be reached where the search has lead to what appears to be a
maximum in the shadow of the true maximum; a ridge problem prevents exploration in the true
direction because the selection of successors is restricted (i.e. considering only north, west, south
and east, when northeast leads to the maximum);  and a plateau problem, where a single step in
any direction yields no clue as to the proper direction, yet there are non-local, but major improve-
ments available in unpredictable locations. 

Hill climbing also has difficulty in managing a search when the problem space has many dimen-
sions, because the number and sensible evaluation of the successors can be complex.  However
higher dimensions are difficult for most other searches as well.

2.1.4 Branch and Bound

Branch and bound  is an informed search method based on a viewpoint of all nodes, and can be
classified as a best first method.  It finds the optimal path by always adding to the shortest path so
far. This results in many incomplete paths (i.e. paths stopped midway), but concludes with one
complete path.  An optimal path is  guaranteed when the shortest of all the incomplete paths is
greater or equal to the one including the destination. For example, in Figure 2, the path arriving at
Intermediate node B will cause the path, in the next step,  to reach the Destination with cost 109.
Clearly though, this should not be considered the optimal path until the incomplete paths costing
less than 109 have been extended to at least 109.
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This branch and bound technique can be improved by using an underestimate of path length
(equal to the distance already traveled plus an underestimate of distance remaining) as the cost at
each node rather than only distance already traveled [63].  This will guide the path search to
reduce the number of nodes evaluated, while still generating the optimal path.  The optimal path
can be assured because there cannot be a completed non-optimal path which has a lower cost than
an underestimate of an incomplete optimal path.  The best case is when only the nodes on the opti-
mal path are opened, which can occur if the estimate is precisely the distance remaining.

2.2 Best First Searches for Optimal Paths, A*

Best first searches are now further defined and focused to pertain to searches from one or more
alternative starting nodes toward a goal state in the class of  OR graphs.  Problems often use OR
graphs to describe alternative approaches to solve the problem vertex from which they are
derived.     So for example, in Figure 2, the alternatives are to move from the origin to the destina-
tion via Intermediate node A OR Intermediate node B.   This is in contrast to AND graphs which
describe the subdivision of a problem into subproblems, where for instance, both A and B might
be required to arrive at the Destination.  A* is used for OR graphs only.

The search begins with the starting nodes by expanding successor nodes that are selected based
upon their likely relevance to a final path.  The selection process takes into account heuristic rules
or approximations that focus the search, minimizing the number of expanded nodes. The final
result is an explicated graph. This graph identifies the optimal path(s) by specifying optimal tran-
sitions between successive nodes such that the overall path cost is minimized.  Commonly, the
path is shown as a sequence of pointers, or a pointer path.  In the event that no goal node is
reached when all branches of the search are exhausted, then there is no solution that connects the
start to the goal.  If the graph is finite, the algorithm halts and reports the failure.  If the graph is
infinite, the algorithm may not terminate.

The Best First class of algorithms can be essentially classified based upon two features, the recur-
sive weight computation (RWC), and delayed termination (DT).  The recursive weight computa-
tion assures that each node is a recursive function of previous costs.  This therefore assumes that
each subsequent state depends on data from its parent node, itself, and a function that character-
izes the cost of the transition. Therefore finding the total distance so far is a recursive operation

Destination

Intermed. A

Intermed. B

Origin

99

100

10

2

Figure 2: Branch and Bound Termination
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requiring addition.  Delayed termination ensures that the final result is not reported at the moment
there is a connection between the start and goal, but rather waits until it can be assured that no
other node could improve upon this solution. Pearl [34] suggests that the program wait until the
expansion of the goal node occurs, but it may be preferable to wait until the nodes expanded have
an actual cost greater than the goal.  Therefore, special names are given to the searches that have
one feature but not the other.  

Pearl includes a useful hierarchical diagram ([34] pg. 63) that includes the relationships between
nine best-first algorithms, including those searching on generalized AND/OR graphs.  Only the
five that relate to OR graphs are shown in Figure 3.
  

Best First * (BF*) computes DT, but does not assume that the weights can be recursively com-
puted (RWC).  Z assumes RWC, but not that Delayed Termination (DT) is needed.  Both features
taken together  result in Z*.  Z* does not assume that the cost is dependent on any particular
restriction on the cost measure.  A* is a specific version of Z*, where an arbitrary, but recursively
computed  cost function can be used.  This means that rather than having a simple additive for-
mula such as total_cost = previous_cost + transition_cost, for the actual costs so far, the formula
might include references to other nodes than the locally adjacent nodes and transitions as well as
more complex mathematics.  

BF: Best 
First

ZBF*

Z*

A*

Figure 3: Pearl’s Hierarchical Diagram.

D.T.:Delayed Termination
R.W.C.:Recursive-
Weight-Computation

OR Graphs,
Irrevocable Parent-Selection

R.W.C.:Recursive-
Weight-Computation

D.T.:Delayed Termination

GBF: General-
ized Best First

AND/OR
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2.2.1 Admissible Heuristics

Nilsson [31] proved that using heuristics to guide the A* search can result in an optimal solution,
if the heuristic function is admissible.  The heuristic is admissible if it is an optimistic value,
lower or equal to the actual cost between the current node n and the goal. A heuristic h1 is consid-
ered to be more informed than a heuristic h2 if both are admissible and h1 > h2.  This causes less of
the graph to be searched, and the solution to be found more immediately.  The properties of
admissible heuristics have already been defined and proven by others [31,34], and will be used
here primarily for  applications.

2.3 A* in Detail

The A* algorithm [34] is reviewed here because the algorithm, its limitation and some of the con-
temporary notation, will be used  in the description of Differential A* in Chapter 5.  It also is
important to understand the standard method, as extensive applications are described in the
remainder of the thesis.   For those already familiar with A*, it may be best to proceed to Section
2.5 where the algorithm is analyzed in detail.  

The A* algorithm will be described along with a simple travel example. The example is relevant
to many Philips Research employees who travel from the New York area to the corporate head-
quarters in Eindhoven, The Netherlands. 

Graphs contain nodes and transitions as shown in Figure 4.  The graph shown here connects a
subset of the cities for flights between New York and Eindhoven, the Netherlands (NL). The
dashed-line transitions show the possible flights that connect the cities.   In graphs treated by A*,
there must be a finite number of nodes and transitions.  This therefore excludes problems with
continuous or infinite bounds. In many instances, problems have finite limitations or can be quan-
tized into discrete value ranges, making A* a practical method applicable to a wide range of prob-
lems.

2.3.1 A* Algorithm

By examining the differences between the branch and bound (B&B) method of Section 2.1.4 and
the A* method, the notion of OPEN and CLOSED sets are new.  OPEN refers to the set of termi-
nating nodes in the search tree of the B&B method at any point in the search.  CLOSED refers to
nodes that were on OPEN, but have been expanded (i.e. the lowest cost path at some point in the
search).  Also different is the specific notation and definition for:

c(n,n'): the transition cost from a node n to a successor, n',
g(n): the actual cost from the start to the current node n, where g(n') = g(n') + c(n,n'),
h(n'): the heuristic (underestimate) of the cost from n' to the goal node of the search, 
and
f(n'): the total of g(n') + h(n').
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The generally accepted A* algorithm steps, taken from Pearl [34] (page 64), are shown below.
For completeness, the A* definitions are included in Appendix A.

A* Algorithm Steps
1. Put the start node s on OPEN.
2. If OPEN is empty, exit with failure.
3. Remove from OPEN and place on CLOSED a node n for which f(n) is minimum.
4. IF n is a goal node, exit successfully with the solution obtained by tracing back the pointers from

n to s.
5. Otherwise expand n, generating all its successors, and attach to them pointers back to n. For

every successor n' of n:
a. If n' is not already on OPEN or CLOSED, estimate h(n') (an estimate of the cost of the best

path from n' to some goal node), and calculate f(n') = g(n') + h(n') where g(n') = g(n) + c(n,n')
and g(s) = 0.

b. If n' is already on OPEN or CLOSED, direct its pointers along the path yielding the lowest
g(n').

c. If n' required pointer adjustment and was found on CLOSED, reopen it.
6. Go to step 2.

2.3.2 A* Related to a Travel Example

A* graphs are characterized by having a single start node which originates the search toward one
goal γ of possibly many goal nodes in a set Γ.   The nodes and transitions form the general graph,
denoted by G0. Nodes may have successors, that is, transitions that are possible directly from the
node to other nodes.  In Figure 4, the starting state may be considered as the Home node and the
goal as Eindhoven, NL.  

Figure 4: Graph Notation.
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Successors are the nodes in G that can be reached immediately from the current node. So in Fig-
ure 5, the possible successors of the Home node are Boston and New York. The successors of the
New York node are Amsterdam, Bruxelles, and Paris, etc. For each successor n' of n, the cost g(n')
that leads from n to n' is the actual cost g(n) plus the transition cost c(n,n') between n and n'.  So in
A*, g(n') = g(n) + c(n,n').  

Every transition from a node n to a node n' has a cost c(n,n').  In A*, these transitions must have a
positive cost (i.e. greater than zero). In addition, a heuristic must be provided to guide the search
in an efficient manner.  This must be an optimistic estimate of the cost from a given node to the
final node.  The heuristic should always be optimistic, that is, a lower bound on the actual cost.  If
it is too low, for example zero, then the resulting search will not be guided well, and more nodes
will be opened than necessary.  If the heuristic is zero, then all nodes with costs less than the goal
node will be opened.  The more accurate the heuristic is at predicting the optimal path, the fewer
nodes will be opened. If the heuristic is incorrect, that is, if it estimates a higher cost than reality,
then it may cause the search to traverse nodes in improper order, possibly requiring re-evaluation
of the same node several times. It may also result in an incorrect solution, for example if the
search is pulled in the opposite direction from the correct one.

In Figure 5, the objective is to find the minimum time path between Home and Eindhoven. The
transitions have costs that represent the number of hours to traverse the distance. Therefore the
time may be affected by the mode of transportation taken (i.e. Home to Boston is 6 hours by car).
The heuristic might be an estimation of the time using the air distance in ‘statute miles’ using the
fastest possible transportation (i.e. a fast passenger plane with no delays) at 1000 km/h. Based on
this, an estimate for the fastest transportation time from a node to Eindhoven is given in italics
above that node. 

For every node during the search, there are two components: the cost of the search path from the
start to the current node n, g(n), and a heuristic estimate of the cost from the current node to the

Figure 5: Transition Costs and Heuristics.
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goal node, h(n).  If n is the starting node, then g(n) = 0.  Each node has a total cost f(n) = g(n) +
h(n).

The search begins with the home node.  The starting cost of g(Home) = 0, and h(Home) = 7.
Therefore f(Home) = g(Home) + h(Home) = 7. The home node, being the lowest f() (and only)
node in OPEN is then expanded to the New York and Boston successors.  The costs are:

f(New York) = g(New York) + h(New York),  
g(New York) = g(Home) + c(Home, New York) = 0 + 4 = 4. 

Since h(New York) = 6.9, f(New York) = 10.9, and a pointer is created from New York to Home,
and New York is added to OPEN. Similarly, f(Boston) = 12.8 and a pointer is created to Home
and added to OPEN.  

Since New York is now the lowest f(), it is expanded next. It results in the evaluation of Amster-
dam, Bruxelles and Paris as: 

f(Amsterdam) = g(New York) + c(New York,Amsterdam) + h(Amsterdam) = 4 + 7 + .9 = 
11.9.

f(Bruxelles) = g(New York) + c(New York, Bruxelles) + h(Bruxelles) = 4 + 7.2 + .8 = 12. 
f(Paris) = g(New York) + c(New York,Paris) + h(Paris) = 4 + 7.5 + 1.4 = 12.9.  

Each of these three successor nodes is added to OPEN and pointers point back to New York. 

Of the four nodes now in OPEN, Amsterdam has the lowest f() at 11.9.  Once expanded, it reaches
Eindhoven giving f(Eindhoven) = g(Amsterdam) + c(Amsterdam,Eindhoven) + h(Eindhoven) =
11 + 1 + 0 = 12.  This is therefore a path that may be time optimal between Home and Eindhoven.
In this case, the other nodes still in OPEN have a minimum f() value of 12. This means that the
best case for all other nodes in the search is to result in a cost that is 12. Therefore the search may
terminate.  If the minimum f() was less than 12, then the search should continue because another
path could be less costly.  

Many nodes and costs were never evaluated, and because the heuristic is admissible, they would
never have resulted in a better solution.  The transitions that were evaluated and resulting search
traversal is given in Figure 6. The solid arrows indicate the optimal path that can be taken between
the start and a selected node by following the arrows and then reversing them.  The dashed arrows
indicate the possible transitions.  In Figure 7 the explicated graph arising from the traversal can be
seen more clearly.  Note that although from several nodes there is a pointer leading back to the
Home node, this path is not guaranteed to be optimal since the heuristic used was intended for a
different goal node (namely Eindhoven).

In addition, a delay cost for being in n may be incurred either as part of g(n) or c(n,n') depending
upon the application.  If there is a layover associated with the waiting time between the New York
to Amsterdam and Amsterdam to Eindhoven flights, then the delay will more naturally be
incurred as part of the c(n,n') cost.  This makes the measure of optimality for the problem time,
rather than specifically flight time.  If the time for traveling through passport control is added,



Section 2.3 - A* in Detail 17

then this would more naturally be added to the g(n) cost associated with the New York to Amster-
dam flight. Finally, (travel) delays can be incorporated into the graph itself as an interim node and
cost between two others.  This final case is not how the term delay will be interpreted for the rest
of the text because this case is treated directly in any computations. 

As stated in Pearl ([34] pg. 74) “The A* explores the state-space graph G using a traversal tree T.
At any stage of the search, T is defined by the pointers that A* assigns to the nodes generated,
with the branches in T directed opposite to the pointers.” From this we have the notion of a set of
pointers leading from the goal node toward the starting node of the search since the transitions are
opposite the branches (see Figure 6 below).  To find a path between the starting node to any  other
node selected as a goal node, pointers are traced node to node from goal to start.  This path then
must be reversed to form the path. 

Figure 6: Transitions and Paths.
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 The explicated subgraph Ge is the union of all of the branches in the traversal tree.  If the search
were to retain alternative but cost-equivalent pointers, then the tree may become a graph. This did
not occur in the previous simple example, but it is likely when traversing a grid of Manhattan city
streets. For example it may be equivalent to drive north two blocks and east one block vs. east one
and north two.  Therefore at the far corner, there are two equivalent alternatives both leading to
the origin.

2.4  An Improved Implementation of A*

Two main factors affect the performance of the A* algorithm. The first is the choice of heuristic.
The second is the efficiency of implementation of the A* algorithm itself. The heuristic should be
selected based on the consideration of the cost of its implementation versus the gain expected in
improving the search. Because our improved implementation of the A* algorithm will be used
and contrasted later, a specific implementation is described next.  First, programmatically precise
data structures are proposed and some of the frequently cited structures used by Pearl [34] are
slightly adapted.  Then an algorithm using these new structures is described and analyzed for its
performance.

Another variation of A* should also be mentioned here, A*ε , (said A - epsilon - star).  This
improvement [33] presumes that the selection process (of the minimum cost node) is the most
time consuming part of the calculation.  It computes several nodes at a time (i.e. those with costs
no greater than a factor of 1+ε (ε ≥ 0) of the best node.  This causes the nodes to be calculated
possibly out of turn.  Although the resulting path is not guaranteed to be optimal,  it attacks a
potential difficulty in the selection process.  This thesis will not rely on this variation.

Figure 7: Explicated Graph Ge with Actual Costs g(n)
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2.4.1 OPEN

OPEN is not specified to be a list, tree, or other structure in Pearl.  Here the selection of the best
structure is investigated.  The OPEN object has three functions associated with it, namely node
insertion, node removal and lowest-cost node identification. The identification requires that the
list must be searched regularly, or preferably, remain sorted.  As such, the number of comparisons
will be analyzed to evaluate the performance of several structural choices.

If OPEN is stored as a list, then each insertion will require a fixed time of O(1), assuming that the
element is added to one end of the list. If this is the case, then the removal of the lowest cost node
is O(N) since each node must be searched to find the lowest cost node. Since this is performed N
times, then each node will require total processing of O(N2).  Alternatively, if the insertion occurs
by placing the element into its proper linear ordering sequence, then the time required is O(N) and
the removal from the head of the list is O(1).  In this case, the total processing is again O(N2).

A better structure selection is the heap [39], since it is not necessary for the elements to be stored
in sorted order, only for the lowest value item to be accessible at any time.  This structure is
defined as a complete binary tree having a lower (or equal) value at each node than either of the
node’s children (if they exist).  It requires O(log2N) for insertion and O(log2N) for removal.  In
practice, since the nodes increase in cost as the A* search progresses, the O(log2N) for insertion
(along the bottom of the tree) is likely to be a coarse upper bound.  Taken together, the total time
for the algorithm is 2Nlog2N = O(Nlog2N) for N elements. 

Further, the sorting structure is best stored as an indirect heap, namely storing only pointers to
nodes rather than nodes themselves. This saves time in copying the nodes, as well as space in the
storage of the nodes.  

Finally, the structure should be sifted, that is, no node should be entered into the heap more than
once. This can be accomplished by storing a flag in the node itself which denotes whether the
node is in the OPEN heap.

One problem with the sifted heap is that when an indirectly addressed node is added to the heap
and its value is later changed by a subsequent interaction, there must be a mechanism to ensure
that the heap position of the indirectly addressed node is updated.  Depending upon the implemen-
tation, the efficiency in time required to ensure the absolute correctness if the heap may be greater
than the cost of recalculating erroneous nodes.  This will be discussed further in Section 3.6.3.

2.4.2 CLOSED

CLOSED is used in step 5 of the A* algorithm with OPEN (steps a and b) such that to determine
if a node is in OPEN or CLOSED, both sets must be searched.  The notion of maintaining a struc-
ture named CLOSED does not seem to contribute much to the search other than to help identify
nodes that have been opened in the past.
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2.4.3 Uninitialized Nodes

The same information can be determined by maintaining a flag in the node that gives this infor-
mation.  If the node would have been on neither list, it is ‘Uninitialized’, otherwise it is on OPEN.
When the node is created it is identified as Uninitialized or U. This eliminates the need for main-
taining and searching the  CLOSED structure.  Once again a trade-off for time savings is made in
exchange for a small amount of space.

2.4.4 Resulting Algorithm

Based upon the structures and assumptions given above an implementation is created for A*.  A
pseudo-code description is given in Figure 8.  Because the core of the computation is in maintain-
ing the OPEN heap structure, we might expect the algorithm to be approximately O(Nlog2N).
But other factors such as the average number of successors play a role in more precisely defining
the performance of the algorithm. The algorithm is next analyzed to give a precise formula for the
performance, which will verify the initial intuition.

2.5 Complexity

The above described A* algorithm will first be analyzed to determine a mathematical expression
for the total time of the algorithm with a collection of variables characterizing the timing function.
From this, the key variables will be extracted and described in comparison with conventional big-
O notation.
 

2.5.1 Detailed Analysis

Using the modified Pseudo-Code of Figure 8, the costs that are incurred in each portion of the
algorithm can be described.  The total time for the algorithm to run is the cost incurred by remov-
ing each node from the heap, then for each successor node, computing the transition cost, heuris-
tic cost and actual cost and performing comparison to the other successor’s costs.  Those
successors with lowered costs are then added to the heap.  To express the time required for the
algorithm, several assumptions are made, definitions are given,  and then the algorithm is
expressed mathematically.
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Main()
Put Starting nodes on OPEN

While OPEN is not empty
Remove the lowest cost node n from OPEN

If the node n  is a goal node
compute_path(n)

Else expand_successors(n)
endwhile
exit(Failure)

End main()

Expand_successors(n)
For each successor n' of n

estimate h(n')
compute g(n') = g(n) + c(n,n'), where g(starting node) = 0
compute f(n') = g(n') + h(n')
if n' is Uninitialized, or g(n') < the existing g(n') pointing elsewhere

Direct the pointers of n' to n
Add n' to OPEN

Compute_path(n)
Trace pointers from n to s
exit(success)

Figure 8: Modified A*:  Pseudo-Code.
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Definitions

|  | Number of elements in a set
start Starting nodes
n(t)  Node opened at iteration t
newopen(t) Function to return the set of successor nodes of the node having

minimum cost f() at iteration t
Ω(t) = |open(t)| Number of nodes in OPEN at iteration t
|start| = |open(0)| Number of starting nodes at iteration zero
m(t) = |newopen(t)| Number of successors of the node opened at iteration t
γ Characteristic growth factor. Example: average or max(m(t)) for all t
K1 Overhead for calling remove( )
K2 Overhead for calling add( )
M Time to determine the m successors
H Time to compute h(n')
C Time to compute c(n,n') 
G Time to lookup g(n), flag checking, comparison of proposed and exist-

ing g(n'), directing pointers
b1,b2 Time for heap management

Assumptions

Each of the functions below is given with the expected cost in time (if relevant) and a brief expla-
nation of the function.

remove(x): b1 log2x+K1 Time to remove an item from OPEN based upon the
number of elements in a heap structure

add(x): b2 log2x+K2 Time to add an item to OPEN based upon the number
of elements in the heap structure

heap constants: b1 = b2  = b Time for fundamental heap management operations is
equal
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The time required for this algorithm can be expressed mathematically by:

Time =   remove(Ω(t)) + m(t)  (G+C+H) + add(i) 

The time for expanding T nodes is the time required to remove the low cost node, and then for
each of the successors the costs must be calculated and then each of the cost-improved successors
must be added to OPEN.  In many cases, the  number of newly opened nodes is  the same and the
typical case can be fixed:

mean (m(t)) = γ 
   t

If this is not the case, then m(t) must be left in place of  γ.

Expanding the last sum, 

  add(i) =  b log2(i) + K2 

=       b log2(i) + K2  =  γ K2 + b log 2 (i)

Assuming that γ is small compared to Ω(t), the last sum can be approximated by:

   log 2 i ≅  γ log2 Ω(t) , 

T

Σ
t=1

[
Ω(t) -1+ m(t)

Σ
i=Ω(t)

]

Ω(t) -1 + m(t)

Σ
i = Ω(t)

Ω(t) -1 + γ

Σ
i = Ω(t)

Ω(t) -1 + γ

Σ
i = Ω(t)

[ ]
Ω(t) -1 + γ

Σ
i = Ω(t)

Ω(t) -1 + γ

Σ
i = Ω(t)
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To check whether the assumptions hold for this approximate formula for the time, we have to gain
insight into the error we are making.

This error, E, is given by:

= b[ log2( [Ω(t)+ γ -1] [Ω(t) + γ -2] ... [Ω(t)]) - γ log2 Ω(t)]

= b[ log2(Ω(t) γ  + γ    Ω(t)γ + ...) - log2 Ω(t) γ]

= b[log2(1 + γ2 Ω(t)−1  + ...)]

Discarding the higher negative order terms, the error in the first approximation is:

= b log2 [1+ ]

E =   • 

The total time using the approximated sum is then:

Time =   remove(Ω(t)) +  m(t) (G+C+H) + γ [K2 + b log2Ω(t)]  

Let us assume: 
m(t) = M, a fixed upper bound on the # of successors, not depending on time or location

Recalling: 
remove(Ω(t)) = b log2Ω(t) +K1, for an insertion into a heap

Time =   b log2Ω(t)+K1 + M(G+C+H) +  γ [K2 + b log2Ω(t)]  

E b i2 γ Ω t( )2log–log
i Ω t( )=

Ω t( ) γ 1–+

∑=

( γ 
1 )

γ2

Ω(t)

b
loge(2)

γ2

Ω(t)

T

Σ
t=1

[ ]

T

Σ
t=1

[ ]
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= b  log2 Ω(t) + TK1 + MT (G+C+H) + TK2γ  + γ b  log2 Ω(t)

Assuming K1 = K2 = K,

 

The percent error P is then given by:

P =  

Assuming that the appropriate terms (K, m(t)) are small, we obtain:

P ≅   

We get a percent error:

 

T

Σ
t=1

T

Σ
t=1

Time =  (γ+1) b  log2 Ω(t)  + T(M(G+C+H) + K(γ+1))

T

Σ
t=1

Formula 1

E
remove(Ω(t)) + m(t)(G+C+H) + γ(K+b log2 Ω(t))

E
(γ+1) b log2 Ω(t)

P ≅                       bγ2

         (γ + 1) Ω(t) loge(2) b log2Ω(t)

P ≅  γ 2
       (γ + 1)Ω(t)• logeΩ(t) 
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2.5.2 General Analysis

To compare this algorithm to other search algorithms, the order of the computation is typically
given using ‘Big O notation’ [39] for the worst case behavior of an algorithm.  Based on the more
specific description of time given in Formula 1, assumptions about the worst case behavior of
some variables can be given.

In the worst case, such as when the heuristic is zero (i.e. no guidance for the search), it may be
that T approaches N, the total number of nodes.  Also, if the earlier nodes open almost all the
nodes, then it is possible that |open(t)| may approach N.  

Since the values K, M, G, C, H and γ are constants, then the algorithm is worst case, O(N log2N +
N) = O(N log2N) for large N. This illustrates how critical the size of the heap is to the perfor-
mance of the algorithm.

2.6 Chapter Summary

In this chapter the conventional A* algorithm was discussed in the context of four other search
methods namely depth first, breadth first, branch and bound and hill climbing.  The A* algorithm
was reviewed.  This algorithm efficiently computes the globally optimal path planning solution.
The search is guided by admissible heuristics which direct the search in the most likely direction
of the solution, and reduces the amount of searching required.  The notion of an uninitialized node
and the specific use of a sifted heap structure for OPEN node management is introduced to
improve the performance of the A* implementation.  While viewed generally as a worst case time
O(N log N) algorithm, the complexity is detailed and determines that the major time is attribut-
able to the number of OPEN nodes.  Specific time and error estimates are derived for an A* com-
putation. 

Time = (γ+1) b N log2N  + N(M(G+C+H) + K(γ+1))




