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Chapter 4

Autonomous Vehicle Maneuvering

The framework described previously was applied to a two degree of freedom robot arm (in Sec-
tion 3.5).  To show the breadth of this method, another type of moving machine, a car, is
addressed using the same framework.  The key challenges are to properly identify the configura-
tion space graph, the neighborhood of the car, and a fast way to transform typical obstacles.
Issues connecting the planning results to the controller are raised as the theory is put into practice,
as a radio controlled car is modeled and controlled.  Finally, the method is applied to a bulldozer
and used for high-speed vehicle control.

Figure 38 shows the full snapshot of an early version of the user interface which illustrates the car
and its environment and provides a mechanism to specify the goal and obstacle positions. A sim-
ulated vehicle is placed inside a predefined rectangle corresponding to the actual testbed. Obsta-
cles (parked cars) can be reshaped in the corners, and the motion is constrained to the limits of
view.  As the vehicle moves, the configuration data is reported, and the user may present the
motion as an animation, or display the trace of all motion.  The goal position (and orientation) of
the car is set by a button, and then the car is dragged and rotated to the desired starting position.
The starting pose can be reset to see the identical action several times.    

4.1 Path Planning for a Car - Vehicle Maneuvering

The path of the vehicle, called a maneuver [32,48,49,50,52] can be determined by using the A*
framework given in Chapter 3.  The dimensions and steering capability of the vehicle must be
known in advance. An example vehicle is given in Figure 39.  To use the framework, each of the
components must be properly constructed. A more elaborate description specific to the vehicle
maneuvering implementation follows.
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Figure 38: Simulation Interface.
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Figure 39: Example Vehicle Dimensions.
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Configuration Space

Although the vehicle is controlled by the orientation of the steering wheels and the transmission
direction, the configuration space is defined by a different range of parameters (as discussed in
Section 3.2.1). The three parameters minimally necessary for describing the state of a vehicle are
the x-y position and the angle.  This is different from the control parameters which cannot
uniquely determine the position (status) of the car.  For a vehicle such as an ordinary front steer-
ing car, the center of the rear axle (shown by the cross-hair (+) in Figure 39) is used to define the
x,y position and angle θ relative to a world frame of reference.  This location is selected because
this is the position where the center line of the car is tangent to the circle formed by the vehicle’s
turning radius.  It is helpful in the implementation because the change in angle is symmetric for
both forward and reverse directions and provides the widest angle changes as motion progresses.
The x, y, θ parameters span a 3 dimensional configuration space.  The maximum x-y positions of
interest (i.e. the permitted area for the car to drive) define the ranges of the configuration space in
x and y. Since a vehicle commonly has the ability to be oriented in any direction, the range is 0 to
2π, and can clearly can wrap around periodically.  An example of the topology of such a configu-
ration space is shown in Figure 40, although it is also often illustrated as a cube where the axis θ
is assumed to wrap around (as in Figure 43 and Figure 46).  For this example, there are 36 x 24 x
64 states for each of the x,y, θ dimensions respectively, for a total of 55296 states in the configu-
ration space.  The actual size of the simulated space is 9’(2.74 meters) long by 6’ (1.82 meters)
deep, and is discretized into 3 inch (7.6 centimeter.) squares.  The angle is discretized into approx-
imately 0.1 radians per state.  

As an implementation detail, for problems with configuration spaces larger than the RAM mem-
ory size, it is important to arrange the configuration space with indices in the order that they are
likely to be accessed.  For example, since the transformation is computed ‘slice by slice’, the indi-
ces should be [θ][x][y], and not [x][y][θ].  This seemingly simple change reduced the transforma-
tion time (on a Sun 3/160) from about 4 hours to the current few seconds. 

X

Y

θ

Figure 40: Topology of the 3-Dimensional Configuration Space.
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Neighborhood

The neighborhood represents the feasible motions assuming no obstacles.  The car is kinemati-
cally constrained and not able to move arbitrarily in any of the 3 dimensions (i.e. it cannot jump
sideways), but its total motion can be described as a two dimensional shape as in Figure 43.  The
method for generating this general shape follows.

In a simplified example, a vehicle could be considered to have only hard right, hard left, and
straight steering positions for the front wheels in either forward or reverse for a total of six possi-
ble elementary motions.  As other studies [18] have shown, optimal motion control in an obstacle
free environment is achieved with only these extreme motions.  This is also called bang-bang
control, where the vehicle quickly switches from one steering position to another.  Therefore this
subset of six primary directions for discretized neighbors will be selected.   For more natural
travel, where the excitement of rapid trajectory changes is undesirable, more neighbors can be
used, with a higher cost for the more extreme motions.

By examining the local range of motions for a vehicle, the trace of the measured point (mid-point
of the rear axle) would give a symmetric bow-tie shape (as in Figure 42), if traced on the ground.
Since the orientation θ of the vehicle changes, the neighborhood in the 3-D configuration space is
actually represented as the twisted bow-tie shown in Figure 43. The individual neighbors are dis-
crete locations along each of the six directions. Note that the ‘twisted bow-tie’ shape results from
the change in angle per unit change in x and y.  The shape of the neighborhood remains consistent
regardless of the orientation, however for illustration purposes, the labelling of the x, y,θ axes in
Figure 42-Figure 44 is shown specifically for θ=0°. The discretized neighborhood is a function of
the track, wheelbase and maximum steering angle.  The specific method to create this neighbor-
hood is given in Appendix B.  The mathematical relationship between x, y, and θ is elaborated for
the continuous case in [14].  These are relatively simple when computing changes from the origin
for example. 
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In this case, the control variables are:

The angle of the steering wheels Θ
and

The velocity v, which will be constant

When the vehicle moves along the circle, the traveled distance  r = |vti|= Rθr 

For Θ ≠ 0, the new position, xi, yi, θi can be calculated according to the formulas:

Xi = R sin θi 

Yi =R (1-cos θi)

θi =  

The turning radius,  R is:

R =   +   

For Θ = 0, the new position, xi, yi, θi can be calculated according to the formulas:
Xi = vti

r

R

Y
X*

θi

Figure 41: Fundamental Motion of a Vehicle.
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Yi = 0
θi = 0

and (distance) cost measure = r = R θi  = vti

Assume that the steering wheels have three positions: -Θ, 0, +Θ, and the velocity is constant in a
positive or negative direction, we obtain the bowtie shape within a range for Xi where, 
 -Xmax < Xi < Xmax

These equations also form the basis for Appendix B.

X

Y H

Figure 42: Example Trace of Neighborhood.
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The size of the neighborhood must be chosen to be sufficiently large so that changes in configura-
tion parameters (x, y, and angle) can be seen for all discretized angles of the car. If the turning
radius is large, such as for a bus, the neighborhood must also be large, so that incremental param-
eter changes occur in the neighborhood.  The neighborhood must be at least large enough to cause
changes, but even larger neighborhoods can be used to cover the entire helix (in 3 space) of possi-
ble neighbors.  As observed in Section 3.6.5, the size of the neighborhood will increase the num-
ber of OPEN nodes at the edge of the search.  This will not only increase the number of nodes in
the heap (increasing the time for insertion of any state) it will change the order in which the space
is computed.  For example, if the start is precisely 1/2 the turning radius from the goal, the full
helix will find the solution with the first expansion.  The shorter neighborhood (with a zero heu-
ristic) will first compute all states with lower distances than the start, but will expand more nodes
per unit time because of the ‘thinner’ edge of OPEN nodes.  If all states in the configuration space
are to be expanded, then the most efficient structure is the smallest neighborhood for which
changes in each of x,y,θ occur (for every car angle θ).  For the vehicle in the simplified example
of Figure 47, we have chosen a 9 x 7 x 90° (X x Y x Angle) neighborhood (for car angle θ = 0°),
which is rotated and discretized for other angles.

θ

Figure 43: Example Neighborhood in 3-D Configuration Space.

YX

0°

0 0
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Cost Measure

A simple optimization criterion is the minimum distance traveled in task space. In this case, the
length of the arc or straight line for each neighbor in the neighborhood represents the cost of the
motion, as measured at the cross-hair.  The specific method to compute the distance is given in
Appendix B.  This distance is different from the cost from center to center distance, because these
centers imply a different turning radius.  The cost distance to each neighboring configuration state
will therefore be accurate.   A more complex criterion might add a cost penalty for any x,y,θ con-
figuration state which places the vehicle in a danger zone as a delay cost on the node, such as the
street area when parallel parking. Alternatively, a penalty for turning the wheels can be imposed.
The current example will only consider minimum distance traveled. If a neighborhood is provided
so that each neighbor points to a different discretized state, then it will be called non-redundant.
A sample, non-redundant neighborhood and its associated costs are given in Figure 44.  It is
shown as a projection for the vehicle orientation, θ = 0°. 

Constraint Transformation

The transformation of 3-D obstacles for vehicle maneuvering can be simplified if it is assumed
that the downward projection of any obstacle to the 2-D floor from the maximum height of the
vehicle determines the illegal zone. In the examples given below, obstacles are first enclosed by a
rectangular area and then transformed. The controlled vehicle itself is also approximated by a
rectangle. In Figure 45, two parked cars and the curb (assumed along the top) are transformed

Figure 44: Example Neighborhood and Associated Costs θ=0°.
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based on the dimensions of the controlled vehicle and is a function of the angle.  This is achieved
by determining the outer region where the body of the controlled vehicle would intersect the
parked cars or the curb. Since the position of the vehicle is measured by the center of the rear axle,
the region is forbidden if this center would cause a collision.  An outline of the forbidden region
can be generated by ‘tracing’ along the convex and concave corners of the obstacles with the
shape of the controlled vehicle. This can be done by simple geometry, and is most efficiently
implemented by separately computing the illegal region of x,y for each possible angle.  The for-
bidden region may then be completely filled for each angle.  The transformation for one angle is a
slice of the full transformation for all angles.  Figure 46 shows the full transformation of the con-
figuration space, which is computed fairly quickly (50ms on a Sun IPX).

In the simulation, it was found that it is sufficient to fill the configuration space region with a
thickness of three states to the inside of the transformed shape, rather than take the time to fill the
entire region.  Once the vehicle cannot cross this boundary it is irrelevant if it is filled.  This is
because of the precedence of neighborhood blocking discussed previously in Section 3.4.1 and
illustrated later for this example in Figure 47.  It is not sufficient to leave only a single state thick-
ness however, since the neighborhood is shaped so that it can penetrate the hollow obstacle at an
angle (i.e. between the slices).  The three state thickness ensures sufficient overlap between one
angle transformation and the next. 

 

0°

+
Figure 45: One Slice (135°) of the Illegal Region.
(Position Measured at Center of the Rear Axle.)



86 Chapter 4 - Autonomous Vehicle Maneuvering

 

Start and Goal States

The goal position is usually simple to transform. If the goal is to be parallel parked between the
two parked cars, in a specific orientation (e.g. parked in the same direction as they are) then the
transform of the goal x,y coordinate of the car and orientation can be given directly.  If there are
several parking spots to choose from, then each could contain at least one goal. In the current
example, only one goal is used.

Figure 46: Full Transformation of Parked Cars in 3-D Configuration 

X
Y

θ
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4.1.1 A* to Compute Costs and Paths

Once the elements are provided, the configuration space, obstacle transformation, neighborhood
cost criterion, and start and goal are known,  the A* method can be used with the use of prece-
dence in the neighborhood as introduced in Section 3.4.1.  In the vehicle maneuvering example,
the neighborhood has a precedence and must be evaluated so that the nearer neighbors along a
particular direction are evaluated first.  If a near neighbor is blocked by an obstacle state, then the
remainder of the neighbors are not explored (see Figure 47). This feature is necessary to avoid
collisions with convex corners such as the one shown in grey.  If precedence is not used and
neighbors 9 or 10 are searched and selected because they are unobstructed, then this leads to an
incorrect implication that a safe path between to the original home (H) position is possible (and
thus the path would be incorrect).

While it is difficult to show the A* search expansion (similar to Figure 24) in 3 dimensions, the
beginning of the search can be shown as a projection.  Six sequential expansions (centered at
home locations for H1-H6) starting at the goal G and using the neighborhood of Figure 44 are
illustrated in Figure 48.  By expanding the nodes least cost first, the covered area grows faster in
the X direction than either the Y direction or angle.  For each new expansion, a neighborhood is
selected that is a function of the new angle.  The figure shows only the continuous character of the
underlying neighborhood before discretization.
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Figure 47: Later Neighbors Not Searched if Prior Neighbor Obstructed.
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Figure 48: A* Expansion for Vehicle Example.
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Figure 49: Parallel Parking in Min. Distance.

Figure 50: Starting Reversed.
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4.1.2 Planned Solutions

The result from the A* method is a direction arrow in each reachable configuration state indicat-
ing the steering wheel orientation and transmission direction (i.e. forward or reverse) for the vehi-
cle.  The vehicle does not have any dynamics factored into the plan, and it is assumed to move at
a fixed speed with instantaneous acceleration.  By following the arrows from any starting state,
the minimum distance path will be traveled to the goal. Figure 49 shows the path resulting from a
minimum distance criterion starting from a position parallel to the rear parked car.  For animation
purposes, we interpolate linearly between state transitions to produce a smooth motion between
longer neighborhood ‘setpoints’.  Finer discretization could not resolve this, since the longer
neighbors of the neighborhood would still require interpolation.  This introduces some error
which could be removed if the interpolation would match the curvature of the transition, but this
animation does not.  There are between 4 and 13 interpolated images for every neighbor (pointer)
that is traced, producing plausible animated behavior with a minimum of computation.

Of course parallel parking is not the only maneuver that can be computed.  From any starting state
a path to the goal can be traced.  Figure 50 shows the maneuver necessary if the controlled vehicle
is started in the parking spot backwards. 

Figure 51: A Right Turn with Forward-Only Constraint.

Goal
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4.1.3 Variation: Forward-Only Motion

If the above methods were used to make a right turn, it would likely lead to a maneuver with sev-
eral transmission changes, because it is the actual minimum distance solution.  This is obviously
undesirable in ordinary traffic.  This could be solved by greatly penalizing changes of transmis-
sion, although in this case it is simpler to eliminate the neighbors corresponding to the reverse
direction entirely.  This has the additional benefit of speeding A*, since there are fewer neighbors
and because in a limited space, fewer locations are actually reachable. All other aspects of the
setup and control are the same. Figure 51 shows a simple right hand turn constrained to allow only
forward motions.  The goal position must be set by the higher level planner (the simulation user in
this case) along with the selection of this forward-only behavior. 

4.1.4 Computation Times for Above Examples

The cost criterion for the vehicle’s travel is distance.  Direct computation of straight-line distance
between locations is not a good measure without considering orientation. This is because the dis-
tance estimate does not embody the complex motion required to move in horizontal direction, for
example.  Because we have not found any admissible heuristic estimating distance traveled for the
method, H( ) = 0 was used in all examples.

There are two times that can be reported for any specific situation. The shorter time is for comput-
ing the solution until the starting state is reached, i.e. delayed termination.  This computes all
states closer to the goal than the original starting position. The longer time is for filling the entire
configuration space so that solutions are computed for all starting positions (even those farther
than the original start). This has the benefit that when the vehicle is controlled, no additional plan-
ning time is required unless the obstacle configuration is changed. Reading the directions from the
configuration space is virtually instantaneous, and the car can be repositioned and driven to the
goal without delay.

The times given in Figure 52 below are in seconds of clock-time (not CPU-time), as computed on
a relatively slow Sun 3/60.  Experience with other A* demonstrations on a Sun SPARC IPX indi-
cate that these times will decrease by about a factor of 10 on the IPX.

Figure To Start All States
Figure 49 (Parallel Parking) 45 90
Figure 50 (Reversal) 80 90
Figure 51 (Right Turn) 10 35

Figure 52: Seconds of Clock Time to Compute the Vehicle Configuration Space.
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4.1.5 Time Constants for Model

Similar to the timing related to the number of OPEN nodes in previous examples (e.g. Section
3.6.6), the performance of the vehicle example will be explored.  The vehicle environment is typ-
ically filled with obstacles, particularly near the goal state.  To reduce the effect of the obstacles,
the goal was placed in the center, and obstacles, except the (fixed) curb at the top of the image,
were removed.   This location was the area most unencumbered by obstacles.  Even so, the bounds
of the window cause an obstacle area.

Time constants (A and C) for the time model can be computed for the vehicle example.  For a
vehicle that is bounded to have the cross-hair remain in the window, we can compute the con-
stants for A and C in equation (2) on page 64:  Time = A T + C  f(t).  For this example, a zero heu-
ristic was used and the full region was filled.  The number of open nodes in Figure 53(a) grows
dramatically to almost 6,000 at its peak.  The total number of configuration states is large
(36*24*64 = 55,296), and about 41,000 are unconstrained by what amounts to the four walls.

Figure 53(b) shows the trend from 1.5 average new nodes at about iteration 11,000 to approxi-
mately 1 node by iteration 30,000. Early in the computation however, the number of new nodes
drops rapidly from 22 to about 4.  The error due to dropped terms in the model is computed
according to equation (1) on page 63.  For the vehicle example, with a zero heuristic, if P is about
.02% (due to dropped terms), and γ is assumed to be about 1.5, then the time formula will hold
when the number of open nodes is 100 or greater.

Figure 53(c) shows a slight error between the predicted and actual computation time using A = 24
ms. and C = 22 ms.  The value of A is small because the neighborhood and associated costs are
pre-computed, and the number of newly opened nodes is also relatively small.  The value of C is
still small, but about four times greater than the previous robotic (H=0) examples most likely
because of the heap overhead for storing, manipulating and accessing indices and data for the
third dimension.
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Figure 53: Vehicle Computation.

Predicted

Actual

(a) Open Nodes, Ω(t) (b) Average of Newly Opened Nodes, γ(t)

(c) Predicted and Actual Computation Time. A= 24 ms.  C= 022 ms.
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4.2 A Radio-Controlled Implementation

In order to find the limitations of the planned paths when they are conveyed to a controller, a vehi-
cle testbed was designed and constructed.  The goal is to show that the planning theory can be car-
ried out in practice.  The vehicle is controlled in a 6’x8’ testbed as shown in Figure 54.  The
simulated paths of the vehicle shown in Figure 49, Figure 50 and Figure 51 execute in the testbed
environment shown in Figure 54.  In addition to these, many more complex maneuvers were
accomplished.  

4.2.1 Overview of the Autonomous System

Recalling the general autonomous systems architecture of Figure 9 of Section 3.1, the path plan-
ner receives higher level instructions such as the goal and optimality criterion from the task plan-
ner, and then must produce a plan to move from the current location to the goal. In this case the
task level instructions are created by the user.  To perform the planning however, other informa-
tion is required such as the location of the obstacles.  Although the obstacles could be detected by
the image acquisition (vision) system and then input into the system, in this case they are also
given manually through the user interface.  This is because the vision system may not perfectly
identify the location of the obstacle, and because the system under test is the planner and not a
computer vision system.

SPINE

D/A

CAMERA

PAPS

Tracked by PAPS Vision System

Figure 54: The Testbed Environment.
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Once the information is in place, the planner produces a full navigation map (using H=0) which is
used as a basis to control the vehicle.  The vision system is used to track the position and orienta-
tion of the vehicle.  The reflex controller and servo controller, which reside together in the same
piece of software, use this information to control it.  The reflex controller does sense the error
between the vehicle and the desired track and uses that as input for the servo system.  It does not
sense and respond to unforeseen obstacles, since this was not the objective of the testbed.  It then
works with the servo part of the software to continually  steer the wheels toward each setpoint.
Naturally, the controlled machine is the car.

4.2.2 Real Time Operating System and Hardware

To coordinate and control the activities of the car, a multiprocessor system called SPINE (Struc-
tured Processor Interactive Networked Environment) [62] was used.  Designed for real-time
experiments, it consists of several Motorola 68020 processors running at 16.7 MHz with 1Mbyte
of RAM each on a VME back-plane, plus a 4Mbyte independent common memory board accessi-
ble from all boards, a Digital to Analog board, and Digital I/O board form the multi-processor
system.

A stock 1/10 scale RC-10 radio controlled car is used as the controlled vehicle. The body dimen-
sions, structure and steering ability are used as input for planning the motions.  The body is 20”
long and 9.75” wide.  The center of the rear wheels is 4.5” from the rear, and the front wheels are
5” from the front.  The steering wheels can rotate  up to 25° to the right and left.  Therefore the
wheelbase is 10.5”, and the track was  9.75”.  The testbed also contains two other car bodies
(obstacles) with similar body dimensions.

4.2.3 Sensory Tracking System

The position and orientation of the RC-10 are determined by an infra-red camera, mounted above,
viewing 3 infra-red LEDs mounted on the top of the car body.  Two LEDs are positioned about
.1” behind and parallel to the rear axle.  Ideally they would be placed over the rear axle, but
mechanical restrictions prevented this.  The third LED was placed in the nose of the vehicle on the
longitudinal axis. This positioning provided a fairly compact way to compute the x,y location, and
gave sufficient distance to accurately define the angle.  

The lens is a wide angle corrected lens, that requires calibration to match the pixel locations to the
x,y location and orientation, but fortunately no distortion correction was needed.  The camera
transfers the image to a Philips PAPS (Picture Acquisition and Processing System) where the
image is thresholded, refining the points, and the position and orientation are reported to the local
memory area of the M68020 processor controlling the car.  This computation provides the loca-
tion every 25 ms (40Hz). 
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4.2.4 Control  System

The RC-10 is radio controlled from a stock FM radio-control transmitter.  The transmitter is com-
puter controlled by the digital to analog board (D/A) which then ties into the transmitter circuitry.
One circuit controls steering angle while the other controls the transmission (forward/reverse).
The drive-train of the RC-10 was altered so that it has a geared down rear axle and smaller motor.
This was done both to reduce the speed of the vehicle and to extend the life of the on-board bat-
tery to about 4 hours.

To control the motions of a given device, the current position of the device is available with a
delay of 25 ms. The direction arrows found in the corresponding configuration state determine the
optimal motion for the device. By concatenating the optimal motions from the neighborhood, an
optimal path to the goal is produced. In practice however, the path is followed piece by piece in a
repeated move-select sequence. This allows for on-line correction in the event that the device
‘falls off-track’ either due to mechanical error, low-order unmodelled behavior or operator inter-
vention.

From the common memory area, the controller can read the direction arrows indicating the proper
control of the vehicle from any currently sensed position. In practice, an arc is struck from the
current active position through the next x,y,θ setpoint and the vehicle is controlled using a propor-
tional integral derivative (PID) method1 [41] through that point. This feedback control helps cor-
rect for an imperfect mechanical system or any sliding on the surface. The controller continually
monitors the active position in comparison with the desired setpoint. If the current position is
wildly out of track with the setpoint, such as if we reach in and flip the car around, the controller
can abort the motion and continue from a newly determined starting position.

Smooth Control

In order to control the vehicle, the discretized configuration space path must be converted to prim-
itives for the controller[51].  These primitives are an arc curvature (based on a center and radius)
and direction (forward or reverse).  This conversion is necessary to provide smooth control of the
car.  Because the shape of the neighborhood causes severely discontinuous behavior between the
directions for nodes in close proximity to one other within the navigation map, the elementary
control strategy of simply sensing the current position and following that control directive is not
sufficient.  For example, a minor change in the perceived orientation of the vehicle might cause
opposing control directives to be issued.  By this method, the vehicle will have many oscillations
of fits and starts while attempting motion to the goal. This is clearly undesirable. 

The fact that control cannot be achieved reliably by localized directions means that instantaneous
error recovery is also impossible.  Any minor mechanical error or outside intervention cannot be

1. PID. Proportional: Control response is proportional to the error. Integral: Integrates the error over time 
(useful for slow or stop control).  Derivative: Control proportional to the derivative of position. In other 
words, if the error is large, and velocity small, apply large force; if the error is small, and velocity high, 
apply a negative force.  The derivative causes damping in the system.
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immediately detected and acted upon. The following enhancements cause a smooth motion to be
reconciled with reasonable error recovery.

The first conversion is to give longer setpoints. Since neighbors are arcs of limited length, any
sequence of like-kind neighbors are concatenated to determine the next setpoint for control. For
example, if the path contains two directives that both result in forward motion with wheels at 45
degrees, then the setpoint should be at the end of the farthest 45 degree neighbor. This allows
some smoothing of the discretization errors that necessarily occur when planning a continuous
problem in a discrete space. 

The second conversion is to control to the actual arc, rather than the planned arc.  This is achieved
by striking an arc from the current world position through the next x,y,θ setpoint. The vehicle is
PID controlled using a smooth arc through that point. The direction of motion is determined by
the selected neighbor.  This helps correct for an imperfect mechanical system, any variation in the
discretized starting state or minor sliding on the surface. 

The third conversion is to define a stopping criterion that defines the moment when the vehicle is
considered to have reached the setpoint.  If this is not used, then if any control or mechanical fail-
ure occurs, and the vehicle does not arrive perfectly at the desired setpoint, then the PID control
will force the car to try indefinitely to achieve a possibly small (and usually horizontal) motion.
The vehicle has reached its stopping position when it crosses the line that runs through the set-
point and perpendicular to the setpoint orientation. This line allows for some discretization,
mechanical or frictional error, while still ensuring a fairly robust hand off between setpoints.  This
means that the vehicle has achieved its setpoint even though the planned distance and actual dis-
tance are likely to vary.

Finally, once the vehicle has crossed the line defining the stopping criterion, an evaluation is
made. If the current location is within reasonable range of the setpoint, then control resumes with
the next neighbor in the path, otherwise the path is determined anew from the current location. As
an alternative to this, an acceptability test can be made while control is underway. If the current
position is wildly out of track with the setpoint, such as if we had reached in and flipped the car
around, the controller can abort the motion and continue from a newly determined starting posi-
tion.
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4.2.5 User Interface Software 

The setup of the parked cars, goal location and optimality criterion is input via a graphical user
interface (GUI) on a Sun 3/160 as shown in Figure 38. In a future implementation, the location of
the parked cars and other obstacles could be determined by the sensing system. Once the configu-
ration space is computed, it is downloaded using the SPINE communication mechanisms to the
4Megabytes of common memory RAM in SPINE.

4.2.6 Driving

To use the testbed once the system is loaded, the RC-10 is placed anywhere within the physical
boundaries, and a ‘start button’ is pushed. This is an input to the digital board which produces a
signal to begin.  The car then drives to the goal.  Figure 55 shows the car in stop-action1.

1.  A videotape in either PAL or NTSC is available which shows the vehicle maneuvering testbed.  It is 
available on request through the author at Philips Research, 345 Scarborough Rd., Briarcliff Manor, NY 
10510 or via e-mail: kit@philabs.research. philips.com .

Figure 55: The Car in Stop-Action.



Section 4.3 - Other Applications 99

4.3 Other Applications
 

4.3.1 Use of the System for Complex Maneuvers and Larger Areas

The setup and computation of complex maneuvers and larger areas follow directly from the previ-
ous example, and can be used to test that the solution can be scaled. Given the vehicle’s dimen-
sions and steering capability, the neighborhood can be precomputed automatically. The cost used

Figure 56: Transform of 8 Obstacles and 4 Walls for a Car at 160°.
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is the distance the vehicle position (as defined in Section 4.1) travels. If the obstacles and vehicle
are approximated by rectangles, then the transform resulting from a single angle of the vehicle is
as shown in Figure 56. The region around an obstacle represents the closest that the position of the
vehicle can get to the obstacle at the current orientation of the vehicle. The illegal region in con-
figuration space is determined by computing the transformation at each of the convex and con-
cave corners and filling in the forbidden region. More complex shapes are certainly possible. For
each possible angle of the car, a transform is computed. The transforms for all angles of the car
require about 500 ms (on a Sun IPX) for the walls, obstacles and curb of Figure 56.The optimal
path is generated by performing A* from the goal (or goals). A* avoids the transformed obstacle
regions, and eventually fills the reachable 3-D configuration space. The A* computation time for
this large area is about 18 seconds (on the same Sun IPX).  As mentioned before, the more obsta-
cles that are present, the faster the solution is computed. By following the steering and transmis-
sion commands from location to location the path in Figure 57 is found.

Complex maneuvers are required when there are many perhaps odd shaped obstacles or a
restricted space. The problem is set up and computed in the same way as for simpler arrange-
ments, however the sensing problem is more difficult. In the case where the vehicle is performing
anything much more than parallel parking, inexpensive sensors will not suffice. This is particu-
larly true if complex obstacles must be sensed, or a large area is used for maneuvering. Even if the
environment is known, the position and orientation of the vehicle must be reported in real time.
This is perhaps the most difficult problem, since open-loop control is only accurate for a few
motions. Only if the vehicle is performing in a restricted location, such as warehouse, airport,
ship, or commercial establishment, can fixed sensors be placed efficiently to track or locate the
vehicle. Alternatively, the vehicle can use beacons (bar-codes) or landmarks to find its position.
Global positioning with differential correction may be of use in some outdoor applications,
although this is an area for future research.  Other than the sensing problem, there is no difficulty
in computing an optimal path around numerous obstacles.
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Figure 57: Minimizing Distance traveled While Avoiding Obstacles.
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4.4 Bulldozer Maneuvering

Treaded vehicles (such as a bulldozer) are a simpler kinematic case than cars.  Using the same
essential configuration space of the car (of Section 4.1) that has 48 states (in X) by 36 states (in Y)
by 64 states (in θ), the position and orientation of the bulldozer can be described.  As simply mod-
eled, they may only rotate or drive (forward or reverse) based upon the current orientation. There-
fore, the turning radius is zero since it can turn about its axis, decoupling the rotation and drive
controls.  The problem then degenerates into a simpler point-to-point routing problem in configu-
ration space. The neighborhood has two fundamental directions, as shown in both two and three
dimensions in Figure 58.  For each angle θ, the neighborhood is calculated to contain four neigh-
bors in each fundamental direction, for a total of 16.  A smaller neighborhood could have been
provided, but since the angle θ of the neighborhood varies, less discretization error (as discussed
in Section 3.6.1) will occur with the larger neighborhood  This gives the changes in x and y as the
bulldozer moves in a straight line (for the current orientation) in configuration space.  The cost
measure is the distance traveled, (not time) with a zero cost for rotation.  Using a zero heuristic,
and the same essential obstacle transforms as the car, a bulldozer maneuver can be computed in
the prior environment of the car.  Because the optimal path is the shortest Euclidean distance in
configuration space, an admissible heuristic could be provided. 

The strength of the method is seen by the modularity of the changes.  The only difference between
the car and bulldozer is that the neighborhood (and associated costs), and the dimensions of the
vehicle where changed.  The transformation, planning, and most of the user interface, was pre-
served.

In Figure 59, the bulldozer avoids an obstacle, and backs into the parking place.
  

Figure 58: Bulldozer Neighborhood in 2 and 3 Dimensions.
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Figure 59: Bulldozer Maneuvering.
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4.5 High Speed Vehicle Maneuvering - Managing Relative Motion

Initially, the planning for a scenario any larger than that of the complex region in the previous sec-
tion would seem impractical, not only because of the real-time sensing issues, but also because
the planning would be too slow and require too much memory. Since maneuver planning deter-
mines the proper reaction in the sensing-reaction control loop, it is important to be able to perform
this quickly to get adequate ‘reaction time’. Fortunately, quick planning in a relatively small
space can be performed for this problem [55].

Configuration Space

In the situation where a vehicle is moving along a highway, the configuration space should be
considered as the space moving relative to some other object or marker. Previously, all configura-
tion spaces were considered to be relative to a fixed origin. Using this method, the configuration
space is two dimensional rather than three, and is therefore much quicker to calculate.  The dis-
cretization of the space should be coarse in the x direction (e.g. 3 lanes wide), because it is impo-
lite to weave through traffic without fully entering or leaving a lane.  The discretization in y (road
distance) should be chosen in a trade-off with the computation time because it is a component in
defining the reaction time, along with the sensing capabilities.

Neighborhood

Looking at the ‘neighborhood of permissible motions’ for a high speed vehicle, it is discovered
that the vehicle can in fact move sideways, relative to other vehicles, simply by steering. Also,
forward and backward motion can be achieved by accelerating or decelerating. Speed limits can
be incorporated naturally by changing the neighborhood as a function of the current speed.  This
is a delightfully simple neighborhood for planning purposes, as shown in Figure 60(a). Figure
60(b) gives the results of straightforward path planning in a relative space for vehicles moving at
high speeds.  

Cost Measure

The cost measure is the Euclidean distance in the configuration space.  

Constraint Transformation

The obstacles are the vehicles to be avoided or passed, and the edge of the road.  These are trans-
formed in the same manner as the vehicle transformation of Section 4.1, which ‘grows’ the obsta-
cles by the dimension of the controlled vehicle for the orientations of interest.  In this case the
orientation is parallel to the edge of the road which can be treated as a fixed axis at each moment
in time.  Therefore the transformation is straightforward and requires only one slice of the previ-
ous transformation.  It is also possible to lengthen the obstacle to the front or rear to allow buffer
distances for proper passing.
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Start and Goal States

The goal can be set as a position relative to the other vehicles. If the goal is to simply pass the
other cars, then there are goals covering each lane ahead of the vehicles. The start is the current
location. 
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Figure 60: High Speed Vehicle Maneuvering.
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4.5.1 A* to Compute Costs and Paths

A* is used to compute the path around the surrounding cars.  At each state there are directives
such as “accelerate and move one lane to the left”.  Since the space is two dimensional,  and pos-
sibly relatively small, and the transformation is fast, the solution can be found quickly.  

4.5.2 Planned Solution

Figure 60(b) shows the resulting proposed path for a car to overtake other vehicles.   If there is no
path, then the current relative position should be maintained. Any sensed change in the relative
positions of the other cars can be accommodated in a short time because the planner is fast.  For
high speed maneuvering the time to update the configuration space is clearly critical.

4.6 Concluding Remarks

The framework using A* and configuration space which uses a neighborhood with costs has been
shown to provide a flexible, yet powerful mechanism in which to determine optimal autonomous
motions for a vehicle [48].  The clear conceptual components provide a mechanism to encapsulate
each part of the planning problem in a manageable form.  The A* computation can then automat-
ically generate the required navigation map, which may be highly complex.  It is simple to use the
navigation map to produce optimal, collision-free motions.

For automatic maneuver planning for a car, the fundamental maneuvers are more complicated
than for the two link robot since the kinematic restrictions must be taken into account.  Even
though the machine operates in a three dimensional configuration space, the vehicles capabilities
restrict it to a subset of two dimensions.  These type of constraints is also called non-holo-
nomic[17] constraints. This is because the control parameters are different from the planning
parameters. 

A few methods exist to compute maneuvering solutions that begin to address this class of prob-
lem. One example is Volkswagen’s parallel parking Futura which involves imitating the human
rules (tricks) to achieve automatic control for specific maneuvers. A similar method [40] allows a
user to select from a collection of monotonic maneuvers (i.e. S-shapes, and arcs but no zig-zags),
which are tuned to the local parking environment, and then executed on a vehicle. Another
method uses rules based on locally optimal maneuvers [43]. Some success has been achieved
using well known dynamic programming techniques for localized animated car parking [57], and
by using potential fields in configuration space[3].  Many methods avoid the problems associated
with the kinematic constraint altogether by planning only for vehicles that rotate about their axis.

The method presented in this chapter provides a systematic method to compute globally (not just
locally) optimal, collision-free paths for both a car and treaded vehicles.  This method computes
paths determined by the inherent kinematic limitations of each of the machines, and is not based
on quantified rules taught to the system.   This provides a way for the machine to be ‘self taught’,
that is, it has an automatic, general way for the machine to determine the optimal path autono-
mously.




