
UvA-DARE is a service provided by the library of the University of Amsterdam (https://dare.uva.nl)

UvA-DARE (Digital Academic Repository)

A* planning in discrete configuration spaces of autonomous systems

Trovato, K.I.

Publication date
1996

Link to publication

Citation for published version (APA):
Trovato, K. I. (1996). A* planning in discrete configuration spaces of autonomous systems.
[Thesis, externally prepared, Universiteit van Amsterdam].

General rights
It is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s)
and/or copyright holder(s), other than for strictly personal, individual use, unless the work is under an open
content license (like Creative Commons).

Disclaimer/Complaints regulations
If you believe that digital publication of certain material infringes any of your rights or (privacy) interests, please
let the Library know, stating your reasons. In case of a legitimate complaint, the Library will make the material
inaccessible and/or remove it from the website. Please Ask the Library: https://uba.uva.nl/en/contact, or a letter
to: Library of the University of Amsterdam, Secretariat, Singel 425, 1012 WP Amsterdam, The Netherlands. You
will be contacted as soon as possible.

Download date:24 May 2023

https://dare.uva.nl/personal/pure/en/publications/a-planning-in-discrete-configuration-spaces-of-autonomous-systems(05374e87-8c7d-4a5a-9788-e206e9742b52).html


107

Chapter 5

Differential A* (¹A*) for Graphs

In the A* method, any change in the cost of nodes or transitions in a graph G, forces complete
recalculation to obtain the explicated (solution) graph. Depending on the problem domain, such
changes may occur quite often. In many cases, however, the pointers in the explicated graph differ
only partially after recalculation.
 

Figure 61: A Small Change Affecting a Small Region.
(c): Region affected by obstacle

(b) Revised graph Ge'(a) Original graph Ge
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For example, Figure 61(a - b) shows two explicated configuration space graphs taken from robot-
ics for the 2-jointed robot shown in Figure 15 of Chapter 3.  Figure 61(a) shows the arrow pattern
of the resulting explicated graph Ge once the search is completed.  The graph in Figure 61(b)
shows an obstacle that has been introduced, and the revised Ge. The entire region has been recom-
puted, but only a portion of the resulting Ge has changed.  If the environment started as in Figure
61(a) and received the obstacle states all at once, then perhaps it would be preferable to change
only the area affected by the obstacle itself rather than recompute the full region. To highlight the
portion of the configuration space affected in this example, Figure 61(c) has those nodes erased
that are affected.  The research topic of this chapter determines that this area can be identified and
recomputed, so that in many cases less computation time is required.

We designed the “Differential A*” algorithm as a method that builds on the A* approach to adapt
quickly to changes in a graph by determining and updating the localized regions affected by those
changes rather than regenerating the entire space. Changes in node cost, transition cost, and start-
ing state selection all affect the explicated graph Ge.

5.1 Outline of the Method

The explicated graph is implicitly determined by the properties of G: transitions (and their costs),
delay costs, and the start and goal nodes of the search.  Therefore if any of these change, they may
impact the explicated graph.  These elements are the smallest instruments of change to the graph,
and are essential input to the Differential A* structure outlined in  Figure 62.  First, new notation
specific to Differential A* will be introduced including a node n and its relationship to a parent
node, active and passive transitions, and pointers.  In addition to these objects, several functions
that act on them will be presented.  With this, each of the different types of changes are analyzed,
giving rise to an efficient method for generating a correct explicated graph without full recompu-
tation.

Figure 62 shows a block diagram of the principal components of the Differential A* graph search
method along with the interfaces and results.  The changed transitions and nodes as well as the
nodes that were the OPEN nodes of any previous A* search are used as input drivers to the differ-
ence engine.  The difference engine determines the impact that each of these changes has on the
current state of Ge.  This impact and the previous OPEN nodes are used to determine systemati-
cally the minimum number of nodes required as seed (or OPEN) nodes.  These nodes become the
source of the new A* search. 
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5.2 Notation

This method will vary only slightly from the definitions of A* in Chapter 2.  In the same way that
for the robotics applications of Chapter 3 we chose to view the goal state as the ‘starting node’ of
the A* search, this method will assume the same direction of search. This causes the successor
function for any given node to be equivalent to the ‘neighborhood’ function defined in the robot-
ics section Section 3.2.1.  Pointers indicate the optimal transition from a current node to the next
nearest node to the goal, and  the direction of pointer is the same as the transitions, rather than
opposite  as in the original A* method of  Section 2.3.   In practice, this provides a more intuitive
use of the transitions which then represent permissible motions from state to state.  In the event
that the search originates with the starting state rather than the goal state as proposed,  the same
method can apply, taking care that the direction of computation affects the cost measures and suc-
cessor functions.

The notation will be divided into three categories.  The first is general, the second affects the
graph G and the third affects the explicated graph Ge. 

5.2.1 General Notation

• A node n represents a node which is a point of reference for a particular discussion. 
• An uninitialized node φ is a node that has not been on OPEN during the computation.  These 

nodes have the property that the delay cost and total cost are not determined and there are no 
pointers leading out of φ. φ+ K ⇒ φ, where K is any value.

• Φ denotes the set of φ nodes.
• Seed nodes are the nodes sought by the Difference Engine.  These nodes may become the 

OPEN nodes for the subsequent A* search.

5.2.2 Notation Related to Graph G

• A transition t from any node n1 to a second node n2 implies a cost, greater than zero, that is 
incurred by moving from n1 to n2. The transition is written t(n1,n2).  The cost is written 
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Figure 62: Differential A* - Outline.
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c(n1,n2)
• SCS(n) is a successor function of a given node n.  It returns the set of all those nodes that have 

transitions in the general graph G from each (successor) node n' to the node n.
• scs(n) represents a single successor node of n.
• PRED(n) is a predecessor function of a given node n.  It returns the set of those nodes that 

have transitions in the general graph G from the node n to other nodes n', and is related to the 
inverse of the successor function.

• PRED(t) is a predecessor function of a given transition t.  Even though this function is 
overloaded by accepting either a node or transition, it seems sufficiently intuitive so that we 
will keep the same name.  It returns the single node which is the destination of the transition.  
In other words if a transition t1 points from n to n', then n' is the predecessor of t1.

• pred(n) represents a single predecessor node of n or t.

5.2.3 Notation Related to Graph Ge

• A parent node of n is a member of the explicated graph Ge that is pointed to by a given node 
n.  An individual parent node will be denoted as parent(n). If there is a pointer from the node n 
to a parent, then n ∈ SCS(parent), n being one of many possible successors of parent, but 
being at least one of those nodes now in the explicated graph Ge.. 

• PARENTS(n) is a function returning a set of all parents of n.
• A child node of n is a member of the explicated graph Ge that points to a given node n.  An 

individual child node will be denoted in upper case as CHILD(n).
• CHILDREN(n) is a function returning a set of all possible children of n. The node n can be 

considered a child node of parent, so that n ∈CHILDREN(parent). 
• An active transition t(n1,n2) of G has a corresponding pointer from the node n1 to the node n2 

in Ge.  This represents the lowest cost path from n1, through n2 to the starting node. 
• A passive transition  t(n3,n4) of G does not have a corresponding pointer between n3 and n4 in 

Ge.
• Perimeter nodes are nodes that surround Φ and are defined as the set of all nodes that are 

{pred(φ) \ Φ | φ ∈ Φ} .  These nodes are candidate nodes (described next).
• Candidate nodes are the combination of two sets of nodes, the nodes left on OPEN when the 

previous A* computation terminated and nodes identified as candidate nodes by the 
difference functions.  

5.2.4 Example

An example that uses the basic definitions is given in Figure 63. Transitions represent permissible
changes between nodes in the graph, and are therefore elements of G.  They are drawn in this and
later figures with dashed arrows.  Active transitions that are elements of the explicated subgraph
Ge  are optimal and have corresponding solid pointers. A pointer path, PP, is obtained by follow-
ing from node to node according to the pointers. In this figure, the only pointer is between n1 and
its parent n0.  It can also be said that n1 is a child of n0.  All non-active transitions are passive,
such as between n3 and n2.  Key functions that were described earlier were the successor (SCS)
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and predecessor functions (PRED).  In this instance, SCS(n1) = {n3,n4} because these are transi-
tions into n. PRED(n3) = {n1,n2} because these transitions lead out of n3.

5.2.5 Fundamental Operations

• The Clear Influence function χ (n) is the key function in the difference engine.  Given 
changes in the nodes and transitions, all nodes must be identified that will require an increased 
cost, so that they may be recomputed.  The χ (n) function pinpoints these nodes by adding n 
and recursively all children of n into Φ and resets them to their uninitialized state φ. In 
addition it finds the nodes that are adjacent to (perimeter of) those that are cleared.  This are 
the source of OPEN nodes, in addition to any OPEN nodes left from the previous search, used 
to recompute Φ using A*.  

• Individual Node Recomputation  is a generic function for all nodes. A node n may need to 
have the value of f(n) updated.  The cause may be the change in the incurred cost within the 
node itself in G, such as delay cost.  Alternatively the cause may be a change in the cost of a 
transition in G on which the node depends.  Ordinarily this does not change the pointer of the 
node in Ge.  However, in some graphs Ge, the node n may have more than one equivalent cost 
parent in Ge.  In such a case, there will be several pointers leading out of n, so n has several 
parents.  If the cost of the node is decreased by a transition to one of the parents, then clearly 
the alternate pointer to the (now higher cost) parent must be deleted.

• Add to Candidates is a repository for all candidate nodes that will be reviewed as possible 
seed (OPEN) nodes.  

5.3 Difference Engine

This section details the objective for the difference engine which has been introduced previously
in [6, 45, and 46].  Once the objective is defined, a method comprised of several cases is outlined
to achieve the objective. Finally, each case is analyzed and a summary method is proposed.

Figure 63: Example using Definitions.
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Transition
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The objective of the Difference Engine is to efficiently manage the changes that might affect a
graph in such a way as to minimize the A* recomputation required.  An outline of the Difference
Engine is shown in Figure 64.  The recomputation then produces a revised (correct) graph.  This is
achieved by reinitializing some parts of the graph and then using specially selected ‘seed nodes’
to recompute the graph. 

Transition and node changes are the primary types of change.  These changes may be their cre-
ation, deletion, increase or decrease (in cost values, recalling that f(n) = g(n) + h(n)). In addition,
transitions that are active and passive are also evaluated as separate cases. Nodes may also be
changed into or out of the special categories of ‘start’ or ‘goal’.   For each of these changes, the
case is analyzed to identify the difference calculations required to recompute the graph.  It will be
assumed that updating the transition and node values according to the specified change will be
performed as a matter of course. 

The overall objective, however, is to determine the ‘seed’ or OPEN nodes that will be used in the
subsequent A* computation.  The transition and node changes may cause some nodes to be con-
sidered as candidate nodes.   In addition to candidate nodes that are found due to changes, OPEN
nodes in the preceding A* search must also be considered as candidate nodes. The order of candi-
date generation varies Φ, and different affected areas may overlap.  This means that the final
determination of seed nodes (OPEN nodes) for the next call to A* cannot occur until all affected
areas are found.

These candidate nodes will be re-evaluated just prior to the A* recomputation to ensure that they
are not duplicates or are disqualified by other difference calculations which set the node to unini-
tialized.  By adding only the nodes necessary, computation is minimized.  The qualified candidate
nodes will then be considered the OPEN or ‘seed’ nodes for A*.  

5.4 Case Analysis for Difference Engine

To determine the minimum number of relevant cases, each variety must first be evaluated.  The
analysis is broken down into the possible cases (Figure 65).  The parts of the graph that can
change are transitions and nodes.  Transitions are further broken down into their more specific
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cases of passive and active.  The types of change that can affect these parts of the graph are
increases or decreases in the cost, specifically transition cost or node delay cost, or the creation or
deletion of a new part.  Each of these types of change is discussed as a separate case.  Beyond
these fundamental cases, two additional cases are also considered.  Case 13 and  Case 14 manage
the change in classification of a node to or from a ‘start’ node. 

For each of the cases, the objective is to determine the effect of the node or transition changes.
Some recursively affect child nodes in addition to their own values.  This process will use the
‘clear influence’ function of Section 5.2.5.  The cases will be listed first for changes to transitions,
next for changes to nodes, and last for starting state changes. 

Each case will be illustrated showing the graph (including Ge and G features) at time α, before
the difference engine and then the graph at time β after the difference function; these will be
denoted as Gα and Gβ, respectively.  Costs for nodes or transitions will be preceded by a colon i.e.
(t1: b | b>a). There is typically a node or transition which is the focus of the case; these will be
denoted by n and t, respectively.  If there is any parent or child node, it will be denoted by a P or
C, typifying all PARENTS(n) and CHILDREN(n).  Actions performed on a typical node will be
assumed for the others.

Case 1: Increase in Cost of Active Transitions

Figure 65: Table of Cases.

Transitions

Passive Active Nodes Start Node

> (Increase)  Case 3  Case 1  Case 9

< (Decrease)  Case 7  Case 5  Case 10

Creation  Case 8  Case 6  Case 11  Case 13

Deletion  Case 4  Case 2  Case 12  Case 14

Gα:

np1P C
t1: a

p2

t2

Gβ:

n ∈ ΦP n'

t1: b | b>a t2
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In this case, the value of the transition t1 is increased. In Gα, p1 indicates that n optimally points
to P.   In Gβ, the pointer of n may now be impacted because another PRED(n) may be the (opti-
mal) new parent of n.  Not only is the pointer affected, but the cost will now be increased unless
the pointer happens to result in an equivalent cost via the new parent.  This recomputation to find
the new parent of n can be achieved by examining all of the predecessors of n, determining the
minimum f(n), and assigning the corresponding pointer to the parent that leads to the lowest f(n).
The predecessor computation and pointer revision must then be followed by the recomputation of
all children of n which must also be updated.

We discuss this process here in more detail, but it is in fact a detailed example preparing and using
the clear influence function χ of Section 5.2.5.

The transition cost change affects n, but it must also be reflected in the children of n.  It is not suf-
ficient to simply propagate the increased cost to the children, because each child may have other
predecessors from which to take a more optimal cost (a child of n may have other parents than
n'.).  Therefore, for each child, the cost must be recomputed based upon the possible predecessors
of the child similar to the recomputation of n.  

This process would lead to the recomputation of all of the children in the order they are found,
which, depending upon the algorithm used for tracing them (breadth first, depth first, etc.), may
not result in an efficient recomputation.   In addition, it is often the case that several simultaneous
changes are made to the nodes or transitions of a graph.  

More efficient management of the possibly multiple simultaneous changes can be achieved by a
two step process.  The process first identifies a collection of nodes as ‘uninitialized’ for each of
the perhaps overlapping changes, and then prior to performing the A* recomputation finds the
predecessors of the union of these uninitialized nodes and defines them as candidates.

By marking all child nodes that must be recomputed (as φ), the predecessors of these children
become candidates.  These seeds are considered  OPEN nodes for an A* search if at the end of all
the changes, they have not themselves become uninitialized.  If the predecessor does become
marked as uninitialized, this can only occur if its predecessor is a seed, providing the propagation
to the uninitialized nodes. The function of identifying and marking the children  and adding each
of their predecessors to the candidates is the function that χ ( ) provides. 

Rather than recompute n based upon its predecessors, it seems more direct to use χ (n) to cause
the recalculation of all the nodes related to n in a homogeneous way.

Required Difference Calculation: perform χ (n).
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Case 2: Deletion of Active Transition

In this case, t1 is deleted.  In Gα, p1 indicates that n optimally points to P.   In Gβ, this will be
impacted because the transition no longer exists.  Therefore, another pred(n) will have to be opti-
mal parent of n if n has a pointer, so pred(n) is required as part of the perimeter for this case. In
addition, the value of g(n) will now need to be changed and updated based upon the best transition
between n and PRED(n) and the pointers pointing out of n (i.e. p1) must be deleted1, i.e. n goes
into Φ.  In addition, all of the recursive children of n must be reset.  This is achieved by χ (n). 

Required Difference Calculation: perform χ (n).

Case 3: Increase in Cost of Passive Transition

In this case, the value of t1 is increased, but in Gα there is no pointer indicating that n optimally
points to this predecessor of n, which means the predecessor is not a parent of n.  The node n may
be pointing to other predecessors who are parents, however.  Since this transition was not selected
to have a corresponding pointer, it is not in the explicated graph Ge.  By increasing the cost of this
transition, the desirability of this transition is further reduced, but causes no change to the expli-
cated graph.  Therefore, there are no fundamental operations required. The only action is to note
the transition cost change.

Required Difference Calculations: None.

1.  Note that the same results for deleting a transition can be achieved by setting the cost of t1= ∞. This 
means increasing the cost of the transition to a value that is daunting for the problem, resulting in a Ge 
without this transition.  It is therefore not surprising that  Case 2 is treated the same as  Case 1 which 
manages increased cost transitions.

Gα:

np1P C
t1

p2

t2

Gβ:

n ∈ ΦP n'∈ Φ
t2

Gα:

npred(n) succ(n)

t1: a t2

Gβ:

n succ(n)

t1: b | b>a t2
pred(n)
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Case 4: Deletion of Passive Transition

In this case, the t1 is deleted, and in Gα there is no pointer indicating that n optimally points to this
predecessor of n.  The node n may be pointing to other predecessors who are parents, however.
Since this transition was not selected to have a corresponding pointer, it is not in the explicated
graph Ge.  By deleting the transition, there is no change to the explicated graph.  Therefore, there
are no fundamental operations required. 

Required Difference Calculations:  None.

Case 5: Decrease in Cost of an Active Transition

In this case, the value of transition t1 is decreased. In Gα, p1 indicates that n optimally points to P.
In Gβ, the optimality will not change the existence of pointer p1, because t1 is even more desirable
than before.  Because this transition can only affect the node n, followed by its children, it is suf-
ficient to recompute (as in Section 5.2.5) n using the new lower cost of t1 and add n to the set of
candidates.  The subsequent invocation of A* will manage the propagation of this lower cost
throughout any children and possibly other nodes in the graph.  

Required Difference Calculations: 1) Recompute n,   2) Add n as a candidate.

Case 6: Insertion of an Active Transition

This case can not occur, but is included for completeness.  The only changes permitted are in G,
so while it is possible to insert passive transitions (since they are in G), whether a transition is
active is only determined after A* is performed (i.e. active transitions are in Ge).  The difference

Gα:

n n'
t1 t2

Gβ:

n n'
t2

pred(n) pred(n)

Gα:

np1P C
t1: a

p2

t2

Gβ:

n P n'
p1

t1: b | b<a

p2

t2

Gα:

np1P C
t1: a

p2

t2

Gβ:

n ∈ ΦP n’∈ Φ
t2
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engine cannot tell a priori that a transition will be active.  (Insertion of passive transitions is dis-
cussed later in  Case 8.)  

Required Difference Calculations: None.

Case 7: Decrease in Cost of a Passive Transition

In this case, the value of t1 has decreased; therefore, it is possible that this may cause it to become
active. For this computation to be made, either the node n must be recomputed with the new value
of the transition with a comparison to the current value and new pointers set, or more simply, the
predecessor may be added to the candidates, whereby A* in normal course performs the computa-
tions above.  

Required Difference Calculations: Add the predecessor corresponding to t1to the set of candidates.

Case 8: Insertion of a Passive Transition

In this case, the transition t1 is inserted. As stated in Case 6, it cannot be known in advance
whether this transition will be active or passive, so all transitions are assumed to be passive until
shown otherwise.  The affected node is therefore node n. The value of n could be recomputed,
compared with the current value, and new pointers set just as in Case 7, but again it is more effi-
cient to have the predecessor of n added to the set of candidate nodes.  (It makes sense that the
actions required to manage a new transition are analogous to the situation where a transition
decreases from infinity to a finite value i.e.  Case 7.)

Required Difference Calculations: Add the predecessor corresponding to t1 to the set of candidate
nodes.

Gα:

npred(n) scs(n)
t1: a t2

Gβ:

n scs(n)

t1: b | b<a t2
pred(n)

Gα:

n n’
t1 t2

Gβ:

pred(n)
n n’

t2
pred(n)
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Case 9: Increase in Node Delay Cost

In this case, cost g(n) is increased (from i to j). This means that first, the cost of the node should
be recomputed with the new cost. Next, the node will be added to the set of candidate nodes.  The
pointer p1 in Gα is not going to change because the transition cost has not changed. The pointer p2
in Gα will have to be deleted, because the child node C may have a lower cost imparted on it by a
potentially different parent node than n.  Generally, therefore, for all C ∈ CHILDREN(n),
PRED(C) must be added to the perimeter. This is because the cost of g(n) has increased; there-
fore, all nodes that depend on this node, that is, recursively all children of n, must be recomputed. 

This case could then best be managed by recomputing n and then performing χ (CHILDREN(n)).
However, similar to the argument in  Case 1, a more homogeneous treatment is to perform χ (n).
It is slightly less ideal, since the pointer to the node n will not change, but this is a minor overhead
for maintaining a more consistent functional structure.

Required Difference Calculation: χ (n).

Case 10: Decrease in Node Delay Cost

In this case, cost g(n) is decreased (from i to j).  Since g(n) will change by a constant value, the t1
transition will remain active and the t3 transition will remain passive. Since no change to Ge
occurs, then it is sufficient to recompute g(n) and add n to the set of candidate nodes.  Because A*
will manage the decrease in cost through all of the recursive children, no further action is
required.

Required Difference Calculations: 1) recompute n,  2) add n to the set of candidate nodes.

Gα:

g(n): ip1P C
t1

p2

t2

Gβ:

g(n):j | j>ip1P n’
t1 t2

Gα:

g(n): ip1P C
t1

p2

t2

Gβ:

pred(n)
t3

g(n):j | j<ip1P C
t1

p2

t2

pred(n)
t3
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Case 11: Insertion of Node n

The insertion of a node has two steps. The first step is to manage the insertion of (passive) transi-
tions leading into and out of n.  The second step is to insert the node itself. 

Situation 1 shows a transition being inserted between the new node n and a predecessor. This
requires the predecessor corresponding to the transition to be added to the set of candidate nodes.
A* performs the remaining computations.

Situation 2 shows a transition leading from a successor to n. In this case, n should be added to the
set of candidate nodes.

Taken together, these actions overlap.  If 1 and 2 are both added transitions, then it should be
noted that it is sufficient to add all predecessors (i.e. PRED(n)) to the set of candidate nodes
because the successor(s) will be expanded in due course through A*. If there are no predecessors
of n and only successors, then n is not actually connected to G.

Required Difference Calculations: Add all predecessors, PRED(n) to the set of candidate nodes.

Case 12: Deletion of Node n

The deletion of a node has two steps. The first step is to manage the deletion of the active and pas-
sive transitions leading into and out of n.  These four situations are shown in the diagram above.
The second step is to delete the node itself. Because these elements may affect one another, each
will be examined with an eye toward the consequences.

Gα:

npred(n) scs(n)

Gβ:

pred(n) scs(n)
1 2 1 2

n

Gα:

nP
C

Gβ:

pred(n) scs(n)

nP
C

pred(n) scs(n)

1

2

1

24
3

4
3
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Situation 1 shows an active transition with the associated pointer that leads to n from one of its
children.  The result of deleting the transition according to Case 2 means that PRED(C), in the
new situation where n ∉ PRED(C), will be added to the perimeter when χ(C) occurs.  This will
ensure that another parent (if possible) will be found for all C.

Situation 2 shows an incoming passive transition from a successor of n leading to n. The result of
deleting this transition according to  Case 4 requires no particular action other than the deletion of
the transition.

Situation 3 shows an active transition with the associated pointer that leads from n to P. The result
of deleting an active transition according to Case 2 is that  χ(n) would clear the influence of n, and
the recursive children of n. One important note is that since the χ function uses both the successor
and predecessor functions, the χ(n) function must be computed before the SCS(n) and PRED(n)
functions are invalidated, which could happen as a result of deleting n in the second step.

Situation 4 shows a passive transition leading from n to a predecessor of n. The result of deleting
this passive transition according to Case 4 is once again that no action is required for n.

Even though these four situations could be managed separately by ensuring the proper order of
computation, two improvements can be obtained by the same recommended change.  It is recog-
nized that situation 1 and situation 3 contain duplicate activities.  Situation 1 clears the influence
starting with the children of n.  Situation 3 clears the influence starting with n, which therefore
includes n plus its children.  Taking these together, a more efficient solution is to add the
PRED(n) directly to the set of candidate nodes and then perform χ(C).  This also eliminates the
complication that PRED(n) and SCS(n) must be valid even if n is not.

The node n is then removed.  PRED(n) and CHILDREN(n) operations must be computed before
(or at least remain valid after) the node n is removed.

Required Difference Calculations: 1) add PRED(n) to the set of candidate nodes,  2) perform
χ(CHILDREN(n)).  PRED(n) and CHILDREN(n) operations must be computed before (or at
least remain valid after) the node n is removed.
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Case 13: Conversion of a Node to a ‘Start’

In this case, a node is converted in status to one of the special ‘start’ nodes.  If the node does not
exist, then it must first be created as in Case 11. The search begins from this start node.  In Gα, the
node n has passive and active transitions pointing in and out of it.  If the node is labeled ‘start’, the
implication is that the system that generates this node must also set the value of the start, g(n), to
some value (usually zero) which is the value that in most instances is a decrease in value to that
node.   If the start is a descendent of a super start (or dummy node as in Appendix A) which con-
tains zero cost references to all true starts, then this should cause the actions of  Case 10, but also
possibly  Case 8 to manage transitions ws (that may be non-zero).   In addition, the generating sys-
tem must delete any transitions that lead out of the starting node taking the actions of  Case 2 and
Case 4 because these transitions become nonsensical, but will not be active since it is unlikely that
a cost will be lower than the start. Also, PARENTS(start) = {} and PRED(start) = {}.  This node
therefore requires no special treatment, other than to determine which of the relevant cases apply.

Required Difference Calculations: Delete transitions as needed (Case 2  and  Case 4).  Change
costs as required ( Case 10). Define PRED(start)={}. Add transitions ( Case 8).
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Case 14: Conversion of a start node to a non-start node

When a node is no longer in use as a start node, then the cost will be changed either by increasing
the transition cost (or removing the transition altogether) between the ‘super start’ and the start
node or by increasing the cost of the node as shown in the diagram.  It is also likely that transi-
tions out of the node are then added, such as t1 and t2, which had previously been meaningless
since the node was the starting node. The changes caused by these transitions are carried out in
Case 8.  If the transition between the super start and the start is removed, then the delete transition
actions of  Case 2 is used (because the transition can be thought of as active).  If the node delay
cost, g(n) is increased, then this is managed in  Case 9.  Either way, the resulting cost change will
affect any successors or child nodes.

Required Difference Calculations: Redefine PRED(start).

5.5 Sequence of Fundamental Operations and Final Actions in the Method

Now that all cases have been analyzed, they have been summarized in Figure 66.  This shows that
some of these cases have identical actions, and the similarities allow them to be grouped as in Fig-
ure 67.  This table can be used to design the algorithm that manages each of these changes. 

Although within each case, functions may be carried out in any order without any undesirable
effects, it may matter in which order the cases are calculated because they can force a different
sequence of operations on the same node.  Specifically, Groups A and E clear nodes which may
be added to the candidates seeds, or nodes that have been recomputed.  By examining the combi-
nations of these actions, it can be determined in what order they can be computed.

5.5.1 Recomputed then Added to Candidates

Recomputation of the node and subsequent addition to the candidate seeds ensures that the value
added to the candidates is correct at the moment it occurs. Therefore these fundamental operations
are valid in this order.

Gα: Gβ:
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pred(n) scs(n)
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5.5.2 Added to Candidates then Recomputed

This can occur in Group C.  If a node is added to candidates and then recomputed, then the candi-
date’s value must be updated as well.  Assuming that all costs are referenced indirectly, this
occurs automatically.  Therefore, these fundamental operations are valid in this order.

5.5.3 Recomputed then Cleared

If a node is recomputed and later cleared, the recomputation is then generally unnecessary,
because the value must be recomputed anyway.  The only time that this is not true is when the
recomputation is a result of  Case 13, a starting node insertion.  When a start is added, the value of
the current node, now deemed the start  uses  Case 10 to set its node delay cost set to zero, or it
may be a descendent of a Super Start node, having the node cost updated to zero indirectly by the
Case 8  insertion of a passive node.  Whether the node is updated directly or indirectly, the start
value (0) must persist, and the node must be added to OPEN.  Therefore these fundamental opera-
tions are valid in this order other than for operations caused by start insertion.

5.5.4 Cleared then Recomputed

If a node is cleared, and then is attempted for recomputation, then the value of the node must
remain φ.  This is the reason that the uncosted value φ plus any value must remain φ.  The only
way to change the value φ is to assign a value that is not a function of φ.  The value of the node is
set correctly for the next A* operation.  Therefore, these fundamental operations are valid in this
order.

5.5.5 Added to Candidates then Cleared

If the node is added to the candidate list and later cleared, then the node will be rejected when the
final seeds are determined.  Therefore, these fundamental operations are valid in this order.

5.5.6 Cleared then Added to Candidates

If a node is cleared, and is subsequently added to candidates, then the value is being added when
it will never be selected as a seed.  Although this is a slightly wasteful operation, it is harmless to
the result, because at some point, the value will be checked and the node rejected. Therefore,
these fundamental operations are valid in this order.

5.5.7 Summary

By examining the cases requiring these  fundamental operations we discover that they can be per-
formed in any order, except for operations relating to  new start nodes.  The starting value (0)
must be assigned, and the starting node must be added to the list of candidates, which is then



124 Chapter 5 - Differential A* (δA*) for Graphs

added to OPEN.  Any algorithm performing these fundamental operations in any order will
accomplish the Differential A* objective.   The solution is to process all new starting nodes of
Case 13 after all other cases, followed by any related cases.

5.5.8 Final Actions

The objective is to determine the final seed (OPEN) nodes from the candidate nodes.  The candi-
date nodes must include all of the:

• nodes previously on OPEN when the last A* terminated,
• nodes identified by the various cases as candidates,
• nodes identified as the perimeter resulting from the χ function.

It can occur that a candidate may be added to the list by more than one of the three mechanisms
above, or, for example, by different calls to χ( ). The final seed nodes which will be OPEN in the
next step (A*) can be created with the following function: 

{OPEN nodes} = {candidate nodes} \ Φ.  

This ensures that there is only one copy of each of the candidate nodes. It also ensures that no
nodes that were once candidates, but were later set to φ by a subsequent call to χ, are removed
from the final seed nodes.
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Figure 66: Required Functions for Differential A* Cases.

Case #: Type Recompute Add to 
candidates χ ()

 Case 1: Increase in Cost of Active Transitions n

 Case 2: Deletion of Active Transition n

 Case 3: Increase in Cost of Passive Transition NONE

 Case 4: Deletion of Passive Transition NONE

 Case 5: Decrease in Cost of an Active 
Transition

n n

 Case 6: Insertion of an Active Transition NONE

 Case 7: Decrease in Cost of a Passive 
Transition

PRED(t)

 Case 8: Insertion of a Passive Transition PRED(t)

 Case 9: Increase in Node Delay Cost n

 Case 10: Decrease in Node Delay Cost n n

 Case 11: Insertion of Node n PRED(n)

 Case 12: Deletion of Node na

a.  Operations must be computed before (or at least remain valid after) the node n is removed.

PRED(n) CHILDREN(n)

 Case 13: Conversion of a Node to a ‘Start’b

b.  For new start, define Super Start ∈ PRED(start), g(start)=0, but involves a number of other cases.

NONE

 Case 14: Conversion of a start node to a non-
start nodec

NONE

c.  For non-start node, define Super Start ∉ PRED(start), g(start) = φ, but involves a number of other cases.
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Figure 67: Grouped Differential A* Cases.

Group
Case #: Type Recompute

Add to 
list of 

candidate 
seeds

χ ( )

Group A
 Case 1: Increase in Cost of Active Transitions
 Case 2: Deletion of Active Transition
 Case 9: Increase in Node Delay Cost

n

Group B
 Case 3: Increase in Cost of Passive Transition
 Case 4: Deletion of Passive Transition
 Case 6: Insertion of an Active Transition
 Case 13: Conversion of a Node to a ‘Start’a

 Case 14: Conversion of a start node to a non-
start nodeb

a.  For new start, define Super Start ∈ PRED(start). g(start)=0, but involves a number of other cases.
b.  For non-start node, define Super Start ∉ PRED(start). g(start)=φ, but involves a number of other cases.

NONE

Group C
 Case 5: Decrease in Cost of an Active Transition
 Case 10: Decrease in Node Delay Cost

n n

Group D
 Case 7: Decrease in Cost of a Passive Transition
 Case 8: Insertion of a Passive Transition
 Case 11: Insertion of Node n

PRED(t)

PRED(n)

Group E
 Case 12: Deletion of Node nc

PRED(n) CHILDREN(n)

c.  Operations must be computed before (or at least remain valid after) the node n is removed.
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5.6 Analysis of the Differential A* Method

Functionally, both A* and Differential A* achieve the same results; they compute Ge, but with dif-
ferent levels of efficiency.  Obviously, the issue is: when is Differential A* preferable to A*.   The
relative efficiencies are addressed in this section.

In Differential A*, there are two general steps. The first is the use of the difference engine to ana-
lyze  the changed nodes. The second is to compute A* beginning with those changed nodes rather
than from a starting state. The three functions used in the difference engine will be analyzed and
then their impact on the number of nodes will be computed.  The functions are (i) recompute, (ii)
add to candidates, and (iii) χ( ).  A* is then computed conventionally, except that it begins with the
seed nodes rather than the starting nodes.

5.6.1 Recompute

To perform the recompute function for a single node (required in cases  Case 5 and  Case 10 of
Group C), the only values required are those of potential parent nodes.  Therefore the predecessors
PRED(n) of the node must be found, and the best cost found.  Assuming that the number of prede-
cessors is equal to the number of successors m (from Section 2.5.1), the time required to find the
successors is M.  Assuming the time for recomputing the cost is R, then M+ mR represents the total
recomputation time.  Often the number of successors and cost computation can be treated as a fixed
cost, or O(1) per node.

5.6.2 Add to Candidates

Adding to the candidates is required in the cases of Groups C, D and E,  and is performed in con-
stant time, or O(1).  This is because adding to a list can be performed in fixed time.

5.6.3 χ ( ) 

To perform χ ( ) in Ge, which occurs in Cases 1, 2, 9 and 12, all nodes recursively dependent on a
given node are reset to φ and then the perimeter pred(Φ)\ Φ are added to the candidates.  In ad-
vance, it may be difficult to estimate the number of nodes that will be affected by the χ function.
The best case is that there are no successors to a node. The worst case is when all nodes are depen-
dent on a given node.  Typically, only a portion of the graph is affected as will be seen in Figure
70, and in other examples in Chapter 6.  The χ function also finds the perimeter by using the pre-
decessor function performed on each of the final set of cleared nodes, at a computation time of  P.

5.6.4 Impact of Groups

Now that the three main functions have been discussed, the separate Groups of Figure 67 will be
examined.  We can observe that the recompute function and the adding to the candidates list are
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not expensive in terms of time.  It is clear that the groups that involve χ ( ) that will be the most
impactful in terms of time.  In each group it will be determined when it is better to use Differential
A* and when it is better to fully recompute the graph using A*.

Group A
Group A consists of nodes and transitions that cause a ripple effect of increased costs to the node
and its children.  Because these are increased costs, the affected area must be cleared and recom-
puted because A* can only serve to lower node costs.  The clearing of the affected area is achieved
with χ ( ).  

If this is the precise region that is required to complete the next A* computation, then the primary
overhead for Differential A*, is the time required for χ ( ) and setting up the perimeter in OPEN.  

Often, a cleared region  (denoted nχ) represents only a portion of the given graph.  Compared to
complete recalculation with A*, there will likely be some number of nodes that are saved from re-
calculation.  The number of these nodes is (N - nχ).  When the overhead for clearing the nodes using
χ ( ) is less than recomputing the potentially saved nodes, then Differential A* will be more effec-
tive.

It is not guaranteed however that the cleared portion is either recomputed, or the only area that is
affected by the change.  For example, if we remove the last transition connecting one part of the
graph to another, then the later graph will be cleared but never recomputed. The cleared region may
be large, but the actual repropagation area is negligible.  This is an extreme case.   It is also possible
that in the same computation, some transitions will be added while others are removed.   In this
event it is possible for the cleared nodes to be few, but cause a major recalculation for A*.

In this group of changes, the number of nodes cleared will vary according to the varied character-
istics of the graph, therefore the ability to estimate the number of cleared nodes for particular situ-
ations and some knowledge of the frequency that they occur can help predict whether Differential
A* or A* is preferable.  This can be difficult, but for some applications, (with an example in the
next chapter) it may be estimated. 

Group B
Group B consists of transitions that have no immediate impact on the graph Ge, and the relabeling
of some nodes as start or non-start.  The start/non-start relabeling itself has no impact, but the likely
case is that the changes that occur as a result, such as decreasing the cost of the node, or changing
the associated transitions, could cause changes in the graph Ge.  These changes are managed inde-
pendently in the respective groups, however, so we will not consider them here.  

The greatest gain in using Differential A* occurs in the situations when the only changes are in
Group B transitions. This is because the transitions have no effect on the graph Ge; therefore, no
computations are required.  If this was not observed, then these changes would ordinarily cause the
complete and unnecessary recomputation of the graph.  
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In this group of changes, Differential A* is always more effective because it saves all A* opera-
tions.

Group C
Group C consists of nodes and transitions that have decreased cost which will require the recom-
putation of the node itself and its children, the total number of nodes defining nr.  No clearing is
required because a lower cost can be propagated correctly to the children with A*.  The overhead
for recomputing a node and adding it to the candidate nodes is a constant, very small, and would
also need to have been performed by A*.  If nr happens to equal the number of nodes computed by
A* from scratch, then the overhead for using Differential A* is essentially zero. Often however,
the number of nodes nr represents only a portion of the total graph. Therefore, the savings occur in
the number of nodes ns  = N - nr that were saved from unnecessary recomputation. According to
Section 2.5.2, this would have taken O(ns log ns) time. 

In this group, Differential A* is at least as effective as A* because it saves all O(ns log2 ns) opera-
tions.  At the worst, it is the same as A*.

Group D
Group D consists of passive transitions that have decreased cost, and the insertion of a new node
with associated new transitions.  In these cases it is unclear whether the change will affect the graph
in a large or small way.  A passive transition in itself indicates that there is some other, lower cost
transition that more preferably leads from the current node toward the node(s) representing the start
of the search. Therefore, to lower the cost of a passive transition, there is no way to know a priori
if the cost is sufficiently low to force it to become the new (lower cost) active transition.  If it is
sufficiently low, then through A*, this would require the recomputation of the node itself and its
children.  If it is not low enough, then no other computations would be required.  

Accordingly, the nodes or transitions in this group will fall either into Group B or Group C, de-
pending upon how much the costs decrease with respect to the other transitions.  Consequently,
some of the same discussion as in Groups B and C also applies here.  If the costs are not sufficiently
low to force the propagation of new costs through to children, then this change can save all opera-
tions as it does in Group B.  Even when cost propagation is required, as in Group C, if this is the
precise region of nr nodes that is required to complete the next A* computation, then the overhead
for using Differential A* is essentially zero. However, it may be that this computed region repre-
sents only a portion of the given graph. The overall savings occurs in the number of nodes nx that
were not unnecessarily recomputed.

In this group, Differential A* either saves all O(N log2 N) operations or O(ns log2 ns) operations
depending on whether it results in Group B or C actions.  It is always preferable to A*.
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Group E
Group E consists of the deletion of a node.  This forces the removal of the node and its associated
transitions.  Removal of a passive transition has no effect in situations 2 and 4 of Case 12 (Group
B).  However, when the node is completely disconnected from the graph, the removal of the node
may have an effect such as in situations 1 or 3 (of Case 12).   This has an effect similar to the re-
moval of an active transition in Group A.  The main difference is that the node itself is removed;
therefore, the influence must be cleared starting with the children, and the predecessors of the de-
leted node will be the candidates to originate the new search. 

Therefore, this node will have the effect of Group D, which in turn results  in either Group B or C,
and similar actions to Group A.  The effect of Groups B and C  are that Differential A* has virtually
no overhead, and may save some time.  The affect of performing χ (CHILDREN(n)) as in Group
A, however may result in either A* or Differential A* being more effective.   

In this group, as in Group A, no general statement of Differential A* effectiveness can be made.

5.6.5 Impact of Admissible Heuristics

Whether a graph is computed with a heuristic or not, the same fundamental operations apply to
each group of changes described in Section 5.6.4.  Nothing specific to obstacles or transitions with
this type of change is different.  Influenced areas will be cleared, but they will be smaller, in accor-
dance with the focus of the heuristic.  So, Differential A* is able to manage changes in nodes and
transitions in a straightforward fashion.  

Still, the heuristic itself may change because it is a function of the starting state (goal node). Al-
though not the core concern of this thesis, this is another type of global change that can affect the
graph.  When an admissible heuristic function changes, which can happen if the goal node moves,
then the proper operations vary depending upon the current situation.  Initially, it may be said that
this is in essence a change in cost, forcing full recomputation with the new heuristic.  Alternatively,
we may observe other options based on the new location of the goal node relative to the previous
goal node.

If the new goal node is within the existing Ge, that is to say, the goal has a value and pointers as a
result of the prior calculation, and is not part of OPEN, then the values of g() and pointers will be
correct to connect between the start and this new goal. In this situation, no further calculations are
required. 

If the new goal node is in OPEN however, then this indicates that not all computations have been
completed to assure that delayed termination1 has occurred (for the cost of this new goal), and that
an optimal path is not guaranteed.  Because the node is already in OPEN, it is likely that with only
a few node expansions, a solution can be found.  This provides a way to build on the previous work
performed by A*.  In this situation, it is best to recompute the open nodes with the new heuristic

1.  Recall that delayed termination forces computation to continue until the cost of newly expanding OPEN 
node is greater than the cost of the goal node.
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value and continue the A* calculation until delayed termination is achieved.  Note that any previ-
ously calculated nodes not in OPEN, will have an incorrect heuristic value (if it is stored with the
node).  Still, a correct path is found with minimal work, and the computed values of the g function
are correct.

If the node is in neither within Ge or OPEN, then the only way to guarantee that a correct path is
found is to recompute the OPEN nodes with the new heuristic and calculate until delayed termina-
tion occurs.  This may require substantial overhead with little return, such as if the start is nearer
to the new goal than any OPEN node.  Naturally, it depends on the graph, heuristic, and the loca-
tions of the start and goal.  In this situation, it may be more conservative to completely recompute
the graph with the new heuristic.

5.7 Summary Comparison between A* and Differential A*

It is clear that Differential A* is guaranteed to provide a dramatic improvement over A* for Group
B, C and D changes, since there is virtually no overhead, and fewer nodes must be recomputed than
if the complete graph is recomputed.  Groups  A and E however, require overhead for the χ func-
tion to identify and clear dependent nodes, and find the perimeter from which to begin A*, plus the
A* computation for this area.

These similar groups (A and E) may also provide a strong improvement, but must be compared to
full recomputation with A*.  The key Differential A* computation time (Timeδ) is then, the sum
of the time to clear the nodes with χ, the time to move nodes from the perimeter into Candidates,
plus the time for the A* recomputation based on these nodes and others in OPEN.  This gives a
way to define the situations when Differential A* is preferable.

Timeδ = Time(χ) + Time(Perim) + A*(OPEN)

Depending upon the situation, and particularly the number of nodes affected by groups A and E,
Differential A* can provide drastic  improvement, or cause slight overhead.  It must be determined
in each practical situation the frequency that each group will occur, an estimate of the impact on
nodes, and the affect on the overall objective, i.e. whether the task can tolerate the worst case. 

If for example, all costs in the graph were to change, perhaps due to a global change in robot’s cost
criterion (e.g. from the least communication depicted in Figure 25 to the straightest path depicted
Figure 28, both from Chapter 3) then it is certain that many node costs and pointers will be
changed.  In this situation it is clearly preferable to compute the graph from scratch,  not using Dif-
ferential A*.

Because Groups A and E are pivotal, they are a major focus of Chapter 6 with specific timing gath-
ered in Section 6.6.  Specifically, the comparative utility for each method is quantified, including
an estimate of the number of nodes affected by the function χ for a given obstacle.




