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Abstract

Queue management policies strongly influence latency, loss, and
fairness, yet production switches often rely on static configura-
tions. Changing policies in the wild is risky, as experiments can
disrupt SLAs and queue dynamics are hard to reproduce offline.
We present QueuePilot, a digital twin for switch queues that en-
ables safe, traffic-driven evaluation of scheduling and Active Queue
Management (AQM) policies. Our prototype, built on two Tofino
switches, clones live traffic into the twin, multiplexes it across
multiple queueing strategies, and monitors real-time fine-grained
metrics. Preliminary results show that QueuePilot can synchronize
with the production queues and simultaneously evaluate alternative
queuing policies, allowing precise real-time queue management
without affecting live traffic.
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Figure 1: Including traffic cloning and composition €, de-
composition @, queue multiplexing @), policy application @,
monitoring @ and decision feedback @.
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1 Introduction

Queue management and packet scheduling are crucial to ensure
satisfactory network performance. Queue management directly
shapes latency, packet loss, and fairness; yet deployed queue con-
figurations are often static despite highly variable workload mixes
(mice vs. elephant flows, bursts, and diurnal shifts). Static settings
(e.g., default tail-drop or a fixed scheduler) expose networks to per-
sistent suboptimal behavior such as bufferbloat, unfair throughput
allocation, or starvation of low-priority traffic [4]. Changing queue
policies in production is risky: uncontrolled experiments can break
Service Level Agreements (SLAs), and ASIC-internal state is hard
to reproduce or transfer safely for offline testing [2].

In this work, we introduce QueuePilot, the first emulation-
based digital twin for switch-level queue management. QueuePi-
lot maintains a synchronized replica of the production forwarding
plane, replaying traffic and collecting per-queue metrics (queue
depth, latency, ECN marks, etc). Unlike In-band Network Telemetry
(INT) or traditional monitoring approaches, QueuePilot enables
“what-if” evaluation of alternative scheduling policies without im-
pacting live traffic. Our prototype, exemplified in Figure 1, runs
baseline and candidate policies (i.e., Tail Drop, Round-Robin (RR),
Strict-Priority RR (SP-RR)) in parallel, demonstrating that the digital
twin can replicate the behavior of the physical twin, while simul-
taneously testing other queuing policies [3, 5], enabling dynamic,
measurement-driven queue adaptation.
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Figure 2: Standard tail-drop single queue in the physical
infrastructure, and tail-drop, RR & SP-RR in the twin.

2 Motivation and Challenges

Why change queue policies in real time? Traffic mixes and
objectives change rapidly (mice vs. elephants, bursts, diurnal shifts).
Runtime switching of schedulers/AQM (e.g., tail-drop, CoDel, SP-
RR) lets the network optimize for latency-sensitive flows or bulk
throughput. Decisions are driven by observable triggers (queue
thresholds, ECN/drop rates, flow mix changes) and evaluated with
metrics like p95/p99 latency, loss, throughput, and fairness, while
considering reconfiguration costs.
Why use an emulation-based digital twin instead of only
monitoring (INT/counters) or simulations? INT and coun-
ters show current behavior, while simulations abstract away key
ASIC details and often fail to capture precise queue dynamics. An
emulation-based twin replays real packets under candidate policies,
measuring counterfactual outcomes before touching production [1].
This enables safe, evidence-based selection and canary rollouts,
providing both high-fidelity validation and low-cost operational
monitoring. Unlike pure telemetry, a twin can anticipate impacts
of alternative queue configurations rather than merely reacting.
Creating high-fidelity switch queue twins requires addressing
the following challenges:
(i) Fidelity of ASIC internals & scheduler behavior. Switch
queueing relies on hidden ASIC components and precise timing,
making it hard to reproduce true sojourn and ordering in a twin
without careful modeling or hardware-in-the-loop techniques.
(ii) State synchronization. Packet mirroring provides high-fidelity
replay but significantly increases traffic overhead and risks loops.
State synchronization must therefore be carefully coordinated to
minimize overhead while preserving the twin synchronization.

3 QueuePilot Design

QueuePilot is designed to evaluate multiple queue scheduling
strategies in parallel, using live traffic without impacting the produc-
tion network. To achieve this, QueuePilot employs an emulation-
based digital twin that mirrors the physical state (addressing chal-
lenge (i)) and a packet-cloning synchronization mechanism to tackle
challenge (ii). Figure 1 illustrates QueuePilot’s workflow.

Traffic Cloning: composition @ and decomposition @. Packets
from the production switch are cloned without payload (compo-
sition) and reconstructed with random payloads of the same size
(decomposition). This ensures both production and twin queues
see identical traffic while reducing bandwidth overhead, allowing
multiple ports to be served over the same link.
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Queue multiplexing @ and policy application @. Within the
twin, incoming packets are multiplexed across multiple queue in-
stances, each running a different scheduling (e.g., Tail Drop, RR, SP-
RR). This parallel replay allows comparison of candidate strategies
against the baseline under identical traffic, providing counterfactual
insights into potential performance changes.

Monitoring @ and decision making @. Each twin queue is
instrumented with fine-grained monitoring (occupancy, delay, drop
rate, etc.). Metrics are aggregated and compared across strategies,
then exported to a control service that can recommend or trigger
a canary deployment in the production switch based on observed
performance improvements.

4 Prototype and Preliminary Evaluation

QueuePilot is prototyped on two Tofino switches: one acts as the
production device with the default tail-drop policy. At the same
time, the other serves as the digital twin, receiving cloned traffic to
ensure identical inputs. Our evaluation targets two goals: (1) verify
that the twin reproduces production queue behavior under load,
and (2) show that it can test alternative policies without affecting
the network. On the twin, we compare three strategies: (i) baseline
tail-drop, (ii) RR across eight queues, and (iii) SP-RR with two high-
priority queues. We generate 10.2 Gbps of traffic over 10 Gbps ports
to induce queue build-up and expose differences across policies.
Discussion and next steps. Figure 2 shows our preliminary results.
The experiments confirm that QueuePilot (i) accurately reproduces
the production queue dynamics in real time, and (ii) enables simulta-
neous, side-by-side comparison of alternative scheduling strategies.
These capabilities validate QueuePilot as a safe platform for evalu-
ating queue policies without perturbing the operational dataplane.
As next steps, we plan to extend QueuePilot with additional poli-
cies (e.g., CoDel, WRR (Weighted RR)) and integrate automated
decision-making.
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