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Chapter I
Introduction

1

I. INTRODUCTION

Camilla: You, sir, should unmask.
Stranger: Indeed?
Camilla: Indeed it’s time. We all have laid aside disguise but you.
Stranger: I wear no mask.
Camilla: [terrified, aside to Cassilda] No mask? No mask!
The King in Yellow, Act i, Scene 2

hose who see the title of this thesis for the first time might be surprised to find that here
an economist writes about psychological mechanisms. Since the ordinal revolution of the
1930s, economists have been known to take pride in studying consumer and, more generally, human decision making relying solely on observed choice behavior and without making
recourse to the psychological processes that underlie this behavior (Hands 2010). Rather than
trying to look into the heads of actual human agents, and thereby being forced to rely on notoriously noisy and self-servingly biased reports from individuals (like the experimental and
theoretical psychologists of that time), ordinalist economists took a more austere approach.
They considered choice behavior to be the only informative data available, and thus excluded
assumptions about psychological processes from economic theories of human decision making. Instead, choices of economics agents would be interpreted in light of what a narrowly selfinterested decision maker would choose given full information about the decision environment
and unlimited cognitive capacities – thus abstracting from all psychological and motivational
constraints that characterize real-life economic agents. Even though psychological processes
clearly do matter for choices, this abstraction was useful in cases where deviations from the
narrowly self-interested, cognitively unconstrained benchmark could plausibly be regarded as
independent across individuals and decision situations. For many similar individuals making
many choices across a range of different but sufficiently standardized environments, the theory
would then still give a good approximate fit to real-life decisions and behavioral patterns.
Today, this collection of simplifying assumptions is known as the homo economicus model
and continues to serve as a reference standard relative to which richer models of human behavior are evaluated and systematized. Going hand in hand with the dawn of a systematic
mathematical theory of individual and strategic decision making (de Finetti 1931, Ramsey
1931,Samuelson 1938, von Neumann and Morgenstern 1944, Savage 1954), the homo economicus model has put economics onto an extremely successful scientific trajectory. At the peak
of neoclassical economics, this set of assumptions worked so well that almost everyone in the
science would readily subscribe to Milton Friedman’s famous claim that “[t]ruly important
and significant hypotheses will be found to have ‘assumptions’ that are wildly inaccurate de-
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scriptive representations of reality, and, in general, the more significant the theory, the more
unrealistic the assumptions” (Friedman 1954, p. 14).
If the purpose of an economic model is to provide reasonably accurate predictions within
a narrowly specified domain of investigation, Friedman’s stance seems reasonable. However,
precisely because the neoclassical research program has been as successful as it was, decisionand game-theoretic models developed by economists are increasingly becoming the conceptual foundation for a unified science of human behavior and decision making (Elster 1989, Gintis 2010). Today, they are being applied to investigate amazingly diverse phenomena such as
giving to charity (Andreoni 1989), marital trust (Dufwenberg 2002), moral wiggle room (Dana
et al. 2007), religious practices (Carvalho 2012), and frustration and anger (Battigalli et al. 2017).
Adding to the increased interest in psychological processes and social structure, forensic and
neurological measures allow experimentalists to probe into the psyche of their subjects more
systematically and accurately (see Fehr et al. 2013 for an impressive example), rendering the
quality gap between choice data and data on psychological activity smaller than ever before.
Now in many of these “unusual” applications of decision- and game-theoretic models, the
unsatisfactory predictive accuracy of the homo economicus model, though often decried in
popular science critiques of mathematical economics, is actually our least concern. Much
rather, we find that some of the aspects of the situation that the homo economicus model
abstracts from, such as weakness of the will, cognitive constraints, or richer motivations than
outcome-based ones, are precisely the things that make studying these applications interesting
in the first place. In such cases, the homo economicus model just does not provide us with the
right formal language to talk about the topics that move us.
Systematically extending neoclassical models to allow for richer motivations and decision
processes has therefore become one of the main tenets of theoretical research in behavioral
economics, the part of economics closest to adjacent disciplines interested in human behavior,
including psychology and biology. In these richer models, more often than not, we will not
only care about getting predictions right but also about getting them right for the right reasons.
To be more precise, what we demand from these models in addition to tracking observed
behavioral regularities is that they have a homeomorphic structure (Harré 1970). That is, the
processes and objects that appear in a given model should match some processes and objects
that are “out there” in the choice environment of interest, including the systems of psychological mechanisms that govern agents’ decision making.
Even though there are many areas studied by behavioral economics in which models are
obviously far from a reasonable match with psychophysical reality, an important takeaway
from Friedman’s arguments against seeking homeomorphic models is that we will never get
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around abstracting from some aspects of a choice situation if we want to build an informative
model of it. Even if we aim to draw a more permissive line than neoclassical economics does
between idiosyncratic noise and characteristic aspects of human decision processes worthy of
theoretical and empirical investigation, we will still have to draw that line somewhere.
And ideally, we would like to draw it based on objective standards which would give us
good reason to expect certain behavioral and psychological regularities to arise in a given type
of situations. This is where theoretical biology or, more specifically, evolutionary (game) theory (Darwin 1859, 1871, Smith and Price 1973) with its own characteristic interpretation of
decision- and game-theory naturally enters the picture. Evolutionary selection gives us a wellfounded prediction regarding which types of behavior can “reasonably” be expected to arise
under different conditions: If an agent’s psychological and behavioral characteristics help it face
the major challenges in its surroundings better than other alternative ones, then that agent and its
characteristics might multiply. If not, both the agent and its characteristics perish.
While there might be other ways of finding “reason” in our own thinking and decision making, the evolutionary approach certainly gives us the best shot at understanding psychological
mechanisms based on principles external to human value- and belief-systems and, therefore,
external to the human psyche itself.
Impressive work has already been done in systematizing evolutionary game theory (Weibull
1994, Sandholm 2010, van Veelen et al. 2017) and in putting it to work on theoretically explaining important aspects of our psychological makeup and of the social structure surrounding us
(Axelrod and Hamilton 1981, Young 1993, Traulsen and Nowak 2006, Dekel et al. 2007, McNamara et al. 2008, Netzer 2009, van Veelen et al. 2012, Robson and Robalino 2016). Still, it goes
without saying that, thus far, we have only had a glimpse of the immeasurable potential that
lies in blending evolutionary theory with the social sciences.
The theoretical challenge of constructing homeomorphic models of human decision processes and exploring their evolutionary foundations comes together with an empirical one that
lies in validating whether some candidate explanation for a behavioral regularity – or a formal argument for why some decision process should be evolutionarily adaptive under certain
conditions – indeed gets the predictions right for the right reasons. That is, we need to design
laboratory and field experiments that enable us to empirically compare different models which
potentially explain the same behavioral regularity based on different psychological mechanisms. And, maybe even more challengingly, we must find clever empirical ways of figuring
out whether a psychological mechanism under study is indeed well-adapted to those aspects of
the corresponding decision environment that our evolutionary foundations are talking about.
Each of the three articles in this thesis is devoted to one of these challenges.

4

Chapter II, Defaults, normative anchors, and the occurrence of risky and cautious
shifts (with Theo Offerman), presents an experimental comparison of psychological mechanisms in the context of choice shifts in group decisions. Choice shifts occur when individuals advocate a risky (safe) decision when acting as part of a group even though they prefer
a safe (risky) decision when acting as individuals. Even though research in psychology and
economics has produced a mass of evidence on this puzzling phenomenon, there is no agreement about which mechanism produces choice shifts. Using a novel and innovative design, our
experiment is the first to directly compare the performance of the two most prominent explanations that have been proposed; (i) rank-dependent utility and (ii) a desire to conform to the
wishes of the majority. The evidence provides clear support for the conformity explanation.
The conformist shift is especially strong when subjects’ decisions have payoff consequences
for their peers, suggesting that choice shifts are partly driven by other-regarding preferences.
Chapter III, A general evolutionary framework for the role of intuition and deliberation in cooperation (with Matthijs van Veelen), uses evolutionary game theory to zoom in
on the cognitive underpinnings of cooperation-enhancing behaviors. Building on experimental and theoretical results from a growing literature on social heuristics, we develop a general
model of fast (intuitive) and slow (deliberative) cooperation that systematically exposes the
conditions under which various configurations of intuitive and deliberative decision processes
are evolutionarily adaptive. We find that both dual-process cooperation, being nice before thinking twice, and dual-process defection thinking twice before being nice, can be unambiguously
favored by evolutionary selection depending on aspects of the decision environment, including the cognitive costs of deliberation. The model also shows how a variety of strategies that
combine intuition and deliberation with Bayesian learning and strategic ignorance naturally
enter the picture when players can choose to be more or less informed about the details of
a repeated game. Our results thereby unify and generalize findings from different, seemingly
unrelated parts of the literature.
Chapter IV, Common belief in rationality in psychological games (with Andrés Perea),
investigates the foundations of psychological game theory. In psychological games, players
directly care about beliefs and intentions of others, allowing one to model diverse motivations
like intention-based reciprocity, guilt, anger, and many more. In the chapter, we provide a systematic extension of common belief in rationality (also known as correlated rationalizability) to
psychological games. Common belief in rationality is the most basic reasoning concept in the
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game theorist’s toolbox where the only assumptions are that players choose optimally given
their beliefs and that this is common knowledge. This makes the analysis in this chapter the
natural first step towards a thorough understanding of how emotions and belief-dependent motivations affect reasoning and choice in strategic interaction. As such, the chapter contributes
towards the development of a unified and empirically-validated economic theory of emotions,
thereby addressing one of the of the greatest open challenges economics faces today.

6

Chapter II
Defaults, normative anchors, and the
occurrence of risky and cautious shifts1

1 This

chapter is based on Jagau and Offerman (2018).
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any important decisions under risk are taken in small groups. Examples include
the investments made in clubs managing a joint asset portfolio (see Barber and
Odean 2000), decisions made by a company board or a political committee, and
the decision of a mountaineering party whether or not to make the final ascent to the peak.
It is well-known that in such situations choice shifts may occur. A choice shift happens when
individuals advocate a risky (safe) decision when acting as part of a group even though they
would prefer a safe (risky) alternative decision when acting as individuals. Although there
are many examples of risky and cautious shifts, there is little consensus about the behavioral
mechanisms that are driving these shifts.
In this chapter, we consider two prominent mechanisms that may systematically produce
choice shifts: (i) rank-dependent utility and (ii) conformity. The explanation based on rankdependent utility focuses on the extra layer of uncertainty when people decide in groups while
it abstracts from the social aspect of the situation. In contrast, conformity ignores the uncertainty dimension and zooms in on the social aspect that distinguishes a group decision from
an individual decision. In a laboratory experiment, we investigate which of these two explanations correctly predicts when cautious and when risky shifts are observed. To the best of our
knowledge, we are the first who distinguish between the two explanations.
Systematic evidence of choice shifts has been reported in psychology since the early sixties
(Stoner 1961, Bem et al. 1962, Pruitt 1971 and Isenberg 1986).2 The prevalence of risky shifts
in the early experiments gave rise to diffusion of responsibility theory (Bem et al. 1962, 1964,
1965), which more recently inspired the formal approach of Eliaz et al. (2006) based on rankdependent utility. Diffusion of responsibility theory argues that individuals ‘voting’ for an
outcome in a group might feel less responsible for the outcome than if they directly choose in
an individual decision and that this might induce them to push for more risky prospects than
they would choose in an individual decision problem. The psychological cause of this behavior
is held to lie in a feeling of disappointment following a failure to realize the good outcome in a
risky prospect. When choosing in a group – the argument goes – individuals account less for
this potential disappointment since their vote for a prospect matters less for the outcome than
their choice in an individual decision problem would (see Pruitt 1971). Starting from Nordhøy

M

2 While originally risky shifts were observed much more frequently than cautious shifts, later studies (Stoner
1968, Nordhøy 1962 and many more) gave a more balanced picture. By today’s standards, evidence for risky and
cautious shifts in these early studies should be taken with a grain of salt since they used choice dilemma questions
as stimuli that cannot be unambiguously mapped into the types of decision problems studied in formal decision
theory. Studies that have used standard prospects as stimuli were conducted both by psychologists (e.g. Kogan
and Zaleska 1969, Pruitt and Teger 1969, Sherman et al. 1968, Davis et al. 1968, Davis and Johnson 1972, Davis et al.
1974, Davis and Hinsz 1982) and economists (e.g. Shupp and Williams 2008, Casari and Zhang 2012, Colombier
et al. 2009) and have provided evidence for both types of shifts.
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(1962) and Stoner (1968), the regular occurrence of cautious shifts in later studies that cannot
be accommodated by diffusion of responsibility theory was seen as a strong empirical reason
to doubt the validity of this approach.
Eliaz et al. (2006) formalize the intuition behind diffusion of responsibility theory and show
how a generalized model based on rank-dependent utility (RDU) preferences can explain risky
and cautious shifts. They achieve this by considering the compound lotteries an individual expects to result from the group decision conditional on her own vote as the object of evaluation.
These compound lotteries account both for the exogenous risk emanating from the random
processes described by the prospects and for the endogenous risk deriving from other group
members’ influence on the group decision. E.g., if for a binary group decision between a risky
and a safe prospect a person votes for the safe prospect, she effectively chooses a prospect
yielding the safe prospect with the probability that the group choice becomes safe if she voted
safe and the risky prospect with the probability that the group choice becomes risky if she
voted safe. The classical diffusion of responsibility theory ignores this additional layer of uncertainty and implicitly assumes that individuals base their choice on the primitive lotteries
presented to the group – even where they do not have full influence regarding the outcome of
the group choice.
For an exemplary group-decision problem, we demonstrate that Eliaz et al.’s (2006) RDU
model accommodates cautious shifts. To see this, suppose an individual expects the safe choice
to be implemented with certainty if her decision is not pivotal. This would be the case, for instance, if the decision rule is unanimous decision and the fallback outcome under disagreement
is the safe prospect. Then, voting for risky in the group decision generates a compound lottery in which the probability of failing to receive the good outcome of the risky prospect is
higher than in the original risky prospect. Now assume the decision maker maximizes RDU
preferences with a strictly convex (gain-rank) weighting function such that she overweights
probabilities attached to the bad outcomes of a lottery relative to the good outcomes. Then
she might well prefer the risky choice if deciding on her own and vote for the safe choice
if deciding in the group. The resulting cautious shift in a group decision is in this sense
similar to the choice pattern generated in the Allais paradox; both patterns point to a violation of expected utility theory’s independence axiom. Eliaz et al. (2006) show how rankdependent utility may systematically produce cautious and risky shifts. While their results
imply that assuming a certain type of RDU preferences is sufficient for choice shifts in group decisions, similar results can be achieved using other types of preferences outside the RDU class.
Recently, Dillenberger and Raymond (2016) have generalized Eliaz et al.’s (2006) approach.
They show that the choice-shift pattern predicted by Eliaz et al. (2006) is exhibited by a larger

9

II. DEFAULTS, NORMATIVE ANCHORS, RISKY AND CAUTIOUS SHIFTS

class of preferences that includes Eliaz et al.’s (2006) RDU preferences and they provide axioms
that are necessary and sufficient for preferences to cause choice shifts in group decisions.
In contrast, a competing explanation for choice shifts that has been developed in psychology assumes that people have a taste for conformity. Asch’s line judgment experiments first
showed the profound effect that social pressure can have on individuals’ reported judgments.
This taste for conformity can arise for a number of reasons that will typically lead to different
behavioral predictions. In a survey, Cialdini and Goldstein (2004) emphasize two goals that
people may implicitly or explicitly pursue when they respond to social pressure. First, people
may pursue an accuracy goal. That is, when they are unsure of the appropriate choice in a
social situation, they may revise their intended choice in the direction of the majority in the
group when they are informed of the opinions or choices of other group members. Second,
people may care about the outcomes for others in their group and about how the others judge
them. Thus, an affiliation goal may also encourage them to conform to the choices and opinions
of others in their group. Nordhøy (1962), Brown (1965) and Stoner (1968) first explained how
such social pressure may cause risky and cautious choice shifts. They argue that in a group
decision, individual votes get shifted towards the choice that most group members would have
preferred in an individual decision. In this approach, choice shifts are conceptualized as a drift
towards the ex-ante majority preference. Some studies advocate the affiliation goal that people may pursue when they give in to social pressure (Brown 1965). Other studies favor the
accuracy goal (Brown 1965, St. Jean 1970, Stoner 1968, Pruitt and Teger 1967, Vinokur 1971).
Notice that the previously collected evidence in favor of the conformity mechanism does
not contradict Eliaz et al.’s (2006) RDU theory. Eliaz et al. (2006) predict that if the default in a
group is the cautious decision, choice shifts will tend to go in the cautious direction. Likewise,
if the default in a group is the risky decision, choice shifts will tend to go in the risky direction.
In a group process, the majority position may easily serve as the default which will be implemented if an individual’s vote is not pivotal. Thus, the two mechanisms may be quite similar
in terms of behavioral patterns that are expected in previous designs.
Our experimental design is the first to allow for a direct comparison of the rank-dependent
utility and the conformity explanations for choice shifts.3 We use a simplified setup inspired
by Eliaz et al.’s (2006) model of group processes. This amounts to having our subjects choose
3 We will not explicitly examine the performance of classical diffusion of responsibility theory but only consider
the generalization provided by Eliaz et al. (2006). Eliaz et al.’s (2006) model (and Dillenberger and Raymond’s 2016
extension) is the only version of this mechanism to date that accommodates risky and cautious shifts. Since we
observe both types of shift in equal proportions (see Section II.5) any other variant of diffusion of responsibility
theory can already be ruled out upon superficial inspection of the data.
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between a risky and a safe gamble that, conditional on the treatment, we augment with different layers of a real group decision. One treatment gives Eliaz et al.’s (2006) model its best
shot. In the group decision of that treatment, subjects are informed of the risky or safe default that will be implemented with exogenous probability, while subjects are not distracted
by information about the preferences of their peers and while they also know that their decisions have no payoff consequences for the others. There is also a treatment that gives the
conformity approach its best shot. In this treatment, there is no default that causes exogenous
uncertainty, while subjects are informed of the preferences of their group members and know
that their decisions have payoff consequences for their group members. In between these two
extremes, we have some treatments that allow us to systematically study the effect of receiving information regarding the majority preferences, the effect of whether or not the individual
decision exerts payoff externalities on the other group members and the effect of the presence
of a default. Thus, a novel feature of our design is that we control the influence an individual’s
choice has on her final outcome independently of social aspects of the choice situation such as
the degree of responsibility for others’ outcomes and the extent to which subjects learn about
others’ preferences.
Group discussion is not essential for either of the two mechanisms. To distinguish between
the two mechanisms in a clean setting, we do not allow groups in the experiment to explicitly
discuss their attitudes toward risk for the specific gambles that they face.4 To create a sense of
being in a group, our subjects briefly get to know each other before they are informed of the
risky decisions that they make.5
In agreement with previous work, we find that cautious and risky shifts regularly occur.
Our results lend clear support to the conformity mechanism: individuals display a strong
tendency to adapt their decisions to the majority preferences in their group. This pattern
4 Previous studies have found choice shifts when group members have the possibility to communicate (e.g., Sutter 2007,2009, Baker et al. 2008, Shupp and Williams 2008,Colombier et al. 2009, Casari and Zhang 2012, Bougheas
et al. 2013, Harrison et al. 2013). However, choice shifts already robustly occur in group decisions under ‘mere
exposure’ without prior group discussion (Baron and Roper 1976, Blascovich and Ginsburg 1974, Blascovich et al.
1975a, 1975b, 1976, Myers 1978, Myers et al. 1977, 1980, Lahno and Serra-Garcia 2015, Bolton et al. 2015, Eijkelenboom et al. 2018).
5 A different strand of the literature investigates whether decision making becomes more rational when subjects receive information about their peers. Schotter (2003) concludes that decisions in a variety of games with
naive advice are closer to the predictions of economic theory than decisions without it. Kocher et al. (2014) find
that performance in beauty contest games improves when subjects receive information from peers. Charness
et al. (2010) find that subjects perform better in a probability reasoning task after discussion with fellow subjects.
Keck et al. (2014) and Charness et al. (2013) report that decisions are closer to ambiguity neutral when subjects
discuss the task with others. Baillon et al. (2016) compare decisions of individuals and small groups under risk
across a range of different setting, varying the group decision rule and distinguishing communication and aggregation effects on subjects’ behavior. They find that communication effects tend to move group decisions closer to
rationality. See Charness and Sutter (2012) for a review and in-depth discussion.
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is strongest when a subject’s decision has payoff consequences for other group members –
suggesting that choice shifts are partly driven by the activation of the group affiliation goal of
the conformity mechanism, or, in economic terms, by other-regarding preferences. Although
shifts are common in both directions, we do find an asymmetry in the occurrence of choice
shifts when decisions have payoff externalities. A choice shift is particularly likely when a
subject exhibits a preference for the risky option when choosing in isolation while she shifts
to the cautious option once she is informed that the majority preferred the cautious gamble.6
We find only limited support for Eliaz et al.’s (2006) approach based on rank-dependent
utility. Even in the treatment that gives the theory its best shot, the observed pattern of choice
shifts does not agree particularly well with their mechanism; shifts are somewhat more often
in the direction of the default (like Eliaz et al. 2006 predict), but the difference is insignificant.
The only other study that sheds light on the empirical validity of Eliaz et al.’s (2006) model
is an (unpublished) paper by Gurdal and Miller (2010). In their implementation of the Eliaz et al.
(2006) model, the group decision is the risky decision unless all group members vote for the
cautious decision. They never provide subjects with information regarding the preferences of
the majority. They find that subjects in the group decision tend to shift in the cautious direction
even though they should shift in the risky direction if the Eliaz et al. (2006) model drives the
choice shift. They favor the explanation that in groups people are affected by a social norm
to behave cautiously. An alternative explanation is that subjects implicitly respected other
group members’ preferences. That is, with unanimous decision making and a risky default,
a subject’s vote only matters if all the others vote cautiously. Conditional on being pivotal, a
voter would know that he imposed the risky lottery on the others who voted cautiously and
therefore a desire for conformity with the group preference might make subjects behave more
cautiously in the group decision. Gurdal and Miller (2010) do not have observations of group
decisions where the default is the cautious decision. Therefore, it is not clear whether subjects
become generally more cautious in groups, as Gurdal and Miller (2010) suggest, or whether
they move into the direction of the supposed majority preference of the group. Our setup has
the advantage of clearly separating between the effects of defaults and information on majority
preferences among group members. Possibly as a consequence of this, we find much clearer
evidence of choice shifts than Gurdal and Miller (2010). Contrary to Gurdal and Miller (2010),
we also find a sizable number of risky shifts, which should not occur if people generally become
6 This asymmetry is reminiscent of Cooper and Rege’s (2011) social regret finding. They find that subjects
consistently move into the cautious direction when they are provided with information about their peer group.
In contrast, we find that the direction of the shift depends on the preferences of the majority in the group. One
salient difference between their design and ours is that in their design subjects were anonymously assigned to
a group. Therefore, subjects were not aware of who would be affected by their decisions, and this may have
diminished a desire to conform to the majority.
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more cautious when acting in groups.
In this chapter we focus on the extent to which rank-dependent utility and conformity
contribute to the emergence of choice shifts. There may also be other mechanisms that cause
choice shifts. When people’s decisions have payoff externalities, it may be that individuals
change their decisions because they feel responsible for others’ outcomes. If such responsibility matters, then in the presence of payoff externalities people may shift their decisions even
if they have no information about the majority preference. Charness (2000) reports an effect
of social responsibility in a labor market experiment. Charness and Jackson (2009) find that
subjects are somewhat more likely to choose the safe option in a stag hunt game when they are
responsible for the payoff of another group member. More closely related are the recent papers
by Pahlke et al. (2015) and Vieider et al. (2016) that investigate the role of social responsibility
in individual decision making. Social responsibility sometimes leads to less risk seeking and
sometimes to more risk seeking. Vieider et al. (2016) find that probability weighting becomes
more extreme in the presence of social responsibility.7
The remainder of this chapter is structured as follows: Section II.2 provides the model that we
use and explains how rank-dependent utility may produce choice shifts. Section II.3 describes
and motivates the experimental design we used. In Section II.4, we show how the design allows us to derive predictions that distinguish the two candidate mechanisms for choice shifts.
Section II.5 presents the results of our experiment. Section II.6 concludes.

7 Two other lines of research investigate how information aggregation in groups produces collective decisions
based on different pieces of private information (Sobel 2014, Bougheas et al. 2015) and how group discussion can
shift the collective decision in favor of those individuals that present the most persuasive arguments (Vinokur
1971). Since there is neither private information nor group discussion in our experiment, both of these potentially
relevant mechanisms are excluded by construction.
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II.2

Theoretical Mechanisms

In this section, we introduce Eliaz et al.’s (2006) model of group decisions and explain how
it can produce cautious and risky shifts where diffusion of responsibility theory could only
yield risky shifts. Eliaz et al. (2006) argue that, from the participant’s point of view, we can
decompose any group decision on a binary choice set into an individual decision and a random
process as follows: Let the choice set C = {R, S } be over two finite lotteries, risky (R) and safe
(S). To capture the group decision, Eliaz et al. (2006) introduce a pair of probabilities g = (a, b)
where a ∈ (0, 1) is the probability that an individual’s vote will be pivotal in the group decision
and b ∈ [0, 1] is the probability that the group will choose S, conditional on the individual in
question not being pivotal. For a given reduced-form group decision problem (g, C), R  and S 
represent the compound lotteries if the individual votes for R or S, respectively.
Given the reduced-form group decision, the prediction of expected utility theory is that
the preference between R  and S  is the same as that between R and S. The deciding individual
should only care about the characteristics of the outcome that she can influence by her decision.
If, however, individuals maximize RDU preferences with a strictly convex (gain-rank) weighting function, Eliaz et al. (2006) show that choice shifts will systematically occur. This variant
of RDU preferences has been referred to as pessimistic (Wakker 2001b, 2001a) since individuals
place excessive decision weights on bad outcomes as compared to the probability weight applied by an expected utility maximizer. Clearly, this can capture the idea of classical diffusion
of responsibility theory where individuals care to avoid the disappointment ensuing after they
fail to realize the good outcome of a risky prospect.
The formal result for general binary choices between a prospect R and a degenerate prospect
S is given by Eliaz et al.’s (2006) Theorem 1 which is restated here without proof:8
Theorem II.2.1. (Allais Paradox Triggers Choice Shifts)
Under rank-dependent utility, the following are equivalent:
1. {i } exhibits the Allais paradox.
2. For all prospects R and degenerate prospects S and arbitrary a ∈ (0, 1), there exists b ∗ ∈ [0, 1]
such that
• R  i S  if b < b ∗ and S  i R  if b > b ∗ ,
• R ∼i S implies b ∗ ∈ (0, 1).
8 As

shown in Dillenberger and Raymond (2016), Eliaz et al.’s (2006) result can straightforwardly be extended
to choices between two non-degenerate lotteries.
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We illustrate the theory with a numerical example.
Example II.2.2. (Choice Shifts with Pessimistic Preferences)
For this example, we assume a preference {i } represented by Bernoulli-utility function u = id
and strictly convex (gain-rank) weighting function w = (·)2 . Let us consider the prospects
S = 5 and R = 200.5 0.9 We have 20w(0.5) + [1 − w(0.5)]0 = 20
4 = 5 and thus R ∼i S.
Further assume that i faces a family of group-decision problems gb = (0.4, b). So i’s decision is
pivotal with probability a = 0.4 and if it is not, the group will choose S with probability b. The
resulting compound lotteries are Rb = aR+(1−a)[bS +(1−b)R] and Sb = aS +(1−a)[bS +(1−b)R].
In what follows, we write ry for the gain rank of outcome y. For example, in prospect Rb we
have r 20 = 0.5[a + (1 − a)(1 − b)] and r 5 = r 20 + (1 − a)b. Now let us determine b ∗ ∈ (0, 1)
as introduced in statement (2) of Theorem II.2.1. We start by calculating the utilities of the
compound lotteries:
RDU(Rb ) = 20w(r 20 ) + 5 [w(r 5 ) − w(r 20 )]
= 20w (0.5[a + (1 − a)(1 − b)])
+ 5w ([1 − a]b + 0.5[a + (1 − a)(1 − b)])
− 5w (0.5[a + (1 − a)(1 − b)])
= 15 (0.5[1 − 0.6b])2 + 5 (0.6b + 0.5[1 − 0.6b])2
= 3.75(1 − 1.2b + 0.36b 2 ) + 5(0.25 + 0.3b + 0.09b 2 )
= 5 − 3b + 1.8b 2
and similarly RDU(Sb ) = 3.8 − 0.6b + 1.8b 2 . At b ∗ we have RDU(Rb ∗ ) = RDU(Sb ∗ ) such that
5 − 3b ∗ + 1.8b ∗2 = 3.8 − 0.6b ∗ + 1.8b ∗2 ⇔
b ∗ = 0.5
It follows that i displays a risky shift ((R ∼ S) ∧ (Rb  Sb )) for all group decision problems
{gb }b<b ∗ and a cautious shift ((R ∼ S) ∧ (Sb  Rb )) for all group decision problems {gb }b>b ∗ .
While the indifference condition in part 2 of Theorem II.2.1 is hard to establish empirically,
it is important to realize that it represents only a sufficient (but not a necessary) condition for
the occurrence of choice shifts (b ∈ (0, 1)). Notably, it is easy to find prospects R, S such that
a choice shift occurs for b ∗ ∈ (0, 1) while dropping the indifference condition. A follow-up to
the above example illustrates this.
9 We use Savage’s (1954) notational conventions: X 0 is the prospect that yields the amount X with probability
p
p and 0 otherwise.
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Example II.2.3. (Choice Shifts without Prior Indifference)
We keep the setup from above, except for setting R = 200.6 0. Clearly, RDU(R) = 7.2 > 5 =
RDU(S) such that R i S. For gb = (0.4, b) as before, the resulting compound lotteries have
utilities
RDU(Rb ) = 20w (0.6[a + (1 − a)(1 − b)])
+ 5w ([1 − a]b + 0.6[a + (1 − a)(1 − b)])
− 5w (0.6[a + (1 − a)(1 − b)])
= 15 (0.6[1 − 0.6b])2 + 5 (0.6b + 0.6[1 − 0.6b])2
= 5.4(1 − 1.2b + 0.36b 2 ) + 1.8(1 + 0.8b + 0.16b 2 )
= 7.2 − 5.04b + 2.232b 2
and similarly RDU(Sb ) = 4.832 − 2.064b + 2.232b 2 . At b ∗ we have RDU(Rb ∗ ) = RDU(Sb ∗ )
such that
2.368 − 2.976b ∗ = 0 ⇔
74
b∗ =
≈ 0.7957
93
It follows that i displays a cautious shift ((R  S) ∧ (Sb  Rb )) for all group decision problems
{gb }b>b ∗ . The reader may verify that if we choose R = 200.4 0 (such that S i R), then i displays
a risky shift ((S  R) ∧ (Rb  Sb )) for b < b ∗ = 17 ≈ 0.1429.
In fact, it can be shown that for every set of prospects R , S such that R ∼i S, we can find

 S “close” to R , S such that a choice shift occurs at b ∈ (0, 1) without R
 ∼i S.
prospects R,
Corollary II.2.4. (Indifference is Not Necessary for Choice Shifts)
Assume {i } satisfies the conditions of Theorem II.2.1. Then, we can find prospects R, S and
b ∈ (0, 1) such that R i S (S i R) and Sb i Rb (Rb i Sb ).
Proof. In Appendix A.



A remaining point of concern is Eliaz et al.’s (2006) assumption of pessimistic (i.e. strictly
convex) RDU preferences. As follows from the proof of Theorem II.2.1, both of the above
statements are equivalent to the assumption that a studied individual’s preference {i } can be
represented by an RDU functional with strictly convex gain-rank weighting function w. Empirical research related to RDU models starting from Baratta and Preston (1948) has shown that
the most common (but far from unique) finding is an inverse-S-shaped (gain-rank) weighting
function and not a strictly convex one. This variant of RDU preferences departs from pessimism in over-weighting favorable events occurring with small probability. The implication
16
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is that Theorem II.2.1 and the implied comparative statics might hold only in a local version
(insofar as the strictly convex regions of the weighting function are decisive for choices). The
following numerical example illustrates this.
Example II.2.5. (Choice Shifts with inverse-S-shaped preferences)
For this example, we assume a preference {i } represented by Bernoulli-utility function u = id



and (gain-rank) weighting function w = exp −1.0467(− log(·))0.65 . This is the weighting
function originally introduced by Prelec (1998) with parameter vector (α, β) = (0.65, 1.0467).
The reader may verify that this specification yields an inverse-S-shaped transformation function with inflection point exp(−1) ≈ 0.37 and fixed point close to 0.32. Wakker (2010, p. 260)
argues that this specification captures the empirically-observed inverse-S-shaped weighting
functions rather well.
Let us consider the prospects S 1 = 7, S 2 = 8 and R 1 = 350.2 0, R 2 = 160.6 0. Both C 1 = {R 1 , S 1 }
and C 2 = {R 2 , S 2 } are choice sets that we used in the experiment. The former choice set is
problematic for Eliaz et al.’s (2006) model when we assume preferences {i }. Indeed, we will
show that, given {i }, a choice shift can occur with C 2 but not with C 1 .
It is easily derived that
RDU(R 1 ) ≈ 8.41 > RDU(S 1 ) = 7
RDU(R 2 ) ≈ 8.14 > RDU(S 2 ) = 8

 , i ∈ {1, 2} (cautious shift).
 Ri,b
We are thus looking for b1 , b2 ∈ [0, 1] such that Si,b
i
i
 , S  , i ∈ {1, 2} with Prelec’s function, it can be shown that
Evaluating the prospects Ri,b
i,b

 

 
b S   R  ∩ [0, 1] = and b S   R  ∩ [0, 1] ⊃ [0.52, 1].
1,b

1,b

2,b

2,b

As the example shows, when global strict convexity of w is not satisfied, Theorem II.2.1
(supplemented by Corollary II.2.4) breaks down as a global result while we may retain it for
specific choice sets. For the inverse-S-shaped weighting function considered here, this will be
the case for prospects where the upside probability is sufficiently high to make the non-convex
region of w irrelevant for the result.10
We will explore this issue by studying two types of decision problems (see Subsection II.3)
involving either low or high upside probabilities. Comparing the results for these two types of
10 In general, however, relaxing the assumption of a strictly convex w-function towards inverse-S-shapes can
yield diverse patterns that do not necessarily mirror the one displayed by the Prelec function from Example II.2.5.
Take, for instance, the polynomial weighting function w = 3(·)3 − 4(·)2 + 2(·). This cubic function displays a
somewhat more pronounced inverse-S-shape than that from Example II.2.5. The reader may verify that for the
prospects from Example II.2.5 we observe a cautious shift at b ≈ 0.9966 given C 1 but no choice shift for C 2 .
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prospects, we study the extent to which Eliaz et al.’s (2006) restrictive assumption of pessimistic
preferences is problematic.
Dillenberger and Raymond (2016) further explore the preference foundations of choice
shifts11 across a range of RDU models and non-RDU models, including Kőszegi and Rabin’s
(2007) reference dependent preferences. Most notably, they provide necessary and sufficient
conditions for preferences to exhibit the pattern from statement 2 of Theorem II.2.1 (whereas
that theorem only gives a sufficient condition). In our experimental test of Eliaz et al.’s (2006)
model we attempt to induce this pattern in the lab for the two extreme cases where b ∈ {0, 1}
(see Section II.4). Our results are therefore equally fit to shed light on the more general types
of preferences examined in this more recent contribution.

II.3

Experiment

The computerized experiment was run at CREED, the Economics laboratory of the University
of Amsterdam. Subjects read the instructions of the experiment at their own pace on screen (see
Appendix C). They had to correctly answer some control questions testing their understanding
before they could continue with the experiment. Most sessions were run with 20 subjects. We
ran 15 sessions with a total of 280 subjects. Subjects received a 5 euro show-up fee and earned
on average an additional 8.5 euro with their choices (minimum 0 euro, maximum 45 euro).
Each subject participated in only one of the 5 treatments.
Each session of each treatment was divided into three stages: a preliminary communication
stage, the individual decision part of the experiment (part 1), and the group decision part of the
experiment (part 2).12 The instructions were communicated in parts; subjects only received the
instructions for a stage after the previous stage had been completed. There was no difference
in the experimental design of the first two stages. The treatments only differ in how the group
decision part was shaped.
At the start of the session, subjects were randomly assigned to workplaces in the laboratory.
Each subject was assigned to a group of 5 individuals that were seated nearby each other. We
decided to have a group size of 5 instead of 3 to have enough chance of preference heterogeneity
as would be needed to test the theories. Every subject was informed that at the end of the
experiment only one of the choice problems from part 1 and part 2 would be randomly selected
11 Dillenberger and Raymond (2016) use the term consensus effect to refer to the pattern described by Eliaz et al.
(2006).
12 We did not run the reverse setup in which participants first face a group decision stage and then an individual
decision stage because this order would be logically impossible in the treatments where we provide information
on the majority preferences.
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and used for payment. In addition, subjects were made aware that the payoff for a part-2
problem might be affected by other group members’ decisions and that their decision for a
part-2 problem might similarly affect the payoffs for other group members. There were visual
barriers between tables and verbal communication during the session was not allowed. In the
first stage, the experimenter invited subjects to stand up in order to freely look at the other
members of their group over the barriers. Thereafter, the members of each group were invited
to have an unstructured 3-minute conversation via chatboxes. We added this feature to the
experiment to emphasize that subjects were part of an actual group. When subjects’ decisions
matter for other group members’ payoffs, we think that it is natural and important that they
know who will actually be affected.
In the individual decision part of the experiment, subjects were presented with 6 binary
choice sets, each containing a “safe” prospect S and a “risky” alternative prospect R. The choice
sets we used are shown in Table II.1 below. We use Savage’s (1954) notational conventions. I.e.,
Xp 0 is the prospect that yields the amount X with probability p and 0 otherwise. There were
two classes of choice sets. In the first class, the risky prospect featured a low probability of
winning a high amount. In the second class, the risky prospect featured a high probability of
winning a moderate amount. Choice sets were presented one after another and the order of
presentation was the same for all subjects. For each choice set, a subject made an irrevocable
choice before she continued with the next choice set. The goal of this part was to elicit subjects’
individual preferences over the relevant prospects.
Table II.1: Part-1 Choice Sets
# class S

R

EV (S) − EV (R)

1

0

7

350.2 0

0

2

0

7

400.2 0

−1

3

0

7

450.2 0

−2

4

1

8

160.55 0

−0.8

5

1

8

160.6 0

−1.6

6

1

8

160.65 0

−2.4

The group-decision part differed across treatments along three dimensions: 1. whether or
not a default was present; 2. whether or not information about the majority choice in part 1
in the group was provided and 3. whether or not a subject’s decision had payoff consequences
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for the others in the group. The main features and names of the treatments are summarized in
Table II.2.
Table II.2: Overview of Treatments
Treatment

Default

Majority-Info

Payoff-Externality

# Subjects

Def-NoMaj-NoExt

Yes

No

No

55

Def-Maj-NoExt

Yes

Yes

No

55

NoDef-Maj-NoExt

No

Yes

No

60

Def-Maj-Ext

Yes

Yes

Yes

50

NoDef-Maj-Ext

No

Yes

Yes

60

In the three treatments with a default, subjects were presented with 12 choice problems
that were based on the ones from part 1 in the following way. For a given choice set {R,S}
from part 1, a default outcome D in {R,S} was preselected. Subjects would receive the default
outcome with 60% probability, no matter what they chose. This corresponds to Eliaz et al.’s
(2006) non-pivotal case. Subjects were asked to choose to stay with the default or to deviate
from the default. A choice to deviate would be implemented with the residual 40% probability
– corresponding to Eliaz et al.’s (2006) pivotal case.13 So subjects effectively chose out of sets
{0.4R + 0.6D, 0.4S + 0.6D}, D ∈ {R, S } in this part. For each problem, subjects were informed
about the default prior to making a decision. Each choice problem of part 1 was offered twice,
once with the risky prospect as default and once with the safe prospect as default (see Figure
II.1 for decision trees illustrating our part-2 problems with default). In the treatments without
a default, subjects were presented 6 choice problems that in terms of prospects were the same
as the ones in part 1.
There was one treatment where we did not provide subjects with information about the
preferences of the majority in their group: Def-NoMaj-NoExt. In this treatment, subjects’
decisions could not affect the payoff of other group members.14 This treatment gave the best
shot to the theory of Eliaz et al. (2006), because it excluded potentially confounding motivations
13 We thus set a = 0.4 in terms of the reduced-form problem described by g (see Section II.2). We chose a
probability below 50% to capture the fact that no member of a five-person group can a priori be expected to have
a decisive influence on the outcome of the decision. At the same time, we set it close to 50% to make decision
makers care about their choice.
14 All this implies that the ‘group decisions’ in Def-NoMaj-NoExt are actually individual decision problems with
a more complicated decision tree that should bring the mechanism advocated by Eliaz et al. (2006) into play. See
Section II.4.
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such as a desire to conform to the majority preference or a desire to provide others with the
prospect that they preferred.15
In all 4 other treatments, we did provide subjects with information about the majority
choice in their group for the corresponding part-1 problem. Specifically, before they made
their choice, subjects were either informed that the default choice coincided with the majority
choice of their group for the corresponding part-1 problem or, if this was not the case, that
it coincided with the minority choice. In the treatments that provided information about the
majority choice, we had a full 2 × 2 design in which we systematically varied the presence of
the default and the presence of the payoff externality on the other group members.
In this study we focused on the treatments that are most interesting to distinguish between
the roles that conformity and Eliaz et al.’s (2006) theory play in explaining choice shifts. The
left-out treatments would have been helpful to answer some adjacent questions. For instance,
in the treatment NoDef-NoMaj-NoExt the decision problems in stage 1 and stage 2 would be
identical. So conducting this treatment would tell us to what degree subjects randomly reverse
their preferences between prospects. The other two left-out treatments, NoDef-NoMaj-Ext and
Def-NoMaj-Ext, we did not run because the absence of majority choice information implies that
conformity does not predict anything so that we would not have had well-founded predictions
regarding the effect of externalities in that situation. Still these treatments may be interesting
to shed light on whether responsibility plays an independent role in explaining choice shifts.
We come back to this possibility in Section II.6.
In the treatments without payoff externality, subjects knew that their own decision only
affected their own payoff. Here, the choices that subjects made in part 2 were never communicated to other subjects. Subjects were made aware of these facts at the start of part 2. In
the two treatments with a payoff externality, one individual’s choice became the choice for all
members in the group. That is, if the payoff-relevant problem ex post turned out to belong to
part 2, one group member’s decision was selected at random to determine the payoff for all
members. Each member’s decision had an equal chance of being selected to matter on a given
part-2 problem. If a subject’s decision was implemented for the group, the identity and the
decision of the subject were revealed to everyone in the group. Subjects were made aware of
these facts in the instructions for part 2.
15 In

the treatments with a default, the order of presentation was randomized for each group as follows. We
randomly picked one of the two classes of problems from part 1, each containing 3 choice sets. We then randomly
determined a default for these three choice sets and presented the three resulting part-2 problems to the subjects.
All problems from the other class were presented to subjects with randomly fixed defaults. We then presented
the three problems with which they started but now with the other default. We ended with the three problems
from the second block but now with the other default. For treatments without default, we randomized the order
in which the prospects classes were presented across groups.
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II.3.1

Gambles & Payment

Each problem had an equal probability of being selected for payment and we selected the same
problem for each group. For all problems with a pivotal player, one individual per group was
selected to be pivotal with all members having equal probability. For all problems with default
we made one random draw per group to decide if subjects’ decisions would count or if the
default would be implemented. Lastly, we played out the risky lottery one time for each group.
All random draws used to determine the payments were computerized and visualized on screen
for the concerned subjects.
The incentive compatibility of a randomized incentive scheme may be questioned if subjects choose in accordance with rank-dependent utility like advocated by Eliaz et al. (2006) (see
Holt 1986). Since rank-dependent utility violates Savage’s sure-thing principle, the extent to
which RDU maximizers reduce or do not reduce compound lotteries matters for their behavior.
This does not mean that RDU preferences necessarily imply that randomized incentive schemes
are not incentive compatible (Cohen et al. 1987, Bardsley et al. 2009). Specifically, the common
assumption that behavior of a subject is independent across different decision problems will
continue to hold with RDU preferences under the so-called isolation assumption (Kahneman
and Tversky 1979). That is, we must assume that subjects consider the decision trees at all
decision problems in the experiment in isolation from each other. For standard applications
of the randomized incentive scheme in which one randomly selected decision per player becomes payoff-relevant, there is an extensive empirical literature on this issue, starting with
Cohen et al. (1987), Starmer and Sugden (1991) and Cubitt et al. (1998). Most studies, including
these seminal contributions, report evidence in favor of the isolation assumption (Hey and Lee
2005a, 2005b, Laury 2005, Lee 2008) albeit the occasional negative result has also been presented
(Cox et al. 2014, Harrison and Swarthout 2014). The consensus in the field is that experimental
subjects choose in accordance with the isolation assumption such that the use of a standard
randomized incentive scheme is unproblematic for studies of RDU models. More importantly,
our subjects received the choice problems one at a time, without information regarding the
future choice problems and without the possibility of revising previous choices. Therefore, it
was impossible for them to integrate all choices into one big decision problem. The design
made it practically impossible to deviate from the isolation assumption.
Our treatments Def-Maj-Ext and NoDef-Maj-Ext introduce another layer of randomization. A pivotal subject is selected at random and that subject’s decision is implemented for the
whole group. This incentive system is very close to the between-subject randomized incentive
scheme where only some randomly selected subjects get paid for their choices in a given experimental session. This method has also been frequently used across a range of different setups
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(Cohen et al. 1987, Camerer and Ho 1994, Abdellaoui et al. 2008, 2011, 2013a,2013b, Andersen
et al. 2008, Burks et al. 2009, Toubia et al. 2012). In the studies where an explicit comparison
to other incentive schemes was made, no differences in behavior have been found for simple
choice tasks as used in our experiment (Tversky and Kahneman 1981, Bolle 1990, Cubitt et al.
1998, Armantier 2006, Schunk and Betsch 2006, Harrison et al. 2007, von Gaudecker et al. 2011,
Baltussen et al. 2012). Charness et al. (2016) provide an in-depth methodological discussion
and offer support for paying only a subset of participants for their decisions.
When designing the prospects (reported in Table II.1), we had two goals in mind. First, we
wanted to construct choice sets where subjects would be close to indifferent between the two
prospects. The reason is that both theoretical mechanisms that we test in this chapter predict
that choice shifts occur primarily in situations of near-indifference. When one prospect is much
better than the other, all group members may agree on the same prospect when choosing individually, which preempts a potential choice shift of the minority to the majority. When people
prefer to conform to the majority, there is larger potential for choice shifts if the minority is
larger. At the same time, rank-dependent utility in combination with pessimistic probability
weights will only yield choice shifts when a decision maker is not too far from indifference
when choosing individually.
Second, to shed more light on Eliaz et al.’s (2006) theory, we wanted to have observations
of behavior in choice sets where the risky prospect has a large probability of a good outcome
as well as observations of behavior where the risky prospect gives a small probability on a very
good outcome. For lotteries featuring a rather small probability of winning a high amount relative to the prospect’s expected value, subjects in previous studies have displayed a tendency to
overweight these small probabilities attached to good outcomes (Kunreuther and Pauly 2004,
Harbaugh et al. 2010). This is essentially a manifestation of the inverse-S-shaped weighting
functions that are often reported in the literature. The theory of Eliaz et al. (2006) assumes
a pessimistic probability weighting function and may fail if subjects overweight small probabilities of the good outcome. It may be that the conditions required by Eliaz et al.’s (2006)
theory are fulfilled for risky prospects with a large probability of the good outcome but not
for risky prospects with a small probability of the good outcome. Our design allows us to
investigate whether Eliaz et al.’s (2006) theory performs better for choice sets that include a
high-probability risky prospect.
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II.4

Predictions

Our design in part 2 implements a special case of Eliaz et al.’s (2006) reduced-form model (g, C).
To see this, take a = 0.4 and b ∈ {0, 1} to generate the decision trees shown in Figure II.1 that
were implemented in our treatments with a default. Here the studied individual’s decision is
pivotal with probability 0.4 and otherwise (i.e. with probability 0.6) the default choice of either
S or R is implemented with certainty. The left side of the figure displays the decision tree of
our part-2 problems with a safe default; the right side presents the part-2 problems with a risky
default.
0.4

0.6

R

0.4

S
R

0.6

R
S

S

Figure II.1: Reduced-form models for g = (0.4, 0) (Left) and g = (0.4, 1) (Right)
While the resulting decision problems are essentially individual decision problems, a decision maker in Eliaz et al.’s (2006) framework would perceive them as equivalent to a group
decision under a unanimous decision rule and with the default as the disagreement outcome.
The equivalence is easily seen as follows: assume that a group chooses from a binary set of
prospects C = {R, S } (as described in Section II.2) by unanimity ruling and that a predetermined default outcome D ∈ {R, S } is implemented if there is no unanimous vote. Then the
reduced-form model of the decision situation from the perspective of a given group member looks as follows: Either there is unanimous agreement to depart from D among the other
group members and the individual’s vote is decisive for the outcome. Or there is no unanimous
agreement among the other group members in which case the outcome will be D irrespective
of what the studied individual does. So unanimous decision maps into the special case of Eliaz
et al.’s (2006) model where either the individual’s decision is pivotal or otherwise one of the
primitive prospects R and S (the default) will be implemented with certainty. We thus have the
reduced-form group decisions g with b ∈ {0, 1} where b = 0 if D = R and b = 1 if D = S.
Theorem II.2.1 predicts a clear pattern in the choice shifts that may be observed for the
problems g = (0.4, 0) and g = (0.4, 1).
• If the default is R (such that b = 0), then any observed choice shift will be a shift from S
to R (risky shift).
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• If the default is S (such that b = 1), then any observed choice shift will be a shift from R
to S (cautious shift).
So the clear-cut prediction of Eliaz et al.’s (2006) model is that choice shifts in our experiment
are possible only in the treatments with default and that they will go in the direction of the
default choice D.
The conformity mechanism (see Section II.1) predicts a different pattern. In this approach,
a clear pattern of choice shifts is possible in the treatments when individuals are provided with
information about the majority choice among members of their group for the corresponding
part-1 problem. The information about the majority choice may serve as an anchor that makes
subjects in the minority change their mind. The conformity mechanism then makes the following simple prediction:
• If the majority choice on a part-1 problem was R, then any observed choice shifts on the
corresponding part-2 problems should go from S to R (risky shift).
• If the majority choice on a part-1 problem was S, then any observed choice shifts on the
corresponding part-2 problems should go from R to S (cautious shift).
In the informational or accuracy-driven version of the conformity mechanism according to
which choice shifts are driven by a conformist revision of individual preferences, shifts should
always go towards the part-1 majority preference for subjects independent of whether choices
have a payoff externality on others in the group or not. Another possibility is that the conformity mechanism as based on other-regarding preferences applies (see Section II.1 above).
That is, it could be that individuals in a group move in the direction of the majority preference
because they care about the externalities that their decision has on others’ payoffs. If otherregarding preferences drive the conformity mechanism, choice shifts should only be observed
when decisions have payoff externalities for others.

II.5

Results

In the following, we take the subject as the unit of analysis. For each subject, we calculate
the number of actual shifts in a certain direction (for instance in the direction of the majority
choice) as a percentage of the number of cases in which this particular shift was possible, and
we compare it to the number of actual shifts in the opposite direction, as a percentage of the
number of cases in which the opposite shift was possible (in the example in the direction of the
minority choice). Therefore, in the statistical tests, each subject gives us one paired observation
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at most. In some cases, a subject does not give us a paired data point. For instance, when a
subject in part 1 always chooses in agreement with the majority, we cannot calculate how often
this subject shifts when her position agrees with the minority. Therefore, we always report
sample sizes for the conducted statistical tests. We use non-parametric tests to investigate
whether differences are statistically meaningful.16
Overall, choice shifts are a quite common phenomenon in our experiment. Aggregated
across treatments, we observe choice shifts in 24% of the possible cases. Turning to risky and
cautious shifts, a general point distinguishing Eliaz et al. (2006) from the early psychological
research on choice shifts (cf. Stoner 1961, Bem et al. 1962, 1964, 1965) is that risky shifts are
not in general supposed to occur more frequently than cautious shifts. Both risky and cautious
shifts are very common in our experiment. Risky shifts occur in 21% of the possible cases and
cautious shifts in 28% of the possible cases. Comparing the propensities of subjects to make
risky and cautious shifts in a Wilcoxon signed-rank test, we find no significant difference at
the subject level.17
We first investigate the possibility that rank-dependent utility causes choice shifts in the
treatment that gives Eliaz et al.’s (2006) theory its best shot. In Def-NoMaj-NoExt, subjects are
not distracted by information of the majority choice or the possibility that their choice affects
the payoffs of other group members. The top panel of Table II.3 presents the mean frequencies
of shifts towards and against the default. Overall, choice shifts are somewhat more often in
the direction of the default, but the modest difference is not significant at the 10% level. While
cautious shifts are completely independent of the default, the difference between risky shifts
towards and against the default is significant at the 5% level.
If subjects choose in accordance with an inverse-S weighting function instead of a pessimistic weighting function, Eliaz et al.’s (2006) pattern of choice shifts might be observed for
the high-probability lotteries but not for the low-probability lotteries. The lower panels of Table II.3 address this possibility. Indeed, shifts towards the default instead of against the default
16 Since subjects in a given group chatted only among themselves in and received the same group specific information about part-1 majority preferences, the part-2 problems might be held to systematically differ across
groups in the treatments with majority choice information. To account for this potential confound, we correct
the Wilcoxon tests that we use for clustering at the group level throughout the empirical analysis. This is achieved
by calculating the standard test statistics for pairs of groups and then performing the respective test on population averages of these statistics. The sampling distributions of these adjusted statistics are estimated using
bootstrapping techniques.
17 Given that cautious shifts are somewhat more common than risky shifts, it is interesting to examine whether
there is a significant shift to risk aversion as subjects move from part 1 to part 2. Given that the risky prospect
has a (weakly) higher expected value than the safe one in all of our decision problems, the number of times that
the safe prospect was chosen by a subject can be used as a measure of risk aversion. Comparing the frequency
of risky choices in part 1 and part 2 of the experiment at the subject level, we do not find a significant difference
(p=0.378, n=280). The result turns out to be robust across our different treatments.
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are somewhat more common in the high-probability lotteries than in the low-probability lotteries, but in both cases the difference remains insignificant. For both high- and low-probability
lotteries, risky shifts are somewhat more likely to occur in the direction of the default. But unlike when we aggregate over lottery types, the difference is insignificant here. Again, cautious
shifts seem to occur completely independently of the default. Overall, this treatment provides
only limited support for Eliaz et al.’s (2006) theory.
Table II.3: Shifts and Defaults
Towards Default1 Against Default1

Total

High Probability

Low Probability

1
2

p2

n

Shift

26.6 %

24.4 %

0.356

55

Risky Shift

25.8 %

18.0 %

0.024

51

Cautious Shift

34.8 %

36.5 %

0.729

45

Shift

29.7 %

25.5 %

0.414

55

Risky Shift

35.8 %

24.0 %

0.177

34

Cautious Shift

30.3 %

35.2 %

0.216

44

Shift

25.5 %

23.0 %

0.424

55

Risky Shift

21.4 %

15.2 %

0.203

46

Cautious Shift

40.0 %

39.3 %

0.835

25

Data from treatment Def-NoMaj-NoExt (55 Subjects)
Mean observed frequency of choice shifts (observed shifts in % of possible cases)
Wilcoxon signed-rank test; frequency of shifts towards vs. against default

Next we zoom in on the occurrence of choice shifts in the treatments that provide the
best shot for the conformity mechanism. That is, we look at the treatments NoDef-Maj-NoExt
and NoDef-Maj-Ext in which the subjects were not potentially distracted by a default in the
group choices. Table II.4 presents the results for these treatments. In agreement with the
conformity mechanism, subjects in the minority position frequently move into the direction
of the majority position. The differences are substantial and significant, and the effect sizes
are huge compared to what we observed in the treatment that focused on Eliaz et al.’s (2006)
theory (see Table II.3). Even though the results appear to be more accentuated when subjects’
decisions have consequences for the payoffs of the other group members, the data without
such externalities also agree with the conformity mechanism to a remarkable extent. Overall,
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our subjects display a strong desire to conform to the majority. Interestingly, subjects who
found themselves to be part of the minority when they chose the risky lottery in part 1 are
very likely to shift to the cautious choice in the group decision when there are externalities
on others’ payoffs. At the same time, in the settings without externalities the more common
pattern is that minority individuals who chose the safe lottery will shift to the risky one. We
lack sufficient observations to compare shifting propensities for cautious and risky shifts in
the minority position (the sample of individuals who made both a risky minority choice and a
cautious minority choice is very small). However, comparing propensities to shift cautiously
and riskily across both minority and majority positions, we find no significant difference for
either treatment.
Table II.4: Shifts at Minority and Majority Positions
At Minority1 At Majority1

No Externality

Externality

1
2

p2

n

Shift

42.1 %

14.4 %

0.001 43

Risky Shift

47.5 %

17.5 %

0.103

21

Cautious Shift

34.1 %

11.4 %

0.029

22

Shift

52.9 %

14.5 %

0.000 47

Risky Shift

36.7 %

12.8 %

0.038

Cautious Shift

67.0 %

17.2 %

0.008 24
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Data from treatment NoDef-Maj-NoExt (60 Subjects)
Mean observed frequency of choice shifts (observed shifts in % of possible
cases)
Wilcoxon signed-rank test; frequency of shifts at minority vs. at majority
position

In our treatments Def-Maj-NoExt and Def-Maj-Ext, we investigate what happens when
subjects have the possibility to move in the direction of the default as well as in the direction
of the majority. The results are shown in Table II.5. On the main diagonal we report about the
cases that agree or disagree with both theories. That is, these cells present the common cases
where a subject in the minority position shifts to the default and the rare cases where a subject
in the majority position shifts against the default. The numbers off the main diagonal are most
interesting, because they represent the cases where the theories make competing predictions.
In conflicting cases, subjects shift significantly more often in the direction predicted by the
conformity mechanism (35.7%) than in the direction of the default (22.9%), (p = 0.037, n = 79).
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Notice further that for subjects in the minority position, the default is inconsequential in their
decision to shift. In contrast, when subjects in the majority position shift, it is significantly
more often in the direction of the default than against the default. So Eliaz et al.’s (2006) theory
is able to pick up this secondary effect.
Table II.5: Shifts, Defaults and Minority/Majority Positions
Shift to Default1 Shift against Default1

p2

n

At Minority Position

36.8 %

35.7 %

0.583

79

At Majority Position

22.9 %

15.9 %

0.012

105

p3

0.044

0.002

n

79

79

1
2
3

Data from treatments Def-Maj-NoExt and Def-Maj-Ext (105 subjects)
Mean observed frequency of choice shifts (observed shifts in % of possible
cases)
Wilcoxon signed-rank test; frequency of shifts towards vs. against default
Wilcoxon signed-rank test; frequency of shifts at minority vs. majority position

In Table II.6, we provide further evidence for the role that payoff externalities play in the
propensity of subjects to shift. The table combines the data of all four treatments that provide
subjects with information about the majority position.
Table II.6: Shifts and Externalities
No Externality1 Externality1

p2

n

Shift

17.2 %

34.6 %

0.006

169

Risky Shift

16.0 %

26.3 %

0.112

75

Cautious Shift

22.8 %

42.0 %

0.046

92

1
2

Data from treatments NoDef-Maj-NoExt, NoDef-Maj-Ext,
Def-Maj-NoExt, and Def-Maj-Ext (225 subjects)
Mean observed difference in freq. of shifts (observed shifts
in % of possible cases) at minority and majority position
Wilcoxon rank-sum test; difference in frequ. of shifts at minority and at majority position, externality vs. no externality
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The presence of payoff externalities on the other group members roughly doubles the gap
between shifts at the minority and shifts at the majority position.18 This treatment effect seems
to be driven by cautious shifts in particular.
Finally, Table II.7 presents a remarkable but unanticipated gender effect in our data. Overall, it appears that women are more likely to shift than men. Especially when they are in a
minority position, women are much more likely to shift than men are. The lower parts of the
table break down the gender effect for whether or not the subject’s decision has payoff externalities. Interestingly, even in the absence of payoff externalities, there is already a sizable
gender effect. This result suggests that women are less sure of their preferences over risky
options. If anything, the gender difference is more pronounced when subjects’ decisions also
determine the payoffs of the others in their group, which suggests that women are also more
group-oriented than men. Surprisingly, women are also more likely to shift when they are in
the majority position. This finding points to the possibility that women are generally less consistent in their choices than men. The difference in shifts between the genders at the majority
position is much smaller than the difference in shifts at the minority position though, so it is
not the case that the complete gender effect can be attributed to women being less consistent.
Our results suggest that women have a stronger desire than men to conform to the majority,
and that this effect is to a large extent due to women being less sure of their preferences.19

18 The gap between shifts at minority position and at majority position across treatments is a meaningful indicator of a potential treatment effect since we observe shifts at minority position to be more frequent than shifts
at majority position across the board.
19 Another potentially interesting exercise is to examine whether the occurrence of choice shifts in the group
decision part correlates with violations of expected-utility theory in the individual decision part. In our design,
the only violation that can be observed in the individual decision setting would be a violation of (first-order)
stochastic dominance: Within the classes of low-probability and high-probability prospects, risky prospects in
later problems either feature a higher probability of the good outcome (HP) or a higher good outcome (LP).
Hence, stochastic dominance requires that, per prospect class, expected-utility maximizers switch their choice
at most once and, if so, then from choosing the safe lottery in early problems to choosing the risky lottery in
later problems. Across all 280 participants, we find that 29 subjects (10.4 %) violate this pattern in some way.
Running wilcoxon rank-sum tests concerning the propensity to shift of EU-violators and non-violators, we find
the violators shift more often and that the difference is significant at all customary levels. Moreover, the result is
robust to conditioning on risky (p = 0.003, n = 254) or on cautious shifts (p = 0.001, n = 235).
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Table II.7: Shifts and Gender

Total

At Minority

At Majority

Male1

Female1

p2

Shift

18.8 %

27.1 %

0.001 225

Risky Shift

17.9 %

25.1 %

0.017 203

Cautious Shift

21.0 %

31.2 %

0.002 190

Shift

31.8 %

53.2 %

0.000 169

Risky Shift

29.8 %

43.4 %

0.110

Cautious Shift

31.5 %

64.4 %

0.000 104

Shift

14.2 %

19.4 %

0.030 225

Risky Shift

15.3 %

20.9 %

0.074 200

Cautious Shift

16.8 %

18.6 %

0.293 178

n

78

No Externality

At Minority

At Majority

Shift

27.5 %

46.8 %

0.006

86

Risky Shift

30.1 %

43.7 %

0.214

41

Cautious Shift

23.0 %

50.2 %

0.027

52

Shift

14.0 %

23.0 %

0.000 115

Risky Shift

15.9 %

26.3 %

0.000 105

Cautious Shift

18.3 %

17.9 %

0.610 100

Externality

At Minority

At Majority

1
2

Shift

36.1 %

60.1 %

0.001

83

Risky Shift

29.4 %

43.2 %

0.345

37

Cautious Shift

39.3 %

80.7 %

0.000

52

Shift

15.5 %

14.5 %

0.757 110

Risky Shift

14.5 %

15.3 %

0.920

95

Cautious Shift

14.8 %

19.5 %

0.306

78

Data from treatments NoDef-Maj-NoExt, NoDef-Maj-Ext, DefMaj-NoExt, and Def-Maj-Ext (225 subjects)
Mean observed frequ. of shifts (obs. shifts in % of possible cases)
Wilcoxon rank-sum test; frequency of shifts, female vs. male
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II.6

Conclusion

This study experimentally compared two prominent explanations for choice shifts in groups.
One contestant was the conformity mechanism that traces shifts from individual decision to
votes in group decisions back to the influence of a social norm on behavior in the group setting.
The other was Eliaz et al.’s (2006) approach based on rank-dependent utility that operates
entirely on individual risk preferences.
We find very clear signs that conformity matters. Already when only information on majority choices is provided and individuals make choices on their own behalf only, we find a
strong and significant conformist influence (Table II.4). This adds to previous evidence regarding direct effects of peer information on choices under risk (Cooper and Rege 2011, Lahno and
Serra-Garcia 2015, Goeree and Yariv 2015). Combining information about others’ preferences
with responsibility for these other subjects’ payoffs makes decision makers take others’ preferences into account more than they do if the decision is on their own behalf only. When
subjects’ decisions also determine the payoffs of others, we again find strong evidence that
subjects shift in the direction that is preferred by the majority. So it is not the case that we
always find a shift towards the cautious choice when subjects are responsible for the payoffs
of others, as might be conjectured on the basis of Charness and Jackson 2009. Still, we find it
quite likely that social responsibility plays an independent role besides the wish to conform
to the majority. Teasing out the exact effects of social responsibility and conformity would
require a different design. This provides an interesting avenue for future research.
Support for the pattern predicted by Eliaz et al.’s (2006) model was much more limited.
Even in the treatment that gave their theory its best shot – that is, in the treatment in which
subjects had no information on the majority preference and in which their decisions did not
influence others’ outcomes – Eliaz et al.’s (2006) mechanism could only pick up risky shifts
to a notable extent. And in the treatments where both Eliaz et al.’s (2006) mechanism and
the conformity mechanism could influence choices, the conformity mechanism was seen to
predict choice shifts significantly better than Eliaz et al.’s (2006) model. The contributions of
Eliaz et al. (2006) and Dillenberger and Raymond (2016) point out that non-EU preferences may
result in choice shifts in group decisions. Our experimental results suggest that subjects do not
systematically have the types of non-EU preferences that result in choice shifts. Instead, the
evidence supports the notion that a desire for conformity is a principal driving mechanism
behind many choice shifts.
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Appendix
A Proof of Corollary II.2.4
Proof. Take two distinct prospects R, S with outcomes in the joint support of the two prospects
denoted 1,...,n in weakly increasing order of preference. Let S be a degenerate lottery yielding
outcome s ∈ {2, ..., n − 1} with certainty. Let u(i) denote the decision maker’s utility from
outcome i. Denote by piR , i ∈ {1, ..., n} the probability R places on outcome i. W.l.o.g. assume

that piR > 0, i  s. As in the numerical examples in Section II.2, let ri = nj=i+1 p j be the (gain)
rank of outcome i. Let Rb , Sb be the compound lotteries for group-decision problem g = (a, b).
In their proof of Theorem II.2.1, ERR show that
n

RDU(Rb ) − RDU(Sb ) =

Ti c(i)
i=2

where c(i) = u(i − 1) − u(i) and
Ti =

⎧
⎪
⎨w(λri−1 + 1 − λ) − w([a + λ]ri−1 + 1 − [a + λ]),
⎪
⎪
⎪w(λri−1 ) − w([a + λ]ri−1 ),
⎩

i ≤s
i >s

with λ = (1 − a)(1 − b).

Now assume R ∼i S. By Theorem II.2.1, we know that b ∗ ∈ (0, 1) and consequently R 0 i S 0 and
β and S  i R
α
α , R
β such that R
α i S, S i R
S 1 i R 1 . We show that there are prospects R
bα
bα
β
(cautious shift), R i Sb β (risky shift) for bα , b β ∈ (0, 1).
bβ

 be the prospect we receive by replacing n with some outcome n
Let R
 such that u(
n) = u(n) + ε.
We have
 ) − RDU(S  ) =
RDU(R
b
b

n

Ti c(i) − εTn
i=2

= RDU(Rb ) − RDU(Sb ) + ε [w([a + λ]pn ) − w(λpn )] .
Now set b = 1 (⇒ λ = 0). We then have
1 ) − RDU(S 1 ) = RDU(R 1 ) − RDU(S 1 ) + εw(apn ).
RDU(R
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Similarly, for b = 0 (⇒ λ = 1 − a), we have
0 ) − RDU(S 0 ) = RDU(R 0 ) − RDU(S 0 ) + ε [w(pn ) − w([1 − a]pn )] .
RDU(R
A.1

Cautious Shift

 i S ⇔ ε > 0 and
For a cautious shift to occur at some b ∈ (0, 1), we need R
0 ) − RDU(S 0 ) ⇔
1 ) − RDU(S 1 ) < 0 < RDU(R
RDU(R
RDU(R 1 ) − RDU(S 1 ) + εw(apn ) < RDU(R 0 ) − RDU(S 0 ) + ε [w(pn ) − w([1 − a]pn )] .
By S 1 i R 1 and R 0 i S 0 , the set of admissible values for ε is non-empty.
A.2

Risky Shift

For a risky shift to occur at some b ∈ (0, 1), we have the same conditions except for
 ⇔ ε < 0. By the same reasoning as for cautious shifts, the set of admissible values
S i R
for ε is non-empty.


B Distribution of Majorities for Part-1 Problems
With our choice of gambles (see Subsection II.3), we aimed to trigger disagreement among
group members for as many items in part 1 as possible. Table II.8 shows the distribution of
majorities we ended up with. As we see, three-to-two majorities represent the most frequent
constellation in our sample. Votes are overall skewed towards the safe choices (median at 2).
Unanimity occurs quite rarely.

Table II.8: Distribution of Per-Group Majorities in Part 1
# of votes f. risky choice

34

0

1

2

3

4

5

Ctrl.

8

18

19

11

8

2

Treat.

2

15

23

10

8

2

Total

10 33

42

21

16

4
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C Instructions
All instructions were computerized. In addition, subjects received a paper summary of the
instructions for part 2.
C.1

General Instructions

These general instructions were shown to all participants at the start of each session.

Welcome to this study!
In this experiment, you will make choices involving actual monetary payoffs. The payoffs
may depend on your decisions and the realization of random events. The experiment will consist of two parts. Before each part of the experiment, you will be given a detailed explanation
of how your decision will matter for your payoff. During the experiment you will be asked to
answer a number of choice problems. You will go through these one by one. There will be a
total of 18 choice problems. The first part consists of 6 decisions and the second part consists
of 12 decisions. There are no right or wrong choices in any decision that you will make in this
experiment. For each decision, the best you can do is to simply choose the alternative that - all
things considered - seems best to you.
Your earnings in this experiment will be determined in the following way. You will receive a
payoff of 5 € for participating. In addition, you may earn money with your decisions. Not every decision will be paid in the experiment. At the end of the experiment, one of the 18 choice
problems will be selected at random, and you will receive a payment according to the decision
for this problem. You will not earn money for the other choice problems. Each choice problem
has equal chance of being selected for payment.
In this experiment, you will be in a group of 5 people. Your group is group 1 and you are player
1. Your decisions in part 2 of the experiment may have consequences for other members in
your group, and the decisions of the others may have consequences for you. Only in the instructions of part 2 you will be informed whether this is actually be the case.
You will be in a group with the participants who are seated at tables 1, 2, 3, 4, and 5. Before
the experiment, you will have 3 minutes to chat with these participants. In the chat, you may
introduce yourself to the others, and you may discuss anything that you want (but not threaten
others). You can now stand up to see who the other participants in your group are.
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C.2

Part-1 Instructions

These instructions with an example problem were shown to all participants after the 3-minute
chat for their group was completed.

Part 1: Instructions
In part 1, you will be presented 6 different choice problems. In each of these problems, you
have to choose one of two options. One will be a safe amount of money, the other a lottery
that can yield both higher and lower money amounts than the safe alternative with positive
probability. As an example, consider the following choice problem:

Here, option (A) gives you 7 € for sure and option (B) gives you 14 € with 55 % probability and
0 € with 45 % probability. If you choose option B and this problem is selected for payment, a
random draw generated by a (computerized) wheel of fortune will determine the amount that
is paid out. The wheel of fortune will exactly implement the stated probabilities.
C.3

Part-2 Instructions

These instructions, including an example problem and practice questions, were presented to
participants at the start of part 2. Text in curly brackets was only included in the indicated
treatment:

Part 2: Instructions
For this part, you will receive a paper summary of the instructions.
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In part 2, you will be presented 12 different choice problems in 12 rounds. You will now be
making decisions as part of the group of 5 participants that you were introduced to at the start
of the experiment.
The choice problems for part 2 are all based on the problems you completed in part 1. They
may appear in a different order, though. For each problem, there will now be a preset default
option. The default option will be implemented with 60% probability. Sometimes, the default
option will be the option that most members of your group chose in the corresponding problem
in part 1. In other cases, it will correspond to the choice made by the minority of the members
of your group. In either situation, we will clarify how the default option came about. Your
decision for a choice problem will only matter if the default option is not implemented. You
will then have the following options:
• Stay with the default option.
• Deviate from the default option.
{Control: Apart from this, the rules of this part are the same as in part 1. In particular, your
decision on any problem of part 2 will not affect the payoff for any other group member.
Similarly, another group member’s decision in this part will not affect your payoff. Also, your
decisions in part 2 will not be communicated to any other group member and likewise you will
not be informed of any decision that any other group member takes in part 2.}
{Treatment: As opposed to part 1, in part 2 you make decisions on behalf of all the members
of your group. This means that your decision is implemented for each group member, and that
each group member receives the same payoff as you do if the particular problem and your decision are selected for payment at the end of the experiment. In that case, each group member
will receive information about the choice problem, your decision, about the default and about
how the default was determined. Also, it will be made clear to the other group members that
you were the one deciding on behalf of the group.
Similarly, your fellow group members will answer the same problems in this part and their decisions may be selected to determine every group member’s payoff in the end. In that case, you
will receive detailed information on the corresponding problem, the decision and the identity
of the group member who made the decision.
If a problem of this part gets selected for payment, the decisions of all group members will
have equal probability of being implemented for the group.}
To make you familiar with these rules, we present you an example on the next page. The assumed choices for the example were arbitrarily determined.
{New Page}
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Example Problem:
The default choice for this period is:

The alternative choice is:

The default choice for this problem is the option that the majority of the members of your
group chose in the preceding part. If you deviate from the default, you will receive the alternative choice with 40% probability and the default otherwise. {Treatment: Recall that your
decision will matter for all group members in case it is implemented.}
Your decision:
• Take the default.

• Deviate from the default.

Explanation:
Here, the default option is a safe payment of 7 €. Also, the majority of the members in your
group chose the safe payment in the corresponding problem in part 1.
{Control: Now let us assume that your choice is implemented. If you choose to take the default,
you will receive 7 € with certainty. Or suppose you choose to deviate from the default. Then
you receive the alternative choice with 40% probability and the default otherwise. I.e., with
60% probability, you receive 7 € and with 40% probability you receive receive a lottery where
you get 14 € with 55% probability and 0 € otherwise.
So overall, the following three outcomes are possible:
• You receive 7 € (when the default is implemented)
• You receive 14 € (when the default is not implemented and the good outcome occurs)
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• You receive 0 € (when the default is not implemented and the bad outcome occurs)}
{Treatment: Now let us assume that your choice is implemented for the group. If you choose
to take the default, each group member will receive 7 € with certainty. Or suppose you choose
to deviate from the default. Then each group member receives the alternative choice with 40%
probability and the default otherwise. I.e., with 60% probability, each group member receives 7
€ and with 40% probability each group member receives a lottery where she/he gets 14 € with
55% probability and 0 € otherwise.
So overall, the following three outcomes are possible:
• Each group member receives 7 € (when the default is implemented)
• Each group member receives 14 € (when the default is not implemented and the good
outcome occurs)
• Each group member receives 0 € (when the default is not implemented and the bad outcome occurs)}
To test your understanding of the setup, we prepared a practice problem with some questions.
As for the above example, the assumed choices in the practice problem are arbitrarily chosen.
{New Page}

The default choice for this period is:

The alternative choice is:

The default choice for this problem is the option that the minority of the members of your
group chose in the preceding part. If you deviate from the default, you will receive the alternative choice with 40% probability and the default otherwise. {Treatment: Recall that your
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decision will matter for all group members in case it is implemented.}
Your decision:
• Take the default.

• Deviate from the default.

Please answer the questions below.
(1) Does the default outcome for a problem in this part always represent the majority choice
for the respective problem in part 1?
(2) How many decision problems does part 2 have?
(3) Assume you choose to deviate from the default and that this problem gets implemented.
What is the probability that you receive 5 €?
{Treatment:
(4) If your choice on a given problem matters for the group’s payoffs, will the other group
members be informed that you were the one who determined the decision?
(5) If your choice on a given problem matters for the group’s payoffs, will the other members
of your group receive the same payoff as you do?}
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Chapter III
A general evolutionary framework for
the role of intuition and deliberation in
cooperation1

1 This

chapter is based on Jagau and van Veelen (2017).
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hy humans cooperate is a fascinating question. One could imagine that natural
selection would tend to favor selfish individuals over those that confer a benefit to
others at a cost to themselves. Yet there is cooperation in a large variety of species,
including humans. A number of explanations for the evolution of cooperation have been suggested, and one possible way to classify the different mechanisms is that they fall into three
broad categories: population structure, repetition, and partner choice. Population structure
covers all deviations from random matching and includes kin selection (Hamilton 1964, van
Veelen et al. 2017), (cultural) group selection (Richerson and Boyd 2005), and interactions on
networks (Szabó and Fath 2007, Allen et al. 2017). Repetition makes all kinds of reciprocity feasible, which can also stabilize cooperation (Axelrod and Hamilton 1981, Bendor and Swistak
1995, García and van Veelen 2016, van Veelen et al. 2012). Finally, picky partners can make each
other want to credibly commit to not behaving selfishly, and just not being selfish might be a
good way to do that (Frank 1988, McNamara et al. 2008, Fujiwara-Greve and Okuno-Fujiwara
2009, Izquierdo et al. 2010, Baumard et al. 2015, Jordan et al. 2016).
In recent years, the proximate cognitive mechanisms underpinning human cooperation
have also received widespread attention. These recent papers challenge the classical view that
cooperative or unselfish behavior is the result of deliberation and only arises if humans manage
to resist their selfish instincts. Instead, experimental psychologists and economists have made
the case for dual-process cooperation where deliberation reins in an intuitive desire to cooperate.
A meta-analysis of experimental results (Rand 2016) finds that in settings where defection
dominates cooperation, the average subject cooperates more if it lacks the time or cognitive
resources to carefully consider the strategic situation, while there was no effect in settings
in which cooperating can be payoff-maximizing, depending on the other player’s choice. This
supports the intuitive-cooperation pattern (Rubinstein 2007, Rand et al. 2012, Zaki and Mitchell
2013, Rand et al. 2014) – although others have suggested other possible interpretations of some
of the data (Myrseth and Wollbrant 2017, Bouwmeester et al. 2017) or proposed alternative
explanations based on a drift diffusion model of decision making (Hutcherson et al. 2015) or
on the idea that time pressure induces people to make more mistakes rather than making them
behave more cooperatively (Recalde et al. 2018).
A theoretical model by Bear and Rand (2016) moreover suggests that evolution could not
have made us any other way – if we are to deliberate at all. The authors find that, depending on parameter values, selection can favor all-out defectors, who never deliberate, or it can
favor dual-process cooperators, who intuitively cooperate, and sometimes use deliberation to
override their cooperative intuition but never dual-process defectors, who sometimes override
their impulse to defect as they deliberate.

W
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In their theoretical model, agents are unsure what game they are in. They might be playing
a proper one-shot prisoners’ dilemma without the possibility of future repercussions, or they
might be in a situation where the future can in fact cast a shadow over today’s actions. The
way to think of this second situation is that individuals are really playing a repeated prisoners’
dilemma with a fixed, positive repeat probability. The presence of these possible repetitions
leads to a multitude of possible equilibria, cooperative and uncooperative ones. In the model
by Bear and Rand (2016), these are collapsed into two possibilities – either AllD or TFT –
which turns the game effectively from a prisoners dilemma into a coordination game where
coordination can be on an uncooperative equilibrium or on a cooperative one. The innovative
part of their model is that agents have the possibility to resolve the uncertainty about the nature
of the interaction and that they can do so at a cost. These costs differ from decision to decision
– where the cost of the two players are uncorrelated – and in the original model the costs of
finding out are uniformly distributed. (There is an earlier model that also formalizes the idea
that humans may cooperate in one-shot prisoners’ dilemmas because they are unsure about
the nature of the interaction. That is not a model of dual-process psychology, though, because
there agents cannot choose to deliberate to learn more about the game. See Delton et al. 2011.)
In this chapter, we construct a general evolutionary game-theoretic framework in which
individuals can choose to be more or less informed about the details of a game. This information
may concern the payoffs of the game or the likelihood of repetitions. Thereby we generalize
the model by Bear and Rand (2016) in three ways.
Our first generalization concerns the distribution of costs of finding out. We generalize Bear
and Rand by allowing the cost an individual would have to pay to deliberate to follow general
distributions instead of only uniform ones. If one allows for other possible distributions – such
as for instance normal (Gaussian) ones – we find that not only all-out defectors or dual-process
cooperators, who intuitively cooperate but sometimes use deliberation to defect in one-shot
games, can evolve. Instead, also dual-process defectors, who use deliberation to override an
intuitive impulse to defect, can be favored by selection. Bear and Rand’s (2016) results for
when equilibria with dual-process cooperators exist turn out to hold in general as they do
not depend on the particular choice for a distribution. The dynamics moreover suggest that
dual-process defection will typically be stable for low but not too low probabilities of the game
being repeated, while dual-process cooperation requires higher likelihoods in order to be a
stable equilibrium. In addition to studying random matching, we show that our qualitative
results continue to hold if we add population structure.
Our second generalization un-collapses the strategy space for the repeated game and allows
for more ways in which the nature of the interaction can vary. For instance, we allow players
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to be uncertain about whether the probability of a repetition is high or low – making the setup
Bear and Rand (2016) a special case where the low repeat probability is 0. In the un-collapsed
strategy space we find equilibria where players, rather than paying a cost, just wait for time to
tell if repeat interactions are sufficiently likely. These “waiting equilibria” exist for a larger set
of parameter values than the equilibria with dual-process cooperators from the un-collapsed
strategy set.
Our third generalization allows players to observe whether or not the other deliberates and,
therefore, to condition their future actions on whether or not the other today decides to pay
the cost to find out. This introduces the possibility of strategic ignorance, rendering a simple,
symmetric version of the cooperate-without-looking equilibria in Hoffman et al. (2015). We
show that strategic ignorance can achieve different things. If both players keep themselves in
the dark about whether cooperation today is relatively costly or relatively cheap, then that can
either allow for cooperative equilibria to exist where there were none before, or it can increase
efficiency by making players cooperate, not only when cooperation is cheap, but also when it
is expensive.
The remainder of this chapter is structured as follows: In Section III.2, we study the extension
of Bear and Rand’s model with general deliberation costs and show that both dual-process
agents – dual-process cooperators as well as dual-process defectors – can be selected for by
evolution. In Section III.3, we consider the un-collapsed strategy space for the repeated game
and the “waiting” equilibria that arise in this more general setting. In our final generalization
in Section III.4, we make deliberation observable, allowing players to strategically choose not
to deliberate as in Hoffman et al. (2015). Section III.5 concludes.
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III.2

General distributions of deliberation costs

III.2.1

The game

In their Supplementary Information, Bear and Rand (2016) consider the following two games.

Γ0 :=

C

D

C

b −c

−c

D

b

0

Γ1 :=

C

D

C

A+B

A−C

D

A+B−D

A

We will write C when referring to the first pure strategy and D for the second, assuming that
the context will make it self-evident whether C and D refer to strategies or payoff parameters
from game Γ1 . In the main text, Bear and Rand (2016) choose A = C = 0 and B = D = b − c,
turning the second game into:

Γ1 :=

C

D

C

b −c

0

D

0

0

A continuum of agents is incompletely informed about which game they play. The probability
with which the second game is played is p, the probability with which the first game is played
is 1 − p, and the agents know these probabilities. In other words, their common prior belief
is that they play G = (1 − p)Γ0 + pΓ1 . Agents can get completely informed about which game
they play at cost z. These costs z are not heritable and they are drawn, independently for both
players, from a differentiable distribution F on [0, d] where d = ∞ is allowed for. Bear and
Rand (2016) use a uniform distribution on [0, d], but – because the results are sensitive to this
assumption– we will allow for more general distributions.
A pure strategy for this game is a vector (x I , x 0 , x 1 ,T ) ∈ {C, D}3 × [0, d], where x I is the
choice made when the agent is not informed (the intuitive choice), x 0 is the choice made in
game Γ0 , x 1 is the choice made in game Γ1 , both of which only matter if a player knows that
this is the game they are playing, and T is the maximum cost the individual would pay to get
completely informed (the threshold cost of deliberation).

III.2.2 Fitness
A strategy’s fitness when meeting another strategy is given by the expected payoff arising
under the incomplete-information game G minus the average cost of deliberation given the
strategy’s cost threshold. We use πi , i ∈ {0, 1} to denote the payoff functions for Γ0 and Γ1 ,
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respectively. With F (T ) being the probability that the first player finds out which of the two
games is played, we find
π [(x I , x 0 , x 1 ,T ), (yI , y0 , y1 ,T )] = F (T )F (T )(pπ1 (x 1 , y1 ) + (1 − p)π 0 (x 0 , y0 ))
+(1 − F (T ))F (T )(pπ 1 (x I , y1 ) + (1 − p)π 0 (x I , y0 ))
+F (T )(1 − F (T ))(pπ1 (x 1 , yI ) + (1 − p)π 0 (x 1 , yI ))
+(1 − F (T ))(1 − F (T ))(pπ1 (x I , yI ) + (1 − p)π 0 (x I , yI ))
∫
−
z dF (z).
[0,T ]

We are looking for equilibria such that all agents use the same strategy vector. The more
interesting ones would have a positive probability of buying information and therefore x 0 =
D and x 1 = C. To see why, note that getting informed can only be profitable if it makes a
difference to the behavior the agent would choose. If the agent were to always defect after
buying information, then she should do the same before buying information and set T = 0 and
x I = 0. Maximizing behavior therefore implies that x 0 = D and x 1 = C whenever information
is actually bought for some realizations of the cost.
We will call equilibria with x I = C intuitively cooperative and those with x I = D intuitively
defecting. If the value for the threshold T moreover implies that players sometimes do and
sometimes do not buy information – in other words, if 0 < F (T ) < 1 – we will refer to them as
dual-process cooperators and dual-process defectors.

III.2.3

Intuitively cooperative equilibria

Let (C, D, C,T C ) be a candidate strategy for an intuitively cooperative equilibrium. Then first of
all T C must be the optimal threshold for an intuitive cooperator against itself. In other words,
T C ∈ argmaxT π [(C, D, C,T ), (C, D, C,T )]
when T  = T C and where
π [(C, D, C,T ), (C, D, C,T )] = p(A + B) + (1 − p)((1 − F (T ))b − (1 − F (T ))c) −

∫
[0,T ]

z dF (z).

These payoffs follow from observing that in case game Γ1 is played – which happens with
probability p – then either way both players play cooperate because x I = x 1 = C. Also, if Γ0
is played – which happens with probability 1 − p – then what happens depends on whether
players find out which game they are in.
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Taking the derivative with respect to T and setting it to 0, we find the condition for T to be
optimal.
∂π [(C, D, C,T ), (C, D, C,T )]
= (1 − p)f (T )c − T f (T ) = 0 ⇔
∂T
T = (1 − p)c
This is independent of T . Since T cannot be larger than d, this implies T C = min{(1 − p)c, d}.
Notice that T f (T ) can be interpreted as the extra observation costs borne by increasing T ,
while (1 −p)f (T )c represents how much is saved by not cooperating in those cases where now
it is observed that game Γ0 has been drawn.
Besides intuitively cooperative strategies with a different threshold T  T C not doing better, also intuitively defecting strategies should not be a better response. Therefore we need to
consider the highest possible payoff of an intuitively defecting opponent by giving it the optimal threshold T DC when facing an intuitive cooperator with threshold T C . For any threshold
T , those payoffs are
∫
π [(D, D, C,T ), (C, D, C,T C )] = p(A + B − (1 − F (T ))D) + (1 − p)(1 − F (T C ))b −
z dF (z).
[0,T ]

These payoffs follow from observing that if Γ1 is played – which happens with probability p –
then player 2 plays C either way, while if Γ0 is played – which happens with probability 1 − p
– player 1 plays D either way. Taking the derivative with respect to T and setting it to 0, we
find the condition for T to be optimal.
∂π [(D, D, C,T ), (C, D, C,T C )]
= pD f (T ) − T f (T ) = 0
∂T

⇔

T = pD
Again, this is independent of T C . Because T cannot be larger than d, this implies that T DC – the
optimal threshold for an intuitive defector facing an intuitive cooperator – equals min{pD, d}.
Notice that T f (T ) can still be interpreted as the extra observation costs borne by increasing
T , while pD f (T ) represents how much the first player gains by coordinating on playing C in
those cases where she now observes that it is indeed game Γ1 that has been drawn.
It follows that (C, D, C,T C ) is a symmetric equilibrium if T C = min{(1 − p)c, d } and if
intuitive defectors, with the optimal threshold, do not outperform intuitive cooperators against
intuitive cooperators:
π [(C, D, C,T C ), (C, D, C,T C )] ≥ π [(D, D, C,T DC ), (C, D, C,T C )]

⇔
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∫
p(1 − F (T

DC

))D − (1 − p)(1 − F (T ))c ≥
C

[T DC ,T C ]

z dF (z)

Here p(1 − F (T DC ))D is how much can be gained by switching from intuitive defection to
intuitive cooperation because of improved coordination in case the game would be Γ1 , while
(1 − p)(1 − F (T C ))c represents how much is lost as a result of the same switch because C is
∫
now played more often in cases where the game is Γ0 . Finally, [T DC ,T C ]z dF (z) represents the
expected difference in costs spent on finding out.
We can start by considering the case where (1 −p)c ≥ d, which would make T C = d. In that
case F (T C ) = 1 and the last condition – ruling out that intuitive defection is a better response
– simplifies to
∫
(pD − z) dF (z) ≥ 0.
[T DC ,d]

If pD < d, then T DC = min{pD, d} = pD < d, which makes the integrand equal to 0 at z = pD,
and negative at z > pD. Therefore this condition can only be satisfied if pD ≥ d, in which
case T DC = d, making the integral equal to 0 exactly. This comes as no surprise because when
both the intuitive cooperator and the optimal intuitive defector against it always pay the costs
to find out which game they are in (that is, when both T C = d and T DC = d), their behavior
when uninformed is inconsequential because they never are uninformed. Summarizing, there
is an intuitively cooperating equilibrium when d ≤ min{pD, (1 − p)c}. That is not an all that
interesting equilibrium though because the intuition is never called upon.
The more interesting equilibria are found when (1 − p)c ≤ d, which would make T C =
(1 − p)c. If we furthermore assume that pD ≥ d, we would have T DC = d, in which case
F (T DC ) = 1, and the last condition simplifies to
∫
(z − (1 − p)c) dF (z) ≥ 0.
[(1−p)c,d]

Now the integrand is 0 or positive, which means that this condition is always satisfied and that
T C = (1 − p)c does indeed induce an equilibrium whenever (1 − p)c ≤ d ≤ pD without further
restrictions on the parameters.
Finally, if, besides (1 − p)c ≤ d, we assume that pD ≤ d, then that would make T DC = pD.
Then integration by parts yields an extra condition on the parameters:
∫
z dF (z) ≥ 0 ⇔
pD(1 − F (pD)) − (1 − p)(1 − F ((1 − p)c))c −
[pD,(1−p)c]
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∫
pD − (1 − p)c +
∫

[pD,(1−p)c]

F (z) dz ≥ 0

(1 − F (z)) dz ≥ 0

[(1−p)c,pD]

⇔

⇔

(1 − p)c ≤ pD
At the previous point we found that all cases with (1 −p)c ≤ d ≤ pD render an equilibrium. At
this point we find that also all cases with (1 − p)c ≤ pD ≤ d render one. Taken together, that
implies that an intuitively cooperative equilibrium where agents sometimes but not always
check exists when both d and pD are greater than or equal to (1 − p)c. The latter condition can
c
also be rewritten as c+D
≤ p.
When intuitive cooperators sometimes use their intuition and sometimes not, they are also
referred to as dual-process cooperators. In this case that implies that a dual-process cooperator
has x I = C and T < d.
III.2.3.1

Summary 1

• (C, D, C, d) is an equilibrium if and only if d ≤ min{(1 − p)c, pD}.
• (C, D, C, (1 − p)c) is an equilibrium if and only if (1 − p)c ≤ min{d, pD}.
These are the same conditions as the ones from Bear and Rand (2016). This implies that the
existence conditions for intuitively cooperative equilibria are invariant to the choice of cost
distribution.

III.2.4

Intuitively defecting equilibria

Let (D, D, C,T D ) be a candidate strategy for an intuitively defecting equilibrium. Then first of
all T D must be the optimal threshold for an intuitive defector against itself. In other words,
T D ∈ argmaxT π [(D, D, C,T ), (D, D, C,T )]
when T  = T D and where
π [(D, D, C,T ), (D, D, C,T )] = p(A + F (T )(B − D) − F (T )C + F (T )F (T )(D + C)) −

∫
[0,T ]

z dF (z).

The derivative with respect to T is
∂π [(D, D, C,T ), (D, D, C,T )]
= p f (T )(−C + F (T )(D + C)) − T f (T ).
∂T
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Choosing T  = 0 makes F (T ) = 0 which implies that this derivative is negative for all T . With
costs restricted to [0, d], this implies that 0 is the best choice for T when facing T  = 0. This
makes (D, D, C, 0) a best reply against itself, which is not surprising, given that this strategy
never pays the costs to find out which game they are playing and hence always plays defect.
The more interesting equilibria would have a non-zero threshold T D , in which case we
would need to set the derivative with respect to T equal to 0. After dividing by f (T ), the
condition for T to be optimal then becomes:
p f (T )(F (T )(D + C) − C) − T f (T ) = 0 for T = T  = T D

⇔

T D = p(F (T D )(D + C) − C)
For notational convenience, we define Φ(T D ) = p(F (T D )(D +C)−C), so that the condition reads
T D = Φ(T D ). Up to now we have only seen conditions that are independent of the distribution
of the costs of finding out, but here the distribution matters for whether or not there are such
fixed points and for where they are.
If p > 0 and C > 0, then Φ(0) = −pC < 0. If moreover Φ(d) = pD > d, then continuity of
F implies that there is an odd number of fixed points. If on the other hand Φ(d) < d – which
is equivalent to pD < d – then continuity of F implies that there is an even number of fixed
points or none at all (see Figure III.1).

Figure III.1: With −pC < 0, the number of intersections is even or 0 if pD < d (left) and odd if
pD > d (right).
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Besides looking at whether or not strategies are Nash equilibria, we are also interested
in (local) stability. Equilibrium strategies with 0 < T < d – that sometimes find out which
game they are playing and sometimes not – are strict Nash equilibria and therefore ESS. With
continuous strategy spaces (which we do have here since the threshold T can be chosen from
the interval [0, d]) it is natural to add another requirement. On top of evolutionary stability –
that implies that a strategy should overcome invasions of mutants that appear in small shares –
one can also consider small deviations of the entire population from the ESS. If, on top of being
an ESS, such deviations will give a selective advantage to mutants that render the population
back in the direction of the ESS rather than to mutations away from the ESS, this strategy is
called a continuously stable strategy (CSS, Eshel and Motro 1981). The second condition alone
was later given the name m-stability by Taylor (1989) and convergence stability by Christiansen
(1989).
If we enumerate the fixed points from the lowest value to the highest, then the stability
properties of the corresponding equilibria alternate; if the first one is not a CSS, then the second
one is, the third one is not, and so on. If −pC < 0, then the first intersection is at a value larger
than 0 and it is not a CSS. That implies that if −pC < 0 and if there is only one fixed point,
that fixed point will be unstable, and both (D, D, C, 0) and (D, D, C, d) – which are equilibria
because the threshold is restricted to [0, d] – will be CSS’es. More generally, Φ(0) < 0 makes
(D, D, C, 0) a CSS. And if Φ(d) = pD > d, then that makes (D, D, C, d) both an ESS – provided
that intuitive cooperators do not outperform them – and convergence stable.2
Another interesting observation is that if F is convex, then any fixed point with 0 < T < d
is unstable (assuming, as we do, that C ≥ 0).3
To establish whether any of the candidate strategies we found does indeed constitute a
Nash equilibrium, we still have to consider intuitively cooperating strategies. The payoff of
such a strategy against an intuitive defector with the right threshold T D would be
∫
π [(C, D, C,T ), (D, D, C,T D )] = p(A + B − (1 − F (T D ))(C + B)) − (1 − p)(1 − F (T ))c −

[0,T ]

z dF (z).

In order to find the best threshold T CD for an intuitively cooperating strategy when facing this
2 Mathematically, a stable interior fixed point T ∗ must satisfy the first-order condition derived above and the
stability condition
∂Φ(T )
|T =T ∗ = p(C + D)f (T ∗ ) < 1,
∂T
)
∗
while ∂Φ(T
∂T |T =T ≥ 1 would yield an unstable fixed point
3 Let T ∗ > 0 denote the smallest fixed point (if there is one). Note that given Φ(0) = −pC we must have
Φ(T̃ ) > 1 for some T̃ ∈ [0,T ∗ ]. Now if f is convex such that Φ is non-decreasing, then Φ(T ) > 1,T ∈ [T̃ , d]. It
follows that Φ(T ) > T , T ∈ (T ∗ , d]. So if Φ has multiple fixed points, then F cannot be convex.
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intuitive defector, we take the first derivative with respect to T and set it to 0. Because the
trade-off is the same as when an intuitive cooperator faces an intuitive cooperator (a higher
threshold means a higher expected cost of finding out, but it saves on playing C when the game
is Γ0 ), we find the same answer as before, which is, again, independent of the threshold of its
interaction partner:
T CD = min{(1 − p)c, d} = T C
The strategy (D, D, C,T D ) therefore is an equilibrium when
π [(D, D, C,T D ), (D, D, C,T D )] ≥ π [(C, D, C,T CD ), (D, D, C,T D )]

⇔

∫
[T D ,T C D ]

z dF (z) ≥ p(1 − F (T D ))[F (T D )D − (1 − F (T D ))C] − (1 − p)(1 − F (T CD ))c.

Here p(1 − F (T D ))[F (T D )D − (1 − F (T D ))C] is the difference resulting from switching from
intuitive defection to intuitive cooperation in case the game would be Γ1 ; if an intuitive defector
finds out, then there is no change. But if she does not – which happens with probability (1 −
F (T D )) – then either D is gained if the other player also finds out, or C is lost if the other player
does not. Also, (1 − p)(1 − F (T CD ))c represents how much is lost as a result of the same switch
∫
because C is now played more often in cases where the game is Γ0 . Finally, [T D ,T C D ]z dF (z)
represents the expected difference in costs spent on finding out.
Now first consider T D = 0, which means that we consider an equilibrium with intuitive
defectors that never bother to find out which game they are in. Then the condition boils down
to
∫
z dF (z) ≥ −pC − (1 − p)(1 − F (T CD ))c
[0,T C ]

This always holds, indicating that (D, D, C, 0) is always an equilibrium. This should come as
no surprise because this is just one way to incorporate a strategy that always defects, and that
is always an equilibrium.
Another extreme choice for a threshold level would be T D = d. In order for this to be
the optimal choice for an intuitive defector against another intuitive defector with the same
threshold, it has to be the case that pD ≥ d (see also Figure III.1). Then the condition becomes
∫
0 ≥ −(1 − p)(1 − F (T C ))c +

[T C ,d]

z dF (z)

∫
0≥
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(z − (1 − p)c) dF (z).

[T C ,d]

⇔
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Given that T C = min{(1 − p)c, d}, the integrand would be positive if (1 − p)c < d. Hence this
can only hold if d ≤ (1 − p)c, which would make T C = d. This makes the integral equal to
0 exactly, which, again, comes as no surprise because when both the intuitive cooperator and
the intuitive defector always pay the costs to find out which game they are in, their behavior
when uninformed is inconsequential. So T D = d is part of an equilibrium if and only if d ≤
min{pD, (1 − p)c}.
The condition for (D, D, C, d) to be an equilibrium therefore is the same as (C, D, C, d); d has
to be less than or equal to (1 − p)c as well as pD. With (C, D, C, d) requiring d ≤ (1 − p)c makes
d the optimal threshold for an intuitive cooperator, while d ≤ pD makes intuitive defectors
(D, D, C,T DC ) not do better. With (D, D, C, d) the roles are reversed; d ≤ pD makes d the
optimal threshold for an intuitive defector, while d ≤ (1 − p)c makes intuitive cooperators
(C, D, C,T CD ) not do better. As with the intuitively cooperating equilibrium at which players
always find out, also the intuitively defecting equilibrium with T = d is perhaps not the most
interesting equilibrium because the intuition is never called upon.
Finally, consider T D = Φ(T D ) = T ∗ . For this to be an equilibrium, the following needs to
hold.
∫
z dF (z) ≥ p(1 − F (T ∗ ))(F (T ∗ )D − (1 − F (T ∗ ))C) − (1 − p)(1 − F (T CD ))c ⇔
[T ∗ ,T C D ]

∫
[T ∗ ,T C D ]

z dF (z) ≥ (1 − F (T ∗ ))p(F (T ∗ )(D + C) − C) − (1 − p)(1 − F (T CD ))c
∫
[T ∗ ,T C D ]

⇔

z dF (z) ≥ (1 − F (T ∗ ))T ∗ − (1 − p)(1 − F (T CD ))c

In the second step, we used the fact that T ∗ is a fixed point of Φ, with Φ(T ) = p(F (T )(D +C)−C).
Integration by parts yields
T C F (T C ) − T ∗ F (T ∗ ) −
∫
−

[T ∗ ,T C D ]

∫
[T ∗ ,T C D ]

F (z) dz ≥ (1 − F (T ∗ ))T ∗ − (1 − p)(1 − F (T CD ))c

F (z) dz ≥ T ∗ − (1 − p)c + ((1 − p)c − T CD )F (T CD )

⇔

⇔

∫

(1 − F (z)) dz ≥ (1 − F (T CD ))(T CD − (1 − p)c).

[T ∗ ,T C D ]

If d < (1 − p)c, then T CD = min{(1 − p)c, d } < (1 − p)c, which would make the right hand side
negative, while the left hand side is non-negative if T ∗ = Φ(T ∗ ) ≤ d.
If d ≥ (1 − p)c, then T CD = min{(1 − p)c, d} = (1 − p)c, which would make the right hand
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side 0, while the left hand side is non-negative if T ∗ = Φ(T ∗ ) ≤ (1 − p)c. Therefore (D, D, C,T ∗ )
is a Nash equilibrium if and only if
T ∗ = Φ(T ∗ ) ≤ min{(1 − p)c, d }.
III.2.4.1 Summary 2
• (D, D, C, 0) is always an equilibrium.
• (D, D, C, d) is an equilibrium if and only if d ≤ min{(1 − p)c, pD}.
• (D, D, C,T ∗ ) is an equilibrium if and only if T ∗ = Φ(T ∗ ) ≤ min{(1 − p)c, d}.
• (D, D, C,T ∗ ) is a CSS if and only if p(C + D)f (T ∗ ) < 1.
The conditions we find for (D, D, C, 0) and (D, D, C, d) are the same as the ones from Bear and
Rand (2016). They use a uniform distribution of costs of finding out what the game is, but these
conditions turn out to hold more generally as they are not sensitive to the distribution of the
costs. Whether or not there are strategies that satisfy the equilibrium conditions for the more
interesting cases with intermediate thresholds – the dual-process defectors – does on the other
hand depend on the distribution. Here we also encounter a stability issue as some equilibria
are and others are not (convergence) stable.

III.2.5

The setting of the main text and why the distribution matters

In this subsection, we will revisit the conditions we found in the previous one and indicate
why, also in the setting of the main text, the distribution of costs matters for existence and
stability for intuitively defecting equilibria. In the main text, Bear and Rand (2016) use
C
Γ0 :=

C

b −c

D

b

D
-c ,
0

C
Γ1 :=

C

b −c

D

0

D
0 .
0

III.2.5.1 The threshold for intuitively cooperative equilibria
For an intuitively cooperative equilibrium, the condition for an optimal threshold T was
(1 − p)f (T )c = T f (T ).
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This is easily interpreted. If an additional game is checked, then with probability (1−p) it turns
out to be game Γ0 , in which case c is saved by playing D instead of C. The cost of detecting that
additional game when the current threshold is T equals T . The density determines how likely
it is that a cost T is drawn, but since paying that cost T always goes hand in hand with finding
out which game it is, these densities appear on both sides of the equation, and they cancel out.
The condition then becomes
(1 − p)c = T ,
which is independent of the distribution. Figure III.2 depicts these two equivalent conditions.

Figure III.2: The left figure depicts the gains and costs of an additional detection that happens
because of an increase in the threshold T , where d is chosen to be 1. Those gains are (1 − p)c
and those costs are T . In the right figure, both of them are multiplied by f (T ) in order to attain
the marginal gains and costs of an increase of the threshold T . The distribution function f (T )
accounts for the likelihood of additional detections as a result of increasing T , and in this case
f (T ) is hump-shaped. Multiplying by f (T ) does not change where they intersect, other than
adding intersections at places where f (T ) = 0.

III.2.5.2

The threshold for intuitively defecting equilibria

For an intuitively defecting equilibrium and with A = C = 0 and B = D = b − c – which gives
us the game Γ1 of the main text – the condition for an optimal threshold T is
p f (T )F (T )(b − c) = T f (T ).
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This is also easily interpreted. If an additional game is checked, then with probability p it turns
out to be game Γ1 . If the other player is also an intuitive defector and finds out too, then both
play C and (b −c) is gained. The other player finds out with probability F (T ). If the other player
does not find out, then nothing is lost or gained by playing C instead of D. Like before, the
cost of detecting that additional game when the current threshold is T equals T . The density
determines how likely it is that a cost T is drawn, but since paying that cost T always goes
hand in hand with finding out which game it is, these densities appear on both sides of the
equation and they cancel out. The condition now becomes
pF (T )(b − c) = T .
The probability that the other player finds out still features in this equation. In equilibrium,
T  = T , but that still leaves us with F (T ) playing a role.
With d = 1 and with the uniform distribution on [0, 1], we have F (T ) = T . In this case
either the gains always outweigh the losses, whatever the current threshold T is, or they never
do. If p(b − c) > 1, then the largest possible T would be optimal, which in this case is T = 1,
and if p(b − c) < 1, then T = 0 would be optimal (see Figure III.3).

Figure III.3: The figure depicts the gains and costs from an additional detection for intuitive
defectors, where F is uniformly distributed and d = 1. In this setup, either marginal deliberation costs for intuitive defectors always outweigh their gains from deliberation (upper blue
line) or they never do (lower blue line).
One way to get the marginal gains and costs to intersect, is to allow for more general games
Γ1 , as Bear and Rand (2016) do in their Supplementary Information. With parameter C > 0,
56

III.2. GENERAL DISTRIBUTIONS OF DELIBERATION COSTS

players are no longer indifferent between playing C and D if the other plays D. If the other
player is an intuitive defector who happens not to find out that the game is Γ1 , then the one
player gives up C by playing cooperate anyway, which gets her A − C instead of A. The gain
at T  = T = 0 – where the other player never finds out – therefore is negative; it is −pC.
Combined with a sufficiently large D, there will be an intersection in [0, 1].
Bear and Rand (2016) note that this equilibrium is risk dominated, but a more serious stability issue is that the equilibrium value of the threshold T is not convergence stable. In any
sensible dynamics, the value of the threshold would move down to 0 if it were to start below
the equilibrium value and up to d – which in Figure III.4 is taken to be 1 – if T starts above the
equilibrium value.

Figure III.4: In Bear and Rand’s (2016) more general setting – but still with a uniform distribution – there is an intermediate equilibrium value for the threshold T . It is unstable though.
When we go back to the setting of the main text, we can however also get intersections by
deviating from the assumption that costs of finding out are uniformly distributed. If the distribution function f (T ) is hump-shaped, then the cumulative distribution F (T ) first is relatively
flat. As T increases, it slopes up ever more steeply until the peak of f (T ), where F (T ) is at
its steepest, after which F (T ) becomes ever less steep. This implies an S-shape that allows for
multiple intersections, even with the games Γ0 and Γ1 from Bear and Rand’s (2016) main text.
This is depicted in Figure III.5, which also indicates that one of the intersections there – other
than the one at T = 0 – is stable when it comes to dynamics with evolving thresholds T .
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Figure III.5: With a hump-shaped distribution function f for costs of finding out, the cumulative distribution function F becomes S-shaped. With p(F (T )(D + C) − C) for gains, this also
makes the gains S-shaped. This can result in 2 new intersections between gains and costs; an
unstable and a stable one.
Besides the thresholds being optimal, the other conditions (that intuitive defectors should not
out-compete intuitive cooperators at the intuitively cooperating equilibrium and vice versa)
should also hold. If we plug the according values from above into Φ, we find Φ(T ) = p(b−c)F (T ).
The corresponding equilibrium conditions are given in Summary 3.
III.2.5.3 Summary 3
Intuitive Cooperation:
• (C, D, C, d) is an equilibrium if and only if d ≤ min{(1 − p)c, p(b − c)}.
• (C, D, C, (1 − p)c) is an equilibrium if and only if d ≥ (1 − p)c and p ≥ bc .
Intuitive Defection:
• (D, D, C, 0) is always an equilibrium.
• (D, D, C, d) is an equilibrium if and only if d ≤ min{(1 − p)c, p(b − c)}.
• (D, D, C,T ∗ ) is an equilibrium if and only if T ∗ = Φ(T ∗ ) ≤ min{(1 − p)c, d}.
• (D, D, C,T ∗ ) is a CSS if and only if p(b − c)f (T ∗ ) < 1.
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The equilibrium (D, D, C, 0) always defects, and never checks, while (C, D, C, d) and (D, D, C, d)
always check, rendering the behavior when uninformed inconsequential. The most interesting
equilibria therefore are (C, D, C, (1 −p)c) – dual-process cooperators – and (D, D, C,T ∗ ) – dualprocess defectors.
The condition for the latter states that intuitive defection will be an equilibrium if T ∗ =
Φ(T ∗ ) ≤ min{(1 − p)c, d }. Using the fact that T ∗ is a fixed point, we can replace T ∗ with
min{(1−p)c,d }
Φ(T ∗ ) = pF (T ∗ )(b − c) and rewrite the condition as F (T ∗ ) ≤
. If d ≥ (1 − p)c, we
p(b−c)
(1−p)c

c
. Furthermore, since c < b,
can rewrite this as F (T ∗ ) ≤ p(b−c) or, equivalently, p ≤ F (T ∗ )(b−c)+c
c
c
we have F (T ∗ )(b−c)+c > b so that intuitive defection and full defection are both equilibria when
c
c
b ≤ p ≤ F (T ∗ )(b−c)+c .

III.2.5.4

Risk-Dominance and convergence stability

An equilibrium strategy x is said to risk-dominate an equilibrium strategy y when 12 (π (x, x) +
π (x, y)) > 12 (π (y, y) + π (y, x)). In a setup with two ESS’es, the risk-dominant equilibrium is
predicted to be observed disparately more frequently in the very long run of dynamics that
allow for noise which, although very infrequently, sometimes pushes the population from one
equilibrium into the basin of attraction of the other (see for instance Kandori et al. 1993, Young
1993, Ellison 2000).
Bear and Rand (2016) find that in the setting of the main text, there are no equilibria at
all with a strategy that intuitively defects but sometimes uses deliberation to cooperate. In
the more general setting of their supplementary information, they find that such equilibria do
exist, but that they are never risk-dominant and therefore never favored by selection. In their
setting, this equilibrium is moreover not convergence stable either (see Figure III.4). So already
in much shorter run dynamics, this equilibrium is not stable. Which equilibrium risk dominates
which is therefore not really relevant for a description of reasonable dynamical behavior.
Already in the setting of the main text, but with more general distribution functions, we
have seen that there can be convergence stable equilibria with “dual-process defectors” (see
Figure III.5). If we have multiple convergence stable equilibria, one could check which one is
risk dominant. However, because the strategy space consists not just of a finite number of pure
strategies but also has a continuous ingredient (the threshold T ), it is not immediately clear
what the dynamical implications would be. The literature on long run dynamics is mostly
working with finitely many pure strategies (Kandori et al. 1993, Young 1993, Ellison 2000)
and with dynamics that match such a setting (see also Sandholm 2010 for a rich overview of
possible dynamics). In order to make risk dominance relevant, we should therefore restrict
attention to a limited number of pure strategies, for instance to dual-process defectors with

59

III. INTUITION AND DELIBERATION IN COOPERATION

the equilibrium value for T and to all-out defectors, and envisage a process where mutations
sometimes make individuals switch between these two. This would be a somewhat particular
choice for a mutation process because there does not seem to be a reason to exclude mutations
to other possible strategies.
We can nonetheless do risk-dominance computations and show that it is possible to have
dual-process defectors that are risk dominant. We have seen that intuitive defection and full
defection are the only possible equilibria whenever p < bc . We now derive a sufficient condition
for intuitive defection to risk dominate full defection in this configuration. Note that we need
dual-process defectors to be convergence stable, implying that there must be two equilibria at
least – one unstable and one stable – of which we pick a stable one (see Figure III.5).
Strategy (D, D, C, 0) always defects, and because Γ1 now has only zero’s on the bottom
row, it follows that (D, D, C, 0) earns 0 against either strategy; π [(D, D, C, 0), (D, D, C,T ∗ )] =
π [(D, D, C, 0), (D, D, C, 0)] = 0. So checking for risk-dominance of (D, D, C,T ∗ ) boils down to
verifying whether
π [(D, D, C,T ∗ ), (D, D, C,T ∗ )] + π [(D, D, C,T ∗ ), (D, D, C, 0)] > 0
pF (T ∗ )2 (b − c) − 2
T ∗ F (T ∗ ) − 2
∫

∫

⇔

∫
[0,T ∗ ]

[0,T ∗ ]

z dF (z) > 0

z dF (z) > 0

T∗
− z dF (z) > 0.
[0,T ∗ ] 2

⇔

⇔
(III.1)

Against (D, D, C, 0) there is nothing to be gained from finding out what the game is, but against
(D, D, C,T ∗ ) the probability that both find out is F (T ∗ )2 , and if it is game Γ1 – which happens
with probability p – the gain is (b − c). The integral represents the expected costs of finding
out, which (D, D, C, 0) pays either way. The second step uses the fact that T ∗ is a fixed point.
The condition demands that integrating over z, where z ranges from 0 to T ∗ , leads to a
lower integral than integrating over a constant that is halfway between 0 and T ∗ . This implies,
roughly speaking, that F must put more mass on the lower end of this interval than on the
higher end.
Instead of looking at risk dominance, we could look at adaptive dynamics, where monomorphic populations move in the direction where mutations with an advantage are. In such a
setting, we could compare basins of attraction. We could imagine that between the equilibrium with all-out defection and the convergence stable equilibrium with dual-process defec-
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tors, the former might be considered more stable if the unstable equilibrium in between them
lies closer to the latter, giving all-out defection the larger basin of attraction (and vice versa;
see Figure III.5). This can lead to an evaluation of which one is more stable that differs from
what risk dominance would suggest.
There are conditions under which the two possible ways to evaluate relative stability certainly coincide. It is easily shown that a sufficient condition for (III.1) to hold is that F is strictly
concave when restricted to the interval [0,T ∗ ].4 Concavity of F also implies that, although
(D, D, C, 0) obviously remains an equilibrium, it will not be CSS, while (D, D, C,T ∗ ) is. More
precisely, for any population with intuitive defectors with a threshold T below T ∗ , it would
be a better response to have an increased threshold, while the reverse is true for populations
with a threshold above T ∗ . With adaptive dynamics that would make (D, D, C,T ∗ ) attracting
at whichever threshold T the population would start. Concavity therefore implies both that
(D, D, C,T ∗ ) is risk dominant and that (D, D, C,T ∗ ) is globally attracting.
III.2.5.5

Numerical Example 1

Choosing b = 2, c = 1, and p = 0.4 gives us the game G = 0.6 · Γ0 + 0.4 · Γ1 with

Γ0 :=

C

D

C

1

−1 ,

D

2

0

Γ1 :=

C

D

C

1

0 .

D

0

0

4
Now assume that costs z follow a concave distribution, given by f (z) = (1+z)
5 or, equivalently,
1
F (z) = 1 − (1+z)4 (see the left panel of Digure III.6). This distribution is globally strictly concave,
which implies – as seen just above – that an equilibrium with dual-process defectors (here at
T ∗ ≈ 0.22) would be attracting and risk dominate all-out defectors, while an equilibrium with
all-out defectors (at T̃ = 0) would not be attracting (see the right panel of Figure III.6). If we
look at the equilibrium conditions in Summary 3, then, with T ∗ ≈ 0.22, (1 − p)c = 0.6, and
d = ∞, we find that T ∗ = Φ(T ∗ ) ≤ min{(1 − p)c, d}. So this is indeed an equilibrium. Also,
p = 0.4 < bc = 0.5, so dual-process cooperation is not an equilibrium. All-out defection, at
T̃ = 0, is always an equilibrium, but as we just saw, this is unstable in the adaptive dynamics
as well as risk dominated by intuitive defectors.
4 To

see this, suppose that F satisfies
− x2

∫

x
[0,x
∫ ]2

− z dF (z) > 0, x ∈ [0,T ∗ ] as would be sufficient for the inequality

f (x) +
dF (z) > 0 ⇔ F (x) > x f (x). Since a strictly concave function is
to hold. Differentiating yields
bounded by its first-order Taylor approximation, we have F (y) < f (x)(y − x) + F (x), x, y ∈ [0,T ∗ ]. Taking y = 0
gives us the condition from above.
1
[0,x ] 2
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Figure III.6: The density function f for deliberation costs (left) and costs and gains from increasing the threshold T (right) for Numerical Example 1.
III.2.5.6

Numerical Example 2

Choosing b = 8, c = 2 and p = 0.2 gives us G = 0.8 · Γ0 + 0.2 · Γ1 with

Γ0 :=

C

D

C

6

−2 ,

D

8

0

Γ1 :=

C

D

C

6

0 .

D

0

0

Now assume that costs z follow a 0-truncated normal distribution with location parameter
μ = 0.5 and scaling parameter σ = 0.4 (see the left panel of Figure III.7). This distribution
function is hump-shaped, and the cumulative distribution has an S-shape. There are solutions
at T = 0, T̃ ≈ 0.41, and T ∗ ≈ 1.12. Since Φ(0) ≈ 0.61, Φ(T̃ ) ≈ 1.31, and Φ(T ∗ ) ≈ 0.41, T ∗
and T are attracting in adaptive dynamics that describe changes in the threshold, while T̃ is
not. These dynamics are illustrated in the right panel of Figure III.7. As the figure suggests, the
unstable fixed point T̃ is farther away from T ∗ than it is from 0, so that the basin of attraction
for the convergence-stable dual-process defection equilibrium at T ∗ is larger than the basin of
attraction of the full defection one. If we look at the equilibrium conditions in Summary 3,
then, with T ∗ ≈ 1.12, (1 − p)c = 1.6, and d = ∞, we find that T ∗ = Φ(T ∗ ) ≤ min{(1 − p)c, d}. So
this is indeed an equilibrium. Also, p = 0.2 < bc = 0.25, so dual-process cooperation is not an
equilibrium.
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Figure III.7: The density function f for deliberation costs (left) and costs and gains from increasing the threshold T (right) for Numerical Example 2.
III.2.5.7

Numerical Example 1 revisited

Different equilibria do not have to be mutually exclusive. If we return to Numerical Example 1
and vary the probability p with which game Γ1 is drawn, we can see a variety of combinations
of equilibria.
1. p ∈ [0, 14 ]: If p is sufficiently low, only an equilibrium with all-out defection exists, and it
is convergence stable. If p is below 14 , it is certainly below 12 . That implies that intuitive
cooperation is not an equilibrium because that would require p ≥ bc = 12 .
With the distribution f = 4(1 + T )−5 , we have f (0) = 4. Therefore, if p < 14 , then
p(b − c)f (0) < 1, which makes intuitive defection with T = 0 convergence stable. Besides making intuitive defection at T = 0 convergence stable, p < 14 here also excludes
intuitively defecting equilibria with T ∗ > 0. The right panel of Figure III.6 shows why.
If p(b − c)f (0) ≤ 1, making T = 0 convergence stable, then the blue dashed line and
the red one can never intersect again at some T > 0 if F is strictly concave. Therefore
(D, D, C, 0) is the unique equilibrium, and those are intuitive defectors that never check,
which makes them all-out defectors.
2. p ∈ ( 14 , 12 ): In this region, we still have p < bc = 21 , so intuitive cooperation is no equilibrium. Now p(b − c)f (0) > 1, though, so (D, D, C, 0) and (D, D, C,T ∗ ) are both equilibria,
but all-out defectors are not convergence stable, while dual-process defectors are.
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3. p ∈ [ 12 , p ∗ ]: In this region, (D, D, C, 0), (D, D, C,T ∗ ) and (C, D, C, (1−p)c) are all equilibria.
It is still true that p(b − c)f (0) > 1, so all-out defectors still are not convergence stable,
and dual-process defectors still are. The dual-process cooperators are convergence stable
too because they always are if they are an equilibrium (see Figure III.2).
The upper limit of this region, p ∗ , is the highest level of p such that (C, D, C, c(1 − p)) is
not a better response against (D, D, C,T ∗ ) than (D, D, C,T ∗ ) itself. This boundary p ∗ is
determined by the two-dimensional fixed-point equation
p∗ =

p∗
(1 + T ∗ )4
∗
∗
,
T
=
p
−
.
2(1 + T ∗ )4 − 1
(1 + T ∗ )4

This is solved by p ∗ ≈ 0.57, T ∗ ≈ 0.43.
4. p ∈ (p ∗ , 1]: For p > p ∗ , (D, D, C,T ∗ ) ceases to be an equilibrium because now (C, D, D, c(1−
p)) does better against it than it does against itself. To defect all out – to play (D, D, C, 0)
– still is an equilibrium, because it always is, and it is still not convergence-stable. Dualprocess cooperators, playing (C, D, C, c(1 − p)), therefore make up the only remaining
convergence stable equilibrium for large enough p.
Figure III.8 illustrates these four regions by drawing adaptive dynamics for four different
values of p, all drawn from different regions. Adaptive dynamics are defined for continuous
strategy spaces, and while the choice for a threshold T is a continuous variable indeed, to
choose to cooperate or to defect is not. For these figures, we therefore first fix the deliberate
choices at x 0 = D and x 1 = C, which still covers all equilibria. Moreover we treat strategies
(q,T ) – or (q, D, C,T ) – as strategies that, when an intuitive response is called for, play C with
probability q and play D with probability 1 − q (technical details are available upon request).
Adaptive dynamics move locally in the direction of the highest possible fitness increase.
Therefore, it is not excluded that strategies are stable in the adaptive dynamics but not actual
equilibria because some far away mutant would be a best response. However, the figures here
nicely illustrate which strategies are equilibria and which strategies are convergence stable.
In the interior of the squares, the adaptive dynamics for (q,T ) are drawn in black. On
the edges, where q = 0 or q = 1, the adaptive dynamics might suggest a further decrease in
cooperation, below q = 0, or a further increase, above q = 1. Since these are probabilities,
that would not be possible, so on the edges we just considered the dynamics for T . Those are
drawn in red. Stable points in the “red” dynamics therefore may not always be stable points in
the “black” dynamics, since the latter can – and typically will – also involve further horizontal
movement.
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Figure III.8: Adaptive dynamics for different regions. At p = 0.2 all-out defection is an equilibrium strategy, and it is convergence stable (top left). At p = 0.4 there are two equilibria,
but all-out defection is not convergence stable, while dual-process defection is. At p = 0.528
there are three equilibria in the original analysis, but only dual-process defection and dualprocess cooperation are convergence stable. With the strategy space extended to allow for
randomizing between cooperate and defect (see main text) there is also an interior ESS which
is not convergence stable. At p = 0.7 there are two equilibria of which only the one with
dual-process cooperators is convergence stable (bottom right). See the text above for how the
adaptive dynamics are defined.
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III.2.6 Bear and Rand’s (2016) Repeated-Game Setting
In the repeated-game setting from Bear and Rand’s (2016) Subsection 6.6, we have
C
Γ1 =

C

b−c
1−δ

D

b

D
−c .
0

δb−c
This is also the game one would get by choosing A = 0, B = b−c
1−δ , C = c, and D = 1−δ .
In order for this to be a coordination game, b−c
1−δ needs to be larger than b, which is exactly
what it means
for
Tit-for-Tat
to
be
an
equilibrium.
We can plug these values into Φ and get


δ (b−c)
Φ(T ) = p 1−δ F (T ) − c . The equilibrium conditions then become:

Intuitive Cooperation:
• (C, D, C, d) is an equilibrium if and only if

c−d
c

≥p ≥

• (C, D, C, (1 − p)c) is an equilibrium if and only if p ≥

(1−δ )d
δb−c .
c−d
c

and p ≥

c(1−δ )
δ (b−c) .

Intuitive Defection:
• (D, D, C, 0) is always an equilibrium.
• (D, D, C, d) is an equilibrium if and only if

c−d
c

≥p ≥

(1−δ )d
δb−c .

• (D, D, C,T ∗ ) is an equilibrium if and only if T ∗ = Φ(T ∗ ) ≤ min{(1 − p)c, d}.
∗
• (D, D, C,T ∗ ) is a CSS if and only if p δ (b−c)
1−δ f (T ) < 1.

With these conditions (that leave the distribution of costs unspecified), we find – contrary
to Bear and Rand’s (2016) result for when costs are assumed to be uniformly distributed –
that there can be combinations of parameters and distributions in which only unconditional
defection and intuitive defection can be equilibria.
III.2.6.1

Numerical Example 3

Within this repeated game setting, let δ = 0.9, p = 0.1, b = 2, and c = 1. This gives us the
game G = 0.9 · Γ0 + 0.1 · Γ1 with

Γ0 :=
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C

D

C

1

−1 ,

D

2

0

Γ1 :=

C

D

C

10

−1 .

D

2

0
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3
Now assume that costs z follow a concave distribution given by f (z) = (1+z)
4 or, equivalently,
1
F (z) = 1 − (1+z)3 (see the left panel of Figure III.9).
There are solutions at T̃ ≈ 0.07 (unstable) and T ∗ ≈ 0.57 (stable). Looking at the equilibrium
conditions above with T ∗ ≈ 0.57, (1 − p)c = 0.9, and d = ∞, we find that T ∗ = Φ(T ∗ ) ≤
min{(1 − p)c, d }. So this is indeed an equilibrium. Also, p = 0.1 < bc = 0.5, so dual-process
cooperation is not an equilibrium. All-out defection, at T̃ = 0, is always an equilibrium, and in
this case it is stable in the adaptive dynamics (see the right panel of Figure III.9).

Figure III.9: The density function f for deliberation costs (left) and costs and gains from increasing the threshold T (right) for Numerical Example 3.

III.2.7

Population Structure

Up to now, we have studied a setting in which agents are randomly matched to play the incomplete information game G. In this subsection, we return to the main text model from Bear and
Rand (2016) to study how our results change if we allow for population structure. To introduce
population structure, we assume that a player with trait S = (x I , x 0 , x 1 ,T ) is matched with an
opponent that has the same trait with probability r + (1 −r )xS , where xS is the frequency of the
trait in the population. In this matching protocol, r ∈ [0, 1] is the probability that a rare mutant
meets a copy of itself, where rare means that this mutant appears with a frequency close to 0.
Choosing r = 0 brings us back to the baseline of random matching.
With assortment parameter r , the invasion fitness of a mutant (x I , x 0 , x 1 ,T ) against an incumbent (yI , y0 , y1 ,T ) is
π r [(x I , x 0 , x 1 ,T ), (yI , y0 , y1 ,T )] =
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r π [(x I , x 0 , x 1 ,T ), (x I , x 0 , x 1 ,T )] + (1 − r )π [(x I , x 0 , x 1 ,T ), (yI , y0 , y1 ,T )]
where
π [(x I , x 0 , x 1 ,T ), (x I , x 0 , x 1 ,T )] = F (T )2 (pπ1 (x 1 , x 1 ) + (1 − p)π 0 (x 0 , x 0 ))
+(1 − F (T ))F (T )(pπ 1 (x I , x 1 ) + (1 − p)π 0 (x I , x 0 ))
+F (T )(1 − F (T ))(pπ1 (x 1 , x I ) + (1 − p)π0 (x 1 , x I ))
+(1 − F (T ))2 (pπ1 (x I , x I ) + (1 − p)π 0 (x I , x I ))
∫
−
z dF (z)
[0,T ]

and

π [(x I , x 0 , x 1 ,T ), (yI , y0 , y1 ,T )] = F (T )F (T )(pπ 1 (x 1 , y1 ) + (1 − p)π 0 (x 0 , y0 ))
+(1 − F (T ))F (T )(pπ1 (x I , y1 ) + (1 − p)π 0 (x I , y0 ))
+F (T )(1 − F (T ))(pπ1 (x 1 , yI ) + (1 − p)π 0 (x 1 , yI ))
+(1 − F (T ))(1 − F (T ))(pπ 1 (x I , yI ) + (1 − p)π 0 (x I , yI ))
∫
−
z dF (z).
[0,T ]

The latter expression is just the fitness function as defined in Subsection III.2.2.
As before, we will look for equilibria where all agents use the same strategy vector. For a
strategy (yI , y0 , y1 ,T ) to be an equilibrium, the invasion fitness of any strategy (x I , x 0 , x 1 ,T )
has to not exceed
π [(yI , y0 , y1 ,T ), (yI , y0 , y1 ,T )] = π r [(yI , y0 , y1 ,T ), (yI , y0 , y1 ,T )].
For the same reasons as in the random-matching baseline, it is without loss of generality to
assume that x 0 = y0 = D and x 1 = y1 = C.
III.2.7.1

Intuitively Cooperative Equilibria

Let (C, D, C,T C ) be a candidate strategy for an intuitively cooperative equilibrium. As before,
T C should then be the optimal threshold for an intuitive cooperator against itself. Formally,
T C ∈ argmaxT π r [(C, D, C,T ), (C, D, C,T )]
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when T  = T C and where
π r [(C, D, C,T ), (C, D, C,T )] =p(b − c) + (1 − p) [b(r (1 − F (T )) + (1 − r )(1 − F (T ))) − c(1 − F (T ))]
∫
z dF (z)
−
[0,T ]

Taking the derivative with respect to T and setting it equal to zero, we find
∂π r [(C, D, C,T ), (C, D, C,T )]
= [(1 − p)(c − rb) − T ]f (T ) = 0 ⇔
∂T
T = (1 − p)(c − rb).
It can be that (1 − p)(c − rb) > d, in which case T C = d as before. What is different from
our results under random matching, is that it is also possible that (1 − p)(c − rb) < 0, which
happens for r > bc . In that case T C = 0 will be optimal. What happens here is that assortment
is high enough to make cooperation the strictly dominant strategy in the prisoner’s dilemma
Γ0 . Consequently, it never pays for an dual-process cooperator to defect and therefore there is
also no reason to ever deliberate. In this case, genuine intuitive cooperators that always rely
on their intuition and never deliberate are an equilibrium. Summing up, we have
⎧
⎪
⎪
0,
if r ≥ bc
⎪
⎪
⎨
⎪
T C = d,
if (1 − p)(c − rb) > d .
⎪
⎪
⎪
⎪
⎪ (1 − p)(c − rb), elsewhere
⎩
C

Note that ∂T∂r ≤ 0 so that, everything else being equal, higher relatedness leads to less
deliberation for intuitively cooperative equilibria.
For (C, D, C,T C ) to be a Nash equilibrium, also intuitively defecting strategies should not
fare better against (C, D, C,T C ) than (C, D, C,T C ) itself. The payoff of an intuitively defecting
invader in a population where everyone plays (C, D, C,T C ) is
π r ((D, D, C,T ), (C, D, C,T C )) =p(b − c)[r F (T )2 + (1 − r )F (T )] + (1 − p)(1 − r )b(1 − F (T C ))
∫
z dF (z).
−
[0,T ]

Taking the derivative with respect to T and setting that equal to zero, we find
∂π r ((D, D, C,T ), (C, D, C,T C ))
= [p(b − c)(1 + r (2F (T ) − 1)) − T ]f (T ) = 0 ⇔
∂T
T = p(b − c)[1 + r (2F (T ) − 1)] ≡ ΦrDC (T ).
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This condition can define a varying number of fixed points. Since ΦrDC (0) = p(b − c)(1 − r ) > 0,
an argument similar to the one illustrated in Figure III.1 above implies that there is an odd
number of fixed points whenever ΦrDC (d) = p(b − c)(1 + r ) < d and an even number of fixed
points (possibly zero) if ΦrDC (d) > d. In the latter case, and only then, there will also be a
corner optimum of π r ((D, D, C,T ), (C, D, C,T C )) at T = d. So in what follows, we will need to
consider both T DC = d and values for which T DC = ΦrDC (T DC ) as possible candidates for the
optimal deliberation level of the invader.
A (D, D, C,T DC ) invader is driven out if and only if
π [(C, D, C,T C ), (C, D, C,T C )] − π r [(D, D, C,T DC ), (C, D, C,T C )] ≥ 0 ⇔
∫
z dF (z) ≥ 0 ⇔
p(b − c)[1 − r F (T DC )2 − (1 − r )F (T DC )] + (1 − p)(rb − c)(1 − F (T C )) +
[T C ,T DC ]
∫
z dF (z) ≥ 0. (III.2)
p(b − c)(1 + r F (T DC ))(1 − F (T DC )) + (1 − p)(rb − c)(1 − F (T C )) +
[T C ,T DC ]

We start by considering cases where r ≥ bc , which implies that T C = 0. Now all terms on
the left-hand side of the inequality above are nonnegative, and hence no intuitive defector
(D, D, C,T DC ) can invade intuitive cooperators (C, D, C, 0).
d
Next we consider cases where r < bc − b(1−p)
, implying thatT C = d. In that case the condition
reduces to
∫
z dF (z) ≥ 0.
p(b − c)(1 + r F (T DC ))(1 − F (T DC )) +
[T C ,T DC ]

As before, this will trivially be satisfied with equality if T DC = d, so that neither dual-process
cooperators nor dual-process defectors ever rely on their intuition and are therefore rendered
indistinguishable. However, if T DC < d = T C , then (D, D, C,T DC ) invaders – that do sometimes rely on their intuition – will not be driven out. Since T DC is the optimal threshold of
an intuitive defector meeting an intuitive cooperator with an optimal threshold T C against
itself, π r [(D, D, C,T DC ), (C, D, C, d)] > π r [(D, D, C, d), (C, D, C, d)]. Because (D, D, C, d) and
(C, D, C, d) amount to the same behavior, the latter is equal to π [(C, D, C, d), (C, D, C, d)], and
the dual-process defector would have higher invasion fitness.
Lastly, consider the case where r is between these values, implying that T C = (1−p)(c −rb),
which now is between 0 and d. Then we can simplify the condition as follows:
∫
p(b − c)(1 + r F (T DC ))(1 − F (T DC )) + (1 − p)(rb − c)(1 − F (T C )) +
z dF (z) ≥ 0 ⇔
[T C ,T DC ]

70

III.2. GENERAL DISTRIBUTIONS OF DELIBERATION COSTS
∫
) + (1 − p)(rb − c) −
F dz ≥ 0 ⇔
[T C ,T DC ]
∫


F (z) dz ≥ 0 ⇔
p(b − c)(1 + r F (T DC )) − T DC (1 − F (T DC )) + T DC − T C −
[T C ,T DC ]
∫


(1 − F (z)) dz ≥ 0
p(b − c)(1 + r F (T DC )) − T DC (1 − F (T DC )) +

p(b − c)(1 + r F (T

DC

))(1 − F (T

DC

)) + T

DC

F (T

DC

[T C ,T DC ]

If T DC = d, this condition reduces to
∫
(1 − F (z)) dz ≥ 0

[T C ,d]

which necessarily holds because we are considering the case where T C = (1 − p)(c − rb) < d.
If T DC = p(b − c)(1 + r (2F (T DC ) − 1)) < d, then the condition becomes
∫
(1 − F (z)) dz ≥ 0.
p(b − c)r (1 − F (T DC ))2 +
[T C ,T DC ]

This cannot be reduced any further. What we can still show, however, is that increasing assortment r unambiguously increases the scope for dual-process cooperators to form an equilibrium.
To see this, define
∫
GC (r ) = p(b − c)r (1 − F (T DC ))2 +
(1 − F (z)) dz.
[T C ,T DC ]

Differentiating this function, equal to the left-hand side of the constraint above, with respect
to r , we find
∂T DC
∂T C
− (1 − F (T C ))
∂r
∂r
= p(b − c)(1 − F (T DC ))2 + p(b − c)(1 − F (T DC ))(2F (T DC ) − 1) + (1 − F (T C ))(1 − p)b

GC (r ) = p(b − c)(1 − F (T DC ))2 + (1 − 2p(b − c)r f (T DC ))(1 − F (T DC ))
= (1 − F (T DC ))F (T DC )p(b − c) + (1 − F (T C ))(1 − p)b ≥ 0,
where we used

∂T C
∂r

= −(1 − p)b and



∂T DC
∂T DC
∂T DC p(b − c)(2F (T DC ) − 1)
= p(b − c) (2F (T DC ) − 1) + 2r f (T DC )
=
.
⇔
∂r
∂r
∂r
1 − p(b − c)2r f (T DC )
Since GC (r ) ≥ 0, assortment increases the scope for intuitive cooperation to form an equilibrium, all else being equal.
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III.2.7.2

Intuitively Defecting Equilibria

Let (D, D, C,T D ) be a candidate strategy for an intuitively defecting equilibrium. As before, T D
should then be the optimal threshold for an intuitive defector against itself. Formally,
T D ∈ argmaxT π r [(D, D, C,T ), (D, D, C,T )]
when T  = T D , and where
π r [(D, D, C,T ), (D, D, C,T )] = p(b − c)(r F (T )2 + (1 − r )F (T )F (T )) −

∫
[0,T ]

z dF (z)

The derivative with respect to T is
∂π r [(D, D, C,T ), (D, D, C,T )]
= (p(b − c)(2r F (T ) + (1 − r )F (T )) − T ) f (T )
∂T
Setting that equal to 0 and imposing T = T  we get the necessary condition
T = p(b − c)(1 + r )F (T ) ≡ Φr (T )
As in the random-matching baseline, T = 0 is thus always a fixed point. The existence and
multiplicity of fixed points follows the same logic as under random-matching (see Figure III.1).5
Whether or not a fixed point of this equation gives an optimal threshold T D requires a bit
more checking compared to the random matching baseline. With random matching (r = 0) the
benefits of finding out that the real game is Γ1 are fixed at p(b − c)F (T ) for a given threshold
T  held by the rest of the population. At the point where p(b − c)F (T ) equals T , choosing a
different threshold T will therefore never be attractive (as the derivative is positive for T below
the fixed point and negative for T above the fixed point). This implies that any fixed point
gives a solution T D . These equilibria can however still be unstable if an increase in T  makes
for an even larger increase of the optimal response in T (see for instance Figure III.5).
With r > 0, it is no longer the case that every fixed point is an equilibrium. If T ∗ is a
fixed point, then at least the second order condition should also be satisfied for an intuitively
5 The

condition for local stability of an interior fixed point now reads
∂Φr (T )
|T =T ∗ = p(b − c)(1 + r )f (T ∗ ) < 1.
∂T
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defecting strategy with threshold T ∗ to be an equilibrium.

∂ 2 π r [(D, D, C,T ), (D, D, C,T ∗ )] 
∗
∗
 ∗ = (p(b − c)2r f (T ) − 1)f (T ) ≤ 0 ⇔
∂T 2
T =T
p(b − c)2r f (T ∗ ) ≤ 1

(III.4)

Moreover, to make sure that there is also no intuitive defector with a threshold not close to
T ∗ that does better than (D, D, C,T ∗ ), we need to pit (D, C, D,T ∗ ) against all other candidates
(D, C, D, T̂ ) that might maximize π r [(D, D, C,T ), (D, D, C,T ∗ )]. The first-order condition for
that is similar to what it was earlier, but now it is not assumed that T̂ and T ∗ are equal

∂π r [(D, D, C,T ), (D, D, C,T ∗ )] 
= (p(b − c)(2r F (T̂ ) + (1 − r )F (T ∗ )) − T̂ )f (T̂ ) = 0

∂T
T =T̂
The equilibrium condition becomes
π [(D, D, C,T ∗ ), (D, D, C,T ∗ )] − π r [(D, D, C, T̂ ), (D, D, C,T ∗ )] ≥ 0 ⇔
 ∫

z dF (z) ≥ 0
p(b − c) F (T ∗ )2 − r F (T̂ )2 − (1 − r )F (T̂ )F (T ∗ ) +
[T ∗ ,T̂ ]

If this is satisfied for all T̂ for which the first order condition holds, the fixed point T ∗ is a
solution T D to the maximization we started out with.
As before, to check whether a candidate strategy (D, C, D,T D ) is an equilibrium we also
need to consider intuitively cooperative invaders. Such an invader would earn
∫
π [(C, D, C,T ), (D, D, C,T )] = p(b −c)(r +(1−r )F (T ))+(1−p)(rb −c)(1−F (T ))−
r

D

D

[0,T ]

z dF (z).

As in the baseline, the trade-off for an intuitive cooperator does not depend on the type of
the opponent, and the optimal threshold T CD for an intuitively cooperative invader therefore
is the same as the equilibrium threshold T C in a population of dual-process cooperators. The
condition for (D, D, C,T D ) to be an equilibrium now becomes
π [(D, D, C,T D ), (D, D, C,T D )] − π r [(C, D, C,T CD ), (D, D, C,T D )] ≥ 0 ⇔

∫
z dF (z) ≥ 0
p(b − c)(F (T D )2 − (r + (1 − r )F (T D )) + (1 − p)(rb − c)(0 − (1 − (T CD )) +
[T D ,T C D ]
∫
z dF (z) ≥ 0.
(III.5)
p(b − c)(F (T D ) − 1)(F (T D ) + r ) + (1 − p)(rb − c)(F (T CD ) − 1) +
[T D ,T C D ]
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Here, with intuitive defectors, it is not true that increasing r has an unambiguous effect on
whether the equilibrium restrictions become more or less restrictive. Only for T ∗ = 0 – in
which case individuals always reflect and never use their intuition – one can show that the
equilibrium restrictions get unambiguously more restrictive if r goes up.
III.2.7.3 Numerical Example 1 with Population Structure
Here we return once more to Numerical Example 1, again varying the probability p with which
game Γ1 is drawn but now also allowing for assortment 0 ≤ r ≤ 1. The parameter space can be
divided into 7 regions that come with different combinations of equilibria and different answers
to the question whether these equilibria are convergence stable. Figure III.10 illustrates and
explains these regions.
Going from region 1 to region 2, or from 3b to 3a, all-out defectors cease to be convergence
stable as condition (III.3) was satisfied for T = 0 before but is not satisfied for T = 0 after.
At the same time, dual-process defectors – with a T ∗ > 0 – become an equilibrium, which is
convergence stable as condition (III.3) is satisfied for that T ∗ > 0. (The right panel of Figure
III.6 illustrates why that happens at the same instance here). Going from region 2 to 3a, or from
1 to 3b, dual-process cooperators become an equilibrium as condition (III.2) is now satisfied,
and dual-process defectors can no longer invade dual-process cooperators (while dual-process
cooperators still cannot invade dual-process defectors or all-out defectors either). Going from
region 3a to 4, dual-process cooperators can invade dual-process defectors, as condition (III.5)
is no longer satisfied for T D > 0. Dual-process defectors therefore cease to be an equilibrium.
Going from region 4 to 5, all-out defectors stop being an equilibrium. This can happen because
of two different reasons; dual-process cooperators can invade them, and condition (III.5) is no
longer satisfied for T D = 0, or increasing T D to values larger than 0 makes for better strategies,
and constraint (III.4) is violated.
Population structure therefore leads to some new combinations that were not possible under random matching. One of these is the combination in region 3b, where all-out defectors and
dual-process cooperators coexist as convergence stable equilibria. In contrast, under random
matching all-out defectors are convergence stable only if dual-process cooperators are not.
The other qualitative differences are seen in regions 5 and 6. In region 5, all-out defectors
cease to be an equilibrium, which was not possible under random matching, where all-out defectors always were an equilibrium. In region 6, all-out cooperators (C, D, C, 0) are the unique
equilibrium and convergence stable. This is caused by cooperation becoming the dominant
strategy in the prisoner’s dilemma Γ0 .
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Figure III.10: Different equilibria for different parameter combinations. In region 1, all-out
defection (D, C, D, 0) is the unique equilibrium and it is convergence stable. In region 2, allout defection and dual-process defection (D, C, D,T ∗ ) are both equilibria, and only the latter is
convergence stable. In region 3a, all-out defection, dual-process defection, and dual-process
cooperation (C, D, C, (1−p)(1−2r )) are all equilibria, and the latter two are convergence stable.
In region 3b, all-out defection and dual-process cooperation are both equilibria, and both are
convergence stable. In region 4, all-out defection and dual-process cooperation are equilibria
and the latter is convergence stable. In region 5, dual-process cooperation is the unique equilibrium and it is convergence stable. In region 6 all-out cooperation (C, D, C, 0) is the unique
equilibrium and it is convergence stable. The white dots point to choices for parameter values that we used to plot the adaptive dynamics under random matching (see Figure III.8). The
black dots indicate parameter values that are used to plot the adaptive dynamics at assortment
r = 0.2 in Figure III.11.
The thresholds on the p-axis in Figure III.10 are the thresholds we also found when studying the random-matching case. Also, each of the curves that correspond to these constraints
is decreasing in r . So, in a way, we can substitute assortment for the probability p with which
the cooperative game Γ1 gets played. Positive assortment allows us to arrive at different combinations of equilibria at ever lower values of p relative to the baseline of random matching.
To illustrate this, we plot the adaptive dynamics for different configurations with moderate
assortment at r = 0.2 in Figure III.11. This reproduces our findings from Figure III.8, with each
equilibrium constellation being reproduced at a lower value of p.
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Figure III.11: Adaptive dynamics at moderate assortment (r = 0.2) for different regions. At
p = 0.1 all-out defection is an equilibrium strategy, and it is convergence stable (top left). At
p = 0.275 there are two equilibria, but all-out defection is not convergence stable, while dualprocess defection is. At p = 0.375 there are three equilibria in the original analysis, but only
dual-process defection and dual-process cooperation are convergence stable. With the strategy
space extended to allow for randomizing between cooperate and defect (see main text), there
is also an interior ESS which is not convergence stable. At p = 0.5 there are two equilibria of
which only the one with dual-process cooperators is convergence stable (bottom right).
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III.3

Un-collapsing the strategy space

In their original analysis, Bear and Rand (2016) argue that one way to interpret the incompleteinformation game G is as a proxy for a situation where it is uncertain whether a prisoner’s
dilemma is repeated or one-shot. The two actions available to players, C and D, straightforwardly map into behavior across both the repeated and the one-shot game. C can be interpreted
as Tit-for-Tat, which, in case it turns out to be a one-shot prisoners’ dilemma, comes down to
playing cooperate. D can be interpreted as AllD, which, in case it turns out to be a one-shot
prisoners’ dilemma, comes down to playing defect. Making Tit-for-Tat and AllD the two available strategies for the repeated game turns it into a coordination game. The best response to
AllD is then AllD, and, for sufficiently high δ , the best response to Tit-for-Tat is then Tit-for-Tat.
In this section, we would like to un-collapse the strategy space and allow for more strategies
than Tit-for-Tat and AllD. This has two effects; it introduces new equilibria, and it changes the
dynamics between equilibria. The dynamics change because neutral mutants are introduced,
and those allow for new and much easier transitions between different equilibria (see van
Veelen et al. 2012 and García and van Veelen 2016). But more importantly, if we un-collapse
the strategy space and allow all strategies for the repeated prisoners’ dilemma, then we get
equilibria in which the possibility to buy information – or to deliberate – becomes redundant.
One representative new type of equilibrium has both players choose not to deliberate and
play defect in the first round. In case they make it to the second round, they play Tit-forTat (or Grim Trigger) as if the whole game started in the second round. If the continuation
probability for the repeated game is high enough, then this will indeed be an equilibrium. One
can also un-collapse the deliberation part, but whether information can only be bought at the
very beginning of the game or whether the opportunity arises at every stage again, either way
the players would not be willing to pay anything for deliberation. Knowing whether the game
is repeated or one-shot would not change what they prefer to do in the first round, and if ever
they find themselves in the second round, they already know for sure that the game is not
one-shot. Hence, buying information is redundant in equilibrium. Whether or not this is an
equilibrium only depends on whether the repeat probability is high enough. Also for equilibria
with dual-process cooperators and dual-process defectors the repeat probability must be high
enough, because cooperation must be attractive in case the game is repeated. For this new
“waiting” equilibrium there are no additional requirements, though. So across all interesting
cases discussed in Section III.2, this is an additional equilibrium. There are also equilibria that
start cooperating at later rounds or otherwise have different levels of cooperation.
Because such equilibria are interesting in their own right, we will not only allow for more
strategies but also for richer ways of being uncertain about how likely future repetitions are.
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III.3.1 Choosing the right moment
Assume that agents are matched in pairs to play the following stage game

Γ=

C

D

C

b −c

−c

D

b

0

This stage game gets repeated at an an uncertain rate or repeat probability δ . We begin with
assuming that the repeat probability is δ 0 with probability p0 and δ 1 with probability p1 = 1−p0 ,
and that δ 1 is the higher of the two (see Figure IIII.12).
II.12).

Figure III.12: The probability of exactly t repetitions starts high and decreases quickly for low
δ (top left) and starts low and decreases slowly for high δ (top right). In case the δ could be
high or low, both with probability 0.5, the probability of exactly t repetitions starts halfway
and goes down relatively quickly at first but decreases ever more slowly later on (bottom left).
The probability of reaching round t given that round t − 1 is reached keeps increasing because,
if round t − 1 is reached, it becomes ever more likely that the true δ is high (bottom right).
Waiting for this probability to be high enough can be part of an equilibrium strategy for the
repeated prisoners dilemma with unknown δ .
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Bear and Rand’s (2016) game now is a special case where δ 0 = 0 and p1 = p (see Figure III.13).

Figure III.13: The left panel depicts the probability of exactly t repetitions in case δ could be
either 0 or 34 , both with probability 0.5. The probability of exactly 1 repetition is 0.5 · 1 + 0.5 ·
1
3
4 . More than 1 repetitions only happen if δ = 4 . The right panel depicts the probability of
reaching round t given that round t − 1 is reached. Bayesian updating gives an immediate
jump in repeat probabilities because as soon as the second round is reached for sure δ = 34 .
Players have an incentive to find out which δ it is if cooperation could be sustained in case
both players knew that the true repeat probability is δ 1 but not if they both were aware that
δ0
δ1
the true repeat probability is δ 0 . Therefore, we assume that 1−δ
(b − c) < c < 1−δ
(b − c); at δ 1
0
1
foregoing c today is worth the expected discounted future fruits of mutual cooperation, but at
δ 0 it is not.
As the game unfolds, players can, and will, update the probabilities with which they think
it is either of the two. The longer the interaction lasts, the more likely it becomes that δ 1 is the
true repeat probability. With Bayesian updating, they can determine the probability that it is
δ 1 , given that round t ≥ 0 has been reached, as follows:
p1|t = P(δ = δ 1 | t) =

p1δ 1t
p0δ 0t + p1δ 1t

Every extra repetition increases the posterior belief that it is the higher of the two; p1|t+1 > p1|t
for all t > 0 and limt→∞ p1|t = 1. See also Figure III.12.
We also need to un-collapse the way information can be obtained. Here we assume that
players can choose themselves in which round they want to buy information. If they make
it to that round and buy the information, they pay a cost z, as before. Other choices are also
possible, but this can be changed without profound effects on the outcome.
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III.3.1.1 Grim Triддer (T )
We can start by considering a situation in which both players play Grim Trigger, and both
players buy their information right at the beginning, in the first round – if they buy information
at all. Parameters T and T  indicate the thresholds of player 1 and her interaction partner, and if
a player finds out that the true δ is low, he or she plays D always. The payoffs therefore reflect
that they will for sure cooperate for all eternity if the true δ is δ 1 , while mutual cooperation
terminates if at least one player finds out that the true δ is δ 0 . Who gets how much in the initial
round then depends on who it is that found out.
1
1
(b − c) + (1 − F (T ))(1 − F (T )) · p0 ·
(b − c)
1 − δ1
1 − δ0
∫
z dF (z)
+F (T )(1 − F (T )) · p0 · b − (1 − F (T ))F (T ) · p0 · c −
p1 ·

[0,T ]

Setting the derivative equal to

0,6

we find an equation for the optimal T .



δ0
p0 c − (1 − F (T ))
(b − c) = T
1 − δ0
This has an intuitive interpretation. By paying costs T , there is a p0 probability of finding out
that the true δ is δ 0 . In that case, a player saves c either way by starting to defect, but he
loses the benefits of future mutual cooperation only in case the other player had not found
δ0
out. These benefits never outweigh saving c – as we assumed that c was larger than 1−δ
(b − c)
0
already – but they do matter for whether or not it is worth getting completely informed.
If we return to the uniform distribution of costs of deliberation in Bear and Rand (2016) and
furthermore simplify to d = 1, we can use f (T ) = 1, F (T ) = T , and T = T  – which must hold
in equilibrium – to rewrite this into an equation for the equilibrium value for T .
T =
6 The

δ0
1−δ 0 (b − c)
δ0
1
p0 − 1−δ 0 (b − c)

c−

intermediate steps are
1
(b − c) + f (T ) [1 − F (T )] p0 · b + f (T )F (T )p0 · c = f (T )T
1 − δ0


1
(b − c)) + F (T ) · c = T
p0 (1 − F (T )) · (b −
1 − δ0


δ0
(b − c)) + F (T ) · c = T .
p0 (1 − F (T )) · (c −
1 − δ0

−f (T ) [1 − F (T )] p0 ·
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In order for Grim Trigger to be an equilibrium, the payoffs of continued cooperation must
outweigh the payoffs of defecting – not only if one finds out that the true δ is δ 1 but also if
one is still uncertain about the true δ . In that case, it is relevant that, if the true δ is δ 0 , the
other player finds out with probability T . Therefore, in order for the benefits of future mutual
cooperation to outweigh the foregoing c today, the following must hold:7


δ0
δ1
(1 − F (T )) + p1
p0
(b − c) > c
1 − δ0
1 − δ1
For p0 = p1 = 12 , δ 0 = 37 , δ 1 = 47 , b = 2, c = 1, and F (T ) = T , Grim Trigger would have been an
equilibrium in the absence of the possibility to buy information;8



3

1 7
21−

3
7

(1 − p)δ 0
pδ 1
+
(b − c) ≥ c
1 − δ1
1 − δ0

4
25
1 7
(2 − 1) =
> 1 = c.
+
2 1 − 47
24

With the possibility to buy information, the equilibrium threshold for this choice of parameters
is T = 15 , and then Grim Trigger ceases to be an equilibrium;


3



4

1 7
1 7
1
(1 − ) +
3
21− 7
5
21−

4
7

(2 − 1) =

29
< 1 = c.
30

III.3.1.2 D 1 − Grim T riддer (T )
Consider a strategy that defects in the first round and then cooperates provided that the other
does so too. If the other defects even once after the first round, then this strategy punishes
by defecting forever after. Also, the strategy buys information in the second round only if the
costs are below its threshold T . If delta is then found to be low, it plays D always. A shorthand
for this strategy is D 1G(T ), where D 1 refers to one round of defection and G to Grim Trigger.
7 This

can also be rewritten as a constraint relative to the cost-benefit ratio, yielding
c
≤
b

8 Relative

pδ 1
(1−p)δ 0
1−δ 1 + (1 − F (T )) 1−δ 0
p
(1−p)
(1−p)δ 0
1−δ 1 + 1−δ 0 − F (T ) 1−δ 0

.

to the cost-benefit ratio, the constraint on Grim Trigger without looking becomes
c
≤
b

pδ 1
(1−p)δ 0
1−δ 1 + 1−δ 0
p
(1−p)
1−δ 1 + 1−δ 0

.

81

III. INTUITION AND DELIBERATION IN COOPERATION

If we consider whether or not this strategy is an equilibrium, it is worth noting that sticking
to this strategy but buying information at round 0 is not a good idea. (Note that we start
counting at 0, which makes round 0 the first round and round 1 the second). For round 0,
this will not change behavior anyway as the strategy already prescribes playing D in round 0.
Between round 0 and 1 the game might terminate, and if it does, then having spent payoff on
deliberation is a waste. Also, buying information after round 1 can never be better than before
round 1. If the players make it to later rounds and if the other moreover has not switched to
defection, then there are two reasons why the probability that the true δ is δ 0 has gone down,
and it has become more likely that the true δ is high. This makes the information one can
get by deliberating less valuable because only if one were to find out that it is δ 0 , would the
behavior be affected.
With this in mind, the equation for the equilibrium threshold T is the same as before but
3
now with the updated probability p0|1 taking the place of p0 . This results in T = 19
, which is
indeed lower than the value for Grim Trigger right from the start. With updated probabilities
3
) is in fact an equilibrium.
for both δ ’s, the new criterion tells us that D 1G( 19


3



4

4 7
3 7
3
(1 − ) +
3
71− 7
19
71−

4
7

(2 − 1) =

412
>1=c
399

Here continuation payoffs starting in round 1 are compared.
III.3.1.3 Dk − Grim Triддer (T )
Now consider a strategy that first defects for k rounds, then cooperates provided that the other
does so too, and checks in round k if the costs are below T . If the other however defects
even once after round k − 1, then this strategy punishes by defecting forever after, and also if
the value of delta is found to be low, it plays D always. This strategy is denoted by Dk G(T ).
For k ≥ 2 these are all equilibria, for reasons similar to the ones given above. The updated
probabilities p0|k get ever lower, decreasing the equilibrium thresholds T and increasing the
expected gains from continued mutual cooperation ever further.

III.3.2

Strategic ignorance for bundling risks and increasing payoffs

In Bear and Rand (2016) it is not stated whether or not players can observe the other deliberating, but either way their strategy space does not allow players to condition their behavior
on observed deliberation. In Hoffman et al. (2015) it is a crucial ingredient that players can.
Therefore we would like to also expand the strategy space by allowing players to have their
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actions depend on whether or not the other player deliberated.
If the condition that the other should not deliberate is added to the strategy D 1G and if it
furthermore prescribes that the player itself abandons deliberation, then we get an equilibrium
with better payoffs. Latching the low δ onto the high one by conditioning cooperation on the
other player not deliberating here increases expected payoffs. Without strategic ignorance
those were




4
1
3 11
14
41
44
1
1
484
7
0+ (
·0+
·2−
·1+
·
0+
.
(2 − 1)) +
(2 − 1) =
2
7 55
55
55
5 5 1 − 37
2
525
1 − 47
With strategic ignorance, mutual cooperation is realized after round 0 in all cases, as no-one
finds out that the δ is low. So payoffs become




3
4
1
1
25
7
7
0+
0+
(2 − 1) +
(2 − 1) = .
2
2
24
1 − 37
1 − 47
Combining the low and the high δ in one compound risk here is not needed to sustain cooperation in rounds 1 and higher if δ is high or if no-one happens to find out it is low; that
would have worked just fine, as seen before. Forcing each other not to deliberate however does
allow them to reap extra benefits from mutual cooperation for some extra cases where they
otherwise would not have.

III.3.3

Strategic ignorance for earlier onset of cooperation

While Grim Trigger (T ) was not an equilibrium, Grim Trigger without looking is. As noted
before, in the absence of the possibility to buy information, Grim Trigger is an equilibrium. If
the possibility to deliberate is there but players condition their cooperation on the other not
actually deliberating, then this is also an equilibrium and for the same reason. The expected
payoff of this equilibrium D 0G is higher than the payoff for D 1G.




1
1
1
1
49
(2 − 1) +
(2 − 1) =
2 1 − 37
2 1 − 47
24
Combining the low and the high δ here is necessary to sustain cooperation in round 0, while
strategic ignorance, on top of that, also latches bad onto good risk in later rounds. In fact,
examining the equilibrium constraints given above for Grim Trigger (T ) and Grim Trigger
without looking, we see that the constraint on Dk G(T ) is always more strict than the corresponding one on Dk G (i.e. Grim Trigger without looking and k initial rounds of defection).
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This is intuitive: Mutual cooperation after k rounds is always realized with Dk G. For Dk G(T ),
mutual cooperation after k rounds only materializes if δ is high or if both players did not deliberate. Therefore expected future gains from cooperation are necessarily lower with Dk G(T )
than with Dk G, thus tightening the equilibrium constraint.
The two effects of strategic ignorance are not the same. Here the difference may appear to
be a little subtle, but at the end of Section III.4 we will give a possibly more instructive example
that shows that strategic ignorance can do rather different things. At the beginning of Section
III.4 we will also approach equilibria with strategic ignorance a bit more generally.
III.3.4

Summary 4

• Allowing for strategies other than Tit-for-Tat and AllD introduces “waiting” equilibria
in Bear and Rand’s (2016) setting. In such equilibria, players just wait to find out if the
game is repeated rather than paying a cost to deliberate.
• Another extension of the model would not limit the options for the true repeat probability
to zero and a non-zero value for δ . With uncertainty between two non-zero δ ’s, Bayesian
updating and deliberation both play a role.
• Strategic ignorance (Hoffman et al. 2015) can increase equilibrium payoffs in different
ways.

III.4

Strategic ignorance

III.4.1

Free deliberation; uncertainty about the repeat probability

In Section III.3 we considered a situation where deliberation costs were uniformly distributed
– as they are in Bear and Rand (2016). In this section, we want to elaborate a bit more on the
role of strategic ignorance. Therefore we assume that deliberation costs are 0 for everyone.
This assumption implies that we will not have equilibria where some players do and others do
not deliberate, depending on whether the costs they draw are below or above their threshold.
Those are equilibria we looked at in Section III.3. We will also have equilibria where everyone
deliberates and that would not be equilibria with costly deliberation. However, any equilibrium
with strategic ignorance that we find with costs 0 remains an equilibrium if we make alternative
assumptions regarding the distribution of costs of deliberation, as long as these costs remain
non-negative. The reason is that if not deliberating is equilibrium behavior when deliberating
is free, then not deliberating will remain optimal if it becomes costly. Assuming deliberation
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costs 0 for everyone therefore will render equilibria that will remain equilibria if we switch
(back) to other distributions of costs.
The strategies we will consider punish deliberation as harshly as they punish defection.
Therefore, in order to check whether these strategies are equilibria, it is enough to check that
they do not want to switch to D someplace where their strategy now prescribes C. If they
never want to make that switch, then certainly they will also not prefer to switch from not
deliberating to deliberating. If they wanted to deliberate, they might as well save themselves
the costs of playing C for some outcomes of the deliberation process and just start playing D
right away. If players prefer not to play D, however, then neither do they want to deliberate.
The stage game that we used in the previous section is
C
Γ=

D

C

b −c

−c .

D

b

0

C

D

C

1

−x .

D

1+x

Here we switch to

Γ=

0

That is a normalization where b − c is set to 1, making c = x and b = 1 + x. The c/b-ratio and x
x
. In other words, the c/b-ratio is increasing in
can be translated back and forth easily, as bc = 1+x
x and vice versa. This normalization makes for simpler, prettier formulas. x can be interpreted
as a measure for the temptation to defect, with mutual gains from cooperation held constant.
III.4.1.1

Example 2

Assume that the continuation probability is either δ 0 with probability p0 or δ 1 with probability
p1 . Without loss of generality we assume that δ 0 < δ 1 .
Grim Trigger (with looking)
The first strategy that could be an equilibrium is to play Grim Trigger regardless of whether
the continuation probability is δ 0 or δ 1 . For this to be an equilibrium, x has to be sufficiently
low to make Grim Trigger an equilibrium even if the repeat probability is low;
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(1 + x) +

δ0
1
·0<
·1
1 − δ0
1 − δ0

The expected payoffs are
p0

⇔

x<

δ0
.
1 − δ0

1
1
+ p1
.
1 − δ0
1 − δ1

Selective Grim Trigger (with looking)
The second strategy that could be an equilibrium is to play Grim Trigger but only when the
continuation probability turns out to be δ 1 . For this to be an equilibrium, x is only required to
be sufficiently low to make Grim Trigger an equilibrium with a high repeat probability;
(1 + x) +

1
δ1
·0<
·1
1 − δ1
1 − δ1

⇔

x<

δ1
.
1 − δ1

The expected payoffs in this case are lower because no gains from mutual cooperation are
reaped in case the repeat probability is low:
p1

1
1 − δ1

Grim Trigger without looking
Similar to examples in Section III.3, there is the possibility to not look at what the true δ is
and to condition the cooperative behavior on whether the other player also does not look. The
threshold for x then comes to depend on the payoffs one would get in both scenarios.




δ0
δ1
δ0
δ1
1
1
(1+x)+p0
·0+p1
·0 < p0
·1+p1
·1 ⇔ x < p0
+p1
1 − δ0
1 − δ1
1 − δ0
1 − δ1
1 − δ0
1 − δ1
The expected payoff
 is the
 same
 as in the first equilibrium, but for a larger set of x’es. For
δ0
δ0
δ1
1−δ 0 < x < p 0 1−δ 0 + p 1 1−δ 1 , not looking can help players move from an equilibrium with
cooperation only when δ is high – or from one with no cooperation at all – to an equilibrium
with full cooperation.
Dk G (without looking)
Grim Trigger without looking is a special case of a larger set of strategies. Consider the strategy
Dk G that plays defect for k rounds and then starts playing like Grim Trigger would – where k
can be 0. If we do choose k = 0, then we get Grim Trigger without looking. As before, players
update their beliefs about the true δ using Bayes’ rule:
p1|t = P(δ 1 | t) =
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In order for Dk G to be an equilibrium, the payoffs that go with future mutual cooperation
should outweigh the payoffs of immediate defection at all times. In other words, for all l ≥ k,
the following needs to hold:
(1 + x) + p0|l

δ0
δ1
1
1
· 0 + p1|l
· 0 < p0|l
· 1 + p1|l
·1
1 − δ0
1 − δ1
1 − δ0
1 − δ1

A little rewriting then gives
x < p0|l

1
1
+ p1|l
− (p0|l + p1|l )
1 − δ0
1 − δ1


x < p0|l

⇔




δ0
δ1
+ p1|l
.
1 − δ0
1 − δ1

Because every next p1|t is bigger than the previous one, this is true for all l ≥ k as soon as it is
true for k.
δ1
This condition gets ever milder. In the limit of k → ∞, x is only required to sit below 1−δ
.
1
This is the same threshold that would apply if one were to be sure that the true δ is δ 1 , which
makes sense because, in the limit, that is what players become sure off. Getting more certain
however comes at a cost. While waiting in order to find out which is the true δ , the players
forgo the gains from mutual cooperation. And the longer they wait, the more they miss out
on. In the limit of k → ∞ they wait forever, and payoffs are the same as for AllD against AllD.
This is reflected in the expected payoffs:
 k−1
p0
i=0



∞

δ 0i

·0+

δ 0i
i=k

p0

 k−1

· 1 + p1



∞

δ 1i
i=0

·0+

δ 1i

·1 =

i=k

δ 0k
δk
+ p1 1
1 − δ0
1 − δ1

As a numerical example, we can take x = 2, δ 1 = 34 , and δ 0 = 14 (see also Figure III.12). With
∞
those numbers, D 0G would not be an equilibrium because x = 2 > 53 = t=1
(p0δ 0t +p1δ 1t ). More
precisely, no symmetric equilibrium strategy can start with cooperation because this sum is
the payoff that unwavering future mutual cooperation would get a player, and that constitutes
an upper bound on the benefits that equilibrium play could bring.
∞
However, Dk G would be an equilibrium for k ≥ 1 since x = 2 < 73 = t=2
(p0|1δ 0t−1 +p1|1δ 1t−1 )
and since this sum is only getting larger for larger k. In other words, while repetition cannot
sustain an equilibrium with cooperation right from the start – unless both players would find
out that δ is high and would not punish each other for that – it can sustain equilibria that start
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cooperating a little later.
The threshold for x, the formula for Bayesian updating, and the formula for expected payoffs together reveal when waiting is an attractive option. A low δ 0 implies that p0|t decreases
very quickly. A high δ 1 implies that relatively little gains from mutual cooperation are foregone
by waiting if the true δ is indeed δ 1 . A high p0 implies that cooperating in the first round is
relatively costly. So low δ 0 , high δ 1 , and high p0 would create a situation where waiting would
be a good idea. In the extreme case, where δ 0 goes to 0 and δ 1 goes to 1, nothing is lost by
waiting one round, while immediate certainty is gained if a repetition occurs.
III.4.1.2

An only slightly more general version

Assume that the true continuation probability is still unknown, but now there is a number of
values that it could take. Let those values be δi , for i = 1, ..., n. We can assume, without loss
of generality, that they are ordered from low to high. That is, i < j implies that δi < δ j . The
associated probabilities are denoted by pi , again for i = 1, ..., n. Being probabilities, they satisfy
n
i=1 pi = 1.
Bayesian updating still works in much the same way:
pi δ t
pi |t = P(δi | t) = n i t
j=1 p j δ j
A useful observation to make is that if pi |t+1 ≤ pi |t , then p j |t+1 < p j |t for all j < i. In other
words, if the posterior probability that δi is the true δ has gone down, then so have the posterior
probabilities of all lower delta’s. This observation follows from a few simple steps.
pi δit+1
pi δit
≤

n
n
t
t+1
k=1 pk δk
k=1 pk δk
δi
1
≤ n
n
t
t+1
p
δ
k=1 pk δk
k=1 k k
δj
1
< n
n
t
t+1
p
δ
k=1 pk δk
k=1 k k

⇔
⇒
⇔

p j δ jt+1
p j δ jt
<

n
n
t
t+1
k=1 pk δk
k=1 pk δk
Similarly, if pi |t+1 ≥ pi |t , then p j |t+1 > p j |t for all j > i. Together, these two observations imply
that, at every update step, there is a cutoff such that the posterior probability of all lower δ ’s
has gone down, and the posterior probability of all higher δ ’s has gone up. That is, for every
t, there is a i¯t such that p j |t+1 ≤ p j |t for all j ≤ i¯t and p j |t+1 > p j |t for all j > i¯t .
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Waiting longer to start cooperating forever after is always possible
We can use this observation to see that if Dk G is an equilibrium, then so is Dk+1G. For Dk G to
be an equilibrium, it has to be the case that at period k – and therefore also onwards – mutual
cooperation forever after beats defection:
∞

n

(b − c)

pi |k δit−k ≥ c
t=k+1 i=1

A little rearranging gives

n

(b − c)

pi |k
i=1

δi
≥ c.
1 − δi

If this holds, then certainly

n

(b − c)

pi |k+1
i=1

δi
≥ c,
1 − δi

implying that Dk+1G is also an equilibrium. At this last step, we need the observation that the
δi
update step shifts probabilities towards δ ’s with higher values of 1−δ
.
i
This only works in one direction. If Dk G is an equilibrium, then so is Dk+1G. But Dk−1G
might not be. In other words, it might be that the maximum level of cooperation that can be
sustained in equilibrium still comes with a few initial rounds of defection.
Equilibria with the highest possible amount of cooperation can go from defection to cooperation
but not from cooperation to defection
There can be equilibria that go back and forth between cooperation and defection. Such equilibria already exist for games with one single δ , provided that this δ is sufficiently high. For
instance, players can choose to cooperate every odd round provided that the other player did
too and play defect every even round and, as punishment, also play defect in case the other has
not always played cooperate in all odd rounds. For sufficiently high δ ’s, this is an equilibrium.
This changes if we restrict attention to equilibria that attain the highest possible level of
cooperation – still only considering equilibria where players do not find out some other way
which of the δ ’s is the true one. In equilibria with the highest attainable level of cooperation,
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going from defection to cooperation as time passes is possible but switching from cooperation
to defection as time goes by is not. The equilibrium with the highest attainable level of cooperation therefore always looks like Dk G. That is, it starts with a finite number of defections –
possibly 0 – and then plays cooperation forever after.9
In order to see this, we need to make a few steps. First, also with a range of delta’s, the
posterior probability that the true δ is the largest one increases over the repetitions and approaches 1; limt→∞ pn|t = 1. That implies that if cooperation is possible at all – which is the
case if10 δn > bc – then the best possible equilibrium would cooperate forever after from some
point onwards. More precisely, if δn > bc , then there is a time T such that pn|T +t δn > bc for t ≥ 0.
The equilibrium with the highest attainable level of cooperation should therefore certainly play
C from that time T onwards. That means there can only be a finite number of rounds in which
defection is played.
Now consider the highest round in which cooperation is followed by a defection in equilibrium. Suppose this is round l. So in round l players play C, and in round l + 1 they play D. And
when they return to mutual cooperation, say in round l + j, they both play C then and forever
after. If this is an equilibrium, then the players should be deterred from playing D in round l by
some form of punishment. This punishment cannot hit a player any harder than withholding
all future cooperation would. In other words, if the punishment that the equilibrium prescribes
is enough to deter the players from playing D in round l, then so would be the most severe
punishment. This would allow the deviator a payoff of b once, and then make it pay by playing
D’s only, lowering its payoffs to at most 0’s ever after;
∞

n

(b − c)

pi |l δit−l ≥ c
t=l+j+1 i=1

If we now make a new strategy, we can also use the severest punishment to make the players
play C in round l + 1. That is a possibility since that requires a less stringent equality to hold:
∞

n

pi |l+1δit+1−l ≥ c

(b − c)
t=l+j+1 i=1

Continued cooperation is more attractive here, because all future rounds of cooperation are
9 Both results are also true in the standard repeated prisoner’s dilemma, which is included here as a special case
with one δ that is the true continuation probability with probability 1. One thing that does hold for the standard
case, where the discount factor is certain, but not if the discount rate is uncertain, is that if D k G with k > 0 is an
equilibrium, then so is D k −1G. This implies the standard result that either cooperation at all rounds – D 0G = G –
or full defection – limk →∞ D k G = D – implements the highest attainable level of cooperation in equilibrium.
10 This follows from the condition that (b − c) δ n ≥ c.
1−δ n
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one period less far away into the future, and also the posteriors pi |l+1 put higher weight on the
higher δ ’s. Therefore, the old equilibrium cannot be one that attains the highest level of cooperation because we just increased the level of cooperation without losing equilibrium status.
In other words, if an equilibrium attains the maximum level of cooperation possible, then it
can go from defection to cooperation but not from cooperation to defection.
Equilibria with maximal punishment can always be delayed
We can use a similar argument to show that a few slightly stronger claims also hold. Consider
an equilibrium in which punishment is always brutal, in the sense that any failure to cooperate
is punished by playing defect forever. For the path that unfolds between a strategy S and a copy
of itself, we use the symbol σ which is a sequence of C’s and D’s, where σt is the move that S
makes in round t when it is matched up with a player that also uses strategy S. For the payoffs,
we use a symbol π which is nothing but a representation of the payoff matrix; π (C, C) = 1,
π (C, D) = −x, π (D, C) = 1 + x, π (D, D) = 0.
If S is to be an equilibrium, then in any round l in which C is played – that is, whenever
σl = C – switching to D must be a bad idea.
∞

n

σl = C →

pi |l δit−l π (σt , σt ) ≥ c
t=l+1 i=1

Because π (σt , σt ) is always positive, Bayesian updating implies again that this sum only increases if we use probabilities pi |l+1 instead of pi |l .
∞

∞

n

σl = C →

n

pi |l+1δit−l π (σt , σt ) ≥
t=l+1 i=1

pi |l δit−l π (σt , σt ) ≥ c
t=l+1 i=1

S +1

which only differs from S in that everything is delayed
Now we can make a new strategy
+1
one period, implying that σ1 = D, and σt+1 = σt−1 for t > 1. This new strategy is also an
equilibrium because now, every time S +1 plays C, deviating is an even worse idea than it was
for S to play C one round earlier.
+1
σl+1
=C →

∞

n

pi |l+1δit−l π (σt , σt ) ≥ c
t=l+1 i=1

This can be applied sequentially, and therefore any delay is possible while retaining equilibrium; S +k will be an equilibrium for all k > 0 if S is, with an obvious definition of S +k . Moreover,
if S is a strategy that does not punish maximally but is an equilibrium nonetheless, one can still
make an equilibrium that sustains a delayed path σ +k . All that one would need to do is first
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replace the punishment with the severest punishment possible – which will only help satisfy
the equilibrium constraints – and then make a new strategy with delay, keeping the maximal
punishment.
III.4.1.3

Summary 5

• With uncertainty about the repeat probability, strategic ignorance (not looking) can help
players move from an equilibrium with cooperation only when δ is high to an equilibrium
with full cooperation.
δn
• If the highest possible repeat probability allows for cooperation at all (that is, if x < 1−δ
),
n
then the typical pattern for an equilibrium that attains the maximally feasible level of
cooperation is to play a number of defections – possibly 0 – and then play an infinite
sequence of C’s only. The reason is that, as later rounds are reached, it becomes ever
more likely that the repeat probability is high.

• Any cooperative equilibrium behavior can always be delayed.

III.4.2

Different things ignorance can achieve; uncertainty about the
game

In this subsection, we modify Bear and Rand’s (2016) model to illustrate that strategic ignorance
as in Hoffman et al. (2015) can do two rather different things. Hoffman et al.’s (2015) “cooperate
without looking” equilibria highlight that not knowing some details of the game can induce
cooperation, provided that the other player knows that you did not look. They do this using
an asymmetric game. We build on Bear and Rand’s (2016) symmetric setup to show that there
are actually two quite different things that strategic ignorance can achieve.
The two examples we use will feature uncertainty about the game and not about the repeat
probability. The first one will help illustrate that strategic ignorance can increase the parameter
range where cooperation can be sustained, creating cooperative equilibria where there were
none before. The second one will help illustrate that strategic ignorance can also increase the
level of cooperation in equilibrium by latching relatively bad outcomes onto good ones. The
latter will actually go at the expense of the size of the parameter range in which this is an
equilibrium. These two cases are similar to the last two examples in Section III.3, but here the
difference is a bit more visible.
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III.4.2.1

Example 3

In every round, one of two games is drawn, each with probability 12 :

Γ0 =

C

D

C

3

1

D

4

2

Γ1 =

C

D

C

3

0

D

5

2

Unlike the setting of Section III.2, this drawing of the game happens anew at every repeat. The
repeat probability is δ . In the second game the temptation to defect is larger than it is in the
first one.
If both players first find out which of the two it is and then make up their mind whether
or not they cooperate, then the binding constraint for an equilibrium in which they always
play C is that they should not want to play D even if it turns out to be the second game. In
other words, the payoff of continued cooperation should outweigh the payoff of defecting now
and suffering mutual defection forever after – and also if the payoff of defecting now is at its
highest;
δ
1
2
5+
·2<
·3 ⇔ δ > .
1−δ
1−δ
3
If they close their eyes instead and, moreover, if both know that the other one also does not
know which of the two games it is, then their expected payoff payoff from continued cooperation need only outweigh the expected payoff of defecting now and suffering mutual defection
forever after – which in this case lies halfway between what it would be for either of the two
games. They then should condition their cooperation not only on the other cooperating but
also on the other not deliberating. This will work as an equilibrium whenever
1
1
δ
1
·4+ ·5+
·2<
·3
2
2
1−δ
1−δ

⇔

3
δ > .
5

Therefore, for δ below 23 but above 35 , full cooperation can be sustained by not looking and
making sure the other knows that you are not looking. It is especially interesting to realize
that, in this region, it is not possible to sustain cooperation only in those instances where
game Γ0 – with the lower temptation – is drawn. By eliminating the gains from cooperation
the players get if all games are included, the gains from cooperation get fewer and further
apart, making discontinuing cooperation less of a threat. The threshold for such equilibria is
actually even higher than the threshold for cooperation in all games, with eyes wide open:
4+

δ
1
1
1
·2<
· ( · 2 + · 3)
1−δ
1−δ 2
2

⇔

δ >

3 2
>
4 3
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The costs of deliberation do not feature in this analysis. Introducing a prohibitively high cost
would upset the last equilibrium and would also stop players from deliberating in the first.
For the second equilibrium, where players cooperate without deliberation (or without looking,
in terms of Hoffman et al. 2015), the costs of deliberation do not matter. If deliberation is
cheap, or free, this is an equilibrium – provided that they can, and will, punish each other for
deliberating. If deliberation is expensive, this punishment is redundant, but the equilibrium
behavior remains the same.
III.4.2.2

Example 4

In a slightly more general example, the games are

Γ0 =

C

D

C

1

−1 ,

D

2

Γ1 =

0

C

D

C

1

−x .

D

1+x

0

The probability with which game Γ0 is drawn is 1 − p, and the probability with which game
Γ1 is drawn is p. Now x is a measure of the temptation that game Γ1 brings, and with x > 1
temptation is the largest in the second game.
If both players always know which game it is, then the equilibrium condition for them to
cooperate either way becomes
(1 + x) +

δ
1
·0<
·1
1−δ
1−δ

⇔

δ >

x
.
1+x

If they however close their eyes and moreover both know that the other one does so too, the
condition becomes
p · (1 + x) + (1 − p) · 2 +

δ
1
·0<
·1
1−δ
1−δ
1+p(x−1)

⇔

δ >

1 + p(x − 1)
.
2 + p(x − 1)

x
Therefore, for δ below 1+x
but above 2+p(x−1) , full cooperation can be sustained by not looking
and making sure the other knows that you are not looking.
The condition for the equilibrium where both players look and only cooperate in case it is
the first game (with the lower level of temptation) will not depend on the level of temptation
in the other game:
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2+

δ
1
1
·0<p·
· 0 + (1 − p) ·
·1
1−δ
1−δ
1−δ

⇔

δ >

1+p
2

In this more general example, the lower bound on δ for selective cooperation (with looking)
can be higher or lower than the threshold for the “cooperate without looking” equilibrium,
depending on what x is (see Figure III.14). This implies that strategic ignorance can do different
things. It can create equilibria with full cooperation for combinations of x and δ where full
defection would be the only equilibrium outcome when players are informed about which
game they are playing (the light blue area in Figure III.14). Alternatively, not knowing what the
current game is can also make full cooperation an equilibrium strategy when x and δ already
allow for an equilibrium that cooperates only when the temptation is low (the light green area
in Figure III.14).
There is also a region where the temptation is so large that strategic ignorance does not help
sustain cooperation. Knowing which game it is and only cooperating when temptation is low
is an equilibrium there (the yellow area). Here ignorance would hinder cooperation. Finally,
in the dark blue region, pooling the two games is needed for cooperation to be sustained but
ignorance is not.
The light blue and the light green region represent different things strategic ignorance can
do. In the light blue one, both games need each other; cooperation only when temptation is
low is not possible on its own and neither is cooperation in either case with looking. In the
light green area, on the other hand, the good game does not need the bad one. Cooperation
only when temptation is low is an equilibrium, but the high temptation game can piggyback
on the low temptation game for increased cooperation.
Although more subtle, a similar distinction was present in Section III.3. While D 1G(T ∗ ) with
looking was an equilibrium already, D 1G without looking allowed increased cooperation. The
key there was to have “bad risk” (low δ ) latched onto “good risk” (high δ ) and avoid breakdown
of cooperation if one of the players would find out that the δ is low by both players not looking.
The contribution of the low delta to the overall continuation probability is not needed to make
cooperation possible when δ is high.
On top of that, Grim Trigger without looking, or D 0G, was an equilibrium where Grim
Trigger with looking, D 0G(T ∗ ), was not. Strategic ignorance helped precipitate the onset of
cooperation, and here the contribution of the “bad risk” to the overall continuation probability
is necessary for that to be possible. In Grim Trigger without looking, strategic ignorance does
both; the “bad risk” is needed to make cooperation happen at all in the first round, but in later
rounds strategic ignorance just has cooperation when δ is low piggyback on the high δ .
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Figure III.14: Strategic ignorance expands the parameter space where full cooperation is possible. Delta is the repeat probability, x measures the temptation to defect in the high temptation
game, while this temptation is 1 in the low temptation game. Here, the probability that the
high temptation game is drawn is p = 0.4.
Full cooperation while looking is possible above the upper curve, in the dark blue and dark
green area. Full cooperation without looking is possible anywhere above the lower curve, in
all green and blue areas. Looking and cooperating only in case the game without the extra
temptation is drawn is an equilibrium above the straight line, in the yellow and green area’s.
In the light blue area, bundling low and high temptation in cooperation without looking is
the only way to achieve cooperation at all. In the light green area, not looking is not needed
for cooperation in case temptation is low, but it does improve the payoffs by bringing cooperation when temptation is high on board. In the yellow area, the one cooperative equilibrium
is to look and cooperate only if the low temptation game is drawn. In the dark blue area, full
cooperation with and without looking are feasible, whereas selectively cooperating only in the
low temptation cases is not.

III.4.2.3

Summary 6

• Strategic ignorance can create cooperative equilibria for parameter combinations which
otherwise do not allow for any cooperation at all. Pooling different possible outcomes
of a chance event is necessary to make cooperation happen.
• Strategic ignorance can also have cooperation for high temptation games piggyback on
low temptation games for increased efficiency.
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III.5

Discussion

In the experimental and theoretical literature on social heuristics, the case has been made for
dual-process cooperation. Empirical evidence is thought to be consistent with the idea that
people tend to be nice before thinking twice. A recent theoretical paper by Bear and Rand
(2016) moreover suggests that this is also the type of dual process one would expect from
evolution. According to their model, natural selection never favors agents who use deliberation
to override the impulse to defect, while deliberation can be favored if it serves to undermine
cooperation in interactions without future repercussions.
In this chapter, we have constructed a general evolutionary framework for the role of intuition and deliberation in cooperation that nests Bear and Rand’s (2016) model as a special case.
As we saw, their conclusion depends on the seemingly innocuous assumption that the costs
of deliberation follow a uniform distribution. With different distributions, dual-process defectors can also evolve. Dual-process defectors intuitively defect but use deliberation to switch
to cooperation when it is self-interested to do so (i.e. when future repercussions exist). The
more general model also shows that there is a variety of strategies that combine intuition and
deliberation with Bayesian learning and strategic ignorance. Our results thereby unify and
generalize findings from different, seemingly unrelated parts of the literature.
Bear et al. (2017) have a different generalization of Bear and Rand’s (2016) model, and they
also find that there can be equilibria other than all-out defectors and dual-process cooperators.
In their generalization, players get a signal about which of the two games it is, but the signal
that the intuitive decision has to work with is less informative than the signal on which the deliberative choice is based. The original model is now a special case where the intuitive response
is based on a totally uninformative signal, and where the deliberative response works with a
signal that perfectly reveals what the true game is. They find that this allows for equilibria with
dual-process attenders that sometimes deliberate, and get the better signal, and sometimes not,
in which case they get the worse quality signal. But either way they go with what their signal
tells them; they defect if the signal points to game Γ0 , and they cooperate if the signal suggests
the game is Γ1 . In this equilibrium, deliberation also increases the chance of cooperation in case
the true game is Γ1 , as it does with dual-process defectors. For this equilibrium to exist, the
accuracy of the intuitive signal needs to be high enough. With a totally uninformative signal
for the intuitive decision, dual-process attenders cannot be selected for.
What they find is therefore to some extent similar to what we find: in contrast with Bear
and Rand (2016), the generalized version does allow for equilibria in which deliberation can
increase cooperation in case the real game is Γ1 . But our findings also reveal a sensitivity to
modeling choices that Bear and Rand (2016) and Bear et al. (2017) have in common. Both rely
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on the distribution of costs of finding out being uniform, and both use a collapsed strategy
space. The fact that Bear and Rand (2016) is a special case of Bear et al. (2017) implies that the
sensitivity to these somewhat arbitrary modeling ingredients carries over from the former to
the latter. Bear et al. (2017) still find that dual-process defectors can never be an equilibrium
– which we show is no longer true if we allow for other distributions of costs. Moreover, for
dual-process attenders to be an equilibrium, the accuracy of the signal on which the intuitive
signal is based needs to be sufficiently high, while our results imply that even with perfectly
inaccurate intuitive signals one can still get equilibria with dual-process defectors. Also the
un-collapsing of the strategy space in both cases introduces “waiting” equilibria, with less
restrictive equilibrium conditions than those of the equilibria with dual-process cooperators.
The core assumption of our model, and of Bear and Rand’s (2016) and Bear et al.’s (2017)
models, is that deliberation makes for individuals that are better (or fully) informed about the
payoffs of the game. That immediately limits what predictions the models can make concerning
the effect deliberation might have. If the actual game is Γ0 , then deliberation can only make
individuals cooperate less or have no effect if their intuition was already to defect. And if the
true game is Γ1 , then deliberation can only make individuals cooperate more or have no effect.
Together, Bear and Rand (2016), Bear et al. (2017), and our paper imply that, other than
that, the model itself puts no further restrictions on the possible predictions, and all combinations of these two sets of predictions are possible. All-out defectors would go with deliberation
having no effect in either game; dual-process cooperators would have deliberation cause less
cooperation in the first game and have no effect in the second; dual-process defectors would
go with no effect in the first game and more cooperation in the second; and dual-process attenders would go with less cooperation in the first and more cooperation in the second game.
Only additional information about the true value of the different parameters can rule out some
possibilities. The un-collapsing of the strategy space moreover significantly enlarges the scope
for equilibria in which deliberation plays no role whatsoever.
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Chapter IV
Common Belief in Rationality
in Psychological Games1

1 This

chapter is based on Jagau and Perea (2018a).
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raditional game theory assumes that decision makers exclusively care about the
outcomes that materialize as a result of their choices and the choices of their opponents. However, in many real-life interactions we can see ourselves caring not only
about outcomes but also about our anticipated emotional reactions and the beliefs, opinions,
and emotional reactions of others. Accounting for emotions, understanding when they benefit
interactions and when they backfire, is one of the greatest open challenges economics faces
today. And also outside economics, researchers are far from agreeing on how emotions work,
how hypotheses about emotions can be tested empirically, and how we can design institutions
that bring out the best of their influence on interactions and outcomes (Elster 1999, Loewenstein 2000, Kahneman 2003). Psychological game theory, pioneered by Geanakoplos et al. (1989)
and more recently extended to sequential interaction by Battigalli and Dufwenberg (2009), is a
powerful mathematical framework in which emotions are captured by allowing players’ utilities to directly depend not only on their choices and beliefs about others’ choices but also on
arbitrary levels of higher-order beliefs.
Since its introduction, the psychological games framework has proven to be a useful tool
for many applications in behavioral and experimental economics. It has been used to model
emotions and belief-dependent motivations so diverse as intention-based reciprocity (Rabin
1993, Dufwenberg and Kirchsteiger 2004, Falk and Fischbacher 2006, Sebald 2010), guilt (Huang
and Wu 1994, Dufwenberg 2002, Charness and Dufwenberg 2006, Battigalli and Dufwenberg
2007, Attanasi et al. 2016, Attanasi et al. 2017), social pressure and conformity (Huck and Kübler
2000, Li 2008), anxiety (Caplin and Leahy 2004), lying behavior (Dufwenberg and Dufwenberg
2016), surprise (Khalmetski et al. 2015), and anger (Battigalli et al. 2017).
Even though the field is becoming increasingly popular, theoretical work on psychological
games has largely remained exploratory.2 In particular, we still lack computationally tractable

T

techniques that would implement different solution concepts in concrete psychological games.
It therefore remain unclear whether the extension of traditional game-theoretic analysis to
psychological games will ultimately be useful for making predictions in applied work on emotions and belief-dependent motivation. This is true even for the most basic mode of reasoning
in games, common belief in rationality (Brandenburger and Dekel 1987, Tan and da Costa Werlang 1988, characterizing correlated rationalizability).3
2 Early

results by Geanakoplos et al. (1989) and Kolpin (1992) generalize Nash equilibrium and various refinements to psychological games and provide sufficient conditions for existence of these equilibria. Battigalli
and Dufwenberg (2009) formally extend the psychological games framework to sequential interaction and define
common strong belief in rationality (Battigalli and Siniscalchi 2002, characterizing extensive-form rationalizability, Pearce 1984) and sequential equilibrium (Kreps and Wilson 1982) for dynamic psychological games.
3 Applications of rationalizability in the analysis of specific psychological games have previously been presented in, among others, Battigalli and Dufwenberg (2009), Battigalli et al. (2013), and Attanasi et al. (2016). Also,
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In this chapter, we extend and systematize what was previously known by providing an
comprehensive treatment of common belief in rationality in arbitrary static psychological
games. In particular, we provide an algorithmic characterization of rationalizability for all static
psychological games which has so far been lacking. Also, we present a novel existence condition for common belief in rationality in static psychological games that considerably weakens
the previously known continuity condition from Geanakoplos et al. (1989).
Static psychological games as defined by Geanakoplos et al. (1989) differ from dynamic
psychological games both in that players are allowed to move sequentially and in that their
preferences may depend on updated beliefs that arise during the play of the dynamic game.
While our results here are restricted to static psychological games, this restriction is made for
clarity of exposition and not because we believe our results do not extend to dynamic psychological games as in Battigalli and Dufwenberg (2009). In dynamic games, common belief in
rationality does not restrict the way players update their beliefs as the game unfolds – different
from stronger reasoning concepts such as common belief in future rationality (Dekel et al. 1999,
2002, Asheim and Perea 2005, Perea 2014) and common strong belief in rationality (Pearce 1984,
Battigalli 1997, Battigalli and Siniscalchi 2002). Thus, allowing for dynamic games and preferences depending on updated beliefs in our investigation would only lead to a more complex
and less accessible notational apparatus – but not to qualitatively different results.4 Moreover,
an analysis of common belief in rationality in a static environment is a natural and attractive
point of departure since all common reasoning concepts in dynamic games use common belief
in rationality as a central building block. For this reason, our results in this chapter provide
an important yardstick for what a systematic exposition of solution concepts for psychological
games can potentially accomplish.
Since the restriction to static psychological games is made primarily for pedagogical reasons, we use the terms “psychological game” and “static psychological game” interchangeably
in the remainder of the chapter, making differences explicit where they matter.
We firstly examine the possibility of common belief in rationality in psychological games.
We show that common belief in rationality is possible in any psychological game that preserves
rationality at infinity. That is, if a choice is irrational for a given belief hierarchy, we can point
to a finite order of beliefs to expose the irrationality of that choice-belief-hierarchy combination. This result is similar to the condition CR for the existence of rationalizable strategies in
Battigalli and Dufwenberg (2009) define common strong belief in rationality (reducing to common belief in rationality in static games) for arbitrary dynamic psychological games and provide an existence condition that
translates Geanakoplos et al.’s (1989) continuity condition to their more general framework.
4 A sketch of how definitions and results would carry over to dynamic games is available from the authors
upon request.
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language-based games presented in a recent working paper by Bjorndahl et al. (2013). This class
of games includes some – but not all – psychological games as usually defined. Specifically, the
psychological games that can be mapped into language-based games would only allow players to entertain deterministic belief hierarchies and linear combinations of such deterministic
belief hierarchies. By contrast, we will allow players to entertain all possible probabilistic belief hierarchies as is common in the psychological games literature. Hence, our condition of
preservation of rationality at infinity may be viewed as an extension of Bjorndahl et al.’s (2013)
CR-condition to a broader class of psychological games.
Special cases of games that preserve rationality at infinity are belief-finite psychological
games where players’ utilities depend on finitely many levels of higher-order beliefs and psychological games where players’ utilities are continuous functions of belief hierarchies in the
sense of the weak topology (cf. Geanakoplos et al. 1989, Battigalli and Dufwenberg 2009). In
addition to the existence condition, we also provide an example showing that common belief
in rationality might be impossible whenever a game does not preserve rationality at infinity.
Secondly, we develop an iterative elimination procedure over choices and belief hierarchies
that characterizes common belief in rationality for all psychological games. Our procedure generalizes iterated elimination of strictly dominated choices as used in traditional games in an
intuitive way. However, while iterated elimination of strictly dominated choices for traditional
games is both implementable as a linear program and converges in finitely many steps, neither of these nice properties is inherited by the algorithm for general psychological games. A
substantial part of this chapter and a companion paper (Jagau and Perea 2018b) are therefore
devoted to studying classes of games that allow for a simplified procedure. In this chapter, in
particular, we provide conditions under which the applicable algorithm is of finite length like
iterated elimination of strictly dominated choices in traditional games is.
For belief-finite games where player’s utilities depend on at most nth-order beliefs, we find
that iterative elimination of choices and n − 1th-order beliefs characterizes common belief
in rationality. Next to this chapter, an unpublished master thesis by Sanna (2016) provides
an algorithmic characterization of common belief in rationality for static psychological games
where utilities depend on finitely many levels. While the procedure is very similar to ours, there
are two crucial differences. Firstly, Sanna (2016) restricts to games satisfying the continuity
condition originally introduced in Geanakoplos et al. (1989) while we show that continuous
utility functions are not necessary either to prove the characterization result or to establish the
possibility of common belief in rationality in a belief-finite game, even though it is necessary
to use a more complex algorithm in the discontinuous case. Secondly, Sanna (2016) allows for
possibly incoherent beliefs while our definition of a static psychological game rests on the more
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standard assumption that players’ beliefs satisfy coherency and common belief in coherency.
A special case of belief-finite games that has been studied intensively but informally in applications of psychological game theory are expectation-based games in which players linearly
care about expected values of finite levels of higher-order beliefs (cf. e.g. Rabin 1993, Dufwenberg and Kirchsteiger 2004, Battigalli and Dufwenberg 2007, Battigalli et al. 2017). In Jagau
and Perea (2018b), we provide a first formal definition of this class of psychological games. We
show that these games admit a natural generalization of the expected-utility representation
within the realm of psychological games. This comes hand in hand with a matrix representation of utility and a linear procedure characterizing common belief in rationality. Another
special class of belief-finite games that we study in the present chapter are unilateral games
where one player cares about second-order beliefs and all others care about first-order beliefs
only. For this class, which also surfaces in numerous applications of psychological game theory (cf. e.g. Huang and Wu 1994, Dufwenberg 2002, Charness and Dufwenberg 2006, Battigalli
and Dufwenberg 2007, 2009), we show that common belief in rationality is characterized by a
finite procedure.
Together with our results regarding psychological expected utility in Jagau and Perea (2018b)
this gives us a precise picture of when the two computational properties that make iterated
elimination of strictly dominated choices attractive for applied work, its linearity and its finite
length, carry over to its more general psychological-games counterpart iterated elimination of
choices and nth-order beliefs.
The remainder of this chapter is structured as follows: Section IV.2 introduces the psychological games framework. Section IV.3 extends the definition of common belief in rationality to
psychological games. Section IV.4 provides sufficient conditions for common belief in rationality to be possible in a given psychological game. Section IV.5 develops the iterative beliefelimination procedure that characterizes common belief in rationality in psychological games.
The remaining sections study classes of games in which common belief in rationality can be
characterized by a simplified algorithm: In Section IV.6, we introduce the algorithm iterated
elimination of choices and nth-order beliefs for belief-finite psychological games, in which players
only care about higher-order beliefs up to some finite order. In Section IV.7, we study unilateral games, where exactly one player cares about second-order beliefs and all other players
have standard preferences. For unilateral games, we show that the fitting algorithm iterated
elimination of choices and 1st-order beliefs is of finite length. Lastly, Section IV.8 compares our
approach to modeling psychological games with other models in the literature, summarizes
our findings, and concludes with a systematic classification of psychological games.
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IV.2

Psychological Games

We start by giving a formal definition of static psychological games.
Definition IV.2.1. (Static Psychological Game)
A static psychological game is a tuple Γ = (Ci , Bi , ui )i∈I with I a finite set of players, Ci the
finite set of choices available to player i, Bi the set of belief hierarchies for player i expressing
coherency and common belief in coherency, and ui a utility function of the form
ui : Ci × Bi → R.
In a traditional game, players’ utilities depend only on their choices and their first-order
beliefs about the opponents’ choices and, moreover, they depend linearly on the first-order
beliefs. By contrast, utilities in general psychological games might depend non-linearly on the
full belief hierarchy of players.
Each belief hierarchy bi is a chain of probability distributions (bi1 , bi2 , . . . ) that capture i’s
belief about his opponents’ choices, his belief about his opponents’ beliefs about their opponents’ choices, and so on and so forth. Each level n ≥ 1 of this chain is represented by an
nth-order belief bin . Brandenburger and Dekel (1993) show how the sets Bin , n ≥ 1 of nthorder beliefs and the set Bi of belief hierarchies expressing coherency and common belief in
coherency can be recursively constructed. In Appendix A we redo their construction for our
specific setup.
Here, we only note that Brandenburger and Dekel’s (1993) Proposition 2 implies that every
bi ∈ Bi is homeomorphic to a probability distribution in Δ(C −i × B −i ). Therefore, whenever
convenient, we will identify bi ∈ Bi with its corresponding probability distribution in Δ(C −i ×
B −i ). Similarly, it is well known that also each bin ∈ Bin is homeomorphic to a probability
n
n
distribution in Δ(C −i × Bn−1
−i ), allowing us to also identify bi ∈ Bi with its corresponding
probability distribution in Δ(C −i × Bn−1
−i ) whenever that is useful.
The way of modeling psychological games used here is slightly different from what has been
done in the previous literature. In Section IV.8 and in the appendix, we therefore examine how
our definition of static psychological games relates to the two best-known previous ones from
Battigalli and Dufwenberg (2009) and Geanakoplos et al. (1989), respectively. As we show in
that section, our definition is mathematically equivalent to theirs. Not only that, we also hope
to convince the reader that our way of modeling psychological games is in fact preferable
because it avoids some potential confusions about the functional form of belief-dependent
utility that is invited by previous modeling approaches.
Before proceeding, it is useful to clarify how psychological games generalize traditional
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games. We need to impose two restrictions on a psychological game to receive a traditional
static game.
First, we must have ui (ci , bi ) = ui (ci , bi) whenever bi1 = bi1. In words, utility depends only
on players’ first-order beliefs, while in general psychological games it may depend on beliefs
of arbitrary levels. We can then write utility as a function ui : Ci × Δ(C −i ) → R.
Second, it must be the case that utility is linear in first-order beliefs or, equivalently, expected utility must hold. Formally, there must exist a function vi : Ci × C −i → R (Bernoulli

utility) such that ui (ci , bi ) = c −i ∈C−i bi1 (c −i )vi (ci , c −i ). By contrast, utilities in general psychological games might depend non-linearly on beliefs of arbitrary order.

IV.3

Common Belief in Rationality

In this section, we extend the traditional definition of common belief in rationality to arbitrary
static psychological games. As in the traditional case, we start with defining rational choice.
Definition IV.3.1. (Rational Choice)
Choice ci ∈ Ci is rational for player i given belief hierarchy bi ∈ Bi if ui (ci , bi ) ≥ ui (ci, bi )
for all ci ∈ Ci .
Building on Definition IV.3.1, we can define belief in the opponents’ rationality. For this
purpose, define the set (Ci × Bi )rat := {(ci , bi ) ∈ Ci × Bi | ci is rational given bi } of choice-belief
combinations (ci , bi ) such that the choice ci is rational given belief hierarchy bi .
Definition IV.3.2. (Belief in the Opponents’ Rationality)
Consider a belief hierarchy bi ∈ Bi for player i. Belief hierarchy bi is said to express belief in the

opponents’ rationality if bi ∈ Δ( ji (C j × B j )rat ). In words, bi assigns full probability to the
set of opponents’ choice-belief combinations where the choice is rational given the belief hierarchy.
Going on from here, we define higher-order belief in the opponents’ rationality and common belief in rationality.
Definition IV.3.3. (Up to k-Fold and Common Belief in Rationality)
Recursively define

Bi (1) = bi ∈ Bi | bi ∈ Δ







(C j × B j )

ji

Bi (k) = bi ∈ Bi (k − 1)| bi ∈ Δ

rat






(C j × B j (k − 1))

, k > 1.

ji
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A belief hierarchy bi expresses up to k-fold belief in the opponent’s rationality if bi ∈ Bi (k).

It expresses common belief in rationality if bi ∈ Bi (∞) = k ≥1 Bi (k).
Lastly, we define rational choice under belief in rationality at various levels.
Definition IV.3.4. (Rational Choice under k-Fold and Common Belief in Rationality)
A choice ci for player i is
a) rational under up to k-fold belief in rationality for player i if there is a belief hierarchy
bi such that ci is rational for bi and bi ∈ Bi (k),
b) rational under common belief in rationality for player i if there is a belief hierarchy
bi such that ci is rational for bi and bi ∈ Bi (∞).
Like in traditional games, two questions about common belief in rationality arise. The first one
is whether for every psychological game Γ and every player i in it, there is a belief hierarchy bi
that expresses common belief in rationality. The second one is whether there is an algorithm
that allows us to find all choices for a player i that this player can make under common belief
in rationality. We investigate the first question in Section IV.4 and the second question in the
remainder of the chapter.

IV.4

Possibility of Common Belief in Rationality

In this section, we explore a condition, called preservation of rationality at infinity, which guarantees the existence of belief hierarchies expressing common belief in rationality. To start, we
define this condition formally and show by means of a constructive proof that it ensures the
existence of belief hierarchies that express common belief in rationality. Subsequently, we
show by means of a counterexample that common belief in rationality may not be possible in
games that do not preserve rationality at infinity. We then compare our condition to previous
existence conditions, showing that preservation of rationality at infinity significantly expands
the scope of games for which the possibility of common belief in rationality is ensured.

IV.4.1

Preservation of Rationality at Infinity

The condition of preservation of rationality at infinity states that if a choice ci is rational for
every belief hierarchy in a sequence (bi (1), bi (2), ...), where bi (n − 1) and bi (n) always agree
on the first n − 1 orders of belief, then ci must also be rational for the limit belief hierarchy it
converges to.
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Definition IV.4.1. (Preservation of Rationality at Infinity)
Let Γ = (Ci , Bi , ui )i∈I be a psychological game and let ci ∈ Ci be a choice and bi ∈ Bi a belief
hierarchy for some player i ∈ I in it. Suppose that, for every n ≥ 1, there is some b̂i ∈ Bi with
b̂in = bin such that ci is rational for b̂i . The game is said to preserve rationality at infinity if choice
ci is then also rational for bi .
Equivalently, preservation of rationality at infinity states that whenever a choice ci is not
rational for a belief hierarchy bi , then there must be some n ≥ 1 such that ci is not rational for
any belief hierarchy b̂i with b̂in = bin .5
We will now prove that preservation of rationality at infinity is sufficient for common belief
in rationality to be possible. An important difference relative to previously known existence
results (cf. Geanakoplos et al. 1989, Battigalli and Dufwenberg 2009, and Bjorndahl et al. 2013)
is that our proof is constructive, that is, we show how to construct a belief hierarchy expressing
common belief in rationality under the assumption of preservation of rationality at infinity.
Theorem IV.4.2. (Possibility of Common Belief in Rationality)
Consider a psychological game Γ = (Ci , Bi , ui )i∈I that preserves rationality at infinity. Then, there
is for every player i a belief hierarchy bi ∈ Bi that expresses common belief in rationality.
Proof. For the proof we need a new piece of notation. Consider, for every n ≥ 1, a choice
combination c n = (cin )i∈I in ×i∈I Ci . Then, we denote by bi [c 1 , c 2 , ...] the belief hierarchy for
player i that (1) for every j  i, assigns probability 1 to choice c j1 , (2) for every j  i and every
k  j, assigns probability 1 to the event that j assigns probability 1 to choice ck2 , and so on.
As an abbreviation, we denote the n-th order belief of bi [c 1 , c 2 , ...] by (c 1 , ..., c n ), and thus write
bin [c 1 , c 2 , ...] = (c 1 , ..., c n ).
We will now generate, for all players i, an infinite set of belief hierarchies
B̂i = {bi (0), bi (1), bi (2), ...}.
5A

stronger existence condition, continuity at infinity, would require that utilities satisfy
lim

n→∞



sup

bi , bˆi : bin =b̂in

!

"
|ui (c i , bi ) − ui (c i , b̂i )| # = 0
$

for all c i ∈ Ci and every player i. In words, utility may depend on all levels of higher-order beliefs, but the impact
that a specific level n has on the overall utility vanishes as n becomes large.
This condition would be intermediate between preservation of rationality at infinity and belief continuity (see
Subsection IV.4.2) and it directly translates continuity at infinity as defined for infinitely repeated traditional games
(see Fudenberg and Levine 1983) to our setup. Conversely, it is straightforward to define an easy-to-check repeated games counterpart of preservation of rationality at infinity. It would be interesting to investigate whether
existence conditions in that literature can still be weakened by replacing continuity at infinity with that condition.
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We proceed as follows.
Select, for every n ≥ 1, an arbitrary choice combination c n = (cin )i∈I in ×i∈I Ci and set
bi (0) := bi [c 1 , c 2 , ...]
for every player i. Moreover, for every player i let di (1) be a choice that is rational for bi (0),
and set d(1) := (di (1))i∈I . Then, for all players i, define a new belief hierarchy
bi (1) := bi [d(1), c 1 , c 2 , ...]
and let di (2) be a choice that is rational for bi (1). Set d(2) := (di (2))i∈I . Subsequently, for all
players i, define the new belief hierarchy
bi (2) := bi [d(2), d(1), c 1 , c 2 , ...]
and so on. By construction, the belief hierarchy bi (n) ∈ B̂i expresses up to n-fold belief in
rationality, for every player i and every n ≥ 1.
We now construct, for a given player i, a belief hierarchy b̂i as follows. Since there are only
finitely many choices, there is a choice combination e 1 = (e j1 )j∈I in ×j∈I C j such that there are
infinitely many belief hierarchies bi ∈ B̂i with bi1 = e 1 . Let
B̂i [e 1 ] := {bi ∈ B̂i |bi1 = e 1 },
which is an infinite set, by construction. But then, there must be a choice combination e 2 =
(e j2 )j∈I in ×j∈I C j such that there are infinitely many belief hierarchies bi ∈ B̂i [e 1 ] with bi2 =
(e 1 , e 2 ). Let
B̂i [e 1 , e 2 ] := {bi ∈ B̂i |bi2 = (e 1 , e 2 )},
which again is an infinite set, by construction. Hence, there must be a choice combination
e 3 = (e j3 )j∈I in ×j∈I C j such that there are infinitely many belief hierarchies bi ∈ B̂i [e 1 , e 2 ] with
bi3 = (e 1 , e 2 , e 3 ). Let
B̂i [e 1 , e 2 , e 3 ] := {bi ∈ B̂i |bi3 = (e 1 , e 2 , e 3 )},
which again is an infinite set, by construction. By continuing in this fashion, we obtain an
infinite sequence of choice-combinations e 1 , e 2 , ..., and we set
b̂i := bi [e 1 , e 2 , ...].
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We now show that b̂i expresses common belief in rationality. That is, we must show, for
every n ≥ 1 and every player j, that choice e nj is rational for the belief hierarchy b j [e n+1 , e n+2 , ...].
Fix such an n and a player j.
Since the game preserves rationality at infinity, it is sufficient to show that for every m ≥ 1
m n+1 , e n+2 , ...] such that e n is rational for b . Let m ≥
there is some b j ∈ B j with bm
j
j = b j [e
j
1 be given. Since B̂i [e 1 , ..., e n+m ] is an infinite subset of B̂i , there is some k ≥ n such that
bi (k) ∈ B̂i [e 1 , ..., e n+m ]. Let
bi (k) = bi [e 1 , ..., e n+m , дn+m+1 , дn+m+2 , ...],
where дn+m+1 , дn+m+2 , ... are choice-combinations in ×i∈I Ci .
Define the belief hierarchy
b j := b j [e n+1 , ..., e n+m , дn+m+1 , дn+m+2 , ...].
n+1 , ..., e n+m ) = bm [e n+1 , e n+2 , ...]. Moreover, since b (k) exThen, by construction, bm
i
j = (e
j
presses up to k-fold belief in rationality, and k ≥ n, we conclude that bi (k) expresses up to
n-fold belief in rationality. Since bi (k) = bi [e 1 , ..., e n+m , дn+m+1 , дn+m+2 , ...], it follows that e nj is
rational for b j [e n+1 , ..., e n+m , дn+m+1 , дn+m+2 , ...] = b j . Hence, for every m ≥ 1 we can construct
m n+1 , e n+2 , ...] such that e n is rational for b . As
in this fashion some b j ∈ B j with bm
j
j = b j [e
j
the game preserves rationality at infinity, we conclude that e nj is rational for the belief hierarchy b j [e n+1 , e n+2 , ...]. Since this holds for every n ≥ 1 and every player j, the belief hierarchy
b̂i := bi [e 1 , e 2 , ...] expresses common belief in rationality.
Therefore, in this fashion we can construct a belief hierarchy b̂i that expresses common
belief in rationality for every player i. This completes the proof.


It is interesting to note that the construction performed in the proof of Theorem IV.4.2 implies that in all psychological games (preserving rationality at infinity or not) we can find a
belief hierarchy bi for every player i such that bi expresses up to k-fold belief in rationality for
an arbitrary fixed k ≥ 1. So up to k-fold belief in rationality can only ever fail at the limit where
we try to extend a belief hierarchy expressing finitely many layers of belief in rationality to
one that does so for all k ∈ N.
As implied by Theorem IV.4.2, it is not guaranteed that common belief in rationality is possible
in games that do not preserve rationality at infinity. We will now present a concrete example
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of a game in which common belief in rationality is not possible.6
Example IV.4.3. (Common Belief in Rationality May not Be Possible)
Modified Bravery Game: (inspired by Geanakoplos et al. 1989)
Player 1 chooses to behave timidly or boldly while being observed by player 2. Player 1 is a
timid guy, so in almost all situations he prefers to behave timidly. Things are different, however,
when he thinks that player 2 considers his timidity a commonly known fact, not only believing
that player 1 chooses timid, but also believing that player 1 believes that player 2 believes that
he chooses timid, and so on. In that case player 1 is angry and wants to prove player 2 wrong
by choosing to act boldly.
Using the notation from the proof of Theorem IV.4.2, let b1timid = b1 [(timid, ∗), (timid, ∗), . . . ].
In words, b1timid is the belief hierarchy for player 1 where he believes that player 2 believes it
to be common knowledge that player 1 is going to choose timid. So he believes that player
2 believes that player 1 chooses timid, believes that player 2 believes that player 1 believes
that player 2 believes that player 1 chooses timid, and so on. Here, “believes” means “assigns
probability 1 to”.
Let the utility function for player 1 be such that u 1 (timid, b1timid ) = 0 and u 1 (bold, b1timid ) = 1,
whereas u 1 (timid, b1 ) = 1 and u 1 (bold, b1 ) = 0 for every other belief hierarchy b1  b1timid .
Hence, choice timid is always the uniquely rational choice for player 1, except when his belief
hierarchy is b1timid . The game is summarized in Table IV.1.
Table IV.1: Modified Bravery Game
b1 = b1timid

b1  b1timid

timid

0

1

bold

1

0

Note that this game does not preserve rationality at infinity. Indeed, choice timid is not rational
for the belief hierarchy b1timid , yet for every n we can find a belief hierarchy b̂1 with b̂1n = (b1timid )n
such that timid is rational for b̂1 .
We now prove that there is no belief hierarchy for player 1 that expresses common belief
in rationality.
We first show that the belief hierarchy b1timid does not express common belief in rationality.
By definition, b1timid is such that player 1 believes that player 2 believes that player 1 chooses
timid and has belief hierarchy b1timid . However, timid is not rational for the belief hierarchy
6 A similar example, the deeply surprising proposal, has independently been developed by Bjorndahl et al. (2013).
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b1timid , and hence under b1timid , player 1 believes that player 2 believes that player 1 chooses
irrationally. It follows that b1timid does not express up to 2-fold belief in rationality and, a fortiori,
also not common belief in rationality.
Suppose, contrary to what we want to prove, that there exists a belief hierarchy b1 for
player 1 that expresses common belief in rationality. Then b1 is such that player 1 believes
that player 2 only assigns positive probability to belief hierarchies b1 for player 1 that express
common belief in rationality. Since we have seen that the belief hierarchy b1timid does not
express common belief in rationality, we conclude that b1 must entail that player 1 believes that
player 2 only assigns positive probability to belief hierarchies b1 different from b1timid . Recall
that only choice timid is rational for every such belief hierarchy b1 . As under b1 , player 1 must
believe that player 2 believes in player 1’s rationality, b1 must imply that player 1 believes that
player 2 believes that player 1 chooses timid.
Moreover, b1 must be such that player 1 believes that player 2 believes that player 1 believes
that player 2 only assigns positive probability to belief hierarchies b1 for player 1 that express
common belief in rationality. Hence, under b1 , player 1 must believe that player 2 believes
that player 1 believes that player 2 only assigns positive probability to belief hierarchies b1
different from b1timid . As only choice timid is rational for every such belief hierarchy b1 , and b1
is such that player 1 believes that player 2 believes that player 1 believes that player 2 believes
in 1’s rationality, it follows that under b1 , player 1 believes that player 2 believes that player 1
believes that player 2 believes that player 1 chooses timid.
By continuing in this fashion, we conclude that b1 must be the belief hierarchy b1timid . This,
however, is a contradiction since we have seen that b1timid does not express common belief in
rationality. Hence, we conclude that there is no belief hierarchy for player 1 that expresses
common belief in rationality in this game.
As Example IV.4.3 and our Theorem IV.4.2 show, common belief in rationality can only ever
fail in psychological games where utility exhibits a peculiar type of discontinuous dependence
on the full belief hierarchy of players. Under these preconditions, it seems highly unlikely that
we would ever run into this problem in real-life applications of psychological games. Still, one
might ask how useful our existence condition preservation of rationality at infinity is relative
to what we already knew about the possibility of common belief in rationality in psychological
games from Geanakoplos et al. (1989) and Battigalli and Dufwenberg (2009). In the remainder
of this section, we therefore zoom in on the relation between our existence condition and theirs.
Firstly, we show that the previous existence conditions are implied by our condition in the
class of games we consider. Secondly, we provide a simple example of a game for which our
condition guarantees existence while the previously known ones do not.
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IV.4.2

Belief Continuity

Geanakoplos et al. (1989) show that for every psychological game with continuous utility functions given the product topology on Bi we can always find a psychological Nash equilibrium.
In what follows, we will refer to this continuity condition as belief continuity. Since a psychological Nash equilibrium is a special type of a belief hierarchy expressing common belief in
rationality, it follows from their result that common belief in rationality is always possible in a
belief-continuous psychological game. Battigalli and Dufwenberg (2009) provide a direct proof
that belief continuity ensures the possibility of common belief in rationality, not only for static
psychological games as considered here but also for dynamic psychological games.7
In this section, we study how this “classical" existence condition can be characterized within
our framework and how it relates to the sufficient conditions that we presented in the previous
section. As our characterization shows, belief continuity implies preservation of rationality at
infinity. Also, it is easy to come up with examples where our existence condition reaches
beyond belief continuity.
We start by defining belief continuity as introduced in Geanakoplos et al. (1989). To formally define this property, let d(bik , b̂ik ) denote the Lévy-Prokhorov distance between two kthorder beliefs bik , b̂ik ∈ Bik where bik , b̂ik are viewed as probability measures on C −i × Bk−1
−i . Also,
ˆ i , b̂i ) = ∞  1  k d(b k , b̂ k ). It is well known that the
for belief hierarchies bi , b̂i ∈ Bi , let d(b
k=1 2
i
i
distance dˆ then metricizes the product space Bi . Given these preliminaries, we define:
Definition IV.4.4. (Belief Continuity)
A psychological game Γ = (Ci , Bi , ui )i∈I is belief-continuous if for every player i, every choice
ci , every belief hierarchy bi , and every ε > 0 there is δ > 0 such that for any belief hierarchy b̂i
ˆ i , b̂i ) < δ we have that |ui (ci , bi ) − ui (ci , b̂i )| < ε.
with d(b
Coming from this original definition of belief continuity, a more intuitive and easy-to-check
characterization goes in terms of trembles of finite levels of higher-order beliefs.
Lemma IV.4.5. (Robustness to Trembles of Finite Order Characterizes Belief Continuity)
A psychological game Γ = (Ci , Bi , ui )i∈I is belief-continuous if and only if, for every player i, every
choice ci , every belief hierarchy bi , and every ε > 0 there are k ∈ N and δ > 0 such that for any
belief hierarchy b̂i with d(bim , b̂im ) < δ for all m ≤ k we have that |ui (ci , bi ) − ui (ci , b̂i )| < ε.

7 For dynamic games, Battigalli and Dufwenberg (2009) study common strong belief in rationality. So their
existence result goes even a little further in that they establish that also the existence of this refinement of common
belief in rationality is always ensured under an appropriate generalization of belief continuity for dynamic games.
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Proof.
⇒: To begin, assume that Γ is belief-continuous. Then, for all ci ∈ Ci , bi ∈ Bi and ε > 0,
ˆ i , b̂i ) < δ .
there is δ > 0 such that |ui (ci , bi ) − ui (ci , b̂i )| < ε whenever d(b


∞
1 m
< δ2 . Further take δˆ = δ2 and let b̂i ∈ Bi be such
Now choose k such that m=k+1
2
that d(bim , b̂im ) < δˆ for all m ≤ k. Then
 m
∞  m
1
1
d(bim , b̂im ) +
d(bim , b̂im )
2
2
m=1
m=k+1
k  m
∞  m
1 ˆ
1
δ+
<
2
2
m=1
m=k+1
k  m
1 δ δ
+ <δ
<
2
2 2
m=1
k

ˆ i , b̂i ) =
d(b

where for the first inequality we used d(bim , b̂im ) ≤ 1 for all bim , b̂im ∈ Bm
i and all m ∈ N.
By definition of δ , it now follows that |ui (ci , bi ) − ui (ci , b̂i )| < ε, establishing the first
direction.
⇐: Now assume Γ is such that, for every player i, every choice ci , every belief hierarchy bi ,
and every ε > 0, there is k ∈ N and δ > 0 such that d(bim , b̂im ) < δ for all m ≤ k implies
|ui (ci , bi ) − ui (ci , b̂i )| < ε.
Choose δˆ =

δ
2k

ˆ i , b̂i ) < δˆ. Then
and take bi , b̂i ∈ Bi such that d(b
 m
∞  m
1
1
δ
m m
d(bi , b̂i ) +
d(bim , b̂im ) < k .
2
2
2
m=1
m=k+1
k

ˆ i , b̂i ) =
d(b
So, in particular,

 m
1
δ
d(bim , b̂im ) < k ,
2
2
m=1
k

and hence d(bim , b̂im ) < δ for all m ≤ k.
By definition of δ , it now follows that |ui (ci , bi ) − ui (ci , b̂i )| < ε, establishing the second
direction.

Using the characterization from Lemma IV.4.5, it is straightforward to show that belief
continuity implies our condition preservation of rationality at infinity.
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Theorem IV.4.6. (Belief Continuity Refines Preservation of Rationality at Infinity)
If a game is belief-continuous, then it preserves rationality at infinity.
Proof. Consider a game Γ = (Ci , Bi , ui )i∈I that is belief-continuous, and take an arbitrary choice
ci and belief hierarchy bi . Suppose that for every n ≥ 1 there is some bi (n) with bin (n) = bin such
that ci is rational for bi (n). We show that ci is rational for bi .
Suppose, contrary to what we want to show, that ci is not rational for bi . Then, there is some
Define ε := 12 (ui (ci, bi ) − ui (ci , bi )).
choice ci such that ui (ci , bi ) < ui (ci, bi ).
Since the game is belief-continuous, by Lemma IV.4.5, there are an n ≥ 1 and a δ > 0 such that
|ui (ci , bi ) − ui (ci , b̂i )| < ε and |ui (ci, bi ) − ui (ci, b̂i )| < ε for every b̂i with d(b̂im , bim ) < δ, m ≤ n.
In particular, it follows that
|ui (ci , bi ) − ui (ci , bi (n))| < ε

and

|ui (ci, bi ) − ui (ci, bi (n))| < ε

since, by definition, d(b̂im , bim ) = 0, m ≤ n. Consequently,
ui (ci, bi (n)) − ui (ci , bi (n)) = ui (ci, bi ) + (ui (ci, bi (n)) − ui (ci, bi ))
−ui (ci , bi ) − (ui (ci , bi (n)) − ui (ci , bi ))
> ui (ci, bi ) − ui (ci , bi ) − 2ε = 0,
which implies that ci is not rational for bi (n). This, however, is a contradiction, and hence we
conclude that ci is rational for bi . Therefore, the game preserves rationality at infinity.

It is now clear that our existence condition preservation of rationality at infinity nests all
previously known existence results for static psychological games.
As shown in Geanakoplos et al. (1989), requiring belief continuity even ensures a little more
than just the possibility of common belief in rationality. On top of this, there exists a psychological Nash equilibrium in every belief-continuous game. That is, we can find a combination
of simple belief hierarchies for all players that expresses common belief in rationality.8
Definition IV.4.7. (Psychological Nash Equilibrium)

Let σ ∈ i∈I Δ(Ci ) be a vector of probability distributions over players’ choices and let bi [σ ] be
the belief hierarchy for player i where (1) i has belief σ−i about the opponents’ choices, (2) for every
j  i, i assigns probability 1 to the event that j has belief σ−j about the opponents’ choices, and
so on. σ constitutes a psychological Nash equilibrium if, for every player i and every choice
ci ∈ supp(σi ), we have that ui (ci , bi [σ ]) ≥ ui (ci, bi [σ ]) for all ci ∈ Ci .
8 For
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Theorem IV.4.8. (Existence of Psychological Nash Equilibrium)
Let Γ = (Ci , Bi , ui )i∈I be a belief-continuous psychological game. Then Γ has a psychological Nash
equilibrium.


Proof. Shown in Geanakoplos et al. (1989), Theorem 1.

To show where preservation of rationality at infinity does reach beyond belief continuity,
we provide a slightly modified version of Example IV.4.3.
Example IV.4.9. (Common Belief in Rationality without Belief Continuity)
Modified Bravery Game II:
We consider a variation of the game from Example IV.4.3. Different from before, player 1
already gets angry if he believes that player 2 is sure that player 1 will choose to behave timidly.
In that case player 1 wants to prove player 2 wrong by choosing to act boldly.
Let B 1 (∗, timid) be the set of belief hierarchies for player 1 such that he believes that player
2 believes that he chooses timid. Here, “believes” means “assigns probability 1 to”. The utility
function for player 1 is now given by u 1 (timid, b1 ) = 1, u 1 (bold, b1 ) = 0 for b1  B 1 (∗, timid)
and u 1 (timid, b1 ) = 0, u 1 (bold, b1 ) = 1 for b1 ∈ B 1 (∗, timid). That is, player 1 prefers to choose
bold if and only if he is sure that player 2 believes him to choose timid with probability 1 and
he prefers to choose timid otherwise. The game is summarized in Table IV.2.
Table IV.2: Modified Bravery Game II
b1 ∈ B 1 (∗, timid) b1  B 1 (∗, timid)
timid

0

1

bold

1

0

It is easy to see that this game preserves rationality at infinity. Since utilities depend on
at most second-order beliefs, ci is necessarily rational for bi whenever ci is rational for some
b̂i with b̂i2 = bi2 . However, the game is not belief-continuous since slightly perturbing secondorder beliefs for any b1 ∈ B 1 (∗, timid) leads to discontinuous changes in u 1 (bold, b1 ).
So while belief-continuity does not allow us to ascertain the possibility of common belief in
rationality, preservation of rationality at infinity does. In fact, it is easy to find belief hierarchies
that rationalize either choice for player 1 while expressing common belief in rationality.
To do this, we vary the technique from the proof of Theorem IV.4.2. Take a sequence of
choice profiles c k ∈ C 1 × C 2 where c 1 = c 2 = (timid, ∗). With the operator d from the proof of
Theorem IV.4.2. We now construct, for both players i,
bi (1) = bi [d(1), c 1 , c 2 , . . . ],
115

IV. COMMON BELIEF IN RATIONALITY IN PSYCHOLOGICAL GAMES

bi (2) = bi [d(2), d(1), c 1 , . . . ],
and, more generally,
bi (k) = bi [d(k), d(k − 1), . . . , d(1), c 1 , . . . ], k ≥ 1.
Note that (d(k))k∈N = ((bold, ∗), (bold, ∗), (timid, ∗), (timid, ∗), (bold, ∗), (bold, ∗), . . . ) such that
the sequence of choice profiles enters a cycle. This follows from the fact that timid is rational
for player 1 whenever b12 = ((c 1 , ∗), (bold, ∗)), c 1 ∈ {bold, timid} and that bold is rational
for him whenever b12 = ((c 1 , ∗), (timid, ∗)), c 1 ∈ {bold, timid}. Since the belief hierarchy b̂i =
bi [(bold, ∗), (bold, ∗), (timid, ∗), (timid, ∗), (bold, ∗), (bold, ∗), . . . ] is then generated by infinitely
repeating cycles of choice profiles where each profile is rational given the second-order belief
induced by the preceding two, b̂i expresses common belief in rationality for all players i.
While the Modified Bravery Game II must allow for common belief in rationality by our
Theorem IV.4.2, the fact that utilities are not belief-continuous leaves it open whether a psychological Nash equilibrium exists. To conclude, we show that there is indeed no equilibrium.
To see this, note that there is no simple belief hierarchy that expresses common belief in
rationality in this game: Player 1 strictly prefers to choose timid whenever b1  B 1 (∗, timid)
and strictly prefers to choose bold otherwise. So the only candidates for his equilibrium belief
hierarchy would be the two deterministic belief hierarchies b1 [(timid, ∗), (timid, ∗), . . . ] and
b1 [(bold, ∗), (bold, ∗), . . . )]. However, since timid is not rational for player 1 if he entertains
b12 = ((timid, ∗), (timid, ∗)) and since bold is not rational for player 1 if he entertains b12 =
((bold, ∗), (bold, ∗)), neither of these expresses up to 2-fold belief in rationality. It follows that
there is no psychological Nash equilibrium in this game.
The game from Example IV.4.9 might appear a bit artificial, but it encapsulates a highly relevant psychological phenomenon: In many experimental and real-life risky decisions, people
are prone to the certainty effect (Tversky and Kahneman 1981, 1986). Moving from almost
certainty to certainty of an event can discontinuously change the evaluation of alternatives
and thereby dramatically change behavior. Given the prevalence of the certainty effect in individual decision settings, it is plausible that similar discontinuities can also play a role when
agents reason about others’ intentions and beliefs. Clearly, whenever we want to model a game
in ways that take account of the certainty effect and similar discontinuities in the processing
of subjective probabilities, we will automatically venture outside the class of belief-continuous
games. At the same time, already the fact that people in real-life decision problems plausibly
care about at most finite levels of higher-order beliefs puts us squarely within the realm of
games that preserve rationality at infinity.
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IV.5

Common Belief in Rationality Characterized

In this section, we define an algorithm called iterated elimination of choices and belief hierarchies
that characterizes common belief in rationality in general psychological games. The algorithm
generalizes traditional iterated elimination of strictly dominated choices in an intuitive way.
It proceeds by iterative elimination of combinations of choices and belief-hierarchies (ci , bi ).
At this point, it might not be all that obvious that we even have to generalize iterated elimination
of strictly dominated choices (which characterizes common belief in rationality in traditional
games) to tackle common belief in rationality in psychological games. Therefore, we start by
presenting an example to convince ourselves that elimination of choices will not be enough to
study common belief in rationality in most interesting psychological games. Subsequently, we
formally define the algorithm after which we illustrate it by means of an example.

IV.5.1

Elimination of Choices is Not Enough

We will now discuss an example which shows that, in a psychological game, elimination of
choices alone may not be enough to arrive at the choices that can rationally be made under
common belief in rationality.
Example IV.5.1. (Elimination of Choices Does not Work in a Psychological Game)
Playing Hard to Get:
You and Alice decided to have a date at a nice bar in town. Now it is the night of nights and
you wonder whether to go to the date or to stay at home and ditch Alice. At the other end of
town, Alice is asking herself the same question.
To have a good evening no matter what, you suggested your favorite bar. So already without the date you prefer not to stay home. Obviously though, you still like it more if Alice comes
than otherwise. At the same time, Alice seemed very confident that you would want to date
her if only she agreed and you are still a bit annoyed by that fact. That is why you consider
ditching her in the first place. In particular, you get more enjoyment out of ditching Alice the
more you think she expects that you go to the bar. If you ditch her, it is clear that there will not
be another date. So given that you decide to ditch Alice, you do not care whether she comes
to the bar or not.
Alice’s preferences are less capricious. She prefers to go if she thinks you will likely come
and otherwise she prefers to ditch you.
Formally, this is a two-player psychological game Γ in which I = {y, a} and Cy = Ca =
{date, ditch}. No different from a traditional game, Alice’s utility function only depends on
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first-order beliefs. Specifically,
ua (date, ba ) = ba1 (date), ua (ditch, ba ) = 1 − ba1 (date).
Different from a traditional game, the your utility function depends on both first- and
second-order beliefs. Let it be defined as follows.
∫
uy (date, by ) = 1 + by1 (date), uy (ditch, by ) =
ba1 (date) dby =: εy2 (date)
Ca ×Ba

Here εy2 (date) represents the expected probability you think Alice assigns to your choice date.
Since ba1 , by1 , and εy2 are all probabilities and since Alice’s and your utility functions are
linear in those probabilities, we can conveniently depict utilities by finite matrices as we are
used to do in traditional static games. In particular, Alice’s and your utility functions can be
summarized by one finite matrix for Alice and two finite matrices for you (see Table IV.3).
Table IV.3: Playing Hard to Get
by1
You date

εy2

ditch

You date

+

ditch

date

2

1

date

0

0

ditch

0

0

ditch

1

0

ba1
Alice date

ditch

date

1

0

ditch

0

1

Alice’s matrix and your first matrix collect the utility the given player derives from probabilityone first-order beliefs. The second matrix for you collects the utility that depends on your
second-order beliefs. More precisely, only the expected probability which you believe Alice to
assign to you choosing date matters for your utility. We call this your second-order expectation
regarding your choice date. Because your utility is linear in this second-order expectation,
we can summarize that component of uy by collecting the utility you derive from the extreme
second-order expectations (εy2 (date) = 1 and εy2 (date) = 0) in the second matrix.9
The resulting psychological game is about as well-behaved as a psychological game can
9 This
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be without being a traditional game.10 Still, already for this game, we can show that iterated
elimination of strictly dominated choices, which characterizes common belief in rationality in
any traditional game, will not suffice to characterize common belief in rationality in Playing
Hard to Get.
To see this, first note that every choice in this game can be rationalized by at least one belief
hierarchy for the respective player:
• For Alice, choosing date is rational whenever she believes that you choose date with
probability greater than 12 and ditch is rational otherwise.
• For you, choosing ditch is rational whenever you believe, with probability 1, that Alice
chooses ditch and believes, again with probability 1, that you choose date. For any other
belief of you, your choice date is rational.
Since any choice of any player can be rationalized by at least one belief for the respective player,
it follows that iterated elimination of choices does not eliminate any choices for any player in
this game. However, we can easily show that both you and Alice can only choose date under
common belief in rationality.
The reasoning goes as follows: Given the coordinative nature of Alice’s decision problem,
she should choose date when she deems it more likely that you choose date and she should
choose ditch otherwise. At the same time, you can only choose ditch if you are sure that Alice
chooses ditch and thinks that you choose date. However, in this case, you would not believe
in Alice’s rationality. Hence, under common belief in rationality you can only choose date.
Therefore, also Alice can only choose date under common belief in rationality.
Note that, different from what we can observe in traditional games, there are no irrational
choices for any player in Playing Hard to Get, but there is a choice, namely your choice ditch,
that is not rational if you believe in Alice’s rationality. By contrast, in a traditional game, there
can be choices that are not rational under belief in the opponents’ rationality only if there are
irrational choices as well. This is precisely the reason why iterated elimination of choices does
not characterize common belief in rationality in Playing Hard to Get.
10 The reader may check that, in terms of classifications in Section IV.7 and in Jagau and Perea (2018b), Playing
Hard to Get is a unilateral, additive expectation-based psychological game, which can be shown to imply that
common belief in rationality for this game can be characterized by a finite algorithm that proceeds by iteratively
imposing linear restrictions on choices and beliefs.
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IV.5.2

Iterated Elimination of Choices and Belief Hierarchies

It might now seem clear that in general psychological games, where utilities may depend nonlinearly on arbitrary levels of beliefs, we cannot do better than directly eliminating in the belief
space Bi . Example IV.4.3 already shows that we sometimes need all information encoded in
belief hierarchies bi to figure out which choices are rational under common belief in rationality
for a given player in a psychological game.11 We therefore start with a general algorithm that
characterizes common belief in rationality while keeping track of full belief hierarchies bi .
Procedure IV.5.2. (Iterated Elimination of Choices and Belief Hierarchies)
Step 1: For every player i ∈ I , define
Ri (1) = {(ci , bi ) ∈ Ci × Bi | ui (ci , bi ) ≥ ui (ci, bi ), ∀ci ∈ Ci }.
Step k ≥ 2: Assume Ri (k − 1) is defined for every player i. Then, for every player i,
Ri (k) = {(ci , bi ) ∈ Ri (k − 1)| bi ∈ Δ(R −i (k − 1))}.
We finally define
Ri (∞) =

%

Ri (k).

k ≥1

We collect the basic properties of iterated elimination of choices and belief hierarchies in
the following observation.
Observation IV.5.3. (Basic Properties of Iterated Elimination of Choices and Belief Hierarchies)
a) For every k, the belief hierarchies bi that exhibit up to k-fold belief in rationality are exactly
the belief hierarchies surviving k + 1 consecutive steps of elimination of choices and belief
hierarchies. Also the choices that can be made under up to k-fold belief in rationality are
exactly the choices in the projection projCi (Ri (k + 1)).
b) The belief hierarchies bi that exhibit common belief in rationality, if existent, are exactly
the belief hierarchies that survive iterated elimination of choices and belief hierarchies. The
choices that can be rationally made under common belief in rationality are exactly the
choices in the projection projCi (Ri (∞)).
11 More formally, this is seen in Example IV.5.4 below where we apply iterated elimination of choices and belief
hierarchies to the game from Example IV.4.3.
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We refrain from proving the equivalence of k + 1 steps of iterated elimination of choices
and belief hierarchies and up to k-fold belief in rationality as introduced in Definition IV.3.3
since it is obvious from inspection. For each layer k of belief in rationality, we there require
that belief hierarchies only deem possible opponents’ belief hierarchies that express up to k −1fold belief in rationality. That is exactly what we are doing if, moving from Ri (k) to Ri (k + 1),
we require that player i’s belief hierarchy should be induced by a probability distribution over
combinations of choices and belief hierarchies in Δ(R −i (k)).
At every step, the procedure restricts choice-belief combinations according to increasing
layers of belief in rationality. For traditional games, this will yield the same reduction of the
choice set as iterated elimination of strictly dominated choices would. However, the output of

the procedure lives in i∈I (Ci × Bi ), so it actually corresponds to an epistemic model. Specifically, it corresponds to the largest epistemic model for the given game where all types express
common belief in rationality. In traditional games we can – but do not have to – drag along
all this additional information while iteratively characterizing common belief in rationality. In
contrast, the potential dependence of utility on the full belief hierarchy in psychological games
does not in general allow us to disregard any part of the information encoded in the space of
belief hierarchies at any step of the iterative characterization.
That algorithm IV.5.2 does characterize common belief in rationality in static psychological games might hardly seem surprising. In essence, it is a restatement of Definition IV.3.3
as an algorithm. The more interesting question is whether and when we can find simplifications of Procedure IV.5.2 that keep track of less than players’ choices and the full information
encoded in belief hierarchies to characterize common belief in rationality. This is clearly possible in traditional games where iterated elimination of strictly dominated choices does provide
a characterization of common belief in rationality that only keeps track of players’ choices.
In Section IV.6 we generalize the result for traditional games by providing a procedure called
iterated elimination of choices and nth-order beliefs that characterizes common belief in rationality in so-called belief-finite psychological games while only keeping track of choices and finite
levels of higher-order beliefs.

IV.5.3 Example
By Observation IV.5.3, iterated elimination of choices and belief hierarchies characterizes common belief in rationality for any psychological game. In particular, we should then expect that
the procedure yields an empty reduction when applied to the game from Example IV.4.3. As
we now show, this is indeed the case.
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Example IV.5.4. (The Procedure when Common Belief in Rationality Is not Possible)
Reconsider the Modified Bravery Game from Example IV.4.3. We now apply iterated elimination of choices and belief hierarchies to this game. Before we start, it is useful to define,
for all n ≥ 1, the set B 1(n) (b1timid ) = {b1 ∈ B 1 |b1n = b1timid,n } of belief hierarchies for player 1
that induce the same nth-order belief as b1timid . We also define B 1(0) (b1timid ) = B 1 and note that

(n) timid
) = {b1timid }. Given these preliminaries, the procedure yields
n∈N B 1 (b 1
1. R 1 (1) = {(bold, b1timid )} ∪ {(timid, b1 )|b1  b1timid } and R 2 (1) = C 2 × B 2 ,
2. R 1 (2) = R 1 (1) and R 2 (2) = {(∗, b2 )|b2 ∈ Δ({(bold, b1timid )} ∪ {(timid, b1 )|b1  b1timid })},
3. R 1 (3) ⊆ {(timid, b1 )|b1  b1timid } and R 2 (3) = R 2 (2),
4. R 1 (4) = R 1 (3) and R 2 (4) ⊆ {(∗, b2 )|b2 ∈ Δ({(timid, b1 )|b1  b1timid })},
5. R 1 (5) ⊆ {(timid, b1 )|b1 ∈ B 1(2) (b1timid )\{b1timid }} and R 2 (5) = R 2 (4).
Continuing in this fashion we obtain, for any k ≥ 0,
R 1 (3 + 2k) ⊆ {(timid, b1 )|b1 ∈ B 1(2k) (b1timid )\{b1timid }} and
R 2 (4 + 2k) ⊆ {(∗, b2 )|b2 ∈ Δ({(timid, b1 )|b1 ∈ B 1(2k) (b1timid )\{b1timid })}.
In the limit, we get

%
k∈N

R 1 (k) ⊆

and

%

R 2 (k) ⊆

.

k∈N

In agreement with our impossibility result from Example IV.4.3, iterated elimination of choices
and belief hierarchies yields an empty reduction. Note that Ri (k)  , i ∈ {1, 2} for any
finite k.12 So we need to use all information encoded in players’ belief hierarchies to determine
the (empty) set of combinations of choices and belief hierarchies expressing common belief in
rationality in this game.
As the example shows, eliminating choices that are inconsistent with common belief in
rationality in psychological games can be much more intricate than in traditional games –
partly because we need to drag along much more information about players’ beliefs than for
standard elimination procedures. In the remainder of this chapter, we will consider conditions under which elimination of choices and belief hierarchies can be replaced by a simpler
procedure that keeps track of less information about belief hierarchies.
12 While it is not straightforward to write down the exact reduction generated by the procedure, we can easily
construct belief hierarchies consistent with up to k-fold belief in rationality using the method from Theorem
IV.4.2, which suffices to show that each finite reduction is non-empty.
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IV.6

Belief-Finite Games

In this section, we introduce an important special case of psychological games. In belief-finite
games, the utilities of players only depend on finitely many levels of higher-order beliefs:
Definition IV.6.1. (Belief-Finite Games)
A psychological game Γ = (Ci , Bi , ui )i∈I is belief-finite if there is some n ≥ 1 such that for every
player i, every choice ci ∈ Ci , and every two belief hierarchies bi and b̂i in Bi with bin = b̂in we have
that ui (ci , bi ) = ui (ci , b̂i ).
It is not hard to see that every belief-finite game preserves rationality at infinity: Suppose
that, for belief hierarchy bi and every m ≥ 1, there is some b̂i with b̂im = bim such that choice ci
is rational given b̂i . Now let utility depend on at most nth-order beliefs for some fixed n ≥ 1.
By assumption, there is b̂i with b̂in = bin such that choice ci is rational given b̂i . But then also ci
is rational for bi . This leads to the following observation.
Observation IV.6.2. (Belief Finiteness and Preservation of Rationality at Infinity)
Every belief-finite game preserves rationality at infinity.
In view of Theorem IV.4.2 we may thus conclude that every belief-finite game allows for
belief hierarchies that express common belief in rationality.
More interestingly, belief-finite games also allow for a considerably simpler characterization of common belief in rationality. In the remainder of this section, we introduce and study
this procedure, which we call Iterated Elimination of choices and nth-order beliefs.13 We will
show that k + 1 steps of this procedure characterize up to k-fold belief in rationality in every
belief-finite psychological game where utilities depend on at most n+1 levels of beliefs. Further,
we prove that the characterization goes through to common belief in rationality if the game,
in addition, is belief-continuous. Subsequently, we illustrate Iterated Elimination of choices and
nth-order beliefs by means of an example. Lastly, we zoom in on an additional issue that can
arise if a belief-finite game is not belief-continuous. Choices in such games might be rationalizable under up to k-fold belief in rationality for every finite k while not being rationalizable
under common belief in rationality.
13 For traditional games, the algorithm iterated elimination of choices and 0th-order beliefs defined in this section
is exactly the same as iterated elimination of strictly dominated choices.
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IV.6.1

Iterated Elimination of Choices and nth-Order Beliefs

Henceforth, we will assume that utility functions only depend on n + 1th-order beliefs so that
we can write utilities as functions
ui : Ci × Bin+1 → R.
Procedure IV.6.3. (Iterated Elimination of Choices and nth-Order Beliefs)
Step 1: For every player i ∈ I , define
Rin (1) ={(ci , bin ) ∈ Ci × Bin |∃bin+1 ∈ Bin+1 with margX n bin+1 = bin
i

such that ui (ci , bin+1 ) ≥ ui (ci, bin+1 ), ∀ci ∈ Ci }.

Step k ≥ 2: Assume Rin (k − 1) is defined for every player i. Then, for every player i,
Rin (k) ={(ci , bin ) ∈ Rin (k − 1)|∃bin+1 ∈ Δ(Rn−i (k − 1)) with margX n bin+1 = bin
i

such that ui (ci , bin+1 ) ≥ ui (ci, bin+1 ), ∀ci ∈ Ci }.
We finally define
Rin (∞) =

%
k ≥1

Rin (k).

Elimination of choices and nth-order beliefs coincides with the full-blown elimination of
choices and belief hierarchies except for keeping track of only nth-order beliefs. This naturally
generalizes the characterization of common belief in rationality in traditional games: Whenever utility depends on at most n + 1th-order beliefs, we may eliminate amongst choices and
nth-order beliefs. So, in particular, when utility depends only on first-order beliefs, we can
resort to the familiar procedure iterated elimination of strictly dominated choices.
In a psychological game where utilities depend only on up to n +1th-order beliefs, our more
general procedure is always enough to iteratively characterize all choices and all nth-order beliefs that are consistent with k-fold-belief in rationality. Also, any combination of choices and
nth-order beliefs that is consistent with common belief in rationality does survive the procedure. As it turns out, though, it is not necessarily true that any combination of choices and
nth-order beliefs that survives the procedure is consistent with common belief in rationality.
124

IV.6. BELIEF-FINITE GAMES

This will be true, however, provided that the game under study is belief-continuous. We establish all these results in the next theorem. To state the theorem compactly, we define:
Definition IV.6.4. (Consistency with up to k-Fold and Common Belief in Rationality)
A choice-belief combination (ci , bin ) ∈ Ci × Bin for player i is
a) consistent with up to k-fold belief in rationality for player i if there exists a belief
hierarchy bi that expresses up to k-fold belief in rationality, induces bin , and rationalizes ci ,
b) consistent with common belief in rationality for player i if there exists a belief hierarchy bi that expresses common belief in rationality, induces bin , and rationalizes ci .
We are now ready to state Theorem IV.6.5.
Theorem IV.6.5. (The Algorithm Works)
Take a psychological game Γ in which utilities depend only on n + 1th-order beliefs.
1. For all k ≥ 0, the choice-belief combinations (ci , bin ) ∈ Ci × Bin that are consistent with up
to k-fold belief in rationality are exactly the choice-belief combinations in Rin (k + 1).
2. Any choice-belief combination (ci , bin ) ∈ Ci × Bin that is consistent with common belief in
rationality is in Rin (∞).
3. In a belief-continuous game, any choice-belief combination (ci , bin ) in Rin (∞) is consistent
with common belief in rationality.
Proof.
Part 1:
⇒ To start, we show that any (ci , bin ) that is consistent with up to k-fold belief in rationality
is in Rin (k + 1). We proceed by induction over k ≥ 0.
Induction Start: Suppose that (ci , bin ) is consistent with 0-fold belief in rationality. Then
ci is rational for some belief hierarchy bi that induces bin . Since utility depends on at
most n + 1 belief levels, the n + 1th-order belief bin+1 that is induced by bi must satisfy
ui (ci , bin+1 ) ≥ ui (ci, bin+1 ), ∀ci ∈ Ci . It follows that (ci , bin ) ∈ Rin (1) since bin = margX n bin+1 .
i

Induction Step: Assume that, for all players i, (ci , bin ) ∈ Rin (k + 1) whenever (ci , bin ) is
consistent with up to k-fold belief in rationality. Now let (ci , bin ) be consistent with up to
k + 1-fold belief in rationality. We need to show that (ci , bin ) ∈ Rin (k + 2).
Since (ci , bin ) is consistent with up to k + 1-fold belief in rationality, there is a bi ∈ Bi that
expresses up to k + 1-fold belief in rationality such that bi rationalizes ci and induces bin .
Hence, we know that
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1. ui (ci , bin+1 ) ≥ ui (ci, bin+1 ), ∀ci ∈ Ci where bin+1 is induced by bi .
2. bi also expresses up to k-fold belief in rationality. So, by the induction assumption,
(ci , bin ) ∈ Rin (k + 1) where bin is induced by bi .
3. bi assigns probability 1 to the set of combinations (c −i , b−i ) of opponents’ choices
and belief hierarchies, where, for every j  i, b j rationalizes c j and expresses up to
k-fold belief in rationality. So, by the induction assumption, for every such (c j , b j ),
we have that (c j , b nj ) ∈ Rnj (k + 1), j  i, where b nj is induced by b j , and therefore
bin+1 ∈ Δ(Rn−i (k + 1)).
4. bin = margX n bin+1 .
i

Combining (1)-(4), it follows that (ci , bin ) ∈ Rin (k + 2), establishing the first direction.
⇐ For this direction, we show that, for any (ci , bin ) ∈ Rin (k + 1), there is a belief hierarchy bi
exhibiting up to k-fold belief in rationality that induces bin and rationalizes ci . Again, we
proceed by induction over k ≥ 0.
Induction Start: Let (ci , bin ) ∈ Rin (1). Then there is a bin+1 that induces bin and rationalizes ci .
So take any bi such that bi induces bin+1 . Then bi rationalizes ci , completing the induction
start.
Induction Step: Assume that, for every player i and any (ci , bin ) ∈ Rin (k +1), there is a belief
hierarchy bi inducing bin , rationalizing ci , and exhibiting up to k-fold belief in rationality.
We have to show that if (ci , bin ) ∈ Rin (k +2), then there is a belief hierarchy bi that exhibits
up to k + 1-fold belief in rationality, induces bin , and rationalizes ci .
So let (ci , bin ) ∈ Rin (k + 2). Then there is an n + 1th-order belief bin+1 ∈ Δ(Rn−i (k + 1))
that rationalizes ci and induces bin . For every player j  i, let Θnj ⊆ Rnj (k + 1) be the
set of combinations of choices and nth-order beliefs in the support of bin+1 . By the induction assumption, for any (c j , b nj ) ∈ Θnj , there is a belief hierarchy b j =: θ j (c j , b nj ) that
expresses up to k-fold belief in rationality, induces b nj , and rationalizes c j . Given the
mapping θ j , for any measurable Enj ⊆ Θnj , let θ j (E j ) = {θ j (c j , b nj )|(c j , b nj ) ∈ Θnj }. Now

let bi be the belief hierarchy given by bin+1 (En−i ) = bi ( ji θ j (Enj )) for every measurable

n
En−i ⊆
ji Θj . Since bi assigns full probability to combinations of choices and belief
hierarchies (c j , b j ) = (c j , θ j (c j , b nj )) such that θ j (c j , b nj ) expresses up to k-fold belief in
rationality and rationalizes c j , it follows that bi expresses up to k + 1-fold belief in rationality. Moreover, since bi induces bin+1 and bin+1 rationalizes ci , bi rationalizes ci as well.
This establishes the second direction.
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Part 2:
Part 2 directly follows from part 1 and the fact that any choice-belief combination (ci , bin ) that
is consistent with common belief in rationality is automatically consistent with up to k-fold
belief in rationality for any k ≥ 0. So any (ci , bin ) that is consistent with common belief in
rationality will certainly survive the algorithm.
Part 3:
Part 3 emerges as a consequence of part 1 and our Theorem IV.6.8 further below: Take a belieffinite game in which utilities depend on at most n + 1th-order beliefs and, furthermore, assume
that the game is belief-continuous. Let (ci , bin ) ∈ Rin (∞). Again, by part 1, there is a sequence
(bi (k))k∈N of belief hierarchies where each bi (k) induces bin , expresses up to k-fold belief in
rationality, and rationalizes ci . Hence bi (k) ∈ Bi (k, ci ) for every k where Bi (k, ci ) is defined as in
the proof of Theorem IV.6.8. Since Bi is Polish and thereby sequentially compact, (bi (k))k∈N has
a converging subsequence (bi(k))k∈N , the limit of which we denote by bi(∞). Note that, clearly,
bi(∞) induces bin . Now, as we saw in the proof of Theorem IV.6.8, Bi (k, ci ) is compact for every
k ≥ 1. So fix some arbitrary k. Then bi(m) ∈ Bi (k, ci ) for all m ≥ k and bi(∞) ∈ Bi (k, ci ) by
compactness of Bi (k, ci ). Since k was arbitrary, we can conclude that bi(∞) ∈ Bi (ci , ∞). And as
bi(∞) induces bin , it follows that (ci , bin ) is consistent with common belief in rationality.

If a belief-finite game is not belief-continuous, iterated elimination of choices and nth-order beliefs will in general not provide an exact characterization of common belief in rationality. The
reason is that we might have to reckon with elimination of choices at the limit of common belief in rationality: If players’ utilities depend on n +1th-order beliefs in a non-belief-continuous
game, then we might have a choice-belief combination (ci , bin ) that can be rationalized under
up to k-fold belief in rationality using some belief hierarchy bi (k) for any given k, but – since
the reductions Rin (k) are not necessarily closed sets – it might be that none of these belief hierarchies does the trick for all k at the same time. Then (ci , bin ) would end up in Rin (∞), but clearly
it would not be consistent with common belief in rationality. So surviving iterated elimination of choices and nth-order beliefs is only a necessary – and not a sufficient – condition for
choice-belief combinations to be consistent with common belief in rationality in such games.
In Section IV.6.4 we mount a thorough investigation of elimination at the limit, providing a
formal proof that belief continuity is sufficient to ensure that this phenomenon cannot occur and
an explicit example of a belief-discontinuous, belief-finite game where choices do get eliminated
at the limit of common belief in rationality.
We can still find a procedure, called iterated elimination of choices and nth- and higherorder beliefs, that does exactly characterize common belief in rationality in belief-finite, belief-
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discontinuous games while using strictly less information than we would use under iterated
elimination of choices and belief hierarchies. That procedure, however, is substantively more
complicated than iterated elimination of choices and nth-order beliefs. Details and proofs are
provided in Appendix B.

IV.6.2

Example

We illustrate iterated elimination of choices and nth-order beliefs using the game introduced
in Example IV.5.1.
Example IV.6.6. (The Procedure in Playing Hard to Get)
In this example, we reconsider Playing Hard to Get as first discussed in Example IV.5.1. Since
all players’ utilities in this game depend only on second-order beliefs and since the game is
belief-continuous, we can apply iterated elimination of choices and 1st-order beliefs to determine the choice-belief combinations that are consistent with common belief in rationality. The
procedure gives us
1. Ry1 (1) = {(ditch, by1 )|by1 (ditch) = 1} ∪ {(date, by1 )|by ∈ By1 } and
Ra1 (1) = {(date, ba1 )|ba1 (date) ≥ 12 } ∪ {(ditch, ba1 )|ba1 (date) ≤ 12 },
2. Ry1 (2) = {(date, by1 )|by1 ∈ By1 } and Ra1 (2) = Ra1 (1),
3. Ry1 (3) = Ry1 (2) and Ra1 (3) = {(date, ba1 )|ba1 (date) = 1} =: {(date, date)},
4. Ry1 (4) = {(date, by1 )|by1 (date) = 1} =: {(date, date)} and Ra1 (4) = Ra1 (3).
After four steps of elimination, only a unique combination of choices and first-order beliefs remains admissible for each player so that the procedure has converged. It follows that (date, date)
is the only choice-belief combination that is consistent with common belief in rationality for
both you and Alice. Note that, different from what we can observe under regular iterated elimination of dominated choices, elimination of choices under the present procedure kicks in at
the second step only and three steps of the procedure select date as the unique choice that is
consistent with common belief in rationality for both you and Alice. This mirrors the fact, mentioned earlier, that there are no irrational choices in Playing Hard to Get, but there is a choice,
namely your choice ditch, that is not rational under belief in the opponent’s rationality.
Even though keeping track of a finite number of payoff-relevant belief-levels considerably
simplifies things, elimination of choices and nth-order beliefs can still take an infinite number
of steps to converge for suitably specified utility functions. This will be illustrated in the next
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subsection. So we will need to restrict admissible utility functions further if we want a finite
elimination procedure. One way in which we can do this will be explored in Section IV.7.

IV.6.3

The Procedure is Not Finite

We will now show by means of an example that already in the simplest non-degenerate case
of a 2 × 2-psychological game, where both players only care about the first- and second-order
beliefs,14 the procedure does not necessarily terminate within finitely many steps.
Example IV.6.7. (Procedure May Not Terminate within Finitely Many Steps)
The Nightly Encounter:
Going home after another evening in your favorite bar, Alice and you are shortcutting through
a back alley when suddenly a menacing figure appears from out of the shadows. Both Alice
and you must think quickly, you can either stay or run.
Clearly you would never want to run and leave Alice behind or to be left behind by her. At
the same time, you have a pretty bad feeling about the situation. So you would prefer both of
you just running for it to staying and facing the potential danger together. In addition, you care
about what Alice expects you to do. In particular, if she believes that you will run anyway, then
you hate the idea of playing the bold guy and staying. At the same time, if she expects you to
be bold, then you do not want to be the coward that ends up running away. Since deep inside
you are still uncomfortable with the thought of staying in the first place, you like it better to
run away when Alice expects you to than you like it to stay when Alice expects that.
Alice’s preferences are similar to yours: She also would always rather have you both run
or stay than having one of you being left behind by the other. Also she does not like the idea
of playing bold when you expect her to make a run or of running away when you expect her
to be bold. However, she is less terrified by the menacing figure than you are, so that she tends
to think that running away would be unnecessarily cautious.
We model this situation as a 2 × 2-psychological game with player set I = {y, a} and choice
sets Cy = Ca = {stay, run}. Let your utility function be given by
uy (stay, by ) = 2(by1 (stay) + εy2 (stay)) and uy (run, by ) = 3(by1 (run) + εy2 (run)).
Similarly, Alice’s utility function is given by
ua (stay, ba ) = 3(ba1 (stay) + εa2 (stay)) and ua (run, ba ) = 2(ba1 (run) + εa2 (run)).
14 In fact, the game we discuss here has especially nice properties in that it is also additive. As we will see,
common belief in rationality can here be characterized by an LP-implementable algorithm. This applies more
generally in additive games, see Jagau and Perea (2018b).
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∫
As in Example IV.5.1, we define εi2 (ci ) = C ×B b j1 (ci ) dbi for i ∈ {a, y}. Recall that this expresj
j
sion, which we again refer to as the second-order expectation of player i regarding ci , captures
the expected probability which player i believes his opponent assigns to his choice ci . Similarly
to the previous example, we can represent Alice’s and your preferences by two pairs of finite
matrices containing the utilities that you and Alice derive from your extreme first-order beliefs
and your extreme second-order expectations. This is shown in Table IV.4 below.
Table IV.4: The Nightly Encounter
by1
You stay

εy2
run

+

You stay

run

stay

2

0

stay

2

0

run

0

3

run

0

3

ba1
Alice stay

εa2
run

+

Alice stay

run

stay

3

0

stay

3

0

run

0

2

run

0

2

The total utility for you is then the sum of these two utility components. For instance, your
utility from choosing stay if your first-order belief by1 is stay and if your second-order expectation εy2 is 12 (run + stay) is equal to 2 + 12 (2 + 0) = 3 (and similarly for Alice).
As we will see, iterated elimination of choices and first-order beliefs does not terminate within
finitely many steps here. The intuition behind the result goes as follows:
You have an inherent preference for choosing run over stay, so stay can only be rationalized for
you if you are sufficiently sure that Alice chooses stay and/or that she expects you to choose
stay. In particular, your preference for run is so strong that no expectation that Alice might have
regarding your choice could make you choose stay if you assign full probability to her choosing
run. So there is a minimum probability with which you must think that Alice chooses stay in
order to rationally choose stay yourself. At this minimum probability, you are just indifferent
between choosing run and stay, provided you assign full probability to Alice expecting you to
choose stay in your second-order expectation. By the same reasoning, Alice’s preference for
stay implies that there is a minimum probability that she must assign to you choosing run so
that she can rationally choose run, and this minimum probability must then go together with
her assigning full probability to you expecting her to choose run.
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Now assume that you rationally choose stay while believing in Alice’s rationality. Then,
by the preceding reasoning, you must assign some minimum probability to Alice choosing
stay. Moreover, since you believe Alice to choose rationally, for each probability mass you
put on Alice choosing run, you have to assume that Alice expects you to choose run with the
minimum probability that would be necessary to make choosing run rational for her. So for
each probability mass you put on Alice choosing run in your first-order belief, your secondorder expectation has to put at least this minimum probability on Alice expecting you to choose
stay. Consequently, if you believe in Alice’s rationality and you believe her to choose run with
positive probability, you cannot anymore assign full probability to her expecting you to choose
stay in your second-order expectation and, as a consequence, the minimum probability you
have to assign to Alice choosing stay so that you can rationally choose stay while believing
in Alice’s rationality will be strictly higher than the minimum probability from the preceding
step. The same reasoning, mutatis mutandis, implies that Alice must assign a strictly higher
minimum probability than before to you choosing run so that she can rationally choose run
and also believe in your rationality.
But then, if you want to choose stay under up to 2-fold belief in rationality, you will have
to take into account Alice’s new minimum probability on you choosing run in your secondorder expectation and this, in turn, will increase the minimum probability you must put on her
choosing stay even further.
Continuing in this fashion, it can be shown that, at every level k of up to k-fold belief in
rationality, you have to assign a strictly higher minimum probability to Alice choosing stay
in order to rationally choose stay than at the preceding level and similarly for Alice. Thus,
iterated elimination of choices and first-order beliefs will take infinitely many steps to converge
in this game.
To show this result more formally, we will now explicitly apply iterated elimination of choices
and first-order beliefs to determine the combinations of choices and first-order beliefs for you
and Alice that are consistent with common belief in rationality. Since utility functions here depend linearly on first-order beliefs and second-order expectations, we can conveniently capture
elimination steps as linear restrictions on the product space of first-order beliefs and secondorder expectations for both you and Alice.15
To determine the set Ry1 (1) of rational pairs of choices and first-order beliefs for you, we
first depict the pairs (by1 , εy2 ) of first-order beliefs and second-order expectations for which stay
15 This special property is more generally true of additive expectation-based games and can be used to define a
simplified version of iterated elimination of choices and nth-order beliefs. See Jagau and Perea (2018b).
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is rational and the pairs for which run is rational. See the left panel of Figure IV.1.
Note that stay can only be rational for a pair of beliefs and expectations (by1 , εy2 ) if by1 (run) ≤
4
1
1 2
5 . On the other hand, every first-order belief by can be extended to a pair (by , εy ) for which run
is rational. Hence, we conclude that
&
Ry1 (1)

=



(stay, by1 )by1 (run)

4
≤
5

'
{(run, by1 )|by1 ∈ Δ({stay, run})}.

∪

In a similar way we can derive Ra1 (1) from the right panel of Figure IV.1 and conclude that
&
Ra1 (1) = {(stay, ba1 )|ba1 ∈ Δ({stay, run})}

∪

'

1
(run, ba1 )ba1 (run) ≥
.
5

Figure IV.1: Beliefs and Expectations for which Choices are Rational
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The set of belief-expectation combinations (by1 , εy2 )) for which you believe in Alice’s rationality is then given by the convex hull of Ra1 (1). Graphically, this corresponds to the area above
the red line in the left panel of Figure IV.2.
Note that stay can only be rational for you for a pair of beliefs and expectations (by1 , εy2 ) in
Conv(Ra1 (1)) if by1 (run) ≤ 23 . On the other hand, every first-order belief by1 can be extended to a
pair (by1 , εy2 ) in Conv(Ra1 (1)) for which run is rational. Hence, we obtain that
&
'

2
Ry1 (2) = (stay, by1 )by1 (run) ≤
3
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Similarly, the convex hull of Ry1 (1) is given by the area below the red line in the right panel of
Figure IV.2. In the same way as above, we can derive from the right panel of Figure IV.2 that
&
Ra1 (2)

=

{(stay, ba1 )|ba1

∈ Δ({stay, run})}

∪



(run, ba1 )ba1 (run)

'
1
≥
.
3

Figure IV.2: Convex hull of Ra1 (1) and Ry1 (1)
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If we were to continue in this fashion, we would see that Ry1 (k)  Ry1 (k − 1) and Ra1 (k) 
Ra1 (k − 1) for every k ≥ 2, and hence iterated elimination of choices and first-order beliefs does
not terminate within finitely many steps.
Finally, it can be verified that

Ry1 (∞)

=




(stay, by1 )by1 (run)

√
≤

5−1
√
5



Ra1 (∞) = {(stay, ba1 )|ba1 ∈ Δ({stay, run})}

∪

{(run, by1 )|by1 ∈ Δ({stay, run})} and
&

∪


'

1
(run, ba1 )ba1 (run) ≥ √ ,
5

√

where √5−1 ≈ 0.55 and √1 ≈ 0.45. In particular, it follows that both you and Alice can rationally
5
5
choose stay and run under common belief in rationality. Figure IV.3 shows how the sets Ry1 (∞)
and Ra1 (∞) can be graphically constructed.
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Figure IV.3: Convex hull of Ra1 (∞) and Ry1 (∞)
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Elimination at the Limit

Even though belief-finite psychological games trivially preserve rationality at infinity and,
therefore, the possibility of common belief in rationality is always guaranteed within this class
of games, they can still exhibit an interesting peculiarity. Rational choice under common belief
in rationality can strictly refine rational choice under up to k-fold belief in rationality for any
finite k. When that happens, we will be able to eliminate choices at the limit of common belief
in rationality that can demonstrably be rationalized for any finite order of up to k-fold belief
in rationality.16 Interestingly, preservation of rationality at infinity is therefore only enough to
ensure the possibility of common belief in rationality but not the closedness of the belief-in-theopponent’s-rationality operator. This is precisely the reason why Procedure IV.6.3 only yields a
tight characterization of common belief in rationality for belief-continuous, belief-finite games.
In this section, we take a closer look at elimination at the limit. First, we show that whenever a game is belief-continuous, any choice that can be made under k-fold belief in rationality
for all finite k ≥ 1 can also be made under common belief in rationality – revealing an additional property of belief continuity that was not known before.
Next, we provide an example of a belief-discontinuous game that preserves rationality at
infinity and where we can indeed eliminate choices at the limit of common belief in rationality.

16 This observation could already be made in Example IV.4.3. Whereas choice timid was rational for player 1
under up to k-fold belief in rationality for any k, no choice is rational under common belief in rationality.
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Theorem IV.6.8. (No Elimination at the Limit)
Let Γ = (Ci , Bi , ui )i∈I be a belief-continuous psychological game. Then whenever a choice ci ∈ Ci
is rational for player i under up to k-fold belief in rationality for any k ∈ N, it is also rational
under common belief in rationality.
Proof. Assume that ci is rational under up to k-fold belief in rationality for any k ≥ 0 (where k =
0 is interpreted as rational choice). Let Bi (k, ci ) be the set of belief hierarchies that rationalize ci
under up to k-fold belief in rationality. To prove our result, we show that Bi (k, ci ) is a compact
set for every k ≥ 0. Since the sequence Bi (0, ci ), Bi (1, ci ), . . . is then a decreasing sequence of

nested compact sets, Cantor’s Intersection Theorem implies that Bi (∞, ci ) = k ≥0 Bi (k, ci ) is
non-empty such that ci is indeed rational under common belief in rationality.
We now show, by induction over k ≥ 0, that every B j (k, c j ) is compact and metrizable for every
player j, every c j ∈ C j and every k ≥ 0.
Induction Start: Take b j  B j (0, c j ). Then c j is not rational given b j . Hence, by belief continuity,
there is an open set B̂ j ⊆ B j \B j (0, c j ) such that c j is not rational for any b̂ j ∈ B̂ j . It follows that
B j \B j (0, c j ) is open and, consequently, B j (0, c j ) is closed. Since B j is Polish, B j (0, c j ) is then also
compact and metrizable.
Induction Step: Assume that B j (k, c j ) is compact and metrizable for any player j, any c j ∈ C j ,
and for some k ≥ 0. We can write




Bi (k + 1, ci ) = bi ∈ Bi (k, ci )|bi ∈ Δ
{(c j , b j )|c j ∈ C j , b j ∈ B j (k, c j )}

= Bi (k, ci ) ∩ Δ

ji





{(c j , b j )|c j ∈ C j , b j ∈ B j (k, c j )} .

ji


By the induction assumption, every B j (k, c j ) is compact and metrizable such that ji {(c j , b j )|c j ∈
C j , b j ∈ B j (k, c j )} is compact and metrizable too. Since the set of probability measures over a

compact and metrizable set is itself compact and metrizable, the same is true for Δ( ji {(c j , b j )|c j ∈
C j , b j ∈ B j (k, c j )}). It follows that Bi (k + 1, ci ) is compact and metrizable, completing the induction. Cantor’s Intersection Theorem now ensures that Bi (∞, ci ) is non-empty such that ci
is rational under common belief in rationality.

An interesting follow-up question to Theorem IV.6.8 is whether we can indeed find a beliefdiscontinuous game that preserves rationality at infinity but where some choice gets eliminated
at the limit of common belief in rationality. In the following example, we construct such a game
by slightly modifying the game from Example IV.6.7.
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Example IV.6.9. (Elimination of Choices at the Limit of Common Belief in Rationality)
Betting on Alice’s Rationality: (inspired by Dufwenberg and Stegeman 2002)
Consider once more the Nightly Encounter from Example IV.6.7 and let Alice’s and your preferences be exactly as we defined them there. Now assume that a third player, Bob, is watching
the scene from his bedroom window. Bob has a long-standing interest in epistemic game theory, so one of the first questions that pops up in his mind is whether Alice entertains common
belief in rationality. Specifically, having analyzed the situation up to the point that we analyzed it in Example IV.6.7, Bob wants to guess whether Alice does entertain common belief in
2 = marg
2
rationality or not. To concisely write down Bob’s preferences, let bb,a
Ca ×Ba1 bb . In words,
2
bb,a is Bob’s second-order belief regarding only Alice. Bob’s preferences are then described by
the following matrix.
Table IV.5: Betting on Alice’s Rationality
Bob

2 ∈ Δ(R 1 (∞)) b 2  Δ(R 1 (∞))
bb,a
a
a
b,a

CBR

1

0

No CBR

0

1

Betting on Alice’s Rationality is still a belief-finite game and therefore it preserves rationality
at infinity. However, Bob’s utility function is not belief-continuous. For example, perturbing
Bob’s second-order beliefs about Alice’s choice and first-order belief slightly around the degenerate belief that assigns full probability to ca = run, ba1 (run) = √1 can make ub (CBR, bb2 )
5
jump discontinuously from 1 to 0.
It is now easily verified that Bob’s choice No CBR can be eliminated, but only at the limit of
common belief in rationality: To see this, recall that Ra1 (k)  Ra1 (∞) for all finite k as we saw in
Example IV.6.7. So at any finite level k of up to k-fold belief in rationality, Bob’s second-order
belief can assign full probability to combinations of choices and first-order beliefs for Alice that
lie outside Ra1 (∞). At common belief in rationality, however, Bob’s second-order belief must
assign full probability to the set Ra1 (∞). It follows that Bob can rationally choose No CBR under
up to k-fold belief in rationality for any finite k, but not under common belief in rationality.
Our example of elimination at the limit is reminiscent of examples using traditional games
in Lipman (1994), Dufwenberg and Stegeman (2002), and Bach and Cabessa (2012).17 Different
from our example, all traditional game examples involve infinite choice sets.
17 In particular, the structure of Bob’s decision problem is borrowed from Dufwenberg and Stegeman’s (2002)
example 3 where, in a 3-player game, player 3 observes a Cournot competition between players 1 and 2 and bets
on whether the unique rationalizable outcome of the game between 1 and 2 will materialize or not.
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As pointed out above, the possibility of elimination at the limit implies that iterated elimination of choices and nth-order beliefs (Procedure IV.6.3) does not tightly characterize common
belief in rationality in belief-finite games that are not belief-continuous. In Appendix B, we show
that this issue can be dealt with but at the cost of using a much more cumbersome algorithm,
which we call iterated elimination of choices and nth-order and higher-order beliefs.

IV.7

Unilateral Games

None of the procedures studied in the previous two sections necessarily have a finite stopping
time when the utilities of players depend on second-order beliefs or yet higher-order beliefs,
different from what we are used to from traditional games. If utilities only depend on firstorder beliefs, such that common belief in rationality is characterized by iterated elimination
of choices, we can find a bound on the number of steps that the procedure can possibly take:

Given that the input for the procedure, i.e. i∈I Ci , is finite, the number of eliminations will

be bounded at i∈I (#Ci − 1). If n ≥ 1, such that utility depends on at least second-order beliefs,

then the input for the elimination procedure becomes the uncountably infinite set i∈I (Ci ×Bin ).
Hence, even in a belief-continuous game, elimination of choices and nth-order beliefs need not
converge after finitely many elimination steps if we do not make additional assumptions. In
this section, we study a specific class of psychological games in which the utility function of
one player depends on second-order beliefs and the utility functions of all other players have
traditional outcome-based preferences that depend only on first-order beliefs.
Definition IV.7.1. (Unilateral Psychological Game)
A psychological game Γ is unilateral if the utility of one player depends only on second-order
beliefs and all other players’ utilities depend on first-order beliefs only.
For unilateral games, it turns out that elimination of choices and 1st-order beliefs necessarily converges after finitely many steps.
Many examples of static psychological games that have been studied actually are unilateral
psychological games (cf. Geanakoplos et al. 1989, Kolpin 1992).18 Still, it is beyond doubt that
unilateral games are a highly specialized class of psychological games that definitely does not
exhaust the psychological games models we would potentially want to work with in applications.
18 Also, a lot of dynamic psychological games have a unilateral structure (examples are in Huang and Wu 1994,
Dufwenberg 2002, Dufwenberg and Kirchsteiger (2004), Charness and Dufwenberg 2006, Falk and Fischbacher
(2006), Battigalli and Dufwenberg 2007, Battigalli and Dufwenberg 2009). It is not hard to see that the finiteness
result we present here would readily extend to all such examples after translating our definitions to the dynamic
psychological games framework.
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Beyond their immediate relevance, our results in this section are therefore also important
in a negative sense. That is, our results about unilateral games make it clear that the absence
of a finite bound on iterated elimination of choices and nth-order beliefs as illustrated in example
IV.6.7 is typical for psychological games. In many relevant applications that happen to fall out
of the class of unilateral games, this is an additional layer of complexity in psychological games
relative to traditional games that we will simply have to reckon with.
In what follows, we assume that player 1 cares about up to second-order beliefs and all
other players care about first-order beliefs only.
We will now show that, for any unilateral game, iterated elimination of choices and 1storder beliefs converges after finitely many steps and, more specifically, that the number of

steps the procedure can take is bounded by 2(#C 1 − 1) + i1 (#Ci − 1) + 1.
Theorem IV.7.2. (The Algorithm is Finite for Unilateral Games)
For any unilateral game, iterated elimination of choices and 1st-order beliefs can take at most

2(#C 1 − 1) + i1 (#Ci − 1) + 1 elimination steps.
Proof.
Part 1 (Stopping Rule):
We start by showing that a universal stopping rule applies to iterated elimination of choices
and 1st-order beliefs in all unilateral games:
Take a unilateral psychological game Γ and let there be a round K ≥ 0 such that
projC1 R 11 (K) = projC1 R 11 (K + 1) = projC1 R 11 (K + 2)
and, for all players i  1,
projCi Ri1 (K) = projCi Ri1 (K + 1)
where R 1j (0) = C j × B j1 , j ∈ I .
Then R 11 (K + m) = R 11 (K + 2) and Ri1 (K + m) = Ri1 (K + 2), i  1 for all m ≥ 2. Hence, all
choice-belief combinations in R 1j (K + 2), j ∈ I , are consistent with common belief in rationality.
To prove the stopping rule, first note that, for any k ≥ 1, and for all players i  1 who only
care about first-order beliefs, we can write
1
(k − 1)) with margX 1 bi2 = bi1
Ri1 (k) ={(ci , bi1 ) ∈ Ri1 (k − 1)|∃bi2 ∈ Δ(R −i
i

such that ui (ci , bi1 ) ≥ ui (ci, bi1 ), ∀ci ∈ Ci }
1
={(ci , bi1 ) ∈ Ri1 (k − 1)|bi1 ∈ Δ(projC−i R −i
(k − 1)) and ui (ci , bi1 ) ≥ ui (ci, bi1 ), ∀ci ∈ Ci }.

Given this simplification, we can now easily see that projC1 R 11 (K) = projC1 R 11 (K + 1) and
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projCi Ri1 (K) = projCi Ri1 (K + 1), i  1 imply that Ri1 (K + 1) = Ri1 (K + 2), i  1. By definition of R 11 (K + 3), it immediately follows that R 11 (K + 2) = R 11 (K + 3). Now since clearly
projCi Ri1 (K + 1) = projCi Ri1 (K + 2), i  1 and, by assumption, projC1 R 11 (K + 1) = projC1 R 11 (K + 2),
we can also conclude that Ri1 (K + 2) = Ri1 (K + 3), i  1.
But then all reductions have already converged so R 1j (K + m) = R 1j (K + 2) for all players j as
desired.
Part 2 (Upper Bound):
As the stopping rule shows, not eliminating any choices at a step K + 1 of the algorithm for any
player is already enough to conclude that the reductions of all players i  1 do not change in
the next step K + 2. So if the algorithm does not eliminate choices at step K + 1, it must already
converge unless choices for player 1 get eliminated at round K +2. So before convergence, there
can at most be gaps of one round where the algorithm eliminates no choices and there can be
at most as many such gaps as we can eliminate choices for player 1. This way, we can conclude

that elimination of choices and 1st-order beliefs can take at most 2(#C 1 − 1) + i1 (#Ci − 1)
steps before the last choice gets eliminated. Noting that from eliminating the last choice it
takes another step until the reduced sets of first-order beliefs converge, we receive the desired
upper bound.

If a unilateral game is not belief-continuous, iterated elimination of choices and first-order

beliefs still converges after a maximum of 2(#C 1 − 1) + i1 (#Ci − 1) + 1 steps, but it need
not necessarily yield exactly the choice-belief combinations that are consistent with common
belief in rationality. In addition, it can select choice-belief combinations that get eliminated
at the limit. To tightly characterize common belief in rationality here, we would need to use
iterated elimination of choices and second- and higher-order beliefs (see Appendix B) which is
not in general a finite procedure.

IV.8

Discussion

IV.8.1

Alternative Modeling Approaches

A reader familiar with the existing psychological-games literature will likely have noticed that
in Definition IV.2.1 we model static psychological games slightly differently than previous contributions. The best-known modeling approaches in the previous literature are the ones from
Geanakoplos et al. (1989) and Battigalli and Dufwenberg (2009). We can easily convince ourselves that our definition of static psychological games is mathematically equivalent to the
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alternative definitions used in these papers. Here, we show the equivalence for the vastly
more popular framework from Battigalli and Dufwenberg (2009). In Appendix C, we do the
same for the one from Geanakoplos et al. (1989).
In Battigalli and Dufwenberg (2009), a player’s utility in a dynamic game is defined to be
ui : Z ×



B j × S −i → R,

j∈I

where Z are the “terminal nodes” of the game and S −i are opponents’ strategies.
In a static game, a special case of Battigalli and Dufwenberg’s (2009) dynamic framework,

Z can be identified with j∈I C j , since every combination of players’ choices can be identified
with a unique “history”. Also C −i = S −i such that the dependence on opponents’ strategies
becomes redundant. Thus, Battigalli and Dufwenberg’s (2009) choice of utility for static psychological games can be written as
ui :



C j × B j → R.
j∈I

Players are then assumed to choose ci ∈ Ci to maximize
∫
Ebi [ui (ci , c −i , bi , b−i )] =

B −i


c −i ∈C −i


bi1 (c −i )ui (ci , c −i , bi , b−i )

dbi ,

(IV.1)

where bi is identified with a probability measure over C −i × B −i . Defining the value function
ûi (ci , bi ) = Ebi [ui (ci , c −i , bi , b−i )]
we see that, for static psychological games, this modeling approach can be mapped into our
framework and vice versa. Moreover, we see that the dependence on opponents’ choices and
belief hierarchies is actually redundant. As is reasonable, a player i in Battigalli and Dufwenberg’s (2009) framework forms beliefs about these objects in light of his belief hierarchy bi . So
appearances notwithstanding, allowing utility to depend on (c −i , bi , b−i ) is just as general as
making it depend only on bi .
Form a conceptual point of view, our approach can be said to differ from previous ones
in that it assumes a one-person perspective relative to a psychological game: When making a
choice ci , a given player i forms beliefs over choices of opponents, first-order beliefs of opponents, second-order beliefs of opponents, and so on – and all these beliefs and their interrelations are encapsulated in the belief hierarchy bi . By defining utility over choices and belief
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hierarchies, we distinguish between the variable a player can influence (ci ) and every decision
relevant information that he cannot influence (bi ). Since every piece of information encoded
in bi can become utility relevant in a psychological game, it seems natural to make no further
distinctions between the beliefs bi1 , bi2 , . . . when defining utility.
Battigalli and Dufwenberg (2009) (and also Geanakoplos et al. 1989) assume an observer’s
perspective: Players directly care about their own and opponents’ choice-belief combinations
(ci , bi )i∈I , and when making a choice ci , a given player i forms an expectation regarding the (to
him) unknown parameters (c −i , b−i ) where this expectation follows from his belief hierarchy
bi , here interpreted as a probability measure on C −i ×B −i . Clearly, this is ultimately no different
from directly starting off with utilities defined on Ci × Bi . What is conceptually different here is
that objects that are “in a players’ head” (ci and bi ) get distinguished from objects that are “out
there” (c −i and b−i ). While it might seem philosophically attractive to make this distinction, it
is important to realize that we can never really keep the two types of objects separated. All
information regarding c −i and b−i that is used by a player i is already present in bi in a world
of beliefs expressing coherency and common belief in coherency, and i can never consistently
do any different than looking into his own belief hierarchy when forming expectations about
these things. Also, it is not really clear where we would stop the separation. Clearly, firstorder beliefs bi1 should be identified with beliefs about opponents’ choices c −i . But then, also
second order beliefs bi2 should be identified with beliefs about opponents’ choice-first-order1 ). Clearly, we can indefinitely proceed in this way, replacing things
belief combinations (c −i , b−i
in “i’s head” with things that are “out there” since there is just no distinction made between
these categories in the setup of a psychological game. We therefore opt to refrain from assuming any such distinctions into the model – thereby keeping the definition of utility functions
as parsimonious as possible.
Clearly, whether the one-person or the observer’s approach to modeling games is preferred
is ultimately a purely conceptual question that does not matter for the analysis carried out
here or in Geanakoplos et al. (1989) and Battigalli and Dufwenberg (2009). However, as we saw
when comparing the modeling framework from Battigalli and Dufwenberg (2009) to ours, the
observer’s approach leads to redundancies in the function arguments of players’ utilities which
might easily cause confusion. For example, the expectation over C −i × B −i that is taken in expression (IV.1) might suggest that belief-dependent preferences in Battigalli and Dufwenberg’s
(2009) framework preserve the linearity in first-order beliefs that we are used to from traditional games. Clearly though, the direct dependence of expression (IV.1) on belief hierarchies
bi still allows for arbitrary non-linearities in belief-dependent preferences so that the expectational term eventually carries no informational content regarding the shape of preferences.
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IV.8.2

Summary and Conclusion

Since its introduction by Geanakoplos et al. (1989), psychological game theory has become increasingly popular in applications as a tool to capture numerous belief-dependent motivations
and emotional mechanisms in a natural way. Nevertheless, our theoretical understanding of
psychological games still falls short of what we would be used to from traditional games.
In this chapter, we started theorizing at the most fundamental level and provided a systematic analysis of common belief in rationality in static psychological games. While we restricted
our analysis to static psychological games in the sense of Geanakoplos et al. (1989) and thereby
excluded the rich classes of dynamic psychological games in which utility is allowed to depend
on updated beliefs (see Battigalli and Dufwenberg 2009), this was done for pedagogical and not
for conceptual reasons. We are confident that our results carry over to this richer class after
appropriate modifications of the definitions. Since we restricted our analysis to common belief
in rationality which, different from concepts for reasoning in dynamic games, assumes no restrictions on how players update their beliefs while a dynamic game unfolds, it seems clear that
allowing for sequential interaction and dependence of utility on updated beliefs cannot lead to
qualitative differences for our investigation. In particular, the computational issues raised by
us here will arise in the same fashion in dynamic psychological games and, if anything, only
raise the complexity bar relative to static psychological games.
Nevertheless, extending our investigation to common belief in future rationality and common strong belief in rationality in dynamic psychological games is an interesting avenue for
future research, and the same goes for solution concepts like ε-rationality (Radner 1980, Dekel
et al. 2006) that make the empirically plausible assumption that players’ preferences in a game
are implemented with an error. Since common belief in rationality is a building block in all
of these models, the current investigation is not only interesting in its own right, but also sets
the stage for an extension of these more complex reasoning concepts and related algorithmic
techniques to the realm of psychological games.
Our results not only relax the previously known existence conditions for common belief in
rationality in psychological games but also provide iterative procedures that select the choices
that can be made under common belief in rationality in a given psychological game. As we saw,
special classes of psychological games allow for massive simplifications in these algorithms
relative to the more general case. Together with the different existence results, we obtain an
extensive classification of psychological games that is summarized in Table IV.6 below. We
accompany the table by a set diagram (Figure IV.4) that illustrates how different classes of
psychological games that appeared in this chapter relate to each other.
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Table IV.6: Psychological Games and their Properties
Possibility of
Common Belief
in Rationality

Existence of
Psychological
Nash Equilibrium

Algorithm for
Common Belief
in Rationality

All Games
(Definition IV.2.1)

Not guaranteed
(Example IV.4.3)

Not guaranteed
(Example IV.4.9)

Elimination of choices
and belief hierarchies
(Procedure IV.5.2)

Preservation of
Rationality at Infinity
(Definition IV.4.1)

Guaranteed
(Theorem IV.4.2)

..
.

..
.

Belief-Continuous Games
(Definition IV.4.4)

..
.

Guaranteed
(cf. Geanakoplos et al. 1989)

..
.

..
.

Not guaranteed
(Example IV.4.9)

Elimination of choices and
nth- and higher-order beliefs
(Procedure B.1, Appendix B)

Belief-Finite,
Belief-Continuous Games

..
.

Guaranteed
(cf. Geanakoplos et al. 1989)

Elimination of choices
and nth-order beliefs
(Procedure IV.6.3)

Belief Continuous,
Unilateral Games
(Definitions IV.4.4,IV.7.1)

..
.

..
.

Elimination of choices
and 1st-order beliefs
(finite by Theorem IV.7.2)

Belief-Finite Games
(Definition IV.6.1)

143

IV. COMMON BELIEF IN RATIONALITY IN PSYCHOLOGICAL GAMES

Figure IV.4: Classes of Psychological Games
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Appendix
A Construction of Beliefs
Following Brandenburger and Dekel (1993), for any polish space S, let Δ(S) denote the set
of probability measures on the Borel-field over S and endow Δ(S) with the weak topology.
In our case, the relevant space of uncertainty for player i is the set of opponents’ choices

ji C j = C −i . We start by defining the sets
Xi1 = C −i ,
Xi2 = Xi1 ×



Δ(X j1 ),

ji

..
.

Xin = Xin−1 ×



Δ(X jn−1 ).

ji

∞
Let B̃i (0) = n=1
Δ(Xin ) be the set of all belief hierarchies for player i. For every belief hierarchy
bi = (bi1 , bi2 , ...), the probability distribution bin ∈ Δ(Xin ) is called the nth-order belief of player
i. If we want beliefs of players not to be self-contradictory, bi cannot be just any element of
B̃i (0). Instead, it should satisfy coherency: For each bin , n ≥ 2, by marginalizing i’s beliefs w.r.t.
Xin−1 , we should receive bin−1 .
Definition A.1. (Coherency)
A belief hierarchy bi = (bi1 , bi2 , ...) is coherent if, for every n ≥ 2, it satisfies
margX n−1 bin = bin−1 .
i

Let B̃i (1) ⊂ B̃i (0) be the set of player i’s coherent beliefs.
On top of this, no player should entertain beliefs that question opponents’ coherency at
any level, i.e. Bi should be the set of i’s beliefs expressing common belief in coherency.
Using Brandenburger and Dekel’s (1993) Proposition 1, we know that there is a homeomorphism fi : B̃i (1) → Δ(C −i × B̃ −i (0)). This allows us to iteratively construct Bi via
B̃i (k) ≡ {bi ∈ B̃i (k − 1)| fi (bi )(Δ(C −i × B̃ −i (k − 1))) = 1}, k ≥ 2

and Bi = k ≥0 B̃i (k).
For all n ≥ 1, the set Bin of nth-order beliefs for player i that are consistent with coherency
and common belief in coherency is given by Bin = projΔ(X n ) Bi .
i
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B

An Algorithm for General Belief-Finite Games

Here we introduce a procedure, called iterated elimination of choices and nth- and higherorder beliefs, that does exactly characterize common belief in rationality in belief-finite beliefdiscontinuous games while using strictly less information than we would use under iterated
elimination of choices and belief hierarchies. That procedure, however, is substantively more
complicated than iterated elimination of choices and nth-order beliefs. At any given step k
of the procedure, instead of tracing beliefs up to the penultimate utility-relevant level, we will
need to trace them up to the ultimate level relevant for up to k − 1-fold belief in rationality. In
what follows, let utility depend on at most nth-order beliefs, so that we can write
ui : Ci × Bin → R.
Procedure B.1. (Iterated Elimination of Choices and nth- and Higher-Order Beliefs)
Step 1: For every player i ∈ I , define
Rin↑(1) ={(ci , bin ) ∈ Ci × Bin |ui (ci , bin ) ≥ ui (ci, bin ), ci ∈ Ci }.
Step k ≥ 2: Assume Rin↑(k − 1) is defined for every player i. Then, for every player i,
Rin↑(k) ={(ci , bin+(k−1) ) ∈ Ci × Bin+(k−1) |(ci , bin+(k−2) ) ∈ Rin↑(k − 1), bin+(k−1) ∈ Δ(Rn↑
−i (k − 1))}.
Let Ri (k) = {(ci , bi ) ∈ Ci × Bi |(ci , bin+(k−1) ) ∈ Rin↑(k)}. We finally define
%
Rin↑(∞) =
Ri (k).
k ≥1

Theorem B.1. (The Algorithm Works)
Take a psychological game Γ in which utilities depend only on nth-order beliefs. The choice-belief
combinations (ci , bin ) that are consistent with common belief in rationality are exactly the choicebelief combinations in projCi ×Bn Rin↑(∞).
i

Proof.
To prove the statement, we show that Rin↑(k) = Rin+(k−1) (k) and Ri (k) = Ri (k) for all k ∈ N
and all players i. Here Rin+(k−1) (k) is the reduction generated by iterated elimination of choices
and n + (k − 1)th-order beliefs (cf. Procedure IV.6.3) and Ri (k) is the reduction generated by
iterated elimination of choices and belief hierarchies (cf. Procedure IV.5.2). The characterization
then directly follows from the definition of Procedure IV.5.2. Note that Ri (k) = Ri (k) also implies Rin+k+m (k) = {(ci , bin+k+m ) ∈ Ci × Bin+k+m |(ci , bin+(k−1) ) ∈ Rin↑(k)} for all k ∈ N, all m ∈ N0 ,
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and all players i. In words, if we can complete Rin↑(k) in a way that yields Ri (k), then we can use
the same technique to obtain any intermediate-size reduction Rin+k+m (k). We will use this fact
extensively below. We prove Rin↑(k) = Rin+(k−1) (k) and Ri (k) = Ri (k) by induction over k ≥ 1.
Induction Start: For k = 1, the statement follows directly from the fact that utilities depend on
at most nth-order beliefs.
Induction Step: Let Rin↑(k) = Rin+(k−1) (k) and Ri (k) = Ri (k) for k ≥ 1 and all players i. Then
n+k+1
Rin+k (k + 1) ={(ci , bin+k ) ∈ Rin+k (k)|∃bin+k+1 ∈ Δ(Rn+k
= bin+k
−i (k)) with margX n+k bi
i

such that ui (ci , bin+k+1 ) ≥ ui (ci, bin+k+1 ), ∀ci ∈ Ci }
={(ci , bin+k ) ∈ Ci × Bin+k |(ci , bin+k−1 ) ∈ Rin↑(k)
n+k+1
and ∃bin+k+1 ∈ Δ(Rn+k
= bin+k
−i (k)) with margX n+k bi
i

such that ui (ci , bin ) ≥ ui (ci, bin ), ∀ci ∈ Ci }
={(ci , bin+k ) ∈ Ci × Bin+k |(ci , bin+(k−1) ) ∈ Rin↑(k)

and ∃bin+k+1 ∈ Δ(
{(c j , b n+k
) ∈ C j × Bn+k
|(c j , b n+(k−1)
) ∈ Rn↑
j
j
j
j (k)})
ji

with

margX n+k bin+k+1
i

= bin+k such that ui (ci , bin ) ≥ ui (ci, bin ), ∀ci ∈ Ci }

={(ci , bin+k ) ∈ Ci × Bin+k |(ci , bin+(k−1) ) ∈ Rin↑(k), bin+k ∈ Δ(Rn↑
−i (k))}
=Rin↑(k + 1).
Here, for the second and third equality, we used that Rin+k (k) = {(ci , bin+k ) ∈ Ci ×Bin+k |(ci , bin+(k−1) ) ∈
Rin+(k−1) (k)} = {(ci , bin+k ) ∈ Ci × Bin+k |(ci , bin+(k−1) ) ∈ Rin↑(k)} for all players i. This establishes
the first statement. Further, we have
Ri (k + 1) ={(ci , bi ) ∈ Ri (k)|bi ∈ Δ(R −i (k))}
={(ci , bi ) ∈ Ri (k)|bi ∈ Δ(R −i (k))}
={(ci , bi ) ∈ Ci × Bi |(ci , bin+(k−1) ) ∈ Rin↑(k) and bi ∈ Δ(R −i (k))}
={(ci , bi ) ∈ Ci × Bi |(ci , bin+(k−1) ) ∈ Rin↑(k)

and bi ∈ Δ(
{(c j , b j ) ∈ C j × B j |(c j , b n+(k−1)
) ∈ Rn↑
j
j (k)})}
ji

={(ci , bi ) ∈ Ci × Bi |(ci , bin+(k−1) ) ∈ Rin↑(k) and bin+k ∈ Δ(Rn↑
−i (k))}
={(ci , bi ) ∈ Ci × Bi |(ci , bin+k ) ∈ Rin↑(k + 1)}
=Ri (k + 1).
The induction, and hence the proof, are now complete.
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C

Geanakoplos et al.’s (1989) Approach to Psychological Games

In Geanakoplos et al. (1989) definition of static psychological games, players’ utility is defined
to be a function

ui :
C j × Bi → R.
j∈I

Players then choose σi ∈ Δ(Ci ) to maximize the expected value
u i (σi , σ−i , bi ) =

σi (ci )σ−i (c −i )ui (ci , c −i , bi ),
c i ∈Ci c −i ∈C −i

where σ−i = (σj )ji is a vector of opponents’ randomized choices.
The authors interpret u i to be the payoff of player i if he “believed bi and then found out
that σ was actually played”. So the distribution generating σ captures objective probabilities
and bi captures subjective ones. Still, players maximize u i . So in some way, they know the
distribution σ , though they are “presumed not to observe the mixture”. Keeping up the distinction between objective σ−i and subjective bi1 leads to obvious inconsistencies. In the case
σ−i  bi1 , player i believes that opponents choose according to the distribution bi1 while, at
the same time, maximizing under the assumption that they choose according to σ−i . Allowing
for this configuration does not seem to be particularly useful. Probably this does not hamper
the analysis of Geanakoplos et al. (1989) because all results in that paper are derived under a
correct beliefs assumption so that, automatically, σ−i = bi1 . In what follows, we will therefore
also assume bi1 = σ−i . Then u i becomes
σi (ci )
c i ∈Ci

c −i ∈C −i

bi1 (c −i )ui (ci , c −i , bi ).


Clearly, defining a value function ûi (ci , bi ) = c −i ∈C−i bi1 (c −i )ui (ci , c −i , bi ) maps this directly into
our framework. Hence, up to allowing players to select randomized choices σi , this modeling
approach is entirely equivalent to the one we take in Definition IV.2.1.
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Thesis Abstract
Behavioral economics is a blooming field at the intersection of economics, psychology, and
biology in which we investigate the psychological mechanisms that make humans behave the
way they do and ask to what degree and by what criteria we can find reason in their behavior.
This thesis contributes to a larger research program within the discipline that aims to systematically extend the mathematical theory of individual and strategic decision making lying at
the core of neoclassical microeconomics – as well as the related experimental and empirical
literature – in order to account for a richer set of motivations and decision processes, such as
other-regarding preferences, emotions and belief-dependent motivations, as well as cognitive
and social heuristics.
Chapter II presents an experimental comparison of psychological mechanisms in the context of choice shifts in group decisions. Choice shifts occur when individuals advocate a risky
(safe) decision when acting as part of a group even though they prefer a safe (risky) decision
when acting as individuals. Even though research in psychology and economics has produced a
mass of evidence on this puzzling phenomenon, there is no agreement about which mechanism
produces choice shifts. In an experiment, we investigate the performance of two prominent
mechanisms that have been proposed to explain the phenomenon; (i) rank-dependent utility
and (ii) a desire to conform to the wishes of the majority. The evidence provides clear support
for the conformity explanation.
Chapter III uses evolutionary game theory to zoom in on the cognitive underpinnings of
cooperation-enhancing behaviors. Building on experimental and theoretical results from a
blossoming literature on social heuristics, we develop a general model of fast (intuitive) and
slow (deliberative) cooperation that systematically exposes the conditions under which various configurations of intuitive and deliberative decision systems are evolutionarily adaptive.
The general model also shows that there is a variety of strategies that combine intuition and
deliberation with Bayesian learning and strategic ignorance. Our results thereby unify and
generalize findings from different, seemingly unrelated parts of the literature.
Chapter IV investigates the foundations of psychological game theory. Psychological game
theory is a powerful mathematical framework in which emotions and belief-dependent motivations such as intention-based reciprocity, guilt, anger, and many more can be given a math-
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ematically precise representation. This is achieved by letting utility depend not only on outcomes of an interaction but also on beliefs and intentions of players in the game. In the chapter,
we provide a systematic extension of common belief in rationality (also known as correlated
rationalizability) to psychological games. Common belief in rationality is the most basic solution concept in the game theorist’s toolbox where the only assumptions are that players choose
optimally given their beliefs and that this is common knowledge. The chapter’s results therefore provide an important cornerstone for a systematic understanding of how emotions and
belief-dependent motivations affect reasoning and choice in strategic interaction.
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Nederlandse Samenvatting
De gedragseconomie is een bloeiend onderzoeksveld op het snijvlak van economie, psychologie en biologie. In de gedragseconomie worden de psychologische mechanismen onderzocht
die ervoor zorgen dat mensen zich zo gedragen als ze doen en er wordt de vraag gesteld in hoeverre en op wat voor manier we rationele motieven in hun gedrag kunnen vinden. Deze dissertatie vormt een bijdrage aan een groter onderzoeksprogramma binnen deze discipline. Dit
programma behelst een systematische uitbreiding van de wiskundige theorieën over individuele en strategische besluitvorming die het hart vormen van de neoklassieke micro-economie en
de aanverwante experimentele en empirische literatuur. Doel is om een groter aantal menselijke motivaties en besluitvormingsprocessen te verklaren dan nu mogelijk is. Voorbeelden zijn
voorkeuren met betrekking tot andere personen, emoties, motivaties die afhankelijk zijn van
overtuigingen en cognitieve en sociale heuristieken.
Hoofdstuk II bevat een experimentele vergelijking van psychologische mechanismen die
een rol spelen bij choice shifts binnen groepsbesluitvormingsprocessen. Een chocie shift treedt
op wanneer individuen een riskante (of veilige) keuze bepleiten op het moment dat zij deel
uitmaken van een groep daar waar ze als individu de voorkeur zouden geven aan een veilige
(of riskante) keuze. Binnen de psychologie en economie is er veel bewijs voor dit bevreemdende
fenomeen, toch is er geen overeenstemming over welk mechanisme dit effect veroorzaakt. In
een experiment onderzoeken we de werking van twee prominente mechanismen die dit effect
zouden kunnen verklaren; (i) rank-dependent utility en (ii) een verlangen te conformeren aan
de wens van de meerderheid. Het bewijs ondersteunt duidelijk de tweede verklaring.
Hoofdstuk III maakt gebruik van evolutionaire speltheorie om in te zoomen op de cognitieve onderbouwing van gedrag dat samenwerking verbetert. Voortbouwend op experimentele
en theoretische resultaten uit een groeiende literatuur over sociale heuristieken ontwikkelen
we een algemeen model van snelle (intuïtieve) en langzame (deliberatieve) samenwerking, dat
op systematische wijze de condities blootlegt waaronder verschillende configuraties van intuïtieve en deliberatieve besluitvormingssystemen evolutionair adaptief zijn. Het algemene
model laat ook een aantal strategieën zien die intuïtie en overleg combineren met Bayesiaans
leren en strategische onwetendheid. Onze resultaten slagen er hierdoor in om eerdere, schijnbaar ongerelateerde bevindingen uit de literatuur te verenigen en te generaliseren.
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Hoofdstuk IV onderzoekt de fundamenten van psychologische speltheorie. Psychologische speltheorie is een krachtig wiskundig kader waarin emoties en geloofsafhankelijke motivaties zoals onder andere intentie-gebaseerde reciprociteit, schuldgevoel en woede een precieze wiskundige uitdrukking krijgen. Dit wordt bereikt door het nut niet alleen te laten
afhangen van de uitkomsten van een interactie maar ook van overtuigingen en intenties van
de spelers van het spel. In dit hoofdstuk veralgemeniseren wij common belief in rationality (ook
wel correlated rationalizability genoemd) naar het gebied van psychologische spellen. Common
belief in rationality is het meest basale concept dat gebruikt kan worden om speltheoretische
vraagstukken op te lossen. In deze benadering is de enige aanname dat spelers optimale keuze
maken op basis van hun verwachtingen en dat dit algemeen bekend is. Dit hoofdstuk biedt
een beter frame voor het analyseren van de effecten van emoties en verwachtingenafhankelijke motivaties op het redeneren en het maken van keuzes in strategische interacties
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Behavioral economics is a blooming field at the intersection of economics,
psychology, and biology in which we investigate the psychological mechanisms
that make humans behave the way they do and ask to what degree and by what
criteria we can find reason in their behavior. This thesis contributes to a larger
research program within the discipline that aims to systematically extend the
mathematical theory of individual and strategic decision making lying at the
core of neoclassical microeconomics as well as the related experimental and
empirical literature in order to account for a richer set of motivations and decision
processes.
Chapter I presents an experimental comparison of psychological mechanisms
in the context of choice shifts in group decisions. Choice shifts occur when
individuals advocate a risky (safe) decision when acting as part of a group even
though they prefer a safe (risky) decision when acting as individuals.
Chapter II uses evolutionary game theory to zoom in on the cognitive underpinnings
of cooperation-enhancing behaviors. Building on experimental and theoretical
results from the social heuristics literature, we develop a general model of fast
(intuitive) and slow (deliberative) cooperation.
Chapter III investigates the foundations of psychological game theory.
Psychological game theory is a powerful mathematical framework in which
emotions and belief-dependent motivations can be given a mathematically
precise representation. In the chapter, we systematically extend common
belief in rationality (aka correlated rationalizability) to psychological games.
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