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Preface
The contents of this thesis encompass the research I conducted during the four
years of my doctoral studies. Under supervision of Philippe Corboz, I learned
to understand and implement tensor network algorithms—and infinite projected
entangled pair states in particular—in order to study infinite two-dimensional
strongly correlated quantum many body systems. The bulk of my thesis concerns
itself with the investigation of the spin-1 bilinear-biquadratic Heisenberg model
on the square and triangular lattices. These studies are augmented by two additional collaborative works on the Shastry-Sutherland model: the first focused
on competing plaquette states—conducted together with C. Boos, S.P.G. Crone,
F. Mila and K.P. Schmidt, and the second on the sign problem in quantum Monte
Carlo—executed in cooperation with J. Stapmanns, A. Honecker, B. Normand,
F. Mila and S. Wessel.
Throughout this thesis, as is common practice in theoretical physics, I shall use
the pronoun “we” rather than “I” when discussing concepts, introducing ideas
and providing details about the research I conducted. This usage of “we” not only
reflects the collaborative nature of research, but also invites the reader to actively
participate in the reading process and follow the laid-out line of thought with a
critical eye.
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CHAPTER

Introduction
1.1

Interacting many-body systems

As a rule of thumb, physical systems that are made up of a large number of constituent particles—also known as many-body systems—become more complicated
as the interactions between the particles become stronger. When there are no
interactions present, a system is called free or non-interacting. Free systems are
relatively easy to understand because they are effectively one-particle systems,
and there are many examples of one-particle systems that are analytically solvable. Since no real particle is actually free, one might be tempted to conclude that
free systems are solely of theoretical interest. However, there exists a plethora of
real physical systems that are very well approximated by a free theory. For example, dilute Alkali gases at low temperatures have a scattering length that is
much smaller than all other length scales relevant for the gas (such as the average
distance between the atoms and the thermal de Broglie wavelength), and are therefore practically free1 , which allows them to Bose-condense; see [6] and references
therein. Another common example is that of electrons in semiconductors and in
most metals; in accordance with Fermi-liquid theory [7], due to the screening effect
of the positively charged lattice ions, these electrons can be effectively described
as free particles with a renormalized mass that is different from the actual electron
mass.
It is quite remarkable that Fermi-liquid theory provides an accurate description
of electrons in a metal, because the electrons themselves are far from free: they
1 With the exception of an effective Dirac-delta inter-atomic interaction that makes the Alkali
atoms behave like hard-core bosons.

1

1

1. Introduction
strongly repel each other through their mutual Coulomb repulsion. Since the particles in the free theory are not the actual particles that make up the system—the
mutually strongly repelling electrons—Fermi-liquid theory provides what is known
as a quasiparticle description of electrons in a metal. It should be noted that quasiparticles do not need to be directly related to the actual particles that constitute
the system at hand. For example, vibrations in a lattice can be described in
terms of phonons, quasiparticles that represent collective vibrational modes of the
lattice [8]. The fact that quasiparticles can be very different from the original
particles that make up a given system, is an example of what Anderson famously
argued in his 1972 article ’More is different’ [9], namely: that the effective description of the system in question cannot necessarily be completely deduced from the
underlying microscopic system, and, continuing along this line of thought, that
every science is fundamental in its own respect.
When the (quasi)particles describing a system are weakly interacting, the system
can be studied by means of perturbation theory: which amounts to starting from
non-interacting particles, and then successively adding corrections such that the
sum of those corrections on top of the free theory converges to the original interacting theory. Perturbation theory is a very powerful method of investigation;
it has been applied successfully in a surfeit of different contexts, ranging from
planetary orbitals [10] to Feynman diagrams used in quantum field theories [11].

1.2

Strongly correlated materials

It can of course happen that there is no known free system that resembles the system of interest. Examples of such systems are strongly correlated materials, which
are characterized by the property that their dynamical particles are not known
to be (approximately) describable in terms of non-interacting (quasi)particles.
Strongly correlated materials are inherently difficult to study.
The strong inter-particle interactions present in strongly correlated materials allow
for the underlying quantum mechanics that governs the constituent particles to
manifest itself on macroscopic length scales. As such, strongly correlated materials
often have unusual—possibly technologically interesting—electronic and magnetic
properties. For this reason, a substantial part of condensed matter physics concerns itself with finding methods that provide better insight into this interesting
class of materials.
A well-known example of quantum mechanics manifesting itself at every-day length
scales is that of superconductivity: a phenomenon that describes materials that
below a certain critical temperature exhibit zero electrical resistance and expel
magnetic fields from their interior. Whereas conventional superconductors can
be understood in terms of the condensation of Cooper pairs—known as BardeenCooper-Schrieffer (BCS) theory [12], the mechanism behind high temperature su2

1.2. Strongly correlated materials
perconductivity to this day remains to be understood. The two main hypothesis
for explaining high temperature superconductivity are: (1) that neighboring electrons form valence bonds [13, 14], which in the presence of doping combine into a
resonating valence bond (RVB) state, and (2) that the electron paring is mediated
through short-range spin waves (see [15] and references therein).
Another topic of interest within the field of strongly correlated materials is topological order, which arises when there exist several degenerate ground states with
differing patterns of long-range entanglement that cannot change into each other
without going through a phase transition [16]. Topological order is different from
conventional order, in that the former cannot be understood within the GinzburgLandau paradigm [17] of spontaneous symmetry breaking. Systems that exhibit
topological order have properties that are promising for future technological applications, such as excitations that obey fractional [18,19] (even non-abelian [20,21])
statistics that are interesting for quantum computing [22], and topologically protected edge states [23] that could potentially be used for electronic devices. In
addition, related to the above there is also the phenomenon of deconfined criticality [24], which involves an emergent gauge field and deconfined degrees of freedom
at the critical point separating two quantum phases.
The theoretical models underlying the above-mentioned phenomena involve systems that consist of electrons that hop around on a lattice formed by the ions
that make up the solid in question. Of these models, the Hubbard model [25, 26]
is the one that has been studied most intensely over the years. Originally, the
Hubbard model was proposed independently by Gutzwiller [27], Kanamori [28]
and Hubbard [25] in 1963 as a simplified model for electrons in solids. It is based
on the tight binding approximation, in which electrons occupy atomic orbitals
and electrical conduction is represented by electrons hopping from one site to the
next—mathematically expressed by nearest-neighbor hopping terms in the Hamiltonian with coupling parameter −t. The only interaction terms present are on-site
repulsive interactions—representing the Coulomb repulsion between nearby electrons—that increase the energy of the system by U whenever a site is doubly
occupied, making the Hubbard model one of the simplest models of interacting
particles on a lattice. The challenging parameter regime is when U and t are
of comparable magnitude, and there is no natural small parameter in which to
express perturbative series. It is precisely in this regime for which it is expected
that the Hubbard model is relevant for high temperature superconductivity in
cuprates.
Theoretical models—such as the Hubbard model—that are obtained by stripping
the underlying microscopic model of all its characteristics but the most essential
ones, are known as effective models. The main idea behind such a simplification
is that, if done correctly, the model in question retains all the essential features
of the original material that is being modeled, yet is simple enough to be studied
theoretically. Because of their apparent simplicity, effective models like the Hub3
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bard model often serve as archetypes for the type of order they display, and are
interesting to study in their own right because of what they can teach us about
how quantum many-body systems behave. Despite their simplicity, however, they
can be notoriously hard to tackle. The Hubbard model, for example, has only
been solved exactly in one dimension [29].

1.3

Quantum magnets

At half filling2 , and in the limit of strong on-site repulsion U  t, each spin
particle is fixed to a lattice site and the Hubbard model becomes an insulator.
Neighboring spin particles gain kinetic energy by anti-aligning [30], resulting in an
effective nearest-neighbor interaction called the exchange interaction [31]—also
known as the Heisenberg interaction [32]. The effective model arising from the
strongly repulsive Hubbard model at half filling is called the Heisenberg model 3 .
Lattice models with a spinful particle pinned to each lattice site are called quantum magnets. Well-known quantum magnets are the quantum Ising model: the
quantum version of the classical Ising model proposed by Wilhelm Lenz to his
then doctoral student Ernst Ising in an effort to obtain microscopic understanding
of the phenomenon of ferromagnetism [33], and the above-mentioned Heisenberg
model.
Due to their quantum mechanical nature, quantum magnets can offer surprisingly
rich physics. Especially in the presence of competing interactions or geometric
frustration [34]—which occurs when, at the level of product states, the ground
state does not minimize the energy on all bonds simultaneously—ground states
of quantum magnets can display exotic types of order that go beyond ordinary
ferro and antiferromagnetism. An example of this is the above-mentioned RVB
state—introduced by Anderson in 1973 [13] as a proposed ground state of the
geometrically frustrated triangular lattice antiferromagnet4 —also known as a spin
liquid. While preserving spin-rotation and lattice rotation and translation symmetries, spin liquids can instead display non-local order [37, 38]. In addition,
quantum magnets can exhibit many other interesting types of order, such as such
as spin-nematic order that involves the breaking of spin-rotational symmetry while
preserving time-reversal symmetry [39].
The main objects of study of this thesis are all two-dimensional quantum magnets
that fall within the category of either the bilinear-biquadratic Heisenberg or the
Shastry-Sutherland type models.
2 Meaning

that there is exactly one particle per site.
exchange interaction can cause nearby spin particles to either anti-align (super exchange), or align (direct exchange). Usually, the super exchange interaction is an order of
magnitude larger than the direct exchange interaction [30].
4 It was later shown numerically that the triangular lattice antiferromagnet has a ground
state that displays 120◦ magnetic ordering instead [35, 36].
3 The

4

1.4. Numerical many-body physics
Because of their strong inter-particle interactions, investigating quantum magnets
is challenging, and exact solutions are difficult to be found in dimensions higher
than one. Consequently, physicists are forced to resort to numerical methods, and
this is the approach that we shall take in the chapters to come.

1.4

Numerical many-body physics

One of the main difficulties with simulating quantum many-body systems lies in
the fact that the Hilbert space H describing the total system is a tensor product5
of all single-particle Hilbert spaces Hi :
H=

N
O

Hi ,

i=1

where N is the total number of particles. Throughout this thesis, in agreement
with the quantum magnets to be investigated, all single-particle Hilbert spaces are
taken to be finite dimensional, with the same6 dimension d. Assuming the latter,
the dimension of the total Hilbert space H scales exponentially in the number of
particles,
dim H = dN .
As a consequence, directly simulating real systems—which contain of the order of
Avogadro’s number 6.022·1023 of particles—even with an optimistic extrapolation
of Moore’s law [40] is out of the question on classical computers in the foreseeable future. The exponential scaling of the Hilbert space becomes particularly
problematic when approaching the thermodynamic limit N → ∞, which is technically required in order to investigate quantum phase transitions. To deal with
this obstacle, physicists have developed all kind of methods to tackle interacting
many-body systems.
Exact diagonalization of the Hamiltonian by means of Lancoz’s method [41] is
possible for systems of up to about fifty particles (see, e.g. Ref. [42]), which is far
from the thermodynamic limit. However, smart extrapolations to infinite sizes can
in principle be done using finite-size scaling, and therefore exact diagonalization
is a useful method when there is not a lot of prior information available about the
many-body system under investigation.
As a method that is insensitive to the exponential scaling of the Hilbert space,
quantum Monte Carlo (QMC) [43]—being based on statistical sampling—offers a
very powerful and popular approach to tackle many-body systems. QMC has the
advantage that it is very well controlled, and given enough computation time any
5 Modulo
6 Since

some action of a permutation group if the particles are indistinguishable.
all particles pinned to the lattice sites have the same total spin S = d−1
.
2

5
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desired accuracy can be reached. The main trick of QMC is to map a quantum
system to a classical probabilistic system—in the spirit of Feynman’s path integral—to which ordinary Monte Carlo can be applied. The problem is, that this
trick in general does not work for either geometrically frustrated or fermionic systems, because of the appearance of negative probabilities. The occurrence of these
negative probabilities is known as the sign problem [44]. As a consequence, there
is a large set of strongly correlated systems that is as of yet beyond the reach of
QMC. The systems that we shall investigate fall into this category for those parts
of the parameter regimes that we are interested in.
There is also a variety of approximate methods. To name a few: mean field
theory works well for higher dimensional systems [45], but for lower dimensional
systems—especially those that are strongly correlated—it typically fails to capture
the quantum correlations; series expansion techniques [46] rely on perturbation
theory, which requires a small parameter to expand in; and spin wave theory [47]
can be very useful, but it is biased because it requires a classical ground state to
start from and can therefore overlook quantum ground states that do not have a
classical analogue.
To summarize, each of the approaches described above has its own shortcomings,
and developing appropriate methods to investigate strongly correlated quantum
many-body systems that suffer from the sign problem is one of the major challenges
of contemporary condensed matter physics.
For this thesis, we shall take a different approach to dealing with the immense
size of the N -body Hilbert space: that of tensor networks. The main idea behind
the application of tensor networks to quantum mechanics is to not consider the
total Hilbert space as a whole, but instead focus on a smaller subset of the Hilbert
space that only scales linearly in the system size N , and is therefore much more
manageable numerically. Compared to the other methods mentioned above, tensor
network algorithms are unbiased, not restricted to a particular type of systems,
and in addition have the added advantage that they can also work directly in the
thermodynamic limit, making them a very powerful tool for investigating strongly
correlated many-body systems. Needless to say, tensor networks also have their
limitations, and we shall discuss those in detail in Chapter 2.

1.5

Ground state phase diagrams

Obtaining full understanding of a quantum mechanical system requires—in principle—to overcome the immensely daunting task of diagonalizing its Hamiltonian,
or computing its partition function. Unless the system has enough symmetries
to make it exactly solvable (by for example Bethe-ansatz like methods [48]), or
there exists an efficient way to statistically sample the system along the lines of
QMC, obtaining complete knowledge of the system at hand is extremely diffi6
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cult. Instead, we will undertake a first step towards understanding the system
by computing its ground state(s). Knowing the ground state gives insight into
the system considered, not only because it is important to understanding the low
energy properties of the system, but also because it provides a basis upon which
excited states can be constructed.
In the presence of competing interactions, by continuously varying coupling constants in the Hamiltonian, the ground state of a given system can display different
types of order. If a change in order happens abruptly, meaning that the ground
state energy changes non-analytically, we speak of a quantum phase transition.
Quantum phase transitions carry the label quantum because, contrary to classical
phase transitions, the former occur at zero rather than finite temperature, and are
governed by quantum effects.
Phase transitions are interesting objects of study by themselves. Whereas first
order transitions typically signify an abrupt jump from one phase to the next,
(conventional) continuous second order transitions exhibit universal behavior,
expressed in terms of scaling relations [49–51] between critical exponents that
describe how certain properties diverge when approaching the transition point.
The scaling relations can be understood in terms of Wilson’s renormalization
group [52, 53]; they are universal in the sense that they are insensitive to the
microscopic details of the system. However, the more interesting phase transitions are those that go beyond the Ginzburg-Landau framework, such as those
mentioned in Sections 1.2 and 1.3.
For each model investigated in this thesis, we shall compute its ground states and
determine the nature of the transitions that separate them, all of which will be
summarized in the ground state phase diagram of the model in question.

1.6

Outline

This thesis concerns itself with models that fall within two types of two-dimensional
quantum magnets: the nearest-neighbor spin-1 bilinear-biquadratic Heisenberg
(BBH)-type models and the Shastry-Sutherland (SSL)-type models. Several models of either type will be investigated by means of tensor network algorithms, and
accurate descriptions of their ground state phase diagrams will be provided.
Chapter 2 motivates the use of tensor networks, especially for the simulation of
ground states. In particular, the infinite-system tensor network known as iPEPS,
which stands for infinite projected entangled pair state, will be discussed, and
notable attention will be given to the main bottleneck in dealing with infinite
two-dimensional tensor network states: that of contracting infinite networks. Furthermore, ample detail will be given on the optimization algorithms used to obtain approximate ground states with iPEPS, which include both imaginary-timeevolution and variational-update based optimizations.
7

1. Introduction
Chapter 3 discusses the spin-1 BBH model, a model that is not only of experimental relevance because it contains the SU(3)-Heisenberg model that can
be realized using cold atoms, but is also theoretically interesting because it is
the most general spin-rotation, lattice-rotation and lattice-translation symmetric
spin-1 model with only nearest-neighbor interactions. Chapter 3 focuses on the
square-lattice version of the spin-1 BBH model, which is home to two different
nematic phases that break on-site spin-rotation symmetry through anisotropies in
their spin fluctuations. More interestingly, our iPEPS study will show that there
are two additional phases that were not known to be present on the square lattice
BBH model: a partially magnetic partially nematic phase, and a quantum paramagnetic phase, the latter of which can be adiabatically connected to the famous
Haldane phase of decoupled one-dimensional spin-1 BBH spin chains.
Chapter 4 continues the investigation of Chapter 3 by studying the spin-1 BBH
model on the numerically more challenging and experimentally more relevant triangular lattice. Indeed, the triangular magnets NiGa2 S4 and Ba3 NiSb2 O9 have
been shown to exhibit spin-liquid-like behavior, and partial explanations that have
been proposed for this behavior involve the nematic ground states of the triangular
lattice spin-1 BBH model. Motivated by the discovery of the partially magnetic
partially nematic and quantum paramagnetic phases on the square lattice, an
in-depth investigation of both the isotropic and the anisotropic triangular lattice
BBH model will be provided. Surprisingly, neither of the above-mentioned additional phases shows up in the ground state phase diagram on the triangular lattice
BBH model.
Chapter 5 investigates the SSL model, which is known to admit an exact ground
state made up of a product of singlet dimers. By varying the coupling parameters,
the SSL model interpolates between this dimer ground state and the Néel-ordered
ground state of the square lattice Heisenberg antiferromagnet. The long standing debate on what happens at the interplay of the dimer and antiferromagnetic
phases, which seemed to have converged on the existence of the intermediate socalled empty plaquette phase, was reinvigorated by a recent experimental paper
by Zayet et al. [54] that claimed that the ground states in between the dimer and
AFM phases lie in the full rather than the empty plaquette phase. In order to
get to the bottom of these contradictory statements, by simulating both plaquette
phases using iPEPS, we will demonstrate that the ground state indeed lies in the
aforementioned empty plaquette phase. Moreover, our simulations will show that
the ground state remains in the empty plaquette phase even in the presence of a
small artificial bias in the Hamiltonian towards the full plaquette phase.
Chapter 6 focuses on the sign problem within quantum Monte Carlo—the method
of choice for unfrustrated quantum magnets—and examines it within the context
of the extended SSL model equipped with additional inter-dimer couplings that
continuously interpolate between the original SSL and the fully-frustrated bilayer
Heisenberg model. We will demonstrate that that the sign problem disappears for
8
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some values of the coupling parameters. By comparing to our iPEPS study of the
ground state of this extended SSL model, the region for which the sign problem
disappears will be shown to be completely contained within the dimer phase. This
phenomenon can be understood in terms of an artificial sign-free Hamiltonian
that shares its ground state with the extended SSL model for part of its coupling
parameter regime. As a consequence, thermodynamic properties can potentially
be accurately modeled by quantum Monte Carlo even for frustrated quantum
magnets provided that the ground is shared with another sign-free Hamiltonian.
Finally, in Chapter 7, we will summarize all findings presented in the following
chapters, put them into a broader perspective, and provide an outlook for possible
future research projects that continue the work set out in this thesis.
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CHAPTER

Tensor networks
The N -body wave function, the object that mathematically describes an N -body
quantum state, is one gigantic tensor with a number of coefficients that is exponential in the system size N . The main idea behind the application of tensor
networks to quantum mechanics is to decompose this big tensor into a network of
smaller tensors. Doing so has the numerical advantage that local manipulations
to the N -body wave function can be applied to only a few relatively small tensors
in the network, rather than the the wave function in its entirety. Additionally,
by constructing networks with particular structures, it is possible to target specific subsets of the N -body Hilbert space that are especially relevant for ground
states of large class of Hamiltonians. Moreover, the size of these subsets scales
only linearly in N , as opposed to the exponential scaling of the dimension of the
total Hilbert space, and therefore allows for numerical simulation of systems much
larger than those accessible through exact diagonalization.
This chapter will provide an extensive introduction into tensor networks in the
context of quantum mechanics. Section 2.2 introduces the concept of entanglement entropy, and its relation to ground states of a generic class of Hamiltonians
in particular, and motivates why the use of tensor networks is appropriate here.
Section 2.3 provides an introduction to the one-dimensional tensor network states
known as matrix product states, followed by a more extensive discussion on their
two-dimensional generalizations called projected entangled pair states, the latter of
which form the backbone of all numerical algorithms used in this thesis. Special
attention will be given to network contraction—required for the computation of
expectation values, discussed in Section 2.4; and the energy minimization algorithms employed in the chapters that follow, explained in Section 2.5. Finally, we
conclude the chapter with Section 2.6 by discussing some practicalities regarding
tensor network simulations.
11
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2. Tensor networks

2.1

Theoretical setup

The objects of study of this thesis are two-dimensional N -body lattice systems
with a single spin-S particle pinned to each lattice site. The N -body Hilbert
space describing such systems consists of a tensor product of local Hilbert spaces
H=

N
O

Hi

i=1

where each local Hilbert space Hi is isomorphic to Cd for some fixed i-independent
number1 d related to the spin S of the particles at the vertices. For example, for
the bilinear-biquadratic Heisenberg models discussed in Chapters 3 and 4, S = 1,
and therefore d = 3. For the Shastry-Sutherland models discussed in Chapters 5
and 6, S = 1/2. However, it will turn out to be convenient to group two physical
sites together into a single Hi , and therefore d = 2 · 2 = 4.
Furthermore, this thesis deals with local Hamiltonians. That is, Hamiltonians
that consist of a sum of finitely supported operators, meaning that there exists a
(finite) number n ∈ N such that the Hamiltonian H can be written as a sum of
operators
X
H=
hj ,
j

with each hj acting non-trivially only on at most n neighboring2 particles. The
locality restriction is not as severe as it seems, because all physical forces relevant
for condensed matter physics3 decay at a distance, and can effectively be considered of finite range. In particular, all Hamiltonians considered in this thesis are
either nearest neighbor, or next-nearest neighbor.
Finally, we require the following definition. A gapped system has an energy gap
in the spectrum of H between the ground state and the first excited state in
the thermodynamic limit N → ∞. Of course, any finite (N < ∞) system is
described by a finite-dimensional Hilbert space, and therefore has a finite thus
discrete spectrum with in particular an energy gap between the the ground state
and the first excited state. The term “gapless” refers to the fact that this gap
persists in the thermodynamic limit.
1 Given

by d = 2S + 1.
respect to some distance measure, which on a lattice typically means that two particles
that interact directly through one of the hj ’s cannot be further than n edges apart.
3 Factually the only force relevant in condensed matter physics is the electromagnetic force,
which, although a long-range interaction, decays exponentially with distance in actual materials
due to screening effects, and therefore is effectively short-ranged. Nuclear forces like the strong
force become stronger over distance between, for example, deconfined quarks, but that only
happens at energies far beyond the realm of condensed matter physics.
2 With
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Additionally, all quantum states in this thesis are assumed to be pure. It is also
possible to describe mixed states with tensor networks, see e.g. Ref. [55], but they
are not relevant to this thesis.

2.2

The area law of entanglement entropy

Given an N -body quantum state |ψi ∈ H, we associate an entropy to each subdivision of the lattice into two distinct parts A and B. This works as follows. To
a subdivision
of the lattice N
corresponds a division of the total Hilbert space into
N
HA = i∈A Hi and HA = i∈B Hi . When averaging over, for example, part B,
which we formally do by tracing out HB , we obtain a probabilistic description of
the state of A given by the reduced density matrix4 .
ρA = TrB |ψihψ|.
The von Neumann entropy associated with the probability distribution of ρA is
called the entaglement entropy
S(ρA ) = −Tr[ρa log(ρA )].
It reflects the uncertainty5 in the state of the A part given that we have averaged
over B. Note that the same entropy is obtained when tracing out the A part instead, i.e. S(ρA ) = S( ρB ), and therefore we also denote the entanglement entropy
corresponding to the division of A and B by SA|B (suppressing the |ψi dependence
in the notation).
For a generic quantum state, the entanglement entropy is proportional to the
volume of A [55,57]. However, this volume proportionality does not hold for every
quantum state. Product states, for example, are not entangled at all, and their
entanglement entropy is zero for any choice of subsystem A.
There are also states for which the entanglement entropy scales with the size
of boundary |∂A| of subsystem A—known as the area law of entanglement entropy [55, 57], or simply area law for short6 . Intuitively, the area law stems from
the notion that particles are mostly correlated with their close neighbors, a property that you would expect ground states of local Hamiltonians to have. This
intuition has been shown to be correct for the cases of gapped local Harmonic
Hamiltonians on generic lattices [58], and for gapped Hamiltonians under mild
conditions of the lattice [59], for which it is proven that the correlations within
4 A Hermitian positive semidefinite trace 1 operator, for which—when put in diagonal
form—the probability to find the A part in a specific state is given by the corresponding diagonal coefficient of the density matrix.
5 Or, more accurately, the average self-information, also called the Shannon entropy [56], of
the probability distribution of Footnote 4.
6 The name “area” refers to the area enclosing the volume of subsystem A.
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the ground state decay exponentially with distance, making them effectively short
ranged. Moreover, for one-dimensional systems, it has been proven that ground
states of gapped local Hamiltonians satisfy the area law [60]. In higher dimensions,
it is proven that ground states of free gapped bosonic and fermionic models [58,61],
and also of gapless free bosonic models on cubic lattices [62] satisfy area laws.
Clearly, entanglement entropy plays an important role in quantum many-body systems; a role that is also central in the construction of tensor network states. More
specifically, as will be explained in Sections 2.3.1 and 2.3.2, the tensor network
states considered in this thesis come with a parameter called the bond dimension,
labeled by D, which controls the amount of entanglement entropy that can be captured by the tensor network state in question. Moreover, we will also demonstrate
in Section 2.3.3 that the tensor network states considered in this thesis satisfy the
area law by construction, and are therefore expected to be suitable candidates for
ground states of gapped local Hamiltonians.
However, the fact that tensor networks satisfy an area law does not a priori imply
the reverse statement, which turns out does hold, under certain conditions. As a
matter of fact, the success of tensor networks in simulating quantum many-body
systems, and ground states in particular, is due to the statement that states that
satisfy area laws can be well approximated by tensor network states. This statement
has only been proven by Hastings [60] for one-dimensional systems, in which case
the approximating tensor network state is a so-called matrix product state, or MPS
for short. The fact that area law states can be well approximated by tensor network
states in one-dimensional systems, implies that tensor networks are tailored for
approximating ground states of gapped local Hamiltonians of one-dimensional
systems. Moreover, Verstraete and Cirac [63] provide theoretical justification for
the use of MPS even for critical (gapless) systems.
In higher dimensions, no such proofs exist. However, using higher-dimensional
MPS consisting of tensors that represent all sites in a single hyperplane [64],
Hastings did manage to show that, under an assumption on the density of states
which is believed to be satisfied by many physical systems such as those displaying
the fractional quantum Hall effect, an efficient higher-dimensional MPS representation of the ground state exists in any dimension [65]. In addition, Ref. [63]
provides a hand-waving argument based on the exponential decay of the correlation length that suggests that ground states of gapped local Hamiltonians are
well approximated by the natural generalization of MPS to two dimensions, called
projected entangled pair states, PEPS for short. Moreover, a growing body of numerical tensor network studies of two-dimensional systems [66–81] using (infinite)
PEPS suggests that ground states of both gapped and gapless local Hamiltonians
can be efficiently approximated by tensor network states also in higher dimensions. For the case of gapless systems, the use of tensor network states—in any
dimension—involves a controlled limiting procedure described in Section 2.3.4.
Having motivated that the tensor network states of MPS (PEPS) type are known
14
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(expected) to provide efficient ansätze for ground states of gapped local Hamiltonians, in the next section we will explain what MPS and PEPS are made up of,
and elaborate on their properties.

2.3

Tensor network states

The application of tensor networks to quantum mechanics involves decomposing a
pure quantum many-body state into smaller pieces. There are many ways of doing
so. However, we shall focus only on two particular types of decompositions: that of
matrix product states (MPS) [82–84] for one-dimensional, and projected entangled
pair states (PEPS) [85] for two (and higher) dimensional systems. Because all
systems studied in this work are two-dimensional, we shall keep the discussion
on one-dimensional systems somewhat brief, and elaborate on technical details
mostly for the two-dimensional case.
In the remainder of this thesis, we shall adopt the following pictorial representation
of tensors—see Fig 2.1. A tensor will be denoted by a ball (or in some cases by
some other shape, such as a square or a diamond). Indices of the tensor will be
portrayed by legs coming out of the tensor. When two lines of different tensors
are connected, a contraction over the connected indices is implied.
(a)
i

v

(b)
i

M

(c)
i

j

v

M

Figure 2.1: Graphical notation for tensor networks. Each tensor is represented
by a ball. (a) A vector v with a single index i. (b) A matrix M with indices i
and j. (c)
PA matrix-vector multiplication: connected lines are summed over, i.e.
(M v)i = j Mij vj .

2.3.1

Matrix product states

Consider a one-dimensional N -site spin chain, with a spin-S particle described by
a local Hilbert space Hj of (site-independent) dimension d sitting on each lattice
site. For simplicity, we shall assume open boundary conditions. Let us fix a local
basis {|ij i}dij =1 for each Hj .
i

An MPS [82–84] consists of a collection of local tensors Tαjj−1 ,αj , one per site7 .
Each tensor has three indices, or legs: one physical leg ij representing the physical
i

7 By abuse of notation, we label the site-tensors T j
αj−1 ,αj —which generally vary per site and
therefore should also have a separate site index j—with their physical index ij .
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local Hilbert space Hj , and two auxiliary legs αj−1 and αj that connect to the
auxiliary legs of the two neighboring tensors that are to the immediate left and
right, respectively, of the tensor in question; see Fig. 2.2. Note that the tensors at
the ends of the system (j = 1 and j = N ) carry just one auxiliary index8 . Let us
label the auxiliary vector spaces situated in between each pair of sites, using the
convention that Vj is in between site j and site j + 1.
Auxiliary indices

α1
i1

Physical index

α2
i2

α3
i3

α5

α4
i4

i5

i6

Figure 2.2: Left: a site tensor with one physical and two auxiliary legs. Right:
a six-site matrix product state for a system with open boundary conditions. For
periodic boundary conditions, the tensors at either end will be connected by an
additional auxiliary bond [86]. The auxiliary indices αi are summed over.

Suppose |ψi ∈ H is some arbitrary state in the N -body Hilbert space. Expressed
in the local bases defined above, |ψi takes the form:
|ψi =

X

ψi1 ,...,iN |i1 , . . . , iN i.

(2.1)

ii ,...,iN

It is possible to rewrite |ψi as a matrix product state using a sequence of singular
value decompositions (see e.g. Ref. [87]),
ψi1 ,...,iN = T i1 · T i2 · · · T iN ,

(2.2)

where the dots represent contractions of the auxiliary indices. Eq. 2.2 explains
the name “matrix product state”, as every fixed basis coefficient of ψ is written
as a product of matrices.
The MPS obtained through a sequence of singular value decompositions has the
property that the dimensions of the auxiliary vector spaces increase exponentially
when moving towards the middle of the chain. That is, dim(V1 ) = d, dim(V2 ) = d2 ,
etc., up to the middle bond, where the auxiliary vector space VN/2 has dimension9 dim(VN/2 ) = dN/2 , after which the dimensions start decreasing again until
the last auxiliary space has dim(VN −1 ) = d. For example, the auxiliary vector
spaces corresponding to indices α1 , . . . , α5 of the MPS in Fig. 2.2 have dimensions
(d, d2 , d3 , d2 , d).
8 Unless we use periodic boundary conditions, in which case the outer two tensors are connected by an additional auxiliary bond; see Ref. [86] for details.
9 Assuming N is even, otherwise the maximal dimension is d(N −1)/2 .
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It is also possible to consider MPS for which all auxiliary vector spaces have
the same dimension. This dimension, which we will denote by D, is called the
bond dimension. From the paragraph above, we conclude that any state can be
represented by an MPS, provided we take D to be exponentially large in the system
size.
Matrix product states with fixed bond dimension D  exp(N ), on the other
hand, contain far fewer parameters than general states in the N -body Hilbert
space. Indeed, a bond-dimension-D MPS has of the order of N dD2 parameters,
which, because it only scales linearly in N , is much less than the dN coefficients
required to describe an arbitrary |ψi ∈ H for large N . Clearly, fixed-D MPS with
D  exp(N ) parametrize only a small part of the total Hilbert space.
It turns out, that these fixed-D MPS are states with a specific property: they
satisfy the area law10 , which for one-dimensional systems just means that the entanglement entropy between a left and a right part of the chain is (bounded by
a) constant11 , and they have exponentially decaying correlation functions; see e.g.
Refs. [55, 88]. It is precisely these fixed-D MPS that can well approximate ground
states of gapped local Hamiltonians [60], as mentioned earlier in Section 2.2. Consequently, by restricting simulations to the set of fixed-D MPS, it becomes numerically viable to study systems described by gapped local Hamiltonians for a
particle number N much larger than those for which the Hamiltonian is exactly
diagonalizable. From now on, when referring to an MPS, we shall always mean a
fixed-D MPS unless explicitly stated otherwise.
The origins of MPS trace back to the well-known density matrix renormalization
group (DMRG) algorithm [89,90]—a method that has been applied successfully to
numerous one and later also two-dimensional systems (see e.g. Ref. [91] and references therein)—in the sense that DMRG can be viewed as a variational method
that optimizes over the class fixed-D MPS [86, 92–94].
Inspired by the success of MPS in simulating one-dimensional systems (see e.g.
Refs. [55, 88, 95] and references therein), it seems natural to ask whether (i) there
is natural generalization of MPS to higher dimensions, and (ii) to what extent
this higher dimensional generalization of MPS is capable of approximating ground
states. To answer these questions, in the next sections we shall discuss the concept
of a projected entangled pair state, or PEPS for short, which can be thought of as
a direct generalization of MPS to two dimensions.
It should be noted that MPS can also be applied to two-dimensional systems
by connecting sites in a snake-like pattern [96]. The advantage of using MPS
10 The fact that MPS satisfy an area law follows directly from a derivation analogous to the
one presented in Section 2.3.3 for projected entangled pair states.
11 Indeed, because only one bond gets cut when splitting the system into a left part A and
a right part B, the entanglement entropy is bounded by SA|B ≤ log(D). Likewise, for MPS
with periodic boundary conditions, there are two bonds connecting subsystems A and B, and
SA|B ≤ 2 log(D). See Section 2.3.3 for details.
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over PEPS, is that the algorithms for one-dimensional systems are less involved
than those for higher dimensions; see e.g. Sections 2.4 and 2.5. However, the
application of MPS to two-dimensional systems is restricted to strips or cylinders
(depending on the boundary conditions) of relatively small widths. For example,
the comparative study of Ref. [97] showed that iPEPS—which stands for infinite
PEPS, discussed in Section 2.3.5—outperforms iMPS for widths of about seven to
eleven sites for typical models such as Heisenberg and the Hubbard model.

2.3.2

Projected entangled pair states

A projected entangled pair state (PEPS) [85] is the two-dimensional generalization
of a matrix product state. Instead of having three legs, local tensors of a PEPS are
five-legged: with one index corresponding to the physical local Hilbert space Hi ,
and four auxiliary indices that run over D values each. We will denote a PEPS
with bond dimension D by ψ(D). The state ψ(D) is formed by connecting all
local tensors in a square lattice pattern; see Fig. 2.3. Recall that, in the graphical
notation of Fig 2.3, the summation over the auxiliary indices is implied by the
fact that the corresponding legs are connected.

Auxiliary indices
Physical index

Figure 2.3: Left: each local tensor has four auxiliary indices that run over D
values each, and a physical index carrying the dimension d of the physical sites it
represents. Right: a projected entangled pair state (PEPS) for a twenty-site system.

The set of fixed-D PEPS is described by N dD4 parameters12 , a number that, as
with MPS, scales linearly in N . Consequently, by restricting simulations to the set
of fixed-D PEPS, it becomes possible to simulate systems much larger than those
for which the Hamiltonian can be diagonalized exactly. Moreover, PEPS satisfy
the area law, as we will show in Section 2.3.3, and, as mentioned in Section 2.2, it
is expected that PEPS can efficiently approximate ground states of gapped local
Hamiltonians.
12 Neglecting the boundary tensors—which have dD 3 coefficients when at the edge, and dD 2
when at a corner of the system—that are not important in the large N limit.

18

2.3. Tensor network states
The name projected entangled pair state comes from the fact that it can be written
as a projection of another state (in some higher-dimensional space) that consists
of products of maximally entangled pairs [85]. The term PEPS is sometimes also
used for the higher dimensional equivalents [98, 99] of the square lattice tensor
network state of Fig. 2.3. In this thesis, however, we shall reserve the names
MPS and PEPS specifically for one-dimensional and two-dimensional square lattice
networks respectively, and reserve the term tensor network state for states made
up of arbitrary tensor networks.
In addition to MPS and PEPS, there exist many other types of tensor network
states, such as tree tensor networks (TTN) [100] and the multi-scale entanglement
renormalization ansatz (MERA) [101]. The former have the advantage that, while
being higher-dimensional, they have the property that cutting a single bond cuts
the network into two, which makes them applicable to fast and well-understood
one-dimensional-like algorithms. The latter is specifically designed to represent
critical (gapless) states, the type of states that ordinary tensor network states
find difficult to approximate. For more details about TTN’s, MERA, and tensor
networks in general we refer the reader to the excellent pedagogical introductions
to tensor networks by Cirac and Verstraete [102], Schollwöck [87], Eisert [55] and
Orús [88], and references therein.

2.3.3

PEPS satisfy the area law

By construction, because local tensors only connect to their immediate neighbors,
every PEPS satisfies an area law in its (von Neumann) entanglement entropy
scaling; see e.g. Ref. [88].
More precisely, take an arbitrary PEPS |ψi ∈ H, and suppose we cut the total
system into two pieces, A and its complement B (see Fig. 2.4). Let {|iN
A i} and
{|iB i} be bases
for
the
tensor
products
of
the
local
Hilbert
spaces
H
=
A
i∈A Hi
N
and HB =
H
respectively.
Because
of
the
square
lattice
pattern
of the
i
i∈B
PEPS in question, the number of bonds L connecting A and B is proportional to
the length of the cut l. Moreover, since each auxiliary vector space associated to
a single bond has dimension D, the tensor product of all auxiliary vector spaces
along the the cut between A and B has dimension DL . Let {|αi} be a basis for
the latter. Now, we can write
|ψi =

X

AiA ,α BiB ,α |iA i|iB i.

iA ,iB ,α

where A and B are the tensors obtained by contracting all auxiliary indices of
the parts of the network that are completely contained within parts A and B
respectively.
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A
B
Figure 2.4: A 20-site PEPS cut into two pieces, A and B. The length l of the
boundary (red dots) separating A and B is proportional to the number of bonds L
connecting A and B.

Next, the reduced density matrix for part A takes the form
ρA = trB (|ψihψ|)
X X
=
AiA ,α BiB ,α Bi∗B ,β A∗jA ,β |iA ihjA |
α,β iA ,jA ,iB

=

X

(B † B)β,α |ψαA ihψβB |,

α,β

P
where |ψαA i = iA AiA ,α |iA i, and similarly for the bra hψβA |. Since the rank of a
matrix is bounded by both its number of columns and its number of rows, ρA has
a rank of at most DL . Assuming that parts A and B are maximally entangled,
and that ρA has maximal rank DL —meaning that ρA has a flat spectrum with
max
all eigenvalues equal to 1/DL —then the entanglement entropy is given by SA|B
=
−tr[ρA log(ρA )] = L log(D). This is an upper bound, and therefore
SA|B ≤ L log(D).

(2.3)

In particular, because L ∝ l, we conclude that a PEPS with bond dimension D can
reproduce states ranging from non-entangled product states to states that satisfy
the area law by saturating Eq. (2.3). Furthermore, from the above analysis, we
conclude that every bond contributes at most log(D) to the entanglement entropy
corresponding to any subdivision for which the bond in question is part of the
boundary separating both subsystems. Hence, we not only obtain the physical interpretation of D as a parameter that provides a bound on how entangled different
parts of a system can be, but we also gain physical intuition for how each bond
can communicate entanglement between two parts of a given system. In other
words, tensor networks provide a geometric picture of entanglement entropy; see
also Refs. [103–105].
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2.3.4

The large D limit

For each fixed D, let us denote the set of all PEPS of bond dimension D by13
MD . It is important to point out that for each D used in practice MD is strictly
smaller than H. Therefore, after optimizing the tensors in a given PEPS through
some minimization algorithm, what we obtain is (i) an approximate ground state,
and (ii), because every PEPS is a state in the Hilbert space, an upper bound to
the true ground state energy. That is to say that a PEPS, and more generally any
tensor network state, is a variational ansatz for the ground state.
The subsets MD of H have the property that they form a strictly increasing
sequence with respect to set inclusion, meaning that, if we have D0 < D, then
MD0 ( MD . Consequently, the bond dimension serves as an accuracy parameter,
such that the accuracy of a simulation increases with increasing D because the set
of states that we optimize over increases in size.
In addition, any arbitrary state in the Hilbert space can be well approximated
by a PEPS provided the bond dimension is large enough [55, 88], i.e. MD →
H as D → ∞. As with MPS, for a PEPS to be able to represent an general
state, the bond dimension needs to be exponential in the number of particles N .
However, Ref. [63] suggests that, compared to MPS, for PEPS a smaller bond
dimension is required to acquire the same level of accuracy. Moreover, it is known
that two-dimensional tensor networks for a bond dimension as low as D = 2
can represent even critical (gapless) ground states [107] and exhibit algebraically
decaying correlation functions, which implies that PEPS can represent a broader
class of states than their one-dimensional counterparts.
Ground states of gapped Hamiltonians should in principle be representable by a
fixed-D PEPS. For gapless systems, tensor network methods also offer accurate
results provided the bond dimension is extrapolated to infinity. In practice, if the
desired accuracy requires it, we shall extrapolate D → ∞ for any quantity of interest by fitting curves through the finite-D data obtained through our simulations;
see Section 2.6.3.

2.3.5

Infinite systems

It is possible to simulate infinite systems using PEPS [108–111], if we assume that
the state |ψi that is to be simulated contains some form of translational symmetry,
in the sense that it can be described by a unit cell that is repeated all over the
lattice. If the state is completely translationally symmetric, the unit cell consists of
a single tensor. However, for states that partially break translational symmetry, a
larger unit cell will be used. For example, a square lattice antiferromagnetic state,
which has neighboring spins anti-aligned in a checkerboard pattern, requires a 2x1
13 Details

on the geometry of MD can be found in Ref. [106].
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unit cell. In the iPEPS algorithm, this pattern will be implemented as a 2x2 unit
cell, where tensors that are diagonally opposite within the unit cell are identical:
i.e. only one copy of each is kept in memory (Fig 2.5).
x=0

x=1

x=2

x=3

y=0

y=1

y=2

y=3

Figure 2.5: iPEPS with a 2x2 unit cell—marked by the purple dotted line—with
tensors of the same color being identical, forming a checkerboard pattern required
to simulate an antiferromagnetic ground state.

We write Lx and Ly for the width and length of the unit cell. The local tensor at
position (x, y) is denoted by A[x,y] , where the straight brackets mean that we take
the coordinates x and y modulo Lx and Ly respectively. Following the convention
used in tensor network papers cited, x increases towards the right, and y increases
towards the bottom of the unit cell (Fig. 2.5). The infinite system state |ψi is
now fully described by Lx × Ly tensors, which contain a total of dD4 Lx Ly free
parameters.
The type of PEPS introduced in this section is called infinite PEPS, or iPEPS for
short. All systems investigated in this thesis are studied by means of iPEPS. One
of the main difficulties in dealing with PEPS, and iPEPS specifically, is contracting
them—which is required to compute expectation values. How to deal with this
issue will be explained in Section 2.4.

2.3.6

Abelian symmetries

It is possible to encode symmetries into the tensor network itself. Throughout this
thesis, the only symmetries used are U (1) spin-rotation symmetries [112, 113]. In
practice, U (1) symmetry is implemented as a discrete Zq symmetry, thought of
as a discrete subgroup of U (1), with a large enough q to prevent different charge
sectors (explained below) from mixing. In the section that follows we shall use
U (1) and Zq as leading examples.
Let G be an abelian group, and suppose we have unitary representations Ui : G →
U (Hi ) on each local Hilbert space Hi . The group G naturally acts on the tensor
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product of any subset I ⊆ {1, . . . , N } of local Hilbert spaces

N

i∈I

Hi through

UI (h) ⊗i∈I |ψi i := ⊗i∈I Ui (h)|ψi i
for h ∈ G. Furthermore, assume that G is generated by a single generator, and
let g be the generator of the group. In case that G is a Lie group, then g is an
element of the Lie algebra14 g of G. For example, if G ' U (1), then g ' R, and
g = 1 ∈ R. Without loss of generality, we can let U (1) represent the group of
rotations around the z-axis. That is, acting on any collection I of local Hilbert
spaces, by abuse of notation15 ,
X
g=
σiz
i∈I

is the generator of the map that rotate all particles in I around the z-axis16 .
If G is a discrete group, a generator g of G is any element whose orbit equals all
of G. For example, for G ' Zq , with q ∈ N, we let g = 1 be the smallest rotation
in Zq . Its representation on any collection of local Hilbert spaces I is17
!
2πi X z
σi ;
g = exp
q
i∈I

g rotates all spin particles in I around the z-axis over an angle 2πi/q. Technically,
in the above examples, g is a different map depending on the set I, but we will
use the name notation for all these maps to avoid cluttering.
Because each g is hermitian (for every I ⊆ {1, . . . , N }), we can diagonalize it
on each Hi . For the examples considered, the eigenbasis for each g is just the
standard z-eigenbasis. The charge of a g-eigenstate is defined to be its eigenvalue,
which in the case of U (1) coincidentally equals the total magnetization of the set
of local Hilbert spaces in question. By combining different subsystems, we can
define a multiplication structure × on the space of charges, called charge fusion.
For example, if the total Hilbert space is that of two spin-1/2 particles: H =
H1 ⊗ H2 , with H1 ' H2 ' C2 , then g acts on each individual particle as σiz ,
P2
and on the total space as i=1 σiz . The local g-eigenbasis of Hi is the standard
z-eigenbasis {| ↑ii , | ↓ii }, with corresponding charges ± 21 . The charges of the
combined system are given by the table in Fig. 2.6.
That is, in case of U (1) the total charge is the sum of the individual charges. I.e.,
the charge fusion is integer addition: c1 ×c2 := c1 +c2 . Similarly, in the case of Zq ,
14 Formally
15 Writing

defined as the tangent space of G at the identity: g = T1 G.
N
g for uI (g), where uI = d1 UI is the derivative of UI : G →
i∈I Hi at the

identity.
16 By identifying the lowest S z -eigenstate as an empty site, and incremental increases in
magnetization as the addition of particles on-site, this representation can be seen as equivalent
to that of the particle number representation.
17 This time, writing g for U (g).
I
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state
| ↑i ⊗ | ↑i
| ↑i ⊗ | ↓i
| ↓i ⊗ | ↑i
| ↓i ⊗ | ↓i

individual charges
( 12 , 12 )
( 12 , − 12 )
(− 12 , 21 )
(− 12 , − 12 )

total charge
1
0
0
−1

Figure 2.6: Charge fusion for the combined system of two spin-1/2 particles.

the charge fusion is multiplication of complex q-roots of unity, which is equivalent
to integer addition modulo q.
The multiplicative structure on the charges is invertible, in the sense that for each
charge there exists a minus charge. Also, for (total) integer spin, there exists an
identity element (with zero total magnetization).
A state |ψi ∈ H is defined to be symmetric under G if, for every h ∈ G,
U (h)|ψi = |ψi.
The above statement is equivalent to saying that the only non-zero basis coefficients of |ψi are those for which the total charge vanishes18 . I.e., in case of U (1),
the sum of all local charges of |ψi is zero: c1 + . . . + cN = 0 is zero, and likewise for
Zq , but then the integer addition is modulo p. For example, for the two spin-1/2
particles in Fig 2.6, the only U (1)-symmetric state is any linear combination of
| ↑i ⊗ | ↓i and | ↓i ⊗ | ↑i, since the other two basis states pick up a phase under
simultaneous two-particle rotations around the z-axis.
If |ψi is a tensor network state, then symmetry of |ψi under G can be guaranteed
if we assume that the local tensors conserve charge, in the following way. For each
tensor, we choose which indices are incoming, and which are outgoing. On the
outgoing indices, G acts normally, whereas on the incoming indices G acts with
the conjugate representation. We define the latter to mean that we act with the
inverse of the generator (i.e. −g in the case of Lie groups, and g −1 for discrete
groups). Factually, we are interpreting each tensor as a linear map from the
incoming to the outgoing space, where the incoming indices transform as bra’s and
the outgoing indices as kets. As a consequence, charges corresponding to incoming
indices come with an extra minus sign. Now, we say that a tensor conserves charge
if the only non-zero coefficients of the tensor are those for which the fusion of all
charges—including signs from possible conjugate representations—is zero 19 .
18 Note that our definition of symmetric equals the notion of invariant, and does not incorporate the notion of covariant: that of a state that has a well-defined magnetization m (which can
also be non-zero). However, we will be only interested in invariant states, so for our purpose the
notions of symmetric and invariant are the same. The reason being, that, as noted in Ref. [112],
every covariant tensor can be viewed as an invariant tensor by adding a trivial index that sits in
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(a)

(c)

X

Y

T

(b)

=

X

X

Y'

Y'

Figure 2.7: (a) Two U (1)-symmetric tensors X and Y : the only non-zero coefficients are those for which total charge (per tensor) is zero. Because all indices are
outgoing, all representations are regular. (b) In order to contract X and Y such
that the result is again U (1)-symmetric, we must flip Y ’s first index into incoming.
Simply flipping the index will also flip the charge sectors, so we must relabel the first
index accordingly to compensate. (c) Perform contraction. The resulting tensor is
U (1)-symmetric by construction—see Fig. 2.8.

When contracting two tensors, the representations of G on the vectors spaces
on which the tensors act are chosen such that the indices that are about to be
contracted are outgoing on one tensor and incoming on the other (see Fig. 2.7).
Note that by designating fixed incoming and outgoing indices in accordance with
the necessary contractions, step (a)→(b) in Fig. 2.7 can be omitted, which saves
computation time. Following the above recipe guarantees that, after the contraction, the resulting tensor is again G-symmetric; see Fig. 2.8. Finally, if necessary,
the remaining open indices can be transformed from incoming to outgoing and
vice-versa (by relabeling the charge sectors) to prepare for the next contraction.
It should be noted that, as defined above, the only U (1)-symmetric states are those
for which the total magnetization vanishes. However, as described in Footnote 18,
it is possible to manually adjust the total magnetization of a local tensor to a
non-zero value, which allows for the simulation of states that have a non-zero
magnetization.
On finite systems, the number of charge sectors present in the auxiliary vector
spaces in the middle of the system theoretically scales exponentially with N . Consequently, for infinite systems, infinitely many charge sectors are required to fully
represent a U (1)-symmetric state. However, because of the use of finite D, it is
not possible to accommodate all these sectors. Typically, for a U (1)-symmetric
ground state, the charge sectors become more sparsely occupied as we move further away from the total magnetization zero sector. Therefore, we can in practice
do with finitely many symmetry sectors. The dimensions of the symmetry sectors
are determined dynamically in the algorithms discussed further down this chapter,
the required non-zero m sector.
19 Pictorially, G-symmetry of a local tensor is represented by the equality sign in the green
box in Fig 2.8.
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(i)

(iii)

†

†

UU

UU

U

U
=

U

U

=

(ii)

U

=

U

Figure 2.8: The fact that (i) = (iii) shows G-symmetry of a tensor network state
that is composed of G-symmetric local tensors, since acting with the same group
element U = U (h) (using same notation for each local representation) on each
open index leaves the state invariant. (i) → (ii) Insert identities, using that the
representations are unitary (I = U U † ), and putting the dagger where the arrow is
incoming. (ii) → (iii) Use that the local tensors are G-symmetric (green box).

based on how the states with largest singular values are distributed amongst the
symmetry sectors.
The algorithms explained in the next sections work the same for symmetric and
non-symmetric tensor networks, with the exception that in case of symmetric
tensors, tensor contractions happen block-wise. The advantage of using symmetric
tensors is that the tensor blocks used in the calculations are much smaller than
the original (asymmetric) tensor, reducing computation time and memory load
significantly.

2.4
2.4.1

Network contraction
One-dimensional systems

For illustrative purposes, before discussing the more complicated two-dimensional
case, let us briefly discuss the contraction of tensor networks in the one-dimensional
setting; see e.g. Refs [55, 87, 88].
Computing the expectation value hψ|O|ψi/hψ|ψi of some operator O requires that
we contract an entire tensor network: summing not only over auxiliary indices
in both hψ| and |ψi, but also over the physical indices connecting hψ| and |ψi.
The bra hψ| corresponding to a tensor network state |ψi comprises of exactly the
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A

†

A

Figure 2.9: Left: a site tensor A and its hermitian conjugate A† , the latter of
which has the physical leg pointing upwards. Right: graphical representation of
the computation of the expectation value hψ|O|ψi/hψ|ψi of a two-site operator O
(depicted in green) for a five-site MPS.

same tensors, but with complex conjugated coefficients20 . It is represented by a
tensor with the physical legs pointing upwards instead of downwards. The network
corresponding to the expectation value of a two-site operator O with respect to
five-site MPS is depicted in Fig. 2.9.
From a computational standpoint, when contracting tensor networks, the order of
contraction is important. Typically, the network should be contracted in such a
way that the intermediate tensors remain as small as possible during the contraction process. For an N -site MPS, this means moving from one side of the chain
to the other, at each step contracting first the auxiliary index connected to the
nearest local ket tensor at site i, followed by absorbing the corresponding local
bra tensor at site i by contracting over an auxiliary and and the i-th physical
index simultaneously. The costs for computing an expectation value in this way
is O(N dD3 ) [88].
Infinite matrix product states (iMPS) [114], just like their two-dimensional counterparts, can only be simulated on a computer if some kind of translational invariance is assumed, in the sense that the state can be described by a unit cell that
is repeated over the lattice. In the one-dimensional case, computing an expectation value boils down to evaluating a transfer matrix to the power infinity (see
Fig 2.10), which corresponds to projecting onto its dominant eigenvector21 . This
projection can be done exactly, and efficiently, as it scales as O(dD3 ) [88]. When
a larger unit cell is used, the transfer matrix consists of a bracket of one whole
20 And,

in case of U (1)-symmetric tensors, also reversed arrows.
is possible that the eigenspace of dominant eigenvectors is degenerate, in which case the
expectation value depends on which vector is used to close the network. However, because the
set of matrices with degenerate dominant eigenspaces has measure zero within the set of all
matrices of some predefined size, this is not likely to happen in practice for states that have been
obtained through numerical optimization.
21 It
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∞

∞

∞

Figure 2.10: Computing the expectation value of a two-site operator (in green) for
an iMPS with a one-site unit cell requires computing the transfer matrix (within
brackets) to the power infinity.

unit cell. Assuming the dominant eigenvector is unique, the network in Fig 2.10
can be closed by placing the same (arbitrary22 ) vector at both ends, which will
then get projected onto the dominant eigenvector.

2.4.2

Two-dimensional systems

In contrast to MPS, PEPS cannot be exactly efficiently contracted by choosing a
smart contraction order. The contraction of a PEPS is contained in the complexity
class #P, making it a computationally hard problem [115].
In this thesis, we will be interested in contracting infinite two-dimensional networks. One of the main obstacles in dealing with infinite two-dimensional tensor
networks is that, contrary to the one-dimensional case, it is impossible to contract the infinite two-dimensional network exactly. Instead, several approximation
schemes have been developed over the last years, such as: transfer-matrix-based
contraction schemes [110], coarse-graining-based contraction schemes [116, 117]
and corner-transfer matrix (CTM) methods [118–120] based on a formalism derived by Baxter [121, 122]. All simulations ran in preparation of this thesis make
use of a modified version [74, 123]—discussed below—of the CTM algorithm from
Refs. [118, 124].
In the CTM contraction scheme, for each tensor in the unit cell additional environment tensors are introduced that represent the contraction of all other tensors
surrounding the tensor in question: four corner matrices C1 , . . . , C4 , and four
transfer matrices T1 , . . . , T4 (Fig. 2.11). C1 always refers to a matrix that is in the
upper-left corner, C2 in the upper-right corner, etcetera. Likewise, T1 is always
at the top, T2 at the right, and so forth. Furthermore, all corner and transfer
matrices carry site labels [x, y]—that, like the labels of the local tensors, are taken
22 In practice, it doesn’t matter which one, because a random vector with have a non-zero
overlap with the dominant eigenvector with probability one.
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Figure 2.11: Approximate environment for reduced site tensor a (green box). The
bottom figure shows the labeling of the corner and transfer matrices relative to the
site tensor at position [x, y]; all coordinates are taken modulo the length Ly and
width Lx of the unit cell.
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modulo Lx and Ly respectively—to signify what part of the lattice they represent.
It is important to note that the corner and transfer matrices, which are used to
compute expectation values, form the environments of the reduced site tensors
(Fig. 2.11, green box).
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Figure 2.12: A left move at horizontal position x consists of (i) inserting a new
column, (ii) absorbing the inserted column into the appropriate corner and transfer
matrices—increasing the bond dimensions of the vertical bonds—and (iii) truncating the bond dimension back to χ. This left move is done column by column
at each location [x, y] in the unit cell using the appropriate projectors (Fig. 2.13)
for the truncation step, followed by similar top, right and bottom moves until all
environment tensors have converged.
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Figure 2.13: We want to compute the projectors along the vertical cut between
[x,y]
positions [x, y] and [x, y + 1], which will be inserted in between for example T̃4
[x,y+1]

and C̃4
in Fig. 2.11. To do so, we (a) take the square network surrounding
the to be truncated bond, which we interpret as a two-site MPS consisting of a top
and a bottom tensor, of which we take QR decompositions. Next, we (b) perform
an SVD keeping only the χ largest singular values. We then (c) approximate the
identity matrix using the SVD from the previous step, which provides us with the
[x,y]
[x,y+1]
appropriate projectors Pb
and Pt
. After repeating steps (a)-(c) for all
values of y, keeping x fixed, we (d) update all T4 , C1 and C4 tensors for fixed x
using the appropriate projectors. Finally, we repeat the above steps column-wise
for every x, until all T4 , C1 and C4 tensors have been updated, and the left move
is complete.
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The environment tensors come with their own boundary bond dimension χ, and are
obtained as a fixed point of a row and column insertion and truncation procedure
[124], as explained in Fig 2.12. The fixed point is reached when the change in
energy due to the insertion step stays within a predefined measure of accuracy.
Each row or column insertion increases the boundary bond dimension, which has
to be truncated back to χ by means of projectors that project onto the most
relevant χ-dimensional subspace. Depending on the location within the network,
constructing the projectors involves different tensors. For example, in order to
[x,y]
obtain the projectors for truncating the thick vertical bond between T̃4
and
[x,y+1]
C̃4
back to χ, the network in Fig. 2.13(a) is required. The idea behind the
construction of projectors, is to interpret the left diagram of Fig. 2.13(a) as a
two-site MPS, where the first site is the “upper” and the second “lower” tensor.
By cutting all four legs open, we can then construct projectors that project onto
the subspace of χ largest Schmidt coefficients corresponding to the cut at the two
leftmost open legs.
Finally, given converged environment tensors for all sites within the unit cell,
expectation values hψ|O|ψi can be computed by surrounding the sites connected
to the operator O in question by the appropriate corner and transfer matrices,
and contracting the resulting (finite) tensor network.
The truncation back to χ in the CTM algorithm makes the environment formed
by the C and T tensors an approximate environment, rather than the exact environment (which would require an infinite boundary bond dimension). However,
all iPEPS used have a fixed bond dimension D, and are approximate states themselves. Computing expectation values with approximate environments adds a further approximation on top of this. From the perspective of the boundary bond
dimension χ, what matters is that the variations due to the use of finite χ are
negligible compared to those due to the use of finite D. In practice, this means
that we take χ(D) > D2 to be large enough to yield negligible variations in the
expectation value that we are interested in compared to the variations due to the
use of finite D.

2.5

Energy minimization

In order to compute ground states, the energy needs to minimized. All Hamiltonians considered in this thesis consist of a sum of two-body nearest-neighbor
interaction terms
X
H=
Hij .
(2.4)
hi,ji

The advantage of tensor network states is that the application of a local gate—i.e.
some operator that only involves a few sites that are close to each other—only
affects a small set of tensors rather than the state as a whole. Making use of the
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fact that the Hamiltonian is of the form of Eq. (2.4), it possible to do numerical
optimization on large systems, or even in the thermodynamic limit, by sequentially
updating the tensor network state piece by piece.
In this thesis, we employ two types of energy minimization schemes. The first
involves projecting (possibly randomly initialized) states onto the ground state by
means of imaginary time evolution, which boils down to applying a sequence of
gates that minimize bond energies. The second optimizes the local tensors individually by computing how to adjust the local tensors—one after the other—such
that the total energy goes down.

2.5.1

Imaginary time evolution

Given an iPEPS |ψi with a predefined unit cell, we evolve |ψi in imaginary time by
applying exp(−βH) for large enough β to project it onto the ground state. Using
a second order Suzuki-Trotter expansion, the imaginary time evolution operator
exp(−βH) can be decomposed into a sequence of gates at the cost of a controllable
Trotter error. For a finite system, this works as follows.
To begin with, for τ ∈ C, it is straightforward
to check that the exponent of a
Pk
sum of non-commuting operators i=1 τ Oi equals a product of exponentials up
to a correction term that is third order in τ :
#" 1
#
! " k
k
τ 
τ  Y
X
Y
Oi
exp
Oi + O(τ 3 ).
(2.5)
exp
τ Oi =
exp
2
2
i=1
i=1
i=k

Note that in the second product, the order of the operators is reversed.
Next, we split the imaginary time evolution operator exp(−βH) into a sequence
of small time-step evolution operators [exp(−τ H)]M , where τ = β/M for some
large integer M . Using Eq. (2.5), we obtain


M



exp (−βH) = exp −τ

X

Hij 

hi,ji

M




 Y

 τ

 τ
Y
exp − Hij  + O(τ 3 )
= 
exp − Hij  


2
2
hi,ji

revhi,ji



M
 Y

Y
= 
Gij  
Gij 
+ O(τ 2 ),


hi,ji

revhi,ji

where “rev” means reversed order. As a consequence, in the limit of M → ∞, and
therefore τ → 0, the imaginary time evolution operator exp(−βH) can be written
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as a sequence of local gates Gij = exp(−τ Hij /2). In practice, we shall choose M
to be large enough such that, within the degree of accuracy required, we can safely
neglect the O(τ 2 ) term and approximate the imaginary time evolution operator
exp(−βH) solely by the products of gates Gij on the bottom line above.
When evolving an iPEPS in imaginary time, the product over all local gates goes
over all bonds in the unit cell. In this case, updating a single bond in the unit cell
corresponds to updating all equivalent bonds in the infinite system simultaneously.
Applying a local gate to a bond evolves the bond a little bit in imaginary time
while simultaneously increasing the bond dimension. To make sure that the end
result of the minimization process is again an iPEPS of bond dimension D, after
applying a single gate the bond dimension of the updated bond will be truncated
back to D. This can be done using the simple [117] or the full [111, 125] update
algorithm. Both algorithms will be explained below for the square lattice models
considered, which includes both the spin-1 BBH square lattice model as well as all
SSL models that appear in this thesis. The spin-1 BBH triangular lattice model
has been studied using an altered version of the square lattice algorithms, the
details of which will also be presented below.

Simple update
Tensor network states have a redundancy in their descriptions, in the sense that
various local tensors can be combined to form the same state in the Hilbert space.
More precisely, on each bond we can artificially insert an identity matrix I =
M M −1 , and merge M with the local tensor on one side, and M −1 with the other,
changing both local tensors in the process while keeping the total (contracted)
physical state the same. For MPS with open boundary conditions, it possible to use
this gauge invariance to put the local tensors into so-called canonical form [126].
The canonical form is obtained by a sequence of singular value decompositions,
starting from both ends of the chain, and then moving towards a selected point in
the middle from both sides.
As a matter of fact, it is also possible to store the singular values of each singular
value decomposition in diagonal matrices, while moving from one end of the chain
to the other. This procedure results in a tensor network state—invented by Vidal [127], see Fig. 2.14—that contains diagonal matrices in between each adjacent
pair of site-tensors containing the D largest Schmidt weights corresponding to a
cut at the bond in question. The crucial ingredient that allows this procedure to
work is that, in one dimension, cutting a single bond corresponds to splitting the
Hilbert space into two, which means that to each bond we can associate a matrix
of Schmidt weights.
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Figure 2.14: Starting from one end of the chain and moving to the other by
applying a sequence of singular value decompositions, and storing the D largest
singular values at each step in a diagonal matrix, an MPS can be cast into a form
(bottom figure) with diagonal matrices (orange diamonds) on each bond containing
the D largest Schmidt coefficients corresponding to cutting the bond in question.
Note that this procedure requires that, e.g. when starting from the left, the state
has to be right-normalized [87], or vice versa.

Employing imaginary time evolution in one-dimensional systems can be done very
efficiently if the MPS is kept in canonical form during the optimization process.
Indeed, truncating the bond dimension back to D after applying an imaginary time
evolution gate amounts to keeping the D largest Schmidt values corresponding
to the cut in question—a procedure that yields the best rank-D approximation
to the time-evolved state in the 2-norm. This idea works both for finite [128]
and infinite [114] one-dimensional systems, and goes by the name (infinite) timeevolving block decimation, or (i)TEBD for short23 .
The simple update algorithm [117] is the two-dimensional analogue of (i)TEBD.
Similar to the one-dimensional case, each bond gets decorated with a diagonal
matrix of weights, depicted by the orange diamonds in Fig. 2.15(a). The main idea
underlying the simple update is that these weights to a certain extent communicate
the influence of the tensors surrounding the bond in question. After applying an
imaginary time evolution gate G to a given bond and contracting the gate with
the site tensors adjacent to it, the simple update truncates the updated bond back
to D by keeping D largest values of a singular value decomposition involving only
the tensors and accompanying weights connected to the to-be-truncated bond;
see Fig. 2.15(b). The extra step of splitting off the green tensors in part (a) of
Fig. 2.15 only serves as a way to speed up the algorithm, because it decreases the
size of the matrices of which a singular value decomposition has to be computed.
Contrary to the one-dimensional case, the truncation step in the simple update
does not yield the best rank D approximation to the time-evolved state, because
cutting a single bond does not split the Hilbert space into two. This is a conse23 For infinite one-dimensional systems, applying the local gates actually destroys the canonical
form. However, for a small enough time step τ the gates are close enough to the identity matrix
to make the errors due to the deviation from the canonical form manageable, resulting in a
truncation that is optimal enough to make the algorithm work.
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Figure 2.15: A simple update step applied to a single bond. (a) Absorb the weights
into the site tensors and use singular value decompositions to split of p and q to
speed up the next steps (decreasing the number of coefficients from dD4 for the grey
tensor to d2 D2 for the green one). (b) Apply the time evolution gate G to p and q,
and then split the whole using another singular value decomposition keeping only
the D largest singular values. (c) Reabsorb the updated pnew and qnew back into
the red tensors, then reintroduce the outer weights by multiplying each leg with the
appropriate λ−1 λ (where λ is a diagonal weight matrix) and absorbing λ−1 into
the site tensor.

quence of the fact that a square lattice PEPS contains loops24 . Regardless, the
simple update, albeit being somewhat ad hoc, is computationally very efficient
and yields reasonably accurate results in many cases.

Full update
In the full update scheme [111], finding the optimal (truncated) bond-dimensionD state |ψtr i that is closest to the imaginary time evolved state |ψte i = G|ψi is
done by variationally minimizing the squared distance ||ψtr − ψte ||2 ; see Fig 2.16.
24 If the tensor network had a tree-like structure [100], then cutting the bond in question would
have cut the system into two, and the singular values would have been equal to the Schmidt
weights if the state is in canonical form. For this reason, tree tensor networks allow for accurate
and efficient imaginary time evolution. However, their network structure does limit their usage.
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This requires computing the environment at every step, unless the fast full update
[125] is used, which speeds up the algorithm by recycling previous environments.
Because of the frequent need to update the environment tensors, the full update
is computationally more costly than the simple update. However, the full update
does not suffer from uncontrollable approximations, and therefore, in the D → ∞
limit, the full update imaginary time evolved state should in principle always
converge to the ground state with increasing imaginary time.
A single full update step applied to an initial state |ψi proceeds as follows. After splitting off the p and q tensors as with the simple update to speed up the
algorithm, the imaginary time evolution gate G is applied, yielding |ψte (p, q)i, see
Fig. 2.16(a). We then use the environment tensors of the initial state to construct
the approximate effective environment, shown in Fig. 2.16(b), that will be used to
compute the norm difference between the time evolved state and its (truncated)
bond dimension D approximation |ψtr (p0 , q 0 )i. An initial guess (p00 , q00 ) for (p0 , q 0 )
is obtained by doing a singular value decomposition—Fig. 2.16(c). Given this
initial guess, the tensors p0 and q 0 are then sequentially improved, keeping one
constant as the other gets optimized, by repeatedly solving
∂
∂
||ψtr − ψte ||2 =
0=
†
∂x
∂x†




− hψtr |ψte i + hψtr |ψtr i

(2.6)

for x = p0 or x = q 0 respectively25 . Note that Eq. (2.6) is just a linear system
of equations, see Fig. 2.16(d)26 . This sequential improvement continues until the
0
norm difference converges, after which the resulting p0final and qfinal
are re-absorbed
into the red tensors in Fig. 2.16(a), yielding the updated site tensors adjacent to
the updated bond. Finally, after replacing the older site tensors in the unit cell
with the updates ones, the environment tensors are recomputed, and then the the
whole procedure repeats for the next bond.
Typically, when minimizing the energy through imaginary time evolution, we first
use the simple update to obtain a reasonable approximation of the ground state.
Next, depending on the required accuracy, possible additional full update steps
are executed to further lower the energy of the approximate ground state. To
monitor convergence, we track the energy as a function of imaginary time, and
stop when the changes in energy are smaller than the accuracy required for several
consecutive imaginary time steps.
25 In order to find the points of some smooth function f : Cn → R for which the total derivative
is zero, it is enough to solve ∂f /∂zi∗ = 0 for all complex conjugate variables zi∗ , which can be
thought of as independent from the ordinary complex variables zi . For example, minimizing the
function f (z, z ∗ ) = zz ∗ = x2 + y 2 , requires only that we solve 0 = ∂f /∂z ∗ = z, the latter of
which gives the correct x = y = 0.
26 Differentiating a tensor network with respect to a single tensor amounts to removing the
tensor in question from the network, because its coefficients appear linearly in the network that
is to be differentiated.

37

2. Tensor networks
(a)

p

=

q

p

split

q

Apply ITE gate

G

(b)
C1

C4

environment

p

q

contract

C2

T2

T3

T3

≈

=

G

T1

T4

=

(c)

T1

p'0

C3

q'0

SVD
&
truncate

(d)
p'

p

q'
=
q'

Mp'

q

p'

G

†

p

q'
=

q'

†

p'

c

†

Nq'

q
G

p'

†

d

p'final q'final

Figure 2.16: The full update applied to a single bond. (a) Split of the p and q
parts as with the simple update, and apply the imaginary time evolution gate G to
obtain the time evolved state |ψte (p, q)i. (b) Construct the effective environment
of p and q and their complex conjugates. (c) Obtain initial p00 and q00 for the
truncated state |ψtr (p0 , q 0 )i. (d) Iteratively optimize p0 and q 0 by solving M p0 = c
and N q 0 = d repeatedly until convergence is reached and the best bond-dimension0
D approximation |ψtr (p0final , qfinal
)i to |ψte (p, q)i is obtained.
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Triangular lattice algorithms
The triangular lattice simple update algorithm is a modified version of the simple
update method for square lattice Hamiltonians with an additional next-nearest
neighbor interaction, explained in Ref. [129]. The difference lies in the fact that,
instead of truncating the bond dimension back to D immediately after applying
a single imaginary time evolution gate, the triangular lattice algorithm simultaneously applies a horizontal, vertical, and diagonal evolution gate to three sites
forming a triangle, and only afterwards truncates the bond dimensions back to D.
The triangular lattice full update method used for this thesis is a variant of the
next-nearest neighbor method from Ref. [70] (see also Ref. [130]). After timeevolving a given initial state |ψi a small step in imaginary time by means of the
evolution gate27 G—increasing the bond dimension—the optimal time-evolved
iPEPS |ψtr i with (truncated) bond dimension D is obtained by minimizing the
norm distance ||ψte − ψtr ||2 . As explained above, in the regular full update this
is done by iteratively minimizing over two tensors (p, q) on a bond until the cost
function ||ψte − ψtr ||2 has converged. In the presence of an additional diagonal
interaction, we need to optimize over four of these tensors, two on a horizontal
bond (ph , qh ) and two on a vertical bond (pv , qv ), respectively. This is done by
performing an outer loop where we switch between the horizontal and vertical
pairs of tensors, and an inner loop where we iteratively optimize over the tensors
within each individual pair.

2.5.2

Variational update algorithm

Instead of projecting a randomly initialized state onto the ground state by means
of imaginary time evolution, it is also possible to minimize the energy directly. The
variational update algorithm [131] optimizes one tensor after the next, keeping all
tensors but the one getting optimized fixed during a single optimization step.
Concretely, suppose that |ψi ∈ H is some tensor network state, and lets assume for
now the system is finite, and each tensor occurs only once28 in |ψi. Furthermore,
let A be some local tensor of |ψi that we want to optimize. That is, we want to
find
hψ(A)|H|ψ(A)i
argminA
.
(2.7)
hψ(A)|ψ(A)i
Since the expression that is to be minimized is smooth in A (outside of the set
of points for which the norm vanishes, which are not physically relevant), its
27 As mentioned in the previous paragraph, the imaginary time evolution gate G used on the
triangular lattice is actually a product of three single-bond gates (corresponding to a horizontal,
vertical and diagonal bond that together form a closed triangle), rather than just a single-bond
gate that is used on the square lattice.
28 Contrary to the case of iPEPS—discussed below—for which each tensor in the unit cell
occurs infinitely many times on the lattice.
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minimum will be attained at a point where the derivative vanishes. Thus, in order
to find a solution to Eq. (2.7), we need to solve


hψ(A)|H|ψ(A)i
∂
= 0.
(2.8)
∂A∗
hψ(A)|ψ(A)i
Using that each tensor coefficient of A∗ occurs linearly in both the numerator and
the denominator, Eq. (2.8) reduces to the following linearized eigenvalue problem
HA = EN A,

(2.9)

where E = hψ|H|ψi/hψ|ψi, and H and N are the tensor networks obtained by
removing the local tensors A∗ and A from the numerator hψ(A, A∗ )|H|ψ(A, A∗ )i
and the denominator hψ(A, A∗ )|ψ(A, A∗ )i respectively, interpreted as matrices
that act as linear maps from the A-space to the A∗ -space. It should be noted that
obtaining the matrix H is not a trivial numerical task, as it includes the sum of
all Hamiltonian nearest-neighbor terms.
When using the variational update algorithm for iPEPS—made up of a unit cell of
tensors—the local tensor A being optimized is some fixed tensor in this unit cell.
By construction, A occurs infinitely many times in the complete state |ψi, and it
is not possible to optimize all those A’s simultaneously. Instead, we will optimize
only one, keeping all the other A’s (that occur in the effective environment of the
A that is to be updated) fixed, and only afterwards replace the old A with the
new A everywhere (modulo some important details discussed below).
In case of iPEPS, computing H requires contracting an infinite network, for which,
in addition to the regular corner and transfer matrices, additional matrices need
to be introduced that contain the local Hamiltonian terms (see Fig. 2.17). The
details of this procedure, which in spirit is similar to the ordinary CTM procedure
described in Section 2.4, can be found in Ref. [131].
After computing H and N and solving Eq. (2.9), the easiest thing to do would be
to simply replace the old A with the solution Ã to Eq. (2.9) in the unit cell of |ψi,
and move on to the next tensor. However, because the tensor A being optimized
occurs all over the infinite lattice, H and N both depend on it. Consequently,
simply replacing A by Ã in unit cell of |ψi does not have to result in the energy
being lowered. Rather, we try different tensors
A0 (λ) = Ã sin(λπ) − A cos(λπ)
that are linear combinations of the old A and the Ã that is a solution to Eq. (2.9),
and optimize the energy
E(λ) =
40

hψ(A0 (λ))|H|ψ(A0 (λ))i
hψ(A0 (λ))|ψ(A0 (λ))i
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N =

+

H =

+

+

+

+

rotated analogues

Figure 2.17: The N matrix simply consists of the environments tensors of the
local tensor A. The H matrix, on the other hand, consists of an infinite sum over
all Hamiltonian two-body terms. All these terms can be combined into additional
corner and transfer matrices, signified by the thick gray edges. The first two terms
after the equality sign after H contain all two-body terms involving sites that are
either both contained within C1 or both contained within T1 . The third term
represents the two-body interaction term between the local tensor A and one site
above it. The fourth and fifth terms represent the two-body terms that contain
one site in C1 , and on site in either T1 or T4 . The “rotated analogues” are the
remaining 15 equivalent diagrams obtained by rotating the diagrams over multiples
of π/2.

as a function of λ until we find a state |ψ(A0 (λ))i that has a lower energy than
|ψ(A)i, before moving to the next tensor. The above steps are repeated for all
tensors in the unit cell, forming a single update cycle. Each cycle is repeated
over and over until the changes in energy between cycles become smaller than the
desired accuracy.
Computing H is numerically the most intense part of the variational update algorithm, because it requires approximating an infinite sum (over all Hamiltonian
terms) of contracted infinite tensor networks. As a consequence, the variational update algorithm is more costly than the full update. However, the benchmarks—see
for example Sections 4.4 and 4.A.2—ran so far show that the variational update
is the most accurate of all methods used in this thesis. Additionally, it is less sensitive to the choice of initial state, which can be an blessing when the simple and
full update get stuck in some kind of metastable state, but also an obstacle when
we want the simulation to stay within a predefined phase in order to determine
the location of a phase transition.
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2.6
2.6.1

Simulation practicalities
Network structure

We shall use the square lattice iPEPS in all our computations, even when the model
itself is not defined on a square lattice. Specifically, for the triangular lattice spin-1
BBH model, the lattice structure will be encoded in the Hamiltonian rather than
in the iPEPS itself. Two particles that are neighbors on the triangular lattice,
but whose corresponding local tensors are not directly connected in the iPEPS,
communicate with one another indirectly through neighboring local tensors.

2.6.2

Initial states

Because the update algorithms used in this thesis consist of small sequential improvements, they are susceptible to initial conditions. Additionally, when evolving
randomly initialized states in imaginary time, it is possible that the random state
has a very small overlap with the true ground state, leading to a very slowly
converging algorithm. In order to circumvent this problem, we always initialize
several (around ten) initial states, evolve all of them a little bit in imaginary time,
and then pick the lowest energy state to continue the simulation with.
Another important phenomena related to the choice of initial state is the following.
By loading from a state in a particular phase just across the transition point of
a first order transition, the state will remain in that particular phase at least
for some time during the energy optimization process. This effect is known as
hysteresis.
At the intersection of two different phases, by initializing simulations from deep
in either phase, we obtain the energy per site of states in both phases for several
values of the coupling parameter that drives the transition. The phase transition
is then determined to lie at the point where the linearly interpolated energies per
site (as a function of the coupling parameter) intersect.
Second order transitions are much more difficult to investigate, because the hysteresis effect is non-existent and the correlation length diverges at the transition
point. As a consequence of the latter, finite-D effects emerge similar to finite size
effects for simulations on finite systems close to second order transitions, in the
sense that the order parameter of the ordered phase gets suppressed with increasing D. The location of the transition point is then determined by observing where
the D → ∞ extrapolated value of the order parameter vanishes.
The above situations will be discussed in more detail later on when applicable to
the models investigated in this thesis.
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2.6.3

Bond dimension extrapolation

Both the bilinear-biquadratic Heisenberg and Shastry-Sutherland models investigated in the chapters to come posses continuous symmetries, so they are gapless
whenever their ground states breaks the continuous symmetry. Therefore, unless
the ground state is a product state (which can be described exactly by a D = 1
iPEPS), and if the required accuracy demands it, we will extrapolate D → ∞ to
ensure that we obtain precise expectation values.
There are several ways of doing D → ∞ extrapolations. Even though they can
vary somewhat in their approaches, the results should be compatible within the
error margins they provide. We employ two types of extrapolation, the more
intuitive 1/D extrapolation, and extrapolation in truncation error [132], the latter
of which provides a measure of the severeness of the truncation back to D during
the optimization process. Extrapolating the truncation error to zero corresponds
to extrapolating the bond dimension to infinity.
Equipped with all ingredients necessary to be able to investigate challenging
strongly-correlated quantum magnets, let us proceed with a thorough investigation of some actual physical systems. First, we shall turn our attention to the
first class of models of interest, the spin-1 bilinear-biquadratic Heisenberg models
on the square and triangular lattices, and put the algorithms discussed in this
chapter into effect.
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CHAPTER

The square lattice
bilinear-biquadratic
Heisenberg model
Infinite projected entangled pair states simulations of the nearest-neighbor spin-1
bilinear-biquadratic Heisenberg model on the square lattice reveal an emergent Haldane phase in between the previously predicted antiferromagnetic and 3-sublattice
120◦ magnetically ordered phases. This intermediate phase preserves spin-rotation
and lattice-translation symmetry but breaks lattice-rotation symmetry, and it can
be adiabatically connected to the Haldane phase of decoupled spin-1 chains. Moreover, we find an unexpected partially magnetic partially nematic phase in between
the antiferroquadrupolar and ferromagnetic regions. Furthermore, we describe all
observed phases and discuss the nature of the phase transitions involved.
The material presented in this chapter is based on Refs. [1, 2].

3.1

Introduction

The search for novel states of matter in quantum many-body systems is one of
the most active areas in condensed matter physics. A fascinating example is the
ground state of the spin-1 antiferromagnetic Heisenberg chain which, unlike the
spin-1/2 chain, exhibits an energy gap, exponentially decaying spin-spin correlations, and gapless edge excitations in case of open boundaries. Thanks to Hal45
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dane’s pioneering work and conjecture that such a gapped state emerges in integer
Heisenberg spin chains in general [133, 134], this phase has been named after him.
The Haldane phase also extends to related spin-1 models, such as weakly-coupled
spin-1 Heisenberg chains [135–139] realized in several quasi one-dimensional materials [140–145], or the spin-1 bilinear-biquadratic Heisenberg (BBH) chain for θ
in between −π/4 and π/4; see Eq. (3.1). More recently, the Haldane phase has
been understood as a simple example of a symmetry protected topological (SPT)
phase [146–149].
In this chapter, we study the spin-1 bilinear-biquadratic Heisenberg model on the
two-dimensional square lattice: a model that consists of spin-1 particles, one per
lattice site, that interact only with their nearest neighbors. The nearest-neighbor
two-particle interaction is a combination of two types of competing interactions:
the ordinary bilinear Heisenberg coupling, and the biquadratic coupling, which is
the Heisenberg coupling squared. The corresponding coupling constants appearing
in the Hamiltonian are commonly parametrized by an angle θ:
X
2
H=
cos(θ) Si · Sj + sin(θ) (Si · Sj ) ,
(3.1)
hi,ji

where Si = (Six , Siy , Siz ) is the vector of spin-matrices1 for the spin-1 particle on
site i,






1 0 0
0 1 0
0 −1 0
i
1
Six = √ 1 0 1 , Siy = √ 1 0 −1 , and, Siz = 0 0 0  ,
2 0 1 0
2 0 1
0 0 −1
0
and the sum goes over all nearest-neighbor pairs. The biquadratic term can appear
as a second order correction in the expansion of the exchange interaction, in which
case it is small compared to the bilinear term. However, it has been argued
that a significant biquadratic interaction may exist. For example, the behavior
of the magnetic susceptibility of the one-dimensional material LiVGe2 O6 can be
explained by a significant biquadratic interaction [150], a suggested underlying
microscopic mechanism of which can be found in Ref. [151].
The BBH model on the square lattice has been subject to a lot of interest in recent years [152–160], for a number of reasons. For one, it was proposed that the
nematic phases—which involve the breaking of spin-rotational symmetry while
preserving time-reversal symmetry [39]—of the spin-1 BBH model on the triangular lattice could be related to the unusual behavior of NiGa2 S4 [154, 156, 161]
and Ba3 NiSb2 O9 [159, 162, 163]2 . Second, at θ = π/4, the model is equivalent
to the SU(3) Heisenberg model which can be experimentally realized using ultracold fermionic atoms in optical lattices [164–167]. The latter has been shown to
1 Setting
2 In
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the so-called 6H-B phase.
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exhibit 3-sublattice order on the square and triangular lattices [168, 169], and an
important question concerns the stability of this phase away from the SU(3) symmetric point. Previous studies on the square lattice based on linear flavor-wave
theory [158], exact diagonalization [158], and series expansion [160] predicted a
direct transition between the AFM and the 3-sublattice phase for θ ≈ 0.2π. However, the accurate study of this parameter regime remains very challenging because
Quantum Monte Carlo suffers from the negative sign problem [153]. Finally, the
spin-1 BBH model is also interesting from a theoretical perspective, because it is
the most general lattice-translation, lattice-rotation and spin-rotation-symmetric
model with nearest-neighbor interactions3 .
In this chapter, we show that in between the antiferromagnetic (AFM) and the
3-sublattice 120◦ magnetically ordered (AFM3) phases an intermediate quantum
paramagnetic phase emerges which preserves lattice-translation and spin-rotation
symmetry, but breaks lattice-rotation symmetry. We identify this intermediate
phase as the Haldane phase by showing that it can be adiabatically connected
to the Haldane phase of decoupled spin-1 chains. This result at first appears
surprising in view of the fact that for θ = 0 already a small inter chain coupling
Jy > Jyc = 0.0436 [138] is sufficient to destabilize the Haldane phase. However,
we show that with increasing θ the critical inter chain coupling Jyc (θ) separating
the Haldane phase from the AFM phase dramatically increases, and eventually
reaches the isotropic two-dimensional limit.
Furthermore, we provide a complete study of the ground state phase diagram.
Contrary to previous studies, we find the occurrence of a half nematic half magnetic
’m = 1/2’ phase that was previously predicted to appear only in the presence of an
external magnetic field [158]. Additionally, we describe all phases and determine
the nature of the corresponding phase transitions. The ground state phase diagram
of the spin-1 BBH model according to our computations, which in itself is the main
result of this chapter, can be found in Fig. 3.7.
This chapter is organized as follows. Section 3.2 sets the stage by discussing
some of the relevant properties of spin-1 particles—in particular in the context of
spin-nematic order—as well as the symmetries of the Hamiltonian, followed by an
overview of previous studies of the BBH model in Section 3.3. We then proceed
to discuss our own findings in Section 3.4, which includes a simple update study
of the entire system, an in-depth full-update investigation of the appearance of
the Haldane phase incorporating a simple update study of the anisotropic spin-1
BBH model, a full update study of all occurring phase transitions, and an analysis
of the partially magnetic partially nematic m = 1/2 phase. Finally, we conclude
with Section 3.5.

3 All

higher powers of Si · Sj can be rewritten in terms of the bilinear and biquadratic terms.
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3.2
3.2.1

The model
Spin-1 nematic order

Individual spin-1 particles can display more types of order than their spin-1/2
counterparts. For example, every spin-1/2 single-particle state—assuming it is a
pure state, which we take p
all single-particle states in this subsection to be—has a
fixed magnetization m = hS x i2 + hS y i2 + hS z i2 of exactly 1/2 (setting ~ = 1),
and is fully described by its magnetic dipole moment S = (S x , S y , S z ). This is a
consequence of the fact that any spin-1/2 single-particle state can be obtained by
applying a specific rotation to the up state in the z-basis (or any other reference
state for that matter). By contrast, spin-1 particles can have a magnetization
of anywhere between 0 and 1. Moreover, since spin-1 particles live in a higherdimensional space, the dipole moment is not sufficient to fully describe a given
spin-1 single-particle state, for which in addition also the quadrupole moment is
required.
The quadrupole moment is measured by products of spin operators, which we can
combine into the matrix T αβ = S α S β , with α, β ∈ {x, y, z}. However, T contains
more than just the quadrupole moment, as the anti-symmetric part of T is just
the vector of spin operators itself due to the spin commutation relations. The
remaining symmetric part of T can, because Tr(T ) = S(S + 1) = 2 is constant, be
captured by five independent operators that can conveniently be organized into
the vector


(S x )2 − (S y )2


 √1 2(S z )2 − S(S + 1)) 
 3


(3.2)
Q := 
SxSy + Sy Sx




Sy Sz + Sz Sy
Sz Sx + SxSz
of quadrupolar operators (following the conventions of Ref. [170]).
Typically, spin-1 single-particle states display both magnetic and quadrupolar order. However, when referring to a quadrupolar state, what we mean is a state that
is solemnly described by Q. In particular, we require that its magnetic dipole moment m is zero. An example of a quadrupolar state is the |0i state in the S z -basis.
As can be checked directly: m = 0. Interestingly, even in the absence of magnetization, the |0i state does break spin-rotation symmetry because h(S z )2 i = 0,
whereas the fluctuations in x and y-direction are non-zero: h(S x )2 i = 1 = h(S y )2 i.
Classically, this state can be thought of as a dipole moment that fluctuates in
the x-y plane in such a way that it is zero on average. We will picture it by a
disc portraying the plane of fluctuations (see Fig. 3.1). A normal vector to the
plane of fluctuations is called a director (±ez in the case of |0i). Any quadrupolar
single-particle state is fully described by the orientation of its directors.
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z
y
x
Figure 3.1: The |0i quadrupolar state. The disc represents the magnetic dipole
fluctuations in the x-y plane, and the dotted line represents a director perpendicular
to the plane of fluctuations pointing along the z-axis.

A convenient on-site basis for investigating quadrupolar order is the time-reversal
invariant basis:
1
i
|xi = √ (| ↑i − | ↓i), |yi = √ (| ↑i + | ↓i), |zi = −i|0i,
2
2

(3.3)

where {| ↑i, |0i, | ↓i} is the standard S z -eigenbasis. Invariance of the above vectors
under the time-reversal operator T , which is anti-unitary, follows immediately
from the fact that T interchanges | ↑i and | ↓i, and adds a sign to |0i: i.e T | ↑i =
| ↓i, T | ↓i = | ↑i, and T |0i = −|0i.
P
Any real linear combination of the above basis states
α=x,y,z uα |αi is also a
quadrupolar state, with a director pointing along u. More generally, an arbitrary
spin-1 single-particle state can be expanded in the basis of (3.3) as |di =
P
α=x,y,z dα |αi, where d has real and imaginary parts d = u + iv. In terms of u
and v, the magnetic moment of |di is given by S = 2 u × v. We can normalize
the state and use global phase invariance to have u and v satisfy u2 + v 2 = 1
and u · v = 0. Assuming the last two equations hold, then so does the following: fully magnetized m = 1 states are precisely those for which u = v, whereas
non-magnetic m = 0 states correspond to (u, v) = (0, 1) or (1, 0). The latter case
(m = 0) describes purely quadrupolar states with a director d pointing along the
direction of whichever of u or v is non-zero. Whenever u and v are both non-zero
but not of equal magnitude, and consequently 0 < m < 1, the state is of mixed
character: neither fully magnetic nor purely quadrupolar.
Because the basis of (3.3) is invariant under the anti-unitary time-reversal operator
T , we can immediately conclude that the time-reversal invariant single-particle
states are precisely those for which the coefficients in the above basis do not change
under T , up to a global phase. Since T is anti-unitary, this means that the timereversal invariant states are precisely those for which d is either completely real
(v = 0), or purely imaginary (u = 0); i.e. |di is a quadrupolar state. (This is most
obvious in the above gauge u · v = 0, where u and v both being non-zero results in
S being flipped under T .) In other words, following Andreev’s definition [39] of a
spin-nematic state as a state that breaks spin-rotational symmetry but preserves
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time-reversal symmetry, we conclude that, for a single spin-1 particle, the notions
of quadrupolar and spin-nematic are equivalent.
Comparing to nematic order in liquid crystals, which is the alignment of rodlike particles in a liquid, we observe that quadrupolar states have the exact same
symmetry properties as rods. Indeed: two directors d and −d correspond to the
same quantum state (they differ by an overall phase). Contrast this to magnetic
states, where the magnetic moment is described by the magnetic dipole vector,
which is certainly not equal to minus itself. More explicitly, the magnetic the
| ↑i and the quadrupolar |0i states are invariant (the first up to a phase) under
rotations about the z-axis, but, in addition, the |0i state is (up to a minus sign)
also invariant under a π-rotation about any axis that lies in the x−y plane. Finally,
we speak of nematic order when neighboring directors order in space, similar to
the spatial ordering of rods in liquid crystals.

3.2.2

High-symmetry points

It shall not come as a surprise to the reader that the biquadratic term (Si · Sj )2
in the Hamiltonian (3.1), which involves on-site products of spin operators, is
related to quadrupolar order. However, part of the biquadratic term also includes
the ordinary spin matrices (the anti-symmetric part of T defined above), which
are more naturally absorbed into the bilinear term. To better separate the two
competing magnetic and quadrupolar interactions, let us rewrite the Hamiltonian
in terms of S and Q. Doing so yields
X
H=
JS (θ) Si · Sj + JQ (θ) Qi · Qj
(3.4)
hi,ji

up to an additive θ-dependent constant of 4 sin(θ)/3 that is irrelevant for the
remainder of this chapter. The spin and quadrupolar coupling constants are given
by JS (θ) = cos(θ) − sin(θ)/2 and JQ (θ) = sin(θ)/2.
We should remark that quadrupolar order is formally captured by the symmetric
part of T , and the set of operators in (3.2) is just one of many possible sets of
operators that can be chosen to describe quadrupolar order. However, using the set
of operators in (3.2) does unveil the at first sight hidden points of higher symmetry
that the BBH Hamiltonian possesses. When expressing all three spin matrices
and all five quadrupolar operators given by (3.2) in terms of the time-reversal
invariant basis of (3.3): we observe that the spin matrices become equal to the
three imaginary Gell-Mann matrices, whereas the above five quadrupolar operators
equal the remaining five real Gell-Mann matrices. Recall that the Gell-Mann
matrices are the generators of SU(3). Consequently, whenever the spin coupling
constant equals the quadrupolar coupling constant, i.e. JS (θ) = JQ (θ) = J, the
Hamiltonian reduces to an equal-weighted product over all Gell-Mann matrices:
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P
H = J hi,ji λi ·λj , which is manifestly SU(3) invariant4 . This occurs for θ = π/4
and θ = 5π/4. Additionally, when JS (θ) = −JQ (θ) = J, which happens for
θ = π/2 and θ = 3π/2, all matrices again have equal weight, except that the
imaginary matrices come with a relative extra minus sign. Since the square lattice
is bipartite, we can compensate for this extra sign by taking the antifundamental
∗
representation λ̄ =
P−λ of SU(3) on one sublattice. The Hamiltonian then takes
the form H = J hi,ji λi · λ̄j (where i is in the A-sublattice, and j in the Bsublattice), which is also SU(3) symmetric.
At the SU(3)-symmetric points, there is a larger set of operators commuting with
the Hamiltonian, which means that the ground state degeneracy increases. Moreover, because the SU(3)-symmetric points are exactly the points at which the
coupling constants are equal in magnitude (|JS | = |JQ |), the regions in between
are precisely those for which one of the two coupling constants dominates the
other. Hence, we can naively expect to have four different phases separated by the
SU(3)-symmetric points, with magnetic or quadrupolar order depending on which
of the two coupling constants is larger in magnitude.

3.3

Previous studies

In 1988 Papanicolaou [152] conducted a product-state analysis of the spin-1 BBH
model, a concise summary of which can be found in [158]. Because the square lattice is bipartite, finding the product ground state reduces to a two-body problem
(one product state per sublattice). Papanicolaou’s results agree with our analysis
above; he found four different phases separated by the SU(3) points: the familiar
ferromagnetic (FM) and antiferromagnetic (AFM) phases, and in between a ferroquadrupolar (FQ) phase wherein neighboring sites have aligned directors, and a
phase he called semi-ordered (see Fig. 3.2). The latter has a degenerate product
ground state: minimizing the two-particle energy leads to the condition that one
sublattice state has to be quadrupolar, whereas the other sublattice state can be
either quadrupolar with a director perpendicular to that of the first sublattice, or
magnetic with a magnetic moment aligned with the director of the first sublattice,
or a combination of the two.
As an interesting side note, let us mention that exactly at each SU(3) point both
product ground states left and right of the SU(3) point in question are simultaneous ground states of the system, and can be rotated into one another through
some element of SU(3).
4 Similar to SU(2) invariance of S · S , where S is the vector of (a half times) the Pauli
i
j
matrices (the generators of the Lie algebra of SU(2)), the inner product λi ·λj over the generators
of the Lie algebra of SU(3) is invariant under SU(3) rotations. Note that SU(2) and SU(3) act
on their respective Lie algebras through the adjoint representation.
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π/4
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Figure 3.2: The product ground state phase diagram according to Papanicolaou [152]. In counter-clockwise order starting at θ = 0 we have the antiferromagnetic (AFM), semi-ordered (SO), ferromagnetic (FM) and ferroquadrupolar (FQ)
phases. The SU(3)-symmetric points are marked with black dots.

The product ground state degeneracy in the top right octant of the phase diagram
means that we can expect quantum fluctuations to play an important role there.
Moreover, the types of ground states found open up a lot of possibilities for interesting types of order5 ; for example: the fact that neighboring directors can be
perpendicular in three different ways (e.g., pointing in x, y and z direction, respectively), allows for the possibility of a three-sublattice ground state (Fig. 3.3),
which is surprising for a model with nearest-neighbor interactions on a bipartite
lattice.
The energy per site for the product ground state is plotted in Fig. 3.4: it shows
clear kinks at the SU(3)-symmetric points, suggesting that the phase transitions
are all of first order.
The lower half −π ≤ θ ≤ 0 of the phase diagram is free of the sign problem and has
been studied using quantum Monte Carlo in 2002 by Harada and Kawashima [153],
who found that the actual ground state phase diagram agrees with the product
ground state phase diagram. Moreover, they observed jumps in the quadrupolar order parameter at the SU(3) points θ = 5π/4 and 3π/2, which agrees with
the product state analysis and confirms that the phase transitions from the antiferromagnetic to the ferroquadrupolar and from the ferroquadrupolar to the
ferromagnetic phases are both of first order.
5 E.g., any three-color node coloring of the square lattice corresponds to a ground state, where
each of the three colors stands for a quadrupole aligned in one of three mutually perpendicular directions; or, there are also fancier orderings, such as a two-sublattice ground state with z-aligned
directors on the A-sublattice, and on the B-sublattice a linear combination of a z-magnetized
state and any quadrupole with a director that lies in the x-y plane.
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Figure 3.3: Different types of product ground states in semi-ordered phase
(π/4 ≤ θ ≤ π/2). Left: three-sublattice order with neighboring directors being
perpendicular (antiferroquadrupolar ’AFQ3’ state—discs with differing colors are
quadrupolar states viewed at different angles); right: two-sublattice order with directors aligning parallel to neighboring magnetic moments (half nematic half magnetic ’m = 1/2’ state). Note that the color coding is only meant to highlight which
particles are in the same quantum state.
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Figure 3.4: The product ground state energy. The kinks in the energy per site
suggest that the phase transitions at the SU(3)-symmetric points are of first order.

The Monte Carlo study was followed up by an exact-diagonalization and linearflavor-wave study at the SU(3)-symmetric point θ = π/4 by Tóth et al. [168] in
2010, who concluded that the ground state is actually a three-sublattice state that
is favored over the two-sublattice state because it has a lower zero-point energy (the
energy of the wave-excitations on top of the classical ground state averaged over
the Brillouin-zone). The three-sublattice order of the ground state at the SU(3)
point was confirmed by DMRG and iPEPS simulations by Bauer et al. [169].
A further study by Tóth et al. [158] in 2012 based on exact diagonalization and
linear-flavor-wave theory examined the question whether the above-mentioned
three-sublattice phase extends beyond the SU(3) point θ = π/4. They found
that, in the semi-ordered phase, the ground state is the three-sublattice antiferroquadrupolar (AFQ3) state with perpendicular directors on neighboring sites
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(the analogous product state is depicted in Fig 3.3: left). Interestingly, Tóth et
al. also found that the three-sublattice pattern extends into the antiferromagnetic
regime, where, for 0.2π . θ < π/4, instead of ordinary antiferromagnetism, a 120◦
magnetic order emerges (Fig. 3.5). This result was thereafter confirmed by series
expansion [160].

Figure 3.5: Magnetic order in the 120◦ magnetically ordered phase: the spins align
in a plane and orient themselves at relative angles of 120◦ .

3.4
3.4.1

iPEPS results
Overview

To get a first rough picture of the ground state phase diagram, and also as a
consistency check, we initialize D = 1, 2, 3, . . . , 6 simple update simulations for
θ at 40 evenly spaced points covering all of [0, 2π] using 2x2 and 3x3 unit cells
(Fig. 3.6; only D = 1, 2 and 6 shown). The top plot of Fig. 3.6 shows the energy per
site, which is seen to decrease as the bond dimension increases, except in the FM
region π/2 < θ < 5π/4, where the ground state can be represented by a product
state (i.e. D = 1). Moreover, we observe a transition from a two-sublattice to
a three-sublattice ground state around θ ≈ 0.2π, with the 0.2π three-sublattice
simulations showing 120◦ magnetic order observed in the AFM3 phase.
The bottom plot of Fig. 3.6 shows the magnetization per site (for D = 6 simulations), which is of order one in the FM and AFM phases, and zero in the quadrupolar phases, as expected. Contrary to magnetic order, quadrupolar order cannot
be captured by a single order parameter, because it is described by a matrix: the
traceless symmetric part of S α S β , denoted by6 Qαβ . The convention used for the
quadrupolar operators in the vector Q given by Eq. (3.2) has a preferred choice of
direction in spin-space, as can be seen from the first two components of Q which
represent the diagonal part of Qαβ . However, when measuring quadrupolar order,
we prefer to work with invariants of Qαβ such as its eigenvalues,
 or equivalently,
the matrix invariants IQ = tr(Q) = 0, IIQ = 12 tr(Q)2 − tr(Q2 ) = − 21 tr(Q2 ) and
6 I.e. the matrix Qαβ = S α S β + S β S α −
subtracted from each diagonal element).

54

2
S(S
3

+ 1)δ αβ that has one-third of the trace

3.4. iPEPS results

1

D=1 (product state)
D=2
D=6

0.5

Energy per site

0
-0.5
-1
-1.5
-2
-2.5
0.25

0.5

1.25

1.5

1

M or Q per site

0.5
0
-0.5
m
I IQ
I I IQ

-1
0.25

0.5

1.25

1.5

θ/π

Figure 3.6: Top: energy per site for D = 1, 2, 6 simple update simulations using
2x2 and 3x3 unit cells (color online); for each value of θ only the lowest (in energy)
of the two is shown. The black dots correspond to a 1x1 unit cell state (energies
for 2x2 and 3x3 simulations coincide). Bottom: magnetization per site m and the
IIQ and IIIQ tensor invariants of the Q-matrix per site for the D = 6 simulations.
IQ is identically zero (not shown).

IIIQ = det(Q) rather than the individual components of Q. Fig. 3.6 shows the two
non-zero matrix invariants IIQ and IIIQ , which are clearly larger in magnitude in
the quadrupolar phases than they are in the magnetized phases7 . Moreover, the
determinant IIIQ changes sign when going from a nematic to a magnetic state.
The D = 1, 2, . . . , 6 simple update simulations reproduce the AFM, AFQ3, FM and
FQ phases separated by the SU(3) points, and hint at the existence of the AFM3
phase8 found by Tóth et al. [158] in between the AFM and AFQ3 phases. Because
the lower half −π < θ < 0 of the phase diagram has already been established
7 For

a typical spectrum of Q, see Fig [14] in the appendix.
iPEPS simulations at θ = 0.2π show that the state with the 3x3 unit cell is competitive
in energy, and all of the corresponding 3x3-unit-cell simulations display the AFM3 magnetization
pattern.
8 The
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by quantum Monte Carlo [153], and in the top left quadrant π/2 < θ < π we
only found ferromagnetic translationally invariant product states that have the
same energy independent of D or unit cell size, the only section of the phase
diagram that remains to be thoroughly investigated is the top right quadrant
0 < θ < π/2. In order to obtain more accurate data on this interesting region, we
will use finer-spaced higher-D full update simulations rather than the less accurate
simple update simulations shown in Fig. 3.6.
The 0 < θ < π/4 part of the top right quadrant containing the magnetic and Haldane phases will be thoroughly investigated in Section 3.4.2. The predominantly
quadrupolar part π/4 < θ < π/2 of the top right quadrant, which also contains
the partially nematic partially magnetic ’m = 1/2’ phase, will be discussed in
Section 3.4.3 together with the remaining phases that occur in the square lattice
spin-1 BBH model. Combining all of our full update iPEPS results, we arrive at
the phase diagram shown in Fig. 3.7. Note that the Haldane, AFM3 and m = 1/2
phases are not visible in the simple update plots in Fig. 3.6 because the θ-grid
used is too coarse, and, in case of the Haldane phase, the bond dimension D
is too low. Finally, Section 3.4.4 investigates the nature of all occurring phase
transitions—also shown in Fig. 3.7.

m=1/2
AFM3 120°
π/2

0.4886(7)π

AF

Q3

π/4

Haldane
0.217(4)π
0.189(2)π

FM
π

AFM

θ=0

FQ
1st order
5π/4

Weak 1st
or 2nd order

3π/2
Figure 3.7: The phase diagram according to our iPEPS data. All phase transitions
are of first order (solid lines), except possibly the AFM to Haldane phase transition,
which is a weak first or second order phase transition (dotted line).
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The analysis presented below involves simulations with a bond dimension as high
as D = 10 (D = 16 for simulations in the Haldane phase), followed by a D → ∞
extrapolation where necessary. As a consequence, the expectation values may
differ slightly from those shown in Fig. 3.6 which are only meant to give a rough
overview of the type of order that can be expected.

3.4.2

The extended Haldane phase

We first discuss the well-established limits of the phase diagram in the range
θ ∈ [0, π/4].

AFM phase
For θ = 0 the model reduces to the spin-1 Heisenberg model where the ground
state exhibits antiferromagnetic order. Unlike for θ > 0, Quantum Monte Carlo
has nopnegative sign problem in this limit, and the sublattice magnetization
hSx i2 + hSy i2 + hSz i2 in the thermodynamic limit has been accurately
m =
determined: m = 0.805(2) [138]. Our iPEPS result extrapolated to the infinite D
limit (see Fig. 3.8), m = 0.802(7), is in agreement with this value. States in the
AFM phase are U(1)-spin-rotation symmetric around the axis of magnetization.

AFM3 phase
For θ = π/4 the model is equivalent to the SU (3) Heisenberg model (with the
fundamental representation on each site), for which a three-sublattice ordered
state has been predicted by several methods [168, 169], including previous iPEPS
simulations. For θ slightly below π/4 this order corresponds to a 120◦ order formed
by the spins on three sublattices as displayed in Fig. 3.5. The magnetization per
site varies from m ≈ 0.4 at θ = 0.22π (Fig. 3.10) to m ≈ 0.1 − 0.3 near θ = π/4
(Fig. 3.12). AFM3 states have no residual spin-rotation symmetry.

Intermediate paramagnetic phase
In Refs. [158, 160] a direct transition between the AFM state and the 120◦ magnetically state has been predicted to occur around θ ≈ 0.2π based on exact diagonalization, linear flavor-wave theory and series expansion. We first attempt to
reproduce this result with iPEPS by determining the critical value θc for which
the energies of the two states—distinguished by different unit cells—intersect. To
do so, we initialize simulations from deep within the AFM (120◦ magnetically ordered) phase, and slowly increase (decrease) θ up to the point where the energies
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Figure 3.8: (a) iPEPS results (full update) for the local magnetic moment m as a
function of inverse bond dimension for different values of θ. (b) Extrapolated values
of m as a function of θ.

cross. The resulting critical value θc ≈ 0.21π (for D = 10) is close to the previous prediction. However, from a systematic analysis of the AFM order parameter
shown in Fig. 3.8 we find that the AFM order actually vanishes long before θc ,
i.e. that the AFM phase is only stable up to θ = 0.189(2)π. This indicates the
presence of an intermediate non-magnetic phase in between the AFM and 120◦
magnetically ordered phases9 .
We next explore the region around θ = 0.2π in more detail. When starting from
different random initial states with a two-sublattice ansatz, we observe a competition between a weakly magnetized state and a non-magnetized state which breaks
lattice rotational symmetry but preserves SU(2) and translational symmetry10 .
This non-magnetized state can also be found by restricting the simulation to a
1-site unit cell11 ; it exhibits the lowest variational energy for large D.
The rotational symmetry breaking manifests itself in energy differences in x and
y−direction, reminiscent of coupled one-dimensional chains. Since the ground
state of the BBH chain for θ ∈ (−π/4, π/4) is in the Haldane phase, the question
naturally arises whether the intermediate two-dimensional phase could possibly be
adiabatically connected to the Haldane phase by continuously decreasing the ycoupling to zero. A first hint that this picture is correct comes from the observation
that, when initializing the iPEPS as a product of chains in the one-dimensional
9 In Ref. [160] a consistent value of θ = 0.190π was predicted for the vanishing of the AFM
c
order based on fitted series expansion data, from which the authors concluded that there is a
continuous or a very weak first order transition between the AFM and the 120◦ magnetically
ordered phase.
10 We have also checked for potential valence-bond solid states in unit cells up to 4 × 4 but
could not find stable solutions.
11 A special full-update imaginary-time evolution algorithm has been used in this case which
will be discussed elsewhere.
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Haldane phase, the simulation converges to the same non-magnetized state as with
randomly initialized tensors. In order to confirm the above hypothesis, we study
the stability of the Haldane phase in the anisotropic BBH model in the following.
The anisotropic model
We introduce different coupling strengths in x and y−direction and study the
phase diagram in the (θ, Jy ) plane (setting Jx = 1 in the following). For Jy = 0
the model simply reduces to independent spin-1 chains, which are known to lie
in the Haldane phase (for θ ∈ (−π/4/, π/4)). The goal is now to determine the
critical coupling Jyc (θ) separating the Haldane phase from the AFM phase (or the
120◦ magnetically ordered phase for large θ), for different values of θ. In order
to obtain an estimate of the critical value of Jyc (θ) for fixed θ, we initialize the
iPEPS in the Haldane phase and in the AFM or 120◦ magnetically ordered phase
respectively, run simulations for different values of Jy , and determine the value
Jyc (θ) for which the energies of the two states intersect using a fixed bond dimension
D = 10 and the simple update optimization (see data in the Appendix 3.A.1). The
resulting phase diagram is shown in Fig. 3.9.
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Figure 3.9: The phase diagram of the anisotropic bilinear-biquadratic spin-1 model.
The phase boundaries were estimated based on D = 10 simple update simulations,
see Appendix 3.A.1.

We note that this approach provides only an approximate phase boundary, in
contrast to the extrapolated full update simulations used in the isotropic case.
However, it is computationally much more efficient, which becomes significant
when probing the extended two-dimensional parameter space (θ, Jy ). Moreover,
a comparison with Monte Carlo and full update results (see below) indicates that
the relative error on the phase boundary is only a few percent, which is accurate
enough for our current purpose.
For θ = 0 we find a critical value Jyc (0) = 0.042 which is close to the Quantum
Monte Carlo result 0.0436 from Ref. [138] (see also Refs. [135–137, 139]). This
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value lies far away from the isotropic two-dimensional limit Jy = 1. However, we
find that Jyc (θ) monotonously increases with θ—as shown in the phase diagram in
Fig. 3.9—and that, beyond θc = 0.200π no phase transition occurs, demonstrating
that the one-dimensional Haldane phase can indeed be adiabatically connected to
the isotropic two-dimensional limit. Finally, for 0.213π ≤ θ < π/4 we find a
transition value Jyc (θ) between the Haldane and the 120◦ magnetically ordered
phase which decreases with increasing θ.
Comparing to the full update results (Figs. 3.8 and 3.10 below), which predict
the two transitions to be at 0.189(2)π and 0.217(4)π respectively, we see that the
simple update underestimates the extent of the Haldane phase at the isotropic
point. Moreover, it does so by a margin of at most 0.01π (and by much less for
θ = 0), indicating that the continuous path that connects the intermediate twodimensional phase to the one-dimensional Haldane phase persists also when taking
the error margin on the phase boundary into account.
Transition from Haldane to 120◦ magnetically ordered phase
We next focus again on the isotropic two-dimensional case (Jy = 1) and accurately
determine the transition from the Haldane to the 120◦ magnetically ordered phase
by pushing the simulations up to D = 16 (Haldane state) and D = 10 (120◦
magnetically ordered state) using the full update optimization, and compare the
energies of the two states in the infinite D limit. Figure 3.10(a) shows the energies
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Figure 3.10: (a) Energy per site (full update) of the Haldane and three-sublattice
(3-SL) AFM3 states for two different values of θ, plotted as a function of the truncation error w. (b) Local magnetic moment m (triangles) of the three-sublattice
state, and the difference in bond energies ∆E in x and y-direction in the Haldane
state (squares), plotted as a function of 1/D. Note that m and ∆E are zero for the
Haldane and three-sublattice states respectively.

extrapolated in the so-called truncation error w (see Ref. [132] for details). For θ =
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0.21π the state in the Haldane phase is clearly lower than the 120◦ magnetically
ordered state, whereas for θ = 0.22π the opposite is true. By linear interpolation
of the energies, taking into account the extrapolation error, we find a critical value
of θc = 0.217(4)π.
Finally, the squares in Fig. 3.10(b) show the difference in bond energies ∆E =
Ey − Ex in x and y−direction of the Haldane state for two values of θ. In the
infinite D limit ∆E tends to a finite value, e.g. ∆E = 0.07(1) for θ = 0.21π, which
shows that the rotational symmetry in the Haldane phase is indeed spontaneously
broken.

3.4.3

Description of the remaining phases

Next, we continue our iPEPS investigation of the phase diagram by providing a
description of all occurring phases in order of increasing θ, starting at θ = π/4 up
to θ = 2π.
AFQ3 phase
Similar to the AFM3 phase, the three-sublattice antiferroquadrupolar phase is also
described by a 3x3 unit cell, but now the magnetization per site is near zero at π/4
(Fig. 3.1212 ), and exactly zero from about θ ≈ 0.27π up to the m = 1/2 phase (see
Fig. 3.13 for θ = 0.487π). At the product state level, in addition to being timereversal symmetric, the AFQ3 state has a residual spin-rotation symmetry given
by π-rotations around the (mutually perpendicular) axes of nematic polarization
(see also Fig. 3.3).
m=1/2 phase
Next, let us focus on the extent of the three-sublattice AFQ3 phase in the region
π/4 < θ < π/2. Recall that, at the product state level, there is a multitude
of distinct types of ground states, two of which are depicted in Fig. 3.3. Tóth
et al. [158] predicted that the three-sublattice (AFQ3) state is the ground state
for π/4 < θ < π/2. However, their product state analysis in this same region
shows that the addition of an infinitesimal external magnetic field favors the twosublattice half nematic half magnetic m = 1/2 state as the ground state. Augmented by linear-flavor-wave theory, they continue to show that the AFQ3 phase
extends into the small but non-zero magnetic field h > 0 region for π/4 < θ < π/2,
12 Possibly, the magnetization is not exactly zero at π/4 and 5π/4 because of the higher SU(3)
symmetry that allows magnetic and quadrupolar states to be rotated into each other at the cost
of no energy, which weakens the hysteresis effect and prevents the quadrupolar simulation from
remaining completely nematic at the phase transition.
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but that, as θ approaches π/2 from below, the phase boundary between the
m = 1/2 and AFQ3 phases moves down to h → 0 as θ → π/2. Since their
exact diagonalization results for the AFQ3 phase with non-zero magnetic field
do not extrapolate well to infinite system size, and linear-flavor-wave theory is
semi-classical, it is not clear what happens close to θ = π/2.
We have thoroughly investigated the parameter range of 0.48π < θ < π/2 using
iPEPS. To get an idea of what types of states to expect, we initialized simulations
using eleven different types of unit cells (to also allow for possibilities such as stripe
order, as well as the more conventional types of order that can be represented by
unit cells up to size 4x413 ) and evolved them in imaginary time using the simple
update algorithm up to bond dimension D = 6. We then picked the minimal unit
cell for each type of state obtained (e.g. the 4x2 state displayed the same pattern
as the 2x2 state, so we discarded the former), and evolved those in imaginary
time using the full update algorithm up to D = 8. This left two competitive
states: the three-sublattice AFQ3 state described by a 3x3 unit cell iPEPS, and
the two-sublattice m = 1/2 state described by a 2x2 unit cell iPEPS. Interestingly,
the m = 1/2 state turned out to have a lower energy than the AFQ3 state for
0.49π . θ < π/2. Finally, we ramped up the bond dimension to D = 10 to nail
down the precise location of the phase transition between the AFQ3 and m = 1/2
phases.
As can be seen in Fig. 3.11, for θ = 0.487π, the AFQ3 simulation is lower in
energy than the m = 1/2 simulation, whereas for θ = 0.490π the AFQ3 simulation
is higher in energy. Taking the error bars from the D → ∞ extrapolation into
account, we can conclude that—in contrast to previous predictions—the AFQ3
phase does not persist all the way up to the SU(3)-symmetric point π/2, but
remains stable only up to θ = 0.4886(7)π, after which the system transitions into
the m = 1/2 phase.
In case the reader is wondering why the m = 1/2 phase occupies such a small
portion of the phase diagram, it is insightful to remark that the size in θ-space is
not a physical quantity, as [cos(θ), sin(θ)] is but one of the many possible parameterizations of the coupling constants of the Hamiltonian in Eq. (3.1). Additionally,
there is a reason for the m = 1/2 phase to only appear this close to π/2. The
actual ground state is similar but not equal to the product state from Fig. 3.3
(right), and on the quadrupolar sublattice a small magnetic moment parallel to
that of the magnetized sublattice can be detected. This is only energetically favorable when the spin coupling parameter JS (θ) in the Hamiltonian expressed in
terms of S and Q—see Eq. (3.4)—becomes of a magnitude that is similar to that
of the quadrupolar coupling parameter JQ (θ), which only happens around 0.49π
where JS (θ) decreases rapidly from 0 towards −1/2.
13 Specifically, we have initialized simple update simulations using 2x2, 3x2, 3x3, 4x2, 4x3,
4x4, 5x2, 5x3, 6x2, 7x2, and 8x2 sized unit cells.
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Figure 3.11: The phase transition between the AFQ3 and m = 1/2 phases (color
online). Left: energy per site for bond dimensions D = 5, 6, . . . , 10 as a function of
truncation error, which we extrapolate to zero. Right: extrapolated energy per site
as a function of θ. We estimate the phase transition to occur at the point where
the energies per site intersect, i.e. at θ = 0.4886(7)π.

As its name suggests, the magnetization per site of m = 1/2 states is exactly
1/2 throughout the entire phase (e.g., see Figs. 3.13 and 3.14 for θ close to the
transition points). It has a residual U(1)-spin-rotation symmetry around the axis
of magnetization. As θ approaches π/4, the m = 1/2 state gradually turns into a
product state (see Section 3.4.4).
FM phase
The familiar ferromagnetic phase is described by a translationally invariant product state represented by a 1x1 unit cell. It has a residual U(1)-spin-rotation symmetry around the axis of magnetization, and a magnetization per site of exactly
m = 1 (see Figs. 3.6, 3.14 and 3.15).
FQ phase
The ferroquadrupolar phase is also translationally invariant, and can be represented by a 1x1 unit cell. Its magnetization is zero or very close to zero throughout
the phase (see Figs. 3.15 and 3.16 for the transition points, and also Footnote 12).
At the product state level, it is symmetric under time-reversal, residual U(1)spin-rotations around the axis of nematic order, and π-rotations around any axis
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perpendicular to the axis of nematic order. Close to the FM phase, states in the
FQ phase are product states, but, as we approach the AFM phase, the FQ states
become gradually more and more entangled (see Sections 3.4.4 and 3.4.4).
AFM phase
Finally, the last phase appearing in the phase diagram before we come full circle is
the familiar antiferromagnetic phase discussed in Section 3.4.2. The magnetization
per site varies throughout the phase from m ≈ 0.5 − 0.6 close to the FQ phase
(Fig. 3.16) to m ≈ 0.8 around θ = 0, after which it monotonically decreases to
zero or almost zero when approaching the Haldane phase (Fig. 3.8).

3.4.4

Nature of the phase transitions

In the following section, we will discuss the nature of the phase transitions in the
phase diagram shown in Fig. 3.7.
From the previous two sections, we gather that all neighboring phases break different symmetries, which suggests that all phase transitions are either first order,
or unconventional second order transitions (see e.g. [24, 171]). To support this hypothesis—and where possible distinguish between the two options—we will next
look for kinks in the energy per site, or jumps in typical order parameters such as
the magnetization or the Q-matrix invariants per site due to varying θ.
AFM to Haldane: θ = 0.189(2)π
At θ = 0.189(2)π, we have a transition between the antiferromagnetic and Haldane
phases. In the AFM phase, we observed that the magnetization per site goes to
zero when approaching the Haldane phase (see Fig. 3.8(b)), suggesting a second
order phase transition, which is unconventional considering the fact that both
states break different lattice translation and rotation, as well as different spinrotation symmetries. Moreover, we did not find clear hysteresis behavior, which
supports the claim that this transition is second order. However, due to the error
bars in the magnetization close to the transition, from our simulations we were
not able to conclude with certainty whether the phase transition is a second or a
weak first order transition; all we can say for sure is that this is not a clear first
order transition as no jump in magnetization or kink in the energy were observed.
We later on became aware of the work in Ref. [172] that first described the AFM
to Haldane transition in the large N limit. Note that, here, “N” refers to the
the symmetry group SU(N) of the Hamiltonian—which in our case is SU(2)—not
to the total number of particles. At large distances, both the AFM and Haldane phases can be effectively described by the O(3) non-linear sigma model, a
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continuous field theory of the continuum limit n of the staggered magnetization
(−1)x+y S(x,y) [24]. It is possible to express the order parameter field n in terms
of a confined two-component complex scalar field z = (z1 , z2 ), as follows
n = z † σz,

(3.5)

where σ is the vector of Pauli matrices, and |z|2 = |z1 |2 + |z2 |2 = 1 because
n has unit length. There is an additional U(1) gauge redundancy associated to
Eq. 3.5. Indeed, mapping z 7→ exp[iγ(x, y)]z leaves n invariant for any U(1)
gauge field exp[iγ(x, y)]. Consequently, z parametrizes CP1 . At the critical point,
the fractionalized spinon fields z1 and z2 deconfine14 ; and therefore, the above
phenomenon is understood as deconfined criticality described by a CP1 model [24].
Haldane to AFM3: θ = 0.217(4)π
The Haldane to the three-sublattice 120◦ magnetically ordered phase transition
at θ = 0.217(4)π displays hysteresis effects around the transition point, which
allows us to simulate both phases on both sides of the phase transition. Additionally, the sublattice magnetization is strictly positive throughout the AFM3 phase
(see Fig. 3.10(b))—even for θ = 0.21π where the AFM3 state is no longer the
lowest energy state—implying that the magnetization does not go to zero when
approaching the transition from above. Since the magnetization is zero in the
Haldane phase, it jumps to zero at the transition, showing that the transition is
clearly of first order.
AFM3 to AFQ3: θ = π/4
At θ = π/4, we have a transition from the three-sublattice 120◦ magnetically
ordered to the three-sublattice antiferroquadrupolar phase. Precisely at the symmetric point θ = π/4, both the 120◦ magnetically ordered state and the antiferroquadrupolar state are ground states of the system. Hence, we can simulate
both at the phase transition by initializing the simulations from deep within the
120◦ magnetically ordered and quadrupolar phases respectively, and then moving
towards the phase transition by initializing each simulation from the previous one.
The resulting data at the critical point is shown in Fig. 3.12.
The left plot of Fig. 3.12 shows a subtle kink in the energy per site, which we
observe for each fixed bond dimension simulation for D = 2, 3, . . . , 8 (only D =
4, 6, 8 shown), supporting the occurrence of a first order transition. The right
plot shows the magnetization per site exactly at the phase transition (where we
14 Meaning that, at the critical point, the norm |z| is allowed to fluctuate, and monopoles
(skyrmions: topological defects in the n-field) become irrelevant, and therefore the skyrmion
number is asymptotically conserved (in the large N limit).
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increased D up to 10). Despite the fact that the magnetization data points do
not fit on a perfect straight line, a rough extrapolation of D → ∞ shows that
the magnetic AFM3 state at the transition has a magnetization of at least 0.1,
whereas the quadrupolar AFQ3 state has a magnetization of around zero (see also
Footnote 12), which agrees with the above observation that this is a first order
transition.
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Figure 3.12: Energy per site (left) and magnetization per site (right) for the 120◦
magnetically ordered (AFM3) and the antiferroquadrupolar (AFQ3) states near the
phase transition at θ = π/4. By carefully comparing the slopes of both graphs, we
observe a very subtle kink in the energy as a function of θ for each fixed D (only
D = 4, 6, 8 plotted; more clutters the figure), and the extrapolated magnetization
(plotted for D = 3, 4, . . . , 10) jumps from m > 0.1 (AFM3) to m ≈ 0 (AFQ3),
indicating a first order transition.

Because the magnetization does not extrapolate very nicely to D → ∞, we have
also investigated the behavior of the eigenvalues of the quadrupole matrix (Appendix 3.A.2: Fig. 3.18 right), where a jump in spectrum can be observed. Additionally, we have also observed the occurrence of hysteresis (Appendix 3.A.2:
Fig. 3.18 left). All of the above taken together, combined with the fact that,
at the product state level, the two phases break different symmetries, lead us to
conclude that this must be a first order phase transition.
AFQ3 to m=1/2: θ = 0.4886(7)π
Using the same simulations as the ones shown in Fig. 3.11 (but now only for
θ = 0.487π and θ = 0.490π to prevent the figure from getting too cluttered), we see
that the magnetization on both sides of the phase transition for the m = 1/2 states
is exactly one-half, whereas it is exactly zero for the antiferroquadrupolar states
(Fig. 3.13). Thus, at the transition from AFQ3 to m = 1/2 at θ = 0.4886(7)π,
the magnetization jumps from zero to one-half, which means that the transition
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Figure 3.13: Magnetization per site for the half magnetized half nematic (m =
1/2) and the three-sublattice antiferroquadrupolar (AFQ3) states left and right of
the phase transition at θ = 0.4886(7)π for D = 3, 4, . . . , 10. The former clearly
extrapolates to 1/2, the latter to zero. Hence, the transition is of first order.

is of first order. This notion is confirmed by the right plot of Fig. 3.11, which
shows that, at the intersection, the energy per site graphs for the AFQ3 and
m = 1/2 phases have different slopes, indicating a kink in the energy per site at
the transition.
m=1/2 to FM: θ = π/2
In this case, the transition is between two magnetized phases: the half-magnetized
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Figure 3.14: Energy per site (left) and magnetization per site (right) for the partially magnetized (m = 1/2) and ferromagnetic (FM) phases as a function of θ.
Because both states are product states at the critical point, no D → ∞ extrapolation is needed. The kink in energy and jump in magnetization show that this is a
clear first order transition.
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m = 1/2 phase and the ferromagnetic phase. States in the ferromagnetic phase are
product states, which in our simulations can be seen by the fact that the energy
does not improve as the bond dimension increases. Hence, any fixed D simulation
will reproduce the exact ground state (D = 2 shown in Fig. 3.14).
As θ approaches π/2 from below, the m = 1/2 state also turns into a product state,
which can be seen from the fact that the the energy per site graphs for different
values of D all converge to the same value at θ = π/2 (Fig. 3.14 left). Hence, at
the phase transition, no D → ∞ extrapolation is necessary, as the D = 2 results
already give the exact ground state.
The left plot of Fig. 3.14 displays a clear kink in the energy, demonstrating that
this is a first order transition. Moreover, Fig. 3.14 right shows that the m = 1/2
phase has a magnetization per site of exactly 1/2, whereas the ferromagnetic phase
is fully magnetized, confirming that the transition is indeed of first order.
The remaining two critical points at 5π/4 and 3π/2 have previously been investigated using quantum Monte Carlo simulations [153]. Harada and Kawashima
demonstrated that (S z )2 − 2/3, which they used as the quadrupolar order parameter, exhibits a jump at θ = 5π/4 and at θ = 3π/2. This indicates that both
transitions are of first order; a conclusion that also follows from our simulations,
which we present below for completeness. Because the jump in the quadrupole
moment has already been established, we will focus on the energy and magnetization in the following, but remark that we also observe clear jumps in the spectrum
of the Q-matrix.

FM to FQ: θ = 5π/4
As before, we are dealing with product states on both sides of the phase transition. Thus, we can use any fixed D simulations to investigate the nature of the
ferromagnetic to ferroquadrupolar phase transition (D = 2 shown). Both the kink
in energy and the jump in magnetization displayed in Fig. 3.15 confirm that the
phase transition at θ = 5π/4 is indeed of first order.

FQ to AFM: θ = 3π/2
When increasing θ from 5π/4 to 3π/2, the ground state becomes more and more
entangled while remaining in the ferroquadrupolar phase. Upon reaching 3π/2
the ground state is no longer a product state, and therefore we require higher D
simulations to investigate the phase transition at 3π/2.
As shown in Fig. 3.16, for each fixed value of D there is a subtle but observable
kink in the energy per site as a function of θ. Additionally, the magnetization
per site at the phase transition, which does not extrapolate very well to D → ∞,
68

3.4. iPEPS results

-1.41

1

Magnetization per site

Energy per site

-1.415
-1.42
-1.425
-1.43
-1.435
-1.44
1.245

FM, D=2
FQ, D=2

1.25
θ/π

0.8

FM, D=2
FQ, D=2

0.6
0.4
0.2
0
1.245

1.255

1.25
θ/π

1.255

Figure 3.15: Energy per site (left) and magnetization per site (right) for the ferromagnetic (FM) and ferroquadrupolar (FQ) states as a function of θ. No extrapolation is needed because both phases are represented by product states. The kink
in energy and jump in magnetization show that this transition is first order.

does appear to saturate in between 0.5 and 0.6 in the AFM phase, whereas it
extrapolates to zero in the FQ phase, confirming that this transition is also of first
order.
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Figure 3.16: Energy per site as a function of θ for D = 5, . . . , 8 (left) and magnetization per site for D = 3, 4, . . . , 10 at θ = 3π/2 (right) for the ferroquadrupolar
(FQ) and antiferromagnetic (AFM) phases. The energy per site shows an observable kink for each D plotted. Moreover, the magnetization per site is zero in the
FQ phase, whereas it saturates in between 0.5 and 0.6 in the AFM phase, showing
that the transition is first order.
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3.5

Conclusion

We have studied the ground state phase diagram of the spin-1 BBH model on
the square lattice by means of infinite projected entangled pair states (iPEPS).
Using low bond dimension simple update simulations, we were able to reproduce
all phases that were previously predicted to occur [152,158] in this model. We then
turned our attention to the challenging top right quadrant of the phase diagram:
the part that has the largest product ground state degeneracy, is beyond the reach
of Monte Carlo, and had up to now only been studied on small systems with exact
diagonalization [158] or by means of semi-classical approaches [158, 160].
In this interesting region, we found two new phases. The first is the paramagnetic extended Haldane phase that preserves spin-rotation and lattice-translation
symmetry, but breaks lattice rotational symmetry and can be adiabatically connected to the one-dimensional Haldane phase. Second, we also encountered the
m = 1/2 phase that had been known to exist in the presence of an external magnetic field [158], but, in contrast to previous predictions, our iPEPS data showed
it also exists in a small θ-window in the zero-external-field ground state phase
diagram.
We concluded our analysis by investigating the nature of all phase transitions of
the BBH model, mainly by looking at kinks in the energy and jumps in the magnetization per site as a function of θ, while also taking symmetry considerations
into account. We found clear or subtle kinks in the energy for all transitions
but the AFM to Haldane transition. Similarly, the magnetization displayed slight
to clear jumps except at the above-mentioned transition, leading us to conclude
that all phase transitions are of first order, except possibly the AFM to Haldane
transition, which we predict to be either of second or weak first order.
In addition to demonstrating that the spin-1 BBH model on the square lattice exhibits various exotic phases, such as several (partially) nematic phases
(m = 1/2, FQ and AFQ3), three-sublattice ordering (AFM3 and AFQ3), and
even a highly symmetric paramagnetic phase that only breaks lattice rotational
symmetry (Haldane)—which are interesting in their own right from a theoretical
point of view—we have now paved the way for our next investigation of the spin-1
BBH model on the numerically more challenging triangular lattice, presented in
Chapter 4.
It is interesting to note that the AFM to Haldane transition, which was first
predicted in Ref. [172], has also been encountered in a number of related studies [130, 173–176]. For the square lattice spin-1 J1 -J2 model, DMRG results by
Jiang et al. [173] showed that the two-dimensional Haldane phase appears in
the ground state phase diagram. However, a recent DMRG and iPEPS study
by Haghshenas et al. [130] of the same model suggests that the Haldane phase
only appears as a result of the finite cylinder width used in DMRG, and that it
is not present on the infinite square lattice. The same Haldane phase has also
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been encountered in the ground state phase diagrams of the square lattice nextnearest-neighbor spin-1 BBH J1 -J2 -K1 -K2 model by a DMRG study by Gong et
al. [175], and the J1 -J2 -K1 model by a combined exact diagonalization, DMRG
and PEPS study by Chen et al. [176]. Moreover, a very recent paper by Lee and
Kawashima [177] on the spin-1 BBH model on the star lattice also found a spinliquid-like ground state in a parameter regime that encloses the region wherein we
found the Haldane phase on the square lattice.
Our findings also provide an additional example of a nematic quantum paramagnet
which in Ref. [174] was proposed to likely emerge in spin-1 systems with competing
interactions, and suggested to be potentially relevant to understand the nematic
phase in the iron-based superconductor FeSe. Finally, our results show that iPEPS
is a competitive method for analyzing strongly correlated spin systems, especially
where quantum Monte Carlo suffers from the sign problem.
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3.A

Appendix

3.A.1

iPEPS simulations of the anisotropic model

In Fig. 3.17 we provide the iPEPS energies (for D = 10, simple update) for
different cuts in the phase diagram of the anisotropic model, which were used to
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Figure 3.17: iPEPS energies per site for D = 10 (simple update) as a function of
Jy (or θ/π) for fixed values of θ/π (or Jy ).

get an estimate of the phase boundary between the Haldane and AF phase, or
Haldane and 3-sublattice phase, respectively. The phase transitions occur where
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the energies of the states intersect. This data was used to plot the phase diagram
of the anisotropic model shown in Fig. 3.9 in Section 3.4.2.

3.A.2

AFM3 to AFQ3 transition

We have included plots that provide extra evidence for the occurrence of a first
order transition at θ = π/4. For the other transitions, the jump in magnetization
or kink in the energy is clear enough to draw conclusions from.
At θ = π/4, hysteresis can be observed around the phase transition (Fig. 3.18 left):
the quadrupolar phase specifically can be simulated at θ = 0.249π < π/4 (where
the ground state is in the magnetized phase) before jumping to a magnetized state
at θ = 0.245π.
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Figure 3.18: Left: magnetization per site for D = 4, 6, 8 as a function of the
coupling parameter θ for the 120◦ magnetically ordered (AFM3) and antiferroquadrupolar (AFQ3) phases—hysteresis can be observed. Right: eigenvalues of the
Q-matrix for the AFM3 and AFQ3 states at the phase transition at θ = π/4 for
D = 3, 4, . . . , 10. Extrapolating D → ∞ shows a jump in the spectrum of the
Q-matrix.

Also, the eigenvalues of the Q-matrix (Fig. 3.18 right) differ in both phases: a
rough extrapolation of D → ∞ shows that in the antiferroquadrupolar phase we
have eigenvalues of approximately 0.15 (twice) and −0.3 once, whereas in the 120◦
magnetically ordered phase we have 0.15, 0 and −0.15, indicating a jump in the
spectrum, which leads us to conclude that the transition is of first order.
Additionally, from the spectrum of the Q-matrix we obtain some extra information
about the quadrupolar phase: because Q has two identical eigenvalues, the nematic
order is uniaxial (as opposed to biaxial).
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CHAPTER

The triangular lattice
bilinear-biquadratic
Heisenberg model
Making use of infinite projected entangled pair states, we investigate the ground
state phase diagram of the nearest-neighbor spin-1 bilinear-biquadratic Heisenberg
model on the triangular lattice. In agreement with previous studies, we find the ferromagnetic, 120◦ magnetically ordered, ferroquadrupolar and antiferroquadrupolar
phases, and confirm that all corresponding phase transitions are first order. Moreover, we provide an accurate estimate of the location of the ferroquadrupolar to
120◦ magnetically ordered phase transition, thereby fully establishing the phase
diagram. Also, we do not encounter any signs of the existence of a quantum paramagnetic phase. In particular, contrary to the equivalent square lattice model, we
demonstrate that on the triangular lattice the one-dimensional Haldane phase does
not reach all the way up to the two-dimensional limit.
The contents of this chapter are based on Ref. [3].

4.1

Introduction

Geometric frustration in strongly correlated materials can cause even relatively
simple systems to develop unexpected types of order. For magnetic materials, the
archetypal example of a geometrically frustrated system is the triangular lattice
Heisenberg antiferromagnet. In 1973, Anderson [13] proposed that the spin-1/2
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triangular antiferromagnet has a ground state consisting of resonating valence
bonds, also called a quantum spin liquid. However, it was later shown numerically [35, 36] that the ground state is ordered instead and displays 120-degree
magnetic order.
In this chapter, we focus on the two-dimensional triangular lattice spin-1 Heisenberg model with additional biquadratic coupling. As in the previous chapter, it is
defined by the following Hamiltonian
X
2
H=
cos(θ) Si · Sj + sin(θ) (Si · Sj ) ,
(4.1)
hi,ji

where the sum goes over all nearest neighbors, Si = (Six , Siy , Siz ) is the vector
of spin-matrices for the spin-1 particle on site i, and θ ∈ [0, 2π) determines the
strength of the biquadratic term relative to the bilinear term. The difference with
the model investigated in the previous chapter is that the underlying lattice has a
different structure and a higher coordination number (six instead of four), which
will turn out to alter the ground state phase diagram significantly.
The triangular lattice spin-1 BBH model gained attention recently because it was
suggested that both its antiferroquadrupolar [154, 157, 178] and ferroquadrupolar [156,179] ground state phases could give a possible explanation for the unusual
behavior [161, 180, 181] of NiGa2 S4 . Moreover, Cheng et al. [162] found spinliquid-like behavior of the 6H-B phase of the two-dimensional triangular magnet
Ba3 NiSb2 O9 [163, 182], for which Serbyn et al. [183] proposed a candidate spinliquid ground state that within the mean-field approximation was supposed to
be a ground state the triangular spin-1 BBH model with additional single-ion
anisotropy. However, a further investigation by Bieri et al. [159] demonstrated
that the the spin-liquid state found by Serbyn et al. [183] turned out not to be the
lowest energy state of the triangular spin-1 BBH model with single ion anisotropy.
Additionally, at θ = π/4, the BBH model is equivalent to the SU(3) Heisenberg
model, which could potentially be simulated using cold atoms trapped in an optical
lattice [164–167, 184–187]. Besides, as the most general spin-1 lattice-translation,
lattice-rotation and spin-rotation-symmetric Hamiltonian with nearest-neighbor
interactions, the BBH Hamiltonian is interesting in its own right from a theoretical
point of view.
Moreover, in our study of the spin-1 BBH model on the square lattice presented in
Chapter 3, we found the occurrence of a quantum paramagnetic phase in between
the antiferromagnetic and 120◦ magnetically ordered phases, and we were able
to show that this phase can be adiabatically connected to the one-dimensional
Haldane phase of decoupled spin-1 chains. In addition, we also encountered a
partially magnetic partially nematic phase in between the antiferroquadrupolar
and ferromagnetic phases. Both discoveries raise the question whether any of the
above phenomena also manifest themselves on the experimentally more relevant
triangular lattice.
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Finally, it should be noted that the spin-1 BBH model on the triangular lattice
is very challenging to study from a numerical perspective, as it suffers from the
negative sign problem. Previous studies—summarized in Section 4.3—are either
based on approximate methods, or involve exact diagonalization on small systems;
however, a complete and systematic study is still lacking.
In this chapter, we use the methods explained in Chapter 2 to map the entire
ground state phase diagram of the triangular lattice spin-1 BBH model—displayed
in Fig. 4.1. In agreement with previous studies, we find the ferromagnetic (FM),
ferroquadrupolar (FQ), 120◦ antiferromagnetically ordered (AFM3)1 and antiferroquadrupolar (AFQ) phases and obtain an accurate estimate of the location
of the FQ to AFM3 transition—which we predict to occur at θc = 1.873π ±
0.007π—thereby fully establishing the phase diagram.

π/2

AFQ
FM

π/4

AFM3
120°

π

θ=0
1.873(7)π

5π/4

FQ
3π/2

Figure 4.1: The iPEPS ground state phase diagram. In anti-clockwise order starting at θ = 0, we have the 120 degree magnetically ordered (AFM3), antiferroquadrupolar (AFQ), ferromagnetic (FM) and ferroquadrupolar (FQ) phases. The
SU(3)-symmetric points at θ = π/4 and 5π/4 are labeled by black dots.

Motivated by our findings for the corresponding square lattice model presented in
Chapter 3, we also investigate the anisotropic triangular lattice spin-1 BBH model
for θ ∈ (−π/4, π/4). We show that, on the triangular lattice, the one-dimensional
1 Recall that the “3” indicates three-sublattice order: it is used to differentiate 120◦ magnetic
order (AFM3) from ordinary antiferromagnetic order (AFM), the latter of which displays a twosublattice pattern.
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Haldane phase does not reach up to the two-dimensional isotropic model—albeit
that it does extend far from the one-dimensional limit. In addition, the triangularlattice equivalent of the partially magnetic partially nematic phase found on the
square lattice is shown to not be present in the ground state phase diagram of the
triangular lattice spin-1 BBH model.
This chapter is organized as follows. We set the stage by discussing previous work
that has been done on the triangular lattice spin-1 BBH model in Section 4.3,
and identify possible points of interest. After benchmarking the triangular lattice
algorithm in Section 4.4, we then present our results concerning the ground state
phase diagrams of the isotropic and anisotropic triangular lattice spin-1 BBH
models in Section 4.5. Finally, we discuss our findings in Section 4.6.

4.2

Model preliminaries

Recall that, as explained in Section 3.2, the Hamiltonian in Eq.(4.1) can be rewritten in terms of the quadrupolar vectors Qi —see Eq. (3.2)—which yields
H=

X

JS (θ) Si · Sj + JQ (θ) Qi · Qj

(4.2)

hi,ji

up to an irrelevant θ-dependent constant of 4 sin(θ)/3. The spin and quadrupolar
coupling constants given by JS (θ) = cos(θ) − sin(θ)/2 and JQ (θ) = sin(θ)/2.
In addition to separating the dipolar and quadrupolar terms—related to magnetic
and (spin) nematic order respectively—writing the Hamiltonian in terms of the
spin and quadrupole operators as in Eq. (4.2) has the additional advantage that
the points of enhanced SU(3)-symmetry are made explicit, which in the case of
the tripartite2 triangular lattice are only those for which JS = JQ , i.e. θ = π/4
and 5π/4.
Technically, quadrupolar order is described by the spectrum of the Q-matrix.
Since tr(Q) = 0, the spectrum is fully determined by two matrix invariants, for
which there are many possible choices, such as: two out of three eigenvalues, or,
the invariants IIQ = − 21 tr(Q)2 and IIIQ = det(Q) used in the previous chapter.
However, when we are searching for jumps in the Q-matrix spectrum that signify
a (first order) phase transition, finding a jump in just
√ one matrix invariant is
sufficient. An
obvious
choice
is
the
vector
norm
|Q|
=
Q · Q, which [170] is also
p
√
equal to (1/ 2 times) the Frobenius norm tr(Q† Q) of the Q-matrix. We will
refer to this norm as the Q-norm for short.
2 Taking the antifundamental representation on a sublattice does not cancel the extra minus
sign on all bonds at θ = ±π/2 as it does on the square lattice—see Section 3.2.2.
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4.3

Previous studies

Spin-1 BBH models have been extensively studied throughout the years. Of relevance to our investigation of the triangular lattice BBH model in particular, is
the pioneering construction by Affleck, Kennedy, Lieb and Takasaki [188] of an
exact ground state of the spin-1 BBH chain at θ = arctan(1/3) in the middle of
the Haldane phase [133, 134]. In dimensions higher than one, Papanicolaou [152]
was the first to develop a more flexible form of spin-wave theory that was readily
applicable to spin-1 BBH models on bipartite lattices. However, it was not until
2005 that a discovery of a low temperature spin-disordered state in the triangular
magnet NiGa2 S4 by Nakatsuji et al. [161, 180]) sparked a surge of increased interest in the spin-1 BBH model on the two-dimensional triangular lattice, initializing
a series of vibrant discussions [154–156] in 2006 on the nature of this new-found
spin-disordered state.
In order to introduce some terminology, let us us first discuss the already very
rich product ground state phase diagram of the triangular lattice spin-1 BBH
model—shown in Fig. 4.2—computed by Läuchli et al. [155] (to be discussed below) assuming a tripartite site-factorized product state ansatz for the ground state.
In addition to the magnetized 120◦ antiferromagnetically ordered (AFM3) and ferπ/2

AFQ
π

FM

5π/4

π/4

AFM3
120°

θ=0

FQ
3π/2

arctan(-2)

Figure 4.2: The product ground state phase diagram. The FQ to AFM3 phase
F = arctan(−2) ≈ 1.648π (Läuchli et al. [155]).
transition occurs at ΘM
c

romagnetic (FM) phases, Fig. 4.2 also contains the nematic ferroquadrupolar (FQ)
and antiferroquadrupolar (AFQ) phases.
Recall from Sections 3.2 and 3.3 that product states in the ferroquadrupolar phase
have directors on neighboring sites align in the same direction, whereas states
in the antiferroquadrupolar phase have neighboring directors align in mutually
perpendicular directions—e.g. in the x, y and z-directions—assuming a threesublattice pattern. The quadrupolar states are pictured by discs in Fig.’s 4.1
and 4.2 representing their planes of spin fluctuations.
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Following the above-mentioned discovery of Nakatsuji et al. [161], a 2006 study
by Tsunetsugu and Arikawa [154]—followed up by a 2007 paper [157] of the same
authors—investigated the AFQ phase of the triangular lattice spin-1 BBH model
by means of bosonic excitations on top of the product ground state. They proposed
that the AFQ phase could explain many features of the new-found spin disordered
state in NiGa2 S4 .
Barely eight days after Tsunetsugu and Arikawa [154] submitted their 2006 work,
Läuchli et al. [155] handed in a paper (containing also the product ground state
phase diagram in Fig. 4.2) in which they performed exact diagonalization of
systems of up to 21 sites to compute spin and quadrupolar structure factors,
F
from which they determined that the mean-field critical parameter value ΘM
=
c
arctan(−2) that separates the FQ from the AFM3 phase gets renormalized to
≈ −0.11π. Moreover, Läuchli et al. also investigated the non-zero field phase
ΘED
c
diagram, and used flavor-wave theory based on Papanicolaou’s method [152] to
investigate the spin-wave excitation spectrum. The most surprising feature that
Läuchli et al. find is the occurrence of a m = 2/3 magnetization plateau in the
AFQ phase without the occurrence of a m = 1/3 magnetization plateau (something that is unlikely to occur for purely magnetic states because of the lower
commensurability of the latter), and they consider this a characteristic of the
AFQ phase.
A mere three days after Läuchli et al. submitted their work, Bhattacharjee et
al. [156] submitted a paper that, contrary to Tsunetsugu and Arikawa’s proposition [154], explores the possibility that the new-found spin-disordered state in
NiGa2 S4 is actually of ferroquadrupolar type. In 2009, Stoudenmire et al. [179]
investigated the T > 0 behavior of the spin-1 triangular BBH model augmented
with third-neighbor interactions using classical Monte Carlo, and argued that
the quadrupolar correlations are actually more robust than the ferroquadrupolar
ground state itself, the former of which are identifiable by a twin-peak structure in
the specific heat. A 2010 paper by Nakatsuji et al. [181] that revisited the case of
NiGa2 S4 mentions, among other things, that the FQ phase is indeed a more likely
candidate for the ground state than the AFQ phase because of the appearance of a
m = 1/3 magnetization plateau and the absence of a superlattice peak compatible
with the AFQ unit cell.
In 2012, Kaul [189] performed quantum Monte Carlo simulations at the pure
biquadratic point θ = −π/2, confirming that the the ground state is nematic,
and provided accurate estimates of parameters such as the specific heat and the
susceptibility. Moreno-Cardoner et al. [190] studied the spin-1 BBH model with
uniaxial anisotropy field in 2014 using a cluster mean-field approach (CMF). In
the same year, Pires [191] calculated the dynamical quadrupole structure factor
in the FQ phase using the SU(3) Schwinger boson formalism, and in 2015, Völl
et al. [192], studied the dynamical spin and quadrupolar structure factors in the
region θ ∈ [π, 3π/2] encompassing parts of the FM and FQ phases by means of
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quantum Monte Carlo.
As discussed in Chapter 3, we conducted an iPEPS study of the spin-1 BBH
model on the two-dimensional square lattice, which yielded the occurrence of two
additional phases on top of those present in the product ground state phase diagram. In particular, we found that in between the ordinary antiferromagnetic
(AFM) and 120◦ magnetically ordered (AFM3) phases, a quantum paramagnetic
phase arises that is characterized by the fact that it preserves spin-rotation and
lattice-translation symmetry while breaking lattice-rotation symmetry due to energy differences between the x and y-bonds. Moreover, by continuously shrinking
all high energy bond couplings to zero, the quantum paramagnetic phase turned
out to be adiabatically connected to the Haldane phase of decoupled spin-1 chains,
and can thus be viewed as a two-dimensional extension of the latter.
In addition to the Haldane phase, on the square lattice we also encountered the
m = 1/2 partially magnetic partially nematic phase—a phase that was predicted to
appear only in the presence of an external magnetic field by Tóth et al. [158]—and
found that this phase is also present in the zero-field phase diagram.
Motivated by the above discoveries, we shall investigate the region −π/4 < θ <
π/4 where the Haldane phase occurs in the one-dimensional BBH chain, and keep
an eye out for possible intermediate quantum paramagnetic phases. Moreover, in
light of the characteristic m = 2/3 magnetization plateau in the AFQ phase in
the presence external magnetic field [155], we will also investigate the possibility
that the m = 2/3 phase extends to the zero-field phase diagram of the triangular
lattice spin-1 BBH model.

4.4

SU(3)-symmetric point benchmark

Before we proceed, let us benchmark the triangular lattice simple, full and variational update algorithms at the SU(3)-symmetric point θ = π/4 by comparing to
a previous study of the SU(3)-Heisenberg model by Bauer et al. [169]. We make
use of the additional symmetries of the Hamiltonian to push the bond dimension
to D = 16 for the simple update, and D = 12 for the full and variational updates.
(See Refs. [112, 113] on how to implement global abelian symmetries within the
tensor network formalism.) The resulting energies per site are shown in Fig. 4.3.
Fig. 4.3 shows that the full and variational update both give a visible improvement
over the simple update. This reflects the fact that the former two both use the
full environment at each optimization step, whereas the simple update only uses
an approximate environment—making it computationally cheaper.
Because the ansatz used for the ground state is variational, each iPEPS energy
computed is higher than or equal to the true ground state energy. Therefore, the
lowest finite-D energy obtained—in this case given by the D = 12 variational
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Figure 4.3: Energy per site at the SU(3) point θ = π/4 for the simple, full and
variational update. The simulations make use of the SU(3) symmetry of the ground
state and can therefore be ran at higher bond dimension than usual. We take the
midpoint of the ends of the two dotted lines to be the D → ∞ extrapolated energy
per site (see main text).

var
= 1.632—serves as
update simulation (shown in green) with an energy of ED=12
an upper bound for the true ground state energy. Since increasing D introduces
more variational parameters in the iPEPS, the energy of the iPEPS decreases as D
increases. However, the behavior of the energy of an iPEPS is typically such that
the energy as a function of 1/D curve flattens out as D increases. Thus, a lower
bound for the true ground state energy can be obtained by drawing a straight
line through the last few high-D data points (depicted by the lowest dotted green
line in Fig. 4.3) and extrapolating it to D → ∞. We shall take the average of
var
the lowest obtained finite-D energy (ED=12
) and the straight-line extrapolated
energy through the last few data points as our estimate for the true ground state
var
energy, which in this case yields ED→∞
= 1.630. Because the above-mentioned
bounds are loose bounds, for our estimate of the error we shall take half of the
difference between the lowest obtained energy and the straight-line extrapolated
var
energy, resulting in an extrapolated energy of ED→∞
= 1.630(1). The error bar
is depicted by the thin green slab on the y-axis in Fig. 4.33 .
previous
Contrasted to the result obtained by Bauer et al. [169] of ED→∞
= 1.633(14),
we can conclude that our result is not only slightly lower in energy, but also more
accurate; in part because we can go to higher bond dimension, but also due to
algorithmic improvement. Indeed, the lowest finite-D energy obtained by Bauer
previous
et al. is a D = 10 simulation with an energy of ED=10
= 1.646, which is higher
3 The extrapolations in this paragraph are all based on the (green) variational update energies.
For the simple and full update points we can use the same procedure.
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than our D = 10 simple update energy. Note that the ground state energy per site
of the SU(3) Heisenberg model is related to the ground state energy
per site of the

BBH model at θ = π/4 through EBBH (π/4) = √12 ESU(3) + 3 ; see Section 4.A.1
for details.

4.5
4.5.1

iPEPS results
Simple update results

To obtain a rough picture of the phase diagram, we have performed randomly
initialized simple update simulations for unit cells up to size 6x6 and bond dimensions D = 1, 2, 3, . . . , 8 for 80 equidistantly spaced values of θ ∈ [0, 2π). The
resulting energy per site as a function of θ is shown in Fig. 4.4 (top). For each
fixed value of θ, only the lowest energy of all unit cells considered is shown.
Observing the average magnetization and Q-norm per site displayed in the middle
and bottom graphs of Fig. 4.4, the simple update simulations show four different
phases. Starting at θ = 0, we have, in order of increasing θ, the 120◦ magnetically ordered (AFM3), antiferroquadrupolar (AFQ), ferromagnetic (FM) and
ferroquadrupolar (FQ) phases, with transitions occurring at θ = π/4, π/2, 5π/4
and roughly 1.9π respectively. The simple update results quantitatively agree
with the phase diagram found by Läuchli et al. [155]. Moreover, the jumps in the
magnetization suggest that the corresponding phase transitions are of first order.
The simple update results do not hint at the existence of any phases other than
those occurring in the product state phase diagram. However, we have learned
from our study of the corresponding square lattice model that—close to transition
points especially—randomly initialized simple update simulations can overlook
certain phases. Therefore, we will next proceed with a more thorough full and
variational update analysis, and investigate all four of the above phase transitions.
In particular, we will have a look at the FQ to AFM3 transition, and provide a
more accurate estimate of the critical value of θ for which the transition occurs.
Note that the locations of the other three transitions are fixed, either because
they sit at one of the SU(3)-symmetric points θ = π/4 and 5π/4, or because the
extent (π/2 < θ < 5π/4) of the FM product state phase is independent of the
underlying two-dimensional lattice structure. Additionally, we will keep an eye
out for a possible appearance of the m = 2/3 phase, as well as determine the
extent of the one-dimensional Haldane phase in the anisotropic triangular lattice
spin-1 BBH model.
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Figure 4.4: Energy, (top), magnetization m =
S · S (middle) and Q-norm
√
Q · Q (bottom) per site for randomly initialized simple update simulations. From
left to right we have the AFM3, AFQ, FM and FQ phases (color online). The magnetic phases can be recognized by a non-zero magnetization and a smaller Q-norm
than that of neighboring quadrupolar phases.

4.5.2

FQ to AFM3 transition

Making use of hysteresis in the vicinity of a first order transition, we can simulate
states in the FQ and AFM3 phases just beyond the transition point by initializing
them from a state that lies deeper in the phase we want to simulate. Doing so
around the simple-update-estimated transition point θ ≈ 1.9π yields the energy
per site for simulations in the FQ and AFM3 phase as shown in Fig. 4.5.
For states in the FQ phase, we have imposed U(1) symmetry (aligning the on-site
magnetic dipole vector along the z-axis), allowing us to push the full update to
D = 11. The AFM3 states, however, break U(1) symmetry because the spins do
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not align along a given axis, and we can therefore go up to D = 9 at best4 .
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Figure 4.5: Energy per site (full update) for FQ and AFM3 (color online) states
at θ = 1.86π − 1.89π in the vicinity of the FQ to AFM3 phase transition.

Extrapolating D → ∞ as explained in Section 4.4 yields an estimated energy
per site and corresponding error bar for both the FQ and AFM3 simulations at
4 The reason that the AFM3 data points for D = 8 and D = 9 at θ = 1.86π and 1.87π and
D = 9 at θ = 1.88π are left out is because the corresponding simulations mixed with a ferroquadrupolar state (decreasing their magnetization significantly) during the optimization process,
and are therefore not proper AFM3 simulations. Note that this does not happen the other way
around because the imposed U(1) symmetry used for the FQ simulations is incompatible with
the 120◦ magnetic order in the AFM3 phase. Regardless, the phase transition is clearly visible
with the data points available.
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different values of θ. Plotting the upper and lower bounds of the error bars as
a function of θ (top Fig. 4.6) then gives an estimate for the critical value of θ
that separates the FQ and AFM3 phases of θc = 1.873(7)π. This result is a more
accurate refinement of the exact diagonalization result extrapolated to infinite
system size (θcED ≈ 1.89π) obtained by Läuchli et al. [155].
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Figure 4.6: Top: extrapolated energy per site (top and bottom of error bars from
Fig. 4.5 shown) for the FQ and AFM3 states around the FQ to AFM3 phase transition. The vertical lines signified with “L-bnd.” and “U-bnd.” indicate the locations
for which the error bars separate. The “Estimate” is the intersection point of the
curves drawn through the centers of the error bars shown in Fig. 4.5. We conclude
that the phase transition occurs at θc = 1.873(7)π. Bottom: Magnetization and
Q-norm per site for FQ and AFM3 states left (θ = 1.86π) and right (θ = 1.89π)
of the phase transition. The magnetization especially displays a clear jump when
going from the FQ to AFM3 phase, which, combined with the slight kink in the
energy demonstrates that this transition is first order.

The fact that the energy per site curves for the FQ and AFM3 simulations have
(slightly) different slopes in Fig. 4.6 implies that the energy per site of the ground
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state displays (a slight) kink at the FQ to AFM3 intersection. Supplemented
by the jump in magnetization and the different 1/D behavior of the quadrupole
norm—displayed in the bottom plots of Fig. 4.6—we can conclude that the FQ to
AFM3 transition is first order.

4.5.3

AFQ to FM transition and absence of m=2/3 phase

The m = 2/3 magnetization plateau in the AFQ phase found by Läuchli et al. [155]
at finite magnetic field (mentioned in Section 4.3) corresponds to a three-sublattice
state with magnetic moments ferromagnetically aligned on two of the sublattices,
and on the third a quadrupolar director parallel to the magnetic moments on
the neighboring sites (Fig. 4.7). Läuchli et al. discovered that, as θ increases
towards π/2, the value of the external magnetic field for which the transition to
the m = 2/3 phase occurs decreases as θ increases, up to the critical point θ = π/2
where the AFQ and m = 2/3 states are simultaneous ground states of the zeroexternal-field BBH model. On the square lattice, Tóth et al. [158] showed that
a very similar phenomenon occurs (in that case, the partially magnetized state
was half magnetized instead of two-thirds). Thus, in light of our discovery of the
half-magnetized phase actually taking up a non-negligible portion of the square
lattice zero-field phase diagram, it seems natural to ask whether the m = 2/3
phase also occurs on the triangular lattice BBH model with zero external field.

Figure 4.7: The three-sublattice m = 2/3 state with ferromagnetically aligned
magnetic moments on two sublattices and a director—i.e. a normal vector to the
plane of fluctuations—on the third sublattice that is parallel to the neighboring
magnetic moments.

We initialized several simulations in the vicinity of θ = π/2. The energy per site
of the AFQ, FM and m = 2/3 simulations is shown in Fig. 4.8. We can conclude
that, contrary to the square lattice case, the m = 2/3 states are everywhere higher
in energy than the AFQ states—except at the AFQ to FM transition point where
the ground state is degenerate and the m = 2/3 state is one of the many ground
states—and thus the m = 2/3 phase does not occur in the zero-field phase diagram.
Note that, in the FM phase the ground state is a product state. In the vicinity
of the FM phase, the ground state is very close to a product state, as can be
seen from the fact that the energy does not visibly improve with increasing bond
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Figure 4.8: Left: energy per site (full update) for AFQ, FM and m = 2/3 states
around θ = π/2. Because all states are (practically) product states, the energies
do not depend on D. Middle and right: Magnetization and Q-norm per site (full
update) for AFQ, FM and m = 2/3 states around θ = π/2. The jumps in both and
kink in the energy show that the transition is first order.

dimension. Therefore, we do not have to do D → ∞ extrapolations to get accurate
results.
From the clear kink in the energy per site, and the jumps in magnetization and
Q-norm (Fig. 4.8), we can conclude that the AFQ to FM transition is also of first
order.
Finally, let us have a look at the remaining two phase transitions, located at the
SU(3)-symmetric points θ = π/4 and θ = 5π/4. The results we find agree with
previous studies, and will be presented for completeness.

4.5.4

AFM3 to AFQ transition

Approaching the phase transition at the SU(3) point θ = π/4 from both the
AFM3 and AFQ sides by slowly walking towards the critical point, loading each
simulation from the last (for fixed D), we obtain the energy per site plot shown
in Fig. 4.9.
Moving towards the transition as described above, we can ensure that simulations stay in their respective phases even at the critical point itself (where both
D → ∞ extrapolated AFM3 and AFQ states are ground states of the system).
Fig. 4.9 shows the resulting magnetization and Q-norm exactly at the transition
at θ = π/4. The subtle kink in the fixed-D energy per site plots and the jumps in
magnetization and Q-norm show that the transition is first order.
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Figure 4.9: Left: energy per site (full update) for D = 4, 6 and 8 for AFM3 and
AFQ states around θ = π/4. Middle and right: Magnetization and Q-norm per site
(full update) for AFM3 and AFQ states exactly at θ = π/4. The jumps in both
and slight kink in the energy for fixed values of D show that the AFM3 to AFQ
transition is of first order.

4.5.5

FM to FQ transition
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The FM to FQ phase transition can be investigated in the same manner as the
AFQ to FM transition. As noted by Völl et al. [192], the ground state in (and
close to) the FM phase is a product (or almost product) state, implying that no
D → ∞ extrapolation will be required.
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Figure 4.10: Left: energy per site (full update) for FM and FQ states around
θ = 5π/4. The FM states are product states, and the FQ states are close to being
product states as can be seen from the fact that the energies do not improve with
D. Middle and right: Magnetization and Q-norm per site (full update) for FM and
FQ states around θ = 5π/4. The jumps in magnetization and Q-norm and the kink
in the energy support the claim that this transition is first order.
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The clear kink in the energy per site and jumps in magnetization and Q-norm
(Fig. 4.10) show that the FM to FQ phase transition is also of first order.

4.5.6

Haldane phase in the anisotropic model

Our previous investigation of the square lattice BBH model showed that in between the ordinary antiferromagnetic and the 120◦ magnetically ordered phases
a quantum paramagnetic phase arises that can be adiabatically connected to the
Haldane phase of decoupled one-dimensional spin-1 BBH chains. On the triangular
lattice, there is no competition between two and three-sublattice order. Nevertheless, the fact that the FQ to AFM3 product ground state phase transition point at
θ = arctan(−2) ≈ 1.658π shifts significantly to θ = 1.873(7)π shows that quantum
fluctuations play an important role in the FQ to AFM3 transition, and perhaps
also allow for the possibility of an intermediate quantum paramagnetic phase.
The first sign that hinted at the presence of a quantum paramagnetic phase on
the square lattice was the vanishing magnetization in the antiferromagnetic phase.
Looking at Fig. 4.6, the magnetization in the AFM3 phase clearly does not vanish
in the D → ∞ limit, but we do observe that the quadrupolar order of the FQ
simulation at θ = 1.89π goes down as D increases. However, it would be too
strong a claim to say that it extrapolates to zero. Besides, θ = 1.89π is already in
the AFM3 phase, as the extrapolated FQ energy is higher than the extrapolated
AFM3 energy. Thus, based on the full update results in Fig. 4.6, there is no
intermediate paramagnetic phase in between the FQ and AFM3 phases.
It is possible that the FQ to AFM3 transition is not the right place to look for a
paramagnetic ground state. Motivated by the emergence of the one-dimensional
Haldane phase on the two-dimensional square lattice, a natural starting point
for looking for a quantum paramagnetic phase is to investigate the extent of the
Haldane phase on the anisotropic triangular lattice. Because the one-dimensional
spin-1 BBH chain lies in the Haldane phase for −π/4 < θ < π/4, this is the
parameter range will shall focus on.
We introduce an additional coupling parameter 0 ≤ Janis ≤ 1 that modifies the
diagonal and vertical bonds of the triangular lattice simultaneously; Janis = 0
corresponding to the limit of decoupled horizontal one-dimensional chains, and
Janis = 1 corresponding to the isotropic two-dimensional triangular lattice.
To map the entire θ-Janis phase diagram using full updates and D → ∞ extrapolation is computationally too expensive. Thus, we shall revert to a fixed D = 9
simple update investigation. The result is plotted in Fig. 4.11. Note that we also
looked for additional phases other than the FQ, AFM3 and Haldane phases—by
running simulations with randomly initialized tensors scattered throughout the
θ-Janis plane—but we did not encounter other types of order.
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Figure 4.11: D = 9 simple update phase diagram of the spin-1 BBH model on the
anisotropic triangular lattice. The full update result θc = 1.873(7)π for the location
of the FQ to AFM3 phase transition at Janis = 1 indicated by the black error bar is
shown to give an idea of the accuracy of the D = 9 simple update phase diagram.

To estimate of the accuracy of the simple update result, we can use the FQ to
AFM3 transition point at Janis = 1 computed in Section 4.5.2. Because the critical
θcsimple separating the FQ and AFM3 phases predicted by the fixed D = 9 simple
update lies just outside the error bar of the full update result θc = 1.873(7)π, we
can expect that the true phase separation lines lie in the vicinity of those shown
in Fig. 4.11, but their precise location cannot be inferred form the plot. However,
the D = 9 simple update phase diagram does seem accurate enough to conclude
that the Haldane phase does not extend all the way up to the isotropic limit.
From Fig. 4.11 we observe that the Haldane phase extends maximally in the vicinity of the Heisenberg point θ = 0 (where the biquadratic coupling is zero) rather
than at the FQ to AFM3 transition point. As an extra check, we have pushed
our simulations at the Heisenberg point to high D (Appendix 4.A, Fig. 4.12) to
verify that the magnetization stays non-zero in the D → ∞ limit. In addition,
we have also done full update simulations for Janis = 1 initialized directly from
within the Haldane phase and compared the energy to that of the FQ and AFM3
simulations (both close to the FQ to AFM3 transition—Appendix 4.A, Fig. 4.13,
and at the Heisenberg point—Appendix 4.A, Fig. 4.14); the result of which shows
that clearly, the Haldane simulations are much higher in energy in the isotropic
model.
We note that the Haldane phase in the extreme anisotropic limit might a priori be
better approximated by an anisotropic iPEPS (with a larger bond dimension in the
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x-direction). However, by comparing the weights on the x and y-bonds obtained in
the simple update approach [117] in the Haldane phase at large D, we observe that,
as Janis increases, the smallest weights on the x and y-bonds become of similar
magnitude5 , showing that an isotropic ansatz is appropriate here. (An isotropic
ansatz was also used in Chapter 3 to determine the phase boundary between the
Haldane and antiferromagnetic phases on the square lattice spin-1 BBH model,
but even in the strongly anisotropic limit, the iPEPS result was found to be very
close to the reference value from Quantum Monte Carlo.)
Combining our results from the simple update anisotropic phase diagram, the full
update study at the Heisenberg point and the full update Haldane simulations at
the isotropic limit, we can safely conclude that the Haldane phase does not extend
all the way up to the isotropic triangular lattice Janis = 1. Moreover, we did not
encounter any other signs that hint at the presence of a quantum paramagnetic
phase, and we can therefore conclude that the phase diagram as shown in Fig. 4.1
is the complete ground state phase diagram.

4.6

Conclusion

We have presented a complete and systematic iPEPS study of the ground state
phase diagram of the spin-1 bilinear-biquadratic Heisenberg (BBH) model on the
triangular lattice. We found the ferromagnetic and 120◦ magnetically ordered as
well as the ferro and antiferroquadrupolar phases, and precisely determined that
the ferroquadrupolar to 120◦ magnetically ordered phase transition occurs at θc =
1.873(7)π. This number is close to the exact diagonalization estimate by Läuchli
et al. [155] that predicted the transition to occur at θcED ≈ 1.89π. Moreover,
our simulations show that the partially magnetic partially nematic phase that we
encountered on the square lattice does not appear on the triangular lattice spin-1
BBH model (Fig. 4.8).
Inspired by our finding of the one-dimensional Haldane phase extending all the way
to the two-dimensional isotropic limit on the square lattice, we searched for signs
of a possible quantum paramagnetic phase on the triangular lattice. The simple
update results (Fig. 4.4) did not hint at the presence of a quantum paramagnetic
phase. At the ferroquadrupolar to 120◦ magnetically ordered phase transition,
we observed that the Q-norm of the ferroquadrupolar simulations decreases as
we approach the magnetic phase (Fig. 4.6), but it still extrapolates to a nonzero number even beyond the phase transition (at θ = 1.89π) in the magnetically
ordered phase.
We then investigated the extent of the Haldane phase on the anisotropic triangular
lattice (Fig. 4.11) and found that, close to the Heisenberg point θ = 0, it extends
5 There remains a difference in weights in x and y-bonds, but it shows mainly in the larger
weights, not in the ones that are close to those being truncated.
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maximally to approximately Janis ≈ 0.8. However, both the high D full update
simulations at the Heisenberg point as well as the full update simulations initialized
directly from within the Haldane phase (Appendix 4.A) confirm that the ground
state is ordered, reaffirming that the ground state phase diagram of the triangular
lattice spin-1 BBH model is as depicted in Fig. 4.1, and in particular does not
contain a quantum paramagnetic phase. Surprisingly then, for the spin-1 BBH
model, quantum effects seem to have less surprising consequences on the (in the
AFM phase) geometrically frustrated triangular lattice than they do on the square
lattice.
However, our study of the anisotropic model does reveal that spin-1 materials
with a triangular lattice structure that are effectively described by even a simple
Heisenberg antiferromagnetic coupling (θ = 0) are quite sensitive to anisotropies.
triang
Indeed, we expect a transition to the Haldane phase at around Janis
≈ 0.8,
square
which is significantly larger than the value of Janis ≈ 0.04 for which the same
transition occurs at the Heisenberg point on the square lattice. This fact could
possibly be used for future experimental research that attempts to realize the
extended Haldane phase in an actual two-dimensional material.
From the perspective of tensor network methods—viewing the triangular lattice as
a square lattice with additional diagonal next-nearest neighbor interactions—we
would like to point out that this is one of the few systematic full update studies of
models beyond nearest-neighbor interactions (see also Refs. [70, 75, 130, 176, 193]).
Lastly, having accurately established the ground state phase diagram of the triangular lattice spin-1 BBH model in the thermodynamic limit by means of an
unbiased method, future research can more confidently look at exited states or
additions to the Hamiltonian beyond the biquadratic interaction in search of an
explanation of the unusual behavior of NiGa2 S4 [154, 156, 157, 161, 178–181] and
the 6H-B phase of Ba3 NiSb2 O9 [159, 162, 163, 182, 183].
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4.A
4.A.1

Appendix
Energy comparison at the SU(3) point

The extrapolated ground state energy found by Bauer et al. [169] for the SU(3)
Heisenberg model defined by the triangular-lattice nearest-neighbor Hamiltonian
X
HSU(3) =
Pij ,
hi,ji

where Pij permutes the states of sites i and j, is: ESU(3) = −0.69(2) (J = 1). We
want to compare the energy per site of the SU(3) Heisenberg model to the energy
per site of the spin-1 BBH model at θ = π/4.
In order make this comparison, let us explictly assume a finite system of N sites
and compare the Hamiltonians for both systems. Moreover, we will need
Si · Sj + Qi · Qj = 2Pi,j −

2
3

(4.3)

(see Penc and Läuchli [170]). Now, including the θ-dependent constant that we
left out in the main text of this chapter, we have:
X
2
HBBH (θ) =
cos(θ)Si · Sj + sin(θ) (Sj · Sj )
hi,ji

=

X
hi,ji



sin(θ)
cos(θ) −
Si · Sj
2
!
4
sin(θ)
2
(Qj · Qj ) + sin(θ) ,
+
2
3

which, at θ = π/4 equals,

X 1
4
√ [Sj · Sj + Qj · Qj ] + √
2 2
3 2
hi,ji


X 1
1
√ Pi,j + √
=
2
2
hi,ji

HBBH (π/4) =

1 X
3N
=√
Pi,j + √
2 hi,ji
2
1
3N
= √ HSU(3) + √
2
2
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where we’ve used (4.3) to go to the second line, and the fact that the triangular
lattice has a coordination number of 6 (hence 6N/2 terms in the sum) to go to the
third.
Finally, when relating energies per site, we have to divide the equation by the
number of particles N , yielding the following ground state energy per site relation

1
EBBH (π/4) = √ ESU(3) + 3 .
2

(4.4)

Thus, by (4.4), ESU(3) = −0.69(2) corresponds to EBBH = 1.633 ± 0.014 (keeping
one extra digit since rounding off to 1.63 ± 0.01 yields an incorrect upper bound).

4.A.2

The Heisenberg point

We have looked for signs of a vanishing magnetization at the Heisenberg point
(θ = 0)—a point that lies in the region where the Haldane phase extends furthest
in the θ-Janis phase diagram towards the isotropic limit (Fig. 4.11)—by pushing
the simple update to D = 11, and the full and variational update to D = 9. The
resulting energy, magnetization and Q-norm per site are plotted in Fig. 4.12.
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Figure 4.12: Energy (left), magnetization (middle) and Q-norm (right) per site
for the simple, full and variational update algorithm at the Heisenberg point θ = 0.
var
The variational update results extrapolate to a ground state energy of ED→∞
=
−1.8368(5).

The full and variational update simulations (Fig. 4.12) clearly extrapolate to a
finite magnetic and quadrupole moment, and we can therefore conclude that the
ground state is ordered at θ = 0. The less-accurate simple update magnetization
and Q-norm seem to curve downwards, but this is likely an artifact of the simple
update, as the D = 11 simple update result is very similar in energy, magnetization and quadrupole moment to the D = 8 full and variational update results.
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Moreover, magnetization and quadrupole curves as a function of 1/D typically do
not lie on a perfectly straight line, so not too much importance should be given
to an individual data point.

4.A.3

Haldane simulations at the isotropic limit

As a final check, we have initialized full update simulations from within the Haldane phase directly at the isotropic limit Janis = 1 at two points of interest.
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Figure 4.13: Energy (left), magnetization (middle) and Q-norm (right) per site
(full update) comparing the FQ and AFM3 simulations to simulations initialized in
the Haldane phase at θ = 1.86π. The fluctuations in both order parameters show
that the Haldane-initialzed simulations do not stay in their original phase.
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Figure 4.14: Energy (left), magnetization (middle) and Q-norm (right) per site
(full update) comparing the AFM3 simulations to simulations initialized in the
Haldane phase at the Heisenberg point θ = 0. Also here, the fluctuations in both
order parameters show that the Haldane-initialized simulations do not stay in their
original phase.
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Close to the FQ to AFM3 phase transition—at θ = 1.86π—Fig. 4.13 (left) shows
that the simulations initialized in the Haldane phase are far from competitive, with
the exception of the D = 3 and D = 4 simulations. However, Fig. 4.13 (middle and
right) reveal that the aforementioned simulations are actually in the FQ phase, as
their quadrupole moment shows. The other Haldane-initialized simulations also
develop some quadrupolar order in the energy-minimization process, supporting
the claim that the ground state is quadrupolar. Note that it therefore also does not
make sense to do a D → ∞ extrapolation on the Haldane-initialized simulations,
as the simulations are not in a well-defined phase.
At the Heisenberg point θ = 0, we encounter a similar situation. Also in this case,
the energy of the Haldane-initialized simulations is far from competitive. Moreover, the Haldane-initialized simulations do not remain paramagnetic in the optimization process because they develop magnetic and quadrupolar order (Fig. 4.14).
Thus, as before, it does not make sense to do a D → ∞ extrapolation on the
Haldane-initialized simulations.
In conclusion: the ground state is ordered at both θ = 1.86π and θ = 0, and the
Haldane phase is absent in the isotropic limit.
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CHAPTER

Competing plaquette states
in the Shastry-Sutherland
model
By means of infinite projected entangled pair states (iPEPS), the competition between the so-called empty and full plaquette phases of the Shastry-Sutherland (SSL)
model is investigated. A recent study by Zayed et al. [54] based on pressure measurements of SrCu2 (BO3 )2 , the material for which the SSL model provides an
effective description, suggested that the phase separating the dimer and antiferromagnetic phases of the SSL model is the full plaquette phase. However, our simulations in the intermediate plaquette phase show that the empty plaquette states
are lower in energy than the full plaquette states, seemingly contradicting Zayed
et al.’s result. Nevertheless, we do find that, by adding an artificial bias of only
a few percent, the full plaquette state become favorable in energy, suggesting that
the ground state of the SSL model is susceptible to lattice anisotropies. Possibly,
the pressure applied to SrCu2 (BO3 )2 distorts the lattice in such a way as to favor
the full plaquette phase, which would explain the apparent discrepancy between our
result and that of Zayed et al.
This chapter is based on the iPEPS part of Ref. [4].
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5.1

Introduction

The Shastry-Sutherland (SSL) model, also known as the orthogonal dimer model [194],
was introduced by Shastry and Sutherland in 1981 [195]. It consists of a lattice
(Fig. 5.1) with spin-1/2 particles on each vertex, interacting with their nearest
and next-nearest neighbors through the Hamiltonian defined by
X
X
Si · Sj .
(5.1)
Si · Sj + J
H = J0
hhi,jiid

hi,jis

In the equation above, the first sum runs over all nearest-neighbor bonds that
form the square lattice (solid lines in Fig. 5.1), the second sum runs over all nextnearest-neighbor dimer bonds (dashed lines in Fig. 5.1), and Si = (Six , Siy , Siz ) is
the vector of spin matrices1 for the spin-1/2 particle at site i:






1 0 1
i 0 −1
1 0
y
x
z
Si =
, Si =
, and, Si =
.
0 −1
2 1 0
2 1 0
The SSL model was constructed in such a way that it admits an exact ground state
made up of a product of singlet dimers, making it one of the few two-dimensional
antiferromagnetic models for which an exact ground state is known2 .

J'
J

Figure 5.1: The SSL model has ordinary Heisenberg two-body interaction terms
along every bond, with corresponding interaction strengths given by J 0 for bonds
that are part of the square lattice (solid lines), and J for diagonally oriented bonds
(dashed lines).

Because the SSL model is frustrated, it is for the most part inaccessible to quantum
Monte Carlo simulations due to the negative sign problem [44]. In this chapter,
we shall focus on the parameter regime of the SSL model wherein all coupling
parameters are non-negative.
1 Setting

~ = 1.
construction of the SSL model was inspired by the Majumdar-Ghosh chain and the
exact ground state thereof [196].
2 The
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The SSL model attracted attention when it became clear that it provides an
effective description of the magnetic properties of SrCu2 (BO3 )2 [194, 197, 198].
The parameter values of the SSL model that describe SrCu2 (BO3 )2 are estimated
to lie in the interval around J 0 /J = 0.60 − 0.64 for typical values of J = 71 −
85K [72, 199–201].
For J = 0, the SSL model reduces to a square lattice Heisenberg antiferromagnet
(AFM), which is gapless and has a Néel ordered ground state. In the opposite
limit J 0 = 0, the system is gapped, and the above-mentioned dimer state is the
exact ground state. Remarkably, this particular dimer state actually remains an
eigenstate of the Hamiltonian—not necessarily the one with lowest energy—even
when J 0 > 0 [195]. However, what exactly happens in the region between the
dimer and AFM phases has been the subject of a longstanding debate.
A Schwinger boson mean-field theory study by Albrecht et al. [202] predicted the
occurrence of a helical phase in between dimer and the AFM phases. Somewhat
in line with this result is the work in Ref. [199], that suggests the existence of an
intermediate phase, the nature of which the authors do not manage to identify.
To the contrary of the above, there also appeared several studies that predicted
a direct transition between the dimer and AFM phases [194, 198, 203, 204]. Furthermore, a series expansion study by Koga and Kawakami [205], found that the
dimer and AFM phases are separated by an intermediate plaquette phase that is
shown to be gapped, with a first order transition from the dimer to the plaquette
phase, and a second order transition from the plaquette to the AFM phase. The
plaquette phase, while not being magnetized, does break translational symmetry
due to bond energy differences, in the sense that the energies on the thick bonds
are lower than those on the thin bonds (Fig. 5.2 left).
The existence of the plaquette phase has also been confirmed by other studies,
such as the series expansion study in Ref. [206], which shows that the plaquette
phase is adiabatically connected to the ground state of the 1/5-depleted square
lattice Heisenberg model, and the dimer/quadrumer boson and exact diagonalization study in Ref. [207]. Furthermore, Ref. [208] finds several short and long
range ordered phases—such as dimer, plaquette and helically ordered phases—in
the large N limit when increasing the symmetry of H to Sp(2N ). However, a
series expansion study [209] challenged the existence of the plaquette phase, and
suggested instead that the intermediate phase could have columnar-dimer order
instead.
In 2012, Corboz et al. [70] investigated the competition between plaquette and
columnar-dimer order by means of iPEPS, and demonstrated that ground state
has plaquette order. Moreover, the dimer to plaquette and plaquette to AFM
0
0
transitions were estimated to be located at Jdim-plaq
= 0.675(2) and Jplaq-afm
=
0.765(15) respectively (setting J = 1), and both transitions were determined to
be first order. By trying different types of iPEPS setups, the column-dimer order
was shown to be stable only for low bond dimension D, but as D increases the
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column-dimer order gets destroyed. The plaquette phase, on the other hand, only
becomes competitive for higher values of D, and is therefore absent from a D = 2
study presented in Ref. [210]. Another tensor network study using MERA—also
conducted in 2012—finds the same intermediate plaquette phase [211], with a
0
that lies in between the D = 3 and D = 4
slightly larger estimate for Jdim-plaq
0
iPEPS estimates for Jdim-plaq .

J'2
J

J'1

Figure 5.2: The plaquettes phases of the SSL model. Thicker bonds signify a
lower bond energy. Left: the empty plaquette phase, with plaquettes centered at
empty squares. Right: the full plaquette phase, with plaquettes centered around
a square containing a diagonal interaction. The coupling parameters of the biased
SSL Hamiltonian in Eq. (5.2) are displayed in the right figure showing the full
plaquette phase.

More recently, Zayed et al. [54] conducted an experimental study of SrCu2 (BO3 )2
by exposing it to different pressures, effectively changing the coupling parameters in the SSL-description of SrCu2 (BO3 )2 . By fitting the measured magnetic
susceptibility as a function of temperature for different pressures (using 20-site
exact diagonalization for the fit), Zayed et al. computed how the coupling parameters J and J 0 change with pressure, which allowed them to experimentally model
the SSL model for several values of J and J 0 . Zayed et al. also encountered an
intermediate plaquette phase—of which they also confirm that it is gapped—in
between the dimer and AFM phases. However, the plaquette phase found by Zayed et al. has the plaquettes centered around a diagonal bond, hereafter referred
to as the full plaquette phase 3 , see Fig. 5.2 right. This surprising result contradicts
Refs. [70, 205, 207, 211], who instead claimed that the plaquette phase has the plaquettes centered at empty squares, from hereon referred to as the empty plaquette
phase, displayed in Fig. 5.2 left.
In this chapter, we present a comparison of the two competing plaquette phases.
To do so, we investigate the SSL model with a bias towards the full plaquette
3 Note that the full plaquette phase had previously been investigated by Ref. [206], who
demonstrated that it is adiabatically connected to the orthogonal dimer chain [212].
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states, given by the Hamiltonian
X
X
X
H = J10
Si · Sj + J20
Si · Sj + J
Si · Sj ,
hi,jit

hi,jip

(5.2)

hhi,jiid

where J10 corresponds to the thin bonds on the square lattice, J20 corresponds to the
plaquettes (thick bonds), and J—as before—signifies the dimer coupling strength;
see Fig. 5.2 right. For the remainder of this chapter we set the dimer interaction
strength to one: J = 1, and investigate the model as a function of J10 and the bias
towards the full plaquette phase, which is given by c := J20 /J10 . We simulate states
in both plaquette phases using iPEPS for several values of J10 and c, and compare
their energies to determine the extent of the two plaquette phases.
After a brief discussion on the simulation setup in Section 5.2, we present our
results in Section 5.3, and show that for J10 = 0.7 and c = 1 (no bias) the empty
plaquette state is slightly lower in energy than the full plaquette state. We then
proceed to run simulations for several values of c > 1, still at J10 = 0.7, and determine that the empty plaquette state remains the ground state up to the critical
cempty-full = 1.060(8), whereafter the full plaquette state becomes the ground state
of biased SSL model. Finally, we conclude our study by providing an approximate
plot of the complete phase boundary separating both plaquette phases using fixed
D = 10 full update simulations, and discuss how our findings compare to those of
Zayed et al. [54] in Section 5.4.

5.2

Simulation details

There are several ways to simulate the SSL model with iPEPS. It is possible to
have a single tensor represent either a single site, or more than one; and in the
latter case, a choice must be made regarding to which sites are combined into a
single tensor. Each of those choices we refer to as an iPEPS setup. It should
be noted that, for lower (fixed) values of the bond dimension D, depending on
the setup, one type of iPEPS might exhibit a lower energy than another. But, in
the high D limit, after minimizing the energy, the same lowest energy state—the
actual ground state of the system—should be obtained regardless of the iPEPS
setup chosen.
In Ref. [70], four such setups have been examined, and it was shown that independent of the choice of setup, the final results are the same provided D is large
enough4 . However, it turns out that, in order to investigate the plaquette phase,
the dimer-setup (Fig. 5.3) is the most suitable, because it gives the lowest fixed-D
energies for the plaquette and AFM phases, and it is able to reproduce the dimer
4 The setups examined are the original (o), the dimer (d), the plaquette (p) and the columnar
setups (c), see Ref. [70] for details.
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phase with bond dimension as low as5 D = 1. Therefore, we have opted to use
the dimer setup for the investigation presented in this chapter. The added advantage of the dimer setup, is that the SSL Hamiltonian becomes a square lattice
nearest-neighbor Hamiltonian when two sites connected by a diagonal bond are
combined into one, allowing us to use the more efficient nearest-neighbor square
lattice iPEPS algorithms for the investigation of the biased SSL model.

Figure 5.3: The iPEPS setup used for the simulations discussed in this chapter
combines two physical sites connected by a dimer bond into a single local tensor.
The resulting network structure is that of a square lattice iPEPS.

We obtain initial states in the full or empty plaquette phase by evolving randomly
initialized states in imaginary time with a Hamiltonian that is strongly biased
towards either the full or the empty plaquette phase6 . Now, the extent of the
full and empty plaquette phases in the phase diagram of the biased SSL model,
defined by Eq. (5.2), is determined as follows. By initializing simulations from
any of the two the initial states defined above, and thereafter minimizing the
energies through imaginary time evolution or variational optimization using the
Hamiltonian from Eq. (5.2) for several values of J10 and c, we obtain energies per
site of the full and empty plaquette phases for (parts of) the phase diagram of
the biased SSL model. Close to the transitions between the empty and the full
plaquette phases, states in both phases are metastable and can both be simulated.
Comparing their energies per site then allows us to estimate the phase boundary
between the full and empty plaquette phases.

5.3

iPEPS results

We first investigate the ground state of the regular (unbiased) SSL model, by
comparing the two competing plaquette states at a point in the middle of the
5 Since

two sites connected by a dimer bond are combined into a single local tensor.
that the initial states are ground states of the biased Hamiltonian for values of the
coupling parameters such that the corresponding points in parameter space lie deep within the
phases the initial states represent.
6 Meaning
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plaquette phase of the unbiased SSL model, given by J10 = 0.7 and c = 1. The left
J '1=0.7, c = 1
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J '1=0.7, c = 1

Full
Empty

Full
Empty

-0.3855
-0.386

-0.3865

-0.3865

E

E

-0.386

-0.387

-0.387

-0.3875

-0.3875
-0.388

-0.388

-0.3885
0

0.05

0.1

1/D

0.15

0

0.02

0.04

w

Figure 5.4: Energy per site of the empty and full plaquette states for J10 = 0.7 in
the middle of the plaquette phase of the unbiased (c = 1) SSL model as a function
of one over the bond dimension 1/D (left) or truncation error w (right). The right
plot is fitted with a power-law function.

plot in Fig. 5.4 shows the energy per site for states initialized from within the full
and the empty plaquette phase as a function of 1/D, and the right plot displays
the same energies as a function of truncation error [132]. The fitting graphs in the
right plot of Fig. 5.4 are obtained by fitting a power-law function f (w) = a + bwc
to the data points, with b, c > 0. The error bars signify one σ confidence bounds
on the coefficients b and c.
We extrapolate D → ∞, or equivalently w → 0, to obtain energy estimates of the
true low energy plaquette states of which the fixed D iPEPS are less-entangled
approximations. Clearly, as can be seen by both the 1/D and truncation error
plots, the empty plaquette state has a lower energy than the full plaquette state in
the D → ∞ limit. The above confirms that, in agreement with the earlier iPEPS
study of Ref. [70], the empty plaquette state is the ground state of the SSL model
at zero bias for J10 = 0.7. However, from Fig. 5.4, we do observe that the full
plaquette state is close in energy to the empty plaquette state.
We next study the SSL model biased towards the full plaquette phase, defined
by Eq. (5.2), and investigate for what value of the bias the full plaquette state
becomes lower in energy than the empty plaquette state. In order to so do, we
keep J10 = 0.7, run simulations for several values of c > 1 and compare the energies
of the full and empty plaquette simulations.
It turns out that the energies of the full and empty plaquette iPEPS become
comparable around c = 1.06. Zooming in on this particular value of the bias,
Fig. 5.5 shows the energies per site of full and empty plaquette simulations plotted
as a function of truncation error for c = 1.05 − 1.07. After linearly interpolating
the energies (in c) and taking the error bars into account, we conclude that, for
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J10 = 0.7, the transition from the empty to the full plaquette phase occurs at
cempty-full = 1.060 ± 0.008, which corresponds to J20 = 0.7420 ± 0.0056.
J '1=0.7, c = 1.050
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Figure 5.5: Energy per site of the empty and full plaquette states for J10 = 0.7 as a
function of truncation error w for different values c = 1.05 − 1.07 of the bias, fitted
with power-law functions.

Next, we map the entire phase boundary between the full and empty plaquette
phases. From Figs. 5.4 and 5.5 we observe that the D = 10 simulations already
provide very good estimates of the D → ∞ extrapolated energies. Therefore, we
shall execute several D = 10 full update simulations in both plaquette phases,
and estimate the phase boundary by computing the points where the linearly
interpolated energies intersect. Similarly, we obtain an estimate of the dimer-toplaquette phase boundary by comparing the energies of fixed D = 10 plaquette
simulations to the exact dimer energy per site of −0.375. Doing so yields the
approximate7 phase diagram displayed in Fig. 5.6.
We would like to add that the dotted lines in Fig. 5.6 are merely meant as a guide to
the eye. For the transition between the empty and the full plaquette phases, they
are obtained by superimposing the error bar of Fig. 5.5 onto the phase boundary.
For the dimer to empty plaquette transition, the width of the dotted lines is
based on the error bar for the dimer-to-plaquette phase boundary, obtained from
the iPEPS study of the unbiased SSL model by Corboz et al. [70]. Note that
the dimer-to-empty plaquette phase boundary can only move towards the dimer
phase as D increases, because dimer energy is independent of D. Consequently,
the dotted line is only shown on the dimer side of the transition.
7 In order to obtain the exact phase boundaries, in principle a truncation error or 1/D extrapolation should be done at several points along the boundaries. However, this procedure is
computationally more expensive, and the accuracy obtained by the fixed D = 10 simulations is
sufficient for our current purpose.
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0.66
0.64
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dimer
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full
0.7
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Figure 5.6: The D = 10 full update phase diagram. The error bars, which are only
meant to be a guide to the eye, are based on the error bar obtained from Fig 5.5
for the full-to-empty plaquette transition, and on Ref. [70] for the empty plaquette
to dimer phase transition. The star indicates the empty plaquette to AFM phase
transition, also from Ref. [70].

Fig. 5.6 shows that the ground state phase diagram of the biased SSL model is
symmetric with respect to the J10 = J20 line. This can be understood as follows.
Instead of varying J20 while keeping J10 fixed, we can also vary J10 while keeping
J20 fixed. As can be seen in Fig. 5.2 right, the effect of the latter is that we
bias towards another full plaquette state, the one for which the diagonal bonds
contained within the plaquettes connect the upper-right to the lower-left corner,
rather than the upper-left to the lower-right corner. Both full plaquette states are
equivalent, as they are related by a symmetry transformation, and therefore the
phase diagram is symmetric.
To summarize, our simulations show that (i) the empty plaquette state is the
ground state of the unbiased SSL model, and (ii) the full plaquette phase is separated from the unbiased SSL model (c = 1, diagonal J10 = J20 line in Fig. 5.6) by
a non-negligible region in parameter space.

5.4

Conclusion

Motivated by the prediction by Zayed et al. [54] that the intermediate plaquette
phase of the SSL model is the full plaquette phase, we have investigated the ground
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state of the SSL model with artificial bias c = J20 /J10 towards the full plaquette
phase. By directly comparing the energies of iPEPS simulations initialized from
full and empty plaquette states respectively, we showed that in the middle of the
intermediate plaquette phase (J10 = 0.7) of the SSL model, the ground state lies in
the empty plaquette phase rather than the full plaquette phase, and remains so up
to a critical value of the bias of cempty-full = 1.060(8), after which the full plaquette
phase takes over. Given that J10 = 0.7, this critical value of the bias corresponds
to J20 = 0.7420(56). Having thoroughly investigated the cut at J10 = 0.7, we
then expanded our study to a larger parameter regime in the J10 − J20 plane and
determined the entire empty-to-full plaquette phase boundary using fixed D = 10
full update simulations. The resulting phase diagram, shown in Fig. 5.6, clearly
shows that the empty plaquette phase takes up a significant portion of the ground
state phase diagram of the SSL model, even in the presence of an artificial bias
towards the full plaquette phase.
At first sight, there seems to be a discrepancy between our results and those of the
experimental study by Zayed et al. [54], who demonstrated that the full plaquette
state is realized in SrCu2 (BO3 )2 under pressure. However, it is conceivable that
the pressure distorts the lattice in a such way that it breaks the C4-rotational
symmetry around the empty plaquettes, changing the effective coupling parameters J10 and J20 relative to one another. Given that we find that the bias required
to make the full plaquette phase favorable over the empty plaquette phase is of
the order of only a few percent, it is not at all unlikely that the pressure applied
to SrCu2 (BO3 )2 causes the effective SSL coupling parameters to detune to a point
in parameter space where the full plaquette state is the ground state.
Interestingly, the effect of a typical lattice distortion of the SSL model has previously been investigated by Moliner et al. [213]. According to the authors, subjecting SrCu2 (BO3 )2 to high hydrostatic pressure naturally leads to a difference
in intra-dimer coupling strengths. Moreover, in the regime of significant distortion, the ground state lies in an effective one-dimensional Haldane phase of nearly
decoupled two-leg ladders. The full plaquette phase, on the other hand, is adiabatically connected to the plaquette phase of decoupled one-dimensional orthogonal
dimer chains [206]. For a future work, it would be interesting to see if there is a
relationship between these two phases.
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CHAPTER

The sign problem in an
extended
Shastry-Sutherland model
The quantum Monte Carlo sign problem in the extended Shastry-Sutherland (SSL)
model that interpolates between the original SSL and the fully-frustrated bilayer
models, completely disappears at low temperature when the Hamiltonian is expressed in the dimer basis. The disappearance of the minus sign is a consequence
of the fact that the the product of dimer singlets is the exact ground state not
only of the extended SSL model, but also of the minus sign-free model obtained
by changing the sign of the positive off-diagonal matrix elements in the dimer
basis. Comparing to our infinite projected entangled pair states (iPEPS) study
of the same model, we observe that, indeed, the region wherein the sign problem
disappears is completely contained within the dimer phase. This absence of the
sign problem allows us to calculate the temperature dependence of the susceptibility and the specific heat of the Shastry-Sutherland model with high accuracy up to
intermediate inter-dimer coupling on large systems and down to zero temperature.
This chapter is based on Ref. [5], with a larger emphasis on the iPEPS part.

6.1

Introduction

Frustrated quantum magnets in which local exchange processes are in competition
are believed to host extremely rich physics, ranging from various kinds of valence
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bond solids to quantum spin liquids [214–217]. The investigation of these models,
however, is a real challenge because in general there is no unbiased method to
study their properties on large enough lattices and at low enough temperature. In
two dimensions, the method of choice to study the thermal properties of unfrustrated systems, Quantum Monte Carlo (QMC), suffers from a very severe minus
sign problem when applied to frustrated systems in the standard basis of spin configurations. This makes it is difficult to get accurate results for temperatures far
below the typical coupling constants; the interesting regime unfortunately when
looking for exotic quantum physics.
The Shastry-Sutherland (SSL) model—introduced in Chapter 5—with its remarkable and still debated series of magnetization plateaus [72,75,197,218–224]—is one
of the paradigmatic two-dimensional spin-1/2 frustrated models with experimental realization. Because it has triangles as building blocks, the SSL model has a
severe minus sign problem [44]. Nevertheless, the ground state of the ShastrySutherland model been known for nearly forty years1 [195, 198]. It seems logical
to expect that knowledge of the ground state should help to investigate the lowtemperature thermodynamics, but this is not the case. The interpretation of
the temperature dependence of the susceptibility [197] and of the specific heat
of SrCu2 (BO3 )2 [225], the nearly exact experimental realization of the ShastrySutherland model, relies mainly on exact diagonalization results on small lattices
up to 20 sites2 [194, 198, 226].
In this chapter, we show that the knowledge of the exact ground state of the
Shastry-Sutherland model indeed provides a considerable advantage if the QMC
simulations are formulated in the dimer basis [227–231] rather than the configuration basis. Unlike a number of fully frustrated models studied recently, in which
the minus sign disappears altogether in the dimer basis, the minus sign problem
is still present for the Shastry-Sutherland model. However, it turns out that the
minus sign decreases at low temperature and disappears completely at zero temperature, as long as the singlet dimer ground state is not only the ground state
of the model itself, but also of the model obtained by changing the sign of the
positive off-diagonal matrix elements in the dimer basis. In order to obtain a
better understanding of where and why the sign problem disappears, we employ
iPEPS to map the complete ground state phase diagram. Our iPEPS data confirm that, as expected, the region wherein the minus sign disappears is completely
contained in the dimer phase. The above result shows that, provided the ground
state is known exactly, there is a possibility that QMC can be used to study the
low temperature thermodynamics of frustrated models.
1 That is, for relatively strong intra-dimer coupling. As mentioned in the introduction of
Chapter 5, by construction, the SSL model has an exact ground state made up of a product of
singlet dimers.
2 The magnetic susceptibility χ has also been analyzed by series expansions [198, 203], but
these are accurate only for temperatures above the maximum of χ.

110

6.2. The model
This chapter is organized as follows. In Section 6.2 we introduce an extension of
the SSL model that interpolates between the original SSL model and the fullyfrustrated bilayer model. We then proceed with our iPEPS study of the extended
SSL model, and map the entire ground state phase diagram in Section 6.3. Next,
we devote Section 6.4 to the sign problem in QMC, providing a brief introduction
into the basic concepts involved, after which we proceed with a construction of a
sign-free Hamiltonian that shares the dimer ground state with the extended SSL
model, and discuss the disappearance of the sign problem in a large portion of the
dimer phase of the latter. Finally, in Section 6.5, we build on the absence of the
sign problem in a large part of the phase diagram to derive the low-temperature
susceptibility and specific heat of the SSL model up to a relative inter-dimer
coupling of J/JD = 0.526(1), after which we conclude in Section 6.6.

6.2

The model

In this chapter, we study the Shastry-Sutherland (SSL) model [195] extended with
another inter-dimer coupling J2 [203, 204], defined by the Hamiltonian
Hext = JD

X
hi,ji

~i · S
~j + J
S

X
hhi,jii

~i · S
~ j + J2
S

X

~i · S
~j .
S

(6.1)

hhhi,jiii

Here, JD and J are the intra and inter-dimer couplings of the original SSL
model (see Fig. 6.1, left), and J2 allows for continuous interpolation between
the original SSL model (J2 = 0) and the fully-frustrated bilayer model (J2 =
J) [228, 229, 231–236]. The SSL lattice can be interpreted as a square lattice with
some diagonal couplings, or as a square lattice of coupled dimers3 . The equivalence of the extended SSL model for J2 = J and the fully-frustrated bilayer model
becomes visible when rotating all dimers by π/2 to make them perpendicular to
the plane (see Fig. 6.1 right). For the remainder of this chapter, we shall study the
extended SSL model in the challenging and experimentally relevant [194, 197, 198]
parameter regime of non-negative coupling constants J, JD , J2 ≥ 0.
As we shall see later in this chapter, the extended SSL model from Eq. (6.1) can be
studied by QMC as long as both inter-dimer couplings J and J2 are not too large.
However, before delving into the QMC simulations and the related sign problem,
it will prove insightful to first obtain the zero-temperature phase diagram. To do
so, we have modeled the extended SSL model with iPEPS, shown previously to
lead to very accurate results for the original Shastry-Sutherland model [70].
3 Note that, for J = 0, the lattice in Fig. 6.1 is equivalent to the one shown in Fig. 5.1.
2
Depending on which representation of the lattice is chosen, either two sites connected by a dimer
bond are considered nearest neighbors, as in Fig.6.1, or next-nearest neighbors, as in Fig. 5.1.
Regardless of the apparent discrepancy, the Hamiltonian in Eq. (6.1) with J2 = 0 is equivalent
to that of and Eq. (5.1) provided we associate (JD , J) with (J, J 0 ).
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J2
J2

JD
J

J

JD
Figure 6.1: Sketch of the Shastry-Sutherland model and of its interpolation to
the fully frustrated bilayer (left). The right panel shows a topologically equivalent
representation as a frustrated bilayer square lattice.

6.3
6.3.1

iPEPS phase diagram
Simulation details

In order to study the SSL model using iPEPS, we use the same setup as the
one used in Chapter 5. That is, each local tensor has one physical leg which
represents two physical sites on a dimer, and four auxiliary legs that connect
to neighboring local tensors forming a square lattice pattern in accordance with
the lattice structure in Fig. 6.1 (right). All phases4 in the phase diagram of the
extended SSL model (Fig. 6.2) can be represented by an iPEPS with a 2-sublattice
unit cell consisting of two local tensors (four physical sites).
To construct the phase diagram, we have employed fixed D = 10 simple update
simulations which already provide a good estimate of the phase boundaries in the
exact infinite D limit as we show below. We have computed transition points along
several horizontal (and vertical) cuts in the phase diagram. Along each cut (e.g. a
fixed value of J2 /J for a horizontal cut) the critical coupling Jc /JD is determined
by locating the intersection point where the linearly-interpolated energies of the
states initialized in the two adjacent phases intersect (making use of hysteresis in
the vicinity of a first-order phase transition).

6.3.2

iPEPS results

The iPEPS phase diagram is shown in Fig. 6.2 for5 J ≤ JD . It consists of three
phases: a the dimer singlet phase at small inter-dimer coupling, an antiferromag4 Note that we have looked for phases other than the three shown in Fig. 6.2 by executing
randomly initialized iPEPS simulations scattered throughout the phase diagram, but all of these
simulations converged to states that lie in one of the three phases displayed in the figure.
5 For J > J , the ground state shows the same antiferromagnetic order as that of the
D
rightmost phase displayed in Fig. 6.2.
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Figure 6.2: D = 10 simple update phase diagram of the generalized SSL model
that interpolates between the original SSL (J2 = 0) and the fully-frustrated bilayer
(J2 = J) models. The star indicates an accurate series expansion result [203, 204]
for the dimer to AFM phase transition for J2 = J, located at J/JD = 0.42957(2).

netic phase at large inter-dimer coupling, and a small intermediate plaquette phase
at small third-neighbor coupling. All phase transitions are first order. Note that
the Hamiltonian is symmetric under exchange of J ↔ J2 while simultaneously
interchanging all particles connected by a dimer bond, as can be seen from the
lattice structure in Fig. 6.1 right. For this reason, we have only mapped the region
for which J2 ≤ J. We remark that a previous investigation [204] came to a very
similar phase diagram except that it missed the intermediate plaquette phase.
To determine the accuracy of the fixed D simple update phase diagram, we have
executed additional full and variational update simulations followed by D → ∞
extrapolations along several cuts in parameter space. The extrapolations were
done using the so-called truncation error, see Ref. [132]. Comparing with the
D = 10 simple update phase boundaries along four horizontal cuts at J2 /J = 0.25,
0.50, 0.75 and 1.00, we observe that the dimer to AFM boundary displayed in
Fig. 6.2 agrees with the variational update D → ∞ phase boundary up to the
first four digits. The above results also agree up to the same precision with the
J2 /J = 1 series expansion result [203, 204] marked by the star in Fig. 6.2.
The uncertainty of the phase boundaries of the plaquette phase is shown by the
error bars in Fig. 6.3. The horizontal error bars are those from the previous full
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Figure 6.3: Simple update phase boundaries with error bars obtained from D → ∞
extrapolated full (J2 /J = 0) and variational (J/JD = 0.7) update simulations. The
results for J2 /J = 0 are taken from Ref. [70].

update iPEPS study by Corboz et al. [70]. The vertical error bar is based on
an energy per site comparison of plaquette and AFM initialized states shown in
Figs. 6.9 and 6.10 in Appendix 6.A. Note that the error bars for the plaquette to
AFM and plaquette to dimer phase transitions are wider than those corresponding
to the dimer to AFM transition, from which we conclude that in particular the
plaquette to AFM transition seems to be only weak first order. Accordingly, the
phase boundaries displayed in Fig. 6.2 have been thickened in to represent the
uncertainty coming from the error bars shown in Fig. 6.3 (the effect of which,
especially for larger values of J2 , is too small to be noticeable in Fig. 6.2).
Having established the ground state phase diagram by means of iPEPS, we shall
next turn our attention to the sign problem of the extended SSL model.

6.4
6.4.1

The minus sign problem
A quick introduction to QMC

The main idea behind QMC is to first map a given quantum system to a classical system, and then perform classical Monte Carlo on the resulting classical
system [43, 237]. One way to design such a mapping is by taking Feynman’s path
integral approach. For example, in order to compute the main quantity of interest in a thermodynamic system: the partition function Z = Tr[exp(−βH)] (and
derivatives thereof), we proceed as follows. Let H be the Hilbert space on which
114

6.4. The minus sign problem
H acts, and let {|ii} be some orthonormal basis of H. Defining τ = β/M for
some (soon to be large) number M , we can
P approximate the partition function by
inserting resolutions of the identity I = i |iihi|, as shown below:


Z = Tr[exp(−βH)] = Tr exp(−τ H)M




= Tr (U + O(τ 2 ))M = Tr U M + O(τ )
X
=
hi1 |U |i2 ihi2 |U |i3 i · · · hiM −1 |U |iM i + O(τ ),
i1 ,...,iM

where U := 1 − τ H. In the large M limit, the O(τ ) term becomes negligibly small,
and what remains is
X
X
Z≈
hi1 |U |i2 i · · · hiM −1 |U |iM i =
Wi1 ,...,iM .
(6.2)
i1 ,...,iM

i1 ,...,iM

By interpreting each hik |U |ik+1 i as a weight, the expression in Eq. (6.2) can
be thought of as a probability distribution on the classical configuration space
C M —where C = {|ii} is the classical configuration space of all basis states of
H—that we can sample from using classical Monte Carlo.
Another common approach to QMC is the stochastic series expansion, or SSE
for short [238, 239]. The main idea behind SSE is to directly Taylor expand the
exponential in the partition function:
Z = Tr exp(−βH) =
=1+

∞
X
βn
Tr(−H)n
n!
n=0

∞
X
βn X
hi1 | − H|i2 ihi2 | − H|i3 i · · · hin−1 | − H|in i,
n! i ,...,i
n=1
1

n

and interpret the final summand as a product of weights that generates a distribution that can be sampled from. For finite systems (of Ns sites) at non-zero
temperature (β), the sum over n peaks at the saddle point n ≈ NS β, and can be
safely truncated at a cutoff6 Λ ∝ Ns β without introducing systematic errors.
The QMC part of this chapter makes use of SSE. Also, in the remainder of this
chapter, we shall combine all indices i1 , . . . , iM into a single multi-index, which
for convenience will simply be labeled i.
The problem that can arise is that the above-mentioned weights are in general
not guaranteed to be non-negative. Systems for which not all weights are nonnegative, as said to suffer from the sign problem [44]. Note that the sign of the
weights is basis dependent, and so systems that suffer from the sign problem in one
basis may turn out to actually be sign-free is some other basis. For this reason, a
6 Determined

during the equilibration part of the simulation.
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large amount of effort is put into designing methods that circumvent it. However,
this is in general not an easy task, as it has been shown that a generic solution of
the sign problem is NP-hard [240].

6.4.2

The sign-free Hamiltonian

It is always possible to simulate a model with QMC using the weights of the minussign free model obtained by changing the sign of some off-diagonal matrix elements
of H in a given basis in to make all off-diagonal elements non-positive (in which
case both U = 1 − τ H and −H become non-negative; to the latter we can add an
additive constant to make all diagonal elements non-negative). Let us denote the
minus-sign free Hamiltonian7 obtained this way from Hext in the dimer basis by
H̃. Since this Hamiltonian has no minus sign by construction, it can be studied
down to very low temperatures by QMC. The resulting ground state energy of
the sign-free model derived from the original Shastry-Sutherland model—i.e. H̃
for J2 = 0—is shown in Fig. 6.4. Quite interestingly, the ground state is still
the product of singlets up to an inter-dimer coupling of J ≈ 0.526(1)JD , with of
course the same energy as the Shastry-Sutherland model (−3J/4 per dimer) since
the diagonal term is the same. At that coupling constant, a level crossing takes
place, signaling a first-order transition to another phase8 .
It is actually simple to see that, at small inter-dimer coupling, the ground state
of the minus-sign free Hamiltonian must be the same as that of the ShastrySutherland model. Let us take {|Si, |−i, |0i, |+i}, where |Si is the singlet state,
and the other three are the triplet states, as a local basis for a single dimer. Since
Hext is only a nearest-neighbor Hamiltonian in terms of dimers, it can be written
as a sum over all dimers in the lattice
X
Hext =
Hdd0 ,
hd,d0 i

where Hdd0 is a 16 × 16 matrix that measures the energy of a single dimer bond
connecting dimer d and d0 . The fact that the product of dimers is an eigenstate
of Hext , implies that, after choosing a labeling the two-dimer basis such that the
first vector corresponds to the product of singlets |Sd , Sd0 i, Hdd0 takes the form


−3JD /4 0
Hdd0 =
0
∗
7 More

details on the construction of H̃ can be found in Appendix 6.A.2.
Since H̃ is not physical, but only useful to discuss QMC simulations of the ShastrySutherland model, we have not tried to understand the precise nature of this other phase. We
would only like to point out that the dimer phase extends up to relatively large coupling without
any sign of an intermediate phase. Given the very complicated form of the model, it is not clear
what the physics will be beyond the dimer phase.
8
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Figure 6.4: Ground state energy of the minus-sign-free model H̃ at J2 = 0 as
extracted from QMC simulations with a kink displayed near J/JD = 0.526(1).

where “∗” indicates a 15 × 15 matrix, and “0” a row or column of 15 zeros. Since
H̃ is obtained from Hext by changing signs of some of the off-diagonal coefficients,
H̃dd0 has exactly the same form as Hdd0 (except that ∗ has some signs flipped).
Consequently, the product of dimers is also an eigenstate of H̃, and its energy
energy is given by −3JD /4. Moreover, the dimer state is clearly the ground
state of H̃ with vanishing off-diagonal matrix elements—i.e. at J = 0—and it
is separated from the first excited state by an energy equal to the intra-dimer
coupling JD . Therefore, a simple perturbative argument implies that the dimer
state has to remain the ground state as long as the off-diagonal matrix elements
are small compared to the intra-dimer coupling JD .
Computing averages for a system with a sign problem using the corresponding
sign-free Hamiltonian works as follows. The average of any observable A is given
by the ratio of the averages of the observable and of the sign calculated for the
minus-sign free model [44, 237, 240]:
P
P
hsign Ai||
i W i Ai
i sign(Wi )|Wi |Ai
hAi = P
= P
=
W
sign(W
)|W
|
hsign i||
i
i
i
i
i

(6.3)

In this expression, h·i|| denotes the average with respect to the minus-sign free
Hamiltonian. In general, the average in Eq. (6.3) is useless when the temperature is
low as compared to typical couplings because the average sign in the denominator
of Eq. (6.3) essentially vanishes, inducing error bars bigger than the signal.
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6.4.3

The minus sign in the extended SSL model

The central result of the present chapter, reported in Fig. 6.5, is that, in the
dimer basis, the minus sign indeed gets very small when the temperature gets
below typical couplings, however, provided the ground state of the minus-sign free
model is the product of singlets, it starts increasing again at low temperatures
and even reaches the value 1 at zero temperature. This is true up to a ratio of
J/JD ≈ 0.526(1) for the Shastry-Sutherland model (see Fig. 6.4). Above that
value, the behavior is typical of any model with a minus sign: the average sign
gets very small and never increases again [237, 240].
1
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Figure 6.5: Temperature dependence of hsign i|| for the SSL model (J2 = 0) for
different values of the intra-dimer interaction.

The fact that the average sign goes rigorously to 1 at zero temperature is a simple
consequence of the fact that the Shastry-Sutherland model and its minus-sign
free counterpart have the same ground state. Consequently, the average of any
quantity has to be equal to the numerator of Eq. (6.3), and the denominator has to
be strictly equal to 1. This should be contrasted to the case of the fully-frustrated
ladder in which periodic boundary conditions introduce a minus sign [230]: in that
case, the average sign increases again at low temperature and goes back to a value
close to 1, but not exactly to 1.
The calculation of the average sign can also be performed for the extended model
Hext . The value of the average sign at a temperature of T = 0.1JD is shown
in Fig. 6.6. The sign is essentially equal to 1 in a large portion of the dimer
phase. The border of the sign-free region is almost vertical at small third-neighbor
coupling J2 , as a consequence of a phase transition in the (unphysical) minussign free model H̃. By contrast, comparing to the phase boundaries in Fig. 6.2
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Figure 6.6: Color map of the low-temperature hsign i|| throughout the phase diagram of the model interpolating between the Shastry-Sutherland model and the
fully-frustrated bilayer. Here, we consider a system with 10 × 10 dimers and a
temperature of T = 0.1JD . The iPEPS phase boundaries from Fig. 6.2 are superimposed.

that are reproduced from the iPEPS ground state phase diagram, we observe
that, for large third neighbor coupling J2 , the boundary of the region where the
average sign is close to 1 quite accurately matches the physical boundary to the
antiferromagnetic phase. For the fully frustrated model, when the second and
third-neighbor couplings are equal, the average sign does not show a transition,
which is expected because the physical model itself is completely free of any minus
sign problem; see Appendix 6.A.2 and Refs. [228, 229, 231].

6.5

QMC results

In the regime J . 0.5 JD , we obtain very accurate results for the magnetic susceptibility χ (Fig. 6.7) and the specific heat C (Fig. 6.8) on large lattices. Figs. 6.7
and 6.8 show results for 10 × 10 dimers, corresponding to a system containing 200
spin-1/2 particles. In this regime, finite-size effects are so small that these results
can be considered representative of the thermodynamic limit (see Appendix 6.A.3).
In the limit J = 0, we recover decoupled dimers for which the corresponding
results are analytically known and shown by the dashed curves [227, 241–243].
Upon increasing J, the magnetic susceptibility χ (Fig. 6.7) shows a flattening
of its maximum, accompanied by a down-shift of its low-temperature flank, signaling a decreasing spin gap. The specific heat C exhibits similar features, see
119

6. The sign problem in an extended Shastry-Sutherland model
0.4

L = 10

χ JD

0.3

0.2

0.1

0
0

J / JD = 0.2
J / JD = 0.3
J / JD = 0.4
J / JD = 0.5
dimer
0.2 0.4 0.6 0.8

1

1.2 1.4 1.6 1.8

2

T / JD
Figure 6.7: Temperature dependence of the susceptibility of the SSL model (J2 =
0) for different values of the intra-dimer interaction and different sizes.

Fig. 6.8, except that for J/JD → 0.5, a distinct low-temperature maximum starts
to emerge.
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Figure 6.8: Temperature dependence of the specific heat of the SSL model (J2 = 0)
for different values of the intra-dimer interaction and different sizes.

Fig. 6.11 in Appendix 6.A.3 provides a closer look at three larger values of J/JD .
Beyond the QMC results, Fig. 6.11 also contains exact diagonalization (ED) results
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for N = 20 spins as well as interpolated high-temperatures series (see Appendix
6.A.3 for a discussion of the latter).

6.6

Conclusion

We have shown that, even if quantum Monte Carlo (QMC) simulations suffer
from a minus sign, it can be possible to get extremely accurate results for the
low-temperature thermodynamics. A sufficient condition for obtaining accurate
QMC results in the presence of a sign problem is that the ground states of the
physical model in question and the corresponding minus-sign free model with nonpositive off-diagonal matrix elements are the same. In particular, we demonstrated
that the above condition holds for a large part of the parameter regime of the
extended Shastry-Sutherland (SSL) model, which has allowed us to get numerically
exact results for the temperature susceptibility and specific heat of the SSL model
whenever the ratio of the inter to intra-dimer couplings is at most equal to J/JD =
0.526(1). A comparison to our iPEPS study of the ground state phase diagram of
the extended SSL model confirmed that, as expected, the region for which the sign
problem disappears at low temperatures is completely contained within the dimer
ground state phase of the extended SSL model. It is of course unfortunate that
the ratio of 0.526(1) is smaller than that realized in SrCu2 (BO3 )2 [197], which is
believed to be around 0.63 [194].
Beyond the Shastry-Sutherland model, we believe that this method should apply
to any model whose ground state is exactly known, provided that the Hamiltonian
can be expressed in a basis that contains this exact ground state as one of its basis
vectors.
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6.A

Appendix

6.A.1

Additional iPEPS data

In order to investigate the accuracy of the D = 10 plaquette to AFM phase
boundary displayed in Fig. 6.2, we have executed variational update simulations up
to D = 10 close to the phase boundary along the vertical cut given by J/JD = 0.7.
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Figure 6.9: Energy per site of states in the plaquette and AFM phases—in blue and
dark red respectively (color online)—as a function of truncation error for J/JD = 0.7
and J2 /J = 0.03 − 0.07. The simulations were obtained by the variational update
algorithm.

By initializing the variational update simulations in the plaquette and AFM phases
respectively, due to hysteresis across a first order transition, we obtain states in
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both phases for several values of J2 /J in the vicinity of the transition. The energies
per site of the corresponding simulations are displayed in Fig. 6.9 as a function of
the truncation error.
We extrapolate truncation error—which signifies how far the state is from convergence in D—to zero [132] to obtain the D → ∞ extrapolated energies. The
error bars are centered at the value of the fitting function at zero truncation error,
and have a width that is half the distance between the lowest obtained (D = 10)
energy and the energy of the fit at zero truncation error. This measure of the error has the expected behavior that it decreases when the highest D simulation is
closer to convergence and the energy as a function of truncation error flattens out.
Focusing on the AFM simulations, we see that the width of the error bar decreases
as we move deeper into the AFM phase, reflecting the fact that the AFM simulations converge faster in D when the ground state is actually antiferromagnetically
ordered.
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AFM
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-0.3895
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Figure 6.10: Extrapolated energies per site of states in the plaquette and AFM
phases—in blue and dark red respectively (color online)—at J/JD = 0.7 as a function of J2 /J for J2 /J = 0.03 − 0.07. Shown are the upper and lower bounds of the
error bars from Fig. 6.9. “U-bnd” and “L-bnd” signify the points where the energy
bands separate.

Next, the tops and bottoms of the error bars of the energies per site from Fig. 6.9
are linearly interpolated as a function of J2 /J, the result of which can be found in
Fig. 6.10. The estimated location of the phase transition at J2 /J = 0.0534, marked
by ”Est.”, sits at the point where the centers of the energy bands intersect; the
vertical lines marked with ”L-bnd.” and ”U-bnd.”, located at J2 /J = 0.0448 and
J2 /J = 0.0584 respectively, mark the points where the energy bands separate and
thus provide an error bar for the estimated transition point. The D = 10 simple
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update transition point at J/JD = 0.7 in Fig. 6.3 is consistent with the variational
update result, as it lies within the D → ∞ extrapolated variational update error
bar—displayed in Fig 6.3 by the vertical red line at J/JD = 0.7.

6.A.2

Details on the sign-free Hamiltonian

It is possible to construct a minus-sign free Hamiltonian from the extended SSL
model by changing the sign of all off-diagonal matrix elements in the dimer basis
in such a way that they are all non-positive.
In order to construct this sign-free Hamiltonian, we first introduce the total spin
~d,1 + S
~d,2 as well as the spin difference operator D
~d = S
~d,1 − S
~d,2
operator T~d = S
~
~
for a given JD -dimer bond d in terms of the two spins Sd,1 and Sd,2 that form
~ d , we have to fix a convention regarding the assignment
this dimer. In defining D
of the integer labels 1 and 2 to the corresponding spins. Here, we denote the left
~d,1 .
(lower) spin on a horizontal (vertical) dimer in the left panel of Fig. 6.1 by S
For a given dimer d, we then consider the local singlet and triplet states,
|Sid

=

|0id

=

√1 (|
2
√1 (|
2

↑↓id − | ↓↑id ),
↑↓id + | ↓↑id ),

|+id

=

| ↑↑id ,

|−id

=

| ↓↓id .

on which the total spin and spin difference operators act as shown in Tab. 6.1,
where Td± = Tdx ± iTdy and Dd± = Ddx ± iDdy have been defined in the usual way.

|Sid
|0id
|+id
|−id

T~d2
0
2
2
2

Tdz
0
0
1
−1

Td+
√ 0
2|+id
√0
2|0id

Td−
√ 0
√2|−id
2|0id
0

Ddz
|0id
|Sid
0
0

+
√Dd
− 2|+id
0
√ 0
2|Sid

−

√Dd
2|−id
√0
− 2|Sid
0

Table 6.1: Action of local total-spin and spin-difference operators on the local spindimer basis states. Because T~d2 and Tdz are diagonal in this basis, we give only the
eigenvalues for these operators. Note that in this basis, Ddz is not diagonal.

The Hamiltonian Hext consists of (i) a sum of local terms Hd acting on each
individual dimer d and (ii) the inter-dimer terms with couplings J and J2 that
couple two neighboring dimers d and d0 . In terms of the total spin operators, the
local contribution is given by
Hd =
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T − .
2 d
4

(6.4)
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The inter-dimer Hamiltonian term coupling two neighboring dimers d and d0 reads
Hd−d0 =

J + J2 ~ ~
J − J2 ~ ~
Td · Td0 −
Td · Dd0
2
2

(6.5)

when expressed in terms of the total spin and spin difference operators. It follows
that for the special case of J2 = J, the second, T D-coupling terms vanishes, and in
this limit of the fully frustrated bilayer model QMC simulations can be performed
sign-problem free if formulated in the spin-dimer basis. On the other hand, for
J2 6= J, and in particular for the original Shastry-Sutherland model (J2 = 0),
a non-zero T D-term is present in addition to the T T -terms. This leads to the
unfortunate reappearance of a minus signs.
Next, we construct a sign-problem free Hamiltonian H̃ starting from Hext by
changing the sign of all its off-diagonal matrix elements in the dimer basis in such
a way that they are all non-positive. The resulting inter-dimer exchange terms can
be expressed more explicitly using transfer operators within the basis of the twodimer states. For example, the contributions of the T D-terms to the off-diagonal
parts of H̃ are given by
TD,off
H̃d−d
0

+

−|J − J2 |
[ |+Sih+0| + |+0ih+S|
2
2 |+−ih0S| + 2 |+−ih−S|

+

2 |+Sih0+| + 2 |+Sih−+| + (+ ↔ −) ] .

=

Here, |S+i = |Sid ⊗ |+id0 , etc., and the above form is readily obtained with the
help of Tab. 6.1. The full minus-sign free Hamiltonian H̃ is the sum of the diagonal
part of the extended Shastry-Sutherland model of Eq.(6.1) in the dimer basis, and
the contributions from all such off-diagonal inter-dimer terms.

6.A.3

More QMC results

Fig. 6.11 shows the specific heat and magnetic susceptibilities for different values
of J/JD and different system sizes. Note that the N = 200 data has already been
shown in Figs. 6.8 and 6.7. From the fact that deviations between N = 32 and 200
are negligible for J/JD = 0.5, we conclude that the latter can indeed be considered
representative of the thermodynamic limit. On the other hand, deviations from
the exact diagonalization (ED) data for N = 20 start to be visible in particular
around the maximum of the specific heat (see top left panel of 6.11). This indicates
that finite-size effects in N ≤ 20 ED results start to be relevant for J ≥ 0.5 JD .
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Figure 6.11: Temperature dependence of the specific heat (left column) and magnetic susceptibility (right column) of the SSL model (J2 = 0) for different values of
the intra-dimer interaction and different sizes.
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CHAPTER

Conclusion
In this thesis, we have investigated the intricate ground state physics of several twodimensional quantum magnets of spin-1 bilinear-biquadratic Heisenberg (BBH)
and Shastry-Sutherland (SSL) type. Making use of infinite projected entangled
pair states (iPEPS), introduced in Chapter 2, we were able to study the models
of interest directly in the thermodynamic limit.
In the BBH model on the square lattice, discussed in Chapter 3, we encountered
two additional phases that had not been found in previous studies: a partially
magnetic partially nematic phase in between the antiferroquadrupolar and ferromagnetic phases, and a quantum paramagnetic phase separating the antiferromagnetic and 120◦ magnetically ordered phases. Interestingly, the anisotropic square
lattice BBH model taught us that the intermediate quantum paramagnetic phase is
adiabatically connected to the Haldane phase of decoupled one-dimensional spin-1
BBH chains. Our finding of these two additional phases reaffirms the strength of
iPEPS as an ansatz for simulating two-dimensional strongly correlated systems.
Inspired by our discoveries on the square lattice, in Chapter 4 we turned our attention to the experimentally more relevant triangular lattice BBH model. Our iPEPS
study reproduced the nematic phases proposed to provide an effective description
of the not-fully-understood quantum magnet NiGa2 S4 . Remarkably, neither of the
two additional phases found on the square lattice manifest themselves on the triangular lattice; nor did we find any other signs of paramagnetic phases. However,
our study of the anisotropic triangular lattice did teach us that the Haldane phase
occupies a large portion of the phase diagram of the anisotropic model, reaching
up to about a value of Janis ≈ 0.8 around the Heisenberg point θ = 0 where the
biquadratic terms is absent. The observation that the Haldane phase extends further at the Heisenberg point on the anisotropic triangular lattice than it does on
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the anisotropic square lattice, reflects the fact that, due to frustration, the 120◦
magnetically ordered state on the triangular lattice is less stable than the Néel
ordered antiferromagnetic state on the square lattice. Perhaps this insight could
be used to attempt to realize the two-dimensional Haldane phase in a triangular
lattice antiferromagnet subjected to external pressure.
A question that comes to mind is whether a Haldane phase occurs in spin-1 BBH
models on different lattices. Because the triangular lattice has a larger coordination number than the square lattice, it is tempting to hypothesize that the
Haldane phase is unlikely to occur for densely connected lattices. Intuitively, this
makes sense, because the energy gained by forming valence bonds in one particular direction at the cost of increasing the energy of the remaining bonds seems
beneficial only when there are not too many remaining bonds. For lattices with a
small coordination number on the other hand, if a possibility exists to form short
valence bond loops—which is the case on the honeycomb [67] and Kagome [244]
lattices—the ground state will break translational symmetry by forming short
loops (of length six and three respectively). Moreover, a very recent study of
the star-shaped lattice by Lee and Kawashima [177] showed that a spin-liquidlike phase appears in a region that encompasses the parameter regime wherein we
found the Haldane phase on the square lattice. The spin-liquid-like states have
lower bond energies on the triangles that make up the lattice [245], and we suspect that also here the state forms short valence bond loops (around the triangles).
Only on the square lattice the system prefers infinitely long Haldane chains over
short (four-site) valence bond loops.
Motivated by the study by Zayed et al. [54] that examined SrCu2 (BO3 )2 by exposing it to varying external pressure, in Chapter 5 we focused on a different quantum magnet: the Shastry-Sutherland model that effectively describes the magnetic
properties of SrCu2 (BO3 )2 . Zayed et al. suggested that the phase separating the
dimer and antiferromagnetic phases of the SSL model is the full plaquette phase,
thereby contradicting a fair amount of studies that instead argued in favor of the
empty plaquette phase. From our iPEPS study of the SSL model, we learned
that, in agreement with the latter, the empty plaquette state is lower in energy.
However, the full plaquette state becomes energetically favorable when we apply
an artificial bias on the full plaquettes of only a few percent. The discrepancy
between Zayed et al.’s and the other above-mentioned works actually makes sense
in the context of our result if we assume that the pressure applied to SrCu2 (BO3 )2
distorts the lattice non-uniformly, in such a way that not all effective inter-dimer
couplings change by an equal amount.
Interestingly, the effects of pressure on SrCu2 (BO3 )2 have been investigated theoretically by the work of Moliner et al. [213], wherein the authors argued that a
lattice distortion due to external pressure could give rise to yet another emergent
Haldane phase. Remarkably then, the distorted spin-1/2 SSL model is effectively
described by an anisotropic square lattice spin-1 model that lies in the same ground
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state phase as the spin-1 square lattice BBH model discussed earlier. As a topic of
future study, it would be interesting to investigate if and how this Haldane phase
of the distorted SSL model is related to the full plaquette phase of the biased SSL
model.
In Chapter 6, we took a different turn, and investigated the sign problem that arises
in quantum Monte Carlo (QMC) in the context of an extended Shastry-Sutherland
model that interpolates between the original SSL and the fully-frustrated bilayer
models. We showed that, because the dimer ground state of the SSL model is also
the ground state of an artifical sign-free Hamiltonian, the extended SSL model
can actually in part be investigated by QMC at low temperatures. Using iPEPS,
we determined that the region wherein the sign problem disappears is, however,
completely contained within the dimer phase. If the sign-free region would have
encompassed also a part of the plaquette phase, rather than relying on exact
diagonalization of small systems as done by Zayed et al., QMC could possibly
have been used to obtain a more accurate description of the relationship between
external pressure applied to SrCu2 (BO3 )2 on the one hand, and the coupling
parameters in the SSL model on the other. Regardless, the observation that
the sign problem disappears when the ground state is shared with a sign-free
Hamiltonian could possibly be used to study thermodynamic properties by means
of QMC of several other frustrated systems for which an exact ground state is
known.
Having tackled various challenging quantum magnets, we can conclude that tensor
networks, and iPEPS in particular, are very capable of uncovering the complex
inner workings of strongly correlated materials. Further development of these
algorithms will hopefully galvanize the discovery of other unexpected phenomena
and also provide a better understanding of the collective behavior of the inherently
quantum mechanical many-body systems that make up the world around us.
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Saxena, M. Ellerby, D. F. McMorrow, T. Strässle, S. Klotz, G. Hamel,
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A. Garcı́a-Sáez and J. I. Latorre, “Renormalization group contraction of
tensor networks in three dimensions”, Phys. Rev. B 87 085130 (2013).

[99]

P. Czarnik, J. Dziarmaga, and A. M. Oleś, “Variational tensor network
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[111] P. Corboz, R. Orús, B. Bauer, and G. Vidal, “Simulation of strongly
correlated fermions in two spatial dimensions with fermionic projected
entangled-pair states”, Phys. Rev. B 81 165104 (2010).
[112] S. Singh, R. N. C. Pfeifer, and G. Vidal, “Tensor network states and
algorithms in the presence of a global U(1) symmetry”, Phys. Rev. B 83
115125 (2011).
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Summary
Exotic Phases of Matter in Quantum Magnets
A Tensor Networks Tale
In many-body systems, the complex interplay between the particles that make
up the system can lead to unexpected collective behavior, giving rise to exotic
phases of matter. Well-known examples of such exotic phases are superfluids,
which describe flow with zero viscosity; superconductors, which have zero electrical
resistance and expel magnetic fields from within; and spin liquids: quantum manybody states that remain disordered down to zero temperature and can display
topological order. Usually, these exotic phases involve the emergence of quantum
mechanical effects at macroscopic length scales, which typically occurs in strongly
correlated systems.
This thesis focuses on a subcategory of strongly correlated systems: insulating
solids for which the dynamical particles—the electrons—are pinned to a background lattice, and the remaining degrees of freedom are their quantum mechanical spins. Such systems are called quantum magnets. Their constituent particles typically interact with Heisenberg-type interactions. Despite being described
by relatively simple Hamiltonians, quantum magnets can exhibit very interesting
physics, ranging from ordinary ferro and antiferromagnetism to nematic order and
spin-liquid-like behavior.
The strong inter-particle interactions present in strongly correlated systems, and
quantum magnets in particular, make them difficult to study, and force physicists
to resort to numerical methods—especially for models of dimension higher than
one. Due to the exponential scaling of the Hilbert space in the number of particles,
however, brute-force numerical computations are doomed to fail for systems that
consist of anywhere near the number of particles that real systems are made up of.
Therefore, smart algorithms that allow for simulation of large strongly correlated
systems are in great demand.
Based on statistical sampling, thus insensitive to the size of the many-body Hilbert
space, quantum Monte Carlo (QMC) is one of the physicists’ principal lines of at153
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tack. However, it turns out that a large class of strongly correlated systems—such
as fermionic and frustrated systems—suffer from the sign problem, which makes
QMC inviable. One of the main challenges of contemporary numerical many-body
physics is to either come up with ingenious ways to circumvent the sign problem,
or invent alternative methods.
This is where tensor networks come in. A many-body quantum state, which itself
is one gigantic tensor, can be decomposed into a network made up of contractions
of smaller local tensors. These local tensors carry a parameter, called the bond
dimension, which determines how much entanglement can be captured by the
tensor network state in question. Rather than performing numerical simulations
on the entire Hilbert space, the simulations can be restricted to the much more
manageable subset of fixed-bond-dimension tensor network states. If the needed
level of accuracy requires it, the bond dimension can afterwards be extrapolated
to infinity to obtain results that, in principle, are exact.
In this thesis several interesting quantum magnets are investigated by means
of tensor networks. Specifically, we use infinite projected entangled pair states
(iPEPS) to study two-dimensional quantum magnets directly in the thermodynamic limit; a necessary limit for the investigation of quantum phase transitions
that separate different quantum phases.
Chapter 3 discusses the spin-1 bilinear-biquadratic Heisenberg (BBH) model on
the square lattice. The BBH model is interesting experimentally because it contains the SU(3) Heisenberg model that can be realized using cold atoms. Moreover,
being the most general lattice-translation, lattice-rotation and spin-rotation symmetric spin-1 system with nearest-neighbor interactions, the BBH Hamiltonian
is also interesting from a theoretical point of view. Besides the known magnetic
and nematic phases, our tensor network study of the square lattice BBH model
demonstrates the occurrence of two additional phases that had been overlooked
by previous studies: a partially magnetic partially nematic phase, and a paramagnetic phase that preserves spin-rotation and lattice-translation symmetries but
breaks lattice-rotation symmetry. By studying the anisotropic square lattice BBH
model, we continue to show that this paramagnetic phase can be adiabatically
connected to the well-known Haldane phase of decoupled spin-1 chains.
Motivated by the unusual and not-well-understood behavior of the triangular lattice quantum magnets NiGa2 S4 and Ba3 NiSb2 O9 , we then proceed to investigate
the triangular lattice BBH model in Chapter 4. Our iPEPS simulations reproduce
both the ferroquadrupolar and antiferroquadrupolar phases that were suggested
to be realized in NiGa2 S4 . Interestingly, both the partially magnetic partially
nematic phase as well as the extended Haldane phase found on the square lattice
turn out to be absent from the triangular lattice phase diagram. However, our
study does show that the triangular lattice BBH model is susceptible to lattice
distortions, and that even in the absence of the biquadratic coupling, the system
on the triangular lattice undergoes a transition to the Haldane phase at about
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80% anisotropy.
Chapter 5 focuses on a different quantum magnet, the Shastry-Sutherland (SSL)
model. This model has been studied extensively because (i) it is one of the few
two-dimensional magnets for which an exact eigenstate—made up of a product
dimer singlets—is known, and (ii) it is realized experimentally in SrCu2 (BO3 )2 .
The dimer eigenstate is actually the ground state of the SSL model for weak
inter-dimer coupling. For strong inter-dimer coupling, the ground state is a Néel
ordered square lattice antiferromagnet (AFM). There has been ongoing debate
on what happens in between the dimer and AFM phases, but most works agree
that there exists an intermediate plaquette phase. However, the nature of the
plaquette phase has been questioned by a recent experimental paper that examined
SrCu2 (BO3 )2 under external pressure, and argued in favor of the so-called full
plaquette phase; this in contrast to the conclusion stated in other recent theoretical
papers that claim that the empty rather than the full plaquette phase occurs in
between the dimer and AFM phases. By directly comparing the energies of both
plaquette states, we show that the intermediate phase is the empty plaquette
phase. However, a bias in the Hamiltonian towards the full plaquette phase of
only a few percent makes the full plaquette state the lowest energy state, which
shows that the SSL model is susceptible to anisotropies. It is not unlikely that
subjecting SrCu2 (BO3 )2 to external pressure distorts the lattice non-uniformly,
making the full plaquette state energetically favorable over the empty plaquette
one.
Finally, Chapter 6 examines an extension of the SSL model (which interpolates
between the ordinary SSL and the fully-frustrated bilayer models) in the context
of the sign problem in QMC. It turns out that, when expressed in the dimer basis,
the sign disappears at low temperatures. This has to do with the fact that the
dimer ground state of the SSL model is also the ground state of an artificial sign
free model obtained by making all off-diagonal elements of the Hamiltonian nonpositive (in the dimer basis). A comparison with our iPEPS study shows that, as
expected, the regime wherein the sign problem disappears is contained within the
dimer phase of the extended SSL model. Using QMC, the magnetic susceptibility
and specific heat are computed for the SSL model. The above demonstrates that
knowledge of an exact ground state can possibly be used to accurately compute
thermodynamic quantities of frustrated systems by means of QMC.
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Samenvatting
Exotische Fases van Materie in Kwantummagneten
Een tensornetwerkverhaal
In meerdeeltjessystemen kan de complexe wisselwerking tussen de deeltjes die het
systeem vormen, leiden tot onverwacht collectief gedrag, wat aanleiding kan geven
tot exotische fases van materie. Bekende voorbeelden van zulke fases zijn supervloeistoffen, die stroming zonder viscositeit beschrijven; supergeleiders, die geen
elektrische weerstand ondervinden en magnetische velden van binnenuit verdrijven; en spinvloeistoffen: meerdeeltjes kwantumtoestanden die ongeordend blijven
tot nul graden en topologische orde kunnen vertonen. Doorgaans gaan dit soort
exotische fases gepaard met de verschijning van kwantummechanische effecten
op macroscopische lengteschalen, hetgeen typisch voorkomt in sterk-gecorreleerde
systemen.
Deze thesis richt zich op een subcategorie van sterk-gecorreleerde systemen: isolerende vaste stoffen waarvoor de bewegende deeltjes—de elektronen—vastgespeld
zitten op een achtergrondrooster, en de enige overgebleven vrijheidsgraden worden gegeven door de kwantummechanische spins van de elektronen. Zulk soort
systemen worden kwantummagneten genoemd. De deeltjes die deze systemen vormen gaan doorgaans Heisenberg-achtige interacties met elkaar aan. Ondanks het
feit dat zij door relatief eenvoudige Hamiltonianen worden beschreven, kunnen
kwantummagneten zeer interessante fysica tonen, variërend van ordinair ferro- en
antiferromagnetisme tot nematisch en spinvloeistofachtig gedrag.
De sterke interdeeltjesinteracties die aanwezig zijn in sterk-gecorreleerde systemen, en in kwantummagneten in het bijzonder, maken dat dit soort systemen
lastig te bestuderen zijn, hetgeen natuurkundigen dwingt toevlucht te nemen tot
numerieke methodes—vooral voor systemen in dimensies hoger dan één. Echter,
wegens de exponentiële schaling van de Hilbertruimte in het aantal deeltjes, zijn
rechttoe rechtaan simulaties gedoemd om te falen voor systemen die bestaan uit
een aantal deeltjes dat ook maar enigszins in de buurt komt van het aantal deeltjes
waar een werkelijk fysische systeem uit bestaat. Derhalve is er grote vraag naar
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slimme algoritmes die het mogelijk maken om grote sterk-gecorreleerde systemen
te simuleren.
Kwantum Monte Carlo (KMC), een methode die gebaseerd is op statistische bemonstering en daarom ongevoelig is voor de grootte van de meerdeeltjes Hilbertruimte, is een van de primaire onderzoeksmethodes die natuurkundigen tot hun
beschikking hebben. Helaas blijkt een grote klasse van sterk-gecorreleerde systemen—zoals fermionische en gefrustreerde systemen—onderhevig te zijn aan het
zogeheten tekenprobleem, hetgeen KMC ontoereikend maakt. Een van de grote
uitdagingen van de hedendaagse numerieke meerdeeltjesfysica bestaat uit ofwel
het bedenken van ingenieuze wijzen om het tekenprobleem te omzeilen, ofwel het
ontwikkelen van alternatieve methoden.
Dit is waar tensornetwerken hun entree maken. Een meerdeeltjestoestand, op zich
een gigantische tensor, kan ontleed worden in een netwerk gevormd door contracties van kleinere lokale tensoren. Deze lokale tensoren brengen een parameter—de
bonddimensie—met zich mee, die bepaalt hoeveel verstrengeling er bevat kan worden in de tensornetwerktoestand in kwestie. In plaats van simulaties uit te voeren
op de gehele Hilbertruimte, kunnen simulaties beperkt worden tot de beheersbaardere deelverzameling van vaste-bonddimensie tensornetwerktoestanden. Indien nodig, dan is het mogelijk om de bonddimensie naar oneindig te extrapoleren
en zo resultaten te verkrijgen die in principe exact zijn.
In deze thesis worden verscheidene interessante kwantummagneten onderzocht
door middel van tensornetwerken. Preciezer gezegd gebruiken wij oneindige geprojecteerde verstrengelde paartoestanden (oGVPT) om tweedimensionale kwantummagneten te bestuderen in de thermodynamische limiet; een limiet die noodzakelijk is voor het onderzoeken van kwantumfasetransities die plaatsvinden tussen
twee verschillende kwantumfases.
Het onderwerp van discussie van Hoofdstuk 3 is het spin-1 bilineair-bikwadratischHeisenbergmodel (BBHM) op het vierkant rooster. Het BBHM is interessant vanuit experimenteel oogpunt omdat het het SU(3)-Heisenbergmodel bevat dat gerealiseerd kan worden middels koude atomen. Bovendien is het BBHM, als het meest
algemene roostertranslatie-, roosterrotatie- en spinrotatiesymmetrische spin-1 systeem met naaste-buurinteracties, interessant vanuit theoretisch perspectief. Onze
tensornetwerkstudie van het BBHM op het vierkant rooster laat zien dat er, naast
de bekende magnetische en nematische fases, twee bijkomende fases voorkomen
die door eerdere studies over het hoofd gezien zijn: een deels-magnetische deelsnematische fase, en een paramagnetische fase die spinrotatie- en roostertranslatiesymmetrie bewaart maar roosterrotatiesymmetrie breekt. Door het anisotropische BBHM te bestuderen tonen wij vervolgens aan dat deze paramagnetische fase
adiabatisch verbonden kan worden met de bekende Haldanefase van ontkoppelde
spin-1 ketens.
Gemotiveerd door het ongebruikelijke en niet-volledig begrepen gedrag van de
driehoekig rooster kwantummagneten NiGa2 S4 en Ba3 NiSb2 O9 , zetten wij ons
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werk voort met een vervolgstudie van het BBHM op het driehoekig rooster in
Hoofdstuk 4. Onze oGVPT-simulaties reproduceren zowel de ferroquadrupolaire als ook de antiferroquadrupolaire fases waarvoor gesuggereerd is dat zij
gerealiseerd worden in NiGa2 S4 . Opmerkelijk is het feit dat zowel de op het
vierkant rooster aangetroffen deels-magnetische deels-nematische alsmede de Haldanefase afwezig blijken te zijn in het fasediagram van het BBHM op het driehoekig
rooster. Echter, onze studie toont wel aan dat het BBHM op het driehoekig rooster
fijngevoelig is voor roostervervormingen, en dat, zelfs in afwezigheid van de bikwadratische koppeling, het systeem op het driehoekig rooster een fasetransitie
ondergaat naar de Haldanefase bij ongeveer 80% anisotropie.
Hoofdstuk 5 beschouwt een ander type kwantummagneet: het Shastry-Sutherlandmodel (SSM). Dit model is reeds uitgebreid bestudeerd omdat (i) het een van
de weinige tweedimensionale magneten is waarvoor een exacte eigenstoestand,
bestaande uit een produkt van dimeer singlets, bekend is, en (ii) het experimenteel gerealiseerd wordt in SrCu2 (BO3 )2 . De dimeereigentoestand is zelfs de
grondtoestand van het SSM voor zwakke interdimeerkoppeling. Voor sterke interdimeerkoppeling is de grondtoestand een Neél-geordende vierkant-rooster antiferromagneet (AFM). Wat er gebeurt tussen de dimeer- en AFM-fases is onderwerp
van debat, maar de meeste studies zijn het erover eens dat er een tussenliggende
plaquettefase bestaat. Echter, de geaardheid van deze plaquettefase is in twijfel
getrokken in een recent experimenteel artikel dat SrCu2 (BO3 )2 onderwierp aan externe druk, en pleit voor het bestaan van de zogeheten volle plaquettefase; dit in
tegenstelling tot de conclusie van de overige recente artikelen die beargumenteren
dat de lege in plaats van de volle plaquettefase zich voordoet te midden van de
dimeer- en AFM-fases. Door de energieën van beide plaquettetoestanden direkt te
vergelijken, demonstreren wij dat de tussenliggende fase de lege plaquettefase is.
Doch, een afwijking in de Hamiltoniaan ten gunste van de volle plaquettefase van
slechts een paar procent maakt dat de volle plaquettetoestand de laagste energietoestand wordt, hetgeen demonstreert dat het SSM vatbaar is voor anisotropiën.
Het is niet ondenkbaar dat het blootstellen van SrCu2 (BO3 )2 aan externe druk het
rooster vervormt op dusdanige niet-uniforme wijze, dat de volle plaquettetoestand
energetisch bevoordeeld wordt ten opzichte van de lege plaquettetoestand.
Tot slot onderzoeken wij in Hoofdstuk 6 een extensie van het SSM (dat tussen het
ordinaire SSM en het volledig-gefrustreerde dubbellaags model interpoleert) in de
context van het tekenprobleem in KMC. Het blijkt dat, wanneer er wordt gewerkt
in de dimeerbasis, het teken verdwijnt bij lage temperaturen. Dit gegeven is gerelateerd aan het feit dat de dimeergrondtoestand van het SSM ook de grondtoestand
is van een artificieel tekenvrij model verkregen door alle niet-diagonaalelementen
van de Hamiltoniaan niet-positief te maken (in de dimeerbasis). Vergelijking met
onze oGVPT-studie laat zien dat, zoals verwacht, het regime waarin het tekenprobleem verdwijnt, onderdeel uitmaakt van de dimeerfase van het uitgebreide
SSM. Gebruikmakend van KMC berekenen wij de magnetische susceptibiliteit en
de warmtecapaciteit van het SSM. Het bovenstaande demonstreert dat kennis van
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een exacte grondtoestand mogelijkerwijs benut kan worden om thermodynamische
grootheden van gefrustreerde systemen nauwkeurig te berekenen door middel van
KMC.
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