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Abstract
Large Language Models (LLMs) like ChatGPT-4o and Phi-4 have
demonstrated great potential in identifying complex semantic con-
tent, such as political discourse, especially in cloud or desktop-based
settings. However, their application on mobile devices, where pri-
vacy concerns are high, remains largely unexplored. Mobile phones
have become the main way people access political discussions and
news. This study investigates whether local execution of LLMs can
serve as a viable, privacy-preserving way for analyzing political
content seen on mobile screens. Using a Google Pixel 9, we bench-
marked Phi-4 with 2,000 OCR-extracted text samples from TikTok
screen recordings, comparing classification latency and feasibility.
While results show that local classification is possible, latency is
high, averaging over 14 seconds per sample. Although dictionary-
based methods are faster, they lack the semantic flexibility of LLMs.
Our findings suggest a hybrid approach and targeted frame selec-
tion strategies could enable scalable, privacy-friendly mobile media
analysis in the near future.

CCS Concepts
•Human-centered computing→Ubiquitous andmobile com-
puting systems and tools.
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1 Introduction
The accurate measurement of political content exposure has long
posed a central challenge in communication and political science
research [1, 13]. Mobile devices have become the primary access
point for political discourse and news consumption across social
media platforms, messaging apps, and websites [2, 10]. The current
digital media environment is characterized by fragmentation across
platforms and modalities [2]. Political information is no longer
restricted to clearly labeled news sources [16]. Instead, it often
appears in memes, influencer videos, or private messaging channels.
These developments render traditional tools insufficient, especially
when it comes to understanding individual-level political content
exposure across multiple apps and formats [12].

With this shift, researchers aiming to understand political expo-
sure and interaction behaviors must analyze what content users
actually see and engagewith on their phones [10]. Long-term screen
recordings offer a promising data source for this purpose but come
with significant privacy concerns, as they often contain sensitive
information [4].

Past approaches, such as centralized OCR-based analysis or
keyword detection systems based on mobile background screen
recordings [3, 7, 14], addressed some of these issues by processing
text locally and anonymizing results before upload [7]. However,
these systems largely rely on static dictionaries and rules, limiting
their capacity to detect nuanced or context-dependent political
language. LLMs offer a more flexible alternative but have typically
been too resource-intensive for on-device use. However, the use
of (mostly cloud-based) LLMs and MLLMs to analyze smartphone
usage is gaining increasing popularity across various research con-
texts [11, 15, 17, 18].

With recent developments in model compression and efficient ar-
chitectures like Phi-4 mini [9], this study investigates whether LLM-
based classification of political content can now be feasibly executed
directly on smartphones, entirely local and privacy-preserving.

2 Motivation and Contribution
The privacy implications of analyzing mobile screen recordings cen-
trally (in the cloud) are severe and well-documented[5, 14]. Ideally,
all analysis would happen locally on the participant’s device. This
study therefore examines the viability of using a small but capable

436

https://orcid.org/0000-0003-4421-4425
https://orcid.org/0000-0003-3152-0722
https://orcid.org/0000-0002-3143-5942
https://orcid.org/0009-0009-7251-7336
https://doi.org/10.1145/3771882.3773943
https://doi.org/10.1145/3771882.3773943


MUM ’25, December 01–04, 2025, Enna, Italy Krieter et al.

Figure 1: Average inference time per character range bucket (Phi-4).

LLM (Phi-4 mini) on a modern consumer smartphone (Google Pixel
9) to classify whether content displayed on the screen is political
(as a relevant example use case).

We present an empirical performance evaluation using real-
world data collected and labeled in previous work (TikTok screen
recordings). Our poster paper makes the following contributions:

• Demonstrates the technical feasibility of running Phi-4 mini
entirely on-device for semantic content classification.

• Provides a benchmark of classification latency across 2,000
OCR-extracted full screen texts from mobile TikTok screen
recordings.

• Offers practical insights for optimizing local-first content
analysis workflows on mobile devices.

The dataset and code used for this poster paper can be provided
upon request.

3 Experimental Setup
We used a small part of a previously collected dataset from mobile
screen recordings, mostly featuring TikTok content. This part con-
sisted of 2,000 OCR-extracted texts. These segments were originally
labeled manually based on their political relevance and used to
evaluate the classification performance of ChatGPT-4o (F1 score
of 0.9 for TikTok content) and Phi-4 mini (F1 score of 0.8 for Tik-
Tok content). For this study, we focused on the feasibility of local
inference using Phi-4 mini [8].

The Phi-4 model was deployed on a Google Pixel 9 running
Android 14 using a 4-bit quantized version of the model via a lo-
cal inference engine. All computations were performed on-device,
ensuring data never left the phone.

Each text was classified using a consistent prompt, structured
similarly to our cloud-based experiments, asking whether the con-
tent was political or not. The exact prompt reads as follows: “You

are a classifier. Return only 0 or 1! 1 for ANY mentions of polit-
ical content broadly defined or 0 for non-political”. We recorded
three key metrics: number of characters, number of words, and
total inference time. We also measured average OCR processing
time, which consistently remained around 0.9 seconds per frame to
processed.

4 Results
Phi-4 successfully classified all 2,000 samples. However, classifica-
tion time varied significantly with input length. On average, texts
under 50 words were classified in under 10 seconds, while texts with
over 100 words took more than 20 seconds. The overall average
inference time was 14.3 seconds per sample. The average number
of characters was 328, and average word count was 72.

To better understand the relationship between input length and
latency, we grouped the data into ten buckets of 200 samples each,
sorted by the number of characters per sample. A clear (expect-
able), relationship emerged: longer texts increased inference time.
A plot of average inference time per bucket (Figure 1) visually
demonstrates this trade-off.

Dictionary-based methods, while significantly faster (basically
a couple of string comparisons), has potential pitfalls to identify
indirect or metaphorical political references, leading to decreased
interpretive reliability. The results of a dictionary approach also rely
heavily on the quality and relevance of its compilation in relation to
the content to be classified. These results reflect a trade-off between
speed and semantic depth that remains a key design challenge.

5 Discussion
Despite the promising results, latency is the primary barrier to
real-time use of LLMs on smartphones. With an average of over 14
seconds per classification, Phi-4 mini is unsuitable for continuous
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monitoring tasks like frame-by-frame video analysis as a back-
ground task to provide long-term insights on what content people
consume. However, it remains a viable option for retrospective
analysis or user-triggered classification where lower frequency is
acceptable.

This aligns with findings from prior mobile logging tools[6],
which showed that smart pre-filtering significantly reduce the vol-
ume of data requiring deeper processing. For future systems, light-
weight keyword filters could act as triggers for selective LLM clas-
sification. Frame prioritization strategies (such as those used in
ScreenLogger[4]) can also help reduce unnecessary computation.

Advances in quantization, pruning, and model distillation may
further reduce the computational burden. As hardware improves,
models like Phi-4 mini (and future models) may soon support
near-real-time classification, making mobile semantic analysis both
privacy-friendly and practical.

6 Conclusion and Future Work
Our study confirms that small-scale on-device classification using
Phi-4mini is technically possible onmodern smartphones. However,
high latency limits its real-time applicability. Future improvements
in model efficiency and selective inference strategies could over-
come these limitations. Next steps will focus on refining frame
selection techniques, or designing hybrid systems that combine
the speed of dictionaries with the semantic robustness of LLMs.
These directions aim to bring local-first content analysis closer
to practical deployment for communication research and mobile
tracking applications.
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