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ABSTRACT

The Centralized Unit User Plane (CU-UP) in 5G networks works as
an aggregation point of the RAN, facing increasing performance
demands yet commonly limited by general-purpose processors. In
this work, we present FlexUP, an architecture that offloads CU-UP
functions to programmable switches and SmartNICs via a three-
path abstraction: fast, medium, and slow. By matching function
complexity to the appropriate hardware, FlexUP can improve la-
tency, throughput, and resource efficiency while aligning with the
modular and disaggregated principles of Open RAN (O-RAN).
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1 INTRODUCTION

The deployment of 5G networks brings ambitious performance
goals such as sub-millisecond latency, multi-gigabit data rates, and
massive device connectivity [1, 4, 8, 10]. However, achieving these
targets in practice, particularly within the Radio Access Network
(RAN), is not a trivial task. As the interface between user devices and
the core network, the RAN must process large volumes of data under
strict latency and reliability constraints and is often cited as a key
bottleneck for low-latency communications [3, 9, 11]. A key factor
to this limitation is relying on General-Purpose Processors (GPPs)
to virtualize RAN components. While GPPs provide flexibility and
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Figure 1: FlexUP design overview.
modularity for the RAN components, they often struggle to meet
strict performance requirements (e.g., throughput and latency).

To overcome these challenges, recent approaches have explored
integrating hardware accelerators (e.g., FPGAs, GPUs) alongside
GPPs to enhance the performance of RAN components, especially
in the Distributed Unit (DU) [5, 6]. However, boosting DU perfor-
mance places additional pressure on the Centralized Unit (CU),
which aggregates traffic between DUs and the 5G core. As a result,
attention has shifted towards optimizing the CU, where emerg-
ing efforts [2, 7] are exploring offloading CU User Plane (CU-UP)
functionalities to programmable switches and SmartNICs. These
approaches leverage that some CU-UP functionalities are similar
to traditional packet processing (i.e., supported by lookup tables),
while more complex tasks like encryption, compression, and re-
ordering are optional and not required for all flows.

Then, both approaches [2, 7] adopt a fast/slow path model, where
the fast path leverages offloaded CU-UP functions and the slow
path relies on CPU-based processing. While early results show im-
provements in latency and scalability, these solutions face two key
limitations. First, they offload only a limited set of CU-UP functions,
falling back to CPUs for unsupported tasks. Second, flow place-
ment decisions are static and based solely on feature availability,
limiting adaptability and efficient resource use. CUP4 [7] offloads
to programmable switches but supports only PDCP sequencing
and GTP-U, requiring an external classifier to direct flows. In con-
trast, [2] offloads to SmartNICs, which, despite broader feature
support, suffer from higher latency and still rely on the CPU for
operations like reordering and deduplication.

In this work, we propose FlexUP, a new modular hierarchical de-
sign for CU-UP offloading. FlexUP can address the two limitations
of [2, 7] by combining the best of both worlds between offloading
the CU-UP to programmable switches and SmartNICs. Figure 1
presents the FlexUP design with three paths, fast, medium, and
slow, with their processing carried out on the switch, SmartNIL,C
and CPU, respectively. FlexUP can speed up the RAN by creating
a three-level hierarchy where 5G flows just go through the neces-
sary functions, avoiding reaching traditional CPUs. Furthermore,
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FlexUP incorporates more functionalities than [2, 7] on both fast and
medium paths, allowing these paths to handle more flows. Finally,
the FlexUP design introduces agents on the switch and SmartNIC
to enable dynamic path selection. These agents determine the most
suitable path to process each 5G flow based on feature availability,
latency requirements, path conditions, and resource optimization.

2 DESIGN & ARCHITECTURE

FlexUP design prioritizes performance, modularity, and transparency,
aiming for an adaptable and scalable architecture. It supports seam-
less integration of additional processing nodes, e.g., for handling
high encryption loads on the medium/slow paths, without disrupt-
ing the system. To improve performance, FlexUP implements a
dynamic path selection strategy, maximizing the functionalities
in the higher layers (fast and medium path), reducing latency, in-
creasing aggregate capacity, and relieving CPU load. Achieving this
requires addressing different challenges:

Context-aware agents. Fast and medium paths require lightweight
agents that monitor traffic context to make dynamic offloading
decisions. The fast path must assess if it can process a flow based on
required functions and delegate it when needed, while maintaining
per-flow state for tasks like reordering and deduplication. The
medium path must also offload selectively based on current load,
flow requirements (e.g., QFI), and system conditions.

Resource constrains. Hardware-based programmable data planes
offer high-performance packet processing, but are constrained by
computing capacity and instructions. Programmable switches are
limited by pipeline stages, instruction sets, and encryption support.
In contrast, SmartNICs provide more flexibility through embedded
CPUs and hardware accelerators but suffer performance drops with
complex tasks. FlexUP’s hierarchical design must balance these
trade-offs to optimize resource utilization and performance.
FlexUP architecture. As illustrated in Fig. 2, the proposed archi-
tecture is designed for deployment on programmable switches (e.g.,
Tofino) and SmartNICs with embedded CPUs (e.g., BlueField, Intel
IPU). On the switch (fast path), FlexUP implements all features feasi-
ble via match-action tables (e.g., SDAP, GTP-U, PDCP sequencing),
state monitoring (for PDCP de/duplication), and PDCP reordering
through recirculations. Functions like ciphering and compression,
which are not supported on switches, are excluded. The FlexUP
agent identifies flows compatible with the fast path and redirects
others to the medium path as needed. On the SmartNIC, the agent
classifies incoming flows between the medium and slow paths,
both of which support all CU-UP functionalities. However, some
functionalities of the medium path need the embedded CPU cores
for their processing. The FlexUP agent in the medium path can
then make decisions based on factors such as resource utilization,
network load, and flow latency requirements, rather than relying
solely on feature availability.

Limitations. The fast path on programmable switches cannot
handle compute-intensive tasks like encryption or compression,
limiting its use in security-sensitive or bandwidth-critical scenarios.
The medium path relies on the SmartNIC embedded ARM cores with
limited processing power. When these cores are required, latency
can approach the slow path. As a result, the slow path remains
necessary to ensure full functionality and reliability.
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3 PROTOTYPE & EVALUATION

Our preliminary prototype was implemented using a Tofino-1
switch for the fast path and a server equipped with a BlueField-2
SmartNIC for the medium and slow paths. Both paths only im-
plement basic PDCP/GTP/SDAP functionalities. The experimental
setup, similar to Figure 2, uses a single server (Server One) act-
ing as both the DU and 5G core, connected to the Tofino switch,
which in turn connects to a second server (Server Two) hosting
the BlueField-2 SmartNIC. Server One simulates DU-originated
traffic, sending packets through the three paths in a predefined
manner, without agent-based decisions, to measure their latency.
While functionalities like reordering and encryption/compression
are not yet implemented, packets still traverse their designated
paths to provide a preliminary latency estimate. After CU-UP pro-
cessing, packets return to Server One, where the Round-Trip Time
(RTT) is calculated as the difference between departure and return
timestamps. Table 1 shows RTT measurements for 1,000 packets
(repeated 30 times) sent through each path, measured at the socket
level (raw socket) on Server One. Preliminary results reveal a clear
RTT gap between the paths, with the fast path showing the lowest
latency. While final values may vary with full functionality (espe-
cially in the medium/slow path) and NIC-level measurements, these
early findings indicate that FlexUP’s dynamic path selection can
effectively reduce latency, improve RAN throughput and scalability,
and lower CPU load on servers.

Table 1: Round-Trip-Time (RTT) for the three paths.

RTT (ps) Min Max Avg 99%-ile
Fast path 56 244 127 218
Medium path | 63 1136 223 952
Slow Path 128 1109 313 965

4 FUTURE WORK

Once all functionalities are implemented, we will evaluate the per-
formance and limits of each path individually. These assessments
will allow FlexUP agents to make dynamic, real-time path selec-
tions based on network state and flow characteristics, optimizing
for latency, throughput, and resource efficiency. We also plan to
assess a full migration to the fast/medium paths.
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