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Abstract

Large Language Model (LLM) training generates synchronized Re-
mote Direct Memory Access (RDMA) bursts that heavily stress
datacenter fabrics and are highly sensitive to faults. However, ac-
cess to full-scale training clusters is costly, and existing network
testers fail to accurately reproduce such patterns. We introduce
GPTraffic, a topology- and model-aware testing framework that
predicts, emulates, and analyzes LLM training workloads on pro-
grammable hardware. By combining burst-accurate traffic gener-
ation, RDMA-aware semantics, and fine-grained fault injection,
GPTraffic enables scalable, realistic, and reproducible experiments
that faithfully reflect the dynamics of distributed LLM training. This
allows researchers to explore performance bottlenecks, congestion
behavior, and fault tolerance under conditions that closely mirror
real-world Al training workloads.
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1 Introduction

Training large language models (LLMs) places heavy demands on
datacenter networks. Massive accelerator clusters with frequent
synchronization (e.g., all-reduce/all-gather) [9] generate bursty traf-
fic that saturates links and exposes weaknesses in conventional load-
balancing and congestion control [5]. Increasing reliance on RDMA
and RDMA over Converged Ethernet (RoCE) for low-latency, high-
throughput communication [3] further distinguishes LLM training
from traditional cloud workloads, creating new challenges for data-
center fabrics. Preparing networks for LLM training requires tools
tailored to its unique traffic patterns. Current P4-based network
testers [1, 4, 7, 8] can drive Tbps traffic rates but cannot model how
architectures and training configurations produce bursts, synchro-
nization phases, or RDMA-specific flows, nor can they faithfully
reproduce them due to lacking fine-grained dynamic burst control,
stateful RDMA semantics, and synchronization-driven behavior.

We present GPTraffic, a network testing framework that mod-
els and emulates LLM training workloads based on both model
characteristics and datacenter topology. Unlike conventional traf-
fic generators, GPTraffic captures the collective synchronization,
communication dependencies (through integration with other tools
such as [6]), and burstiness intrinsic to distributed training, pro-
ducing realistic RDMA and collective communication patterns at
line rate using programmable hardware. Its design combines work-
load modeling, RDMA-aware semantics, and integrated fault and
telemetry support, enabling controlled, reproducible, and scalable
evaluation of network mechanisms, providing a powerful tool for
synthetic traffic testing and to study performance bottlenecks in
LLM training environments.

2 Motivation and Challenges

Realistic and repeatable LLM training traffic is crucial for (i) re-
producible evaluation: testing network changes under bursts, syn-
chronized exchanges, and RDMA flows to mirror real stressors;
(ii) robustness testing: injecting controlled faults to study sensi-
tivity to loss, reordering, and tail latency; and (iii) cost: enabling
near-production-scale experiments without training clusters.
Recent work models LLM workloads via synthetic traces (ML-
Synth [6]) or heterogeneity-aware, trace-driven simulation [6]. GP-
Traffic complements these by replaying such workloads as line-rate
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RDMA traffic on programmable hardware with synchronization
fidelity, burst control, and fault injection, bridging synthetic model-
ing, simulation, and hardware emulation of LLM training traffic.
However, designing a traffic generator that is both realistic and
scalable requires confronting the following challenges:
Accurate workload modeling. LLM training traffic depends on
model size, parallelism, batch size, optimizer, and checkpoint ca-
dence; generators must capture resulting timing, burstiness, and
flow-size distributions.
Precise burst and rate control. Training creates short, synchro-
nized bursts saturating links in microseconds, requiring fine-grained
control of timing, concurrency, and duration at line rate.
RDMA semantics. Distributed training over RDMA/RoCE de-
mands emulation of queue-pair management, congestion, and loss
recovery within the limited state and memory of programmable
switches, all while sustaining multi-Tbps throughput, still not sup-
ported by existing approaches like [2].

3 GPTraffic Design

GPTraffic is guided by four principles: (i) workload awareness—deriving

traffic from LLM characteristics and datacenter topology rather
than generic traces; (ii) timing fidelity—reproducing synchronized
training bursts; (iii) RDMA semantics—including queue-pair IDs
and basic loss recovery to reflect congestion effects; and (iv) scala-
bility—offloading most functions to the programmable data plane
(Tofino/P4) while running complex logic in the control plane.
Reproducer. The reproducer generates line-rate packets on the
Tofino switch, orchestrating synchronized bursts with precise con-
trol over gaps, rates, and concurrency. GPTraffic maintains minimal
per-flow state to emulate queue-pair IDs and sequence numbers and
expose congestion interactions, using lightweight stateful functions
to preserve fidelity while sustaining Tbps throughput.

Event injector. To evaluate robustness, GPTraffic includes an event
injector that introduces controlled packet loss, reordering, delay,
and bandwidth throttling, deterministically or probabilistically. Run-
ning in the Tofino pipeline, it enables fine-grained, reproducible
stress testing under realistic training anomalies.

Monitoring. GPTraffic’s monitoring block collects per-flow coun-
ters, latency, loss, queue occupancy, and burst fidelity. Results help
diagnose bottlenecks, evaluate robustness, and provide feedback to
the predictor, closing the loop between prediction and reproduction.
Predictor/forecaster. The predictor converts job specifications
and datacenter topology into traffic intents, capturing collective
event cadence and fine-grained bursts. It schedules bursts with
precise timing and defines flow groups, envelopes, and RDMA IDs,
using monitoring feedback to ensure realistic, reproducible traffic.
GPTraffic also aim to support other workload generators [6].

4 Prototype and Preliminary results

Our prototype, implemented in P4 on a Tofino switch, uses the
programmable data plane for line-rate traffic generation. The re-
producer generates RDMA bursts reflecting LLM training distribu-
tions [5], with three types: high-intensity (100 Gbps, 2 s, every 9s),
medium (50 Gbps, 1s, every 5 ), and short (20 Gbps, 0.5 s, every 2s).
P4 controls burst timing while Tofino injects packets at line rate
with slight temporal variability to mimic real traffic.
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Figure 1: GPTraffic preliminary results. Generating bursts to
follow traffic patterns similar to those in [5].

Preliminary Results. Figure 1 shows 30 s of generated bursts, with
the reproducer matching intended timing and intensities. GPTraffic
demonstrates precise burst scheduling and provides a realistic basis
for LLM traffic reproduction. Although the current prototype is
not yet stateful, it supports further extension with per-flow RDMA
state and congestion-aware behavior.

Future work. Our next steps includes introduce the stateful RDMA
support, full feedback loops, and finalize the remaining blocks like
event injector, monitoring, and predictor/forecasters, including
support for other workload generators like MLSynth [6].
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