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Abstract—Celestial objects are known to be change in bright-
ness over time, driven by a diverse combination of physical pro-
cesses, whose time scales range from sub-milliseconds to billions
of years. Stingray is an open-source Python package that brings
advanced time series analysis techniques to the astronomical
community, with a focus on high-energy astrophysics, but built
on top of general-purpose classes and methods that are designed
to be easily adapted and extended to other use cases. We describe
the work being done to adapt Stingray to the analysis of large
data archives. In particular, we measure the performance and
scalability of Stingray and use parallel computing to speed up
selected parts of the code.

Index Terms—timeseries, astronomy, research, python

I. INTRODUCTION

The study of the variability of celestial sources is a fun-
damental tool for understanding the physical processes that
drive their emission. For example, a stable, coherent pulsation
in the signal is a clear sign of a rotating object, whereas a
quasiperiodic oscillation (e.g. similar to a heart beat) could be
produced, for example, by oscillations in an accretion disk or
the precession of a jet. The frequency of these oscillations can
further be used, for example, to infer their dimensions. This
can be shown through a simple causality argument: a given
region cannot oscillate at frequencies higher than the inverse
of the light-crossing time of that region. In practice, excluding
‘ad hoc’ and very unlikely geometrical configurations of the
source, a region larger than 3000 km cannot produce a 100
Hz signal, because the light would take more than 10 ms (1
/ 100 Hz) to cross it, and different parts of this region would
not be able to “communicate”.

X-ray astronomy has a long history of studying variability.
The X-rays are a band of the electromagnetic spectrum dom-
inated by compact objects such as neutron stars and black
holes, which have a very rich landscape of variability at time
scales that are easy to study with relatively short observations
and stable observing conditions (from sub-ms to hours). This

also allows to use advanced techniques such as spectral-
timing [1], which combines the information from the energy
spectrum of the source with the timing properties of the signal.
Examples of this are time lags [2], covariance spectra [3],
phase-resolved spectroscopy [4], and many others. For a recent
review of the field, see [5].
stingray [6] is an open-source Python library that eases

the learning curve for advanced spectral-timing techniques,
with a correct statistical framework. It is based on numpy
[7], scipy [8] and astropy [9].

Nowadays, stingray is used by a growing community
of students and researchers. Its capabilities range from use-
ful diagnostics to discriminate between spectral states of an
accreting source, to advanced spectral-timing methods such
as covariance spectra and lag-energy spectra. stingray has
also benefited over time by code contributions and main-
tainance help from many people, especially young researchers
and students, further expanding its openness to contributions
from outside the original group of developers.

One key element in a software package’s popularity is
ease of use, and stingray provides extensive tutorials that
can be adapted to many common use cases, and detailed
documentation of the API.

The other essential quality for a package’s user experience
is, of course, performance. Over time, the performance of
stingray has dramatically improved. In particular, the func-
tions calculating Fourier products were rewritten from scratch
and sped up by a factor ∼ 20 in 2020. The techniques used to
speed up the code included algorithmic optimization and the
use of numba [10] as a just-in-time (JIT) compiler. Many
of stingray’s analysis procedures are based on (quasi-
)embarrassingly parallel algorithms, such as the Bartlett pe-
riodogram [11], and therefore, parallel computing is a natural
improvement to be proposed to stingray. However, the
performance of the code was sufficiently good in typical use
cases, and, until recently, parallelization was not high priority
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on the stingray roadmap (priv. comm. of the stingray
maintainers).

In preparation for the analysis of very large archives of data,
we decided to contribute this enhancement to the library. In
this paper, we describe our work to enhance stingray’s
performance, through the use of algorithmic optimization and
parallel computing.

II. PERFORMANCE ANALYSIS

A. Profiling and Scalability checks

We set up a number of tests using datasets of increasing
size, up to values larger than the RAM (from 4 to 70 Gb).
Tests were executed on a Apple laptop with a M1 Pro (ARM)
chip (2064–3220 MHz, 24 MB L3 cache), 8 performance
cores, 32 GB RAM, Mac OS 15.2, Python 3.11 with numpy
1.26.4 and numba 0.59.1, SSD with ∼3500MB/s I/O speed.
Typically, a test of this kind would fill the RAM (which was
32 GB in our case) and crash1. We tested a version of the
code using memory-mapped arrays2, numpy data structures
sitting on the disk but accessed as if they were loaded in
memory. This should be more efficient than swapping, because
data are read and written when we know it is useful and
not at the choice of the OS. However, we did not initially
find an improvement in performance and memory occupation.
We realized that numpy.asarray, which typically serves
the purpose of treating lists and other iterables as numpy
arrays, creates copies in memory of the memory-mapped
arrays, invalidating their advantage. We reported this issue to
the stingray maintainers and they solved it by substituting
all calls to numpy.asarray with numpy.asanyarray.

B. Benchmarking infrastructure

We set up a number of benchmarks to be run periodically,
using the airspeed velocity library. At the moment,
this infrastructure is run on a local computer (Intel i7-
10700, 2.9 GHz, 16 MB cache, 8 physical cores, 32 GB
RAM, Kubuntu Linux 24.04, Python and library versions
compatible with the version of stingray being tested, ∼150
MB/s I/O speed) and remote plots are updated manually
after each release. Existing tools using default computing
resources provided by Github Actions or other CI/CD tools
cannot guarantee the stability required to run these tests in
reproducible conditions. We plan to set up a dedicated machine
to run these tests automatically, and to have the plots updated
through a webhook.

C. Code analysis

We used Python’s profiler cProfile to analyze the ex-
ecution time of each commonly used function in the code,
searching for bottlenecks. We found that the code was spend-
ing a significant amount of time checking the sortedness
of input arrays. The order of time stamps in input data is
fundamental for a good functioning of the code. However,

1or at least slow it down when the OS starts swapping to disk
2https://numpy.org/doc/stable/reference/generated/numpy.memmap.html

it is often not needed, as the data are typically sorted and
checked during standard reduction pipelines from astronomical
facilities. The algorithm stingray used to make this check
is fast if the data are randomized, but it is O(N) in the typical
case where data are almost sorted. Therefore, we proposed
to make this check optional, reducing the execution time by a
∼ 60% in datasets larger than 1 GB. Users concerned about the
sortedness of their data can still activate the check by setting
a flag when instantiating a StingrayTimeseries object.

After removing this check, we found that the code had two
remaining bottlenecks appearing in different regimes of the
data size:

1) For large datasets, the code was spending a
significant amount of time in the function
get_flux_iterable_from_segments, and
secondarily in the numpy.searchsorted operation
which is used to find the data falling in a given time
interval.

2) For small datasets, the code was spending a significant
amount of time in the histogram function, which is
used to create light curves from event data.

The first bottleneck is addressed in this work, as we are going
to detail in Sec. III-A, while the ongoing work on the second
will be reported in future work.

III. IMPROVEMENTS

A. Large data handling

X-ray telescopes often capture and record single photons.
When sources are bright, the number of photons can easily
reach several billions in sensitive instruments. Fast photome-
ters in the optical band can reach even higher rates, and future
X-ray missions under study can reach a rate of 106 photons
per second [12], [13].

But even if we do not have a large number of photons,
studying fast variability forces the creation of very long time
series. For example, in order to be able to detect variability
up to 2000 Hz, according to the Nyquist criterion we need to
sample the time series (or light curve) at least at 1 / 4000
Hz = 250µs. But since the sensitivity of the periodogram
decreases towards the Nyquist frequency, one needs to use an
even finer sampling in order to run sensitive searches. If the
observation lasts a few days (which is common), the number
of time bins in a light curve can again reach several billions.
But for many algorithms, creating such a light curve is not
needed, as well as storing all the photons in memory. The
Bartlett periodogram that forms the basis of many of the timing
products in stingray can be calculated by loading the data
in chunks, and then summing the periodograms calculated over
the chunks.

We implemented a FITSTimeseriesReader class that
loads a FITS file as a memory-mapped array, and then reads
the data in chunks, calculating the periodogram over each
chunk. Since event data are not uniformly sampled but are
typically a list of times random times, the trickiest part was
finding a way to find the boundaries of regularly-spaced time
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intervals. The algorithms available in numpy require the data
to be fully loaded in memory, which invalidates the purpose of
the memory-mapped arrays. We implemented a mixed search
algorithm that first maps a grid of times in the time series, and
searches the boundary of a given time intervals by loading in
memory only the data between two elements of the grid that
fully contain the desired interval. Note that this operation also
addresses the issue in Sec. II-C, as the search for the photons
in a given time interval is helped by the pre-mapping of the
times in the event list.

Since data are accessed read-only, the concurrent read of the
data by different processes is safe, and can be parallelized.

B. Parallelization

We set out to parallelize the core functions to calculate
periodograms and cross spectra with the Bartlett method,
which in practice consists of: 1) a time series is cut in equal
time segments; 2) one calculates the FFT of each segment and
take the square modulus (i.e. the periodogram); 3) all these
periodograms are averaged in a final periodogram.

In X-ray astronomy and in general in photon-counting
experiments, one often starts from the detection time stamps
(“events”), and the time series is created by counting the events
falling in subsequent equispaced time intervals. Typically, this
operation is done by creating a histogram of the photon arrival
times. The histogram can in principle be created once at the
start of the processing, but for large datasets it can be created
dynamically on a segment-by-segment basis.

Steps 1–2 of the Bartlett method are easily parallelizable, as
they are independent for each segment. The whole procedure
can be seen as a so-called map/reduce operation, where the
map operation distributes the computation between nodes, and
the reduce operation is the final average of the periodograms.

We created two different parallel implementations of this
operation, applicable to both cross spectra and power spectra.
In both implementations, nodes receive a list of time intervals.
For each time interval, the node extracts the list of photons
that fall in that interval, bins them into a light curve using
a histogram, and calculates the periodogram. This operation
can have significantly different execution times in different
intervals, as the number of photons falling into them can vary
if the source is variable, and the number of intervals might
not be an exact multiple of the number of nodes, making
the processing impossible to balance exactly. Therefore, it
is important that whatever parallel implementation one uses
is not strict about the order the data are retrieved from the
computing nodes for the final reduction operation.

1) multiprocessing implementation: The first imple-
mentation uses Python’s multiprocessing from the stan-
dard library (Fig. 1, left). In this version, the main process
decides what time intervals to assign to each node, spawns
M processes, and distributes the time intervals to them using
the imap_unordered function. This function “maps” the
time intervals to the nodes and allows results to be returned
in random order, so that quicker nodes can transmit back
their results as soon as possible. The nodes access the data

independently using the FITSTimeseriesReader class.
They get their share of data, calculate a Bartlett periodogram,
and transmit it back to the main process that makes the final
reduction operation, a weighted sum.

If N is the number of time intervals, M the number
of nodes, tper the processing time to calculate the light
curve and periodogram of a single interval, tsum the time
spent summing two arrays, tspawn the time to create the
processes and tcomm the time spent sending the results from
the nodes to the main process, and assuming that the nodes
actually work in parallel, the operation will take on average
Mtspawn +

N
M tper +(N

M − 1)tsum +Mtcomm +(M − 1)tsum.
The main advantage of this option is that it uses functionality
of the Python standard library, which is available in Python in
all architectures without external dependencies. However, the
spawning of new processes is slow, and the communication
between the main process and the nodes is not very flexible.

2) MPI implementation: The MPI library is a standard for
parallel computing, and it is available in Python through the
mpi4py package. This library is a lot more flexible than
multiprocessing, as it allows to create a network of
nodes that can communicate with each other and exert a
high level of control on their operation. Our implementation
is depicted in Fig. 1, right. In this implementation, node 0
distributes the time intervals among the nodes, including itself.
Just like in the multiprocessing implementation, each
process calculates a Bartlett periodogram for its time intervals.
When it is time to reduce the results, nodes do not communi-
cate their results to node 0 directly, but they undergo instead
some intermediate steps where pairs of results are averaged
together. This reduces from O(M) to O(log2(M)) the clock
time spent communicating data and making the final average,
as much of this processing is done in parallel as well. The
approximate time spent to calculate a periodogram with this
method is N

M tper+(N
M −1)tsum+log2 Mtcomm+log2 Mtsum.

C. Results

Both parallel implementations were thoroughly bench-
marked through tests on simulated data, and compared to the
serial version. Results are shown in Fig. 2. It is clear that
the multiprocessing version, although it is easier to set up
and use, is generally slower than the MPI, and in particular
it is highly disadvantageous when the computation time per
node is small, such as in the case of a small number of time
bins per interval, or when the number of segments per node
is small. The MPI version is generally faster than both the
multiprocessing and the scalar versions, even for small
numbers of time bins. The multiprocessing version,
however, is able to reach the same performance as the MPI
version when the computation effort of each node increases,
as the spawning time becomes negligible compared to the
computation time.

IV. DISCUSSION AND FUTURE PLANS

In this work, we have described the steps made to improve
the performance of stingray, a Python package for spectral
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Fig. 1. (Left) schematics of the multiprocessing implementation. The main process spawns M new processes that read the data and calculate Bartlett
periodograms in their subset of the time intervals. The main process gathers their periodograms and makes one final weighted average of all periodograms.
(Right): MPI implementation. The main process distributes the time intervals among nodes, including itself. Each node reads its subset of the data and
calculates the periodograms. However, the final reduction is done in steps through a binary tree process where an ever halfing number of nodes participates.

Fig. 2. (Left) Comparison of different implementations, using a simulated dataset with 130,000 photons, with an observing time of 12,800 sec split in 128
sec intervals. The sampling time is changed so that in each trial the light curve has a different number of bins. Each curve is fit with a law of kind axb + c,
assuming a relative error of 20%. The time ratio is the ratio between the execution time of the parallel over the standard (serial) version for the same data.
(Right) similar to the left panel, but the number of time bins is kept constant, and the number of intervals is varied instead.

timing analysis. After a thorough analysis of the code through
profilers and the correction of some bottlenecks, we set out to
work on two main aspects: the loading of large data files and
the parallelization of a few critical functions. We have imple-
mented a FITSTimeseriesReader class that efficiently
reads data in chunks, and we have parallelized the calculation
of Bartlett periodograms and cross spectra using both the
multiprocessing and MPI libraries. We have tested the
performance of these implementations on a simulated dataset,
and we have found that the MPI implementation is generally
faster than the multiprocessing one, although the latter
is easier to set up and use and it does asymptotically reach
the same performance as the amount of computations per core
increases.

We are now in the process of proposing the inclusion
of this parallel implementation into the main codebase.
The multiprocessing implementation is straightforward
to be adapted to the AveragedCrossspectrum and

AveragedPowerspectrum classes and will be included
in the next major release. The MPI implementation is slightly
more complex, as it requires the installation of the mpi4py
package and be run with mpiexec or mpirun (at the
moment, there is no obvious way to use it in a Jupyter
notebook, for example). We will propose to include it in the
codebase through a script that wraps the main functions and
can be run from the command line.

Since most optimizations available on the CPU have already
been attempted or implemented, future work will concentrate
on attempts to improve the scalability of the parallel operations
and to further optimize the histogram function and the
searchsorted operation by using GPUs.
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