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Abstract. This paper presents a real-world domain-specific dataset,
which facilitates algorithm development and benchmarking on the chal-
lenging problem of multimodal classification of urban waste in street-
level imagery. The dataset, which we have named “GIGO: Garbage in,
Garbage out,” consists of 25k images collected from a large geographic
area of Amsterdam. It is created with the aim of helping cities to col-
lect different types of garbage from the streets in a more sustainable
fashion. The collected data differs from existing benchmarking datasets,
introducing unique scientific challenges. In this fine-grained classification
dataset, the garbage categories are visually heterogeneous with different
sizes, origins, materials, and visual appearance of the objects of interest.
In addition, we provide various open data statistics about the geographic
area in which the images were collected. Examples are information about
demographics, different neighborhood statistics, and information about
buildings in the vicinity. This allows for experimentation with multi-
modal approaches. Finally, we provide several state-of-the-art baselines
utilizing the different modalities of the dataset.

1 Introduction

The number of people living in cities is increasing steadily, which also increases
the pressure on local governments to maintain the public spaces in a more
efficient and sustainable manner. Therefore cities are actively researching new
methods of resolving urban issues, one of the most significant being the accu-
mulation of waste. Multimodal approaches have been proposed to help route
citizen reports about such issues effectively [7,23]. However, recent advances in
multimedia and computer vision make it possible to collect and process infor-
mation about public spaces using real-time street-level imagery. Such techniques
can help to quickly identify and address urban issues. For example, the City of
Amsterdam recently conducted experiments in which street-level imagery was
streamed in real-time to collect information about urban issues like garbage on
the streets [24]. This in turn can be an additional source of actionable intelli-
gence for local governments to increase the effectiveness of the garbage collection
process.

To allow for experimentation with multimedia techniques in urban waste
management, we publish a dataset with this work. We name the dataset after
c© The Author(s), under exclusive license to Springer Nature Switzerland AG 2023
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Fig. 1. To create the “GIGO” dataset images a) collected over several months are b)
annotated with domain experts and further curated into the eventual dataset of 25k
images with classes garbage, garbage bag, litter, bulky waste, and cardboard.

the well-known machine learning principle “Garbage in, Garbage out,” which we
shorten as “GIGO”. The main task is to classify images based on the presence
of several types of garbage illustrated in Fig. 1, such as garbage, garbage bags,
cardboard, bulky waste, and litter using visual content and associated geospatial
metadata. The dataset, which contains 25k annotated images, is collected as
part of a system to process and analyze street-level imagery in real-time [24].
The images are taken by driving through the city using a service vehicle with
two smartphones attached to the windshield, both capturing images of the road,
sidewalks, and surrounding urban spaces. Images in our GIGO dataset were
annotated in collaboration with domain experts knowledgeable about the process
of identifying the location and, afterward, collecting different types of garbage
on the city streets.

In the past, well-known benchmarking initiatives such as TREC [10], MediaE-
val [15] and TRECVID [22] were also motivated by real-world problems, allowing
for alignment between companies, government agencies, and the research com-
munity. Here we create an additional possibility to research such a real-world
problem with high societal impact while providing a test bed that can push
multimedia research forward.

Existing fine-grained visual classification benchmarks are often broadly
defined and have categories that are not urban domain-specific. Datasets like
Stanford cars [13], FGVC Aircraft [19] and CUB-200-2011 [29], contain cars, air-
craft, and birds but little to no additional multimedia channels. We expect that
an effective combination of different modalities featured in our GIGO dataset



GIGO, Garbage In, Garbage Out: An Urban Garbage Classification Dataset 529

Fig. 2. Images generated using Gradcam [21].

is likely to improve performance further. The task we focus on in this paper
is fine-grained multimodal garbage classification in street-level imagery. This is
a particularly challenging task for several reasons. The regions of interest are
difficult to identify due to the dynamic and noisy background and the varying
lighting conditions of the images. As shown in Fig. 1, the classes are visually
heterogeneous with differences in sizes and materials. In addition, while images
intentionally captured by humans often follow established photographic rules
about e.g., scene composition, images captured from a fixed position on a vehi-
cle have a much larger variety of object locations. To illustrate the effect of
varying object sizes and positioning on the image, we have used Gradcam [21]
to create a heatmap of the relevant image regions when performing classification
with ResNet. Litter, in particular, can be present in a tiny fraction of the image
only, as seen in Fig. 2a. However, depending on the perspective and distance,
bulky waste with a higher physical volume can cover only a small portion of
the image, as seen in Fig. 2b. The dynamic urban environment in which the data
was collected presents a challenging test-bed for developing and evaluating novel
multimodal approaches.

Following the first law of geography [28], images captured close to each other
are generally more likely to have related semantics, thus, potentially object
classes. Also, scenes recorded in the same neighborhood might have similar
visual backgrounds creating noise in the classification, which could be resolved
by incorporating information about the image context. Finally, the geospatial
data collected with the images and the open data about the surrounding geo-
graphic area also allows for experimentation with the predictive potential of the
geospatial patterns that occur within the dataset.

Since garbage on the streets of a city is always produced by the activity of
people in the area there are many regularities in how the garbage is produced
throughout a geographic area. And thus, we see a large potential in using open
data provided by the local government, such as neighborhood statistics and
information about the function of buildings. Shops tend to produce a different
type of garbage than residential areas, so that information is likely valuable for
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Fig. 3. Images containing the cardboard class, which can have many materials, shapes,
and colors. (Color figure online)

increasing the performance of garbage classification. By releasing the dataset
and discussing possible improvements using multimodal techniques, we aim to
open up the research in this direction for the community (Figs. 3, 4 and 5).

For this work, we have experimented with several state-of-the-art classifica-
tion approaches, both visual and multimodal, to create an idea of how the data
can be used and to establish a baseline. The main contributions of this paper
are as follows:

– We publish a large collection of annotated street-level imagery focusing on
the fine-grained multimodal classification of urban garbage.

– We perform experimentation with state-of-the-art computer vision approaches
to multi-label classification of street-level images.

– We experiment with multimodal approaches to the problem and discuss pos-
sible improvements.

2 Related Work

2.1 Related Datasets

Common datasets and benchmarks have been a cornerstone of development in
multimedia as they allow for comparing methods and validating them in different
domains. Good examples of this are tasks such as video content search [18] and
lifelog retrieval systems [8]. The GIGO dataset released with this paper will add
a new type of data to benchmark and additional challenges to solve.

A classic example of a field driven by benchmarking datasets is computer
vision. One of the most used datasets is ImageNet [14], which facilitates research
into image classification. Another well-known dataset is MS-COCO [16] which
is used for benchmarking object detection approaches. These datasets consist
of web-scraped images annotated through public crowdsourcing. Due to this
method of collecting images, the images are frequently taken with an object of
interest in focus that also has a certain position according to well-established
principles of image aesthetics. The reason for this is that when a person takes a
photo, they often follow these practices consciously or unconsciously. In addition,
the variety between the images taken in different “generic” contexts is much
different from those taken from a mounted perspective in an urban setting.
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For collecting the GIGO dataset it was not possible to use web scraping on
social media and other sources, as is common with other datasets. The dataset
needed to be collected on the city’s streets in a dynamic urban environment.

In an urban context, a well-known dataset with a similar angle and perspec-
tive is the Cityscapes [5] dataset. The classes in this dataset like building, road,
vegetation, street light, and car are more abundant and frequent in an urban
environment than the classes presented in the GIGO dataset. Since the classes
of the GIGO dataset are more imbalanced and occur less often, it creates dif-
ferent challenges for obtaining a good performance. The same goes for datasets
created for the task of autonomous driving like the nuScenes [3] dataset. Within
this task, there have been significant advancements in using the cameras and
other sensors for understanding the environment by doing semantic segmenta-
tion, vehicle detection, and semantic reasoning [27]. However, the task differs
from the one presented in this paper since the temporal and geographical fre-
quency of such images is much higher.

The classes in the GIGO dataset are visually heterogeneous and annotated
by domain experts. There are several other well-known fine-grained datasets, like
Stanford cars [13], CUB-200-2011 [29], and FGVC Aircraft [19]. These collections
are composed and annotated by experts since the determination of the classes
requires domain-specific knowledge. In addition, such image collections are more
balanced than what would occur in a real-world situation, where the frequency
of encountered classes varies significantly. Thus we have decided it is best for
the released dataset to have a realistic imbalance. Apart from having visually
heterogeneous classes, the GIGO dataset also has noisy backgrounds creating an
extra dimension to the task.

2.2 Classification in Urban Context

There are plentiful state-of-the-art techniques that perform well on the image
classification task. Models like ResNet [11] have proven capable of good perfor-
mance. On the other hand, more recent networks like EfficientNet [26] achieve
similar or better results on benchmarks, while having a faster inference speed
making them suitable for large-scale processing of real-time street-level imagery.
These techniques are however often evaluated on images without a geospatial
context. The difference with the task presented in this work is that the classifi-
cation of garbage classes in an urban context allows for new ways of processing
information that can potentially improve the performance of this task.

Similar but different techniques like 3D-CNN [20] are also used on sequences
of images instead of a single frame since pictures that are temporally close often
contain similar information. However, the images of the GIGO dataset have a
less direct temporal connection. The images are thus unlikely to be similar to the
previous and next images as in videos. There is however a strong spatiotemporal
link that can be made between the frames.

More recently transformers [6,17] have shown even better results for image
classification. This is promising since they also have the potential to harness
the context of the images, which makes them a likely candidate to expand into
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Fig. 4. The geographical distribution of images

a more context-aware type of classification. Recently research also focused on
using temporal relationships in combination with transformers [33]. In addition,
a recent survey [31] shows transformers are capable of various multimodal tasks.

The use of graphs has been proven useful in an urban context because of the
strong spatial and temporal dynamics between flows in a city. Graphs and graph
neural networks have been successfully used to predict traffic flow in cities [2,32,
34], which are also heavily influenced by human behavior. Graphs have also been
used in combination with visual data. For example, finding patterns on satellite
imagery in an urban setting [1,12]. Similar approaches are also interesting to
experiment with on the GIGO dataset. In addition, since the images are collected
in the same geographical area, there are likely performance gains to be made by
combining this information.

3 The GIGO Dataset

The GIGO dataset and additional contextual data sources mentioned in the
paper can be found here: https://doi.org/10.21942/uva.20750044.

Data Collection. The data used for the experiments is collected during the
period between 2020-02-18 and 2021-06-09 by frequently driving with a vehicle
that had two cameras attached (as seen in Fig. 1) to the windshield. While driving
these devices were capturing images of the right and left sides of the street. The
images have a resolution of 1280 × 780. Smartphone cameras are used due to
their connectivity and ubiquity. A total of 25k images have been collected and
annotated.

Privacy. In order to ensure there is no privacy-sensitive information within
the released dataset, several measures have been taken. Both license plates and
people have been automatically removed from the images using object detection.
Since these techniques are likely to miss some objects of interest, afterward the
images were manually inspected to see if any information was missed to improve
the filtering of privacy-sensitive information further.

https://doi.org/10.21942/uva.20750044
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Fig. 5. The distribution of time of the day the images were collected

Table 1. Class descriptions and train and test set distribution

Class name Description Train N Test N

Garbage Any garbage, or 0 when clean 7768 1584

Garbage bags Garbage bags 1716 242

Cardboard Cardboard waste 3851 541

Bulky waste Bulky waste, for example, a sofa or a fridge 4312 754

Litter The image contains litter, like cans or bottles 3832 1032

Data Annotation. In collaboration with domain experts specializing in
garbage collection in urban environments, classes were determined, and an anno-
tation guideline was created. These guidelines were then followed and all images
were manually annotated. The annotation process was started by annotating
the garbage class for all images. This is because the other classes can only occur
when there is any type of garbage shown in the image. The other classes used
are as follows: garbage bags, cardboard, litter, and bulky waste. These all have dif-
ferent visual representations and different spatial-temporal characteristics. The
definition of the classes can be found in Table 1.

Train Test Split. The data is split into 19.827 train images and 5.172 test
images. This is done based on the days they were captured to ensure that the
scenes found in the photos do not overlap. This also allows for evaluation similar
to a real-life setup of such a system, where the situation on the street and
conditions are changing daily due to the dynamic nature of cities. Sixty days of
recording are thus used for training, and seven days of recording are used for
testing.

Additional Contextual Data. The area in which images are collected has
additional data available, as illustrated in Fig. 6a and 6b, which can be used
for experiments. Information like the function of buildings in the area could be
valuable since a residential building will likely have different dynamics regarding
garbage production in the area than an office building. Similarly, the location of
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Fig. 6. Examples of contextual data that is available

garbage containers is likely to affect the positioning of the different classes. In
addition, open data statistics about e.g. demographics, economy, and the land
area used in different neighborhoods could help describe patterns that occur
with the positioning of garbage.

4 Baseline Experiments

4.1 Evaluation

To allow for comparison with other multi-label classification approaches, we
compute the commonly used mAP metric. In addition to that, for every class,
the F1 score is calculated. A reason for this is that both false positives and
false negatives are undesired within the domain of the task. Another reason for
evaluating using the F1 score is the class imbalance, which needs to be taken
into account.

4.2 Experiments

Several state-of-the-art image classification models have been adopted and eval-
uated to create a baseline. In particular, we experiment with ResNet [11], Effi-
cientNet [25], VisionTransformers [6] and SwinTransformers [17]. The network’s
last layer is converted into a sequential layer consisting of a linear layer and a sig-
moid layer to make the network’s output multi-class. The models are pretrained
on ImageNet and afterward finetuned on the GIGO dataset.

To assess the value of the multimodal information that can be found in
the GIGO dataset, a GNN was trained on a geospatial graph representation
of the images (Fig. 7). The nodes of the graph were created using an image
representation from the penultimate layer of a ResNet50 network. The edges
between these nodes were created using the spatiotemporal proximity between
the nodes, taking into account the distance and the time between the capturing
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Fig. 7. A schematic portion of the multimodal graph, where the nodes (V) are a visual
feature vector and the edges features are the normalized geographic distance between
them.

of the images. Whenever the distance between nodes was lower than 250 m and
the time of recording was lower than a minute, they were connected with an
edge-weighted by the normalized Haversine distance between the coordinates of
the image. The GNN used consisted of a SAGEConv [9] layer, followed by a
ReLU and a dropout layer. Afterward, this is passed into another SAGEConv
layer, followed by the Jumping Knowledge architecture introduced in [30]. The
model is finalized by a linear layer and a sigmoid layer outputting the five classes.

4.3 Results

As illustrated in Table 2, overall the best performing architecture is the Vision-
Transformer [6]. It performs best for all individual classes when comparing
the F1 score and has the best MAP overall. ResNet and EfficientNet have a
similar MAP, but the classes have different top performers when using these
architectures.

Multimodal GNN. The second best-performing model is the multimodal
GNN. While the multimodal baseline uses simple multimodal features only, it
outperforms the most common image classification techniques, which indicates
that it is indeed possible to use geospatial data to further improve performance.

The multimodal context of the GIGO dataset allows for further experimen-
tation due to the variety of new approaches suitable for this task and the avail-
ability of a multitude of potentially interesting auxiliary data sources. The most

Table 2. The MAP for the best performing models and the F1- score calculated per
class.

model MAP Garbage Bulky waste Garbage bag Cardboard Litter

VisionTransformer 0.47 0.80 0.83 0.74 0.82 0.73

Multimodal GNN 0.46 0.80 0.81 0.72 0.82 0.72

ResNet152 0.45 0.80 0.80 0.69 0.80 0.73

EfficientNet b5 0.45 0.77 0.82 0.73 0.81 0.74

SwinTransformer 0.40 0.77 0.79 0.66 0.79 0.66
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considerable potential improvement in this task is incorporating information
about the surroundings of the scene. This could be demographic information
or a result of combining of several images taken on the same route. There are
several approaches suitable for harnessing such information about the image
context. This can for example be done with graph neural networks. Another
interesting development is the use of transformers for similar tasks.

Transformers. The use of metadata of the images, like location and time of
day, could be integrated into transformers using a similar approach to [4], where
the metadata of skin disease images is used to improve the visual classification.
As mentioned in the related work, transformers can efficiently handle several
modalities, and thus, it seems likely that using this technique will improve per-
formance on the GIGO dataset.

5 Conclusion

This paper presents the GIGO dataset. The dataset is composed of 25k images,
annotated in collaboration with experts specializing in the process of garbage
collection in urban environments. The task presented is the multi-label classi-
fication of garbage in street-level imagery. The task is particularly challenging
due to the classes being visually heterogeneous in shape, size, and location in
the image. Similar to the classes of interest, the backgrounds are also noisy since
the images are captured in real-world conditions by a vehicle moving through
a dynamic urban environment. In addition to the task and dataset, we created
several baselines using visual and multimodal information and discuss possible
methods for building on such approaches. The task of garbage classification on
street-level imagery has a strong geo-temporal context, allowing for the bench-
marking of a wide variety of multimodal approaches. We believe that opening
up GIGO dataset to the multimedia community can facilitate research into this
topic, which can help make urban life more sustainable and increase the livability
of cities.
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